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Abstract 

Video Coding for Machines (VCM) is gaining momentum in applications like autono-
mous driving, industry manufacturing, and surveillance, where the robustness 
of machine learning algorithms against coding artifacts is one of the key success 
factors. This work complements the MPEG/JVET standardization efforts in improving 
the resilience of deep neural network (DNN)-based machine models against such 
coding artifacts by proposing the following three advanced fine-tuning procedures 
for their training: (1) the progressive increase of the distortion strength as the training 
proceeds; (2) the incorporation of a regularization term in the original loss function 
to minimize the distance between predictions on compressed and original content; 
and (3) a joint training procedure that combines the proposed two approaches. These 
proposals were evaluated against a conventional fine-tuning anchor on two different 
machine tasks and datasets: image classification on ImageNet and semantic segmen-
tation on Cityscapes. Our joint training procedure is shown to reduce the training 
time in both cases and still obtain a 2.4% coding gain in image classification and 7.4% 
in semantic segmentation, whereas a slight increase in training time can bring 
up to 9.4% better coding efficiency for the segmentation. All these coding gains are 
obtained without any additional inference or encoding time. As these advanced fine-
tuning procedures are standard-compliant, they offer the potential to have a significant 
impact on visual coding for machine applications.

Keywords:  Video Coding for Machines (VCM) , Coding artifacts, Image and video 
coding, Deep neural network (DNN), Deep learning, Fine-tuning

1  Introduction
The digital age has given rise to an unprecedented growth of new media products 
and services that catalyze the surge of digital visual content in our multimedia-centric 
society. This trend has necessitated the development of various international video 
coding standards, such as Joint Photographic Experts Group 2000 (JPEG2000)  [1], 
High Efficiency Image File Format (HEIF)  [2], Advanced Video Coding (AVC)  [3], 
High Efficiency Video Coding (HEVC)  [4], and Versatile Video Coding (VVC)  [5], 
which have become the cornerstones for efficient visual data transmission and stor-
age for human consumption. In addition to that, visual data consumption is currently 
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undergoing a transformative shift from human consumers towards a machine-to-
machine paradigm, where automated content analysis is becoming predominantly 
driven by artificial intelligence. This shift takes place across various applications, 
including autonomous driving, intelligent transportation systems, smart manufactur-
ing, and surveillance. To that end, Joint Video Exploration Team (JVET) of Moving 
Picture Expert Group (MPEG) and ITU-T Video Coding Experts Group (VCEG) seek 
to develop a new video coding standard called video coding for machines (VCM)  [6] 
that is tailored to enhance the efficiency of deep neural network (DNN) machine task 
algorithms [7].

Figure  1 presents an overview of the general coding for machine workflow that 
underpins this work. This process involves transforming pristine visual content 
through the encoder, resulting in a compressed bitstream. These compressed data, 
while optimized for storage and transmission, undergo the decoder to reconstruct 
the visual content which is subsequently fed into a machine model. This model is 
designed to output a prediction that forms the basis of machine-driven decision-mak-
ing processes. As highlighted in Fig. 1, MPEG/JVET standardization activities related 
to VCM [6] primarily concentrate on the encoder and decoder part of this workflow.

At reduced bitrates, the decreased machine performance (i.e., the DNN prediction 
ability) is mainly due to the introduction of coding artifacts [8–11], which are a direct 
consequence of the lossy compression techniques necessary for bitrate reduction [12, 
13]. Earlier attempts have shown that some of the DNNs performance drops due to 
coding artifacts can be mitigated by employing a dedicated fine-tuning training pro-
cedure with compressed content  [14, 15]. Nevertheless, existing solutions from the 
literature either suffer from a lack of machine performance enhancement  [16] or a 
high training time requirement [14].

Our research addresses the challenge of enhancing the robustness of DNNs to cod-
ing distortions, which significantly impacts their predictive accuracy in compressed 
visual data. In this work, we propose and evaluate three advanced fine-tuning proce-
dures designed to enhance machine resilience to coding artifacts:

•	 Training procedure T1 leverages similarities among coding artifacts by progressively 
increasing the distortion strength during the training advances [16].

•	 Training procedure T2 uses a regularization term designed to encourage DNN to 
produce similar predictions for compressed images and their pristine counter-
parts [17].

Fig. 1  Overview of the general coding for machine workflow which aims to balance between minimizing 
the bitrate and maximizing the accuracy of subsequent machine-based predictions
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•	 Training procedure T3 combines the approaches of the first two training procedures, 
integrating both a regularization term and progressive training to improve machine 
resilience.

The advantages of these proposed training procedures include: (i) ease of implementa-
tion; (ii) maintenance of online inference and encoding time; (iii) improved DNN per-
formance at equivalent bitrates; (iv) adjustable offline re-training time, allowing for 
an optimal balance between DNN performance and bitrate; (v) standard-compliant 
nature; and (vi) complements the existing standardization efforts undertaken by MPEG/
JVET [6].

Another distinctive contribution of this article stems from its in-depth evaluation of 
training procedures. The transferability of results across various machine tasks and data-
sets is not guaranteed; hence, an extensive analysis is key. To address this, the proposed 
training procedures are evaluated and compared on two highly dissimilar machine tasks 
and datasets: image classification on ImageNet [18] and semantic segmentation on City-
scapes [19]. This in-depth evaluation framework not only strengthens the validity of our 
results but also provides unique insights. When compared against a conventional train-
ing procedure with compressed content, results indicate that bitrate savings are achieved 
for both machine tasks at equivalent machine performance, while necessitating a lower 
training time.

The rest of this paper is structured as follows. Section 2 gives an overview of related 
works in the literature. The three training procedures T1 , T2 , and T3 proposed to improve 
machines’ resilience to coding artifacts are introduced in Sect. 3. Section 4 outlines the 
experimental setup. The results of our study are presented in Sect. 5, followed by a dis-
cussion. Finally, Sect. 6 concludes the paper.

2 � Related works
This section first covers works related to the limitations of DNN resilience towards gen-
eral image degradation. General image degradation refers to any kind of image quality 
deterioration that occurs to an image during signal acquisition, transmission, or storage. 
A non-exhaustive list of general image degradations includes blurring, noise, contrast 
reduction, or coding artifacts. This section then focuses solely on one sub-category of 
general image degradation which is coding artifacts. In particular, existing solutions that 
mitigate the DNN lack of resilience to coding artifacts are explored.

2.1 � Limits of DNN resilience to general image degradation

The resilience of DNN to general image degradation has received considerable atten-
tion in recent studies. Dodge et al. [8] investigated how different ImageNet [18] classi-
fiers respond to blur, noise, JPEG coding artifacts, and contrast reduction. Subsequent 
research by Dodge et al. [20] revealed that despite the enhanced performance of popular 
classifiers on undistorted content, they still significantly lag behind human capabilities 
when classifying distorted images. Furthermore, Hendrycks et al. [11] conducted exten-
sive benchmarks to evaluate the resilience of ImageNet [18] classifiers to general image 
degradations. They demonstrated that advancements in classifier architectures from 
AlexNet [21] to ResNets [22] have not necessarily translated into improved robustness 
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against general image degradations, even as accuracy on pristine images has increased. 
These findings underscore the ongoing challenge of enhancing DNN robustness to gen-
eral image degradations.

Numerous approaches have been proposed to enhance the generalization capa-
bilities of DNNs in the presence of general image degradations. Sun et  al.  [23] intro-
duced additional nonlinear layers to existing machine architectures, targeting resilience 
improvements against shifts in higher moment statistics, such as skewness and kurtosis. 
Zheng et al. [24] suggested employing a training procedure named stability training to 
enhance DNN robustness against minor image degradations. However, the effective-
ness of stability training in improving robustness has been critically questioned by sub-
sequent studies [11, 23] through various experimental evaluations. Employing a similar 
strategy to stability training, Kannan  et  al.  [25] introduced a stability term to the loss 
function, designed to reduce the discrepancy between predictions on distorted and pris-
tine images. Additionally, employing training images subjected to random style trans-
fer  [26] has been proposed by Geirhos  et  al.  [27] as a method to prevent DNN from 
overfitting on texture information but rather on shape information.

2.2 � Improving DNN resilience to coding artifacts

In the coding for machines domain, Fischer  et  al.  [15] demonstrated remarkable 
enhancements in DNN resilience with the data augmentation (DA) training procedure 
that trains one DNN model on a mixture of coding distortions at once. However, it is 
worth noting that this approach exhibits limitations when confronted with a diverse set 
of coding distortions [16] or with coding artifacts from compression standards unseen 
at training. Alternatively, Löhdefink  et  al.  [14] observed significant improvements in 
machine performance when employing a fine-tuning training procedure. This obser-
vation was made based on a very limited subset of coding distortions among the ones 
considered, emphasizing the importance of effectively addressing the training time asso-
ciated with these approaches. One aspect common to both DA and fine-tuning train-
ing procedures is that they both take advantage of compressed content at training time. 
Indeed, compared to not using any fine-tuning training procedure, it has been widely 
shown in the literature that re-training machine models on compressed data enables sig-
nificant DNN prediction ability improvement [28–30].

To evaluate the solutions proposed in this work, we define two established approaches 
as existing solutions: (1)  the pre-trained baseline procedure and (2)  the conventional 
training procedure T0 . These will serve as benchmarks against which the proposed meth-
ods are compared.

2.2.1 � Pre‑trained baseline procedure

Figure 2 illustrates the pipeline used in the pre-trained baseline procedure, in which a 
prediction g(Î) is obtained from a machine model g where no re-training procedure has 
been involved. In a nutshell, compressed images  Î are fed to a machine model  g pre-
trained on pristine images  I to obtain predictions  g(Î) . As the pre-trained machine 
model g has never encountered coding artifacts during its training process, the statisti-
cal shift between training images I and testing images  Î makes the pre-trained baseline 
procedure inherently limited in terms of achievable machine performance.
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2.2.2 � Conventional training procedure T0
Figure  3 illustrates the pipeline of the conventional training procedure T0 , which alle-
viates the shortcomings of the pre-trained baseline procedure by taking advantage of 
compressed images  Î with an additional fine-tuning step. Similar to the pre-trained 
baseline procedure, a machine model  f  pre-trained on pristine images  I is employed. 
Rather than directly using weights of the pre-trained machine model  f  to obtain predic-
tions on compressed images  Î , the conventional training procedure T0 utilizes weights 
of the pre-trained machine model  f  as initialization weights for the re-training step. As 
it has already been proposed in the coding for machines context [14, 15], the machine 
model  f  is then fine-tuned by comparing predictions  f (Î) of the machine model  f  on 
compressed images  Î against a ground truth through the original loss function ℓ0 . Ulti-
mately, weights of the machine model  f  are updated iteratively to provide better and 
better predictions with the use of backpropagation.

3 � Proposed training procedure
DNN solving machine task algorithms are mostly trained on high-quality visual content. 
This is because popular datasets tend to not incorporate any coding artifacts  [19], or 
only slight ones with the use of high-quality JPEG compression [18, 31]. Using such data 

Fig. 2  Pipeline for the pre-trained baseline procedure. The machine model g is a DNN model pre-trained on 
pristine images

Fig. 3  Pipeline for the conventional training procedure T0 that fine-tune the machine model f  on 
compressed images  Î  . Weights of the machine model f  are initialized with the weights of a model 
pre-trained on pristine images
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at training time, built DNN tend to lack in their ability to provide accurate prediction 
on lower-quality content. Therefore, it is desirable to enhance DNN resilience to coding 
artifacts to mitigate the bias identified above. To this end, this section proposes three 
advanced offline fine-tuning procedures that are easily applicable given the availability of 
pristine images and their associated ground truth labels.

3.1 � Training procedure T1 : progressive training

Figure  4 illustrates the pipeline of the proposed training procedure T1 which aims to 
enhance the resilience of machine models on content that incorporates coding distor-
tions. This procedure, first introduced in our previous work [16], shares some similari-
ties with curriculum learning training procedures [32, 33]. T1 is based on the assumption 
that a machine model might have difficulties generalizing when a wide range of coding 
distortions and strengths come into consideration. To this end, the key idea behind T1 is 
to obtain separate DNN weights for distinct coding distortions through a single training. 
Instead of relying on a single set of DNN weights, the motivation to employ separate 
DNN weights for distinct coding distortions can be understood from the observation 
that such a strategy has shown its potential to offer enhanced coding efficiency  [16]. 
The use of separate DNN weights permits each DNN model to specialize on a predeter-
mined coding distortion or quality range, as it is assumed that such a specialized model 
will not be employed to obtain predictions on images that contain vastly different coding 
artifacts. Nonetheless, a previous work [17] has shown that a DNN model specialized for 
a given coding distortion still offers some degree of generalization across other coding 
distortions.

This is done by increasing the distortion strength progressively as training advances, 
where the distortion strength parameter starts at Q0 and ends at Q∞ . This is illustrated 

Fig. 4  Pipeline for the proposed training procedure T1 that increases the distortion strength progressively as 
the training advances
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on the left part of Fig.  4 where the progressive training function P determines which 
coding distortion should be selected at a given epoch ei . As an example, the coding dis-
tortion is characterized by the parameter controlling the amount of quantification in an 
encoder, such as the quality for JPEG or the quantization parameter for AVC, HEVC, and 
VVC-based compression standards. At each epoch ei , the distortion strength parameter 
Q is equal to P(ei) , which is determined by the following equation:

where s ∈ R
+∗ controls the speed at which the coding distortion strength Q converges 

towards Q∞ , and where �Q ∈ N
∗ refers to the step size between two consecutive coding 

distortion strength Q . The intuition behind the proposed training procedure T1 is that 
achieving high accuracy on images with a coding distortion P(ei) is easier if the DNN is 
already robust to images of slightly higher qualities P(e − 1) , and so on. Given that con-
verging to a minimum of the DNN loss function is increasingly harder as the coding dis-
tortion strength Q increases, an exponential decay function is used to decrease the pace 
at which image quality is reduced as the training progresses. The DNN weights of the 
machine model  f  are initialized with weights pre-trained on pristine images. As a con-
sequence of the weights used in the initialization, it should be noted that the distortion 
found in the first epoch Q0 should cause very few artifacts, if any. That way, compressed 
images  Î from the first epoch e0 are as similar as possible to pristine images. As is the 
case for many encoders, it is likely that compressed images  Î from the first epoch e0 are 
not strictly lossless. Indeed, performing JPEG compression with a quality of 100 or video 
compression with a quantization parameter of 0 from an HEVC or VVC-based encoder 
may still induce artifacts.

To ensure that the proposed training procedure T1 converges in a finite number of 
epochs towards the coding distortion with the lowest quality Q∞ , a floor operator ⌊.⌋ is 
applied in Eq.  1 when the coding distortion strength Q decreases as the training pro-
gresses (i.e., Q0 > Q∞ ). Conversely, a ceil operator ⌈.⌉ is applied when the coding dis-
tortion strength Q increases, such as in AVC, HEVC, and VVC-based compression 
standards. As floor and ceiling operators are used, a given coding distortion is used for 
multiple epochs. At evaluation time, DNN weights from epoch ei are utilized by the 
machine model  f  to generate predictions on images that include artifacts from one par-
ticular coding distortion P(ei) = P(ej) , such that

where epochs ei and  ej refer to two distinct epochs. Here, the epoch ei refers to the 
very last epoch on which the machine model  f  was trained with the coding distor-
tion  P(ei) = P(ej) . As long as no overfitting occurred while training the machine 
model  f  on the coding distortion P(ei) = P(ej) , using at evaluation time DNN weights 
from the last epoch ei ensures optimal machine performance on that coding distortion.

3.2 � Training procedure T2 : regularization term

The proposed training procedure  T2 proposes to use a novel loss function where a 
regularization term is added to the original loss function, as described in our previous 

(1)P(ei) = Q∞ +�Q⌊
1

�Q
(Q0 − Q∞) exp(−sei)⌉,

(2)∀ej ∈ N, ∃!ei ∈ N s.t. ej < ei and P(ej) = P(ei),
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work [17] and illustrated in Fig. 5. This training procedure takes advantage of both the 
compressed image  Î and its pristine counterpart  I . Additionally, two distinct machine 
models denoted  f  and g are leveraged to obtain both predictions f (Î) and g(I) , respec-
tively. Prediction f (Î) is generated by simply using the compressed image  Î as input 
of machine model  f  . Similarly, the pristine image  I is fed to the machine model  g to 
obtain the prediction g(I) . Both machine models f  and g are DNN models that share 
the exact same machine architecture. While the machine model  f  is the machine model 
being re-trained to have an enhanced resilience to coding artifacts, the weights θg of the 
machine model  g are fixed during the training process. Prior to the training process, 
weights θf  and θg of both machine models  f  and g are initialized with weights that were 
pre-trained on undistorted images. Since the machine model g is not re-trained and 
utilizes weights θg that were pre-trained on undistorted content, the machine model g 
will stay specialized on pristine images I . Alternatively, the machine model f  will learn 
how to handle artifacts within compressed images  Î as the training advances through 
back-propagation.

Similarly to the conventional training procedure T0 , the original loss ℓ0 is computed 
by comparing both the prediction  f (Î) of the DNN model  f  on compressed images  Î 
with its ground truth. For the image classification machine task, the cross-entropy loss 
function is considered for the original loss function ℓ0 as commonly done for image clas-
sifiers  [22, 34]. The semantic segmentation machine task, which can be regarded as a 
classification problem on each pixel taken individually, also employs the cross-entropy 
as the original loss function ℓ0 . On top of the original loss ℓ0 , T2 incorporates a regulari-
zation term ℓreg . The regularization term ℓreg compares the prediction  f (Î) against the 
pristine prediction  g(I) by employing a distance function D . In practice, the KL-diver-
gence is employed as the distance function D for the proposed training procedure T2 that 
employs a regularization term ℓreg . Ultimately, both the original loss function ℓ0 and the 

Fig. 5  Pipeline for the proposed training procedure T2 that incorporates a regularization term to the original 
loss function
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added regularization term ℓreg are summed together to obtain the final loss function ℓ . A 
weighting scalar value α is employed to control precisely the balance between both the 
original loss function ℓ0 and the added regularization term ℓreg . The final loss function ℓ 
is summarized with the following equations:

Despite using two machine models  f  and g , it must be noted that T2 does not increase 
the required inference time compared to the conventional training procedure T0 . Indeed, 
once the machine model f  has been re-trained to become resilient to coding artifacts, 
the machine model g and computations related to loss functions are discarded.

The proposed training procedure T2 shares some similarities with the stability training 
procedure proposed by Zheng et al. [24]. In a nutshell, stability training aims to ensure 
that a machine model provides consistent outputs for similar inputs. To this end, a new 
stability term ℓstability is combined with the original loss function ℓ0 to obtain the final 
loss function ℓ defined as follows:

Despite some notable similarities, there are some inherent differences between T2 and 
stability training  [24]. The key differences between the two methods are threefold. 
First, stability training seeks to achieve general resilience to general image degrada-
tion, while T2 focuses solely on one sub-category of general image degradation which 
is coding artifacts. The proposed training procedure T2 final loss function ℓ from Eq. 3 
makes use of the compressed image Î . In contrast, stability training employs a pixel-wise 
additive white Gaussian noise as a general unbiased degradation to generate degraded 
images I ′:

where (i, j) represents a pixel coordinate, ǫ the added noise, and σ 2 the variance of the 
Gaussian distribution N  . As a consequence, stability training makes no use of any prior 
knowledge from the context of coding for machines, where it is arguable that the main 
source of general image degradation comes from the compression stage. Because stabil-
ity training only leverages small image degradation  I ′ of the pristine image  I , it is less 
prone to offer high resilience to one particular and harsh degradation type that are cod-
ing artifacts. Second, Eq. 5 shows that stability training aims to minimize the original 
loss function ℓ0 on undistorted images I . Third, T2 employs two separate machine mod-
els  f  and g within the regularization term ℓreg , while stability training employs a single 
machine model  f  to generate both the distorted prediction  f (I ′) and the pristine predic-
tion  f (I) . One implication arising from these last two key differences is that a machine 
model trained with the stability training procedure must keep good performance 

(3)ℓ(I , Î; θf ) = ℓ0(Î; θf )+ αℓreg (I , Î; θf ), where

(4)ℓreg (I , Î; θf ) = D(g(I), f (Î)).

(5)ℓ(I , I ′; θf ) = ℓ0(I; θf )+ αℓstability(I , I
′; θf ), where

(6)ℓstability(I , I
′; θf ) = D(f (I), f (I ′)).

(7)I ′(i, j) = I(i, j)+ ǫ(i, j), ǫ(i, j) ∼ N (0, σ 2) ,
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on both undistorted images I and degraded images  I ′ . Conversely, T2 enables higher 
machine performance opportunities by narrowing the focus on coding artifacts from 
compressed image Î.

3.3 � Training procedure T3 : joint use of training procedures

The proposed training procedure T3 combines both T1 which progressively increases 
the distortion strength as the training advances and T2 which adds a regularization 
term to the original loss function. Figure  6 illustrates the pipeline of this proposed 
joint training procedure. As T3 integrates both T1 and T2 in a unified fashion, the pipe-
line shares similarities with the ones from Figs. 4 and 5. Similar to T2 , the machine 
model  g  provides predictions  g(I) with pristine images  I  . As both pristine images  I 
and the DNN model g  are fixed, predictions g(I) stay the same throughout the whole 
training. On the opposite, predictions  f (Î) from the machine model  f  vary across 
training time for two distinct reasons. First, the weights of the DNN model  f  update 
with backpropagation. Second, the use of T1 makes the distortion strength of com-
pressed images  Î  increase more and more as the training progresses. By taking advan-
tage of both predictions and the ground truth, the final loss ℓ is computed through 
a weighted sum between the original loss ℓ0 and the regularization term ℓreg . Ulti-
mately, the backpropagation takes advantage of the final loss ℓ to increase the machine 
model  f  robustness to coding artifacts.

Fig. 6  Pipeline for the proposed training procedure T3 that jointly uses both the progressive training 
procedure T1 with T2 that incorporates a regularization term to the original loss function
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4 � Experimental setup
This section describes the overall framework used to conduct the experimental evalu-
ations. The proposed training procedures T1 , T2 , and T3 are evaluated over the conven-
tional training procedure T0 , which acts as an anchor. These four training procedures all 
involve a re-training step using compressed data. Moreover, as most papers related to 
the coding for machines context do not imply any re-training on compressed images [10, 
12, 13, 35–41], the pre-trained baseline procedure introduced in Sect. 2.2 is also con-
sidered. As opposed to T0 , T1 , T2 , and T3 , the pre-trained baseline procedure produces 
predictions by solely relying on a machine model pre-trained on pristine data. Addition-
ally, the data augmentation (DA) training procedure which utilizes a single set of model 
weights to generalize across every degradation type is included in the experiments to 
compare against  T0 , T1 , T2 , and T3 which rely on separate model weights for each coding 
distortion.

4.1 � Machine tasks and datasets

Experiments are conducted on two distinct machine tasks, namely image classification 
and semantic segmentation, using the ImageNet [18] and the Cityscapes [19] datasets, 
respectively. The rationale behind the choice of these machine tasks and datasets lies 
within their dissimilarities in numerous aspects, as highlighted in Table 1.

Dissimilarities of the considered machine tasks and datasets are threefold. First, the 
ImageNet  [18] and the Cityscapes  [19] datasets are dissimilar in terms of image reso-
lution, number of training images, and content type. Second, image classification and 
semantic segmentation can be regarded as low-level and high-level machine task algo-
rithms, respectively. Indeed, image classification necessitates the prediction of a single 
class per image, while the semantic segmentation machine task is done with pixel-by-
pixel labeling of the input image. Third, ImageNet is composed of JPEG-compressed 
images, whereas Cityscapes exclusively features pristine, uncompressed images. Such 
inherent differences in datasets will affect the generalization ability to coding artifacts of 
deep learning-based machine models.

4.2 � Coding standard

To assess the effectiveness of the proposed training procedures, the JPEG coding stand-
ard is employed to generate coding distortions. The underlying motivation for this choice 
lies in the observation that JPEG is the most widespread image encoder even nowa-
days [42]. Indeed, related works [8, 9, 11] that evaluate the resilience of DNN to general 
image degradations only consider JPEG when it comes to image coding artifacts. A total 

Table 1  Dissimilarities of considered datasets

ImageNet [18] Cityscapes [19]

Number of training images 1 281 167 2 975

Images size Variable, mostly 500× 500 Fixed, 2048× 1024

Compression JPEG Lossless

Number of classes 1000 19

Label modalities 1 per image 1 per pixel
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of #Q = 6 coding distortions are considered; they are obtained using the JPEG imple-
mentation of the Pillow library version 8.0 and JPEG qualities Q = {30, 20, 15, 10, 7, 5} . It 
is worth mentioning that similar results have been obtained on other coding standards 
than JPEG when both training procedures T1 and T2 have been evaluated in the previous 
works [16, 17]. Notably, these other coding standards include JPEG2000, Better Portable 
Graphics (BPG)  [43] image encoders, as well as the all intra configuration of Joint Test 
Model (JM) [44], x265 [45], and Fraunhofer Versatile Video Encoder (VVenC) [46] video 
encoders.

4.3 � Comparison with alternative training procedures

The data augmentation (DA) training procedure is considered in the experiments. The 
DA training procedure utilizes a single set of model weights to generalize across every 
degradation type, while T0 , T1 , T2 , and T3 rely on separate model weights for each cod-
ing distortion. The practical implementation of DA is similar to the training proce-
dure  T0 , with the exception that each forward pass at training time is performed with 
a compressed image  Î encoded with a random JPEG quality. The random JPEG quality 
for the DA training procedure is drawn from a uniform probability distribution in the 
range 5 ≤ Q ≤ 70 . It is important to note that the JPEG quality range 5 ≤ Q ≤ 70 used 
for DA encompasses a wider quality range than the one depicted in Sect. 4.2. This choice 
can be understood from the observation that DA must generalize across every degrada-
tion type with a single set of model weights, while other training procedures rely on sep-
arate model weights for each coding distortion. As a consequence, higher JPEG qualities 
are incorporated in the DA training phase to ensure that DNN models trained with the 
DA training procedure remain reliable on higher-quality images.

As mentioned in Sect. 4.1, the Cityscapes dataset [19] is exclusively composed of pris-
tine images that do not incorporate any compression artifacts. Consequently, on top of 
the pre-trained baseline procedure, another procedure denoted as baseline* is incorpo-
rated in the results related to the semantic segmentation machine task. The baseline* 
procedure is similar to the baseline procedure, with the exception that baseline* fine-
tunes the baseline DNN weights using compressed images  Î encoded with a very high 
JPEG quality. As the ImageNet dataset [18] is mostly composed of JPEG images encoded 
with a quality of Q = 96 , the chosen JPEG quality for the baseline* procedure is fixed to 
Q = 96 as well.

It is worth noting that the stability training procedure from Zheng et al.  [24] is not 
included in the experiments despite its similarity with the training procedure T2 . This 
is motivated by preliminary work  [17] where stability training  [24] has shown a much 
worse performance in image classification accuracy compared to training procedures T0 
and T2 which incorporate coding artifacts at training time.

4.4 � Practical implementation

On top of conducting experiments on two distinct machine tasks and datasets, dis-
tinct machine architectures have to be employed for each machine task. For the image 
classification machine task on ImageNet  [18], the machine architecture ResNet50 [22] 
is considered. Pre-trained DNN weights of the ResNet-50 model from Pytorch imple-
mentation with a reported top-1 validation accuracy of 76.13% are utilized to initialize 
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DNN models  f  and  g for  baseline*, DA, T0 , T1 , T2 , and T3 . For the semantic segmen-
tation machine task on Cityscapes  [19], the machine architecture DeepLabV3+  [47] 
with a ResNet50  [22] backbone is employed for experiments. The MMSegmentation 
library  [48] is used to gather pre-trained weights of the DeepLabV3+ machine model, 
with a reported a mean intersection over union (mIoU) of 0.8028 . Additionally, imple-
mentation, training, and evaluation are done by utilizing the MMSegmentation library 
for all considered pre-trained and training procedures.

Table 2 provides a summary of the dataset, the machine architecture, and the hyper-
parameters used for both the image classification and semantic segmentation experi-
ments. The JPEG starting quality Q0 , the JPEG convergence quality Q∞ , the JPEG quality 
step �Q , and the convergence speed s refer to hyper-parameters from Eq. 1. Such hyper-
parameters are employed by both T1 and T3 that utilize the progressive training proce-
dure described in Sect.  3.1. The regularization term weight α from Eq.  3 is employed 
by both T2 and T3 that rely on the addition of a regularization term to the original loss 
function, as described in Sect. 3.2. The adaptive moment estimation (ADAM)  [49] and 
stochastic gradient descent (SGD) optimizers are employed for the image classification 
and semantic segmentation machine tasks, respectively. When multiple learning rates 
or regularization term weight α are specified, considered values in the experiments are 
the ones that achieved the highest machine performance among the specified values. 
This choice provides greater consistency across experiments by employing appropri-
ate hyper-parameters for each training. For the sake of clarity, it is not specified which 
learning rate and regularization term weight α   were used for each individual training. 
Nevertheless, it is noteworthy that the experiments are fully reproducible by performing 
one training for each hyper-parameter combination.

4.5 � Assessment metrics

In the coding for machines context, an appropriate trade-off between the machine per-
formance and the bitrate is sought. Regarding the machine performance measure, the 
top-1 accuracy and the mIoU metrics are used to assess the machine performance of 
image classifiers and semantic segmentation machine models, respectively. As both 

Table 2  Summary of the dataset, machine architecture, and hyper-parameters used for both the 
image classification and semantic segmentation experiment

Image classification Semantic segmentation

DNN architecture ResNet50 [22] DeepLabV3+ [47]

JPEG starting quality Q0 100 100

JPEG convergence quality Q∞ 1 1

JPEG quality step �Q 1 1

Convergence speed s {0.05, 0.1} {0.03, 0.05, 0.075, 0.1}

Regularization term weight α 5× 10−3 {0.5, 1.0}

Optimizer ADAM [49] SGD

Mini-batch size 384 4

Learning rate {10−5, 5× 10−5, 10−6} 104

Learning rate decay Manual decay, division by 5 Polynomial decay, 0.9

if higher val loss for 3 epochs
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machine tasks considered in experiments involve still images, the bit per pixel (bpp) is 
used as a measure of the bitrate. Finally, coding efficiency is evaluated using the well-
known bjøntegaard delta bitrate (BD-rate) evaluation method [50] that computes aver-
age bitrate differences for the same machine performance. Similarly to the common test 
conditions (CTC) [51], the piecewise cubic Hermite interpolation method is employed to 
compute BD-rate scores.

On top of measuring trade-offs between bitrate and machine task performance, the 
training time is also evaluated. The evaluated training time is expressed in epochs. One 
may observe that the required computation time to perform an entire epoch is equiv-
alent across training procedures  DA, T0 , T1 , T2 , and T3 . This is true with the assump-
tion that computing the regularization term ℓreg and the corresponding weighted sum 
from Eq. 3 is negligible in terms of computing time compared to the forward and back-
ward pass of the machine model  f  . Indeed, as both pristine images  I and the machine 
model g are fixed, predictions g(I) are pre-computed and do not interfere with the train-
ing time of T2 and T3 . Note that the training time is expressed in a measure of time that 
is inherent to the training in itself. Consequently, this allows measurement noise due to 
the execution of unrelated background programs or hardware-related problems to be 
circumvented.

For T1 and T3 which involve the progressive training procedure, training is stopped at 
the end of the last epoch with the lowest JPEG quality min(Q) = 5 . The resulting num-
ber of epochs accounts for the training time of such training procedures. For T0 and T2 
which do not involve the progressive training procedure, one separate training is run for 
each coding distortion. As a result, the final training time is obtained by adding up the 
number of epochs required until convergence for each of the #Q = 6 individual training. 
Similarly to T0 and T2 , the final training time for DA is based on the number of epochs 
required for the unique training to converge.

As T0 , T2 , and DA are trained until convergence, reported BD-rate scores allow the 
measurement of the highest achievable coding efficiency for each training procedure. 
However, one disadvantage of such an experimental protocol lies in the increased vari-
ance for the measured training time due to the random nature of the training. The moti-
vation to use such an experimental setup can be understood from the observation that 
improving coding efficiency is of far greater importance in the VCM context [51].

It is worth noting that the total energy consumption used to train one machine model 
shares a linear relationship with the number of epochs required to train such a model. 
Indeed, the total number of computations needed to perform one training epoch is 
equivalent across all training procedures T0 , T1 , T2 , and T3 . Once deployed in a real-world 
application, the power consumption of the machine model inference is equivalent for all 
training procedures. This can be understood from the observation that only the trained 
machine model  f  is kept at inference time, regardless of the training procedure used.

5 � Experimental results
This section presents and discusses the experimental results of all the considered proce-
dures, namely baseline, baseline* for the semantic segmentation machine task, DA, T0 , 
T1 , T2 , and T3.
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5.1 � Results on image classification

Figure  7 presents the experimental results for the image classification machine task, 
where the relative training time and BD-rate scores are compared against the anchor T0 . 
BD-rate scores are computed with top-1 accuracy as the machine task performance 
measure. In addition, Fig. 8 illustrates the trade-offs between bpp and image classifica-
tion top-1 accuracy; shown curves refer to the points surrounded with dashed circles in 
Fig. 7.

Results show that the pre-trained baseline procedure fails to compete in terms of 
coding efficiency with a BD-rate increase of 91.6% compared to the anchor T0 . It is 
worth mentioning that this BD-rate value has a very low reliability, as the overlap 

Fig. 7  Trade-off between relative training time and BD-rate compared to the anchor T0 for the image 
classification machine task. Each point of T1 and T3 are obtained with convergence speed s ∈ {0.05, 0.1} 
and s ∈ {0.03, 0.05, 0.075, 0.1} , respectively. Points surrounded with dashed circles are those whose curves 
between bitrate and top-1 accuracy are shown in Fig. 8

Fig. 8  Comparison of bpp and top-1 accuracy for the pre-trained baseline procedure, the anchor T0 , and the 
training procedure T3 with convergence speed s = 0.03 . Shown curves between bitrate and top-1 accuracy 
are those whose points are surrounded with dashed circles in Fig. 7
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between anchor T0 and baseline is almost non-existent. Nevertheless, the very high 
BD-rate value of 91.6% demonstrates the poor coding efficiency of the baseline pro-
cedure when compared against the anchor T0 . These results are well aligned with 
the literature  [14, 15, 28–30, 52] where the importance of incorporating coding 
artifacts at training time has already been shown empirically. Moreover, T1 offers a 
lower training time than the anchor T0 , but it is at the cost of an increase in BD-
rate scores. Conversely, T2 provides a −1.3% BD-rate reduction over the anchor T0 , 
which is consistent with preliminary works [17]. Nevertheless, T2 makes the consid-
ered DNN model converge at a slower pace. While the anchor T0 requires a total of 
98 epochs to reach convergence on the #Q = 6 separate training, T2 requires a total 
of 172 epochs accounting for 175.5% in terms of relative training time.

Interestingly, using both the regularization term and the progressive training 
procedures, T3 offers BD-rate improvement with a lower training time than the 
anchor T0 . Results show that a −2.4% BD-rate reduction is achieved at equivalent 
image classification top-1 accuracy. Furthermore, a BD-rate of −4.0% is obtained 
with a relative training time of 109.2% using the slowest convergence speed s = 0.03 . 
These results point out that tuning the convergence speed s in Eq. 1 allows different 
trade-offs between bitrate, machine performance, and training time to be reached. 
In addition, the fact that both T2 and T3 achieve better coding efficiency over the 
anchor T0 further emphasizes the importance of the added regularization term for 
the image classification experiment.

On the image classification experiments, the DA training procedure achieves a 
6.4%  BD-rate increase over the anchor T0 . It is important to emphasize that DA is 
inherently disadvantaged over   T0 , T1 , T2 , and T3 as it utilizes a single set of model 
weights to generalize across every degradation type. The observation that T0 achieves 
better coding efficiency than DA is aligned with the results of a similar experiment 
conducted in a previous work [16].

Figure  8 show the bpp and top-1 accuracy values for six curves: the pre-trained 
baseline procedure, the anchor T0 ,  DA, T1 with the convergence speed s = 0.05 , T2 , 
and the training procedure T3 with the slowest convergence speed s = 0.03 . These 
curves correspond to the points surrounded by dashed circles in Fig.  7. As intro-
duced in Sect.  2.2 and Fig.  2, the baseline curve refers to the pre-trained machine 
model on the original dataset images without any further re-training steps. Forsee-
ably, the pre-trained baseline procedure model is largely unable to compete with 
other training strategies that involve re-training using compressed data. On the one 
hand, the proposed training procedure T3 increasingly outpaces the anchor T0 per-
formance as the bitrate diminishes. A 1.3% top-1 accuracy improvement is achieved 
over the anchor  T0 on the coding distortion with the lowest bitrate, while the 
machine performance is the same on the coding distortion with the highest bitrate. 
Indeed, using DNN weights pre-trained on pristine images in the anchor T0 becomes 
increasingly less relevant as the distortion strength on which the DNN model is re-
trained increases. On the other hand, the training procedure DA is only able to com-
pete with the anchor T0 at higher bitrates. At lower bitrates, the coding efficiency 
of the DA training procedure deteriorates at a much faster pace compared to the 
anchor T0.
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5.2 � Results on semantic segmentation

Figure 9 presents the experimental results for the semantic segmentation machine task. 
These results compare the relative training time and BD-rate scores against the anchor T0 
using mIoU as the measure of machine performance. As there is no overlap between the 
anchor T0 and the baseline procedure, the BD-rate of the baseline procedure cannot be 
computed. Consequently, the BD-rate of the baseline* procedure is reported instead. In 
addition, Fig. 10 illustrates the trade-offs between bpp and mIoU; shown curves refer to 
the points surrounded with dashed circles in Fig. 9.

Fig. 9  Trade-off between relative training time and BD-rate compared to the anchor T0 for the 
semantic segmentation machine task. Each point of T1 and T3 are obtained with convergence speed 
s ∈ {0.03, 0.05, 0.075, 0.1} . Points surrounded with dashed circles are those whose curves between bitrate and 
mIoU are shown in Fig. 10

Fig. 10  Comparison of bpp and mIoU for the pre-trained baseline procedure, the anchor T0 , and the training 
procedure T3 with convergence speed s = 0.05 . Shown curves between bitrate and mIoU are those whose 
points are surrounded with dashed circles in Fig. 9
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On the one hand, some outcomes align with the findings from Sect. 5.1 regarding the 
image classification machine task. As an example, the use of the baseline* procedure 
resulted in an increase of 98.0% BD-rate. Similar to the BD-rate of the baseline procedure 
on the image classification experiment, the BD-rate value of 98.0% is not reliable because 
of the very low overlap between anchor T0 and the baseline* procedure. The training 
procedure T3 also offers BD-rate reductions. Relative to the anchor T0 and with lower 
training time, T3 achieve a −7.4% BD-rate decrease at equivalent mIoU for the seman-
tic segmentation machine task. Additionally, up to −9.4% BD-rate reduction is achieved 
with a 116.1% relative training time. As it has been observed for the image classification 
experiment in Fig. 8, a similar behavior for the semantic segmentation machine task is 
shown in Fig. 10 where the proposed training procedure T3 is able to outpace more and 
more the anchor T0 as the bitrate diminishes.

On the other hand, four main differences are observed between the results on image 
classification and semantic segmentation, explained as follows: 

	 I.	 Observation: There is no statistically significant difference between T1 and T3 that 
use the progressive training procedure alone or jointly with the added regulariza-
tion term, respectively. Explanation: DNN trained on the Cityscapes dataset are 
more prone to overfitting compared to the ImageNet dataset, as Cityscapes does 
not incorporate any coding artifacts and is composed of several orders of magni-
tude fewer images. In such a context, the added regularization term in T2 and T3 
might not be sufficient to prevent strong overfitting phenomena.

	II.	 Observation: The machine performance reached after convergence is subject to 
a higher variance across identical training compared to the experiment on image 
classification. One symptom of this observation is the noisy aspect of curves asso-
ciated with training procedures T1 and T3 . Explanation: As Cityscapes is a smaller 
dataset in terms of the number of available training images, the DNN performance 
that is reached at convergence tends to be noisy from one training to another.

	III.	 Observation: The DA training procedure achieves greater coding efficiency over 
the anchor T0 on the semantic segmentation machine task, while the opposite was 
observed on the image classification machine task. Explanation: It is arguable that 
a dataset with fewer training samples will exhibit greater benefits from the DA 
training procedure. Indeed, by training one DNN on images encoded with ran-
dom JPEG qualities, DA artificially augments the number of unique training sam-
ples encountered at training time. As DA achieves greater coding efficiency than 
the anchor T0 on the semantic segmentation experiment, such benefits from DA 
appear to outweigh the limitation of utilizing a single set of model weights to gen-
eralize across every degradation type.

	IV.	 Observation: Although BD-rate scores between the two experiments cannot be 
directly compared as the employed machine performance measures are differ-
ent, greater bitrate reduction seems to be obtained for the semantic segmenta-
tion machine task. Explanation: The Cityscapes dataset does not incorporate a 
single JPEG compressed image. As a consequence and compared to ImageNet, 
there is a higher statistical shift between images on which the baseline machine 
model has been pre-trained and compressed images on which machine models 
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are re-trained through T0 , DA, T1 , T2 , and T3 . Therefore, it is arguable that DA, T1 , 
and T3 provide greater coding efficiency for the semantic segmentation machine 
task as these training procedures artificially augment the number of unique sam-
ples encountered at training time by utilizing a variety of JPEG qualities through-
out the training. This explanation is further supported by the observation that 
baseline* consistently outperforms the baseline procedure for all JPEG qualities 
Q = {30, 20, 15, 10, 7, 5} . This demonstrates that, for DNN models, high JPEG qual-
ity images share more similarities with lower JPEG qualities than pristine images 
do.

6 � Discussion
While the proposed training procedure T3 offers BD-rate reduction over the anchor T0 
for both considered machine tasks, its non-adaptive nature should be noted. For both 
the image classification and semantic segmentation experiment, the slowest convergence 
speed s is set to 0.03 . Consequently, the number of epochs required to reach the JPEG 
compression with the lowest quality is the same for both machine tasks. However, the 
training procedure T3 with the slowest convergence speed s = 0.03 is 1.09 and 1.91 times 
more complex in terms of training time relative to anchor T0 for the image classification 
and semantic segmentation machine tasks, respectively. This observation highlights that 
the required number of epochs for the anchor T0 to converge is lower for the semantic 
segmentation machine task. Therefore, it might be more suitable for this experiment to 
increase the convergence speed towards quality Q∞ in an automated and adaptive man-
ner. Instead of using an arbitrary fixed exponential decay function as in Eq. 1 to lower 
image quality as the training progresses, one potential solution would be to continue 
training on a given image quality level until signs of overfitting emerge. Overfitting could 
be detected by assessing the machine performance on both the training and validation 
sets at each epoch. Similarly to T1 and T3 , coding distortions would succeed one after 
the other from lower to higher distortion strengths as the training advances. Evaluat-
ing this training procedure against existing approaches would require a separate test-
ing set, as the validation set is already employed during training to detect over-fitting. 
Since ground truth labels for the testing set may not be provided for some datasets [18, 
19], cross-validation could be employed to build separate training, validation, and test-
ing sets.

Another limitation of T1 , T2 , and T3 resides in the use of separate DNN weights for 
each coding distortion. For instance, the experiment detailed in Sect. 4 necessitated the 
utilization of #Q = 6 distinct DNN weights for these training procedures, as the experi-
ment is based on the JPEG encoder with qualities Q = {30, 20, 15, 10, 7, 5} . These DNN 
weights exhibit strong redundancies, as small variations in quality lead to artifacts that 
are similar in terms of type and strength. When comparing the re-trained ResNet50 [22] 
weights from the image classification experiment to those used at initialization, very 
small variations in the kernel convolution filters have been observed, where the order of 
magnitude of differences is around 10−4 . Consequently, the Neural Network Compres-
sion and Representation (NNR)  [53] standard developed by MPEG could be employed 
to represent re-trained DNN weights in a more compact manner by compressing the 



Page 20 of 23Marie et al. EURASIP Journal on Image and Video Processing         (2024) 2024:31 

differences relative to the initialization weights. Furthermore, as shown in the previous 
work [17], deep learning-based machine algorithms tend to generalize better when the 
coding distortion during the evaluation phase shares similarities with the one used at 
training. This generalization capability could be exploited by employing a single DNN 
model for multiple coding distortions that share similarities, such as images encoded 
with a high quantization or low level. To ensure that a single DNN model delivers accu-
rate predictions for a diverse set of reconstructed image qualities, each batch at train-
ing time could consist of images compressed by one specific coding distortion sampled 
from a predefined Gaussian probability distribution. These proposals can be regarded 
as a compromise between having separate DNN model weights for each coding distor-
tion [16] and the data augmentation [15] training procedure that relies on a single DNN 
model but may result in BD-rate increase.

7 � Conclusion
This work studied several advanced fine-tuning procedures to enhance the resilience 
of machine task algorithms to coding artifacts. It complemented existing standard-
ization efforts of MPEG/JVET on VCM by solely addressing the re-training aspect 
of machine tasks. In particular, three training procedures were proposed: T1 which 
increases the distortion strength progressively as the training advances; T2 which 
incorporates an additional regularization term to the original loss function used in 
training; and T3 which combines T1 and T2 . As these training procedures only involve 
the offline re-training process, the proposed training procedures had no impact on 
the online inference nor the encoding time once deployed in real-world applications. 
Moreover, our proposals allowed us to strike an optimal balance between the training 
time and achieved coding gain.

The proposed training procedures were evaluated through extensive experiments 
on two highly dissimilar machine tasks and datasets: image classification on the Ima-
geNet dataset and semantic segmentation on the Cityscapes dataset. Results revealed 
that our joint training procedure is shown to obtain a 2.4% BD-rate decrease in image 
classification and a 7.4% BD-rate in semantic segmentation with a reduced training 
time in both cases. A slight increase in training time can bring up to a 9.4% BD-rate 
reduction for the semantic segmentation.

The future work on the proposed training procedures involves adjusting the con-
vergence speed from slightly to highly distorted images adaptively. Additionally, the 
trained DNN models need to be generalized across various coding conditions to ease 
the deployment of such training procedures in practical use cases.
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