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CV-Cast: Computer Vision—QOriented Linear
Coding and Transmission

Jakub Zadnik, Michel Kieffer, Anthony Trioux, Markku Mékitalo, and Pekka Jaaskeldinen

Abstract—Remote inference allows lightweight edge devices, such as autonomous drones, to perform vision tasks exceeding their
computational, energy, or processing delay budget. In such applications, reliable transmission of information is challenging due to high
variations of channel quality. Traditional approaches involving spatio-temporal transforms, quantization, and entropy coding followed by
digital transmission may be affected by a sudden decrease in quality (the digital cliff) when the channel quality is less than expected
during design. This problem can be addressed by using Linear Coding and Transmission (LCT), a joint source and channel coding
scheme relying on linear operators only, allowing to achieve reconstructed per-pixel error commensurate with the wireless channel
quality. In this paper, we propose CV-Cast: The first LCT scheme optimized for computer vision task accuracy instead of per-pixel
distortion. Using this approach, for instance at 10 dB channel signal-to-noise ratio, CV-Cast requires transmitting 28% less symbols
than a baseline LCT scheme in semantic segmentation and 15% in object detection tasks. Simulations involving a realistic 5G channel
model confirm the smooth decrease in accuracy achieved with CV-Cast, while images encoded by JPEG or learned image coding
(LIC) and transmitted using classical schemes at low Eb/NO are subject to digital cliff.

Index Terms—Goal-Oriented Communication, Computer Vision, Joint Source-Channel Coding, Linear Coding and Transmission

1 INTRODUCTION

EeP learning has become the state-of-the-art method

to implement computer vision tasks such as object
detection and semantic segmentation [1]. Ongoing hardware
advancements on one side and software optimizations, such
as quantization, on the other side allow deploying neural
network (NN) inference on smaller edge devices, such as
nano drones [2]. Nevertheless, NN inference can still require
millions of operations per frame and running large models
remains computationally challenging. To extend battery life
and enable running more complex models at the edge, re-
mote inference offloading to a nearby edge server represents
a compelling alternative.

Although offloading allows for faster computer vision
(CV) calculation, it induces transmission latency due to data
transfer to the edge server. Compression ensures that the
transmitted data fits the network bandwidth and reduces
the transmission latency and energy. At the same time, the
compression must be lightweight enough to not impact
glass-to-algorithm (G2A) latency [3], important in latency-
critical systems such as autonomous vehicle navigation.
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Fig. 1. (a) JPEG-compressed image with a quality factor 75, (b) decoded
after a noisy digital wireless channel transfer?, and (c) the segmentation
results from the corrupted image.

Network conditions, most importantly noise on its wire-
less part, can significantly degrade the compressed signal.
Traditional entropy-coded streams produced by codecs such
as joint photographic experts group (JPEG) [5] or versatile
video coding (VVC) [6] are prone to a so-called digital
cliff [7], a sudden increase in the reconstruction error when
the actual channel quality is below its expected value during
design, as shown in Fig. 1. Novel methods adapting conven-
tional codecs [8]-[11] share the same limitation.

Several techniques are used to mitigate the digital cliff.
Channel codes, such as forward error correction (FEC) [12],
can detect and correct errors, but they increase the number
of transmitted bits and can only translate the digital cliff
to lower channel quality. Using automatic repeat request
(ARQ) [13], lost packets may be retransmitted several times,
making this method unsuitable in low-latency systems due

1. Simulated with Sionna [4] using 64-QAM, 5G LDPC channel code
with code rate 0.5, and AWGN channel model with Eb/NO0 10.5 dB.
At higher noise level, the image would be undecodable, at lower noise
level it would be reconstructed without errors.
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to the additional latency induced by retransmission.

An alternative to traditional compression schemes fol-
lowed by digital transmission is using linear coding and
transmission (LCT) [14] schemes. LCT are joint source-
channel coding (JSCC) schemes where data are encoded
using a linear transform, a power allocation, and a whiten-
ing transform. Transmission is then performed by mapping
the encoded values directly to the | and Q values of or-
thogonal frequency division multiplexing (OFDM) symbols,
bypassing error protection coding and modulation. Such
adaptations can be easily realized on software-defined radio
(SDR) platforms, as shown in [14], [15]. Data are finally
recovered using a linear estimator at the receiver. Because
the operators are linear, the reconstructed quality at the
receiver degrades linearly with increased channel noise.
Furthermore, LCT does not use any error correction coding,
retransmission, or channel adaptation. Only a single stream
is sent and is decodable by all receivers with a recon-
struction quality commensurate to their channel quality.
For these reasons, LCT is a strong candidate for offloading
applications where the channel quality might vary rapidly.

Traditional LCT schemes allocate power to transform
coefficients depending on their variance, such that mean
squared error (MSE) at the receiver is minimized. Recently,
new research increasingly targets compression optimized
for a computer vision algorithm instead of a human con-
sumer [8], [16]. These results belong to the family of goal-
oriented compression and communication schemes [17]-
[19] which aim for optimal task performance unlike the
traditional task-agnostic communication architecture [20].

In this paper, we propose CV-Cast, the first LCT scheme
optimized for CV performance instead of per-pixel distor-
tion or human perception quality. Such a scenario is de-
picted in Fig. 2. Leveraging the idea of using gradient of NN
loss with respect to (wrt.) discrete cosine transform (DCT)
coefficients introduced in gradient-driven compression for
edge (GRACE) [8], we adjust the YUV color transform,
chunk selection, and power allocation to optimize the CV
task performed by the NN. The optimization is carried out
offline without the need of retraining the NN. The proposed
CV-Cast scheme outperforms a baseline LCT without task-
specific modifications in terms of both data rate and ac-
curacy. For instance, at 10 dB channel signal-to-noise ratio
(CSNR) in semantic segmentation and object detection, CV-
Cast reduces the number of transmitted coefficients by 28%
and 15% while preserving the same accuracy, or improves
accuracy by 4.3 and 1.1 percentage points (pp) considering
the same number of transmitted symbols. These improve-
ments carry over to more realistic 5G channel simulations.
Furthermore, we illustrate that CV-Cast without compres-
sion achieves accuracy degradation of up to 9.4 percentage
point (pp) even at Eb/NO of 0 dB where JPEG bitstream
transmitted via a digital channel gets corrupted. A state-
of-the-art learned image compression (LIC) method, LIC-
transformer-CNN mixture (TCM) [21], allows more efficient
compression. Stronger channel codes may then be used,
lowering the signal-to-noise ratio at which the digital cliff
occurs. However, LIC-TCM is several orders of magnitude
more complex than classical solution, including CV-Cast.
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Fig. 2. CV-Cast used in a remote inference offloading scenario.
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Our contributions can be summarized as follows?:

We propose a new LCT scheme, CV-Cast, with power
allocation and chunk selection minimizing the NN
loss increase due to compression and transmission im-
pairments.

We derive estimators for CV-Cast minimizing the NN
loss increase.

We analyze the proposed scheme, considering two
representative CV tasks with different sizes of the
NN. Detailed results are presented for different com-
pression levels and variants of the proposed scheme.
For the transmission, we consider both an additive
white Gaussian noise (AWGN) channel and a real-
istic 5G channel model with a wide range of noise
levels.

The performance of CV-Cast is compared to that of
JPEG and LIC-TCM considering robust transmission
over the 5G channel model.

The rest of this paper is organized as follows. Sec. 2 de-
scribes CV-Cast and derives optimal chunk selection and
power allocation. Sec. 3 provides implementation details of
our experiments and shows simulation results. Finally, Sec. 4
describes some related works.

2 CV-CAsT

Let us consider an RGB image R;j = fRg:i;Rac:i; Rs:ig
represented as a vector r of pixels obtained by concatenating
the vectorized color channels Rg:i, Rg:i, and Rg:i. A NN
performing some CV task is represented by a function f
of the pixels r and weights w, producing an output vector
z = F (r;w): Aloss function L is used to compare the out-
put z with the ground truth z to getthe loss “* =L (z ;2).

The NN is implemented in an edge server to which the
input image is transmitted via a noisy wireless channel.
To meet latency constraints, only Ngcy.cast Symbols may be
transmitted over the channel at a maximum power P. We
propose CV-Cast, a joint source-channel coding approach
shown in Fig. 3 and inspired from SoftCast [14], to perform
compression and transmission satisfying these constraints,
while minimizing the impact on the NN loss.

First, the RGB image pixels r are transformed to a GYUV
color space via an RGB to GYUV color space transform
matrix C 1 as p = C !r. The GYUV [8] transform is

2. The source code is publicly available at https://github.com/cpc/
cv-cast.
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Fig. 3. Block diagram of CV-Cast. Blue blocks are optimized for minimal
NN loss distortion. Gray blocks denote strongly protected digital trans-
mission of metadata.

a modified YUV transform with learnable coefficients ad-
justed to better capture the sensitivity of the NN to different
color channels than the plain YUV transform optimized
for the human visual system. Then, a 2D DCT of the
YUV coefficients p is performed using a matrix T ! to
get x = T !p. In this paper, we consider both a full-
frame DCT, and a block-based DCT where the transform
is performed on blocks of YUV coefficients, similar to
traditional image codecs, such as JPEG. The transformed
coefficients X are then grouped into N rectangular chunks
containing coefficients corresponding to nearby (in the case
of full-frame DCT) or same (in the case of block-based
DCT) spatial frequencies via a mapping function  to get
(X1; X250 XN) = (X). Apart from splitting into chunks,
the functlon also sorts the chunks according to their
impact on the NN loss. The sorting method is discussed in
Sec. (2.3). Depending on the number Ngcv.cast Of symbols
that may be transmitted over the channel, only the first
K < N chunks are kept after sorting. The remaining chunks
are discarded and replaced by zeros at the decoder.

Before transmission, each chunk X is scaled by a factor

k, designed to protect the spatial frequencies important for
the NN from channel noise, to get

Yk = KXk (1)

Considering the variance  of the k-th chunk, the total
Epwer of the transmitted chunks must not exceed P, i.e.,

k—1 & k P. Lastly, a whitening transform is used to
evenly distribute energy across chunks, forming slices of
comparable energy, such that a loss of one slice does not
severely impact the reconstructed signal. For whitening, we
utilize a random orthogonal transform, which does not im-
pose any constraint on the number of selected chunks [22].
The slices are transmitted using a pseudo-analog modula-
tion where two real-valued slice coefficients are transmitted
as one OFDM symbol, i.e., Nscv.cast = %ncK, where n; is
the number of coefficients per chunk. Metadata required for
estimation at the receiver is discussed in Section 6.

At the receiver, after demodulation and inverse whiten-
ing, we assume that the received chunks ¥y can be modeled
as a version of yy corrupted by zero-mean additive Gaus-
sian noise Ng N 0; 21, where 2 is the power of the
noise affecting each chunk coefficient, i.e.,

Y = Y + Nie 2

3

We assume that thanks to the inverse whitening at the
receiver, the noise power affecting different chunks is con-
stant. Moreover, we assume that ng and yy, and conse-
quently ng and Xx are uncorrelated. The receiver then per-
forms a linear estimation of the original chunk coefficients
as

R = ki (3)
where k has to be designed. The full-sized
vector of DCT  coefficients is obtained via
R = (kR Ro; i Bk 0;:::;0) where the N K

discarded chunks are replaced by zeros. The coefficients are
then transformed back to RGB pixel domain as

b=CTk: 4)

The goal of CV-Cast is to design the color transform,
chunk selection, and power allocation (shown as blue blocks
in Fig. 3) such that the impact of compression and channel
noise on the NN loss is minimized. Inspired by [8], to
perform this optimization, we use the gradient gy (r) of
the loss wrt. DCT coefficients as a measure of sensitivity of
the loss towards spatial frequencies. The GYUV transform
coefficients are calculated for each task using the gradient
by following [8].

In the rest of this section, we formulate the optimal
chunk selection and power allocation problem. First, we
introduce the loss variation -, i.e., the perturbation of the NN
loss caused by noisy transmission, as a function of gy (r),
see Section 2.1. Second, as the loss variation depends on the
image contents and the channel noise, we introduce the loss
distortion as the expected value of the squared loss variation
wrt. the input RGB pixels and channel noise

D=Enn ?: ®)

Then, we use the loss distortion as the error metric to derive
expressions for the estimator coefficients , k = 1;:::; K,
used in CV-Cast, see Section 2.2. Then, we formulate the
loss distortion minimization problem with a constrained
transmission power budget P as

X X
min.  D; st Kk £6P: (6)
k=1 k=1

The solution to the problem yields an optimal chunk se-
lection strategy and optimal values of the power allocation
coefficients , k = 1;:::;K as detailed in Section 2.3.
Finally, the use of CV—Cast is detailed in Section 2.4.

2.1 Loss Variation
To derive the loss variation, consider the noise affecting the
reconstructed pixels in the RGB domain

r=b r )

introduced by CV-Cast and wireless transmission. The NN
output, when fed by b, is b =  (b; w) : Assuming that  is
small compared to r, one gets
b F(r+ ;w)
=frw+ 4
=z+ 8)
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ground truth

Fig. 4. Obtaining the gradient gy (r) of the NN loss wrt. DCT coefficients.

where the NN output variation is

_of
P =gpr " ©)

The loss associated with the NN output B, assuming
again that  is small compared to z, is

LB =LEZ+ 2)

=L@+ - (10)
where the loss variation can be expressed using (9) as
_ e
gk
e* ef
= —_—= 11
Introducing
x =R X (12)

as the variation of the DCT coefficients due to compression
and transmission, and using (4), one gets

r=CT &« (13)
Finally, combining (13) in (11), the loss variation is
<=0y (N « (14)
with
Il
ox(N=T'C or oz (15)

From (15), we observe that the gradient gy () is obtained
by backpropagating the loss derivatives through the NN,
then further backpropagating through the YUV to RGB
transform and inverse discrete cosine transform (IDCT), as
illustrated in Fig. 4.

Given (14), - depends on both the variation  in the
DCT domain and the gradient of the loss wrt. the DCT
coefficients. Furthermore, from (12), (3), and (2), x depends
linearly on the channel noise, therefore, the relationship
between loss variation and channel noise is also linear. Con-
trary to our work, and LCT in general, traditional compres-
sion and digital transmission schemes mainly consider only
the impact of compression on CV tasks. Since the impact of
transmission errors on a traditional entropy-coded bitstream
is highly non-linear and difficult to model, transmission is
usually assumed error-free.

To evidence the contribution of each of the N chunks,

using , the vector of DCT coefficient errors y may be
partitioned as

(x;l;”'; x;Ky+v s x;N)= (%) (16)
where . represents the error associated with the k-th

chunk. Similarly, gy (r) may be partitioned as

(9x(M); (A7)

4

where gy.k (1) represents the gradient of the loss function
wrt. DCT coefficients corresponding to spatial frequencies
of the chunk k. The loss variation - is then expressed as

b ¢
« = ‘;k
k=1
= g;(r;k N xx: (18)
k=1

2.2 Loss Distortion and Estimators

In this section, by minimizing the loss distortion D, we
derive the optimal chunk selection and power allocation.
First, combining (1), (2), and (3), the variation .k of each
transmitted chunk in the DCT domain is expressed as

ik = ( k k (19)

Using (14) and (19), the contribution to the loss distortion
(5) of the k-th chunk is

— 2
Dk - Er;n “k

D)Xk + kN

1) gl (X + kGl (DN
(20)

Since Nk and Xk are uncorrelated, Dy may be rewritten as

=Ern (k«k

_ 2 T 2
Dk=(«k k DEr gux(n)x«

21

2
+ iEr;n gI;k (r) Nk

The coefficient ¢ that minimizes Dy is then easily obtained
by setting %% =0 to get

2
kEr QI;k (r) xx

kK — 2 1 (22)

2
EEr gI;k (r) Xk +Ern g;k (r) nk
Using the fact that E, nknl = 2], the second term of the
denominator of (22) may be expressed as
h i
= Ern gI;k (9] nknl ng;k (n
h h i

i i
=Er g%];k(r)En n#”l gI;k(r)

2E, Kguk (NK; (23)

Er:n gI;k (r) ng

Then, (22) becomes

2
kEr gl;k (r) Xk

k= 5 h nE (24)

&Er g;{k (I’) Xk + 2Er I(gx;k (r)kg

When the noise variance 2 is small, the coefficient

corresponds to a zero forcing estimator (ZFE)
zrE _ 1|
Kk _— .
k

(25)

The ZFE coefficient £FF is used in what follows to simplify
the expression of the loss distortion D and evaluate the
optimal power allocation coefficients .
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Using (18), the loss distortion may be expressed as
2 1,
QI;k (N xk 5
k=1
N ¥ h h i i

= Er g;—;k (NEn  xk ;r;ko Oxko (1) -
k=1k'=1

D= Er;n4

(26)

Then, we consider two cases: First, we assume all chunks
are transmitted (K = N); Second, we assume that only K
chunks are transmitted while the N K others are dropped.

2.2.1 Distortion Only Caused by Transmission

Assuming that all chunks are transmitted, using (19) and

(25), the auto-correlation matrix of two variation vectors of
DCT coefficients is
h N 1 h
Ern  xk x: KO =Ern (( k k
(( ko ko
C

LE, il = =1 k=K
K K :

0 k &K

Then, by inserting (27) into (26), the contribution to the loss
distortion of the k-th chunk is

DXk + kNk)

1) Xko + konko)T

@7

2 h i
DE’ZFE = —Er g;{;k (r) gxk (1)
5 h i
K
2.2.2 Distortion Caused by Dropped Chunks
Whegn not jall chunks are transmitted, to evaluate

En xk I;ko in (26), three cases have to be considered:
(i) the chunks k and K’ are transmitted, (ii) one of them
is transmitted and the other is dropped, and (iii) both are
dropped. The first case has been considered previously. In
the second case, using (19) and assuming the k-th chunk is

transmitted and the k’-th chunk is dropped ( xk0 =  Xko),
one gets
h i h i
Ern  xk I;ko =E, hEn[ x;k] I;ko i
=Er Enl( k k DX+ ]  Xp -
(29)

Moreover, as the noise is uncorrelated with the DCT coeffi-
cients and as hk is given by (25), " )
i i
=( k k)Er XkX-|I(—0

=0 (30)

In the third case, when both k-th and k’-th chunks are
dropped,

T
Ern  xk x; k0

h i h i

Ern  xk I;ko =Er XkX-II(—o . (31)

Then, by inserting (31) into (26), the contribution to the loss
distortion of a dropped kﬁth chunk is i
i

D =Er gy (1) XkXg Gk ()
= Er

T 2
Ox:k (r) Xk 5 (32)

5
An upper bound of (32) is
h i
DE'ZFE 6 E, kakg KOx;k (I’)kg
h i
6 KEr kgek (NK5 33)

In our experiments, using (32) instead of (33) did not
yield clear rate or accuracy improvements, therefore, for the
rest of this paper, we use the upper bound (33).

2.2.3 Upper Bound of the Loss Distortion
Considering the sum of the contributions of the K transmit-
ted chunks (28) and that of the N K dropped chunks (33)
an upper bound D> > D?* of the loss distortion is obtained
as

h

1 i h i
?Er kgx;k (r)kz +

KEr Kgxk (NK>

k=K+1
(34)
images R =

—ZF
D™ = 2

k=1

Then, considering a subset of R

h i

2 > 2 2
Er kgx:k (r)kz ﬁ kgx;k (r)kz = kgx;kk2 : (35)
r2R
Then, (34) becomes
=ZF _ 2 1 2 2.
D = — kgx;kk2 + K kgx;kk2 . (36)
k=1 k k=K+1
Remark 1. Using the approximation
T 2 2
Er Gk (DX k KOx;kk; (37

obtained by combining (32), (33), and (35),
may be rewritten as

k given by (24)

.
LLSE _ k Kk Ok,
kKoo T 2, o T
. + .
k k Ok, Ik,
K Kk
k k

which is the linear least square estimator (LLSE) estimator
coefficient of SoftCast [14].

Using the upper bound D" of the loss distortion derived
in (34), we derive the optimal power allocation coefficients
k in the following section.

2.3 Optimal Chunk Selection and Power Allocation

Consider the loss distortion minimization problem (6),

where instead of minimizing D, one aims at minimizing
—ZF

° X
1
2 2 kgx;kkg + K kgx;kkg

k=K+1 (39)
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For a given value of K, a necessary condition to minimize

D" is to order the chunks by the decreasing value of
the product of their variance ¢ and the corresponding
squared gradient norm kgx;kkz. The N K chunks with
the smallest value of  kgx.kk; are dropped. The values of

then given by Proposition 2.

Proposition 2. For a given value of K, the solution to the
constrained optimization problem (39) leads to

= P kgx.kk
k= ijK—gfékfzi;kZL:::;K: (40)
k=1 iKOxik,
Proof: The Lagrangian of (39) is
|
2 5 b ¢ 5 )
L(k )= —koxkk; + kk P (41)
k=1 K k=1
Setting 2= = 0 and & = 0 yields
s
2p__
k E = — k kgx;kk2 (42)
X 2
k Kk =P: (43)
k=1
Summing (42) and inserting it into (43), we obtain
s
X 5 2 X p_
K k= — K kgx;kk2 =P: (44)
k=1 k=1

By combining (42) and (44) we obtain (40). The resulting
power allocation coefficient  minimizes the NN loss dis-
tortion. O

Calculating ¢ according to (40) introduces only a negli-
gible computational overhead in comparison to  used in
SoftCast [14].

2.4 CV-Castin Practice

Considering a CV task performed by a given NN structure,
two phases have to be performed. First, CV-Cast parameters
are evaluated for minimal loss distortion of the selected CV
task (training phase). Second, the obtained parameters are
used by CV-Cast to perform the actual coding, transmission,
and decoding (processing phase).

During the training phase, the gradient gy (r) for each
image in the training dataset is obtained following (15)
considering a full-frame DCT, see Fig. 4. The mean value of
the gradients over the training dataset is used to evaluate
the GYUV transform coefficients, as in [8]. For a given
number of chunks N, the norm of the gradient kgy;kk, for
each chunk k is evaluated as the average over the training
dataset, following (35). The norm of the gradient and the
obtained GYUV coefficients are then stored at the encoder
and at the decoder. They are considered as constant during
the processing phase and do not need to be transmitted as
metadata.

In the processing phase, each image undergoes a GYUV
transform followed by a DCT, either full-frame or block-
based. The resulting coefficients are partitioned into N
chunks, sorted by decreasing value of kkgx;kkg. Only

TABLE 1
Ratio of uncompressed metadata size compared to input image size.

. Number of chunks (Nc = N=3)
Image Size 64 | 256 [ 1024
2048 1024 | 0.003% | 0.014% | 0.055%
640 480 | 0.023% | 0.094% | 0.375%

the first K chunks are kept and scaled using (40). Then,
whitening transform, transmission, and estimation at re-
ceiver either with (25) or (38) are realized. After replacing
discarded chunks by zeros, the full-sized vector of DCT
coefficients & is transformed back to the RGB domain using
inverse DCT and GYUV transforms. The reconstructed RGB
image is finally fed to the NN performing the CV task.

To reduce the dynamic range of transmitted coefficients,
before DCT, mean values of the Y, U and V channels is
subtracted from each channel and sent as a metadata to the
decoder where they are added to the reconstructed YUV
coefficients p after the inverse DCT. From (40) we see that
chunk variances need to be likewise sent as metadata to
perform the estimation. Furthermore, a bitmap of selected
chunks is included in the metadata. Considering 8 bits
per transmitted variance or channel mean, and N¢ bits of
the bitmap, Tab. 1 shows that the ratio of uncompressed
metadata size compared to the input image size is less than
0.4%, depending on the number of chunks and the input
image size. Methods for reducing the metadata overhead
have been proposed, e.g., in [23], [24]. In the following
simulations, we do not consider this overhead.

Compared with SoftCast [14], the only additional com-
putation required to perform chunk selection in CV-Cast is
one multiplication of the chunk variance with the squared
gradient norm E;;X;kkg. These values can be directly used
to calculate :<=1 ~ i kox;ik, in (40). Since P kg,.kk, can be
pre-computed, the evaluation of (40) does not require any
additional computation.

3 EXPERIMENTAL RESULTS

First, this section analyzes the impact of CV-Cast on the
CV task performance when transmission is done over an
AWGN channel. We consider different variants of CV-Cast,
using different chunk sizes, either ZFE (25) or LLSE (38),
and either full-frame or block-based DCT. As a baseline
for comparison, we consider a baseline LCT scheme shar-
ing the components with CV-Cast, but without any task-
specific optimizations. In this scheme, the YUV transform
is performed according to the ITU-R BT.601-7 recommen-
dation [25]. The chunk selection and power allocation are
performed to minimize the reconstruction MSE, as in [14].
Then, simulations using a realistic 5G channel model are
also performed and CV-Cast is compared to JPEG and LIC-
TCM with transmission over the 5G channel model.

3.1 Simulation Setup

We evaluate CV-Cast on a semantic segmentation task, rep-
resented by the FastSeg® model based on MobileNetV3 [26]

3. github.com/ekzhang/fastseg
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TABLE 2
Evaluated models and their number of parameters.

[ model T variant [ no. params (M) |
FastSeg small 11
FastSeg large 3.3
YOLOvV8 n 3.2
YOLOV8 S 11.2
YOLOv8 | 43.7

using the Cityscapes dataset [27] and an object detection
task, represented by the YOLOv8* model using the COCO
2017 dataset [28]. No chrominance subsampling is per-
formed. Both models are evaluated with different numbers
of parameters, see Tab. 2. We aimed to choose models
with high inference speed. The evaluation metric is mean
intersection over union (mloU) for semantic segmentation
and mean average precision (mAP) (calculated as mAP for
mloU 50-95%) for object detection [29]. In the following
results, we refer to both of the metrics as accuracy. In both
tasks, the evaluation is performed on the entire validation
set. Implementation of CV-Cast was carried out using the
PyTorch framework [30]. To obtain the gradient estimate ac-
cording to (35), we use a set of 32 randomly selected images
from the training dataset (we did not observe significant
differences in the results when changing the image selection
in the training set). The compression ratio (CR) is defined as
the ratio K=N of the number K of transmitted chunks over
the total number N of chunks. In the rest of this section, we
use N¢ to denote the number of chunks per color channel,
ie., N =3Nc.

Bjgntegaard metrics [31] with piece-wise cubic Her-
mite polynomial interpolation [32] are used to evaluate
the improvement of a target rate-accuracy curve against
a reference curve. BD-Rate describes the relative change
of the number of symbols transmitted by a target scheme
compared to a reference scheme at the same accuracy. BD-
Accuracy describes the accuracy improvement in percent-
age points of the target scheme compared to the reference
scheme at the same number of transmitted symbols.

We first evaluate the performance of CV-Cast consid-
ering an AWGN channel as classically done in the LCT
literature [7], [14], [33]. In addition, we employ a Sionna [4]
simulation of the urban macrocell (UMa) channel model
following the 3GPP TR 38.901 specification [34]. The setup
consists of a single user terminal with a single antenna
transmitting to a single base station with four antennas in
a dual cross-polarization configuration. For each channel
realization, the user terminal is placed randomly within
a cell sector according to the UMa scenario. The carrier
frequency is 2.6 GHz. After the whitening transform, the
coefficients coming from the LCT transmitter are split into
pairs and each pair is mapped to a complex number and
directly transmitted using OFDM. The OFDM uses fast
Fourier transform (FFT) of size 192 with subcarrier spacing
30 kHz, 14 OFDM symbols with two of them reserved
for pilot transmission, and cyclic prefix length of 17. We
calculate the energy per bit to channel noise power spectral
density ratio Eb/NO as if we were transmitting 2 bits per

4. github.com/ultralytics/ultralytics

TABLE 3
Bjgntegaard metrics of CV-Cast compared to the baseline LCT at
default configuration and CSNR = 10 dB.

[ model | BD-Rate (%) | [ BD-Accuracy (-) 1 |
FastSeg (small) -20.63 2.68
FastSeqg (large) -21.16 3.57

YOLOV8n -13.06 1.00
YOLOV8s -9.78 0.88
YOLOvSI -8.91 0.68

symbol.

Finally, we implement JPEG using torchjpeg [35] with-
out subsampling of the chrominance components and LIC-
TCM is implemented by directly using code provided by the
authors®.

3.2 Default Configuration Performance

As a default configuration, we choose 256 chunks, ZFE, and
full-frame DCT. Fig. 5 compares the accuracy of the CV tasks
using CV-Cast (solid lines) with the baseline LCT (dashed
lines) as a function of CSNR considering different CRs. The
accuracy increases linearly with growing CSNR, until the
accuracy starts reaching the maximum model’s accuracy
without any compression or transmission (black dotted
line). Decreasing the compression ratio decreases the upper
bound for the achievable accuracy. CV-Cast improvements
are most apparent when high distortion is present, i.e., at
low values of CR or CSNR. From values at CSNR = 0 dB,
YOLOvV8 models show higher resilience against channel
noise than FastSeg. Values at CSNR = 30 dB show that
FastSeg models are more resilient against compression than
YOLOVS.

Tab. 3 shows the rate-accuracy performance of CV-Cast
compared to the baseline LCT for the default configuration
and CSNR = 10 dB. Using CV-Cast, it is possible to save
approximately 20% data rate to achieve the same segmen-
tation mloU. In the case of object detection, the data rate
improvement is between 9-13%, depending on the model
size. The value of 10 dB CSNR was chosen because at
this level, the amount of noise clearly impacts the accu-
racy without reaching close to zero accuracy at all CRs.
Calculating BD metrics at other values of CSNR proved
to be problematic due to the non-monotonicity of the rate-
accuracy curves [36]. In general, the CV-Cast improvements
tend to be higher below 10 dB CSNR and lower at CSNR
higher than 10 dB, as observed in Fig. 5.

3.3 Changing the Chunk Size

From (36), one may observe that errors caused by the
computation of the per-chunk variance and gradient norms
depend on the chunk-size itself. Thus, changing the chunk
size has a significant impact on the NN accuracy. At the
extreme, one chunk per pixel would result in the best possi-
ble granularity in the chunk selection and power allocation,
however, using such a small chunk size would require an
unacceptable increase in the metadata transmission over-
head, see Tab. 1. Furthermore, increasing the number of

5. https://github.com/jmliu206/LIC_TCM
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Fig. 5. Accuracy of CV-Cast (solid line) compared to the baseline LCT (dashed line) at the default configuration (256 chunks, ZFE, and full-frame

DCT) as a function of CSNR. The line colors denote different compression ratios.

TABLE 4
Chunk sizes considering 64, 256, and 1024 chunks considering
different input image sizes.

chunks increases the number of per-chunk computations to
be performed, making schemes with smaller chunk sizes
more computationally expensive. Tab. 4 provides the dif-
ferent chunk sizes for the two datasets used in this paper,
considering splitting the image into 64, 256 or 1024 chunks®.

Tab. 5 evaluates the impact of the number of chunks on
CV-Cast and on the baseline LCT considering the BD met-
rics. FastSeg, using the large Cityscapes images, experiences
higher impact of the chunk size on the NN performance
due to per-chunk variance and gradient norm averaging.
Decreasing the number of chunks from 256 to 64 yields
significantly higher degradation and increasing the number
of chunks to 1024 shows a significant improvement in
comparison to YOLOVS, which processes the smaller images
of the COCO dataset. Changing the chunk size has a larger
impact on CV-Cast than on the baseline LCT. Nevertheless,
for the same chunk size, CV-Cast always achieves better
rate-accuracy performance than the baseline LCT.

Fig. 6 illustrates the per-chunk variance, squared gradi-
ent norm, and their product considering chunk sizes 64 and
256. Choosing a smaller chunk size allows CV-Cast to better
capture the sensitivity of the NN. For instance, the *“cross-
shaped” pattern of the squared gradient norm (middle) is
more detailed in the case of 256 chunks (b) than 64 chunks
(a), leading to a more accurate product of the gradient norm
and chunk variance (right), and therefore more accurate
chunk ordering required for the chunk selection and better
power allocation.

Tab. 5 shows that the rate-accuracy performance is less
improved by CV-Cast for YOLOvVS8 than for FastSeg. Fig. 7
(middle) illustrates the norm of the gradient for YOLOVSs.
The pattern does not differ significantly from that of the
variance of the chunks (left). In this case, the final pattern

6. Images in the COCO dataset have varying sizes.
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(b) 256 chunks

Input Number of chunks (N¢)
Dataset image size 64 [ 256 | 1024 6
Cityscapes | 2048 1024 | 256 128 | 128 64 | 64 32 0 2 4 6
COCO 640 480° 80 60 40 30 | 40 15 (a) 64 chunks

Fig. 6. FastSeg small: Per-chunk variance (left), squared gradient norm
(middle), and their product (right) (all in log scale) for the Y channel
averaged over 32 images considering (a) 64 and (b) 256 chunks.

0 0 0 107
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Fig. 7. YOLOvS8s: Per-chunk variance (left), squared gradient norm
(middle) and their product (right) (all in log scale) for the Y channel
averaged over 32 images considering 256 chunks.

of their product (right), with a shape similar to that of the
variances, explains why in CV-Cast there is less potential to
improve the task accuracy compared to using only variance
as in the baseline LCT.

3.4 Changing the Estimator

To evaluate the impact of the estimator used at receiver,
Fig. 8 shows the rate-accuracy change expressed by BD
metrics when choosing the LLSE over the ZFE at CSNR = 10
dB. Except for FastSeg (small), selecting the LLSE in both the
baseline LCT (blue bars) and CV-Cast (red bars) is always
beneficial. CV-Cast with the LLSE (green bars) improves the
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TABLE 5
Bjgntegaard metrics showing the impact of choosing N¢ 2 64; 1024g chunks on the number of transmitted chunks and task accuracy,
considering CSNR = 10 dB, ZFE, and full-frame DCT.

BD-Rate (%) | BD-Accuracy (%) 1
model reference: LCT (256) | CV-Cast (256) LCT (N¢) LCT (256) | CV-Cast (256) LCT (N¢)
target: LCT (N¢c) | CV-Cast (Nc) | CV-Cast (N¢) LCT (N¢) | CV-Cast (N¢) | CV-Cast (N¢)
Fastseg (small) | N =64 68.48 105.46 337 643 850 052
9 Nc = 1024 20.26 2767 2873 253 327 342
N = 64 72.52 99.20 7.90 854 1071 1.40
FastSeg (large) Iy ==072 2047 2591 26.01 3.39 714 732
N = 64 32.20 37.82 8.73 217 245 072
YOLOVBN =107 13.10 ~15.08 “14.98 .01 .10 .09
Nc = 64 25.64 33.72 374 2.04 259 0.33
YOLOV8s N o =T07a 10,76 310 159 0.96 107 0.99
N = 64 23.81 33.99 1.49 167 224 011
YOLOv N = 1024 1154 1371 -10.68 0.87 0.94 0.74

rate-accuracy performance over LCT with LLSE in all cases.
Again, the improvements in YOLOV8 object detection are
lower than in FastSeg semantic segmentation.
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Fig. 8. BD-Rate (a) and BD-Accuracy (b) as a result of using LLSE
instead of ZFE in the baseline LCT (blue) and CV-Cast (red). The
improvement of CV-Cast over LCT, both with LLSE, is shown in green.

According to [37], ZFE can outperform LLSE in terms
of human-subjective quality. In terms of CV accuracy, our
results indicate that the ZFE outperforms LLSE only in the
case of FastSeg small variant. In terms of objective quality,
CV-Cast in the default configuration leads to images in
both validation sets with peak signal-to-noise ratio (PSNR)

about 1 dB lower than the baseline LCT. This result is
not surprising as the baseline LCT aims at minimizing the
MSE while CV-Cast targets minimal loss distortion of the
considered NN.

3.5 Changing the DCT Partitioning

Compared to the full-frame DCT used in the default CV-
Cast configuration, block-based DCT is computationally
more efficient due to the reduced number of required op-
erations and the lower arithmetic precision [38]. The rate-
accuracy performance comparison between block-based and
full-frame DCT expressed by BD metrics is shown in Fig. 9,
considering CSNR = 10 dB. CV-Cast with block-based DCT
improves the rate-accuracy over LCT with block-based DCT
in all cases (green bars). Nevertheless, in both the baseline
LCT scheme (blue bars) and CV-Cast (red bars), choosing
the full-frame over block-based DCT increases the rate-
accuracy performance significantly in all models. Based on
the figure, FastSeg and YOLOVS in the large sizes are more
impacted than in the smaller ones.

Despite the lower rate-accuracy performance, CV-Cast
with block-based DCT can be selected in devices with low
computational resources, taking advantage of the preva-
lence of 8-point DCT and its numerous custom optimiza-
tions and hardware accelerations. On the other hand, the
rate-accuracy gains of using full-frame instead of block-
based DCT are significant.

3.6 Generalization

The ability of CV-Cast to generalize between models is
showcased in Fig. 10 a). Each cell shows the BD-Rate of CV-
Cast optimized using a model on the y-axis but evaluated
using the model on the x-axis, considering default CV-Cast
configuration and the AWGN channel model at a CSNR
of 10 dB. Changing the size of a given architecture has
a relatively small impact on the BD-Rate, but choosing a
different architecture yields a significant decrease in the
BD-Rate. In both models, using the gradient norms from a
smaller variant, yields even slightly higher BD-Rate in larger
models.

Fig. 10 b) shows the same comparison, but uses the
baseline LCT performance as the reference for calculating
the BD-Rate. When the optimization target and evaluated
models are different, CV-Cast still shows an improvement in
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Fig. 9. BD-Rate (a) and BD-Accuracy (b) as a result of using full-frame
(ff) instead of block-based (bb) DCT in the baseline LCT (blue) and
CV-Cast (red). The improvement of CV-Cast over LCT, both with block-
based DCT, is shown in green.
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Fig. 10. BD-Rate | when optimization in the training phase and eval-
uation use gradient norms from different models at 10 dB CSNR. The
reference is (a) CV-Cast and (b) baseline LCT.

BD-Rate over the baseline LCT, except when the optimiza-
tion target is FastSeg and the evaluated model is YOLOVS.

3.7 Visual Comparisons

Fig. 11 illustrates the input images (cropped) and the Fast-
Seg (small) segmentation results for the original image (top
row), the baseline LCT (middle row) and CV-Cast (bottom

10

noldistortion

no'distortion

CV-Cast G\V-East

Fig. 11. Comparison of FastSeg (small) segmenting an original image
(top), then, at CSNR =5 dB and CR = 0.5, processed by the baseline
LCT (middle), and CV-Cast with default configuration (bottom). Left
column: (cropped) input image, right column: segmentation result.

Fig. 12. Distortion when using the baseline LCT (left) and CV-Cast (right)
at default configuration and CSNR = 0 dB and CR = 0.0625.

row). In the last two cases, the default configuration is used
with CR = 0.5 and CSNR = 5 dB. We observe that despite
the lack of clear visual difference, segmentation with CV-
Cast covers a larger portion of the car and the traffic sign
than the baseline LCT.

Fig. 12 shows visual artifacts of the baseline LCT (left)
and CV-Cast (right) at 0 dB CSNR and CR of 0.0625. Even
though CV-Cast is designed for optimal CV task accuracy,
received images are still usable by humans if manual inspec-
tion is required. The distortion produced by CV-Cast ap-
pears smoother than the baseline LCT. Nevertheless, at such
low CSNR, traditional compression methods transmitted via
a digital channel would likely experience a cliff effect [7],
[39].

3.8 Simulations with 5G Channel Model

In the following two subsections, we evaluate the perfor-
mance of CV-Cast considering realistic 5G channel model.
Fig. 13 shows the FastSeg and YOLOV8 accuracy as a func-
tion of Eb/NO in a realistic 5G channel model described in
Sec. 3.1. CV-Cast and the baseline LCT scheme are in default
configurations. The figure confirms the results obtained
using the AWGN channel in Sec. 3.2, i.e., high resilience
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TABLE 6
Bjgntegaard metrics of CV-Cast compared to the baseline LCT at
default configuration using a 5G channel model by Sionna at Eb/NO =5
dB.

[ model | BD-Rate (%) . [ BD-Accuracy (-) 1 |
FastSeg (small) -25.82 3.51
FastSeg (large) -22.48 3.68

YOLOvV8n -14.43 1.08
YOLOVS8s -10.76 0.95
YOLOvSI -9.95 0.74

of YOLOvV8 against channel noise and high resilience of
FastSeg against increased compression.

To evaluate the impact of using CV-Cast instead of
the baseline LCT on the rate-accuracy performance, Tab. 6
shows the BD metrics at Eb/NO = 5 dB, which corresponds
to a high channel noise variance. Compared to Tab. 3, the
improvements of CV-Cast over the baseline LCT are higher
considering the 5G channel model than the AWGN channel.

3.9 Comparison with JPEG and LIC-TCM

Fig. 14 shows rate-accuracy performance of a) FastSeg and
b) YOLOVS, considering CV-Cast and JPEG. For transmis-
sion, we consider the same 5G channel model as in Sec. 3.8
with a digital 2M-QAM modulation with M 2 £2;4;6g,
and code rate R = 0:5. Then, the number of trans-
mitted symbols of one image compressed with JPEG is
Ns:pEG = R’:—bM, where ny, is the size in bits of the compressed
image. The JPEG quality parameter Q is chosen such that
Ns.pec = Ns:cv-cast ON average over a random subset of
8 images from the Cityscapes, in the case of FastSeg, or
COCQO, in the case of YOLOVS, validation sets to get trans-
missions of the same duration. To highlight the impact of
channel noise on the task accuracy and to minimize the
compression artifacts, we choose CV-Cast with CR = 1. The
results clearly show the digital cliff of JPEG where at 2.5 dB
Eb/NO or lower the bitstream becomes undecodable after
transmission, regardless of the digital modulation. On the
contrary, the accuracy of CV-Cast decreases smoothly and
remains high even at 0 dB. Fig. 14 b) shows that transmitting
the JPEG bitstream using more robust 4-QAM modulation
yields improved resilience against the channel noise at the
expense of a degraded accuracy at lower noise levels in the
case of object detection.

Fig. 15 shows a rate-accuracy comparison of CV-Cast
and LIC-TCM in the small model size [21]. Since the rate-
accuracy performance of LIC-TCM can be increased or
decreased only by choosing a model trained with a higher or
lower value of parameter , we choose values of = 0:0067,

= 0:025, and = 0:05 for a fair comparison in terms
of number of transmitted symbols between 4-, 16- and 64-
QAM modulations. To ensure the number of transmitted
LIC-TCM symbols ng. c.tcm averaged over a random sub-
set of 8 images of the Cityscapes or COCO validation sets
is always larger or equal to Ns.cv.cast We set the CR of
CV-Cast to 0.055 in the case of FastSeg and 0.25 in the
case of YOLOVS. In the case of FastSeg, CV-Cast shows
higher noise resilience than LIC-TCM transmitted using
all evaluated modulations at Eb/NO lower than 2.5 dB.
At higher Eb/NO, the accuracy achieved with CV-Cast is

11

lower than that of LIC-TCM due to the high compression
efficiency of LIC-TCM on the Cityscapes dataset, allowing
less data to be transmitted with more robust modulation. In
the case of YOLOVS, similar to the results in Fig. 14, CV-Cast
retains high accuracy even at low Eb/NO where LIC-TCM
experiences a digital cliff, and remains competitive at higher
values of Eb/NO.

3.10 Computational Complexity

In terms of computational complexity, LIC-TCM in the small
model size contains 44.96 million parameters and requires
211.54 billion floating-point operations to process a 768 512
RGB image [21]. Calculating 2D both DCT and IDCT of the
same image would require 42.8 million operations in the
case of full-frame DCT and 14.2 million operations in the
case of 8 8 block-based DCT, assuming separable trans-
form implementation with log, m stages for 1D DCT of size
m [38]. Since the DCT calculation dominates the arithmetic
complexity of CV-Cast and JPEG, and the complexity of the
remaining CV-Cast and JPEG steps is comparable, we can
estimate that the number of operations required for LIC-
TCM is about 3 orders of magnitude higher than that of CV-
Cast with full-frame DCT and about 4 orders of magnitude
higher than that of JPEG or CV-Cast with block-based DCT.
LIC-TCM also exceeds the number of parameters of our
largest evaluated CV model, YOLOVSI, see Tab. 2.

To compare the energy efficiency of these schemes, we
consider a small GAPS8 processor’ capable of executing 22.65
billion floating-point operations per second with power con-
sumption of approximately 84 mW. Assuming the processor
runs only the encoder consisting of half of the total number
of operations, processing a 768 512 image by LIC-TCM
would take 4.7 seconds and thus consume 392 mJ. On the
other hand, full-frame and block-based DCT computation
would take 0.9 and 0.3 milliseconds and thus consume
0.08 and 0.03 mJ, respectively. The energy saved in the
compression by CV-Cast or JPEG could be used to increase
the transmission power, and thus the signal-to-noise ratio.

4 RELATED WORK

Hand-in-hand with the rise of machine-to-machine (M2M)
communication systems, such as remote inference offload-
ing, the field of video coding for machines (VCM) [16]
focuses on optimizing video compression schemes for opti-
mal machine task accuracy. This includes adapting existing
codecs, such as JPEG [8], [9] or VVC [10], end-to-end learned
methods [21], [40], [41], as well as combining learned meth-
ods with a conventional codec [11]. The aforementioned
works focus on source coding and do not study the effect of
transmission impairments. The impact of wireless channel
transmission on CV performance in general has only been
studied recently [42]-[44], however, without focusing on the
compression part.

In [45], [46], data compressed using entropy coding
schemes are transferred via a digital wireless channel to
perform remote inference offloading. Due to the entropy
coding, digital cliff or leveling effects can occur if the chan-
nel quality is significantly worse or better, respectively, than

7. https://greenwaves-technologies.com
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Fig. 13. Accuracy of CV-Cast (solid line) compared to the baseline LCT (dashed line) using a 5G channel model as a function of Eb/NO. The line

colors denote different compression ratios.

@)

(b)

Fig. 14. Comparison of (a) FastSeg and (b) YOLOvV8 accuracy between
CV-Cast (red line) and JPEG considering different modulation levels
(blue lines) using the 5G channel model.

envisioned during design [7]. LCT schemes, pioneered by
SoftCast [14], are JSCC schemes known to alleviate these
effects [7], [39]. Later, LCT has been optimized considering
human vision perception quality targets [47], [48]. The per-
formance of CV tasks with images coded and transmitted
using LCT has been evaluated by [38], [49] and feature map
transmission using LCT has been demonstrated by [50]. To
the best of our knowledge, no prior work considers LCT
optimization for CV task performance.

Recently, goal-oriented JSCC has gained attention [51],
[52]. In such schemes, the source and the channel code
are jointly optimized for task performance. Such methods
rely on retraining the CV model together with the coding

@)

(b)

Fig. 15. Comparison of (a) FastSeg and (b) YOLOvV8 accuracy between
CV-Cast (red line) and LIC-TCM considering different modulation levels
(blue lines) using the 5G channel model.

scheme. On the other hand, CV-Cast only utilizes gradient
of the model, without the need of retraining or modifying
the model.

The idea of using the gradient of the NN wrt. DCT
coefficients as a measure of NN sensitivity to spatial fre-
quencies was introduced in the GRACE [8] compression
algorithm. GRACE reuses the JPEG codec framework, but
modifies the YUV color transform and quantization tables
using the gradient of the loss wrt. pixel values or DCT
coefficients to improve CV task performance. In CV-Cast,
compared to GRACE, there is no quantization. Moreover, [8]
does not consider transmission impairments. Unfortunately,
the source code of GRACE is not available, and we found
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the information provided in [8] insufficient to reproduce its
results.

5 CONCLUSION

In this paper, we propose CV-Cast, a novel LCT scheme
optimized for CV task accuracy instead of MSE or human-
centered metrics used in existing LCT schemes. To achieve
this objective, inspired by the GRACE algorithm, CV-Cast
leverages the gradient of the NN loss wrt. DCT coefficients
as the network’s perception model, which is then used to
optimize the baseline LCT scheme. Simulations with an
AWGN channel model show a consistent improvement in
terms of rate-accuracy of CV-Cast in comparison to the
baseline LCT. For instance, at CSNR of 10 dB, in seman-
tic segmentation and object detection tasks, CV-Cast can
achieve up to 28% reduction of the number of transmitted
symbols for the same accuracy, and up to 15% reduction con-
sidering object detection tasks. Alternatively, it can achieve
4.3 and 1.1 pp accuracy improvement for the same number
of transmitted symbols in the same tasks. Using a realistic
5G channel model confirms these improvements, suggesting
high viability of deploying CV-Cast in real scenarios. Con-
sidering the 5G channel model, we show that CV-Cast can
achieve practical performance even at channel noise levels
where JPEG bitstream gets corrupted. At the same time, the
achieved improvements introduce only a negligible amount
of extra computation compared to the baseline LCT. In some
scenarios, LIC-TCM outperforms CV-Cast in pure rate-
accuracy performance. Nevertheless, CV-Cast has several
orders of magnitude lower computational complexity. In
addition, CV-Cast still shows higher resilience against high
noise levels.

Representative CV tasks have been used to evaluate CV-
Cast. The LCT architecture has been considered to process
other types of signals [7], such as sensor data [53]. Further-
more, obtaining the gradient of DCT coefficients wrt. NN
loss can be in principle applied to any NN. Therefore, CV-
Cast can be easily extended to other domains.
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