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A B S T R A C T   

This paper addresses the problem of generating controllers for automatic bucket filling using data collected 
during normal operations by professional operators on worksites. We introduce methods to annotate different 
phases of bucket fillings from long time series data and synthesize five machine learning models. The methods 
learn a policy that maps input signals to control commands using imitation learning from the training data. We 
use four different datasets as training data and first compare the model’s accuracy on predicting operator 
commands. We then deploy and evaluate the efficacy and robustness of the policies on a real machine. The 
experiments shows that the Multilayer Perceptron and the Convolutional Neural Network models had the best 
overall performance and robustness and could achieve human level performance. Furthermore, models with high 
prediction accuracy are not necessarily suitable for feedback control, and using data from real worksites 
increased the controller’s robustness.   

1. Introduction 

Wheel loaders are vital heavy-duty mobile machines (HDMM) on 
every worksite. They use a wide variety of different attachments such as 
buckets or forks to perform a versatile range of different tasks such as the 
cleaning cycle, where the wheel loader push materials on the ground 
into larger piles, and other earth-moving tasks with the goal of moving 
bulk material like gravel or sand from one location on a worksite to 
another. Earth-moving tasks usually repeat in cycles such as a short or 
long loading cycle. In the short loading cycle the wheel loader moves 
material between two nearby locations, usually in a y-shape trajectory. 
The long loading cycle is similar but the distance between the two lo
cations are much further apart. Therefore, the wheel loader spends the 
majority of the time driving between the locations in the long loading 
cycle. Filling the wheel loader’s bucket is the most challenging part for 
the operator during a loading cycle, it requires the most experience and 
skills in order to get a full bucket efficiently [1]. It can also be a very 
repetitive task and the available skilled labor is declining [2,3], thus 
increasing the risk for a labor shortage in the near future. These prob
lems can be alleviated with an automatic bucket filling system, and also 
have the potential to increase the work site productivity and reduce fuel 
consumption. However, complex interactions between the varying ma
terials and the bucket makes this problem hard to model robustly and 

reliably, thus making automatic bucket filling a challenging automation, 
control and robotics problem. Different modeling and control ap
proaches have not yet proven to produce reliable performance across 
different pile materials and conditions [4]. 

Machine learning (ML) has gained increasingly more interest for 
different automation and robotic tasks. The bucket filling problem is no 
exception and it has been researched previously in [5,6,7,8,9]. Majority 
of the existing research only use a limited amount of training data from 
non-real scenarios. The data is not produced from a normal working 
process, instead the data is collected artificially by filling and dumping 
the bucket from a pile repetitively during a small time frame, resulting in 
similar bucket fillings with similar pile conditions and therefore a 
dataset with low variance. It might be harder for a controller trained on 
data collected with this strategy to generalize to a more realistic scenario 
on a worksite. 

The large variety of different tasks for the wheel loader can become a 
problem when collecting wheel loader operator data from real worksites 
during normal operating conditions. The raw data recordings from the 
worksites will contain large amounts of irrelevant data which has to be 
discarded. The data can be manually processed for small datasets, but 
the amount of time and labor needed to filter and label the relevant 
section of the data quickly becomes infeasible with larger datasets. 
Especially when the data is collected over long periods of time such as 
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days and weeks. Therefore, this work introduces methods to handle and 
pre-process large amount of this kind of data, and extracting relevant 
sections of the data for imitation learning. 

In addition, this work compares the following 5 machine learning 
models: Multilayered Perceptron (MLP), Stacked MLP (MLP-S), Con
volutional neural network (CNN), Long short-term memory (LSTM), and 
Random forest (RF). The controllers are trained on 4 different datasets 
collected from different machines, operators and materials and evalu
ated based on their prediction accuracy and generalization. The per
formance and robustness of the controllers are also evaluated in a wheel 
loader field test. 

The next section will discuss the related work and state of the art 
followed by the data collection process and automatic extraction of 
training data. Section 4 describes the different ML models used to train 
the controllers. Then the methods used to test and evaluate the models 
are described in section 5. The experimental results are then presented in 
section 6, and lastly section 7 discuses the conclusions and future work. 

2. Related work 

2.1. Bucket filling identification 

The closest research on this topic concerns identifying the different 
work cycles for the wheel loader. The researchers in [10] approached 
this problem by defining different events for the wheel loader: dormant, 
moving, loading, and unloading. A cycle can be identified depending on 
the sequence of events and the transitions between them. 

Another approach was taken in [11] where the researchers tried to 
identify the work cycles by aligning sensor data with predefined tem
plates. In order for the template to be time invariant they used dynamic 
time warping (DTW) [12] as a similarity measure between the template 
and the data. DTW stretches the templates non-linearly and calculates 
the best warped fit. The approach proved to be successful in identifying 
the short and long loading cycles using different templates. 

Machine learning has also been attempted for identifying work cy
cles in [13]. They use a neural network combination of CNNs, LSTM, and 
fully connected layers to classify the short loading cycle. However, when 
the machine and buckets are changed the performance degraded. This 
was alleviated by gathering more training data from new setups in 
combination with transfer learning. 

The previous work differs from our goal in the sense that we only 
care about the loading task and not the full working cycle, but we also 
need to extract the loading phase during a cycle more precisely. 
Furthermore, our problem is different to previous work because it is 
specific to the bucket filling phase of a loading cycle, and therefore our 
approach will be more specialized towards this goal. 

2.2. Automatic bucket filling 

The bucket filling problem has been approached several times before 
with different methods ranging from classic control theory to machine 
learning. In [14], the authors tried to find the optimal bucket filling 
trajectory using Discrete Element Method (DEM) simulations. This work 
was further used in [15] to find the the optimal short loading cycle in a 
simulation environment by formulating an optimization problem that 
was solved with dynamic programming. Their results finds that a global 
optimum of 14% higher fuel efficiency compared to human operators in 
the the short loading cycle can be achieved. However, the DEM simu
lations are very computationally heavy and cannot be calculated in real 
time and the bucket-material interaction model assumes dry gravel with 
known particle sizes. This information is usually not available when 
doing bucket fillings in the real world. Machine learning approaches has 
therefore gained more attention and traction recent years. 

Machine learning techniques were used in [5,6] to train a shallow 
neural network to perform closed loop control on a real wheel loader. 
The researchers used the neural network only for control during the 

loading phase, and not the approaching of the pile nor exiting of the pile, 
which were preprogrammed. Furthermore, the data was collected by the 
researchers and then tested on the same machine. 

The same approach was used in [8]. However, they used the neural 
network for the entire bucket filling including approaching and exiting 
the pile in an end-to-end manner. A continuation of this work was 
conducted in [9] where they developed a random forest (RF) controller 
in combination with a stereo camera to complement the sensor input 
signals. The RF controller with the stereo camera proved to have a 
higher bucket filling success rate than the previously trained neural 
network. 

3. Data collection and bucket filling identification 

This section describes the method used to effectively extract bucket 
fillings from large amounts data recorded from worksites during normal 
operations by professional operators. The data is collected from sensors 
outfitted on the machine such as pressure sensors on both sides of the 
working hydraulic cylinders as well as angle sensors for the boom and 
bucket lever. The data from the sensors are then used to calculate cyl
inder forces and cylinder lengths using a known kinematics model. 

The recorded data consists of all variables necessary for extraction of 
the bucket filling as well as for training the machine learning models and 
can be found in Table 1. 

Let D = [d1,d2,…,dn] be the sequence of the entire recorded data 
with n timesteps and where each element di = (θbucket

i ,θboom
i ,Ftilt

i ,Flift
i ,vi,gi, 

Ltilt
i ,utilt

i ,ulift
i ,uthrottle

i ) contains one measurement point. We then use a rule 
based system with thresholds a1, a2, …a6 for identifying and separating 
the relevant bucket filling sections of the sequence D. 

Bucket filling is characterized by three phases: approaching the pile, 
loading the bucket, and exiting the pile as shown in Fig. 1. Authors in [5] 
identify similar phases. The three phases are first detected indepen
dently, and then a bucket filling is identified when all three of them are 
found in sequence as described in Algorithm 1. Detect_A, Detect_L, 
Detect_E define the functions for detecting Approaching the pile, Loading 
the bucket, and Exiting the pile, which are in turn detailed in Algorithms 
2, 3, 4, respectively. One criteria for a sequence to be an actual bucket 
filling is that the three detected phases have overlaps. Filter_Events 
removes the sequences that do not fulfill this criteria. 

Detecting three phases has the advantage of having the loading phase 
as a separate phase and it is also robust to outliers. For example, in the 
stockpiling task, material is pushed up on the pile instead of filling the 
bucket. It starts similar to a bucket filling but must to be discarded in the 
training dataset. 

The algorithm detects and save all three phases but only the loading 
phase of the extracted bucket fillings are used when training the ma
chine learning models. 

Table 1 
Overview of the recorded variables used for bucket filling identification and for 
the machine learning models.  

Variable Description 

θbucket The bucket angle relative to ground. The angle is zero when the bucket is 
parallel to the ground and increases when the bucket is tilted inwards. 

θboom The boom angle with zero angle when the bucket is laying flat on the 
ground and increasing when the boom is raised. 

Ftilt The force in the tilt cylinder 
Flift The force in the lift cylinder 
v The velocity of the wheel loader. It is calculated from the rpm of the 

engine, therefore it does not represent the wheel loader’s speed-over- 
ground. 

g The current selected gear which can be either Forward =1, Neutral =0 or 
Reverse = − 1 

Ltilt The tilt cylinder length 
utilt The tilt input command from the operator’s joystick 
ulift The lift input command from the operator’s joystick 
uthrottle The throttle input command from the operator’s gas pedal  
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Algorithm 1. Bucket filling detection 

3.1. Approaching pile 

The approach phase is characterized by the operator having the 
bucket close and level to the ground while driving forward towards the 
pile. 

One approach phase is defined as a sequence TA
i = [t1i , t2i ,…, tfi] with 

length f and where each element tji = (θbucket
i, j ,θboom

i, j ,Ftilt
i, j ,Flift

i, j ,vi, j,gi, j,Ltilt
i, j ,utilt

i, 

j,ulift
i, j ,uthrottle

i, j ) is a measurement point. The collection TA = {TA
1,TA

2,…,TA
na} 

contains na identified approach phases and is calculated using Algorithm 
2. 

Algorithm 2. Detection of the approach phase 

3.2. Loading bucket 

The loading phase is most succinctly described by the general motion 
of curling the bucket inwards and lifting the boom upwards until the 
bucket is fully tilted inwards. The machine is at the same time pushed 
into pile by the drive-train. 

The general direction of the bucket can be described by the deriva
tive of θbucket. A moving average filter with a window w1 is applied to 
θbucket in order to filter noise and account for small and temporary de
creases in θbucket. The operator may choose to decrease the bucket angle 
when entering a pile of very rough material such as blasted rock. 

One loading phase is defined as a sequence TL
i = [t1i , t2i ,…, tfi] with 

length f and where each element tji = (θbucket
i, j ,θboom

i, j ,Ftilt
i, j ,Flift

i, j ,vi, j,gi, j,Ltilt
i, j ,utilt

i, 

j,ulift
i, j,uthrottle

i, j ) is a measurement point. The collection TL = {TL
1,TL

2,…,TL
nl} 

contains nl identified loading phases and is calculated using Algorithm 3. 

Fig. 1. Example of the different phases of the bucket filling. (a) The different 
phases of the bucket filling process. (b) Example of one bucket filling with the 
three phases and the payload dumping marked out. θbucket, θboom are the bucket 
and boom angles, Ftilt, Flift are the force in the tilt and lift cylinders, v is the 
velocity of the wheel loader, g is the current gear which has the discrete values 
1 = Forward, 0 = Neutral, − 1 = Reverse. utilt, ulift, uthrottle are the tilt, lift and 
throttle commands from the operator. 
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Algorithm 3. Detection of the loading phase 

3.3. Exiting pile 

The exiting phase starts when the operator switches gear from for
ward, to neutral or reverse, indicating the intention of leaving the pile, 
or when the bucket is fully tilted in. 

One exit phase is defined as a sequence TE
i = [t1i , t2i ,…, tfi] with length 

f and where each element tji = (θbucket
i, j , θboom

i, j , Ftilt
i, j, Flift

i, j , vi, j, gi, j, Ltilt
i, j, 

utilt
i, j, ulift

i, j , uthrottle
i, j ) is a measurement point. The collection TE = {TE

1,TE
2,…, 

TE
ne} contains ne identified exit phases and is calculated using Algorithm 

4. 

Algorithm 4. Detection of the exiting phase 

3.4. Fine tuning loading phase 

The loading phase is fine tuned after the bucket fillings have been 
extracted from the raw data. The start of the loading phase is adjusted to 
be more reflective of when the bucket penetrates the pile. Similarly, the 
end of the loading phase is adjusted to be more reflective of when the 
loading is complete. This is achieved by also looking at the force in the 
lift cylinder, Flift, the tilt cylinder length, Ltilt, the velocity of the wheel 
loader, v, as well as the joystick commands from the operator, utilt, ulift. 

The start of the loading phase is adjusted to the start of the highest 
pressure increase during the approach and loading phase and when the 
tilt and lift signals from the operator are 0, i.e. not moving the bucket or 
boom. The pressures are filtered with a moving average filter with a 
window w2. 

The end of the loading phase is adjusted to either of the following 
criteria. The first one is when the tilt cylinder length reaches 99%. The 
second one when the gear is switched from forward to neutral and the 
wheel loader is either standing still or reversing. The third condition is 
when the gear is in reverse and the wheel loader has a negative velocity. 
The last possible condition is when the operator switches the gear from 
forward, to neutral or reverse and when the tilt signal is not active. 

4. Machine learning controllers 

Imitation learning (IL) or sometimes referred to as Learning from 
demonstration (LfD) is a method of teaching a robotic system an appro
priate controller by using demonstrations from human experts. A com
mon approach to imitation learning is behavior cloning where an expert 
behavior is copied to the learner [16]. In this paper, we train and 
compare five different ML models in a behavior cloning framework with 
supervised learning. The result is a mapping from sensor input signals to 
control commands. Available sensor inputs and output commands of all 
the controllers are shown in Fig. 2, and consist of the bucket angle θbucket, 
boom angle θboom, the force in tilt cylinder Ftilt, the force in the lift cyl
inder Flift, and finally the velocity of the wheel loader v. The model 
outputs three commands: tilt command utilt, lift command ulift and 
throttle command uthrottle, which are the same control signals that are 
generated from the operator joystick and throttle pedal. The different 
datasets were divided into train and test data with a 70%–30% ratio 
before training. All the input and output variables in the datasets were 
min-max normalized to fit the range of, − 1 to 1, before training. All the 
models and their hyperparameters are shown Fig. 3. Next we provide a 
short background on the five different models we will train. 

Fig. 2. Inputs and outputs for the ML controllers.  
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4.1. Neural networks 

Artificial neural networks (ANNs) are non-linear black-box models 
capable of learning complex patterns from data. They consist of layers of 
neurons where each neuron is usually activated by a non-linear activa
tion function. The rectified linear unit (ReLU), Eq. (1), and the hyper
bolic tangent function (tanh), Eq. (2), are two examples of activation 
functions. 

ReLU(x) = max(0, x) (1)  

tanh(x) =
ex − e− x

ex + e− x (2) 

The input signals in the network goes from one layer to the next with 
weights connecting each neuron in one layer to the neurons in the next 
layer. The weights are adjusted during training in order to tweak the 
signal strength between the neurons in two adjacent layers by mini
mizing a loss function. In this paper our networks are trained by mini
mizing the mean square error (MSE), Eq. (3) with N training samples, 
between the operator commands and the neural network outputs and 
optimized with an extended stochastic gradient descent algorithm called 
ADAM [17]. 

MSE(y, ŷ) =
1
N

∑N

i=1
(yi − ŷi)

2 (3) 

All the neural networks in this paper use the tanh activation in the 

final layer in order to output values between − 1, and 1, which is the 
accepted input range for sending commands to the wheel loader. 

When using small amounts of training data, neural networks have a 
higher risk of overfitting to the training data by modeling the inherent 
noise in the data which reduces the generalization capabilities of the 
network. L2 regularization, also called weight decay, is one possible 
technique to reduce the overfitting phenomenon by introducing a cost 
which increases with higher model complexity. This will prevent over
fitting by penalizing models with large weights and thus incentivize 
simpler models. The impact of the regularizer is controlled with the 
hyperparameter λ. All neural networks in this paper uses a λ = 0.0001. 

Finally, all neural network models in this paper were implemented in 
python using the PyTorch framework [18]. 

4.1.1. Multilayered perceptron 
The simplest form of an ANN architecture is a fully connected feed 

forward MLP. It consists of an input layer, n hidden layers with x neurons 
in each hidden layer, and then finally an output layer. All the neurons in 
one layer are connected to all other neurons in the next layer. The input 
to each neuron in the hidden and output layers are calculated with the 
weighted sum of all the neurons in the previous layer and activated with 
an activation function. 

The final MLP network used in the paper consists of 1 hidden layer 
with 64 neurons activated by the ReLU function and the output is acti
vated by the tanh function as depicted in Fig. 3a with 579 trainable 
parameters in total. 

Fig. 3. Overview of the different machine learning approaches used for this paper. (a) Layout of the MLP controller with one hidden layer of 64 units where the 
hidden layer and final layer are activated by the ReLU and tanh activation functions respectively. (b) Layout of the MLP-S controller with 16 stacked time samples as 
input and a hidden layer of 32 units. The hidden and final layer are activated by the ReLU and tanh activation functions respectively. (c) Layout of the CNN controller 
with 16 stacked time samples as input. The convolutional layers uses a kernel of size 5, stride 1, and 3 filters. The output is flatten and sent to fully connected layer 
consisting of 64 units. Both the convolutional and hidden layers are activated by the ReLU function while the outputs are activated by the tanh activation function. 
(d) Layout of the LSTM controller with 16 stacked time samples as input. The LSTM layer consist of 1 layer with a hidden size of 10. The last LSTM output is sent to a 
fully connected layer with a hidden size of 64 units. The hidden layer is activated by the ReLU activation function and the output layer is activated by the tanh 
function. (e) Structure of the random forest using 100 trees and a max depth of 20 for each tree. 
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The MLP does not consider any temporal information since it only 
uses the values from one timestep at a time. However, by slightly 
modifying the MLP network we can use a short history of the sensor 
inputs of length ntimesteps as the input to the network. The resulting 
stacked MLP (MLP-S) has a larger input dimension than the MLP which 
will be ninputs ⋅ ntimesteps. The final MLP-S network uses a time window of 
16 samples (225 ms) which are flattened to a input dimension of 80. 
Furthermore, the network has 1 hidden layer with 32 neurons activated 
by the ReLU function and the output layer is activated by the tanh 
function. The architecture is illustrated in Fig. 3b and has 2691 trainable 
parameters in total. 

4.1.2. Convolutional neural networks 
CNN is a neural network architecture which uses the convolutional 

operator in one of its layers between the input and a kernel with 
adjustable weights. By using a kernel with a smaller size than the input 
we are able to share parameters across the input and therefore create a 
model with fewer parameters in total but high prediction capabilities. 

CNNs are most noticeably used in image recognition tasks using a 2d 
convolutional kernel [19]. However they have also been used previously 
for signals with a 1d kernel [20,21,22]. 

The CNN architecture used in this work can be seen in Fig. 3c and 
consists of one convolutional layer with 3 output channels followed by a 
fully connected output layer. The convolutional operation operates on a 
time window of 16 samples (225 ms) with a kernel-size of 5, 3 filters, 
and is activated by ReLU function. The output is flatten and sent to a 
fully connected layer with 64 units activated by the ReLU function and 
the final output layer is activated by the tanh function. The CNN model 
has 2641 trainable parameters in total. 

4.1.3. Long short-term memory 
LSTM was introduced in [23] and is a form of recurrent neural 

network (RNN), where the output from a neuron is fed back to itself in 
the next timestep. The LSTM has the capability to model time dependent 
data with its memory function and at the same time forget irrelevant 
parts of the input data. 

The LSTM network in this paper consists of a time window of 16 
samples (225 ms) and 1 LSTM layer with a hidden-size of 10. The output 
of the last LSTM unit is sent to a fully connected layer with 1 hidden 
layer with 64 units. The hidden layer is activated by the ReLU function 
and the output layer is activated by the tanh function. The model has 
1579 trainable parameters in total and the full architecture of the model 
is shown in Fig. 3d. This type of architecture has been used successfully 
in control applications such as for attitude control for aircrafts [24] and 
a gait controller for bi-pedal robots [25]. 

4.2. Random forest 

A random forest consists of an ensemble of decision trees in order to 
reduce the likelihood of overfitting on the training data. A decision tree 
is a regression method which creates conditions on how to behave from 
data. A random forest creates n decisions trees each with a maximum 
depth d, which are trained on different parts of the dataset and the 
output is averaged across all trees in the forest. The variance of the 
averaged output is reduced compared to a single decision tree since the 
overconfidence of one tree is compensated by other trees [26]. The 
random forest used in this work uses 100 trees with a maximum depth of 

20 for each tree and is shown in Fig. 3e. The python implementation 
from scikit-learn [27] was used to create the RF model. 

5. Methods 

5.1. Datasets 

We have collected and compiled four different datasets recorded on 
two different machine sizes for this work. The datasets are summarized 
in Table 2. 

The first dataset, Gravel, was collected at a test site by an expert 
operator using a Liebherr L576 wheel loader. The pile consisted of gravel 
with sizes ranging from 0 to 150 mm. Furthermore, the bucket fillings in 
this dataset are very similar to each other since they were taken by the 
same operator on the same day filling and dumping the bucket repeat
edly from the same pile. 

The second dataset, Woodchips, was collected using the same ma
chine as the first dataset, but from a woodchip pile and with a larger 
bucket. 

The third, Mineral p1, and fourth, Mineral p2, datasets, were collected 
from a real worksite with different operators doing their normal work 
assignments. The worksite in this case is a mineral recycling plant which 
recycles different kind of metals and metal objects. These two datasets 
were recorded on a Liebherr L556 wheel loader but from different piles 
at the worksite. 

The weight and time distributions of the collected bucket fillings are 
shown in Fig. 4, where the weight varies between the piles because of 
the different densities of the loading material as well as the different 
bucket sizes used for loading. The loading time is defined as the time the 
operator spends in the loading phase in accordance with Fig. 1a. 

5.2. Controllers 

The 5 ML models were trained on the 4 different datasets separately, 
thus creating 20 controllers in total. The specific hyperparameters used 
in section 4 was found by doing a hyperparameter grid search across 
different values and choosing the hyperparameters with the lowest loss 
on the test data. By looking at the test data loss and not the training data 
loss, the risk of overfitting to the dataset is reduced. 

5.3. Bucket filling algorithm 

The controllers were tested in field trials to evaluate the performance 
and robustness of the controllers. As described earlier in section 3 the 
bucket filling process can be divided into three phases. Therefore, our 
automatic bucket filling algorithm uses a state machine with the same 3 
phases: approaching the pile, loading the bucket, and exiting the pile. 
The phases are shown in Fig. 1a where the ML controller is only in 
control during phase 2: loading. 

Table 2 
Overview of the datasets used for testing and training.  

Dataset Bucket Fillings Description 

Gravel 67 Test site with 0–150 mm gravel 
Woodchips 117 Test site with woodchips 
Mineral p1 762 Worksite with recycled mineral, pile 1 
Mineral p2 390 Worksite with recycled mineral, pile 2  

Fig. 4. Weight and loading time distributions of the collected datasets.  
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1. Approach The goal of the first phase is to get the wheel loader into 
digging position in the pile. The bucket is automatically lowered to 
the ground and preprogrammed to move forward using 50% throttle. 
When the bucket reaches the material in the pile the forces in the lift 
cylinders Flift increases until a fixed threshold is reached and the state 
is switched to phase 2. The definition of the transition between the 
phases differs from the one described in section 3.2 because we have 
to detect it online during the bucket filling process. The previous 
definition could leverage the advantage of analyzing the data offline 
and thus look into the future in order to determine the transition 
more exactly.  

2. Loading During the second phase the ML controller outputs are in 
control of the utilt, ulift, and uthrottle commands of the wheel loader. The 
neural network is able to control the full range of the working hy
draulics in the same way as a human operator, in other words it can 
both tilt the bucket inwards and outwards, and both lift and lower 
the boom.  

3. Exit The last phase ensures that the bucket is fully tilted inward to 
reduce material spill. The bucket is also automatically raised in order 
to weigh the scooped material with the machine’s internal weighing 
system. 

The algorithm was deployed in a ROS node on a consumer PC con
nected to a Liebherr 576 wheel loader via a CAN-bus. The sensors for 
calculating the relevant input signals: θbucket, θboom, Ftilt, Flift, v are already 
available on the machine without any modifications. 

5.4. Evaluation metrics 

The synthesized controllers were evaluated by their prediction 
capability between different datasets as well as their bucket filling 
performance on a real machine. The prediction capability was measured 

by using two metrics: the root mean square error (RMSE), Eq. (4) and the 
mean absolute error (MAE), Eq. (5), between the operator command, y, 
and the control commands, ŷ for the target dataset. 

RMSE(y, ŷ) =
̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
MSE(y, ŷ)

√
(4)  

MAE(y, ŷ) =
1
N

∑N

i=1
∣yi − ŷi∣ (5) 

RMSE metric squares the errors and thus giving higher weight to 
large errors while MAE gives the same weight to all errors. 

The bucket filling performance of the controllers were evaluated by 
measuring the loading time, tload, and the loaded material weight, mload. 
Performance of different controllers are compared against each other 
and to that of the operators. The loading time is defined as the time the 
bucket filling algorithm spends in phase 2 (loading phase). The bucket 
weight is measured by using the available payload weighing system on 
the machine. A full bucket corresponds to a weight between 8000 and 
10,000 kg with the bucket and material used. Fig. 5 shows the fill-grade 
to weight relationship for the material weights: 4000 kg, 8000 kg, and 
11,000 kg. A bucket with a payload of 11,000 kg is more than what the 
machine is rated for. 

In order for the ML controller to be a suitable controller it must be 
robust, have fast loading time, and high loaded material weight. This 
can be measured by the success ratio, rsuccess, of completed bucket fillings 
to the number of total bucket fillings. A completed bucket filling is 
defined as the controller reaching phase 3 (exit phase), and thereby 
finishing the loading. The controllers has to achieve a minimum per
formance and robustness criteria defined by Eq. (6). If the criteria is not 
fulfilled the controller should not be considered as an acceptable 
controller. In addition, the controllers should preferably also have a 
similar or better loading time and fill-grade compared to a human 
operator. 

tload < 10.0 s
8000 < mload < 10 000 kg

rsuccess = 100%
(6)  

6. Results 

This section presents the results from the automatic bucket filling 
extraction algorithm as well as the models performance on predicting 
operator commands and the models performance and robustness in the 
field tests. 

The 20 synthesized controllers were evaluated on each of the 4 
datasets using the RMSE and MAE metrics. By evaluating the models on 
the three other datasets that were not used for training we can test the 
transferability and generalization of the controllers to different mate
rials, operator techniques, and machine sizes. 

The bucket filling performance and robustness of the 10 controllers 
trained on the Gravel and Mineral-p1 datasets were also evaluated on a 
Liebherr L576 wheel loader. 

(a) (b) (c)

Fig. 5. The relationship between the payload weight and the fill-grade for the given bucket and loaded material used for evaluating the models in a field test. A 
bucket with a payload of 11,000 kg is more than what the machine is rated for. (a) Half-full bucket with 4000 kg of gravel material. (b) Full bucket with 8000 kg of 
gravel material. (c) Overfull bucket with 11,000 kg of gravel material. 

Fig. 6. Example of a bucket filling from the Gravel dataset extracted with the 
algorithm described in section 3 and the 3 different phases labeled out.The 
phases are also automatically labeled from the extraction process. 
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6.1. Extracting bucket fillings 

The bucket filling extraction algorithm was evaluated on the 4 
datasets used in this paper by manually counting the bucket fillings in 
the raw time series data and comparing to the automatically extracted 
bucket fillings. The manual process found 1631 bucket fillings in total 
for all datasets while the automatic bucket filling extraction algorithm 
found 1622. When comparing the manually and the automatically 
extracted bucket fillings, it was found that the automatic extraction 
bucket filling algorithm found 2 false positives. In summary this gives 
the bucket filling algorithm an accuracy of 99.3% and a false positive 
rate of 0.12% for the given datasets. However, the false positives could 
easily be removed by filtering for low bucket weights and extremely long 
loading times. It should be noted the there might be mistakes in the 
manual extraction of the bucket fillings since it is sometimes unclear 
whether the operator is doing a bucket filing or something similar to a 

bucket filling. Fig. 6 shows an example of an automatically extracted 
bucket filling with the three phases marked out. 

6.2. Predicting operator commands 

The prediction accuracy of the controllers as well as the training and 
evaluating datasets is show in Table 3. 

Both the RMSE and MAE metrics shows that the most promising 
controllers are the CNN, MLP-S and LSTM, with similar performance to 
each other on all the datasets. All of these controllers use the temporal 
information in the data. An example of the accuracy of the CNN 
controller trained and evaluated on the Gravel dataset is illustrated in 
Fig. 7. Furthermore, the operator prediction error was significantly 
higher on the datasets which were not used for training, which indicates 
poor transferability between different materials. 

6.3. Bucket filling test 

The controllers trained on the Gravel and Mineral p1 datasets, in total 
10 controllers, were also tested and evaluated in a field test using a pile 
of gravel (0–64 mm) material. These controller were selected because of 
the similarities between the materials in the training data and the ma
terial used for evaluation, and because of limitations in testing time for 
field tests. Each controller was tested 10 times each on the same pile 
during a single day. During the experiments the controllers sometimes 
failed to complete the loading phase of the bucket filling process and got 
stuck in the pile because of excessive wheel-spin and thus the loading 
had to be manually aborted and the bucket filling was marked as failed. 
Fig. 8 shows the performance and robustness of each controller 
compared to each other and to a human operator loading the same 
material from the same pile. 

The CNN and MLP controllers were the only controllers to pass the 
minimum performance and robustness criteria. The gravel-cnn controller 
got the most weight of all controllers but it was slower than than the 
gravel-mlp. Depending on the use case both the gravel-cnn and gravel-mlp 
can be considered the best controller, one is faster and one gets more 
material in the bucket, but both have similar performance to the human 
operator. Furthermore, the gravel-mlp had very low variance in the 
loading times between the bucket fillings. 

The gravel-mlp_s and gravel-lstm controllers had good performance 

Table 3 
Prediction accuracy of the synthesized controllers using the RMSE and MAE metrics between the operator commands and the output from the controllers. The top row 
indicates the dataset for training and the leftmost column indicates the dataset for evaluation. The best predictors are highlighted in bold.  

Training Material Approach Evaluated on 

Gravel Woodchips Mineral-p1 Mineral-p2 

RMSE MAE RMSE MAE RMSE MAE RMSE MAE 

Gravel MLP 0.17433 0.12695 0.39977 0.32543 0.56092 0.47312 0.51553 0.41000 
MLP-S 0.14477 0.10600 0.38239 0.29211 0.47481 0.38864 0.44411 0.34866 
CNN 0.15429 0.11360 0.37548 0.31829 0.46237 0.38147 0.45194 0.35771 
LSTM 0.14644 0.10438 0.46823 0.39302 0.48372 0.38785 0.49727 0.38799 
RF 0.20579 0.14597 0.38860 0.31009 0.50306 0.41603 0.50208 0.39221 

Woodchips MLP 0.42277 0.36623 0.17092 0.12542 0.70178 0.62155 0.62668 0.53505 
MLP-S 0.71447 0.65005 0.14059 0.10074 0.93433 0.85123 0.83452 0.72852 
CNN 0.33823 0.26501 0.15228 0.11023 0.49963 0.41863 0.54414 0.44345 
LSTM 0.34429 0.27638 0.15073 0.11011 0.57676 0.47451 0.61678 0.51329 
RF 0.43472 0.35570 0.19951 0.13783 0.61604 0.51984 0.59535 0.49251 

Mineral-p1 MLP 0.46267 0.39517 0.53180 0.46420 0.28285 0.21667 0.47378 0.37187 
MLP-S 0.38453 0.31959 0.56676 0.49108 0.24654 0.18654 0.39935 0.30464 
CNN 0.39523 0.33012 0.39894 0.33497 0.25905 0.19495 0.40898 0.31358 
LSTM 0.43502 0.35980 0.61613 0.53242 0.23459 0.17299 0.42798 0.32343 
RF 0.49792 0.41296 0.55869 0.49204 0.307583 0.22104 0.50375 0.38277 

Mineral-p2 MLP 0.37172 0.30205 0.68451 0.57839 0.40895 0.32152 0.36115 0.26777 
MLP-S 0.34904 0.28151 0.52595 0.44656 0.35387 0.26070 0.29111 0.20479 
CNN 0.33151 0.26310 0.346195 0.28152 0.38920 0.29597 0.32658 0.23701 
LSTM 0.35166 0.27676 0.55578 0.48473 0.34859 0.25844 0.28561 0.19949 
RF 0.40264 0.32415 0.50852 0.44005 0.44721 0.34773 0.39393 0.28048  

RMSE MAE RMSE MAE RMSE MAE RMSE MAE  

Fig. 7. Example of the prediction capability of the CNN model trained on the 
Gravel dataset. The blue line is the ground truth from the operator input and the 
orange line is the predicted input from the network. (For interpretation of the 
references to colour in this figure legend, the reader is referred to the web 
version of this article.) 
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but not robust enough to pass the minimum performance and robustness 
criteria because they failed to complete the bucket filling 1 and 2 times, 
respectively. 

The controllers trained on the Mineral-p1 dataset had in general 
faster loading times but with lower loading mass. During the experi
ments these controllers had a tendency to tilt the bucket inwards too 
early and thus getting less material in the bucket. Furthermore, the 
controllers trained on the Mineral-p1 dataset were also more robust and 
all of the controllers could successfully complete the bucket filling 
without aborting in all tests, indicating that the training data and its 
variance is more important the underlying ML model. The gravel-rf 
controller had a success rate of 100% but a high variance in both the 
loading time and loading mass making it less reliable. Furthermore, it 
had a relative high loading mass compared to other controllers but the 
mean loading time is too high for it to be considered a good controller. 
The mineral_p1-rf controller was robust with a much lower variance as 
well as mean for the loading time. However, the mean loading mass of 
less than 6000 kg was not sufficient to pass the minimum requirements. 

7. Conclusions and future work 

Finding a viable automatic bucket filling approach can reduce the 
required skill level for new wheel loader operators as well as reducing 
operator fatigue issues and increasing productivity of a worksite. In this 
paper we explore 5 different machine learning models applied to the 
automatic bucket filling problem for wheel loaders. First we developed 
an automatic extraction and bucket filling labeling algorithm to provide 
the necessary training data for the models. The algorithm was used to 
collect 4 datasets from different wheel loader machine sizes, operators, 
and loaded materials. We then used the datasets to train and compare 
the following ML models; MLP, MLP-S, CNN, LSTM, and RF with their 
operator command in terms of prediction accuracy as well as the per
formance and robustness of the controllers in a real world field test. 

The evaluation of the automatic bucket filling extraction algorithm 
shows that our method finds almost all the bucket fillings with only a 
few false positives. The algorithm can be developed further in future by 
adjusting and adding more rules and thresholds and thereby eliminating 

the current limitations. However, these limitations are not an issue in 
our use case since they could easily be mitigated by filtering out the false 
positives in post-processing. We will therefore use the algorithm in the 
future for automatic labeling of training data. 

The field test experiments shows that the MLP and CNN architectures 
had the best performance and robustness with a loading time and bucket 
weight comparable to human level performance. Furthermore, the ex
periments show that it is possible to use training data collected from a 
different machine setup, i.e. different machine size and different bucket 
size, than the one the controller is deployed on. 

Even though the LSTM and MLP-S controllers had among the lowest 
RMSE and MAE values when predicting operator commands, it did not 
translate to good performance in real closed-loop control on the wheel 
loader. These controllers had good performance but were not robust 
enough to be able to complete 10 bucket fillings without getting stuck or 
using excessive wheel spin, a likely explanation is that the models 
overfitted on the dataset. However, the robustness issues of these con
trollers could be improved by using training data from the Mineral-p1 
dataset which was collected from a real work site during normal oper
ation. Furthermore, both the loading time and the loaded weight was 
decreased when using this dataset. This can be explained by the training 
data, where Mineral-p1 had fastest loading times as can be seen in Fig. 4. 

The increased robustness of the controllers trained on the Mineral-p1 
dataset can be explained by a larger amount of training data as well as 
training data collected over several days and from different operators 
using different techniques, resulting in a larger exploration of the state- 
space and thus less extrapolating for unseen input data. 

The experiments support that more real world data from different 
operators will improve the robustness of ML controllers applied to 
automatic bucket filling. In the future it will be important to collect more 
training data from different worksites and from different materials. 
Furthermore, it is also important to evaluate the controllers on different 
materials, as well as exploring different approach such as reinforcement 
learning. 

Fig. 8. Weight and time means with standard deviation of the performance of each controller evaluated on a gravel pile. The blue bars represent the mean loading 
weights and the orange bars represent the mean loading times. The labels include the name of the controller at the top, according to the naming convention, 
training_material-model, and the success rate below. The controllers left of the red line fulfills the minimum performance and robustness criterion defined by Eq. (6). 
(For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.) 
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