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ABSTRACT

Edge computing is increasing its popularity also in non-computing
specific environments. In particular, Makerspaces are facing the
issue of providing cognitive-edge to cloud computational power to
their users, for running their 3D modeling and optimizations. How-
ever, while the edge-to-cloud offloading might be a traditional issue
in edge computing systems, some countries require Makerspaces to
provide their service only during operational hours, and therefore
to switch off their machines, including their servers, during the
night. This calls for the need for flexible computational offloading,
enabling to checkpoint of current tasks and restoring them during
opening hours. This work examines the feasibility of designing and
implementing such a system, to facilitate computational offloading
with checkpointing to increase the availability of computational
power. We propose and prototype the implementation for a system
that enables a provider to provide computational power through
their edge with a checkpoint and restore feature to prevent loss of
progress while the system works on a computation. A client-side
application was designed and implemented to enable users to access
the computational offloading service from a provider at a given loca-
tion directly from their smartphone. Results show that it is possible
to implement a continuous edge-to-cloud computational platform
to enable full checkpoint and restore of computational tasks while
providing a good quality of service and using a controlled amount
of energy.
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1 INTRODUCTION

Artificial Intelligence (AI) and machine learning (ML) models are
becoming more and more mainstream and are used in areas such
as healthcare, business strategy, and the automobile industry [11].
Currently, the AT market is valued at more than 136 billion dollars
and is expected to increase 13 times within the next 7 years [16],
[29].

Training advanced AI models, processing videos, and perform-
ing other complex computations can prove a daunting experience
for many since the average consumer computer specification does
not meet the recommended computing power for such tasks [2],
[14], [35], [8], [23], [36], [5]. It may take anywhere from hours to
weeks to train an Al model while rendering a video can take up to
several hours depending on the length of the video, resolution, and
settings used [36], [5]. This provided that the user has access to
suitable hardware and if not, these times could increase by several
multitudes [36], [5]. Acquiring suitable hardware for such tasks
can be a costly affair with Graphical Processing Unit (GPU) recom-
mendations for ML can cost as much as $10,000 US dollars while
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recommended hardware for video rendering ranges from 700 to
over 6000 US dollars [36], [7].

In recent years, learning environments such as Makerspaces
started to provide Al-based computational support, enabling a wider
set of users to start to use and develop Al-based systems often meant
for 3D graphics or 3d printing structural analysis.

Makerspaces have risen in popularity and are being established
by educational communities such as schools and libraries [28].
These spaces are being established to create an environment for
children and young adults where creative production and hands-on
experimentation contribute to the advancement of their technolog-
ical skill set [28]. This movement is motivated by the ambition to
increase the involvement of the younger population in the field of
Science, Technology Engineering, and Maths (STEM) by increasing
interest and availability while improving general problem-solving
skills to help meet the rising societal demand for STEM-educated
graduates [28], [34]. Makerspaces usually offer students the pos-
sibility to experiment with technologies that are not found in the
common households such as 3D printing, laser cutting, and similar
technologies that enable them to turn ideas into reality [33].

One of the main applications of Al in makerspace is video render-
ing and editing, but also CAD modeling and structural optimization.

However, with the ever-increasing popularity of various prac-
tices such as video rendering, training Al and ML models, and
performing other computationally heavy tasks the need for compu-
tational power is increasing drastically. In particular, end users often
have limited-power devices acting as edge nodes that need to con-
nect to the cloud-to-edge network of Makerspace. This combined
with the average consumer hardware not meeting the recommended
requirements for such tasks raises a few questions:

e How can a provider provide computational power to their
users without requiring users to invest in suitable hardware?

e What existing technologies can be leveraged to increase the
public availability of computational power?

Providing computational power in Makerspaces should allow
users to bring their own work to a provider location and access the
providers’ computational power to perform their computational
work. An important enabler for such a feature is that users have
the ability to pause their work and return to the same or a different
location at a later date to resume or complete their computational
work.

This resulted in the following problem statement:

How can a system be designed and developed such that a
provider can provide computational power to its users at
various locations without loss of progress using
computational offloading?

Therefore, we have implemented a system that allows compu-
tational tasks to be started from edge nodes and to be paused and
resumed without any loss of progress.

The results of this work will be useful not only to Makerspaces
but to any provider interested in providing Al computation in
similar contexts.

The contribution of this work is the development of a system
capable of:

e empowering users in the Makerspace to perform computa-
tionally intensive tasks
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e performing computational tasks in a limited time

e pausing and resuming calculation at different times
e showing no configuration complexity

e running applications in the cloud.

The rest of this paper is structured as follows. Section 2 provides a
motivational use case. Section 3 describes the related works. Section
4 presents the proposed solution and its implementation, while
Section 5 presents how we tested and validate the proposed solution.
Section 6 discusses the results. Finally, we draw conclusions in
Section 7 and future works in Section 8.

2 MOTIVATIONAL USE CASE

An analysis made in 2015 by the Danish Society of Engineers IDA,
showed that despite a continuous increase in enrollments of STEM
candidates at the universities there will be a shortage of 10.000
STEM-educated candidates in Denmark by 2025 [17]. Several ini-
tiatives are currently being planned or are already underway to
increase the number of STEM graduates. In order to create more
places for STEM education and thus strengthen the technology
industry, the Danish government has passed a bill to spend DKK
102 million on STEM-oriented education in 2020 [31].

Foundations such as The Velux Foundation are willing to spend
a substantial amount of money for the cause, specifically, a big part
of the funding was used to create Makerspaces for educational pur-
poses. Therefore, it would be of interest to investigate further how
Makerspaces work, what technologies Makerspaces offer, and who
can benefit from the technologies that are provided. Several munic-
ipalities received funding to establish Makerspaces. In Fredericia
and Vordingborg municipalities, Makerspaces were established in
schools to promote problem-solving skills, involve more girls in the
field of STEM, and train teachers to effectively utilize them [25].

Several universities in Denmark provide access to Makerspace
environments. Aalborg University offers a Makerspace with tech-
nologies such as heat presses, soldering stations, and 3D printers,
but it is restricted to students and staff [38]. Aarhus University
has its own Makerspace with a CO; laser cutter, 3D printers, and
PCB printers. They collaborate with industry and organize events
for students. However, their Makerspace is primarily accessible
to professors and Ph.D. students [12]. Roskilde University has a
Makerspace aimed at beginners, offering cutting-edge technologies
such as vinyl cutting, laser engraving, CNC milling, and coding
workshops. Their Makerspace is open to everyone on most week-
days [39]. Additionally, organizations like UngAalborg provide
Makerspaces with accessibility to machines, electronic parts, and
specialized teams for youth engagement, although these publicly
available Makerspaces have specific opening hours on selected
weekdays [37] [22].

Analyzing the Makerspaces provided a good idea of how the
facilities are managed. Of particular interest was how users interact
with public Makerspaces when services are only available during
limited hours. Therefore, it was decided to do a field study in accor-
dance with Benyon’s guidelines for field studies [3]. The study was
conducted at Makerspace9220 after gaining permission from the
person in charge of the facility.

The observations provided insight into how users interacted
with Makerspace showing that users tended to work on projects
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at home and bring their work to Makerspace either to complete
their work using available machines or to get help with a project.
This behavior suggested the feasibility of a system or service where
users could access computing power by bringing their projects to a
service provider. Such a service would need to provide a way for
users to connect and start computing in one location, and it would
also need to allow a user to pause their work without losing any
progress, and return at a later time to continue computing.

An interview was conducted with the supervisor of a Makerspace
in Aalborg to gain insight into the feasibility and potential over-
sights of the proposed Makerspace system. The interview was semi-
structured, allowing for elaboration and follow-up questions. The
interview provided valuable information about the management
of Makerspace, the demographics of the participants, and the col-
laboration with schools and universities. It was found that while
a computational offloading system might not be suitable for
students, it could be valuable as a public service for teenagers
and young adult hobbyists. The interview also revealed that
users were unlikely to schedule tasks across multiple Makerspace
sessions, suggesting the possibility of purchasing time slots of up
to 24 hours during which computation could be checkpointed and
stored. The system would need to store checkpoints until the user
returned or send them to the user over the internet.

3 RELATED WORKS

In a Continuum environment, computational offloading refers to
the process of transferring computational work from one compu-
tational unit to another [27]. By offloading a computation to a
specialized machine with better processing abilities the execution
time can be reduced and thus enabling users without a powerful
device to perform these computations more efficiently. The idea
itself is simple but implementing computational offloading is not
straightforward and requires a lot of thought and consideration
[19]. Several papers have focused on this topic. In [20], the authors
conducted a survey to analyze the evolution of computation of-
floading toward edge computing. The study presented an overview
of different architectures and reviewed relevant literature, empha-
sizing different essential aspects such as application partitioning,
resource management, and task allocation. On a different perspec-
tive, in [21], the authors compared different works on the subject
of mobility management, allocation of resources, and decisions
toward computational offloading.

Privacy and data security are challenges in computational of-
floading systems. When multiple users perform computational of-
floading on a shared machine, it is critical to implement measures
that prevent unauthorized access to other users’ data. In addition,
there are concerns about loss of connection or data transmission.
This is especially true in wireless networks, where interruptions
can occur due to various factors. To address these issues, it is es-
sential to implement appropriate measures, such as increased fault
tolerance, to ensure that messages and data are retained in the event
of failure or disruption [32].

The important non-functional requirement of fault tolerance is
addressed by a platform that provides checkpointing and recovery
capabilities for user-uploaded jobs. In [18], the authors present a
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solution for system preservation of long-term functions by coupling
the checkpoint and restore functions with Docker.

The Docker Checkpoint feature [9] uses the Checkpoint/Restore
In Userspace (CRIU) [6] tool, which can freeze a container (in this
case a Docker container), and save its state to disk as a collection
of files. Still, a platform making use of checkpointing capabilities
introduces novel system components that require themselves fault-
tolerance.

An example of a robust platform is Workrs: Fault Tolerant Hori-
zontal Computation Offloading [10], whose architecture comprises
user-owned mobile units, multiple RabbitMQ Brokers [30], and a
cluster of servers to keep track of user-issued jobs and where they
are executed, with the aim of switching between them as any of
the components become unavailable.

4 THE PROPOSED SOLUTION

From the analysis and interviews described in Section 2, it became
clear that a system providing computing power needed a way for
users to access a project on their personal edge device and offload
work to provider edge nodes. The ability to interrupt work and
return to finish at another time and perhaps in another place was a
second feature requested.

The goal of this work is therefore to understand how to develop
an edge-based system that allows computational tasks to be exe-
cuted and interrupted/resumed from edge nodes without loss of
progress.

In particular, we aim to enable Makerspace users to perform
computationally intensive tasks (e.g. video editing, finite element
analysis, or Al) without the complexity of configuring and running
their applications in the cloud. We also want to enable Makerspaces
to run computational tasks for a limited amount of time or to pause
and resume computation at different times.

We identified the following requirements for such a system:

"A user can upload a job to the system, download the result from
their job, authenticate, can see their job history, see the status of their
Jjob, can pause and resume a running job, see the provider locations,
see the distance to provider locations. Moreover, the application im-
plements a user interface. The system and application are connected
wirelessly and the system can detect nearby users, has a queuing sys-
tem for jobs, can handle data-intensive jobs, will notify a user when a
Jjob is complete. The system must be also secure.”

For this purpose, we designed and implemented an edge-based
system composed of a local cloud with limited resources, enabling
end users to send computational tasks from their mobile devices.
The proposed system consists of three main components:

o A client mobile application to facilitates a user’s interaction
with the system.

o A series of worker units to execute the clients’ requests.

e A backend server to broker communication between the
client and the workers, as well as assigning workers to the
client’s job request

Therefore extending and implementing the fault-tolerant horizontal
computation offloading approach developed in [10]. The high-level
reference architecture of this solution can be seen in Figure 1.
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Figure 1: The proposed high-level reference architecture for
the system

The remainder of this Section presents the extended offloading
method adopted, the system components, and the implementation
of the system.

4.1 The extended offloading approach

We extended the "Fault Tolerant Horizontal Computation Offload-
ing" method proposed in [10], namely Workrs, to facilitate the
checkpointing and restore feature for the system. The Workrs sys-
tem had implemented large parts of the logic to orchestrate a dis-
tributed edge computing system therefore this will be used as a
base for the worker and backend server for this system.

The Workrs system was modified to meet the new requirements
of the project. Emphasis was placed on creating a highly fault-
tolerant system, which led to the use of RabbitMQ to establish
connections between the backend, worker, and web page. How-
ever, as the RabbitMQ client libraries have limitations when used
with a front-end application, an HTTP Rest API was introduced to
facilitate the connection between the backend and the application.

The modifications include a new front-end client application, a
new interface component added to the backend as an HTTP Rest
API used to control the logic of the system, a WebDAV server added
to the Worker to manage file transfers, and a new user interface in
the form of a mobile application. This application will communicate
with the system via the HTTP Rest APIL

Since the WorkServer had a very simple user authentication
method through the RabbitMQ connection, a new user authentica-
tion method was implemented for the HTTP Rest API. The Workrs
system backend has been implemented as an ASP.NET 7 project,
meaning that it is ideal to use the supported middleware of this
project type, which is Java Web Token (JWT) bearer tokens [1] [24].
This is a predefined authentication and authorization pattern sup-
ported within the framework which allows setting restrictions for
each endpoint individually but also identifies the user based on the
claim stored in the JWT [24].

The client communicates with the backend and worker units as
shown in Figure 2. In the Figure, the connections are indicated as
follows:
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-

Backend

Client

Figure 2: The connection overview of a mobile client in the
system

(1) Is the initial connection to the backend and is used for busi-
ness logic such as user information, jobs overview, and start-
ing or stopping jobs

(2) Is the workers’ connection to the backend and is used for
both logic and data flow connection

(3) Is a direct connection from the users’ mobile device to the
worker and is used for data flow. It also provides the users’
device with a WiFi connection providing internet to the
users’ device. Access to this connection is only granted to
the client when the server has assigned the worker to the
client’s job request

The client connects to the worker unit through a WebDAV con-
nection mounting the clients’ file system to the worker. The worker
can then work directly on the clients’ file storage without having
to transfer files to their own local storage.

The interface has been designed putting an emphasis on flat
design, as shown in Figure 3, to keep a minimalistic and scalable
user interface that does not include any drop shadows to provide a
sense of depth [13]. A list of jobs and a list of locations was created
such that the user could see the status of their job(s) and available
locations.

4.1.1 Communication flow. When the client application is
launched a login screen is presented and the user is required to
log in. The client application sends an HTTP POST request with
a username and password in the body. the backend then replies
with a token or Bad Request depending on whether the credentials
are valid. The token is afterwards used in all further requests to
authenticate and authorise. If the request is valid the application
sends a GET request for the user information.

When starting a job in the application from the create new job
page, the application sends a PUT request with a Jobld in the URL
parameter. After this, the backend assigns a worker to the job
request and returns an object containing information about the
worker and the Wi-Fi credentials for the workers local network.
The application then establishes a WebDAV connection and then
notifies the backend that the WebDAV is connected.

To perform user detection it was chosen to use GPS. The locations
of the providers contain GPS coordinates which are used to calculate
the distance from the device to the nearest location. This distance
is used to trigger a WiFi connection request if the device is within
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Figure 3: Overview page of the application where the user
has connected to a computer.
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Figure 4: High-level overview of client push notifications

range of the nearest location. Additionally, this information is used
to provide the user with directions to the provider locations.

As the preferred scheduler a round-robin scheduling algorithm
was chosen. It has been implemented in the backend and is respon-
sible for deciding which jobs should be executed and in what order
as well as adding and removing jobs from the queue. When a job is
completed it is removed from the queue and the user can manually
refresh the job status page to check if the job is finished.

As shown in Figure 4, the application registers for notifications
in the FCM system and receives a unique ID known as a push noti-
fication system (PNS) handle. The application then sends the PNS
handle to the backend to inform the backend that it has registered
for notifications with FCM using that handle. The backend is then
able to send notifications to FCM with the provided PNS handle
attached which forwards the notification to the given device.
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<

Worker Server

Figure 5: Overview of the physical system setup

4.2 Implementation

The physical setup described in Figure 5 consists of:

e 2x Raspberry Pi 4b (4GB Ram)
e 1x Internet Router/Network Switch
e 1x Mobile Android Device

where one Raspberry Pi acts as the worker unit and FTP server,
the other Raspberry Pi acts as the backend and message broker, and
the mobile device acts as the client unit for the client application.
The whole system runs on the same local network, which is enabled
by the router/network switch. The local networks for the workers
were created using a WiFi hotspot from the worker device. The
client application was designed and developed on Android due to
its flexibility and the ease of setting up a development environment
for Android when using Google.

In the prototype implemented instead of using a WebDAV con-
nection, an FTP solution has been implemented. This means that
all files are transferred before a job is started. The client application
will instead upload all associated files of a job to an FTP server on
the worker unit, which will download the files to its local storage.
The worker unit uploads checkpoints to this FTP server which the
client then gets access to. The changes for this in the design can
be seen on Figure 6 where an FTP client has been added to the
application and an FTP Server to the worker.

In addition, the implementation of a scheduler and the use of
GPS capabilities were not included in the final prototype due to the
prioritization that followed the MoSCoW analysis. In particular, not
using GPS would result in the system not being able to determine
whether a given worker is near a client device. Thus, the system
would have no way of ensuring that the client is able to connect to
a worker before assigning it to a client’s job request.

5 SYSTEM TESTING

This section presents how planning and testing were carried out
during the project. Firstly, a test plan was created to estimate and
organise the work and resources needed to ensure that the system
behaved as intended. Secondly, a description follows of what was
tested and how the tests were carried out.
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Figure 6: Overview of design with WebDAV replaced with FTP

5.1 Test Plan

A test plan was created as a guide to follow during the project. The
test plan was divided into the following steps [15]:

e Analyse the product to gather information about how it
fulfils its intended goals and user needs

e Design the test strategy to determine and specify the scope
of testing,

e Plan the testing environment

The steps above were deemed necessary to be able to test the
system.

5.1.1 Analyse the Product. In section 2 a problem analysis was
carried out in order to investigate how a system could be imple-
mented to offer computational offloading and what requirements
and user needs needed to be considered. The rest of the paper cov-
ers design, implementation, and deviations. Therefore, this paper
covers how the system works and how it is designed. In addition,
interviews were carried out to investigate how well the proposed
solution would be able to fulfill its goal, and usability testing was
conducted to evaluate the user interface. This ensured that every
member of the group had a good understanding of how the system
was supposed to work.

5.1.2  Design the Test Strategy. Designing the test strategy includes
determining the goals of testing and how these will be obtained
[15]. In this case, this will include the scope of testing, testing type,
and test logistics [15]. Furthermore, it aims to define the amount of
work needed to ensure the testing goal is accomplished [15].

Scope of Testing. The scope of testing aims to define the scope of
the components in the system that needs to be tested. This could
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include but is not limited to software and hardware. In addition,
the parts of the system that will not be tested will be specified as
out of scope [15].
Testing in scope
e Functional testing
Testing not in scope

e Hardware testing
e Performance testing
e Library code

Testing Types. The testing types chosen aim to cover as much of
the system as possible and to identify potential bugs early in the
development process. The goal of this is to discover and correct
faults before the product is released [15].

The testing types that will be used to test this system are as
follows:

e Unit test
e Integration test
e System testing
e Usability testing

Test Logistics. The test logistics aims to provide insight into who
will perform the testing of the system and when the tests should
be carried out [15]. For this project unit testing will be automated,
integration testing will preferably be carried out by the people who
wrote the code being tested, while system testing and usability
testing will be carried out by a selected member of the project
group. Unit tests should always be carried out before new code is
committed to ensure that the code is safe and work as intended.
Integration testing will be carried out as the various components
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Figure 7: Overview of the physical system setup used for
testing

of the system are functional. Lastly, system and usability testing
will be performed.

Testing environment. The system was tested using the same en-
vironment setup as described in subsection 4.2

5.2 Testing the Workrs System

Workrs described a comprehensive series of tests but delegated a
majority of these tests to the future work subsection [10]. Therefore,
it needed to be tested thoroughly before being used as the base for
this project.

The following equipment was used for the testing:

e 2x Raspberry Pi 4 (1GB ram) to act as worker units

e 1x Raspberry Pi 4 (4GB ram) to act as a backend and coordi-
nation server

e 1x Internet Router/Network Switch

e 1x Energy Meter to measure energy consumption

The test setup can be seen in Figure 7, while the physical config-
uration is represented in Figure 8.

An automatic test program was created in a .NET project. It
could run a series of tests, resetting the Worker units after each
test. A new experiment could simply be added to a list with a
experimentsList . Add(new Experiment (...)) command. The exper-
imental setup involved employing a test script which multiplied
matrices, simulating tasks performed by the worker unit. Along
with the script, a calculated failure time was sent to the worker after
which the worker would emulate a hardware failure. This failure
time was calculated through a semi-random calculation based on a
given failure rate p.

An energy meter was used to measure the energy consump-
tion of checkpointing on the system. To examine the potential
consequences of using a checkpoint system. The time overhead
of checkpointing was measured by examining the time it took the
system to perform each checkpoint during testing.

To examine the difference in energy consumption between test
cases with and without checkpointing was measured using the
energy meter. The tests on Table 1 were run with a script with a
duration of 300 seconds.
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Failure rate ¢ | Number of checkpoints

1. 0.0001 0
2. 0.0001 15
3. 0.0005

4. 0.0005 1
5. 0.0005 15
6. 0.003 0
7. 0.003 5
8. 0.003 15
9. 0.0131 0
10. 0.0131 11
11. 0.0131 15

Table 1: Test cases for the automatic testing system.

6 DISCUSSION

The ambition of this project was to propose a way to make compu-
tational power more available to the general public by empowering
an edge-to-cloud architecture. While designing and implementing
this system a series of challenges presented themselves.

One such challenge was that it was hard to gauge the feasibility
and demand for such a system. During the project, an interview with
the super attendant of a Makerspace that had experience providing
technologies not generally accessible to the average consumer as
described in Appendix A. It was discovered that this problem was
a general occurrence within institutions like Makerspaces where
the demand for a technology is often first made apparent once
the technology is made available. This means that it might have
proven useful to deploy a prototype to gauge the interest in such a
system however due to this project being a semester project with a
time constraint this was unfeasible. Additionally, the services that
Makerspaces provide are very different from computational power
meaning that Makerspaces might not have been the most suitable
basis for analysis. Another potential type of provider could be a
cloud-based provider which would make it available to an even
broader audience, however, this would mean that users who have
little to no experience might not have the possibility for assistance
that institutes like Makerspaces provide their users.

6.1 Threats to Validity

We are aware that this work is subject to different threats.

In particular, the architecture of the system implemented might
highly influence the outcome of the offloading. A different message
bus, deployed on redundant machines might have provided a higher
performance while increasing the amount of energy consumption.

More powerful edge nodes, as well as the usage of GPUs, might
have provided a different performance. While we are aware of this
issue, in this work we aimed to test the feasibility of the checkpoint
and restore mechanism, and not to implement a fully functional
network of devices.

The architecture and the computational capabilities of the client
node might also impact the performance and the outcome of this
work. Part of the computation might be performed on the client
side. However, since we want to test the feasibility of this approach,
we did not consider the execution of any processing tasks on the
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Figure 8: Physical configuration for

client device. Data pre-processing on the client side might only
relieve the computation on the edge network. However, in a real
use case, the computation will take a very large amount of power
that would be not technically feasible on the client side.

7 CONCLUSION

This project aimed to develop a system that could increase the
public availability of computational power to increase interest in
STEM amongst the younger generation by enabling them to use
edge-to-cloud Al-based software. This ambition led to an analysis
of current initiatives to accommodate the increasing interest in
STEM. Specifically, Makerspaces were analyzed to understand how
technology not typically available to the average consumer was
made accessible. This led to the following problem statement:

How can a system be designed and developed such that a
provider can provide computational power to its users at
various locations without loss of progress using
edge-to-cloud computational offloading?

This project proposes a design and implementation of a mo-
bile computational offloading system designed to allow potential
providers to provide access to more powerful computational units
taking into account the usual settings of such providers.

The system’s ability to checkpoint user computations and resume
progress at a later point adds a layer of convenience. Users can
divide their computational work into smaller chunks, allowing
them to compute their jobs over several sessions without losing
progress. This feature is particularly valuable for users who may
have limited time or intermittent connectivity, as it enables them
to effectively utilize available resources.

While not all design decisions were fully implemented and not all
of the requirements were fulfilled, all of the must-have and should-
have requirements have been fulfilled, resulting in the fulfillment
of the MVP presented in section 4. It can therefore be concluded
that the system provided by this project acts as a promising proto-
type that could be brought to fruition with further development.
The system could be expanded to handle increased demand and
accommodate a more diverse range of computational tasks.
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the automatic testing system.

By proposing such a prototype for the system this project has laid
the groundwork for a larger-scale implementation. Moreover, the
result of this work enabled our university to reason on the invest-
ments needed for providing such infrastructure to their makerspace
users.

8 FUTURE WORK

This section explores possible additions and improvements to the
implemented system. These additions were either outside of the
scope of this project, or omitted due to time constraints.

8.1 Implement Missing Features From the
Design

The system implements the must-have and could-have features. In
order to scale up the system, it would need to implement a queuing
system that would allow multiple users to use the system without
error. The security of the system would also need to be increased.
This would include sending and storing user data in an encrypted
manner. The Docker configuration would also need to be validated,
as users are able to upload any script and have them executed. It
should not be possible to break Dockers sandboxing and do harm
to the system or access any data outside of the container.

Moreover, once all mentioned features are implemented, the sys-
tem will require a systematic testing process, which will comprise
different tests such as a stress test.

8.2 GPU Support for Checkpointing

The current version of the checkpointing system used in this project
is not able to facilitate checkpointing processes that heavily depend
on GPUs. However, a research team at Microsoft Research India
has developed a method of supporting checkpointing processes
depending on GPUs [4]. They fork a proxy process from the main
process in the PyTorch and TensorFlow frameworks. They then
intercept and redirect all CUDA calls. This enables them to keep
the main process’ address space only Computational Processing
Unit (CPU) dependent. CRIU can then be used to easily checkpoint
these processes. The proxy does three things:
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(1) It translates all CUDA handles.
(2) It keeps a log of all state-changing CUDA calls.
(3) It does memory management of GPU memory.

This extra information allows them to restore a GPU process
using only the information provided by the proxy CPU process.

A future iteration of the system in this report could implement a
similar approach to checkpoint processes that depend on the GPU,
which would allow the system to be expanded to support more
types of workloads.

8.3 Support for More Workload Types

The system only supports the execution of Python scripts. Support
for other languages could be added on a per-language basis. Each
language could get its own dedicated Docker Image. A C# Image
could have the newest version of .Net Core and NuGet preinstalled,
allowing the use of downloading packages. An FFmpeg image could
allow for video rendering. A PyTorch Image could allow for machine
learning tasks.

8.4 Support for Federated Learning

The system proposed supports Python scripts, allowing the de-
velopment of ML-based software. In particular, the possibility of
providing computational power to different users at various loca-
tions opens new interesting perspectives such as federated learning.
Such a technique would allow the different edge devices to col-
laboratively learn a common predictive model while retaining all
training data and reducing, among other things, the need for more
storage. Therefore, support for federated learning would allow a
fair and secure load distribution among all the different devices
composing the cognitive cloud continuum [27] [26].
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A APPENDIXES

A.1 Interview Structure

We talked with a leader of Makerspace9220, to investigate with
regards to the feasibility of our idea, and to get insights into how
a Makerspace is used and who is using it. We interacted with him
via a semi-structured interview, in which we asked a set of ques-
tions ourselves, but then we let the respondent progress with the
discussion as freely as possible. The list of questions we prepared
is as follows:

(1) For how long have you been working in a Makerspace or
similar?

(2) What is your job function and why did you choose to work
in a Makerspace?

(3) How many users do you estimate you have here and what is
their average age?

(4) Do you experience that there is a collaboration between
Makerspaces and other educational institutions?

(5) Do you experience an increasing popularity of Makerspaces
with private organizations and the government?

(6) What do you do to get the attention of your users and attract
new users?

(7) What equipment and activities do you offer to your users?

(8) Do you experience an interest in programming or heavy
computational work like video editing/rendering?

(9) Do you experience a demand for computational power
among your users and if yes what do you do to meet the
demand?

A.2 Interview Results

The Makerspace leader we talked with, has led the Makerspace
since 2017. The Makerspace in question works tightly together
with youth groups and schools in Aalborg to promote interest in
technology and programming by showing what it is possible to do
with 3D printers, laser cutters, and such. The Makerspace further-
more provides staff members who can educate in programming
and the different tools they are offering and discuss how to bring
different ideas to life.

Although most effort and time are aimed towards youths and
schools, the Makerspace is open to the general public. On a busy
week, the Makerspace might receive about 100 visitors. Individuals
who are interested in using the equipment for their projects can
also use the equipment and be taught by the Makerspace staff how
to operate the equipment if needed.

After acquiring some knowledge about Makerspace, the idea for
our project was pitched. This led to a discussion back and forth to
elaborate and clarify misunderstandings.

The leader of the makerspace saw great potential in the idea
whereby the discussion began to lean towards establishing a way
it could be implemented. It was also learned that the experience
at the Makerspace shows that interest in new technologies peaks
only after the general public learns how to use those technologies.
A way this could be carried out for our platform is to apply the
same strategy used for their 3D printers, whereby people book
a 3D printer 24 hours for 30 DKK as the jobs could potentially
stretch for a long time. It was established that user registration
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would be a necessity to prevent the system from being abused even
though they currently do not have user identification that is linked
to personal information.



