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Abstract. The Oxford Radar RobotCar dataset has recently become
popular in evaluating LiDAR-based methods for place recognition. The
Radar dataset is preferred over the original Oxford RobotCar dataset
since it has better LiDAR sensors and location ground truth is available
for all sequences. However, it turns out that the Radar dataset has seri-
ous issues with its ground truth and therefore experimental findings with
this dataset can be misleading. We demonstrate how easily this can hap-
pen, by varying only the gallery sequence and keeping the training and
test sequences fixed. Results of this experiment strongly indicate that
the gallery selection is an important consideration for place recognition.
However, the finding is a mistake and the difference between galleries can
be explained by systematic errors in the ground truth. In this work, we
propose a revised benchmark for LiIDAR-based place recognition with the
Oxford Radar RobotCar dataset. The benchmark includes fixed gallery,
training and test sequences, corrected ground truth, and a strong baseline
method. All data and code will be made publicly available to facilitate
fair method comparison and development.

Keywords: place recognition - ground truth position accuracy - Oxford
Radar RobotCar dataset - evaluation protocol.

1 Introduction

Autonomous navigation in a known environment is a core skill of autonomous
mobile robots and vehicles. The navigation skill requires that the robot is able to
recognize different places on the map when it revisits them repeatedly over time.
In the simplest form the map is stored as images or depth maps associated with
location tags. Observed images, queries, are matched to the map, gallery, and the
location of the best match is retrieved as the location estimate. This vision prob-
lem is known as wvisual place recognition. Mainstream methods and approaches
can be found from the recent surveys of Lowry et al. [23] and Zhang et al. [46],
focusing on the conventional and deep approaches, respectively. In robotics, the
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depth sensors, such as stereo, ToF, LIDAR and RADAR, are popular as they are
more robust to visual changes such as illumination variation (time-of-day) and
weather conditions. In this work we focus on LiDAR-based place recognition.

-

Fig. 1. Example problem that inspired our original work: dynamic objects clutter
gallery LiDAR depth maps and therefore gallery sequence selection can affect place
recognition performance. For example, the white van in the best gallery match matches
the LiDAR shape of the black van in the query. Our original hypothesis was verified
by the experimental results with the Oxford Radar RobotCar dataset, but this finding
was found to be false. This paper explains why and how to fix the problem.

LiDAR-based place recognition does not strongly differ from visual place
recognition since the observed depth maps can be used similar to grayscale im-
ages. The training and testing procedures of state-of-the-art deep methods, such
as NetVLAD [2] and GeM [30], are also the same for depth maps [27]. The main
bottleneck for LiDAR-based methods is the lack of suitable training and test
data. The Oxford RobotCar dataset [24] is a large scale dataset suitable for
place recognition and it has been widely used in visual place recognition. The
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dataset challenges vision as the same 9 km route in downtown Oxford is travelled
in various weather conditions and various times of day over the time period of one
year. The early LiDAR place recognition works also used the older Oxford Robot-
Car dataset [41,21,19], but it has the following shortcomings for LiDAR place
recognition: i) its LiDAR data is of poor quality due to outdated sensors, and
ii) location ground truth is inaccurate or completely lacking in many sequences.
To fix these issuses the Oxford research group recently collected and published a
smaller but more LiDAR-friendly Ozford Radar RobotCar dataset [4]. The Ox-
ford Radar RobotCar dataset has recently become more popular in LiDAR place
recognition works [27,44, 38, 20].

It is noteworthy that the works using the Oxford Radar RobotCar dataset
in LIDAR place recognition evaluation use only a small number of varying se-
quences [27,44,38,20]. If the gallery, training or test set sequeces are differ-
ent, then the numbers in different papers are not anymore comparable. The re-
searchers would benefit from a unified evaluation protocol. In addition, it turns
out that the Oxford Radar RobotCar dataset location ground truth needs to
be carefully curated as the errors may lead to misleading findings. Our work
provides the following contributions that help to run LiDAR-based place recog-
nition evaluations on the Oxford Radar RobotCar dataset: 1) we perform a well
justified experiment that however provides a misleading finding that the gallery
sequence has strong impact on the place recognition performance; 2) we demon-
strate that the misleading finding is due to errors in the Radar dataset location
ground truth; and 3) we propose a fix to the ground truth. As the main result 4)
we propose a unified benchmark and evaluation protocol for LIDAR-based place
recognition with the Oxford Radar RobotCar dataset. The benchmark includes
fixed gallery, training and test sequences, correct and curated ground truth lo-
cations, and a strong baseline using the state-of-the-art metric learning (GeM)
of Radenovic et al. [30]. All data and code will be made publicly available to
facilitate fair comparisons and method development.

2 Related Work

Visual place recognition has traditionally been done by extracting handcrafted
local features from images and by combining them into global feature vectors.
Local features such as SIFT [22], SURF [6], and HOG [11] have been used.
Global vectors have been based on the visual bag-of-features model, for example
DBoW [13] and FAB-MAP [10]. Conventional place recognition methods have
been surveyed by Lowry in 2016 [23].

More recently, deep learning has been incorporated for learned features,
which outperform the conventional features. A convolutional deep learning back-
bone network is often ImageNet [33] pre-trained, and can be fine-tuned for place
recognition. Local features such as DELF [25] are usually more accurate but
slower to process than global features such as GeM [30] and NetVLAD [2]. Sys-
tems such as DELG [8] combine the local and global features for better perfor-
mance. Deep place recognition methods have been surveyed by Zhang et al. [46].
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Place recognition is typically the first step in visual localization, which combines
place recognition with 3D pose estimation. Hierarchical localization with Super-
Point [34] and SuperGlue [35] is currently one of the best performing methods
for visual localization [28].

LiDAR place recognition methods have been studied in a number of works
based on both the conventional and deep features and the principles of these
methods are similar to visual place recognition [37,15] [41] [17] [45] [32] [43] [27].
However, LiDAR-based place recognition needs LiDAR datasets for evaluation
and recently autonomous driving datasets have become popular. MulRan [18]
is an urban outdoors dataset with high quality LiDAR data, for which the rec-
ommended place recognition evaluation is done with a precision-recall curve at
a threshold of 5 meters. The used baseline method is their own egocentric spa-
tial descriptor [17]. Kim et al. [18] also assessed the suitability of other similar
urban outdoor datasets for LIDAR place recognition. Mapillary Street-Level Se-
quences [42] is an RGB only dataset for lifelong place recognition, but they have
an involved evaluation methodology. They evaluate their baseline with GeM
and NetVLAD methods using recall@1/5/10. They have typical image to im-
age place recognition as well as several multiview setups. Some datasets offer
high quality LiDAR and ground truth position data, but are not place recogni-
tion specific and thus offer no place recognition evaluation or methodology: The
Newer College Dataset [31], University of Michigan North Campus Long-Term
(NCLR) [9], nuScenes [7], Kitti [14], Complex Urban [16], Ford Campus [26],
and Ford Multi-AV Seasonal [1].

In this work, we focus on the Oxford Radar RobotCar dataset [4] that is
popular in the recent LiDAR place recognition works. Moreover, we propose a
strong baseline based on the GeM method [30] which has been successfully used
in LiDAR place recognition [27].

3 Oxford Radar RobotCar Place Recognition Benchmark

Here we propose our protocol for evaluating LiDAR-based place recognition
methods with the Oxford Radar RobotCar dataset [4]. A well-defined proto-
col facilitates fair comparison between methods.

3.1 Overview

The Oxford Radar RobotCar dataset [4] consists of 32 traversals of the same
approximately 9.0 kilometers route in the downtown Oxford, UK. The sequences
were collected during the period of nine consequent days from January 10 to
January 18 in 2019. The time of day varies from 11:46:21 GMT (1lam46) to
15:20:12 (3pm20) being bright daytime during which the weather varied from
cloudy to partly sunny. Therefore, the data presents typical short-term variations
of outdoor conditions for autonomous cars, including small illumination changes
due to time of day and weather, and random partial and full occlusions due
to other traffic on the streets and sidewalks. In this sense, the Oxford Radar
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RobotCar dataset is ideal for studying how the selection of gallery and training
sets affects to the visual place recognition performance.

3.2 Sensors

In our work we focus on LiDAR data as it provides 3D information for navigation
and control, and depth is more robust to illumination changes than RGB. The
Oxford Radar RobotCar vehicle has three radars installed on top of the car. In
the middle is a Navtech FMCW radar that provides 400 measurements per scan 4
Hz and on its both side two 20 Hz Velodyne LiDARs of 41.3° vertical FoV sensors.
Suitable sensors for our studies are the two side-view LiDARs that provide 360-
degree panoramic point clouds. See Figure 1 for LIiDAR examples and note the
fixture on the right-hand-side of all depth maps; this is the RobotCar radar on
top of the vehicle.

3.3 Gallery, training and test sequences

For the selection of gallery, training and query (test) sequences we used the
following assumptions that are based on practical workflow: i) data should rep-
resent a real use case where gallery and training data are recorded during one
day and testing is performed after their collection; ii) the test sequences should
span uniformly over the available time period (January 10-18 2019). The veloc-
ity of the car is moderate and thus the distance between two measurements is
rarely more than 0.5 m. We selected the first (11:46) and last (15:19) traversals
of the first collection day (Jan 10) as the two gallery sets. For training the two
sequences between the training sequences were selected, at 14:02 and 14:50. For
testing, three sequences from each day were selected thus forming the total of
18 query sequences. Note that sequences from Jan 12 to 13 were missing from
the original data. Details of the place recognition dataset are in Table 1

3.4 Evaluation metrics

Place recognition evaluation metrics often revolve around different ways of eval-
uating recall and with differing test threshold distances based on the situation
at hand. For example, recall@N with 25 meter test thresholding is used [3] [2]
[40] [39] as well as recall@N and recall@1 with 5 meter thresholding [5] [18].

Our evaluation focus was on varying the threshold to highlight the achievable
spatial accuracy while only using the very best match found by the system.

We use recall@1, which is the percentage of correct top-1 matches in the query
set. The correctness of the match is determined by the distance threshold variable
7. If the query image I, ground truth position p(I,) is within the threshold
from the first match gallery image ground truth position p(I;), the images are
considered a match:

1, if dist(p(L,),p(I,)) < T

0, otherwise

match(Iy, 1) = { (1)
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Table 1. Selected place recognition gallery, training and test sequences. All sequences
are during daylight as the starting times are between 11:46 and 15:20, single traversal

takes about 30 minutes and in January the sun sets approximately at 16:50 (4pmb50)

in Oxford.

Name Data

Time (GMT 24h) Weather!

Gallery 1 Day00 (Jan 10)
Gallery 2 Day00

Noon (11:46) Low clouds
Afternoon (15:19) Low clouds

Train 1 Day00
Train 2 Day00

Afternoon (14:02) Low clouds
Afternoon (14:50) Low clouds

Query 01 Day01 (Jan 11)
Query 02 Day01
Query 03 Day01
Query 04 Day04 (Jan 14)
Query 05 Day04
Query 06 Day04
Query 07 Day05 (Jan 15)
Query 08 Day05
Query 09 Day05
Query 10 Day06 (Jan 16)
Query 11 Day06
Query 12 Day06
Query 13 Day07 (Jan 17)
Query 14 Day07
Query 15 Day07
Query 16 Day08 (Jan 18)
Query 17 Day08
Query 18 Day08

(
(
(

Noon (12:26) Broken clouds
Afternoon (14:37) Broken clouds
Afternoon (13:24) Broken clouds

Noon (12:05) Broken clouds
Afternoon (14:48) Broken clouds
Afternoon (13:38) Broken clouds

Noon (12:01) Partly sunny
Afternoon (14:24) Partly sunny
Afternoon (13:06) Partly sunny
Noon (11:53) Light train, partly sunny
Afternoon (14:15) Light train, partly sunny
Afternoon (13:09) Light train, partly sunny
Noon (11:46) Passing clouds
Afternoon (14:03) Passing clouds
Noon (12:48) Passing clouds
Noon (12:42) Partly sunny
Afternoon (15:20) Partly sunny
Afternoon (14:14) Partly sunny

fweather conditions obtained from https://www.timeanddate.com

The top-N recall metric determines whether or not there is a correct match
within the best N matches found for the query. If we have all the found gallery
matches ordered from best to worst for the query image I,, we can check if the
ordered gallery has any correct matches in the first N places:

1, if S match(ly, I,(k)) > 1

topN (1,,N) =
PN (L, V) 0, otherwise

(2)

Recall@N for all the query images is the fraction of per image top-N sum
over the whole query set:

% topN(Iy(j), N)

recallQN =
Q

(3)

We report recall@1 performance for several different test distance thresholds:
T = 2,5, 10, or 25 meters.
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4 Baseline method

We selected the state-of-the-art deep learning based image retrieval method by
Radenovié et al. [29][30] as our baseline method. This method performed the
best in our previous works [27]. The method uses metric learning optimized
global feature vectors and it thus offers a good balance between accuracy and
computational complexity. It is also well known, flexible, and freely available
from its original authors.

The main components of their CNN Retrieval is generalized mean pooling
(GeM) on top of a fully convolutional backbone network. The training is done
with contrastive loss set up in a siamese configuration. The final feature vector
is whitened and dimension reduced. The image retrieval is done by exhaustively
comparing the euclidean distances of feature vectors between all the query and
gallery set images. The top match for any query image is the gallery set image
with the shortest Euclidean distance to the query image.

The pipeline starts with a convolutional backbone network. The 3D tensor
output y of size W x H x K from the last layer is fed into a generalized mean
pooling layer,

1

f=1[fifufx] fu= <|X1k Z mp’“) ; (4)

TEXK

which transforms x into a feature vector f. yj is the set of activations for the
feature map k € {1...K}. The pooling parameter pj, is learned. After pooling,
the vector is ls-normalized for its final form.

For training, the data is fed as pairs of images (7, j) and their corresponding
labels Y (4, ) € {0,1}, such that 1 is a match, and 0 is a non-match. The feature
space Euclidean distance is decreased for the matches and increased for the
non-matches by the contrastive loss function

We extended the CNN Retrieval system to accommodate for the Radar
RobotCar dataset training and testing. A training batch is created by choos-
ing any image in the training set, then one positive match for it, and a few
negative matches for it. A match is defined by a distance threshold for training.
We used 5.0 meters, so a positive match was any image within five meters and
a negative match any image over five meters away.

All the LiDAR scans are exported as flat 8-bit greyscale pixel images, and
represent the depth map of the environment.

For the experiments, we use an ImageNet [12][33] pretrained VGG-16 [36]
backbone network.

5 Preliminary experiments

In order to demonstrate problems with the original Oxford Radar RobotCar
ground truth we conducted an experiment where we tested the strong baseline
(Section 4) with two different gallery sequences from the same day (Gallery 1
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and 2 in Table 1). This experiment is meaningful as it experimentally evaluates
whether and how much gallery selection affects to the place recognition per-
formance. An additional research question is that if there is performance gap
between different galleries then to what degree it can be mitigated with addi-
tional training sequences.

Table 2. Average top-1 recall rates (Rec@1) over all 18 query sequences (Query 01 -
18) for the two available galleries (Gallery 1 and 2) with and without training data
(Train 1). Here we use the original Oxford RobotCar GPS ground truth.

Method Rec@1-25m Rec@1-10m Rec@1-5m Rec@1-2m
Gallery 1 0.870 0.802 0.637 0.237
Gallery 2 0.876 0.840 0.731 0.330
Gallery 1 + train 0.936 0.877 0.723 0.265
Gallery 2 + train 0.941 0.920 0.838 0.394

The sensor used in this experiment is the left-side Velodyne LiDAR that
is pointed to the pedestrian walkway and buildings on the left hand side of
the vehicle. The choice is fair as the left-hand side LiDAR is not blocked by
oncoming vehicles of the left-hand traffic in the UK. In addition, the route is
always travelled to the same direction.

The main difference between the two gallery sequences is the time-of-day,
noon (Gallery 1) vs. afternoon (Gallery 2), which slightly affects to illumination
but which should not affect LIDAR. The main difference should be the amounts
of pedestrians, cyclist and other traffic that can vary between the lunch time and
normal office hours. One training sequence, Train 1, was selected between the
two gallery sequences. The route specific training data further fine-tune features
for this dataset and suppress differences between the two galleries. Intuitively,
the place recognition performance of the two galleries should be nearly identical.

The average performance over all 18 test sequences and for various distance
thresholds using the original GPS ground truth are in Table 2. For all distance
thresholds Gallery 2 provides better results. The performance difference is mag-
nified when the accuracy threshold gets smaller. For example, on the tightest
threshold at < 2.0m the Gallery 2 recall is 40% better without training data
(0.237 vs. 0.330) and 49% better (0.265 vs. 0.394) with the training data. For
the both galleries the recall rate systematically improves with training data that
fine-tunes the deep features more optimal for the Oxford route, as expected.

Findings. Based on these results, the selection of gallery sequence has significant
impact on the place recognition performance. However, this finding is misleading
and it is not possible to find any meaningful difference between the LiDAR or
RGB images of the two galleries. The examples in Figure 1 are berry picked and
thus artificial. The actual reason for the finding is in the GPS ground truth that
has systematic errors in Gallery 1.
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6 Revised location ground truth

Essential for successful place recognition is that the location tags, ground truth
(GT), associated with gallery images are accurate. Various ground truth values
are included to the data files of the Oxford Radar RobotCar dataset. The follow-
ing location sources are available: 1) GPS, 2) GPS/INS, 3) Visual Odometry and
4) Radar Odometry. GPS and GPS/INS readings are raw data obtained from the
sensors installed to the Oxford RobotCar vehicle. The location sensor is NovAtel
SPAN-CPT ALIGN that integrates GPS and inertial navigation (INS) systems.
Noteworthy, the location accuracy of GPS and GPS/INS measurements are the
same, but due to higher sampling frequency of the INS sensor the GPS/INS data
has ten times more points and it additionally contains the vehicle orientation
information.

The recommended ground truth of the Oxford Radar RobotCar dataset is
Radar Odometry [4]. Radar Odometry data is produced off-line by using the
FAB-MAP library [10] constrained by the GPS/INS estimates of each point
cloud. It is noteworthy that this ground truth which was produced by jointly
optimizing all 32 original sequences provides correct paths, but it seems that
there are translation and rotation shifts in some of the sequences due to undefined
starting point. This is illustrated in Figure 2.

In Figure 2 GPS/INS looks better than the recommended ground truth Radar
Odometry. This, however, is misinterpretation as the Radar Odometry plot is
made using the closest timestamped GPS/INS starting pose which are not ac-
curate enough for aligning the whole 9 km sequence.

Radar Odometry (fixed). To get the best possible ground truth for tasks
relying on aligned sequences, we manually tuned the radar odometry start poses
for all the sequences.

To align the poses, we start with the closest time-stamped GPS/INS pro-
viding northing, easting, and yaw angle. This is the position point and compass
angle of the car at the start of the odometry sequence. Then tuning is started
by plotting a few sequences at time on a high resolution figure. Then we added
or subtracted position coodinates (in meters) to northing and easting and an-
gles of degrees to the yaw. After a few iterations is is possible to see that the
adjustments are as close as possible within the given resolution for that sequence.

In the end of the process, we have a list of absolute starting pose z;, y;, and
«; values for each radar odometry sequence i, and which align the sequences
to each other and the GPS coordinates. The alignment allows us to experiment
with any task depending on sequence alignment with higher accuracy than what
is possible with the GPS/INS positioning. The post-processed radar odometry
has significantly less drift than the GPS/INS positioning.

The odometry values are very good, but not perfect, and definitely not iden-
tical, so there are still some deviations. Few sequences had huge deviations mak-
ing them, or parts of them, practically impossible to align with just an accurate
starting pose. For these sequences we also made some slight modifications along
the route to make them align well. The modifications were made in a smooth
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manner along a range of about one to a few dozen odometry transform points.
The modifications per odometry transform point were either a small increase
or decrease to the angle of rotation or the distance travelled. The final aligned
routes are shown in Figure 2(c).

(a) GPS/INS (b) Radar Odometry (c¢) Radar Odometry
(fixed)

Fig. 2. Various Oxford Radar RobotCar ground truth sources visualized for all 22 se-
quences used in our experiments (2 gallery, 2 train and 18 query sequences). "GPS" is
omitted as it is practically GPS/INS with less samples and without orientation infor-
mation and provides almost identical results for place recognition. In Radar Odometry
(fixed) each sequence start pose is manually tuned (translation and rotation).

7 Experiments

The results from the preliminary experiment in Section 5 are repeated here but
now with the manually corrected ground truth. In addition to the orginal research
question, i.e., how the gallery selection affects to the LiDAR place recognition
performance, we added another side study: if additional sequences of the same
route are available, should they be used as training data to fine-tune map specific
deep features or additional gallery images that would reduce effects of dynamic
changes such as other traffic.

The new results are in Table 3. Now the findings are very different from the
preliminary experiments in Section 5 and Table 2. With accurate and error-free
ground truth, "Radar Odometry (fixed) gt", there is no significant difference
between the two galleries from the same day (Day 0). Interestingly, using the
additional sequence, Train 1, for training is more beneficial than adding it as
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Table 3. Average top-1 recall rates for the same data as in Table 2 but now using
various ground truth sources (Section 6). Best results for all cases are bold and if
difference below 0.005 multiple marked.

Method Rec@1-25m Rec@1-10m Rec@1-5m Rec@1-2m
GPS gt
Gallery 1 0.857 0.785 0.599 0.167
Gallery 1 + tr. (Train 1) 0.922 0.860 0.680 0.189
Gallery 1 + ext. (Train 1) 0.895 0.845 0.681 0.242
Gallery 2 0.864 0.824 0.709 0.278
Gallery 2 + tr. (Train 1) 0.927 0.903 0.815 0.328
Gallery 2 + ext. (Train 1) 0.894 0.859 0.741 0.312
GPS/INS gt
Gallery 1 0.852 0.781 0.599 0.167
Gallery 1 + tr. (Train 1) 0.917 0.856 0.681 0.189
Gallery 1 + ext. (Train 1) 0.889 0.840 0.680 0.244
Gallery 2 0.857 0.818 0.706 0.282
Gallery 2 + tr. (Train 1) 0.921 0.898 0.810 0.334
Gallery 2 + ext. (Train 1) 0.888 0.853 0.737 0.317
Radar Odometry gt
Gallery 1 0.615 0.453 0.249 0.051
Gallery 1 + tr. (Train 1) 0.666 0.504 0.286 0.063
Gallery 1 + ext. (Train 1) 0.644 0.484 0.264 0.073
Gallery 2 0.627 0.451 0.202 0.041
Gallery 2 + tr. (Train 1) 0.675 0.498 0.234 0.045
Gallery 2 + ext. (Train 1) 0.648 0.482 0.235 0.064
Radar Odometry (fized) gt
Gallery 1 0.871 0.837 0.753 0.471
Gallery 1 + tr. (Train 1) 0.938 0.918 0.857 0.560
Gallery 1 + ext. (Train 1) 0.910 0.882 0.801 0.495
Gallery 2 0.878 0.843 0.758 0.443
Gallery 2 + tr. (Train 1) 0.943 0.922 0.861 0.535
Gallery 2 + ext. (Train 1) 0.909 0.878 0.795 0.468

additional gallery data, but with wrong ground truth even this finding would be
the opposite (see the GPS/INS gt results for Gallery 1).

The best accuracies are obtained using the corrected ground truth (Radar
Odometry (fixed) gt) for which the differences between Gallery 1 and Gallery
2 are insignificant for all distance thresholds. Moreover, the improvement using
training data is systematic and substantial as compared to gallery only and using
the training data as additional gallery data.

Findings. The results with correct ground truth reveal that gallery sets collected
during similar conditions and same day do not significantly differ in their place
recognition accuracy. Other traffic, that is the main cause of errors in this case
(see Figure 1), is not an important performance factor. For the very same reason,
additional sequences should be used as training data to tune the features rather
than as additional gallery data.
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8 Conclusion

In this work we studied the impact of gallery data to the performance of LIDAR-
based place recognition. In particular, we formed an evaluation protocol by se-
lecting two gallery sequences, two training sequences and 18 query sequences
from the recent Oxford Radar RobotCar dataset that has become popular for
evaluating LiDAR-based place recognition. The protocol is based on a realis-
tic scenario where gallery and training data are collected on a single day and
then the system should autonomously navigate afterwards. Our main findings
was that the original ground truth has problems despite that multiple modal-
ities are available (GPS, GPS/INS, Visual Odometry and Radar Odometry).
We proposed a fix to the Radar Odometry ground truth and re-run preliminary
experiments on that. Strikingly, the results and the main findings are very differ-
ent between the original (Section 5) and the fixed ground truth (Section 7). All
data, including the new ground truth, and code will be published to facilitate
fair method comparisons in the future.
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