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ABSTRACT

Sagar Rajanna Reddy: Sound Event Detection with Soft Labels
Master of Science Thesis
Tampere University
Master’s Degree Education in Computing Sciences
December 2024

In this thesis, the usage of soft labels and its effects on the Sound Event Detection task is dis-
cussed. The uncertainty of the presence of an event because of multiple opinions that arise during
the manual annotation of audio recordings by crowdsourcing is treated as soft labels. Paralleliza-
tion of event learning is proposed for the Sound Event Detection task to overcome the challenge
of majority-class bias faced in multi-class multi-label datasets. By learning events independent of
each other, it enables to balance the dataset by under-sampling or over-sampling instances of the
audio such that the inherent bias of the dataset is removed. By using the soft label as the crite-
ria to control the sampling of instances from the audio recording, it allows to maintain a variance
in sound used for learning as opposed to using hard labels where its binarised indicating only
the presence and absence of an event. An additional method, weighted cosine similarity, is also
proposed for detecting events that have their duration less than the window length used during
annotation. When the window length is longer than the event-duration it leads to elongation of
the event in the reference truth. Thus, it starts to treat true negative(neighbouring time frames
of an event) as true positives(event) in the reference truth. By using this method, it allows not to
learn from the false positives and rely only on the true positives. The MAESTRO-Real dataset is
used to evaluate the proposed methods. It is found that by using the parallelization approach the
macro F-score is increased to 0.37 from 0.27 as the model starts to detect sparsely populated
events. Furthermore, this approach requires far fewer parameters during learning as a reduction
of 96% from 380113 to 13662 of trainable parameters results in the above F-score results. For the
weighted cosine similarity approach, F-score metric is not calculated as the method is proposed
to not learn from the false positives that are being treated as true positives from the reference truth
but rather pictures of the model output is discussed.

Keywords: Sound Event Detection, Soft Label, Supervised Learning
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1. INTRODUCTION

Hearing is one among the important senses in human physiology that allows an individual

to be able to detect periodic changes of the pressure in the environment around them

through the ear. To reach the present state of human auditory system, the evolution

began some 250 million years ago along with the mammalian evolution and continues

with human evolution [1]. The continuous development in the inner ear and middle ear

structures led to high frequency hearing some 100 million years ago.

The complete process of hearing is a complex process involving the ear and the brain

in which the ear acts as a sensor capturing the pressure changes in the medium and

transmits the captured signal to brain as a from of electrical impulses through the audi-

tory nerves. The brain interprets the received signal as sound that is comprehensible to

humans.

Based on how the received signal is interpreted by the brain, the process of hearing can

be broadly classified into Musical listening and Everyday Listening [2]. In musical listening

the focus is on the characteristic of the sound such as the loudness, pitch and spectro-

temporal changes over time. For example when an individual is attending a musical

concert. In contrast, Everyday listening is about focusing on the source (Event) of the

sound rather than the sound per se. It helps in assessing the surrounding environment.

For example when walking in a busy traffic junction, the focus is on the sound made by the

vehicles to estimate if the vehicle is moving towards or stationary or away, while ignoring

the characteristics of the sound produced by the vehicle.

Everyday Listening is becoming a important task in everyday life with many Artificial Intel-

ligence applications are based on it and many more upcoming projects have the potential

to incorporate it for betterment of the services provided. Many Countries have taken the

initiative to establish smart cities, where data of people, buildings and other devices is

collected and produced through digital technologies in order to provide and operate the

services [3]. One such smart city is NEOM, a multi-billion dollars futuristic city project

situated in Saudi Arabia that is expected to be completed by 2030 It is expected to be

the center of focus for the tech-minded. Robots are expected to be at the forefront for

providing services such as security, logistics, healthcare and looking after the children

and elderly people.



2

Sound Event Detection (SED) task can be incorporated in the above-mentioned services.

The aim of a SED system is to recognise the occurrence of Events of interest along with

their temporal instances in a given audio recording as shown in the Figure 1.1.

Figure 1.1. Output of a Sound Event Detection System

In real life, there will be many sources emitting sound in the environment. The sources are

independent of other sources to produce the sound. While the human ear has a inherent

property to be able to separate the multiple sounds received by masking other sound

sources and focusing on a single source, commonly referred as cocktail party effect, it is

difficult to teach the machine the same for reasons such as less training time compared

to humans who have years of “training” along with extra data available from other senses

such as vision at the time of interpreting the auditory scene.

Initially Hidden Markov Model (HMM) and Gaussian Mixture Model (GMM) were used to

perform sound event detection, influenced by their usage in speech and music modelling.

The major drawback was that these methods were not optimal to perform multi-label

classification as these methods have a single output. This drawback could be overcome

by extending the system by allotting one HMM or GMM for each class, viterbi decoding [4],

or having source separation by model based approach [5] or matrix factorization such

as NMF [6], as preprocessing requirement [7]. In stark contrast, the usage of Deep

Neural Network (DNN) can easily overcome the drawback of GMM and HMM by allotting

a neuron for each corresponding event required to be detected. It allows to perform multi-

label multi-class classification with a single model. SED has seen major advancements in

state-of-art performance with respect to accuracy and complexity of the system with the
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introduction of DNN’s.

The traditional approach for SED using DNN is the supervised learning. In this approach

each segment of the clip is mapped to an expected output denoting if the corresponding

event is present or absent. The model learns to predict the expected output over time

with each iteration by minimising the errors.

The contribution of the thesis is to explore the possibility of using soft labels along with

hard labels to enhance SED in a multi-label multi-class environment. The thesis is or-

ganised as follows. In Chapter 3 related work. In Chapter 4 dataset. In Chapter 5 the

proposed methods. In chapter 6 the workflow of the experiment. In chapter 7 the met-

rics used for evaluation. In chapter 8 the results obtained In chapter 9 Conclusion. In

chapter 10 potential work.
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2. MOTIVATION

Sound Event Detection (SED) is still a challenging task to solve despite many improve-

ments in the field of machine learning. Annotation is a tedious process to produce strong

labels at higher resolution. Thus, there are no large datasets of audio with strong la-

bels and should rely on strong labels produced from weak labels by crowd-sourcing from

multiple annotators leading to uncertainty of the presence event which is treated as soft

labels.

Labels are used in supervised learning to denote the corresponding output. In SED,

labels are classified depending on the continuity nature of the label(hard and soft) as well

as the precision of the label(strong and weak).

In this work the combination of the strong and soft labels are used for SED. The experi-

ments are focused on utilising soft labels to improve the metrics such as micro F1-score

and macro F1-score as compared to the previous benchmarks and to check if higher

generalisations can be done with small datasets.
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3. RELATED WORK

In this chapter, the fundamentals required for SED such as audio processing and machine

learning will be discussed in Section 3.1 and 3.2. Other works influencing this thesis is

also discussed below from Section 3.3.

3.1 Audio Processing

Audio is the raw data form that is used in SED. The audio waveform is depicted by the

change in amplitude over time as shown in Figure 3.1. It captures the occurrences of an

event at particular time instances but will not have any other information regarding the

characteristic of the sound such as the frequency, tempo etc.

Figure 3.1. A audio waveform

Digital Signal Processing (DSP) deals with conversion of analog signals into a digitised

sequence of numbers that allows the application of computation techniques to manipu-

late, analyse or display and convert the digitised signal back into analog signals for its
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further application [8]. DSP has developed significantly over time through parallel ad-

vances in signal processing theory and integrated circuits. For the implementation of

SED the functions of DSP are used at the preprocessing stage.

While there are SED applications using DNN’s that take in the raw waveform of the audio

directly as the input [9], the conventional practice is to convert the waveform into low-

dimensional features such as the Mel-spectrogram, Mel-frequency Cepstral Coefficients

(MFCC), Chroma, Root-Mean-Sqaure (RMS) and Tonnetz in the preprocessing stage

before passing it to the DNN.

Usually the extracting of a acoustic feature will be at the cost of other acoustic features

because of high compression to reduce the dimensionality and change in domains. De-

pending on the aim of the SED, the kind of events required to detect, the appropriate

acoustic features are to be selected and extracted.

Some of the features extracted and used for SED in the thesis are further discussed

below.

Discrete Fourier Transform

It is not possible to differentiate among sources by looking at the waveform of the audio as

shown in Figure 3.2c as the sound is additive in nature. By glancing at the waveform, one

can only notice that some event is occurring at a particular instance of time but uncertain

of the kind of event.

Discrete Fourier Transform (DFT) is a transforming function used to convert a audio signal

in time domain into its corresponding frequency domain. Inverse Discrete Fourier Trans-

form (IDFT) performs the inverse of DFT to convert the audio signal in frequency domain

into its corresponding time domain. Frequency is one such acoustic feature of the sound

that can be used to differentiate among the sources of sound. As shown in Figure 3.3,

when the sound is produced by an event A there is a peak at only 2Hz in the frequency

domain. In the case of both the events A and B being present in the audio recording then

as shown in Figure 3.3c, there are 2 peaks at 2Hz as well as 8Hz indicating the presence

of 2 sources of sound in the recording. By associating what frequencies are present when

an event occurs the process of sound event detection becomes easier rather than using

waveforms to detect the event.

The DFT of a signal is calculated as follows

Xk =
N−1∑︂
n=0

(xne
−j2πkn/N) (3.1)
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(a) Event A at 2Hz

(b) Event B at 8Hz

(c) Both Events A and B produced simultaneously

Figure 3.2. Audio signals represented in time domain

Xk =
N−1∑︂
n=0

(xn ∗ [cos(
2πkn

N
)− j ∗ sin(2πkn

N
)]) (3.2)

where, k = 0,1,....N-1, denotes the kth term in the frequency domain and n = 0,1....N-1,

denotes the nth sample in the time domain and j is the imaginary constant.

In this thesis, DFT plays a pivotal role at the preprocessing stage in order to extract the

features used for SED.

Spectrogram

While transforming the audio signal from the time domain into the frequency domain

makes it easier to detect the events, it comes short in the precision of the event de-

tection. In audio recordings of longer lengths, it is only possible to detect the presence of

the event but not the onset and offset of the event or multiple occurrences of the event.
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(a) Event A at 2Hz

(b) Event B at 8Hz

(c) Both Events A and B produced simultaneously

Figure 3.3. Audio signals represented in frequency domain

A Spectrogram is a visual representation of the spectrum of frequencies of a audio signal

and their variation over time. It is usually represented as a heatmap in which the X-Y axis

is the time-frequency plot and the intensity of the frequency corresponding to the position

is represented by a color as shown in Figure 3.4.

Windowing The spectrogram is obtained by breaking down the original audio signal into

sufficiently smaller segments of clips to be used for analysis. A windowing function

(smoothing function) such as the Hann window is usually used to reduce the impact of

spectral leakage caused by the sudden discontinuity formed during segmenting of the

original audio clip as shown in Figure 3.5. This makes the smaller clips to appear contin-

uous in nature.

In case the aim of the processing is to reconstruct the signal, then it is necessary to

overlap-add the windows so that the modification caused to the signal during the pro-

cessing does not cause any discontinuities and change in statistical properties of the

original signal [10]. The drawback of using the overlap-add practice is that it increases



9

Figure 3.4. Spectrogram of an audio clip

Figure 3.5. Segmenting signal for analysis

the time taken for processing and the computational resources because of the redundant

data created by two adjacent windows.

By applying DFT to each segmented time frame a spectrogram is obtained as shown in

Figure 3.4. Thus, by creating the spectrogram of the audio signal, it makes it possible to

detect the precise onset and offset of an event during the process of SED.
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3.2 Machine Learning

Machine learning is a branch of computer science that focuses on using history of data

and algorithm to predict the output for a set of new data based on the trend observed.

The working of Machine learning generally consists of three stages beginning with the

Output stage providing the result of the model, followed by the Error measurement stage

in which the deviation of the output of the model from the desired output is calculated, and

finally the Optimization stage in which the parameters of the model are updated based on

the previous stage such that the error is minimised. Machine learning enables the AI to

imitate the way humans behave by learning of the mistakes.

In this section the key topics related to machine learning used in the SED such as La-

bels, Supervised Learning Neural Network, Convolution Neural Network, Recurrent Neu-

ral Network, Losses and Over-fitting is discussed below.

Supervised Learning

Supervised learning is a subcategory of machine learning mainly used to perform classifi-

cation and regression tasks. It broadly describes the method used to perform the learning

action. The main criteria to be considered as supervised learning is that the output for

each input is already known. In this type of learning, the dataset contains each input map-

ping to its corresponding output. While training the model after each epoch, the model

updates its parameters based on the error calculated by measuring the deviation of the

output of the model from its corresponding expected output for that particular input. The

model finishes learning when the error measured is minimised.

Some of the commonly used Supervised learning algorithms are Deep Neural Network

(DNN), Linear regression, Logistic regression, Support vector machine(SVM), Random

forests and K-nearest neighbor. Supervised learning has enables to build complex mod-

els to perform a wide variety of tasks ranging from simple tasks like Spam detection, Digit

recognition to complex tasks like Sound Event Detection (SED), Image-object recognition

etc.

Artificial Neural Network

Artificial Neural Network (ANN) commonly referred as Neural Network (NN) is a machine

learning algorithm that was developed from the inspiration of the function and structure of

the biological neural network present in the animal brain.

Similar to the brain, the fundamental unit of the NN is the neuron. Two neurons are con-

nected to each other through an edge which loosely model the synapse of the brain. The

strength of the signal/data at the end of the edge is determined by the weight of the edge
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which acts as the parameter of the model that can be updated during the learning pro-

cess. The weight of the edge can be interpreted as how much the data passing through

this neuron will affect the neurons in the following layers.

Based on the ANN with further developments and modifications to the model structure,

new neural networks such as Deep Neural Network (DNN), Convolution Neural Network

(CNN) and Recurrent Neural Network (RNN) were developed.

Deep Neural Network

Deep Neural Network (DNN) is a type of neural networks more similar to the ANN but the

depth of the network is deep that is the number of hidden layers is more than two unlike

the ANN in which the depth of the network is shallow.

The most widely used DNN is the fully-connected DNN. In this neural network, each

neuron applies a linear transformation to the input signal through the parameters(weight

and bias) of the edge connecting a neuron to the another. It uses mathematical functions

of vector and matrix to enhance the computation speed and efficiency. As a result, in

order to satisfy the requirements of matrix multiplication, each input element of an input

vector influences each output element of the output vector as shown in Figure 3.6.

Figure 3.6. FC-DNN
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Neural network model learns a task in two phases. In the forward propagation phase,

each neuron, except the input layer, in the network produces an output by taking the

previous layers neurons output as the input.

yk = (
N∑︂
i=1

xi ∗ wi) +Bk (3.3)

where N is the number of neurons in the previous layer, xi is the output of the previous

layer’s neuron, wi is the weight of the edge connecting the ith neuron of the previous layer

to the kth neuron in the present layer and Bk is the bias of the kth neuron of the present

layer.

After the completion of the forward propagation, the output of the model is taken and

compared with the expected output to calculate the error with the use of an appropriate

loss function. This is the end of the forward propagation and beginning of the second

phase backward propagation.

The main of aim backward propagation phase is to minimise the error of the model by

changing the parameters accordingly. Using the chain rule from calculus, the influence

of each weight on the loss dLoss
dwi

is calculated where wi is the weight of ith neuron. After

finding the derivatives of each weight, the parameters that produce the minimal loss is

found by updating the parameters using the gradient descent approach.

Wnew = Wold − α ∗ dLoss

dwold

(3.4)

where Wnew is the updated weight of the network, Wold is the present weight of the network

and α is the learning rate.

The cycle of forward propagation and backward propagation is repeated until the output

error of the model is sufficiently reduced and providing an acceptable accuracy.

Convolution Neural Network

Convolution Neural Network (CNN) is a subset of ANN algorithm. The CNN stand out

compared with other ANN in their performance in tasks related to image and audio sig-

nals. It was pioneered by the use of LeNet [11] for digit recognition at postal services in the

1990’s. The LeNet was used to identify the handwritten digits in the postal codes. Some

of the fields that use CNN are automotive industry for self-driving cars [12], healthcare to

predict tumors from radiology photographs [13].

CNN consists of three layers in the neural network namely the convolution layer, pooling

layer and fully connected layer.

The first and core building block of the CNN is the convolution layer. This is the layer that
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makes it distinct from other ANN. The majority of the computation and feature identifica-

tion takes place in this layer. The kernel or filter acts as a feature detector, which moves

across the input searching for the presence of the feature as shown in Figure ??, this

process is referred as Convolution in DSP.

The convolution layer offers stride, padding and number of kernels as the parameters to

control the learning. The depth of the convolution layer depends on the number of filters

used, as more filters give rise to more channels and more feature detectors. Additionally,

using consecutive convolution layers gives depth to the neural network and provides a

hierarchy to the original feature. The feature used to identify an object is broken down

into parts and new feature detectors are deployed to identify the parts of the original

feature in order to detect the object.

The second layer in the CNN is the pooling layer. This layer provides dimensionality re-

duction or down-sampling to the previous layer. Similar to the convolution layer a kernel

is moved across the input according to the strides and padding but unlike the kernel of

convolution layer, the kernel of the pooling layer has no weights and instead aggregates

the elements of the input present in the region either by Average pooling or Max pool-

ing. While a lot of information is lost when pooling, on the upside it provides dimension

reduction and reduces the chances of over-fitting.

The last layer of the CNN is the full-connected layer. This layer is very similar to the DNN

and the output of this layer is the output of the model. It uses the features extracted from

the convolution layers to decide on the output of the model.

Recurrent Neural Network

Recurrent Neural Network (RNN) [14] is a subset of ANN algorithms. RNN is distinct from

other neural networks as it used the previous state of the input along with present state

to decide on the outcome. This feature makes this kind of network highly effective for

sequential tasks. The primary usage of this network is in sequential data where the past

influences the future like language modelling, time series modelling etc. The structure of

the RNN is shown in the Figure 3.7

Similar to the CNN, the RNN is followed by the fully connected layers. In the forward

propogation, the RNN neurons take in the input in a sequential order and the output of

the neuron is calculated using the below equation.

ht = tanh(Wihxt + bih +Whhht−1 + bhh) (3.5)

yt = Whoht (3.6)
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Figure 3.7. RNN Strucutre

where yt is the output, xt is the input, ht is the hidden state of the gru network, bhh and

bih are the biases and Wih, Who and Whh are the weights updated during the learning

process.

RNN suffers from vanishing gradient [15] making it discontinue learning while training.

Depending on the size of the gradient it causes either exponential increment or expo-

nential shrinkage. To overcome this issue Long Short-Term Memory (LSTM) [16] was

developed, followed by simplified version of LSTM, the Gated Recurrent Unit (GRU) [17].

Gated Recurrent Unit (GRU)

GRU[17] is a simplified version of the LSTM. It was developed to overcome the short-term

problem faced by the RNN. It achieves this by having two gates, reset gate and update

gate, to control the amount and type of information to be retained and passed further. It

uses hidden states instead of the cell states to regulate information.

The equations to calculate the outputs of the gates are as follows

rt = σ(Wr ∗ [ht−1, xt]) (3.7)

zt = σ(Wz ∗ [ht−1, xt]) (3.8)

h∗
t = tanh(Wh ∗ [rt ∗ ht−1, xt]) (3.9)

ht = (1− zt) ∗ ht−1 + zt ∗ h∗
t (3.10)

Where rt is the reset gate, zt is the update gate, ht is the hidden state and Wr, Wz and Wh
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are the weights to be learned during the learning process.

Bi-Directional GRU [18] is a special type of RNN which is very similar to the GRU other

than it has both forward and reverse GRU occurring simultaneously. By doing so, it takes

in both the past and future of a sequence to calculate the output as the information flows

in both the directions.
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Activation Functions

The Activation functions play a pivotal role in the learning phase as these function intro-

duce non-linearity to the network. The most commonly used activation functions are Hy-

perbolic Tangent Function (Tanh), Rectified Linear Units (ReLu), and Sigmoid function.

Hyperbolic Tangent Function (Tanh)

The Tanh function [19] is defined as,

f(x) =
2

1 + e−2x
− 1, where x ∈ R (3.11)

As shown in the Figure 3.8, it can be noted that the output of the function tends to stabilise

near -1 for negative input and 1 for positive input and centered at 0 that is for a input 0 the

output will be 0.

Figure 3.8. Tanh Function

Rectified Linear Units (ReLu)

ReLu [20] is a popularly used activation function in the convolution layer of the CNN

network. It makes sure the output is a non-negative number by taking the maximum of

0 and the input. The equation of the ReLu function is mentioned below and the plot is

displayed in the Figure 3.9

f(x) = Max(0, x), where x ∈ R (3.12)
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Figure 3.9. Relu function

Sigmoid

The Sigmoid function [21] is defined as,

f(x) =
1

1 + e−x
, where x ∈ R (3.13)

As shown in the Figure 3.10, it can be noted that the output of the function tends to

stabilise near 0 for negative input and 1 for positive input and centered at 0 that is for a

input 0 the output will be 0.

Figure 3.10. Sigmoid function
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3.3 CRNN

A general-purpose network architecture for sound event detection is the Convolutional

Recurrent Neural Network (CRNN) [22], containing convolutional layer followed by recur-

rent layers and finally the feed-forward layer at end, each respective layer has its own

specific role in the process of SED.

The convolutional layers act as feature extractors [23], aiming to learn discriminative fea-

tures through the consecutive convolutions and non-linear transformations applied to the

time-frequency representation presented at the input of the network. The recurrent layers

have the role of learning the temporal dependencies in the sequence of features pre-

sented at their input. The feed-forward layer acts as estimator, predicting the probability

of the event occurrence based on the features identified in the previous layers.

Figure 3.11 created by the author [23] represents the architecture of the crnn model con-

sisting of three convolution layers followed by two recurrent layers followed by two fully

connected feed-forward layers producing an output of the size 6Xn, where n is the num-

ber of time frames in the input and six indicates the number of events being predicted by

the model.
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Figure 3.11. CRNN Model for Sound event detection. From “Sound event detection: A
tutorial,” IEEE Signal Processing Magazine, vol. 38, p. 67–83, Sept. 2021

3.4 Mean Teacher

Mean-Teacher [24] is an ensembling method that averages the model weights instead of

the label predictions as compared to the Temporal Ensembling [25] to achieve the state-of-

the-art results in several semi-supervised learning benchmarks. Averaging model weights

over training steps tends to produce a more accurate model than using the final weights

directly [26]. Averaging of the weights instead of the predictions allow the Mean-teacher

method to work on larger dataset quickly.

The principle behind using the Teacher model is that the annotator is able to recognise

the event in a slightly varied version of the input allowing the model to capture better

features. Although the Mean-teacher model utilises the consistency cost to aid during the
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prediction of unlabeled dataset in the semi-supervised approach [24]. In this work the

consistency cost is used to make sure that the event is predicted in the noisier version of

the audio clip.

The Figure 3.12 represents the working of the Mean-teacher model. The architecture of

the teacher model is same as the architecture of the student model For each input given

to the student a noisier version of the input is given to the teacher model. The outputs of

each model is compared to calculate the consistency of the predictions. Along with this

the output of the student model is compared with the ground truth to calculate the predic-

tion error. MSE loss function is used to calculate the prediction error and consistency cost

as soft labels are the output of the model as well as the ground truth. The summation of

the prediction error and consistency cost is used as loss to update the parameters of the

student model using the gradient descent approach. The teacher model parameters are

updated using the exponential moving average of the student weights [24] as described

in Equation 3.14 where α is the smoothing coefficient hyperparameter, t is the training

step. As the parameters of the teacher is dependent on the student model it essential to

keep the architecture same for both models.

Figure 3.12. Working of a mean teacher model

θ
′

t = αθ
′

t−1 + (1− α)θt (3.14)
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4. DATASET

4.1 Data Source

The dataset used for SED in this work is MAESTRO-Real Dataset [27]. The dataset

consists of real-life recordings with a length of approximately 3 minutes each, recorded

in five different acoustic scenes like Cafe-Restaurant, City center, Grocery store, Metro

Station and Residential areas. Though the dataset contains annotated data of 15 events,

only 11 events will be considered for the SED due to the rare occurrences of 4 events

Annotated data plays a pivotal role in the development of supervised machine learning

methods for SED. A typical SED model [23] requires annotation in fine temporal resolution

to indicate onset and offset. While advanced methods may be capable of learning from

data without or with only partial annotations, evaluation of their performance does require

complete annotated data.

4.2 Annotation Process

MAESTRO-Real Dataset [27] is produced by Crowdsourcing which offers a more efficient

method for annotation of large amounts of data. The list of target sound classes is se-

lected in advance and presented to the annotator. The audio files are segmented into

short, overlapping segments, which are then annotated with weak labels by indicating

binary activity of sound events within the entire segment as shown in the Figure 4.1.

An annotator must listen to the clip provided and choose from the target sound classes

that are present. Instead of taking the majority vote as a traditional approach, the authors

have introduced a competence factor [27] that gives more weight to a highly reliable an-

notator. The soft labels are produced by the below Equation 4.1. These labels can be

converted into hard labels by binarizing with a threshold usually selected as 0.5.

at =

∑︁M
j=1(θj.vj)∑︁M
j=1(θj)

(4.1)

where at is the soft label, θj is the competence of the annotator j, M is the number of

available opinions for time frame t, vj is the opinion of the annotator j indicating presence
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Figure 4.1. Annotation process

of an event with 1 and absence with 0.
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5. METHODS

5.1 SED: Mean teacher

The most commonly used feature for the task of SED is the log mel energies [23] which

represent the audio signal energy using perceptually-motivated frequency and amplitude

scales. Humans auditory system does not perceive frequencies on a linear scale. The

system is better at detecting differences in lower frequencies than higher frequencies.

For example, the difference between 500 and 1000 Hz is more noticeable, but hardly

differentiable between 10,000 and 10,500 Hz, even though the distance between the two

pairs of frequencies are the same. Inspired to mimic the human auditory system, the Mel

scale is constructed such that sounds of equal distance from each other on the Mel scale,

also “sound” to humans as they are equal in distance from one another. The non-linear

transformation is approximated by the below Equation 5.1

mel(f) =
1000

log2
log(1 +

f

100
) (5.1)

where mel(f) is the mel equivalent of the frequency f on the mel scale.

To obtain the mel-spectrogram, the spectrogram of an audio signal is redistributed on

the mel scale using a filter bank. The filter bank is implemented using triangular filters

equally spaced on the mel scale. The energy coefficients in each band are obtained as a

weighted sum of the spectral amplitude components falling within the filter range, with the

weights given by the filter amplitude values [28]. The Figure 5.1 depicts the transformation

of spectrogram into mel-spectrogram [29].

The input to the model is a log mel-spectrogram using a window size of 4096 samples

with a hop size of 50ms, and 32 mel filter banks and with lower and upper frequency limit

being 50Hz and 16KHz.

The model follows Mean-Teacher and the CRNN [23] as discussed in the previous sub-

section. The architecture of the student model is same as the baseline system [30],

consisting of three convolution blocks followed by one recurrent block and ends with two-

feed forward blocks. Each convolution block consists of a convolution layer followed by

a ReLu activation function, max pooling and dropout of 20 percent. A Bi-directional GRU
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Figure 5.1. Mel-Spectrogram of an audio clip

is used at the recurrent block. The last layer of the feed forward block ends with eleven

neurons corresponding to each event.

The teacher model is created by replicating the student model and making the param-

eters as non-trainable by freezing them for the backward propagation phase. While the

extracted feature is fed as the input to the student model, a nosier version of the feature

by adding white noise is given as the input to the teacher model during training as shown

in the Figure 3.12. To attain more variance for the audio recordings, instead of using pre-

calculated feature that has noise for the input of the teacher model, instead new random

noise is added at every training step to the input of the teacher model.

Loss functions quantify the performance of the model by calculating the error of the predic-

tion by comparing the output with the expected output or ground truth. It is a prerequisite

to calculate the error of the model output in order to update the parameters of the model

during the backward propagation in supervised learning [31]. Some of the loss functions

used for prediction and classification tasks are Mean Absolute Error Loss, Mean Squared

Error Loss , Negative Log-Likelihood Loss, Cross-Entropy Loss, Binary Cross-Entropy

Loss and Kullback-Leibler divergence loss. Appropriate loss function is to be chosen

based on the task to be performed.
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For this implementation Mean Square Error (MSE) is used. MSE is a loss function used

for regression tasks where the output is expected to be a continuous real number. The

formulae for calculating Mean Square error is:

MSE =
N∑︂
i=1

(yi − pi)
2 (5.2)

where N is the number of observations, pi is the output of the model for the ith observation

and yi is the ground truth for the ith observation.

MSE is used to calculate both output and consistency errors to teach the system to predict

outputs as close as possible to the provided soft activity indicators during annotation.

Therefore, the total loss of the system is given by the below Equation 5.3.

Losstotal = MSE(GroundTruth,StudentOutput) +MSE(TeacherOutput,StudentOutput) (5.3)

The parameters of the student model is updates during the backward propagation by

gradient descent such that it minimises the error of the output compared with the ground

truth while also making sure the output is consisntent with the output of the noisier version

of the input. The parameters of the teacher model are updated only after each training

step as descried by the Equation 3.14.
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5.2 SED: Parallelization

In Micro-averaging [32] the intermediate statistics are aggregated over all test data, then

metrics are calculated. Each instance has equal influence on the final metric value.

Whereas in Macro-averaging [32] the intermediate statistics are aggregated class-wise,

class-based metrics are calculated, then average of class based metrics is calculated.

Each class has equal influence on the final metric value. As noticed in the Table 8.1,

in both the models there is a significant drop in the macro-based F1 score. This occurs

because the dataset is a highly imbalanced dataset in which one or two events are highly

populated and the model performs well in predicting those events but perform poorly on

others thus reducing the macro F1 score.

This problem of low Macro-based F1-score can be solved by increasing the performance

of other events with low F1-score. As MSE is used to calculate the loss during learning, it

does not penalizes the error of the "low-occuring" events as they are treated as outliers.

The loss produced by these outliers are minimal thus the influence of these data points

to improve accuracy is negligible as shown in the Figure 5.2. Due to this the bias of the

model will be increased towards the majority class.

Figure 5.2. Majority class Bias when the class is 1%, 10% and 50% respectively

The dataset can be balanced by either under-sampling or over-sampling of the respective

classes. In order to preserve the variance of the events in the recordings over-sampling

is preferred over under-sampling. A significant challenge faced in balancing a multi-class

multi-label classification task is that when a particular class is under-sampled or over-

sampled the proportion of the other classes in the dataset is changed.

In order to overcome the problems faced by the bias produced by the majority class and

for the model to stop ignoring the events that are in low occurrences, the prediction of

each event is made independent of each other by parallelization of the task. Each CRNN

model will focus on predicting only one event. The architecture of the system is shown in

Figure 5.3
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Figure 5.3. System architecture of SED using parallelization

In audio processing, Mel Frequency Cepstrum (MFC) is a representation of the short-term

power spectrum of a sound, based on a linear cosine transform of a log power spectrum

on a nonlinear mel scale of frequency. The MFCC is the result of applying Discrete

Cosine Transform (DCT) on the log Mel-spectrogram. DCT transforms the spectrum into

cepstrum, which is the spectrum of a spectrum, in which the order of the coefficients de-

fine the coarse and fine spectral characteristics. The compression property of DCT allows

the storing of most signal energy in lower order components without loosing much spec-

tral information. The using of mel-spectrogram instead of a spectrogram allows the MFCC

to imitate the human auditory system. MFCC were the most commonly used features for

speech recognition[33] and music information retrival [34]

The Figure 5.4 compares the Mel-spectrogram with MFCC [29].

The input to the model is a Mel-frequency Cepstral Coefficients (MFCC) using a window

size of 4096 samples with a hop size of 50ms, and 32 mel filter banks, and with lower

and upper frequency limit being 50Hz and 16KHz, number of MFCC to return being 8 by

using the DCT type-2.

The model follows only the CRNN [23] architecture as discussed in the above subsection.

N number of models will be created where N is the number of events to be predicted

from the audio recordings. Output of the model is compared with the reference label.

MSE function is used to calculate the output error of the model. During the backward

propagation, each model parameters are updated by the gradient descent approach.

In this implementation, there will be N losses calculated and the parameters of each

model is updated independently. MSE is the loss function used to calculate the error of

the system. The trainable parameters of the model is decreased significantly as a model
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Figure 5.4. Melspectrogram and MFCC of an audio clip

is only focused on predicting the soft label of one event at a time. The total parameters

for this method = n * 1242 = 11 * 1242 = 13662, where n is the number of events to be

predicted, as compared to 380113 trainable parameters of the baseline model [30] which

is a 96% reduction.
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5.3 Weighted Cosine Similarity

For preparing the MAESTRO-Real Dataset [27], a competence factor for the annotator

was introduced to improve the reliability of the annotation process. As part of the annota-

tion process a window is used to segment the larger audio recording into smaller clips to

heard by the annotator.

Assuming that in the best case scenario the competence of every annotator is 1. When

the length of the event is very much smaller than the length of the window it leads it

elongation of the event in the annotated data as compared to the onset and offset in the

ground truth as shown in the Figure 4.1. The length of the event in annotation is defined

in the Equation 5.4 below.

LAnnotation = 2 ∗ LWindow + LEvent − 2 (5.4)

Cosine similarity is a metric that measures the similarity of the two vectors in a multidi-

mensional space by calculating the cosine angle between the two vectors. It is defined in

the below Equation 5.5

Sc(x, y) =
X.Y

||X|| ∗ ||Y ||
(5.5)

where Sc is the cosine similarity ranging from -1 to 1, X,Y are the vectors, X.Y is the dot

product of the two vectors, and ||X|| and ||Y|| magnitudes of the respective vectors.

In such cases in which the length of the event is smaller than the length of the window

for example the event(door open/closes) length is 1 sec and the window length is 10 sec.

Instead of learning from the elongated annotation that is the neighboring time frames of

the event, the weighted cosine similarity is proposed to detect such short events. The

weighted cosine similarity is defined same as the above Equation 5.5 but the vectors are

influenced by weights such that:

X
′
= X ◦ w (5.6)

Y
′
= Y ◦ w (5.7)

where X’ and Y’ are the new vectors formed by elementwise multiplication, X and Y are

the original vectors and w is the trainable weights.

The input to the model is a Mel-frequency Cepstral Coefficients (MFCC) using a window

size of 4096 samples with a hop size of 50ms, and 32 mel filter banks, and with lower

and upper frequency limit being 50Hz and 16KHz, number of MFCC to return being 8 by

using the DCT type-2.

The output of the model is the cosine similarity of the input for each second compared
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with a reference vector that is manually selected that contains the event. An extra step is

followed before the similarity calculation. Each cepstrum of the MFCC is given a weight

to influence in the similarity calculation. These weights are trained during the learning

process. In this implemtation Binary Cross Entropy (BCE) is the loss function used to

calculate error of the system. It is a loss function used for classification when the output

is of binary nature coded into 0 and 1 indicating the presence of the class. The output of

the model is loosely treated as the probability of the class occurrence as it is bounded in

between o and 1.

The formulae for calculating Binary Cross Entropy is:

BCE = − 1

N

N∑︂
i=1

[yi log (pi) + (1− yi)log(1− pi)] (5.8)

where N is the number of observations, pi is the output of the model for the ith observation

and yi is the ground truth for the ith observation.

The BCE measures the distance between the ground truth and the predicted output.

When the difference between ground truth and the model output is minimal, it can be

interpreted as that the model is performing better. Conversely, when the difference is

high, the loss would in turn be high and in specific the logarithmic component in the for-

muale 5.8 penalises the wrong predictions heavily as compared to the correct predictions.

When the BCE is high it can be interpreted as that the model is performing poorly.

During the backward propagation, the parameters are updated using the gradient descent

approach for the loss calculated. Unlike the previous implementations where the parame-

ters were used to update the kernel and the feed forward layer, in this implementation the

parameters update only the weights used in the Equations 5.6 and 5.7, which are used

to indicate the important cepstrums in the MFCC in order to calculate the similarity of the

input with the reference vector by using cosine similarity.
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6. EXPERIMENTAL WORKFLOW

In DNN, the problem of overfitting [35] is a common occurrence during learning. Overfit-

ting occurs when the model starts to learn the mapping of the output with its correspond-

ing input too well that it starts to show higher accuracy on the training dataset but perform

poorly with the test set.

This problem is overcome by splitting the available dataset into 70:20:10 as training, val-

idation and testing datasets accordingly and perform cross validation [36]. One more

method to stop overfitting of the model is the method of early stopping [37]. If after cer-

tain epochs it is observed that the loss of the validation dataset is not decreasing then the

model is made to stop learning. For SED increasing the variance of the dataset by pro-

ducing new clips by mixing of audio clips, expanding and compressing the event regions

in the clips, and adding noise to the clips will solve overfitting as the dataset to train is

increased so the model stops memorising and begins generalising.

For both the implementations 5.1 and 5.2, the dataset is divided into three parts into

training, validation and test sets of the proportion specified above in order to avoid over

fitting and improve generalization. The features are extracted accordingly and stored as

per the datasets formed. In the mean teacher implementation, for each input that is given

to the student and noisier version of the input is created in-line and fed as input to the

teacher model.

Additionally, for the 5.2 implementation, at the pre-processing stage, the dataset is filtered

by event and later balanced by over-sampling the dataset by populating with the low-

occurrence data points such that there is an equilibrium between non-event and event

data points that is the number of data points with soft label lesser than 0.5 is approxi-

mately equal to the number of data points with soft label greater than 0.5. Also to be

able to balance in such a way that the resulting balanced dataset should lead to uniform

distribution of the soft label for each event where possible as shown in Figure 6.1
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Figure 6.1. Balancing of the Metro leaving soft labels

For the last implementation 5.3, it is not necessary to divide the dataset into three parts

into training, validation and test sets because for the evaluation purpose it is not neces-

sary to compare with the annotated data to measure the performance unlike the previous

two implementations. The event "door opens/closed" is chosen as it satisfies the con-

dition that the event length is smaller than the window size used during annotation, and

it is usually of the length one second. As compared to other events this event is easily

recognisable. Manually the timestamps of this event occurrences are noted and its near-

est non-event time frames are used for the learning purpose and not the whole dataset

to not induce bias of the majority class usually the non-event. Among the manually found

event occurrences one instance is used as the reference vector for cosine similarity cal-

culation. The output of the model would be ranging from -1 to 1 as it is the output of the

cosine similarity function. This output is passed through a ReLu function to convert into

the range of 0 to 1. The processed output is used to calculate the BCE loss to train the

weights that indicate the important cepstrums that can be used to predict the presence of

the event.
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7. EVALUATION

For the evaluation purpose the output and the reference soft label are binarized with the

threshold 0.5 into hard labels. These hard labels for each time frame is used to calculate

the F1-score for 1 second segment based [32].

For evaluation of the mean-teacher model 5.1, both the ground truth from the annotation

and output of the teacher model are compared by converting each soft label into hard

label by using 0.5 as threshold.

For evaluation of the second implementation by parallelization 5.2 model 5.1, both the

ground truth from the annotation and output of the model are compared by converting

each soft label into hard label by using 0.5 as threshold.

The most common metrics used for the classification purpose is Precision and Recall.

The segment based evaluation [32] uses the number of True Positives(TP), True Nega-

tives(TN), False positives(FP) and False Negatives(FN) to calculate the metrics by com-

paring the reference annotation or ground truth with the output of the model.

F1-score is metric formed by giving equal weightage to the precision and recall. It com-

bines the two metrics into one. It ranges from 0 to 1.

P =
TP

(TP + FP )
(7.1)

R =
TP

(TP + FN)
(7.2)

F1 = 2 ∗ P ∗R
P +R

(7.3)

For the last implementation of weighted cosine similarity 5.3, the metrics are not calcu-

lated but rather the output of the model that is the soft label is displayed along with the

input to observe the accuracy especially when using the events that are distinct and can

be visually detected. This is done to show that smaller length events can be detected

with fewer samples and not to learn from wrong annotations that arise due to elonga-

tion of annotated events caused because of the windowing while annotation as shown in

Fig 4.1.
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8. RESULT

Table 8.1 shows the performance of the model as compared with baseline model [30].

The segment based metric is calculated by performing the cross validation. The Mean-

Teacher model performs on similar level as the baseline system with slight dip in perfor-

mance.

Baseline Model

F1 .715 .687

Macro F1 .352 .334

Table 8.1. Micro F-score

Table 8.2 shows the performance of the balanced dataset method compared with the

baseline model [38]. It can be noticed that the classes which were having low F1-

score seem to show improvement with balancing of the dataset. Despite balancing of

the dataset, classes such as "children voices" continue to perform poorly because of a

highly right skewed dataset as shown in the Figure 8.1.

Figure 8.1. Right skewed distribution of "children voices" event
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Event Baseline Balanced

Birds Singing .65 .87

Car .85 .83

People Talking .82 .7

Footsteps .27 .21

Children Voices 0.0 .0

Wind Blowing 0.0 .1

Brakes Squeaking 0.0 .13

Large Vehicles .05 .33

Cutlery and Dishes 0.0 .0

Metro Approaching .37 .53

Metro Leaving .03 .39

Macro F1 .27 .37

Table 8.2. F1-score for each class

As the method is proposed to overcome the challenge of elongation of smaller events

during the annotation process it is not sustainable to evaluate the method by calculating

the F1-score, which in order to achieve a good score then it would be required to replicate

the elongated event by the model. Rather a visual output is displayed to observe the

correlation of the feature(MFCC) used with the output of the model. Figure 8.2 displays

the MFCC of 2 clips recorded in the metro station and the corresponding output for the

event "door opens/closes". It can be observed that the soft label of the output is significant

only during the event region and 0 elsewhere. The peak after the arrival of the train is

when the door opens and closes shortly. This information can be used as approximate

location estimator for the event to proceed to help a more precise detector and also in

postprocessing of other events. In this particular case the arrival and departure of the

train can be established in the region where the output is high of the door open and

closes event.
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(a) Metro Clip 1

(b) Metro clip 2

Figure 8.2. Melspectrogram, MFCC and Soft label output of event "door open and closes"
in metro station scene.
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9. CONCLUSION

Sound Event Detection (SED) is still a challenging task to solve despite many improve-

ments in the field of machine learning. Annotation is a tedious process to produce strong

labels at higher resolution. Thus, there are no large datasets of audio with strong la-

bels and should rely on strong labels produced from weak labels by crowd-sourcing from

multiple annotators leading to uncertainty of the presence event which is treated as soft

labels.

With this work, it is found that learning each event separately is beneficial for Sound

Event Detection (SED). By parallelization, it allows to solve the challenge of removing

majority-class bias in multi-class multi-label datasets by balancing the dataset for each

event. Using soft labels for balancing the dataset gives better control to remove bias

as converting the dataset into a uniform distribution as much as possible removes the

possibility of MSE treating certain instances of event as outliers. It is observed that after

balancing the datasets, the optimal threshold starts to converge towards 0.5 which is

generally used as the threshold. This occurs because previously left-skewed and right-

skewed datasets are now converted into uniform distributions.

By doing so, the model can detect sparsely populated events better. As the model is fo-

cused on detecting only one event at a time less parameters are required while learning.

With 96% reduction of parameters the model is still able to perform better than the base-

line. Instead of using the "one model fits all" approach, this approach allows for designing

event specific model architecture as seemed necessary. Considering the practical usage,

at the deployment end, adding new events or removing already learnt events is easier as

compared to re-learning new set of events again which is time-consuming.

The additional implementation of the weighted cosine similarity method shows that smaller

length events can be learnt more precisely better than depending on the elongated an-

notation in which false-positives are considered as true-positives due to the annotation

process.
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10. FUTURE WORK

These models cannot be used to universally detect sounds but rather designed for specific

intended tasks because the source of data is from similar type of places thus not capturing

the high variance of real life data available. Under the assumption that the environment

we intend to deploy the model is not going through drastic changes that is not a lot of

new sounds are being introduced in the said environment. The number of convolutions is

directly proportional to the number of target events in the parallel learning approach. In

order to decrease the response time the number of computations should be decreased.

Though the parameters of convolution is less the number of computations is more. One

approach is to combine all the models into one such that an audio recording undergoes

a one-time set of convolutions rather than N(number of events) set of convolutions. Now

that better performing models for each event is available, likewise of the Mean-Teacher

architecture, these each event models will act like teachers specialized in an individual

subject(event) and in turn will teach a single student. The student model will not know

any other information(reference data) and will only update its parameters to maximise the

consistency with its N teachers teaching it. Therefore, research on this approach has a

possibility to enhance the response time and improve deployment of such models in real

life scenario.
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LIST OF ABBREVIATIONS

AI Artificial Intelligience

ANN Artificial Neural Network

BCE Binary Cross Entropy

CNN Convolution Neural Network

CRNN Convolutional Recurrent Neural Network

DCT Discrete Cosine Transform

DFT Discrete Fourier Transform

DNN Deep Neural Network

DSP Digital Signal Processing

GMM Gaussian Mixture Model

GRU Gated Recurrent Unit

HMM Hidden Markov Model

IDFT Inverse Discrete Fourier Transform

LSTM Long Short-Term Memory

MFC Mel Frequency Cepstrum

MFCC Mel-frequency Cepstral Coefficients

MSE Mean Square Error

NN Neural Network

ReLu Rectified Linear Units

RMS Root-Mean-Sqaure

RNN Recurrent Neural Network

SED Sound Event Detection

Tanh Hyperbolic Tangent Function
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