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ABSTRACT

Santeri Hukari: Comparative Study of Data Efficiency in Vision Transformer and ResNet-18 archi-
tectures
Bachelor’s thesis
Tampere University
Bachelor’s program in Science and Engineering
December 2024

Deep learning algorithms for computer vision have been primarily based on architectures uti-
lizing convolutional layers for feature extraction until 2020, when Dosovitskiy et al. proved that the
Vision Transformer, an attention-based neural network outperforms many state-of-the-art convo-
lutional networks of that time in several computer vision tasks.

The architecture of vision transformers differ fundamentally from convolutional networks. Con-
volutional layers in convolutional networks excel at capturing local features in images, whereas
vision transformers are better suited for learning global features that convolutional networks often
miss. This advantage comes at the cost of data efficiency, which has limited the adoption of vision
transformers until recently.

This thesis compares the learning efficiency of two neural networks of similar complexity:
ResNet-18 by He et al. and the Vision Transformer by Dosovitskiy et al. Both models are trained
on varying fractions of the CIFAR-10 and TinyImageNet datasets. Canadian Institute for Advanced
Research-10 (CIFAR-10) consists of 60,000 RGB images (32x32 pixels, 10 classes), while TinyIm-
ageNet contains 110,000 RGB images (64x64 pixels, 200 classes). Results are compared across
epochs and different training dataset fractions.

The results show that as the number of epochs increases, both architectures learn similarly,
with ResNet-18 models performing slightly better. The observed differences likely stem from the
size of the datasets used in the experiment, which is not enough for the Vision Transformer to
outperform ResNet-18.

Keywords: Convolutional Neural Network, Vision Transformer, Image classification, Data Effi-
ciency

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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TIIVISTELMÄ

Santeri Hukari: Tutkimus ResNet-18 ja Vision Transformer -neuroverkkoarkkitektuurien Datate-
hokkuudesta
Kandidaatintutkielma
Tampereen yliopisto
Tieto- ja sähkötekniikan kandidaattiohjelma
December 2024

Konenäkösovelluksiin käytettävät tekoälyalgoritmit ovat pohjautuneet konvoluutioon perustu-
vaan piirteidenirroitukseen vuoteen 2020 asti, jolloin Dosovitskiy et al. opettivat Vision Transformer
-arkkitehtuurin suoriutumaan paremmin kuin sen aikaiset parhaiten suoriutuvat konvoluutioneuro-
verkot tietyissä konenäön tehtävissä. Nämä kaksi algoritmityyppiä ovat toiminnaltaan toisistaan
poikkeavia. Konvoluutioneuroverkot poimivat tehokkaammin paikallisia piirteitä, joita kuvat usein
sisältävät. Vision Transformer -neuroverkot oppivat tehokkaammin myös piirteitä, joita konvoluutio-
neuroverkot eivät kykene oppimaan. Tämä kuitenkin vaatii suurta tietomäärää, mikä on rajoittanut
Vision Transformer -neuroverkkojen yleistymistä nykypäivään asti.

Kokeellisessa osuudessa verrataan kahden kompleksisuudeltaan samankaltaisen eri neuro-
verkkoarkkitehtuurin oppimista rajoitetulla määrällä dataa: He et al. kehittämää konvoluutioon pe-
rustuvaa ResNet-18 ja Dosovitskiy et al. kehittämää Vision Transformer -arkkitehtuuria. Neurover-
kot opetetaan käyttäen kahta tietojoukkoa: Canadian Institute for Advanced Research-10 (CIFAR-
10) ja TinyImageNet. CIFAR-10 sisältää 60 000 RGB-kuvaa koossa 32x32 pikseliä, luokiteltuna 10
eri luokkaan. TinyImageNet taas 110 000 RGB-kuvaa koossa 64x64 pikseliä, luokiteltuna 200 eri
luokkaan. Neuroverkot opetetaan valikoiden tietty prosenttimäärä tietojoukosta. Tuloksia verrataan
eepokkien ja opettamiseen käytetyn kuvamäärän perusteella.

Tuloksista selviää, että suuremmalla määrällä eepokkeja molemmat arkkitehtuurit oppivat sa-
mankaltaisesti, vaikkakin ResNet-18 -arkkitehtuuriin pohjautuvat mallit suoriutuvat hieman parem-
min. Erot johtuvat todennäköisesti työssä käytettyjen tietojoukkojen pienestä koosta, eikä Vision
Transformer -mallit vielä ylitä ResNet-18 -mallien suorituskykyä.

Avainsanat: Konvoluutioneuroverkko, Vision Transformer, Kuvanluokittelu, Datatehokkuus

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

Recent advancements in deep learning have revolutionized �elds ranging from natural

language processing to computer vision. Transformer-based architectures, initially de-

signed for sequence modeling tasks [1], have been adapted to a wide array of domains,

including natural language understanding [2], large-scale language generation [3], com-

puter vision [4], speech processing [5], and multimodal learning, where different data

modalities are combined to enhance learning outcomes. Concurrently, convolutional net-

works (CNNs) have been pivotal in vision tasks, demonstrating remarkable performance

in image classi�cation, object detection, and segmentation tasks [6, 7, 8, 9].

While both convolutional networks and transformer-based networks have demonstrated

exceptional performance in computer vision, their ef�ciency in learning from limited data

remains an unexplored area of study. This thesis examines the data ef�ciency of ResNet-

18 [7] and Vision Transformer (ViT) [4] when trained with limited data using two datasets:

Canadian Institute for Advanced Research-10 (CIFAR-10) [10] and TinyImageNet [11].

The structure of the thesis is organized into key sections. Chapter 2 explores the com-

ponents and functionalities of key neural network types relevant to computer vision: mul-

tilayer perceptrons, convolutional neural networks, and vision transformers, as well as

the training and evaluation of neural networks. Chapter 3 offers a review of the literature

tracing the historical development and contemporary advancements of key neural net-

work architectures. It includes foundational models such as the McCulloch-Pitts neuron

[12], Rosenblatt Perceptron [13], and the Multilayer Perceptron [14], as well as architec-

tures like LeNet-5 [15], ResNet-18 [7] and the Transformer architecture [1], including its

adaptation to vision tasks [4]. Chapter 4 focuses on the experimental design, experimen-

tal results and comparison of results from each architecture. Chapter 5 concludes the

thesis, shortly discussing the results, limitations, and their implications for future work.
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2. THEORETICAL FRAMEWORK OF NEURAL

NETWORKS FOR COMPUTER VISION

Arti�cial neural networks (ANNs), which are referred to as neural networks, are end-to-

end computational models composed of layers that sequentially transform data to make

predictions, classify inputs, or generate new data, as seen in generative models. These

networks are functions trained to learn patterns from input data to produce desired out-

puts. For instance, neural networks can be employed to recognize handwritten digits,

classify images, or generate realistic images from noise. Their performance during train-

ing and evaluation is typically assessed using error functions [16].

Key concepts of neural networks—such as architecture, training, and evaluation—are

introduced in the following sections.

2.1 Architectural Components

A neural network is composed of three primary types of layers: the input layer, hidden

layers, and the output layer. Architecture refers to the overall design and structure of a

neural network, including the arrangement of layers and the connectivity between them

[16].

The architecture is shaped by underlying assumptions and inductive biases, which in�u-

ence how the network learns and generalizes. For example, CNNs are designed with the

assumption that nearby pixels in an image are more likely to be related than distant pixels,

which allows them to ef�ciently capture spatial hierarchies and patterns [15]. This makes

CNNs particularly well-suited for image and video tasks.

In contrast, Multi-Layer Perceptrons (MLPs) assume no speci�c structure in the data,

treating inputs as �at vectors, and are thus more general-purpose. MLPs are commonly

used for tasks such as tabular data classi�cation or regression, where the relationships

between inputs are not spatially or sequentially structured.
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Transformer networks, which have gained popularity in both natural language process-

ing and computer vision, introduce an inductive bias based on attention mechanisms.

These networks assume that relationships between distant elements in a sequence can

be learned and weighted dynamically, regardless of their position in the data. This makes

Transformers particularly effective for sequential tasks like language modeling, as well as

for tasks requiring the modeling of long-range dependencies.

MLP-Based Components

Components common to Multilayer Perceptrons, such as the input, hidden, output, dense,

and activation layers, are also integral to more specialized architectures like convolutional

or recurrent networks. These foundational layers are adapted or extended in specialized

networks to ful�ll speci�c functions, such as transforming feature maps into predictions

for classi�cation. [16]

Input layer

The input layer is responsible for receiving the data sample in the format that the network

has been trained to process. While its function is similar to that of other layers in the

network, its primary role is to accept the input data and pass it to the subsequent layers

for further processing [16].

Hidden layer

Hidden layers are responsible for various transformations that convert raw input into more

abstract and useful representations. These layers perform feature extraction by identifying

relevant patterns in the data, such as edges in images or trends in time-series data. They

also handle representation transformation, converting raw data into higher-level features

for subsequent layers to process more easily, and perform relationship inference, captur-

ing dependencies and interactions within the data. Hidden layers de�ne the majority of a

neural network's architecture, and the complexity of an architecture is largely determined

by the structure and number of these hidden layers. [16]

Output layer

The output layer of a neural network is responsible for generating the �nal results of the

learned representations of the network. In classi�cation tasks, the output layer often pro-

duces a probability vector that indicates the likelihood of the input belonging to each class,

allowing for inferences about the input data. In semantic segmentation, the output layer

assigns class probabilities to each pixel in the image, enabling detailed spatial predic-

tions. [16] For generative models, such as Generative Adversarial Networks (GANs) and
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Variational Autoencoders (VAEs), the output layer serves a different purpose: it generates

new data samples that resemble the input data distribution. For instance, in GANs, the

output layer creates new images similar to those seen during training [17], while in VAEs,

it decodes sampled points from a latent space back into the data space to produce new

data points [18].

Dense layer

A dense layer, also known as a fully-connected layer, consists of a vector of neurons

where each neuron is connected to every neuron in the preceding layer. Mathematically, a

dense layer performs a matrix multiplication of the activation vector with the weight matrix

and adds the bias term, as expressed by the equation y = Wx + b [16]. A schematic

representation of a dense layer, including the input vector (b), and output vector, is shown

in Figure 2.1.

Figure 2.1. Schematic representation of a dense layer, including the input vector (x ),
weight matrix (W ), bias vector (b), and output vector (y ), with the input vector coming
from the previous layer and the output vector passing to the next layer.

The number of trainable parameters in a dense layer is calculated as:

Number of parameters = ( input size + 1) � (output size).
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Non-linear activation layer

Linear transformations can only model relationships between variables where a constant

change in one variable results in a proportional change in another. However, many real-

world events exhibit nonlinearity, where the relationship between variables may involve

curves, twists, or other complex patterns. Using non-linear activation functions between

layers, they can be represented as non-linear layers. In practice, the activation function is

sometimes included in the de�nition of trainable layers. [16]

Activation functions in neural networks vary in how they transform the weighted sum of in-

puts and in their output ranges. Some functions are designed to mitigate speci�c issues,

such as activation saturation, while others are selected for their computational ef�ciency

or their appropriateness for particular tasks. Table 2.1 presents common activation func-

tions, their equations, output ranges, and descriptions.

Function Equation Output Range Description

Sigmoid � (x) = 1
1+ e� x (0; 1) S-shaped curve. Can

suffer from vanishing
gradients.

ReLU (Recti�ed Linear Unit) f (x) = max(0 ; x) (0; 1 ) Computationally ef�-
cient, avoids vanishing
gradients. Popular for
hidden layers.

tanh (Hyperbolic Tangent) tanh(x) (� 1; 1) Smoother transition than
ReLU, but can still ex-
perience vanishing gra-
dients.

Softmax sof tmax (z) i = ez i

KP

j =1
ez j

(0; 1) Outputs a vector of prob-
abilities where each ele-
ment lies between 0 and
1, and the sum of all ele-
ments equals 1.

Table 2.1. Common activation functions in neural networks, their equations, output
ranges, and descriptions [16]

CNN-Based Components

Convolutional neural networks consist of several components designed to extract hierar-

chical features from image data. The convolutional layer is responsible for detecting local

patterns such as edges and textures. Pooling layers are then used to reduce the spatial

dimensions of the data, retaining important features while lowering computational com-

plexity. These components work together to progressively transform raw image inputs

into meaningful feature representations. [16]
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Convolutional layer

Convolutional layers are feature extracting layers that perform well on spatial data like

images. These layers contain �lter matrices, where each element is a trainable weight,

which are then cross-correlated with the input. [16]

Cross-correlation involves sliding a �lter across the input data, performing weighted sums

on localized regions. Each �lter, with its unique set of weights, is designed to detect

speci�c features in the input. Early convolutional layers might detect edges, while later

layers can learn more complex features like shapes or object parts.

The mathematical equation for cross-correlation is expressed as:

(f ? g)[n] =
N � 1X

k=0

f [k]g[n + k] (2.1)

For images with one color channel, a two-dimensional convolution layer is expressed as:

S(i; j ) = ( I ? K )( i; j ) =
X

m

X

n

I (m; n)K (i � m; j � n) (2.2)

In this equation, S(i; j ) represents the value at position (i; j ) in the output feature map

after convolution. The term (I?K )( i; j ) denotes the application of a convolution operation

between the input data I and the �lter kernel K at position (i; j ) in the output. The

element I (m; n) refers to the value at position (m; n) in the input data, while K (i �

m; j � n) represents the element at position (i � m; j � n) in the �lter kernel K . The

indices are �ipped to account for the sliding of the �lter across the input. The summation

over two indices,
P

m

P
n , iterates over all elements within the �lter kernel K to compute

the weighted sum.

The number of trainable parameters in a convolutional layer is determined by the sizes of

the �lters and the number of input and output channels. This is expressed as:

Number of parameters = ( kernel size� kernel size� input channels+1) � output channels

(2.3)

Pooling Layer

Pooling layers are components of Convolutional Neural Networks used to process the

output of convolutional layers. Their primary function is to downsample the feature maps,

reducing their dimensionality and computational complexity. [16]
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Pooling works by dividing the input feature map into rectangular regions called pooling

windows or receptive �elds. These regions typically have a �xed size (e.g., 2x2 pixels),

and a single value is computed for each region to represent the features within it. Two

common pooling techniques are:

Max Pooling replaces each region in the feature map with the maximum value within that

region. This effectively captures the most prominent features in a localized area and

is particularly useful for detecting dominant patterns like edges and corners. However,

it may discard some spatial information and be less robust to noise compared to other

methods.

Average Pooling computes the average value of all elements within a de�ned region of

the feature map. It provides a more holistic representation of the local features and is

generally less sensitive to noise compared to max pooling. However, it might lose details

about the most prominent features and may not be ideal for tasks relying on sharp features

like edge detection.

Pooling layers do not have any trainable parameters. They perform a �xed operation on

the input feature maps.

Transformer-Based Components

Transformers in vision models consist of several core components designed to process

and understand image data in a structured manner. Patch embedding divides an image

into smaller patches, transforming them into input tokens for the model. Positional encod-

ing is then applied to these tokens to retain spatial relationships. The transformer encoder

block is the main processing unit, leveraging self-attention mechanisms to model interac-

tions between tokens, while feed-forward networks enhance feature representation. Layer

normalization ensures stable learning by normalizing inputs across layers, and the clas-

si�cation head aggregates the output for the �nal prediction. These components together

enable transformers to effectively analyze and interpret visual data.

Patch Embedding

Patch embedding is an adaptation in Vision Transformers that allows image data to be

processed by the transformer architecture, similar to how token embeddings are used in

traditional transformers for natural language processing. [4]
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An image I 2 RH � W � C is divided into �xed-size patches of P � P � C, resulting in
H
P � W

P patches. Each patch is then �attened to a 1D vector and projected into a latent

embedding space through a linear transformation with trainable parameters:

E = p � W e + be (2.4)

where W e 2 R(P 2 �C)� D is the projection matrix, D is the embedding dimension, and be

is the bias term.

To retain spatial information, position embeddings are added to each patch embedding.

These position embeddings can also be trainable parameters, allowing the model to learn

the spatial arrangement of patches.

Patch embedding plays a role in Vision Transformers by converting high-dimensional im-

age data into manageable embeddings, ensuring the spatial arrangement of patches is

preserved through position embeddings, and allowing the self-attention mechanism to

capture global dependencies across the image.

Positional Encoding

Positional encoding incorporates information about the spatial arrangement of patches

within an image by assigning them with a unique position identi�er. Unlike sequential data,

where order is inherently preserved, image data lacks an explicit sequential structure

once divided into patches. [1]

The positional encoding vectors are added to the patch embeddings to ensure that the

transformer model can distinguish between different patches based on their positions

within the image. Mathematically, the positional encoding for a given position pos and

dimension d is de�ned as:

PE(pos;2i ) = sin
�

pos

10000
2i
d

�
(2.5)

and

PE(pos;2i +1) = cos
�

pos

10000
2i
d

�
; (2.6)

where pos is the position and i is the dimension index. This formula generates a unique

encoding for each position, ensuring that each patch embedding retains information about

its location within the image.
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These positional encodings are added to the linear patch embeddings, resulting in:

Epos = E + PE ; (2.7)

where E is the patch embedding and PE is the positional encoding.

Transformer Encoder Block

Encoder blocks consist of two main sub-layers: Multi-Head Self-Attention and Position-

Wise Feed-Forward Networks, both followed by layer normalization and residual connec-

tions. [1]

The input to an encoder block is a sequence of embeddings E.

The �rst sub-layer, Multi-Head Self-Attention computes attention scores for each pair of

input positions, generating a weighted sum of the input vectors. The formula for scaled

dot-product attention is given by:

Attention(Q; K ; V ) = softmax

�
QK T

p
dk

�
V ; (2.8)

where Q (queries), K (keys), and V (values) are linear transformations of the input em-

beddings, and dk is the dimension of the key vectors. Multi-head attention extends this by

computing the attention mechanism multiple times in parallel, with different linear projec-

tions:

MultiHead(Q; K ; V ) = Concat(head1; : : : ; headh)W O; (2.9)

where each head headi is an attention function:

headi = Attention(QW Q
i ; KW K

i ; VW V
i ) (2.10)

and W Q
i ; W K

i ; W V
i ; W O are learned projection matrices. These projection matrices are

the primary trainable parameters in the Multi-Head Self-Attention sub-layer.
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After the multi-head attention sub-layer, the output is passed through Position-Wise

Feed-Forward Networks , which consists of two linear transformations with a ReLU acti-

vation in between:

FFN(x) = max(0 ; xW 1 + b1)W 2 + b2: (2.11)

Both sub-layers in the encoder block are followed by a residual connection and layer

normalization:

Output = LayerNorm(x + SubLayer(x)) : (2.12)

Here, x is the input to the sub-layer, and SubLayer(x) is the output from the multi-head

attention or feed-forward sub-layer.

Self-Attention Mechanism

The self-attention mechanism weighs the importance of different elements in an input

sequence when constructing representations using attention scores. This mechanism is

particularly effective for capturing long-range dependencies and context within the data.

[1]

The process begins by computing three different vectors for each input embedding in the

sequence: Query (Q), Key (K ), and Value (V ). These vectors are obtained through

learned linear transformations applied to the input embeddings X :

Q = XW Q; K = XW K ; V = XW V ; (2.13)

where W Q , W K , and W V are trainable weight matrices.

The attention scores are calculated by taking the dot product of the query vector with all

key vectors, scaling by the dimension of the key vectors (dk ), and applying the softmax

function to obtain the attention weights, causing them to sum to one and be interpretable

as probabilities:

Attention(Q; K ; V ) = softmax

�
QK T

p
dk

�
V : (2.14)
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The scaled dot-product attention is computed multiple times in parallel within the multi-

head attention mechanism. Each parallel computation, referred to as a head, uses differ-

ent learned projections for Q, K , and V :

headi = Attention(QW Q
i ; KW K

i ; VW V
i ); (2.15)

where i indexes the different heads, and W Q
i , W K

i , W V
i are the trainable projection

matrices for each head. The outputs of these attention heads are concatenated and

linearly transformed to produce the �nal output:

MultiHead(Q; K ; V ) = Concat(head1; : : : ; headh)W O; (2.16)

where W O is a trainable weight matrix.

Feed-Forward Network

The Feed-Forward Network (FFN) processes each position in the input sequence inde-

pendently, enhancing the model's ability to capture complex patterns and relationships in

the data. After the self-attention mechanism, the FFN further transforms the data through

a series of non-linear operations. [1]

The FFN in transformers consists of two linear layers with a ReLU activation function in

between. The �rst linear layer projects the input into a higher-dimensional space, often ex-

panding the dimensionality by a factor of 4. The ReLU activation introduces non-linearity,

allowing the model to capture more complex relationships. The second linear layer then

projects the data back to its original dimension. This two-step process enhances the

model's expressiveness and capacity to learn intricate patterns within the data.

Mathematically, for an input x , the FFN is de�ned as:

FFN(x) = max(0 ; xW 1 + b1)W 2 + b2; (2.17)

where W 1 and W 2 are learned weight matrices, and b1 and b2 are learned bias vectors.

The FFN is applied independently to each position in the sequence, meaning it processes

each input embedding separately, which helps maintain the independence of token rep-

resentations.
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Layer Normalization

Layer normalization is a technique used to stabilize and accelerate the training of deep

neural networks. It works by normalizing the inputs across the features for each data

point, ensuring that the mean and variance of the inputs remain consistent. This nor-

malization process helps to mitigate issues related to internal covariate shift, where the

distribution of inputs to a layer changes during training. [19]

In the context of Vision Transformers and other transformer-based architectures, layer

normalization is applied after the multi-head self-attention and feed-forward sub-layers

within each encoder block. [1, 4]

Mathematically, layer normalization for an input x is de�ned as follows:

LayerNorm(x) =
x � �
� + �

� 
 + �; (2.18)

where � is the mean of the input, � is the standard deviation, � is a small constant added

for numerical stability, 
 is a learned scale parameter, and � is a learned shift parameter.

These learned parameters 
 and � allow the layer normalization process to adapt to

different inputs and retain the expressive power of the network.

Layer normalization differs from batch normalization, which normalizes across the batch

dimension and is sensitive to the size of the mini-batch. Instead, layer normalization

normalizes across the features for each individual data point, making it more suitable for

transformer architectures where the batch size may vary or be small.

2.2 Evaluation Metrics

Evaluating neural networks is essential for assessing their effectiveness and ensuring

their robustness in practical applications. Evaluation helps identify potential issues such

as over�tting or under�tting by systematically measuring the network's performance. [16]

For classi�cation tasks, metrics such as accuracy, precision, recall, and the F1 score

are used to evaluate how well the network categorizes images into prede�ned classes.

Each metric serves a different purpose and provides unique insights into the model's

performance.
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Accuracy measures the overall correctness of the model and is de�ned as the ratio of

correctly predicted instances to the total instances:

Accuracy =
TP + TN

TP + TN + FP + FN
; (2.19)

where TP (True Positives) and TN (True Negatives) are the numbers of correctly pre-

dicted positive and negative instances, respectively, while FP (False Positives) and FN

(False Negatives) are the numbers of incorrectly predicted instances. Accuracy is useful

for providing a general sense of how well the model is performing, but it can be misleading

in cases of imbalanced datasets where one class is more frequent than the others.

Precision indicates the proportion of correctly predicted positive instances out of the total

predicted positives and is calculated as:

Precision =
TP

TP + FP
: (2.20)

Precision is particularly useful in scenarios where the cost of false positives is high. For

example, in spam detection, high precision means that fewer non-spam emails are incor-

rectly classi�ed as spam.

Recall (also known as Sensitivity or True Positive Rate) measures the proportion of cor-

rectly predicted positive instances out of the actual positives:

Recall =
TP

TP + FN
: (2.21)

Recall is important in situations where the cost of false negatives is high. For instance,

in medical diagnosis, a high recall ensures that most actual positive cases (e.g., patients

with a disease) are correctly identi�ed.

The F1 Score is the harmonic mean of precision and recall, providing a single metric that

balances both concerns:

F1 Score = 2 �
Precision � Recall

Precision + Recall
: (2.22)

The F1 Score is particularly useful when you need to balance precision and recall and

have an uneven class distribution. It provides a more comprehensive evaluation of the

model's performance in such scenarios.
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2.3 Loss Functions

Loss functions are fundamental to training neural networks, as they measure the error

between the predicted outputs and the true labels. For classi�cation tasks, loss func-

tions direct the network to adjust its parameters during training, helping it learn to assign

higher probabilities to the correct classes while minimizing errors. Below are commonly

used loss functions for classi�cation tasks, along with their mathematical formulations and

applications.

Categorical Cross-Entropy Loss is widely used for multi-class classi�cation problems.

This loss measures the dissimilarity between the true class labels and the predicted prob-

abilities for each class. It is minimized when the predicted probability for the correct class

approaches 1. The function is de�ned as

L(� ) = �
1
N

NX

i =1

KX

k=1

yi;k log(ŷi;k ); (2.23)

where N represents the total number of training examples, K is the number of classes,

yi;k is a binary indicator that equals 1 if the i -th example belongs to class k (0 otherwise),

and ŷi;k is the predicted probability for the i -th example belonging to class k. This loss is

used in tasks such as image classi�cation and natural language processing, where each

instance belongs to a single class.

For binary classi�cation tasks, Binary Cross-Entropy Loss is employed. It quanti�es

the error between the predicted probabilities and the true binary labels. This function is

de�ned as

L(� ) = �
1
N

NX

i =1

[yi log(ŷi ) + (1 � yi ) log(1 � ŷi )] ; (2.24)

where yi is the true label for the i -th example (0 or 1), and ŷi is the predicted probability

of the positive class for the i -th example. Binary Cross-Entropy Loss is commonly used in

applications such as spam detection and medical diagnosis, where the output is binary.

2.4 Parameter Optimization

Training a neural network involves optimizing its trainable parameters through iterative

adjustments based on the input data and target outputs. The primary goal is to minimize

the loss function: the error between the predicted and actual values, resulting in a model

that effectively represents the data. [16]
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Parameter initialization

Neural network models require proper initialization to set starting values for its param-

eters, ensuring an effective beginning for the learning process. Improper initialization

can lead to symmetry among neurons, causing them to learn the same features, which

prevents the network from learning effectively and results in poor performance. Key ini-

tialization methods include random initialization, where weights are set to small random

values to maintain balanced weight updates during training. He initialization adjusts initial

weights based on the type of activation functions to ensure stable learning [20]. Xavier

initialization scales weights to maintain variance, making it suitable for sigmoid and tanh

activations [21]. Additionally, pre-trained weights leverage knowledge from existing mod-

els, often trained with different datasets, through transfer learning [22]. These different

initialization methods impact the weight optimization process by affecting how quickly and

accurately the model learns.

Learning Rate

Learning rate de�nes the amount that parameters are changed during a training step.

If the learning rate is too high, the model may overshoot the minimum loss and fail to

converge. Conversely, if the learning rate is too low, the model may converge very slowly

or get stuck in local minima [16]. Adaptive methods like Adam dynamically adjust the

learning rate for each parameter, helping to improve convergence [23].

Gradient Descent

Gradient Descent is a popular optimization algorithm used to update the weights of a

neural network. The algorithm works by calculating how much the difference between the

predicted and actual values changes as the weights change. This calculation, known as

the gradient r � L(� ), tells the direction and rate of change.

The process of computing these gradients is part of backpropagation, a key algorithm

for training neural networks. Backpropagation computes the gradient of the loss function

with respect to each trainable parameter in the network, starting from the output layer and

working backwards through the network. This allows the network to adjust the weights in

the direction that minimizes the loss.

Mathematically, the gradient for each parameter � is calculated as:

r � L(� ) =
@L
@�

: (2.25)
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Once all the gradients are computed, the parameters are updated simultaneously in the

opposite direction of the gradients to reduce the loss:

�  � � � r � L(� ); (2.26)

where � is the learning rate, which controls the size of the weight updates.

Several variants of gradient descent exist, including Stochastic Gradient Descent (SGD),

which updates weights based on a single training example at each iteration [24]; Mini-

batch Gradient Descent, which updates weights based on a small batch of training ex-

amples at each iteration [25]; Batch Gradient Descent [16], which updates weights based

on the entire training dataset at each iteration; and adaptive methods like Adam [23] and

RMSprop, which adjust the learning rate during training to improve convergence [26].

Regularization

Regularization techniques, such as L1 and L2 regularization, are used to prevent over-

�tting by adding a penalty to the loss function for large weights. This helps to constrain

the model complexity and improve its generalization to unseen data [27]. The regularized

loss function with L2 regularization can be written as

L(� ) =
1
N

NX

i =1

(yi � ŷi )
2 + �

X

j

� 2
j ; (2.27)

where � is the regularization parameter.

Batch size

The batch size, which is the number of training examples used in one iteration of gradient

descent, also affects the learning process. Smaller batch sizes lead to noisier updates

but can help the model escape local minima, while larger batch sizes provide more stable

and accurate estimates of the gradient. [28]
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3. RELEVANT FOUNDATIONAL MODELS,

ARCHITECTURES AND DATASETS

The foundations of neural networks began with the McCulloch-Pitts neuron (1943), which

modeled simple binary logic [12]. The Rosenblatt perceptron (1958) extended this by

learning to classify linearly separable data [13]. The development of Multi-Layer Percep-

trons in the 1980s introduced multi-layer networks capable of learning non-linear patterns

[14].

Continuing from the early development of MLPs, the evolution of neural networks for

computer vision from LeNet-5 to today has been marked by signi�cant advancements in

architecture, training techniques, and application domains. LeNet-5, proposed by LeCun

et al. in 1998, laid the foundation for modern CNNs by introducing concepts such as

convolutional layers and pooling layers. However, LeNet-5 was relatively shallow and

thus was limited to simple pattern recognition.[15]

In the early 2010s, the ImageNet Large Scale Visual Recognition Challenge (ILSVRC)

spurred the development of deeper and more sophisticated CNN architectures. The

breakthrough moment came with the introduction of AlexNet by Krizhevsky et al. in 2012,

which featured eight layers and achieved a signi�cant reduction in error rates on the Ima-

geNet dataset. AlexNet popularized the use of deep CNNs for computer vision tasks and

demonstrated the importance of depth in neural network architectures. [6]

Subsequent years saw the emergence of even deeper architectures such as VGGNet,

GoogLeNet, and ResNet. VGGNet, proposed by Simonyan and Zisserman in 2014, show-

cased the effectiveness of stacking small convolutional �lters to increase representational

capacity [8]. GoogLeNet, introduced by Szegedy et al. in 2014, introduced the concept of

inception modules, which enabled ef�cient use of computational resources by incorporat-

ing parallel convolutional pathways of different sizes [29]. ResNet, proposed by He et al.

in 2015, introduced skip connections to address the vanishing gradient problem, allowing

for the training of extremely deep networks with over a hundred layers [7].

In recent years, attention mechanisms, transformer architectures, and self-supervised

learning techniques have gained prominence in computer vision research. Attention

mechanisms, initially developed for natural language processing tasks [1], have been
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adapted to vision tasks to enable models to focus on relevant parts of the input. Trans-

former architectures, such as Vision Transformer, have shown promising results by apply-

ing self-attention mechanisms directly to image patches without relying on convolutional

layers [4].

3.1 Early Developments in Neural Networks

Perceptron (1958)

The Perceptron was initially conceptualized by Warren McCulloch and Walter Pitts in 1943

as a mathematical model of a biological neuron, also known as McCulloch-Pitts Percep-

tron [12]. Later, Frank Rosenblatt expanded on this concept and introduced the Percep-

tron as an algorithm for supervised learning of binary classi�ers in 1958. The Perceptron

consists of a single layer of neurons, where each neuron applies a step activation function

to a weighted sum of its inputs, thus being a linear classi�er. [13]

Popularisation of MLP (1986)

The Multilayer Perceptron, a class of fully-connected feedforward arti�cial neural net-

works, is often regarded as one of the �rst practical learning network models using back-

propagation. Although the foundational concepts of MLPs date back to early work on

perceptrons in the 1950s and 1960s, the MLP as we know it was popularized in 1986 by

Rumelhart, Hinton, and Williams. [14]

An MLP consists of at least three layers of nodes: an input layer, one or more hidden

layers, and an output layer. Each node, except for the input nodes, is a neuron that uses

a non-linear activation function. Thus, a MLP with one or more hidden layers is considered

as a neural network.

LeNet-5 (1998)

LeNet-5, a �ve-layer convolutional neural network developed by LeCun et al. in 1998, is

the �rst publicly known convolutional neural network with practical applications for vision

tasks. The work on LeNet begun in 1989. [30]

Trained with the Modi�ed National Institute of Standards and Technology Database (MNIST)

dataset, LeNet-5 comprises three convolutional layers followed by average pooling layers,

which perform downsampling to reduce the dimensionality of the feature maps. These

layers are then followed by two fully connected layers for classi�cation decisions based

on the feature maps. The hyperbolic tangent function (tanh) is used to introduce non-

linearity in the model. Backpropagation is used for parameter optimization during the
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training process. [15] The architecture of LeNet-5 is illustrated in Figure 3.1.

Figure 3.1. LeNet-5 Architecture [15]. © 1998 IEEE. Reprinted with permission.

3.2 Modern Neural Network Architectures for Computer Vision

ResNet (2015)

Residual Network (ResNet), proposed by He et al. in the paper "Deep Residual Learn-

ing for Image Recognition" in 2015, is a deep convolutional neural network architecture

that effectively trains very deep networks by mitigating vanishing and exploding gradient

problems. Upon its release, ResNet outperformed existing models on key benchmarks,

including the ImageNet Large Scale Visual Recognition Challenge [31] and Common Ob-

jects in Context (COCO) object detection [32] tasks. [7]

In traditional deep neural networks, increasing the number of layers often leads to vanish-

ing or exploding gradients, causing slow convergence or instability during training. ResNet

addresses these issues by introducing skip connections, also known as residual connec-

tions.

Skip Connections allow the input of a layer to bypass one or more layers and be added

directly to the output of a subsequent layer. This approach creates shortcut paths for the

gradient to �ow more directly through the network, facilitating more stable and ef�cient

training of deeper networks.

Instead of each layer learning an unreferenced function H (x), ResNet layers learn a

residual function F (x) = H (x)� x. The original function thus becomes H (x) = F (x)+ x.

This reformulation simpli�es the learning task, as the network now focuses on learning

residuals (i.e., changes or differences from the input) rather than direct mappings.

y = F (x; f Wi g) + x; (3.1)

where F (x; f Wi g) is the residual function to be learned.
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Residual Blocks are the building block of ResNet. A typical residual block consists of a

few convolutional layers with a skip connection that adds the input directly to the output

of these layers, as shown in Figure 3.2.

Figure 3.2. Residual block in a ResNet architecture [7]

Several variants of ResNet are introduced in the paper. The paper presents various archi-

tectures with differing depths, including ResNet-18, ResNet-34, ResNet-50, ResNet-101,

and ResNet-152. Shallower models like ResNet-18 and ResNet-34 are suited for sim-

pler tasks and lower computational demands, while deeper models such as ResNet-50,

ResNet-101, and ResNet-152 enhance performance on complex tasks like large-scale

image recognition. Increasing the number of layers generally improves the network's ca-

pacity for feature extraction but also increases computational requirements and training

complexity.
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Transformers (2017)

The Transformer architecture, introduced by Vaswani et al. in 2017, represents a signif-

icant advancement in neural networks for natural language processing by using a self-

attention mechanism. This mechanism enables the model to evaluate the importance

of each word in a sequence relative to others, capturing long-range dependencies. The

Transformer architecture is illustrated in Figure 3.3. [1]

Figure 3.3. Overview of the Transformer architecture, highlighting the encoder-decoder
structure and the �ow of information through self-attention and feed-forward layers [1]

The Transformer comprises an encoder-decoder structure, with both components fea-

turing identical layers that include self-attention and feed-forward neural networks. Self-

attention allows each word to attend to every other word by computing attention scores

using query, key, and value vectors. Multi-head attention improves this by running several

self-attention mechanisms in parallel, each focusing on different aspects of the sequence.



22

Positional encoding is added to the input embeddings to incorporate information about

word positions, as the Transformer processes sequences in parallel. Each layer also con-

tains feed-forward networks with two linear transformations separated by a ReLU activa-

tion. Layer normalization and residual connections further stabilize training and improve

gradient �ow.

Vision Transformer (2020)

Vision Transformers, introduced by Dosovitskiy et al. in 2020, present a novel approach to

image analysis by leveraging the Transformer architecture, originally designed for natural

language processing. Unlike traditional CNNs, pure Vision Transformers rely solely on

self-attention mechanisms to model relationships within an image, capturing both global

and local dependencies. Figure 3.4 presents the architecture of the Vision Transformer.

[4]

Figure 3.4. Overview of the Vision Transformer architecture, illustrating the division of
images into patches and their processing through self-attention mechanisms [4]

In Vision Transformers, images are split into �xed-size patches, such as 16x16 pixels,

which are then �attened into vectors. These vectors are linearly embedded and com-

bined with positional encodings to retain spatial information. The sequence of patch em-

beddings is input into the Transformer model, where self-attention mechanisms allow the

model to evaluate relationships between different patches.

The model uses a multi-head attention mechanism to perform multiple self-attention op-

erations in parallel, capturing relationships between image patches. This is followed by

feed-forward networks with ReLU activation to introduce non-linearity. Positional encod-

ings are added to the input embeddings to maintain spatial relationships within the image,

despite the model's parallel processing.
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3.3 Datasets

Datasets are fundamental for training and evaluating neural network models. Key vari-

ables in image datasets include image size, which affects computational requirements

and model complexity; image channels, typically RGB (Red, Blue, Green) but sometimes

grayscale or multi-spectral, determining the depth of the input tensor; the number of im-

ages, with larger datasets offering robust learning while smaller datasets allow for rapid

experimentation; and the number of classes. [6, 16]

In supervised learning, datasets come with labels, positional information or other informa-

tion that provide the ground truth for each image, enabling models to learn the mapping

from inputs to outputs. These labels can be class labels for classi�cation tasks or bound-

ing boxes and masks for object detection and segmentation tasks. In contrast, unsuper-

vised learning relies on datasets without labels, requiring models to identify patterns and

structures within the data independently. Semi-supervised and self-supervised learning

approaches utilize a combination of labeled and unlabeled data, or derive labels from the

data itself.

Throughout the history of computer vision, several datasets have advanced the �eld.

Introduced in the late 1990s, the MNIST dataset consists of 70,000 handwritten digit im-

ages and served as one of the earliest benchmarks for image classi�cation algorithms

[15]. In 2009, the CIFAR-10 and CIFAR-100 datasets were released, presenting 60,000

32x32 color images categorized into 10 and 100 classes, respectively, and becoming es-

sential for developing and testing convolutional neural networks [10]. That same year,

ImageNet was introduced, offering over 14 million images across more than 20,000 cat-

egories [33], and marking a signi�cant milestone in the �eld. ImageNet's scale and diver-

sity facilitated the development of deep learning models, leading to breakthroughs such

as AlexNet, which won the 2012 ImageNet Large Scale Visual Recognition Challenge [6].

In 2014, the COCO dataset was released, providing detailed annotations for object detec-

tion, segmentation, and image captioning across 330,000 images, thus pushing the limits

of models to understand and describe complex scenes [32]. Lastly, introduced in 2017,

the ADE20K dataset offered pixel-level annotations for over 20,000 images, emphasizing

semantic segmentation and �ne-grained scene understanding [34].

As the experimental setup involves CIFAR-10 and TinyImageNet, these datasets are in-

troduced in more detail.

CIFAR-10

The CIFAR-10 dataset, created by Alex Krizhevsky, Vinod Nair, and Geoffrey Hinton in

2009, is a widely used benchmark dataset in the �eld of computer vision. It was devel-

oped as part of their research at the University of Toronto to advance the study of image

classi�cation algorithms. The dataset comprises 60,000 color images, each with a size
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of 32x32 pixels, divided into 10 classes representing common objects such as airplanes,

cars, birds, cats, deer, dogs, frogs, horses, ships, and trucks. The dataset is split into

50,000 training images and 10,000 testing images, ensuring a balanced distribution of

6,000 images per class. Each image is annotated with a single class label, making it a

straightforward task for supervised learning algorithms. A sample of images from CIFAR-

10 is shown in Figure 3.5.

Figure 3.5. Example images from the CIFAR-10 dataset, one image for each category.

CIFAR-10 is often used for evaluating the performance of image classi�cation models due

to its manageable size and the diversity of the images it contains. Despite its relatively

small image size, CIFAR-10 poses signi�cant challenges in terms of object recognition

and classi�cation, providing a rigorous test for both traditional machine learning meth-

ods and modern deep learning models. The dataset has been widely adopted by the

research community, serving as a standard benchmark in numerous academic papers

and competitions.

TinyImageNet

TinyImageNet, a scaled-down version of the ImageNet dataset, was created for the Stan-

ford University CS231N course on Convolutional Neural Networks for Visual Recognition

[35]. It contains 200 classes, each with 500 training images and 50 validation images,

resulting in a total of 100,000 training images and 10,000 validation images. Each image

is resized to 64x64 pixels, making the dataset more manageable than the full ImageNet

dataset while still presenting a signi�cant challenge for image classi�cation tasks. The

images in TinyImageNet are annotated with bounding boxes and class labels, providing

information for tasks such as supervised object detection and image classi�cation. [36] A

sample of images from the TinyImageNet dataset is shown in Figure 3.6.
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Figure 3.6. Example images from the TinyImageNet dataset, showcasing ten images
from different object categories.

The dataset was designed to facilitate the study and evaluation of algorithms under more

constrained computational resources, without sacri�cing the complexity and diversity of

the data. The relatively large number of classes in TinyImageNet, compared to CIFAR-10,

makes it an excellent dataset for testing the scalability and robustness of image classi�-

cation models.
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4. DATA EFFICIENCY COMPARISON OF RESNET-18

AND VISION TRANSFORMER

This chapter provides a structured analysis of the learning ef�ciency and performance

of ResNet-18 and Vision Transformer models, using an experimental design followed by

subsequent analysis.

The �rst section outlines the experimental setup, detailing the procedures for training the

models on subsets of the CIFAR-10 and TinyImageNet datasets. Each model is paired

with a corresponding model from the other architecture, trained under identical conditions.

The second section presents the training time and hardware speci�cations used for the

experiments.

The third section provides the metrics obtained from the experiments and performs a

comparative analysis of the models across architectures. Training and validation accuracy

and loss are analyzed.

4.1 Experimental Setup

The experiments follow an experimental setup, providing comparable metrics for ResNet-

18 and Vision Transformer architectures under varying training data conditions. Two

benchmark datasets are selected: CIFAR-10 and TinyImageNet, with classi�cation as

the task type. The complete code for the experimental setup can be found in [37].

Architectures

The Vision Transformer uses 4x4 pixel patches for CIFAR-10 and 8x8 pixel patches for

TinyImageNet, resulting in 64 patches per image for both datasets. It is designed with

an embedding dimension of 256, a hidden dimension of 512, 8 attention heads, and 6

transformer layers. The implementation is mainly as in [38].

ResNet-18 architecture is de�ned as it is in [39].

The number of trainable parameters for each architecture and dataset combination is

summarized in Table 4.1. As observed, there is a small difference in the number of pa-

rameters between datasets. This discrepancy arises from the varying number of classes
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in CIFAR-10 and TinyImageNet, which affects the size of the classi�cation head.

Dataset ViT Parameters ResNet-18 Parameters

CIFAR-10 3,195,146 11,181,642

TinyImageNet 3,280,840 11,279,112

Table 4.1. Number of trainable parameters for ViT and ResNet-18 models across CIFAR-
10 and TinyImageNet datasets.

Datasets

Two benchmark datasets are used: CIFAR-10 and TinyImageNet. CIFAR-10 comprises

60,000 32x32 pixel RGB images across 10 classes, while TinyImageNet includes 100,000

64x64 pixel RGB images across 200 classes. Subset sizes used for training the models

is shown in Table 4.2. Three identical models are trained for each dataset ratio and

architecture.

Sampleset /
Ratio

0.01 0.02 0.03 0.05 0.075 0.1 0.15 0.2 0.25 0.4 0.6 0.8 1.0

Training Samples
(TinyImageNet)

1,000 2,000 3,000 5,000 7,500 10,000 15,000 20,000 25,000 40,000 60,000 80,000 100,000

Training Samples
(CIFAR-10)

500 1,000 1,500 2,500 3,750 5,000 7,500 10,000 12,500 20,000 30,000 40,000 50,000

Table 4.2. Training sample sizes for different subset ratios of TinyImageNet and CIFAR-
10 datasets

Preprocessing

The CIFAR-10 and TinyImageNet datasets are preprocessed to improve model general-

ization. This preprocessing includes normalization to standardize pixel values and data

augmentation techniques. Normalization parameters for each dataset are provided in

Table 4.3, where the values represent the mean and standard deviation calculated sepa-

rately for each of the three color channels (RGB).

Dataset Mean Standard Deviation

TinyImageNet [0.485, 0.456, 0.406] [0.229, 0.224, 0.225]

CIFAR-10 [0.4914, 0.4822, 0.4465] [0.2023, 0.1994, 0.2010]

Table 4.3. Normalization parameters used for TinyImageNet and CIFAR-10 datasets
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For TinyImageNet, the preprocessing pipeline includes random resized cropping, horizon-

tal �ipping, and normalization. The image size is randomly resized to a range of 64x64

pixels, with a scale between 0.8 and 1.0, followed by a random horizontal �ip. These

augmentations are applied during training to encourage the model to learn robust fea-

tures. For CIFAR-10, random cropping with padding and horizontal �ipping are similarly

applied to the training images. Speci�cally, the images are padded with 4 pixels on all

sides before being randomly cropped back to 32x32 pixels. This technique introduces

spatial variation, helping the model focus on different parts of the image.

Training

Models are trained separately on each dataset and subset size. Consistent training pa-

rameters are applied across experiments. The initial learning rate is set to 3 � 10� 4, with

a learning rate schedule that reduces the rate by a factor of 10 at epochs 100 and 150.

The total number of epochs is 180. The batch size is set to 128 or lower if the number of

samples is less than 128. The training process is designed to evaluate how each model

adapts to varying amounts of data.

Evaluation

During training, the models are evaluated on both the training and validation sets using

cross-entropy loss and accuracy. These metrics are logged at each training step.

4.2 Hardware and Training Time

Models were trained on the Narvi cluster using different hardware con�gurations for three

identical training setups. Hardware con�gurations are shown in Table 4.4.

Seed CPU GPU

42 Intel(R) Xeon(R) Silver 4214 CPU @ 2.20GHz 4x Tesla V100-PCIE-16GB

43 Intel(R) Xeon(R) CPU E5-2640 v4 @ 2.40GHz 4x Tesla P100-PCIE-12GB

44 Intel(R) Xeon(R) Silver 4214 CPU @ 2.20GHz 4x Tesla V100-PCIE-32GB

Table 4.4. Hardware con�gurations used for the training experiments. The seed val-
ues represent unique training runs, while the CPUs and GPUs denote the corresponding
hardware con�guration for each run.

Figure 4.1 illustrates the training times for ResNet-18 and Vision Transformer models on

CIFAR-10 and TinyImageNet datasets across various dataset ratios. Points are distin-

guished by marker shape based on hardware con�guration, and the colors represent the

model architecture. Upper lines are models trained on the more complex dataset TinyIm-

ageNet, while the lower ones are for CIFAR-10.
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Figure 4.1. Training time as a function of dataset ratio for each architecture/dataset com-
bination. Upper is TinyImageNet, lower is CIFAR-10

The training times for both architectures on TinyImageNet are comparable. However, on

CIFAR-10, a noticeable difference is observed, with Vision Transformer models requiring

slightly more time to train than ResNet-18. Despite this, the number of trainable param-

eters in ResNet-18 (~11 million) is signi�cantly larger than that in the Vision Transformer

(~3.2 million).

4.3 Performance results on CIFAR-10 and TinyImageNet

This section presents the results and analysis of models trained on the ResNet-18 and Vi-

sion Transformer architectures, focusing on their performance metrics and observations.

The performance of each architecture-dataset combination is �rst examined individu-

ally, with both qualitative observations and quantitative metrics highlighted. Next, mod-

els trained on identical data are compared, emphasizing differences in performance at-

tributable to architecture. Finally, a broader qualitative and quantitative review of trends

across all results is provided.

All plots shown are an average of three identical experiments with different random seed.

Tables show individual results for individual experiments.
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4.3.1 Performance Metrics

The results for the four architecture-dataset combinations are summarized below, with

training and validation accuracy and loss observed across epochs and dataset sizes.

Each combination is analyzed using a consistent structure to ensure clarity.

ResNet-18 / CIFAR-10

Figure 4.2 provides an overview of the performance metrics of ResNet-18 models trained

on the CIFAR-10 dataset.

Validation
Accuracy Validation Loss Training Accuracy Training Loss

Figure 4.2. Surface plot of training and validation accuracy and loss of ResNet-18 on
CIFAR-10 across different dataset subset sizes.

The same results are plotted as two-dimensional graphs, as shown in Figures 4.3 and

4.4.

Validation Accuracy Validation Loss

Figure 4.3. Two-dimensional plot of validation accuracy and loss of ResNet-18 on CIFAR-
10 across different dataset subset sizes.
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Training Accuracy Training Loss

Figure 4.4. Two-dimensional plot of training accuracy and loss of ResNet-18 on CIFAR-
10 across different dataset subset sizes.

Metrics in Numerical Form

The key performance metrics for the ResNet-18 model on CIFAR-10, observed over the

course of training, are summarized in Table 4.5. Note that for a dataset ratio of 0.01, the

amount of training data is insuf�cient for effective model training.

Metric / Dataset Ratio 0.01 0.02 0.03 0.05 0.075 0.1 0.15 0.2 0.25 0.4 0.6 0.8 1.0

Val Acc (S42) -inf 0.43 0.47 0.52 0.56 0.59 0.63 0.67 0.70 0.75 0.78 0.81 0.83

Val Acc (S43) -inf 0.43 0.45 0.50 0.55 0.58 0.63 0.67 0.69 0.74 0.78 0.81 0.83

Val Acc (S44) -inf 0.41 0.45 0.50 0.54 0.58 0.63 0.66 0.69 0.75 0.78 0.81 0.83

Epoch (Val Acc) (S42) nan 173 164 138 173 171 138 144 145 131 125 167 127

Epoch (Val Acc) (S43) nan 148 129 179 128 171 150 171 146 154 175 144 172

Epoch (Val Acc) (S44) nan 90 128 141 118 130 168 164 133 167 158 128 127

Val Loss (S42) inf 1.74 1.71 1.59 1.47 1.38 1.25 1.13 1.07 0.92 0.80 0.71 0.64

Val Loss (S43) inf 1.84 1.74 1.62 1.48 1.40 1.25 1.16 1.07 0.93 0.79 0.70 0.64

Val Loss (S44) inf 1.78 1.73 1.58 1.46 1.40 1.24 1.14 1.05 0.89 0.79 0.71 0.64

Epoch (Val Loss) (S42) nan 40 26 19 20 24 19 25 26 37 29 31 26

Epoch (Val Loss) (S43) nan 42 29 28 18 23 29 27 25 27 27 31 28

Epoch (Val Loss) (S44) nan 34 25 24 22 20 22 34 28 27 26 32 26

Train Acc (S42) -inf 0.91 0.98 0.99 1.00 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Train Acc (S43) -inf 0.91 0.98 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Train Acc (S44) -inf 0.91 0.97 0.99 0.99 0.99 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Epoch (Train Acc) (S42) nan 165 175 170 172 171 179 170 178 179 165 175 168

Epoch (Train Acc) (S43) nan 165 144 175 169 167 173 173 167 174 160 176 169

Epoch (Train Acc) (S44) nan 143 172 165 170 179 179 168 160 179 178 167 168

Train Loss (S42) inf 0.33 0.12 0.05 0.03 0.03 0.02 0.02 0.02 0.02 0.02 0.01 0.01

Train Loss (S43) inf 0.31 0.11 0.06 0.03 0.03 0.03 0.02 0.02 0.02 0.01 0.01 0.01

Train Loss (S44) inf 0.33 0.12 0.06 0.03 0.03 0.02 0.02 0.02 0.01 0.01 0.01 0.01

Epoch (Train Loss) (S42) nan 165 175 160 157 171 170 168 178 179 168 175 168

Epoch (Train Loss) (S43) nan 150 151 162 169 171 163 173 167 174 175 176 178

Epoch (Train Loss) (S44) nan 151 172 171 171 179 171 168 172 179 168 176 168

Table 4.5. Best training and validation metrics for different subset ratios of the CIFAR-10
dataset with ResNet-18, evaluated across multiple random seeds, along with the epoch
at which the best metrics were recorded.
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Observations

For ResNet-18 trained on CIFAR-10, validation accuracy increases steadily and saturates

early, typically around epoch 25 under the initial learning rate schedule. A substantial im-

provement occurs at epoch 100 when the learning rate is reduced by a factor of 10,

particularly for models trained with higher dataset ratios. Following this adjustment, vali-

dation accuracy stabilizes, indicating convergence near a local optimum. The subsequent

reduction in learning rate at epoch 150 has no discernible impact, suggesting diminishing

returns from further optimization.

Validation loss exhibits an early peak, around epoch 25, with models trained on very low

dataset ratios peaking slightly later. After this peak, validation loss increases gradually, in-

dicative of overgeneralization to the training data. Although a slight decrease in validation

loss is observed at epoch 100 following the learning rate reduction, the earlier minimum

is not reached, reinforcing evidence of over�tting.

Training accuracy increases rapidly and approaches 1.0 shortly after epoch 100, with

training loss converging toward zero. Models trained on higher dataset ratios demonstrate

ef�cient over�tting, while those trained on very low dataset ratios, such as 0.02, exhibit

incomplete over�tting. This may suggest that the limited data size constrains the model's

capacity to fully adapt to the training set or that the dynamics of generalization differ

signi�cantly at such low dataset ratios.

Vision Transformer / CIFAR-10

Figure 4.14 presents an overview of the performance metrics of the Vision Transformer

models trained on the CIFAR-10 dataset.

Validation
Accuracy Validation Loss Training Accuracy Training Loss

Figure 4.5. Surface plot of training and validation accuracy and loss of Vision Transformer
on CIFAR-10 across different dataset subset sizes.

Similarly, the same results are plotted as two-dimensional graphs, as shown in Figures

4.6 and 4.7.
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Validation Accuracy Validation Loss

Figure 4.6. Two-dimensional plot of validation accuracy and loss of ViT on CIFAR-10
across different dataset subset sizes.

Training Accuracy Training Loss

Figure 4.7. Two-dimensional plot of training accuracy and loss of ViT on CIFAR-10 across
different dataset subset sizes.

Metrics in Numerical Form

The key performance metrics for the Vision Transformer model on CIFAR-10, observed

over the course of training, are summarized in Table 4.6. Note that for a dataset ratio of

0.01, the amount of training data is insuf�cient for effective model training.
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Metric / Dataset Ratio 0.01 0.02 0.03 0.05 0.075 0.1 0.15 0.2 0.25 0.4 0.6 0.8 1.0

Val Acc (S42) -inf 0.40 0.47 0.50 0.54 0.56 0.61 0.64 0.65 0.70 0.74 0.77 0.81

Val Acc (S43) -inf 0.40 0.45 0.49 0.54 0.55 0.60 0.63 0.65 0.69 0.74 0.78 0.80

Val Acc (S44) -inf 0.40 0.46 0.51 0.54 0.57 0.60 0.63 0.65 0.70 0.73 0.77 0.81

Epoch (Val Acc) (S42) nan 122 132 137 176 123 108 143 134 108 142 111 159

Epoch (Val Acc) (S43) nan 130 147 78 103 109 140 80 115 102 101 165 142

Epoch (Val Acc) (S44) nan 136 144 115 176 98 107 108 126 105 111 121 159

Val Loss (S42) inf 1.72 1.60 1.49 1.39 1.29 1.18 1.11 1.06 0.94 0.82 0.72 0.66

Val Loss (S43) inf 1.76 1.62 1.50 1.39 1.33 1.21 1.13 1.06 0.94 0.82 0.72 0.66

Val Loss (S44) inf 1.74 1.59 1.48 1.39 1.30 1.19 1.11 1.06 0.93 0.82 0.74 0.66

Epoch (Val Loss) (S42) nan 123 78 80 56 59 81 75 74 61 62 70 76

Epoch (Val Loss) (S43) nan 130 88 78 72 75 68 80 69 74 68 68 68

Epoch (Val Loss) (S44) nan 134 126 87 81 83 62 61 71 66 62 73 76

Train Acc (S42) -inf 0.49 0.58 0.67 0.73 0.75 0.79 0.82 0.85 0.90 0.93 0.95 0.96

Train Acc (S43) -inf 0.51 0.58 0.65 0.72 0.74 0.79 0.83 0.85 0.91 0.93 0.95 0.96

Train Acc (S44) -inf 0.50 0.60 0.65 0.72 0.74 0.79 0.83 0.85 0.91 0.93 0.95 0.96

Epoch (Train Acc) (S42) nan 149 174 167 163 178 152 172 152 153 175 164 178

Epoch (Train Acc) (S43) nan 174 128 142 164 157 163 156 156 179 172 177 175

Epoch (Train Acc) (S44) nan 157 150 160 160 159 171 163 168 174 177 164 178

Train Loss (S42) inf 1.46 1.18 0.97 0.77 0.72 0.58 0.50 0.42 0.27 0.19 0.14 0.11

Train Loss (S43) inf 1.37 1.19 0.99 0.79 0.74 0.58 0.49 0.42 0.27 0.19 0.14 0.12

Train Loss (S44) inf 1.40 1.19 0.98 0.79 0.74 0.60 0.48 0.42 0.27 0.19 0.14 0.11

Epoch (Train Loss) (S42) nan 175 174 160 155 174 172 169 168 153 178 170 178

Epoch (Train Loss) (S43) nan 174 128 142 152 155 156 175 156 179 172 179 176

Epoch (Train Loss) (S44) nan 123 150 177 163 158 162 163 164 177 175 168 178

Table 4.6. Best training and validation metrics for different subset ratios of the CIFAR-10
dataset with Vision Transformer, evaluated across multiple random seeds, along with the
epoch at which the best metrics were recorded.

Observations

For the Vision Transformer trained on CIFAR-10, validation accuracy steadily increases

before saturating between epochs 75 and 100. The learning rate reduction at epoch

100 has a minimal impact on accuracy, with only slight improvements observed. Valida-

tion loss peaks around epoch 75, showing minor improvement following the learning rate

adjustment at epoch 100, but subsequently increases, indicating potential overgeneral-

ization.

Training accuracy reaches approximately 0.96 and does not fully over�t to the training

data, even at later epochs. A similar trend is observed with training loss, that does not

approach zero, suggesting the model's complexity prevents complete memorization of the

dataset. Nevertheless, signs of over�tting are apparent, particularly in the divergence of

training and validation loss trends after epoch 75.

ResNet-18 / TinyImageNet

Figure 4.8 provides an overview of the performance metrics of ResNet-18 models on the

TinyImageNet dataset.
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Validation
Accuracy

Validation Loss Training Accuracy Training Loss

Figure 4.8. Surf plot of training and validation accuracy/loss of ResNet-18 on TinyIma-
geNet across different dataset subset sizes.

The same results are plotted as two-dimensional graphs, as shown in Figures 4.9 and

4.10.

Validation Accuracy Validation Loss

Figure 4.9. Two-dimensional plot of validation accuracy and loss of ResNet-18 on Tiny-
ImageNet across different dataset subset sizes.

Training Accuracy Training Loss

Figure 4.10. Two-dimensional plot of training accuracy and loss of ResNet-18 on TinyIm-
ageNet across different dataset subset sizes.

Metrics in Numerical Form

The key performance metrics for the ResNet-18 model on TinyImageNet, observed over

the course of training, are summarized in Table 4.7. Experiment with random seed 42

and full dataset failed, thus showing no results.
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Metric / Dataset Ratio 0.01 0.02 0.03 0.05 0.075 0.1 0.15 0.2 0.25 0.4 0.6 0.8 1.0

Val Acc (S42) 0.04 0.06 0.08 0.10 0.12 0.14 0.17 0.20 0.22 0.27 0.32 0.36 -inf

Val Acc (S43) 0.04 0.06 0.08 0.10 0.12 0.14 0.18 0.20 0.23 0.27 0.32 0.35 0.38

Val Acc (S44) 0.04 0.06 0.08 0.10 0.12 0.14 0.17 0.21 0.23 0.27 0.32 0.36 0.39

Epoch (Val Acc) (S42) 144 119 128 137 169 146 172 175 178 160 178 170 nan

Epoch (Val Acc) (S43) 148 154 89 145 166 164 162 126 163 163 175 128 175

Epoch (Val Acc) (S44) 124 142 98 174 164 139 139 137 135 111 163 146 177

Val Loss (S42) 5.11 4.97 4.78 4.61 4.43 4.23 4.05 3.81 3.71 3.42 3.23 3.02 inf

Val Loss (S43) 5.14 4.95 4.80 4.59 4.46 4.28 3.98 3.85 3.72 3.47 3.20 3.05 2.88

Val Loss (S44) 5.12 4.96 4.78 4.60 4.40 4.28 4.03 3.83 3.72 3.48 3.16 3.05 2.90

Epoch (Val Loss) (S42) 30 20 13 10 13 10 8 9 7 10 8 11 nan

Epoch (Val Loss) (S43) 25 17 19 12 13 9 11 10 9 12 9 9 9

Epoch (Val Loss) (S44) 33 19 17 14 10 10 11 7 9 11 11 11 11

Train Acc (S42) 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 -inf

Train Acc (S43) 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Train Acc (S44) 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Epoch (Train Acc) (S42) 85 73 149 158 164 176 178 176 162 179 176 174 nan

Epoch (Train Acc) (S43) 84 60 76 127 114 169 136 169 167 176 162 176 177

Epoch (Train Acc) (S44) 80 81 81 108 127 162 165 153 177 177 172 174 167

Train Loss (S42) 0.06 0.02 0.01 0.01 0.01 0.00 0.00 0.00 0.00 0.00 0.01 0.01 inf

Train Loss (S43) 0.06 0.02 0.01 0.01 0.01 0.00 0.00 0.00 0.00 0.00 0.01 0.01 0.01

Train Loss (S44) 0.06 0.02 0.01 0.01 0.01 0.00 0.00 0.00 0.00 0.00 0.01 0.01 0.01

Epoch (Train Loss) (S42) 169 171 156 161 178 173 178 176 169 176 172 174 nan

Epoch (Train Loss) (S43) 169 172 172 156 156 176 176 178 172 176 165 176 176

Epoch (Train Loss) (S44) 172 172 172 173 177 173 176 176 178 177 176 167 177

Table 4.7. Best training and validation metrics for different subset ratios of the TinyIma-
geNet dataset with ResNet-18, evaluated across multiple random seeds, along with the
epoch at which the best metrics were recorded.

Observations

For ResNet-18 trained on TinyImageNet, validation accuracy peaks and saturates rapidly,

around epoch 10. A notable improvement occurs at epoch 100 with the reduction in

learning rate, with the effect being more pronounced for higher dataset ratios. Beyond

this point, validation accuracy stabilizes, re�ecting convergence near a local optimum.

Validation loss follows a similar trend, peaking around epoch 10 and showing a stronger

peak with larger dataset ratios. After the peak, validation loss increases signi�cantly,

indicative of overgeneralization. At epoch 100, the learning rate adjustment results in a

decrease in validation loss, which is more pronounced with higher dataset ratios. Loss

quickly stabilizes after this point.

Training accuracy and loss increase rapidly, saturating by epoch 25. After epoch 100,

the models exhibits near-complete over�tting, with training accuracy approaching 1.0 and

training loss nearing zero, particularly for models trained on larger dataset ratios. This

suggests that the model effectively memorizes the training data when suf�cient informa-

tion is available.
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