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Loop closure detection is a task of recognizing whether a robot or vehicle has returned to a
previously visited location during the traversal. This process helps to correct accumulated errors,
known as drifts, in robot’s position. By doing so, it ensures accurate localization and mapping of
the environment, which are key components of simultaneous localization and mapping (SLAM)
systems. Accordingly, the loop closure systems must yield reliable results, even in challenging
conditions, as errors can harm to overall functionality and safety of the autonomous systems in
real-world applications. Most of the existing research on loop closures focuses on cases involving
changes in appearance or minimal viewpoint variations, where the scenes are observed from very
similar perspectives in the same direction. Only a handful of studies have investigated bi-direc-
tional loop closures, which refers to the ability of the system to recognize a scene even when
observed from the opposite direction. This problem has been relatively underexplored in research
until very recently. The limited research on bi-directional loop closures suggests a need for further
investigation into the topic in order to enhance the performance of loop closure detection task in
such setting.

This work aims to investigate bi-directional loop closures with a particular focus on urban en-
vironments due to their relevance in reflecting the challenges and dynamics of real-world auton-
omous driving systems, while also providing findings for forest and in/outdoor settings. In this
regard, Oxford RobotCar dataset has been utilized for its representation of an urban setting, cap-
turing driving scenarios such as traffic, cars and pedestrians. The utilized approach is based on
two separate Siamese networks, each designed for place recognition and pose regression tasks.
The networks are trained in end-to-end manner using data pairs specifically prepared to support
learning bidirectionality. The results indicated that while the approach was effective for loop clo-
sure detection in non-urban datasets, namely FinnForest and PennCOSYVVIO, its performance
was less satisfactory on urban dataset, and this can be attributed to the increased complexity and
variability of urban environments.

Keywords: Bi-directional, loop closure, place recognition, pose regression, deep learning,
siamese network, urban environment
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1 INTRODUCTION

Loop closure detection, an essential task in simultaneous localization and mapping
(SLAM) systems, refers to the process of recognizing previously visited locations with
the aim of correcting drifts that are accumulated over time. As it is typically performed,
the sensor data captured by the robot or vehicle is intended to match accurately to the
sensor data stored in database. By achieving that, the system can detect loop closures,
and that leads to maintaining a reliable mapping of the environment by correcting accu-
mulated errors in the trajectory. Accumulated errors, known as drifts, introduce a signifi-
cant risk for intelligent systems, in particular, long-term autonomous navigation systems.
Thus, loop closure detection systems must produce as reliable results as possible even
under challenging conditions, such as changes in appearance and viewpoint. The recent
advancements in computer vision, coupled with improved computational resources and
demand for long-term navigation has contributed to exploration of this task in depth by

utilizing various sensors [1].

Much of the recent research on loop closure detection [2,3] focuses on identifying previ-
ously visited locations when the scenes are viewed from very similar perspectives, for
instance, the route is traversed from the same direction. They are referred as uni-direc-
tional loop closures. Such approaches do not account for bidirectionality where the sys-
tem needs to be able to recognize places, even when they are observed from opposite
directions. It is much harder to detect such scenes, considering many objects appear
quite different when they are observed from the opposite direction. Until very recently,
this problem has not been explored much in research. The lack of research on bi-direc-
tional loop closure task demonstrates a significant need to carry out a study on the topic

with the aim of enhancing the task’s performance in such settings.

The goal of this study is to validate the results of an algorithm previously proposed in [4]
for bi-directional loop closure task and investigate its performance on a new dataset.
First, the work involves reproducing original results for consistency, and then exploring
its suitability on Oxford RobotCar dataset [5], which demonstrates the characteristics of
urban settings. As the work was initially tested on forest and indoor environments,
namely FinnForest [6] and PennCOSYVIO[7], adaptability of this algorithm to an urban
setting is worth investigating. Oxford RobotCar dataset provides a complex environment
with dynamic objects, such as pedestrians and cars. Presence of such elements can
alter the scene and complicate the recognition of locations, resulting in unreliable loop

closure detection. Besides, as urban environments offer realistic settings for assessing



loop closure tasks, they are particularly important for autonomous driving systems. For
this purpose, this study aims to examine the algorithm’s robustness in an urban setting
and identify its strengths and limitations to further improve its effectiveness in real-word

applications.

The structure of the thesis is as follows: Section 2 explains the theoretical background
of bi-directional loop closure detection task along with the reviews of the existing re-
search based on the topic. Section 3 describes the algorithm used for loop closure de-
tection. Chapter 4 demonstrates the findings from three datasets. Lastly, Chapter 5
wraps up the main findings, discusses the strengths and limitations of the method, and

provides suggestions for further research.



2 THEORETICAL BACKGROUND

This chapter outlines the main concepts that are required to understand bi-directional
loop closure detection and the methodologies presented in the following chapter. It starts
by covering the overview of loop closure in autonomous vehicles, then proceeds to uni-
directional and bi-directional loop closures, providing the review of the most recent stud-
ies on those tasks. Afterward, the previous methods for re-localization and odometry drift
reduction are examined. Lastly, this chapter is concluded with a discussion on gaps and

challenges in the current research.

2.1 Overview of Loop Closure in Autonomous Vehicles

Loop closure, also referred as the revisiting problem, is a task based on deciding whether
the current sensor data matches with the data that is collected by a robot or vehicle in
earlier visits of the environment [8]. It is an important component of simultaneous locali-
zation and mapping (SLAM) systems, which consist of constructing the map of the envi-
ronment (mapping) and estimating the robot’s location (localization) [9]. By identifying
the previously visited locations, loop closure detection helps to correct accumulated er-
rors, known as drifts, during localization and mapping of the environment, as it is illus-
trated in Figure 2.1. Accumulation of errors can be problematic especially for the long-
term autonomous systems. For that reason, loop closure systems should perform a reli-
able detection, ideally, produce zero false positives and avoid false negatives [1]. False
positives can happen in a case where a loop closure is detected mistakenly, while false
negatives happen when a loop closure is present but remains undetected. If a loop clo-
sure is not detected, and assuming that it should not be, (referred as true negative), the

pose of the current scene is included to the map as a new observation.

Various sensors can be utilized to capture data for loop closure detection task. Examples
of sensors include the following: cameras, light detection and ranging (LiDAR), global
positioning system (GPS) and radar. As the images offer richer visual information, most
of the approaches employ cameras for loop closure task. On the other hand, LiDAR
sensors, which emits laser beams to measure distances of objects around the scene,
are not frequently used due to their high cost [10]. Furthermore, unlike cameras, they do
not provide much information, only the information about the geometry of the scene in
form of 3D point clouds [10]. Nevertheless, the sensor selection depends on the specific

requirements of the task at hand and the conditions of the environment.



Figure 2.1 Visualization of loop closure, obtained from [11]. The trajectory (black
line) and the locations that are previously visited (triangles) are illustrated in the image.
The features (stars) are utilized to detect loop closures. Loop closure detection is suc-
cessful on the left part of the image, however, two features on the right part of the im-
age are not perceived as the same, resulting in drift.

In an occasion where cameras are utilized as sensors, a simple loop closure pipeline
consists of extracting the features from images, then calculating the similarities between
them by utilizing those features and agreeing on a confidence criteria to decide if the
current image matches with any of the images in the database. Even though the loop
closure detection pipelines share similarities with image-retrieval task, as both trying to
find whether the current image can be matched from the images in the database, their
goals differ. Specifically, the database of images for loop closure pipelines includes pre-
viously visited locations. Hence, the aim in such pipelines is to find exact matches to
ensure that the robot has returned to a previously visited location. On the other hand,
image-retrieval tasks focus on finding similarities between images. Rather than identify-
ing a previously visited location, it outputs images that share similar objects or entities
with the query image. Due to this difference, there has been studies on feature extraction

methods from images particularly for loop closure detection pipelines.

Global and local descriptors are commonly used feature descriptors. The earlier one is
derived from extracting distinct features from whole image, whereas the later one relies
on extracting distinct features within the image. Generally, local features are preferred
as the global features are not robust to appearance and viewpoint variations in the envi-
ronment [12]. As a result of the improvements in deep learning in recent years, employing
convolutional neural networks (CNNs) to extract distinct features from images became

popular because of its ability to learn high-level visual features in images [1].

There has been a shift in the current research towards analyzing the performance of loop
closure pipelines in the presence of extreme variations in the environment, which reflects

the realistic scenarios. Ideally, the pipelines should be able to detect loops even in the



presence of changes in appearance, viewpoint, etc. Such variations could occur due to
having different seasons, time of the day, orientation of the robot etc. To ensure long-
term navigation, detection systems that are invariant to such changes still require further

investigation.

Different metrics, such as sum of absolute differences, cosine and Euclidean distance,
are employed to measure the similarity between the extracted features. Global features
capture the visual information in whole image. Direct comparison of features using Eu-
clidean and cosine distance metrics are preferable in such cases. When local features
are used, k-nearest neighbor search (k-NN) is utilized as evidenced in some studies [13,
14]. Briefly, the algorithm returns k images from database which are closest to the query
image. Other techniques based on probabilistic models [15, 16] to further improve confi-

dence in matching process have also been developed.

Loop closure, place recognition and pose estimation are related concepts that are im-
portant for reliable localization and mapping of the environment. As explained before,
loop closure focuses on recognizing previously visited locations with the aim of correcting
any accumulated errors. This pipeline is based on place recognition task which refers to
identifying a location by comparing it with the database of known locations. Hence, for
loop closure systems to update its map correctly while avoiding drift, accurate place
recognition systems are needed. Likewise, pose estimation denotes the task of estimat-
ing the robot’s position and orientation in the environment. It can be used to detect loop
closures and validate them as well. Once the previously visited location is found by place
recognition algorithm, by utilizing pose estimation, one can ensure that the robot has
indeed visited that location before. Since successful loop closure systems depend on
both place recognition and pose estimation tasks, this chapter continues with introducing

place recognition and pose estimation tasks.

2.1.1 Place Recognition

Lowry et al. explained the place recognition problem as follows: “given an image of a
place, can a human, animal, or robot decide whether or not this image is of a place it has
already seen?” [17]. For us, humans, it is a simple task to identify the location if we have
visited it before, while it is a challenging task for computer systems. Place recognition
has been extensively studied by researchers from both computer vision and robotics
community [1]. Tasks, such as structure from motion (SfM) [18] which utilize place recog-
nition systems, fall within the scope of computer vision. Whereas in robotics, place recog-
nition is highly crucial for autonomous systems, such as self-driving cars. Such systems

rely on SLAM algorithms to function properly. As previously stated, loop closure is an



important component of SLAM systems. Thus, it makes use of place recognition algo-

rithms with the aim of identifying previously visited locations.

It is also worth re-mentioning that SLAM systems may utilize various sensors, e.g. LIDAR
orradar. Yet, Visual SLAM, as implied by the name, integrates cameras to capture visual
data. In these systems, place recognition is performed by comparing the current visual
data, referred as a query image, to the previously stored images, with the aim of recog-
nizing places. Due to its similarity, place recognition has been treated as an image re-
trieval task, which is retrieving similar images from a database of images [19]. However,
as mentioned previously, it differs in place recognition that the aim is to detect exact
matches rather than retrieve “similar” ones [20]. In addition, the place recognition sys-
tems need to be more robust to the environmental variations, such as changes in lighting
and viewpoint. Several improvements have been made in place recognition algorithms
to provide more reliable matches for loop closure task, from utilizing various image fea-
ture extraction methods to the employing CNNs. However, many of them still struggle

when those changes in the environment are extreme.

2.1.2 Pose Estimation

The pose of the camera consists of two components: translation and rotation. Combina-
tion of translation and rotation components provides full representation of a pose in 3D
space. The translation component, which is denoted by 3-dimensional vector, represents
the movement along the X, Y and Z axes. Whereas the rotation represents the orientation
of the camera and can be represented using Euler angle, transformation matrix or qua-
ternions. Due to the gimbal lock issue in Euler angles and over-parameterization of trans-
formation matrix (contains 9 parameters in 3x3 dimensional transformation matrix) [21],
the quaternions are utilized to represent the orientations in many studies [22, 23, 24].
Another drawback of transformation matrix is that it lies on manifold rather than Euclid-
ean space [4]. Hence, direct comparison of distances between the matrices may vyield to
errors as the Euclidean embedding is needed for finding how different two rotation ma-

trices are from each other. Four parameters (qo, 41, g2, q3) are used to define a quater-
nion (q).

Pose estimation is the task of estimating the position and orientation of an image that is
captured by a camera relative to a reference frame [21]. It has been extensively re-
searched in both computer vision and robotics areas. In computer vision, for instance,
accurate pose estimation is important for reconstructing a 3D scene from 2D images,
also known as SfM task. Alongside, in robotics, pose estimation algorithms are employed

specifically in SLAM systems. By estimating the current position and orientation of the



robot accurately, SLAM systems can ensure the reliability of loop closure detection. Hav-
ing an accurate localization also leads to the reliable mapping of the environment. GPS,
which provides absolute position based on satellite signals, is often used for localization.
However, it is usually combined with other methods that can provide additional pose

information, due to its lower accuracy in the presence of long buildings or tunnels.

As briefly mentioned in Section 2.1.1, image retrieval-based methods [25] can be utilized
for pose estimation tasks as well. Yet, the pose information is not directly used in such
methods as the aim is to match the current image with the images of known locations.
There needs to be an additional step to estimate the pose, if desired. Another method
for estimating the pose is to find the correspondence between 2D image pixels and 3D
points from the scene [26]. The pose is predicted as follows: 3D points are obtained using
methods like SfM and reprojected into current image plane using camera’s intrinsic pa-
rameters. Those points are then compared with 2D points that are extracted from the
image using keypoint extraction methods. It is worth mentioning that keypoints refer to
the specific points in the image which are distinct and unique, and these help to represent
and understand the image itself. The camera pose of the current image is then obtained
by minimizing the error between the reprojected points and keypoints. Both methods deal
with significant issues such as high computational cost, storage inefficiency and being
less sensitive to appearance and viewpoint changes due to utilizing global and local fea-
tures. Deep learning methods that provide end-to-end learning [22, 27] have gained at-
tention in recent years. In end-to-end learning, the pose information is directly obtained
from the outputs of convolutional neural networks. Such approaches are much preferable

as they improve the accuracy of localization.

2.2 Uni-Directional vs. Bi-Directional Loop Closures

Most of the current approaches on loop closure detection focus on recognizing revisited
locations, in where the system compares the current scene against the previously viewed
scenes with the condition of them being viewed from very similar perspectives in one
direction. This approach is named as uni-directional, as it relies on matching features
between scenes that there are minimal changes in their orientations. Besides, the state-
of-art approaches to perform comparison of the scenes have been shifted from using
traditional features to deep-learning based features, e.g. utilizing CNNs to obtain visual
information with the aim of making the system more robust to variations. (A more detailed

discussion will be provided on feature extraction methods in Chapter 2.3).



A study [3] presented outcomes that were used to analyze the optimal AlexNet [28] layer
to extract feature vectors for the minor viewpoint changes by using The Gardens Point
dataset. The dataset consists of traverses from both left and right side of the walkways
where camera movement between those is 2-3 meters. Likewise, another study [2] eval-
uated the loop closure task using the same dataset along with the additional ones,
namely Berlin A100 and Berlin Kudamm [29]. The authors stated that these datasets
reflect “strong viewpoint variations”. Both aforementioned studies illustrated images from
datasets that show the viewpoint changes in their publications. However, it can be ob-
served from those images that the camera is directed to the same direction, the forward
motion, with only the field of view of the camera is changing slightly due to the change
in its orientation. Hence, both images share sufficient overlapping regions from one di-
rection. Those approaches for uni-directional methods yield acceptable results while
moving in the same direction and, certainly, there is always room for further improve-
ment. Yet, what remains underexplored is when there are significant viewpoint changes,
e.g. vehicle traverses a location from the opposite direction. This draws attention to the

need for bi-directional approaches, which can reflect real-case scenarios.

The method ABLE-P [30] has been proposed to identify bi-directional loop closures by
making use of panoramic images. However, the panoramic images provide views similar
to uni-directional method. In other words, the images taken when the camera is viewing
one direction will share highly similar view when it is viewed from the opposite one, as
illustrated in a figure in their work. It can also be argued that this approach is not robust
since its application is limited to panoramic cameras, yet several well-known datasets in
this computer vision domain utilize stereo cameras [5, 31]. Another interesting finding
presented in this publication is that FAB-MAP [32] did not work for bi-directional loop
closures in panoramic setting, even though it is invariant spatial location since it creates
visual vocabulary for features extracted from images regardless of the features’ locations
[30]. Similarly, another study [33] explored bidirectionality by utilizing 360-degree gray-
scale images captured by omni stereo camera and their 3D point cloud generated by
Velodyne LIiDAR. Yet, it relies on panoramic view of the environment, which is not pref-

erable.

There is a small number of studies that have addressed bidirectionality comprehensively,
all of which are very recent. In a study [34], the authors have developed a viewpoint
invariant approach for recognizing front versus rear views of same place by extracting
features from left and right side of the images and performing normalization after con-
catenating those. The performance of this approach is also tested on models pretrained

on place- and object-oriented datasets, and it showed that pretraining with place-oriented



datasets are more suitable for place recognition tasks as they provide information about
the scene rather than objects. LoST-X [35], another place recognition method, which
utilizes Local Semantic Tensor (LoST) descriptors and spatial layout verification, is de-
veloped to enhance place recognition from opposing views. LoST descriptors, which
capture semantic information in the image, consist of semantic labels and convolutional
feature maps, obtained from RefineNet [36] network that was pretrained on the City-
scapes [37] dataset. After finding N closest database images for a query image using
the cosine distance between the descriptors, keypoints extracted from feature maps are
compared to ensure that they correspond to the same semantic label and align well in
terms of spatial layout. Spatial arrangement verification is performed to avoid confusions
in the presence of repetitive patterns, helping to get rid of false positives. LoST-X out-
performed NetVLAD, state-of-the-art place recognition approach, in both sequence-
based multi frame and single-frame matching because NetVLAD lacks spatial verification
as it only relies on appearance-based descriptors. Regarding single-frame and se-
quence-based matching, the former focuses on comparing a single query frame to a
single frame from database images whereas latter one is based on comparing sequence

of query images to a sequence of images from database, providing temporal relationship.

Another approach [38] that builds upon LoST-X has further improved the results by using
depth-filtered keypoints and reference frame sequence logic. Depth-filtered keypoints
are extracted from depth maps of each reference frame in the database by utilizing depth
estimation framework UnDEMOoN [39]. Then, keypoints in query frame, obtained from
ResNet101 [40], are later compared with keypoints from depth maps that are filtered
based on some depth values (getting rid of the ones far away from camera). Even though
both this approach and LoST-X incorporate spatial information, the former one contains
more reliable information by using 3D depth information, unlike the latter one which
checks the relative 2D position of keypoints in an image. Authors have also provided
comparison with NetVLAD, and it underperformed due to being a global descriptor and
not able to learn detailed information unlike the proposed approach which benefits from

depth filtering.

In the very latest work [66], several improvements have been made to make the system
more robust to both appearance and viewpoint changes. A hybrid descriptor, LoST (cap-
tures semantic information) and NetVLAD (captures appearance related information) has
been utilized to recognize places despite extreme variations. It is aimed to avoid false
positives by performing keypoint-based matching and semantic label filtering, where the
keypoints are extracted from feature maps’ maximum activated parts, unlike the previous

approach that utilizes depth maps. This approach is similar to LoST-X in a way that both
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perform keypoint matching, spatial check and semantic label filtering, yet differs as it
integrates NetVLAD descriptors and performs updated version of spatial check. The
comparisons documented by the authors showed that the viewpoint-invariant methods
(that includes LoST and NetVLAD) performed better than other state-of-the-art place
recognition methods such as DenseVLAD [41] in the presence of opposite views, since
they provide global features that reflect the whole scene. Additionally, this approach pro-

vides more robustness to changes in viewpoints as it performs keypoint matching locally.

The approaches on bidirectionality so far involve utilizing only visual-based information.
A different study [42] aimed to benefit from using multiple sensors (Inertial Measurement
Unit (IMU), GPS, and front-rear camera) to detect bidirectional loop closures by estimat-

ing the vehicle pose in each frame.

2.3 Previous Methods for Re-localization and Odometry Drift

Reduction

As mentioned in prior sections, SLAM systems consist of two main steps: creation of a
model of the environment and the estimation of the robot’s current state [9]. As the robot
traverses, the system tries to localize its position relative to the known positions pre-
sented on the map. Subsequently, it updates the map according to the newly captured
scenes. Localization can be achieved by utilizing various sensor data. For instance, ab-
solute positioning measurements, such as global navigation satellite systems (GNSS)
[1] are not much preferred due to the limitations such as signals being blocked by build-
ings or trees and delays in signal’s arrival. On the other hand, cameras, as a sensor data,
also play an important role in localization as they provide visual cues of the scene, per-
forming localization through comparison of the current image of the scene with the im-
ages of previously visited scenes. However, due to the tracking failures, sensor (camera)
noises, occlusions or the significant displacement of the robot [1], the robot might lose
its position, which is referred as “kidnapped-robot problem” [15], and needs to recover it.
During recovery, referred as re-localization, the system compares the current sensor
data to the previously recorded respective data of the environment to re-identify robot’s

current location.

Yet, if proper localization has not been achieved, odometry drift, the accumulation of
errors in estimated positions of the robot, occurs. Especially in longer trajectories, as the
robot moves and its position cannot be estimated correctly, the odometry drift could
worsen, leading to inaccurate navigation. It can happen due to various factors. For in-

stance, sensor noise, such as noises in cameras and lasers, occlusions, presence of
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dynamic objects (e.g. pedestrians and cars), varying lighting conditions, motion instabil-
ities (e.g. camera moves too fast) lead system to inaccurately estimate the robot’s loca-
tion as those disrupt sensor information. For that reason, SLAM systems seek to perform
reliable re-localization and prevent odometry drift by making efforts to implement reliable
loop closure detection algorithms since those issues lead to inaccuracies in SLAM sys-

tem.

Most of the pipelines for loop closure detection task utilize visual information from cam-
eras as sensor data. The following Sections 2.3.1-2.3.3 explain the use of feature- and

deep learning-based representations of images in loop closure detection tasks.

2.3.1 Feature-based Representation

Briefly, in loop closure systems, assuming visual data from cameras is present, as the
query image that is captured by the robot or vehicle arrives, the system extracts its visual
information and compares it against the ones that are already in the database. The da-
tabase images consist of previously visited locations as images. The comparison of vis-
ual information is performed with the aim of deciding if the query image is a revisited
location, in other words if the loop closure occurs. Therefore, efficient feature extraction
methods to accurately identify the previously visited locations and, consequently, to
avoid odometry drift and construct a reliable map of the environment holds a significant
importance. Traditional methods can be employed to perform this extraction, as well as
the deep learning-based methods. The detailed explanations regarding those are dis-

cussed in the following subsections.

2.3.1.1 Global Features

Extraction of global features is performed by analyzing the whole image and extracting
a vector that represents that image. Those features provide efficiency in terms of com-
putational and storage aspects; however, they are limited in their ability to manage oc-
clusions and to handle changes in appearance and viewpoint [1]. Gist descriptors [43],
well-known global feature, are extracted by using the Gabor filter responses at different
scales and orientations [44]. There are studies [45, 46] that utilize those descriptors in
place recognition and loop closure detection pipelines. The practice of employing histo-
grams to describe the images is also commonly used. The most well-known, histogram
of oriented gradients (HoG) [47], calculates the gradient orientation of each cell then
constructs a feature vector based on the histogram of the orientations. It is reasonable
to state that HoG is not fully invariant to viewpoint changes as the gradient information

of each cell might change when the viewpoint of the camera changes significantly. The
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results demonstrated in a study [44] about assessing the importance of the feature se-
lection on visual place recognition tasks, specifically in loop closure detection, showed
that HoG performs well on datasets such as SPEDTest [48] and Nordland [49] where
there are no viewpoint changes, but its performance declines when there are both view-
point and appearance changes. Similarly, Gist showed good results on simpler datasets

like Gardens Point 50 and Cross-seasons [51] with slight appearance changes.

There are also variations of those notable global features to make the mentioned pipe-
lines more robust to changes in appearance and viewpoint. BRIEF-Gist feature vector
[52], the combination of Binary Robust Independent Elementary Features (BRIEF) [53]
local feature and Gist global feature, is formed by dividing the image into tiles and com-
bining the resulting features from each tile. Likewise, we can observe the aggregation of
local features to form a global feature vector using Bag of Visual Words (BoVW) [54]
method, which is inspired by Bag of Words (BoW) method from text analysis. The vector
is formed by extracting local feature descriptors from the image, assigning them to the
closest visual words and combining the occurrences of them. Using local features in this
method provides robustness to viewpoint changes, occlusions, to a certain extent, com-
pared to using only global features. It is also worth emphasizing that this method relies
on training stage where training images are used to create the visual words. A fixed
number of visual words during the loop closure detection can restrict the performance as
the system encounters with a new feature during traversal. To avoid this restriction, a
study [55] that adopts incrementing the initial visual words as a new feature comes during

navigation is proposed.

A popular approach specifically for loop closure detection pipeline, FAB-MAP, differs
from BoVW method by introducing a probabilistic model to handle perceptual aliasing,
which helps to differentiate visually very similar locations [32]. However, it has high com-
putational cost and is not suitable for real-time applications since training is needed to
build visual words. Moreover, in a study [52], BRIEF-GIST performed at much faster
pace with higher detection rates than FAB-MAP. Another similar approach to BoVW,
Fisher kernels [56], use Gaussian Mixture model (GMM) to capture the distribution of
local features [57]. On the other hand, Vector of Locally Aggregated Descriptors (VLAD)
[58], unlike BoVW which utilizes histogram of visual words, uses the distance between

the extracted local features and its closest visual word.

It can be summarized that global descriptors are not robust to severe appearance
changes because they encode the whole image into a vector, leading to weak perfor-
mance in the presence of occlusions and extreme appearance changes, like weather.

Additionally, as they encode spatial relationships globally, they fail in extreme viewpoint
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changes. Yet, their aggregation with local features provides more robustness in such

settings and enhances the detection in loop closure pipelines.

2.3.1.2 Local Features

Extraction of local features rely on identifying distinct points, such as keypoints or corners
within the image, rather than considering the whole image. The most well-known method
is Scale Invariant Feature Transform (SIFT) [59], which tries to find the interest points by
utilizing difference-of-gaussian (DoG) function across various scales of the provided im-
age. Initially, the original image is convolved with Gaussian filters that have different
standard deviation (o) values. This leads to having a set of different scales of images,
then adjacent images are subtracted at each scale, which can be referred as DoG im-
ages. The DoG images help us to identify areas that have rapid changes in intensity. To
identify the keypoints, maximum and minimum of each pixel in DoG images are checked
by comparing neighboring 26 pixels in adjacent scales [59]. Up to this point, one can
easily state that those steps contribute to the scale-invariant nature of this feature ex-
traction method. After that, each keypoint is assigned with orientation based on the local
gradient directions. This helps to ensure that the keypoint is invariant to rotation as well,
in other words, the algorithm successfully detects keypoints even if the image is rotated

for some arbitrary degree.

Speeded Up Robust Features (SURF) [60] is a faster alternative to SIFT as it is based
on integral images which allows the quick summation of pixel values in a region [61]. The
authors make the use of Haar wavelet responses on images to construct the Hessian
matrix and detect the keypoints. Then, the descriptor is calculated based on the Haar
wavelet responses around each keypoint. KAZE [62], on the other hand, utilizes non-
linear scale space and non-linear diffusion filtering, unlike SIFT, to provide more robust-
ness when it comes to detecting the features. Nevertheless, the computational cost for
KAZE is much higher than SIFT and SURF based feature extraction methods [63]. Binary
descriptors also have started to emerge as an alternative feature extraction method es-
pecially when the speed and memory limitations of others are considered. For instance,
BRIEF utilizes intensity difference tests to represent the image. As it is unstable with the
rotations, a modified version of BRIEF, Oriented Fast and Rotated BRIEF (ORB), has

been implemented with being invariant to scale and rotations.

In summary, local descriptors can handle viewpoint and scale changes to some extent,
and aggregation of them with global features, as explained in previous subsection, helps
the system to be more robust to those changes, like in BoWV, by providing information

about the overall representation of the whole image.
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2.3.2 Deep Learning-based Representation

Convolutional neural networks were first introduced by LeCun et al. in [64] and since
then, it achieved great recognition in computer vision domain. Its ability to learn visual
features leads to improvements, especially, in image retrieval [65] and image
classification [28] tasks. Therefore, given that the feature extraction plays an important
role in loop closure detection, the experiments with CNNs in this domain gained momen-
tum quickly. Initially, one of the earlier approaches [67] was to use the whole image as
input to the network for feature extraction, resulting in global feature representation of
the image. However, those global feature representations perform poorly when there are
severe viewpoint and appearance changes or partial occlusions, causing the system to
miss important local information. Hence, later, the research has been shifted to experi-
menting with the activations from intermediate layers of the network to represent features
in place recognition tasks. A study [3] demonstrated that mid-level features are less af-
fected by appearance changes, such as daytime while top layer features are more robust
to viewpoint changes. Additionally, the effects of pooling layers after mid-layers in order
to reduce computational cost by down sampling the dimension of feature maps has been
studied. Integrating pooling layers, such as max-pooling and sum-pooling, achieve good
results on image retrieval and object recognition tasks [68, 69]. Yet, they struggle in place

recognition tasks when there are viewpoint or appearance changes [2].

NetVLAD, a trainable layer based on VLAD, elevates the effectiveness of earlier ex-
plained global representation extraction methods by aggregating local features that are
extracted from CNNSs, as it captures relationship between local features better. In addi-
tion, typically, well-known architectures, such as VGG [70], AlexNet [28], ResNet [40]
and MobileNet [71] are employed as a base convolutional neural network model to per-
form feature extraction. Another approach [29, 72] relies on pre-defining regions or land-
marks on the image and then extracting features from those areas using CNNs. Even
though this approach provides more robustness to viewpoint and appearance changes,
yet it is computationally expensive as it relies on predefining those regions. Instead of
using pre-defined image regions, convolutional neural networks can be utilized to identify
those salient regions, as accomplished in [2, 73]. In the study [2], for instance, VGG16
network pre-trained on ImageNet [28] has been used to select the regions. Those ap-
proaches provide more robustness to appearance and viewpoint variations. Similarly, in
an earlier study [74], the location of an input image is predicted by classifying its location
within a grid in predefined map. The network in this study is trained with labelled data,
consisting of images and the grid that they are located. It is also worth mentioning that

using a model which is trained on other computer vision tasks such as place classification
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(Places365 [75]) or object detection (ImageNet) to perform place recognition is the state-

of-the-art approach as it boots up the performance under varying conditions.

Another study [94] adopted triplet learning approach where query image, similar and
non-similar images to the query are treated as an input to the network. Yet, the author
only examined the place-recognition under appearance changes where the query and
similar image are captured from the same direction. Dense Convolutional Network
(DenseNet) [95] is another architecture that can be utilized for feature extraction. As each
layer receives input from all previous layers, DenseNet can provide more information
about the image itself. A network called Dense-Loop [96], which adopts DenseNet and
Weighted Vector of Locally Aggregated Descriptors (WVLAD), is utilized to perform loop
closure task. It outperformed other methods where global and local descriptors are used

as well as the other network, based on the combination of DenseNet and VLAD.

Rather than focusing on feature extraction methods based on solely visual data, this task
can be solved by estimating the pose information directly from an image as well. PoseNet
[27], trained on images and corresponding pose information, estimates the camera pose
directly from an image in an end-to-end manner. Variations of PoseNet, Bayesian Po-

seNet [27] and PoseNet2 [76], are performed to further improve the results.

2.4 Gaps and Challenges in Current Research

The goal of loop closure pipelines is to recognize previously visited locations despite the
varying conditions, such as viewpoint and illumination changes (due to different seasons
or time), or having dynamic entities in the scene, like pedestrians. Those conditions will
complicate the image matching processes, resulting in incorrect localization or mapping,
especially in long-term navigation. Each challenge encountered in closure task is elabo-
rated thoroughly in the following paragraphs. It is also worth mentioning that most of the
proposed approaches focus on tackling those conditions individually rather than consid-

ering environments where all of them are present.

There is an increasing focus on developing systems that are robust to appearance
changes. Appearance changes can happen due to illumination variations caused by
weather conditions, time of the day, or the presence of moving objects. Local features
have limited effectiveness under lighting and seasonal changes [77] as most of the time
they are extracted using pixel intensities or gradients. As mentioned earlier, features
extracted from deep learning approaches have shown better performance in the pres-
ence of weather and seasonal variations [78, 79] as they provide better scene under-

standing. Similarly, some studies [80, 81] rely on training the image pairs of the same
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location under different time of the day or seasons and then, making predictions based
on the trained network. Alongside that, pretrained networks demonstrated to boost up
the performance further. For instance, a study that examines the appearance changes
for place recognition [82] utilized a network that pretrained for semantic place
classification task. However, there are not many studies that focus on dynamic environ-
ments that showcase the real-word scenarios. A recent study [83] proposes an attention-
based convolutional model to determine landmarks without being distracted by moving
objects or occlusions. Inability to identify dynamic entities, like pedestrians or cars could
lead to false localization and eventually can lead to problems in autonomous driving sys-

tems.

Viewpoint variations in loop closure detection remain an active area of research, yet the
focus seems to be mostly on uni-directional ones where there is a slight change in view-
point. Having significant viewpoint changes can be challenging as there will be minimal
overlap between the two scenes. The detailed explanations regarding the existing stud-
ies addressing the viewpoint changes are discussed in Section 2.2. To put it briefly, the
studies mostly rely on improving the image matching pipeline by trying to integrate vari-
ous feature extraction methods. Owing to the recent improvements in deep learning, the
use of CNNs to extract the feature vectors [2, 28] and observing the efficiency of the
system when the viewpoint changes are present, has become increasingly popular. How-
ever, the existing studies about opposite views, bi-directional loops, are apparently not

enough and need to be explored in more depth.

Computational complexity is another limitation that needs to be handled in loop closure
systems. As the environment grows, comparing the current view that the robot or vehicle
captures with all the previously visited views, referred as similarity matching, becomes
infeasible. Different methods [84, 85] such as utilizing tree and graph structures to per-
form efficient matching are being implemented. The dimension of the extracted features
stands as an additional factor to evaluate. In a study [86], loop closure is performed by
utilizing binary descriptors to reduce computational cost, and storage limitations as well.
Another study [87] reduces dimensionality of feature vectors using Principal Component
Analysis (PCA) with maintaining good accuracy. Nevertheless, those approaches might
lead to tradeoff between the accuracy of loop closure and a faster system. As described
in Section 2.3.3, the usage of CNNs for the loop closure task provides good results, yet
it can be computationally inefficient due to network’s complexity or training and testing
size. In this situation, enabling GPU based approaches is one of the recommended op-

tions. A study [88] proposed the use of pretrained CNN models, which are trained for
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other computer vision task for extraction of feature vectors to diminish the computational
cost.

As the number of the captured images increases in the presence of longer trajectories,
storing them begins to arise as an issue. This has been overcome through the keyframe
selection approach. Keyframe selection, which is inspired by Klein and Murray’s work
[89] in video compression domain, is based on detecting images that present distinct
features. Hence, instead of storing every captured image, the system stores only the
keyframes and then tries to localize the query image with previously visited locations
referred as keyframes. Keyframes do not only provide efficiency in storage aspects but
also computational wise. They lower the execution time for the image matching, compar-
ing the query with the keyframes, eventually leading to faster loop closure detection al-

gorithm. Hence, the selection of the keyframes is an important aspect to decide.
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3 RESEARCH METHODOLOGY AND MATERIALS

This chapter is organized as follows: Section 3.1 includes the information about the da-
tasets that are employed for the task, and then data preparation steps are introduced in
Section 3.2. Section 3.3 continues with the overview of the algorithm that is separated
into two tasks, namely place recognition and pose regression. Those tasks are explained
in Sections 3.4 and 3.5 respectively. Lastly, the chapter ends with a brief explanation

regarding the end-to-end functionality of the algorithm.

3.1 Training and Validation Datasets

Three datasets, in particular FinnForest, PennCOSYVIO and Oxford RobotCar, are em-
ployed to perform training and testing for place recognition and pose regression tasks.
The earlier work [4] utilizes FinnForest and PennCOSYVIO datasets, reflecting the forest
and in/outdoor environment respectively. The current work that builds upon the afore-
mentioned study, employs Oxford RobotCar dataset along with FinnForest and Penn-
COSYVIO datasets, which are used to validate the results. Oxford RobotCar dataset is
selected to observe the adaptability of the algorithm to the urban settings since it mirrors
the real-world conditions which autonomous driving systems need to operate in. The

upcoming subsections describe the specifications of each dataset.

3.1.1 FinnForest Dataset

The FinnForest dataset consists of 11 sequences that are recorded in a forest landscape
under different weather and day-time conditions [6]. It aims to improve the research on
autonomous vehicle systems in forest environments [6]. The trajectory is illustrated in
Figure 3.1. The data is captured using a sensor rig which is mounted on top of the car.
The sensor rig includes 4 RGB cameras with a resolution of 1920x1200 [6]. Also, each
sequence is provided at 3 different sampling rates. For this task, only the summer se-
quences that are recorded at a sampling rate of 40 Hz are used, namely S01, S03 and
S04 for training, S05 for testing [4]. The ground truth poses of those sequences, which
are needed in both data preparation and testing stage, are also provided in the dataset.
Since each route is revisited from both directions, the selected sequences are well-suited
for bi-directional loop closure task. Besides, the dataset contains repetitive textures like
trees (see Figure 3.2) which complicate the distinction between the different scenes. For
that reason, it is ideal for studying bi-directional loop detection in such challenging con-

dition.
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Figure 3.1 The GPS trajectory of the traversed route in the forest, obtained from [6].
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Figure 3.2 Randomly selected frames from sequence S03 of FinnForest dataset,
obtained from [6].

3.1.2 PennCOSYVIO Dataset

The PennCOSYVIO dataset consists of synchronized video and IMU data recorded at
University of Pennsylvania’s Singh Center of Nanotechnology [7]. The length of the tra-
jectory is about 150 meters, and it goes from outdoors to indoors. As illustrated in Figure
3.3, the traverse begins at the location of the bottom right corner of the figure, and then
it is followed by the green line until it reaches the location where 180 degrees turn is

completed. After that, it traverses the same route back.
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Figure 3.3 Trajectory of sequence A-S in PennCOSYVIO dataset, obtained from [7].
Green line denotes the ground truth poses whereas the yellow rectangles denote the
AprilTag markers which are used for ground truth calculations.

The dataset consists of both outdoor and indoor environments as some of the captured
frames are demonstrated in Figure 3.4. It contains 4 sequences that follow a similar route
in slow and fast motions, named in the publication as “A-S”, “A-F”, “B-S” and “B-F”. Ex-
cept for “B-S”, all others are utilized for training the network. The ground truth poses of
those sequences are also provided, making this dataset suitable for bi-direction loop
closure detection task. To set up the ground truth poses, AprilTag [90] fiducial markers
that are recorded by three GoPro Hero 4 Black RGB cameras (C1/ C2/ C3) with a reso-
lution of 1920x1080 at 30 fps are employed [7]. Also, it is worth noting that the trajectory
is recorded as a video from those cameras, and then mp4 files are cut into key frames.
Particularly, frames from C2 have been used for this task since it denotes the forward-
facing camera. C2 is positioned in the center of sensor rig, whereas other left and right
GoPro cameras are tilted outward with some distance to C2. This dataset has been se-
lected in the original publication because it provides insights about the indoor environ-
ment as well [4]. It is also well-suitable to observe bi-directional loop closures as it follows
the same route and then returns. Besides, the similarity of the sequences (having no
drastic change such as weather or daytime variations and providing distinct scenes at

the same time) makes it easy to observe bi-directional loop closures.
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Figure 3.4 Inside and outside of the Singh Center, recorded by GoPro camera C2,
obtained from [7].

3.1.30xford RobotCar Dataset

The Oxford RobotCar dataset consists of monocular and stereo images, 2D and 3D Li-
DAR, and inertial and GPS data collected during the period from 6 May 2014 to 13 De-
cember 2015 [5]. The primary data collection route, shown in Figure 3.5, was driven over
100 times in Oxford, UK and covers 1010.46 km in total [5]. By driving the same route
under different conditions over a long period of time, they were able to capture a range
of variation in the scene, such as changes in illumination and weather, the presence of
dynamic objects and ongoing construction. Hence, this dataset stands out for its potential
in exploring long-term localization and mapping of the environment for autonomous ve-
hicles [5].
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Figure 3.5 The trajectory of the traversed route of 10 km, retrieved from [91].

The sensors that capture various data are placed on the autonomous-capable Nissan
LEAF as visualized in Figure 3.6. Only the images taken from Point Grey Bumblebee
XB3 trinocular stereo camera resolution of 1280x960x3 at 16Hz and Point Grey Grass-
hopper2 monocular camera with a fisheye lens and a resolution of 1024x1024 at 11.1Hz
[5] are utilized for this study. The trinocular stereo camera captures the scenes that are
in the car’s direction, whereas Grasshopper2 camera, can be referred as rear camera,
captures the scenes behind the car. Therefore, this dataset is suitable for observing bi-
directionality as it can mimic a trajectory where the same route is traversed in one way

and returned.
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Figure 3.6 Location of the sensors utilized in the Oxford RobotCar dataset, derived
from [5].
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Selecting training and testing sequences from the dataset is also important. Sequences,
namely '2014-11-28-12-07-13', '2015-08-13-16-02-58" and '2015-03-17-11-08-44', that
portray overcast weather are used during training. The sequences captured under over-
cast weather are selected to minimize challenges arising from variations in lighting and
weather. This gives the ability to focus on bidirectionality in loop closures and assess its
performance effectively. Images that are captured in sunny weather, at night or the pres-
ence of construction work might create difficulties in learning and further preprocessing
would be required. During testing, three sequence, in particular '2015-10-30-13-52-14",
'2014-12-16-18-44-24" and '2015-07-29-13-09-26' are utilized. Those portray overcast,
night-time and sunny weather respectively. The latter two sequences are selected to
observe the performance of bi-directional loop closure detection when there are signifi-
cant changes in the test scene. Figure 3.7 illustrates some of the frames captured by the

cameras utilized for the task at hand.

Figure 3.7 Sample images captured by Bumblebee XB3 trinocular stereo camera (illus-
trated in the first two rows) and Point Grey Grasshopper? (illustrated in the last two
rows) after demosaicing and undistortion processes, obtained from sequence named
“2015-10-30-13-52-14” of Oxford RobotCar dataset [5].
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The ground truth information, which is produced by raw GPS and IMU data collected
from NovAtel SPAN-CPT (see Figure 3.6 for its position on the car) with GNSS base
station recordings, is provided by the dataset along with other types of data [5]. As a
result, Realtime Kinematic (RTK) ground truth is produced, resulting in highly accurate
pose (global position and orientation) information. Pose information of some frames
taken in certain timestamps were not provided, hence those timestamps are interpolated
with the absolute RTK poses based on the provided timestamps. Additionally, since the
ground truth poses are referenced to Inertial Navigation System (INS), the transformation
is applied to the interpolated poses to convert them in camera’s local reference frame.
The information needed for this task, such as extrinsic parameters of cameras are also

provided by the dataset.

The images are provided in an unrectified 8-bit raw Bayer format, in particular the pattern
for Bumblebee XB3 and Grey Grasshopper2 are GBRG and RGGB in order [5]. Hence,
the images are converted to RGB format using demosaicing function in Python, and fur-
ther undistorted using the look-up tables provided for each camera as visualized in Fig-

ure 3.8. They are also downsized beforehand to ease up the training and testing process.

1k

Figure 3.8 Visualization of demosaicing and undistortion processes, obtained from
[5]. Image in Bayer format, RGB format and undistorted image are shown from first col-
umn to last column, taken from Bumblebee XB3 (first row) and Grey Grasshopper2
(second row) cameras.
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3.2 Data Preparation

Data preparation step has been carried out to perform place recognition and pose re-
gression tasks on the selected sequences from three datasets that are described earlier.
The generated data pairs will be used to train and test the machine learning models that
are created for those tasks. The network for loop closure task (will be explained in Sec-
tion 3.3) requires triplet samples as input, namely anchor, positive sample and negative
sample. Positive and negative samples denote the samples that are similar and dissim-
ilar to the anchor frame respectively. Hence, data preparation is performed with the aim
of creating these triplet pairs. Briefly, it consists of two steps: forward and backward mo-
tion case. It is assumed that the trajectory of the selected sequences from each dataset
is travelled from both directions, in other words, traversed in one way and returned. The

explanation regarding each step is discussed further on.

For forward motion case, firstly, the anchor frames are selected based on some distance
value. The selection is performed so that the distance between the consecutive anchors
are 2 meters, 4 meters and 2 meters for FinnForest, PennCOSYVIO and Oxford Robot-
Car datasets respectively. Instead of using all frames captured by the cameras (with the
aim of finding their corresponding positive and negative sample pair), the intention was
to capture enough distinctiveness between anchor frames by performing such selection.
Positive sample pairs for each anchor are selected from the nearby locations with the
condition that they share a significant overlap in views. These nearby locations could
include the frames that are located both at back and front of the query frame. Similarly,
the pairs that are located either far ahead or far behind of the anchor are selected as
negative pairs since they will provide different scenes for network to learn and distinguish
between positive and negative image samples. For this purpose, the Lucas-Kanade [92]
method has been utilized to track the movement of the key points between the consec-

utive image frames.

The selection of positive and negative frames has been determined by visually observing
the frames and deciding on a lost percentage value. This percentage denotes the num-
ber of key points that are lost during tracking of the consecutive frames starting from
query frame. There are two values; one is used in positive pair selection and other is
used in negative pair selection. If the positive pair percentage has been exceeded,
frames up until that are selected as positive samples. Similarly, if the lost percentage is
between positive pair and negative pair percentage, such frames are selected as nega-

tive samples. Such triplet pairs and the relative pose, consisting of quaternion and trans-
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lation vector, between the query and the positive image sample are stored for the pur-
pose of using them in both training and testing in pose regression task. Some of the

selected triplets for forward motion case are illustrated in Figure 3.9.

(c)

Figure 3.9 Randomly selected sample triplet pairs for forward motion case from (a)
FinnForest, (b) PennCOSYVIO and (c) Oxford RobotCar datasets.

Figure 3.10 illustrates the simplified version of the data selection process. However, in
some situations, trajectory does not follow a straight line. There could be major changes
in scenes that are captured within a short distance, which result from quick changes of
camera direction or sun flare captured by camera. As such frames can negatively impact
the training process, a validation step for the created triplet pairs has been performed.
First, 3D world points are created from stereo pairs of the query frame. Then, those
points are projected from world frame into the camera frame (which is the positive image
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sample) using the intrinsic parameters. Reprojected points are compared with the 2D
points in the sample image. If the error exceeds a certain threshold, such pairs are elim-

inated from the data.

Forward Case

T« Tt

Negative
Positive  Anchor " Positive" (Far away)

Backward Case

Negative Ancho}j_.»-"'h."“-l..'_ Positive Negative Negative

Figure 3.10 lllustration of data preparation process for forward and backward mo-
tion, obtained from [4]. The triangles denote the cameras that are positioned at those
locations on the trajectory.

For backward motion case, the queries selected for forward motion case are used to find
their respective pairs for backward motion case. This is a good decision for network to
be able to differentiate between those two cases easily. Data preparation step for back-
ward motion case can also be visualized as in Figure 3.10. The potential samples for
query frames are selected from the samples that are within the field of view of the query
frame’s camera. In addition to that, the camera orientation of the query frame needs be
the opposite (with an allowable deviation) to the potential frames’ camera orientations.
This holds significance as the network will learn the similarity between that overlapping
region while training, and there needs to be enough overlap between the scenes for
network to understand. Figure 3.11 illustrates some of the images that are selected as
triplet samples for backward motion. As it can be seen, the query and the positive sample
sees a common scene, and the positive samples have appeared as the flipped version
of query frame. For that reason, the selection of the proper distance value between the
query and positive samples is important. Samples that are very near or far away from
the query are discarded since they do not share much similarity. Figure 3.12 illustrates
the sample selection for backward motion case for a specific query. To simplify the un-
derstanding of the figure, some of the potential positive and negative pairs that meet the

criteria are not displayed.
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Figure 3.11 Randomly selected sample triplet pairs for backward motion case from
(a) FinnForest, (b) PennCOSYVIO and (c) Oxford RobotCar datasets.
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Figure 3.12 Visualization of data pair selection for backward motion case using se-
quence “B-F” of PennCOSYVIO dataset. Blue, green and red colored triangles denote
query frame, its positive and negative sample pairs respectively.

In the original publication, the optimal distance between the query and the positive sam-
ples are selected based on difference between the training and validation loss. For
FinnForest dataset, the minimum and maximum distances of 2 and 11 meters are found
to give the minimum gap between the losses. This range implies that there is a maximum
overlap between the pairs, and the network will be able to detect overlapping regions,
which leads to detecting bi-directional loops better during training and testing. Those
values are given as 2 and 6 meters for PennCOSYVIO dataset. For negative samples,
the range to fall between 11 and 30 meters for FinnForest, and 6 and 12 meters for
PennCOSYVIO. In other words, 30 and 12 meters are the maximum distance values for
a sample to be labeled as a negative sample. The results for various maximum distance
values (for negative samples) by keeping the other mentioned distance values the same
are analyzed as well. Even so, they yielded to somewhat similar training and testing
results for both FinnForest and PennCOSYVIO datasets. It is understandable because
in both datasets, there are no entities in the environment that could be affected by the
change of this value drastically and resulting in poor training. FinnForest consists of trees

that majority of them are uniform, likewise PennCOSYVIO is mostly captured indoors.

A similar way of range selection is implemented for the Oxford RobotCar dataset. How-
ever, the range selection for negative pairs has a different effect on Oxford RobotCar
dataset than others, based on the experiments. Various pairs from Oxford RobotCar da-
taset visually were assessed visually, and it was determined that the optimal distance for
query and positive pairs is approximately 30 meters. The overlap area between the

scenes seems sufficient when there is 30 meters distance between query and positive



30

sample frame. For that reason, experiments were conducted with various range values
that are around 30 to be able to select positive and negative sample pairs. The selected
ranges are as follows: (23,29,34), (25,31,36), (27,33,38), (29,35,40), (31,37,42),
(33,39,44), (35,41,46), (37,43,48). The values in the first and the second position of tri-
ples denote the distance range for query-positive pairs, whereas between the second
and the third position indicates the range for query-negative pairs. The training plots and
the ability of the network to differentiate between the positive and negative pairs were
assessed. The gap between the training and validation was significantly higher, and the
network were not able to differentiate properly. The training plots are added to Appendix

A as it offers insight into the selection of the optimal distance values.

A further visual investigation on data revealed that a different range for negative pairs
should be selected. As explained in previous paragraph, introducing “hard negatives”
(refers to the selection of the negative pairs closer to the positive pairs so that the net-
work would be able to differentiate better) yielded to good training results for FinnForest
and PennCOSYVIO datasets. Yet, this further confused the network when it is trained
with data pairs from Oxford RobotCar dataset because of the following reason. Urban
settings, like Oxford RobotCar, mostly consists of buildings that vary in length. Those
various lengths could influence the distance selected for the maximum overlapping area.
For instance, for a 25-meters-long building, it might be enough to select the distance
between the query-positive pairs as 25 meters, yet for a scene consists of a 40-meters-
long building, this range will not capture the maximum overlap and lead to inconsisten-
cies in the network. To avoid this, the range for both positive and negative pairs are
adjusted by considering that. Additionally, based on the discussion in the study [67] about
the distance value that captures the most overlapping scene in Oxford RobotCar dataset,
the distance of 40 meters gave the maximum similarity between images from opposite
directions based on the cosine distance. The authors also mentioned that this value is
around 30 meters when the images are compared visually. They explained this deviation
by the following reason: the presence of dynamic objects has influenced the comparison
of image feature representations. Hence, a similar range, 35-45 meters, is selected to
use it in the proposed data selection part. It is selected a bit higher so that it captures
enough similarity between the anchor and positive sample. On the other hand, based on
the training plots when various ranges are utilized, it was decided to use a stricter range
(rather than utilizing hard negatives) for negative pairs, which is between 70 and 100
meters. This range is selected for network with the aim of differentiating between positive

and negative pairs without creating any confusion.
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The earlier work reported that 6 triplet samples are created for each query location. 8
triplet samples for forward motion case, with 5 used for training and 3 used for testing
are created. Likewise, 10 triplet samples for backward motion case are created, with 7
and 3 used for training and testing respectively. Even though the main aim in the exper-
iments is to be able to detect bi-directional loop closure, it was also ensured that for
forward case, the data pairs that are coming from the back and the front of the query
frame are included in both training and testing pairs. It is unlikely that the number of
samples will significantly impact the results; however, it is good to use a consistent ap-
proach for each dataset. Data selection logic is applied to the queries that are selected

from traversal of the trajectory in both directions.

3.3 Overview of the Approach

The proposed approach [4] consists of two blocks: triplet-input Siamese CNN network
[93] for place recognition task and bi-input Siamese CNN network for pose regression
task. The workflow is illustrated in Figure 3.13. To start with, triplet image pairs are fed
to the network designed for localization task, aiming to learn the similarity in the input
images. Feature vectors for images can be extracted from any of the three trained
branches of the network, and then are used to find matches for each query image from
the database of images which reflects the previously visited locations. Subsequently, the
positive matches are passed to the second Siamese network, which is trained to predict
relative pose between the matches. The networks are implemented with TensorFlow’s
Keras API by employing the Adam optimizer and setting the learning rate to 0.0000001.

The further details about each network are provided in the subsequent sections.
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Figure 3.13 Visualization of the workflow, obtained from [4]. Triplet image pairs are
fed to the network consisting of a VGG-16 base model combined with NetVLAD pooling
layer to learn the similarity between the images using triplet loss. Then, one of three
branches are employed to extract feature vectors for query image and the database of
images to find the possible matches for localization task. The query images and their
corresponding true positive matches are passed to the other Siamese network trained
for pose regression task to predict the relative pose information between the pairs.

3.4 Loop Closure

For loop closure detection, triplet-input Siamese CNN network trained for place recogni-
tion task is adopted. Three image samples, in particular query image, positive image and
negative image sample, are fed to the network’s VGG-16 base model as an input. The
images are pre-processed, specifically resized to 224x224 pixels and normalized based
on mean and standard deviation values of the model pretrained on Places1365.
Places1365, designed for object recognition and scene recognition tasks using
ImageNet and Places365 datasets respectively, has been employed for initializing the
shared weights of VGG-16 base model. VGG-16 base model has 5 sets of convolutional
blocks and pooling layers where each convolutional layer is followed by Rectified Linear
Unit (ReLu) activation function to introduce non-linearity. The CNN architecture is de-
signed in a way that the lower and intermediate layers learn more detailed information
from the image such as edges, whereas higher layers can encode abstract features such
as objects present in the scene. The outputs of the VGG-16 base model (FC layers at
the end of the network are left out) are then normalized and passed to the NetVLAD

pooling layer.
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NetVLAD can be considered as the learnable version of VLAD, which is a global de-
scriptor formed by calculating the distance between the local features extracted from the
image and its closest visual word, also referred as cluster centers. VLAD lacks several
characteristics that NetVLAD introduces. Firstly, NetVLAD learns and adjusts cluster
centers during training through backpropagation whereas VLAD has fixed ones. Sec-
ondly, VLAD assigns each local feature to its closest center, while they can be assigned
to multiple cluster centers using different weights in NetVLAD. The NetVLAD output vec-

tor V(k, j) for each cluster k is computed as follows [4]:

N
UHEDY

i=1
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In equation above, w;, and b;, are the learned parameters for each cluster center, named
as weight and bias. Both are learned in an end-to-end approach during the training for
the purpose of how much each local feature x;(j) contributes to each cluster center ¢, ().
Hence, NetVLAD aggregates local features into more informative descriptor that repre-
sents the image. It is necessary to recall that the local features are extracted from the
VGG-16 base model. The dimension of the resulting NetVLAD vector is 32,768 as 64
clusters and 512-dimensional feature vector extracted from VGG-16 base model has
been utilized. Later, convolutional layer is used to extract principal components and as
a final step, the vector undergoes flattening followed by dropout layer before obtaining a

normalized feature vector.

3.4.1 Loss Function and Feature Encoding

Triple loss function is utilized for training of the localization block to encourage the net-
work to learn that anchor image sample is closer to the positive than it is to the negative
image sample by margin m. As a result, the trained model is able to distinguish between
similar and dissimilar image samples. Triple loss is calculated by utilizing three branches
of Siamese network in the localization block. The calculation for a single triplet pair is as

follows [4]:
(s, sif,50) = max(0,m+ |If (s) = F(sOHNE = If () = FSDIZ). (3.2)

Here, s;, s;fand s; denote the query, positive and negative image sample respectively,

and f(.) denotes the embedding of the mentioned samples. Margin m is set to 0.5.

Each branch of the localization block acts as a feature extractor. Once the training for

localization task is completed, feature representation of a query and database images
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can be extracted by utilizing one of the branches of the network. This provides us with
1x4096 dimensional feature vector, denoting a suitable representation for finding possi-

ble matches.

3.4.2 Searching the Neighborhood

In order to find a possible match for a query image, feature vectors for query and data-
base images are extracted, and then each feature vector of query images are compared
with feature vectors of database images using squared Euclidean distance for similarity
measurement. By performing this comparison, it can be determined which database im-
ages closely match with each query image based on the network’s understanding. Then,
N-highest ranked database images are selected as the nearest neighbors to the query
image. This selection is based on specific embedding threshold value which is going to
be elaborated upon in Chapter 4. Also, it should be emphasized that the number of pos-
sible matches for query images depend on the keyframes that are produced during the
vehicle’s earlier visit of the environment. For simplicity, the keyframes are determined
based on some distance value for consecutive frames. This value differs across each
dataset (2m, 2m and 4m for FinnForest, PennCOSYVIO and Oxford RobotCar respec-

tively), reflecting the scenes where significant changes happen.

3.4.3 Confidence Sharing

Having repetitive textures in an environment can complicate the feature matching pro-
cess and lead to having false positives in loop closure detection system. In order to be
confident about the match, confidence sharing logic is performed after finding the nearest
neighbors, in other words potential matches, for selected queries. Each potential match
for the current query is compared with the previously localized matches. Previously lo-
calized matches are obtained from 3 previous neighboring queries. If the distance be-
tween a potential match and each previously localized match is within some distance,
that potential match is considered as a valid match. If it is located at a greater distance
compared to previously localized matches, it is discarded since it could be a false posi-
tive. The distance value is set based on the distance between the two consecutive query
frames with some deviation. By performing confidence sharing logic, the aim is to per-

form spatial check and avoid any false matches.
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3.5 Pose Regression

A Siamese network consisting of VGG-16 base model is constructed for pose regression
task. It takes two images as an input and predicts the relative 6-DoF pose information
between them. The relative poses of the input image pairs are provided to the network
as ground truth pose information during training. The Figure 3.13 contains the following
information about the construction of the network for pose regression. Similarly, a pre-
trained network, called Places1365 designed for object recognition and scene recogni-
tion tasks using ImageNet and Places365 datasets respectively, has been employed for
initializing the shared weights of VGG-16 base models, and fine-tuned to perform pose
regression task based on the results in [4]. The outputs of the base model are flattened
and then concatenated to create a 1x4096 dimensional feature vector. The feature vector
is fed through three FC layers which are activated with Leaky RelLu function, and dropout
layers. Finally, the predicted pose can be extracted from the final FC layer. The predicted

pose is a 1x7 dimensional vector which consists of orientation vector [q,,, qx, y, ;] rep-
resented by utilizing quaternions and translation vector [t,,t,,t,]. Before training, the

translation vector and quaternions are scaled down to the range of [0,1] since Leaky
RelLu is used as an activation function in the network. The formula to perform scaling on

the pose information is as follows [4]:

d _ (Scmax - Scmin) * (d - dmin)
scaled (dmax - dmin) '

(3.3)

where d is the array of pose information and sc is range for scaling which is [0,1]. Since
it is a regression task, Mean Squared Error (MSE) is used as a loss function. The MSE

calculation can be formuled as follows [4]:

n
1
Lysg = ,r_lZ(Tscaled GT — TEst)z'
i=1 (3.4)

where Ty q10q ¢ denotes the scaled pose information, cand similarly Tg,; is the predicted
pose information. During testing, the relative pose predicted by the model is scaled up
to perform error calculations on testing dataset since the ground truth pose information

is based on real values of translation vector and quaternion.
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3.6 End-to-End Training Process

As it can be seen from Figure 3.13, two Siamese networks have been designed to first
identify possible matches for loop closure detection and then regress the relative pose
between those matches. The first network, which utilizes VGG-16 base model with
NetVLAD for place recognition task, is trained to learn features from the images and
identify places in an end-to-end approach. The training data consists of triplet image
pairs that reflects both uni-directional and bi-directional loop closure task. Then, the true
positive matches are passed to the second network, which utilizes VGG-16 base model
with FC layers to perform pose regression. Both networks are independently trained to
perform their respective tasks. Since the features are learned using the defined approach
rather than solely depending on using feature extraction methods, such as HoG and

SIFT, this approach is referred as end-to-end.
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4 RESULTS AND ANALYSIS

This chapter demonstrates the empirical results derived from networks trained and tested
on the FinnForest, PennCOSYVIO, and Oxford RobotCar datasets, for place recognition

task in Section 4.1 and pose regression task in Section 4.2.

The network has been tested on unseen scenes, namely S05, 'B-S' and '2015-10-30-13-
52-14', '2014-12-16-18-44-24' and '2015-07-29-13-09-26' from FinnForest, Penn-
COSYVIO and Oxford RobotCar datasets respectively. Remaining scenes are utilized
for training yet testing results for them are also provided. The networks are designed with
TensorFlow’s Keras APl by employing the Adam optimizer and setting the learning rate
to 0.0000001.

4.1 Place Recognition

The training and validation loss across epochs are shown in Figure 4.1. Ideally, the gap
between the training and validation loss should be minimal, indicating that the model is
generalizing well and can perform well on unseen data. The gap between the losses is
much higher in FinnForest dataset compared to others. As FinnForest dataset consists
of repetitive textures like trees, it might lead the model to struggle with learning and un-
able to handle the validation data very well. On the other hand, PennCOSYVIO re-
sponded well since the loss has converged quickly. Considering that PennCOSYVIO
represents in/outdoor environments with distinct landmarks and no presence of dynamic
objects, such plot is expected. Similarly, Oxford RobotCar dataset performed well. How-
ever, the gap between losses is not the only indicator for a successful loop closure de-
tection, hence other experiments, which will be elaborated in upcoming paragraphs, are

performed.

A loop closure system is simulated to understand the performance of the detection. Ini-
tially, keyframes are chosen based on the predefined distance value between the con-
secutive frames along the trajectory. There are two criteria for detecting a possible loop
closure: the embedding distance between the query and a keyframe should be within
some threshold value and it has to pass the confidence sharing criterion among its neigh-

boring localized matches.
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Figure 4.1 Plots illustrating the changes in network’s training and validation loss
across epochs for (a) FinnForest, (b) PennCOSYVIO, and (c) Oxford RobotCar datasets.



39

Defining a suitable embedding threshold value is important as it has an influence on the
reliability of loop closure detection. It should be selected in such a way that the system
detects less (ideally zero) false matches and more true matches. For this purpose, the
embedding distance between the query and its sample pairs on the testing data is in-
spected to decide on an optimal range for the threshold. Figures in Appendix B illustrate
the distance value between the query-positive and query-negative sample pairs for both
forward and backward motion case in three datasets. The feature vector, in other words
embeddings, for frames are extracted from the trained network. For FinnForest dataset,
the optimal threshold value appears to be around 0.5 and 1.1 for forward and backward
motion respectively (see Figure B.1). Similarly, as it is illustrated in Figure B.2 and B.3,
this value seems to be approximately around 0.5 and 1.2 for PennCOSYVIO and Oxford
RobotCar datasets. It is important to highlight that this approach only gives an insight

about the range to look for in the actual feature matching step to detect loop closures.

The loop detection system can find no match, unique match, multiple valid matches, valid
matches with a single or many positives or an invalid match. Those cases depend on the
number of keyframes created in the robot’s or vehicle’s earlier visit of the environment.
No match occurs when the system is not able to find any keyframe that represents a loop
closure for the query. It is possible for the system to detect multiple valid matches, if
there are barely any changes in consecutive keyframes. Alongside this, the system may
encounter false positives when it detects matches that are, in reality, incorrect. Similarly,
an invalid match can be observed when all the keyframes that are detected as a potential
loop closure are in fact false positives. Occasionally, true and false positive matches
could occur simultaneously for a query. It results from having similar scenes in the tra-
jectory. The resulting plots for place recognition task are represented in Figures 4.2-4.4.
The distance value between the queries, denoted by circles, has been selected slightly
higher based on the dataset specifications, in particular length of the trajectory, to provide

a clearer visualization of loop closure detection.

Figure 4.2 illustrates the place recognition task for forward and backward motion case of
FinnForest dataset. The system finds many matches in each location for forward motion
compared to backward motion as it is much easier to detect similarities when the scene
is observed from the same direction. The possible range for threshold values is decided
based on the plots explained in Appendix B. Accordingly, the plots for loop closure de-
tection task have been analyzed by utilizing threshold values in the selected range. The
optimal threshold is decided based on the number of matches and false positives. For

sequences S01, S03 and S04, it is 0.9 and 1.0 for forward and backward motion case
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respectively. The threshold for forward motion case is chosen a bit smaller than back-
ward one because even in smaller threshold values, it managed to find enough matches
due to its nature of forward motion, as mentioned before. At 1.0, the plot for forward case
was producing false positives, which is not preferable for loop closure tasks. A different
threshold, 0.8, for both forward and backward motion case is selected for the unseen
data S05. The higher ones produced a considerable number of false positives, hence
0.8 was the optimal one for S05. It is believed that due to the having repetitive scenes in
the dataset, combined with performing testing on unseen data, selection of a slightly
lower threshold is well-reasoned. In general, the system was not able to find many
matches for backward motion because of the dataset itself. It captures the forest envi-
ronment, where having repetitive textures like trees further complicate the process for
bidirectionality. Yet, even finding a single match could leverage the performance and
helps to avoid drift in real-word applications. Additionally, the queries shown in the plots
are selected based on some distance value. Particularly, there is 12, 20, 12, 45 meters
between the consecutive frames in S01, S03, S04, S05.

Figure 4.3 illustrates the results of place recognition task for forward and backward mo-
tion case of PennCOSYVIO dataset. The same approach, as described earlier, when
deciding the optimal threshold value has been carried out. For sequences A-F”, “A-S”
and “B-F, it is set to 0.9 for both forward and backward motion. For each sequence, the
number of true matches is much higher in forward motion case than in backward motion
since the scene is observed from the same direction in forward motion case. The system
has found more true positives in backward motion case compared to FinnForest dataset.
This is owing to the characteristics of the PennCOSYVIO dataset. As it consists of dis-
tinct scenes, it is much easier for system to be able to capture similarities in the case of
bidirectionality. For the unseen data (sequence “B-S”), a slightly higher threshold value
for backward motion case is selected in order to capture as many matches as possible.
Hence, for forward and backward motion, it is set to 0.9 and 1.0 respectively. Additionally,
there is 2 meters distance between the consecutive frames for each sequence visualized

in Figure 4.6.
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Figure 4.2 lllustrates the place recognition results for FinnForest dataset’s a) for-
ward motion case and b) backward motion case. The rows (top-to-bottom) denote the
plots S01, S03, S04, S05 (unseen sequence) respectively.



40 4
@ Multiple Valid Matches
@ Unique Match
e ARt i ®woooee
4
30 4 Py
e
[
®
o
— 20 »
E ¢
]
> .
]
o’
10 | L
o
]
L]
o
o*
o
T T T T T
50 60 70 80 20 100
X [m]
407 ® Multiple valid Matches
SOt eessssmseeee
[
30 4 ®
[ ]
]
.
]
20 .-
E .
> o*
.l
L
10 o
]
o
]
o
]
.
0
T T T T T
50 60 70 80 90 100
x[m]
40 o
® Multiple Valid Matches
st 00000 s0ssssssse
o
30 1 d
[
>
[}
)
20 l.
E '
> g
.
[
°
104 14
]
]
L
]
*
.
04
50 60 70 80 90 100
X [m]
40
Fabtadd A as Lo o8 f oo
o
304 [ 4
*
®
°
[
o*
£ [
= ®
> »
o’
o
10 4 L
L
[ ]
[
L
o°
04 ® Multiple valid Matches
Valid Matches with a FP
50 60 70 80 90 100
X [m]

(a)

40
Oo-ODOOOOO'OCOOGO'O'O
[e]
30 4 (o}
Q
[
Q
.D
= 20 L
E .
= 5
.
10 4 l.
[
(]
o O No match
04 @ Unique Match
@ Multiple Valid Matches
50 60 70 80 90 100
X[m]
40
DgOOOODGOOO@O.OOO
o
30 o
9
(]
o
o
20 '.
E ]
> Py
-
]
10 L]
]
.
@ Invalid match
©  No match
0 ® Multiple Valid Matches
® Unique Match
50 60 70 80 90 100
x[m]
40
- OOOOOO.OOOOGOOQ-O-O
o
304 o]
(o]
[0}
o
°
20 ..
E o
> o
o
>
10 4 L 4
®
L
4 ® Invalid match
©  No match
0 @ Multiple Valid Matches
@ Unique Match
T T T T T T
50 60 70 80 20 100
X[m]
40
OOOOOO..OOO@.O—(}OO
o
304 @
]
el
o
L J
o*
_E 20 °
> o’
]
L
L ]
10
o
o
o
L 4
©  No match
0 @ Multiple Valid Matches
@ Unigue Match
50 60 70 80 90 100
X [m]

(b)

42

Figure 4.3 lllustrates the place recognition results for PennCOSYVIO dataset’s a)
forward motion case and b) backward motion case. The rows (top-to-bottom) denote
the plots “A-F”, “A-S”, “B-F” and “B-S” (unseen sequence) respectively.
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Figure 4.4 illustrates the results for place recognition task for forward and backward mo-
tion case of Oxford RobotCar dataset. For each sequence, except sequence '2014-12-
16-18-44-24', the embedding threshold is set to 0.8 and 1.0 for forward and backward
motion case respectively. For sequence '2014-12-16-18-44-24', they are set to 0.75 and
0.5 for forward and backward motion case. Similar to other datasets, the system is able
to find significantly more matches for forward motion case than it is for backward motion.
It is worth noting that the system has detected slightly more false positives for backward
motion case compared to the other datasets. Additionally, there is 45 meters distance

between the consecutive frames for each sequence visualized in Figure 4.4.

The results for backward motion case on the unseen sequence ‘2015-10-30-13-52-14',
whose frames are captured under overcast weather, are yielding to somewhat similar
outcomes in terms of matches and false positives when it is compared to the respective
plots for the seen data. Furthermore, the plots for unseen sequences '2014-12-16-18-
44-24" and '2015-07-29-13-09-26' (illustrated in the last two rows of Figure 4.4) denote
the night-time and sunny weather respectively, and the network has been trained with
sequences when the weather is overcast. The loop closure results for sequence '2015-
07-29-13-09-26' gave relatively acceptable results (similar to the plots that are placed at
the first three rows of Figure 4.3 for seen data). The reason is that even though this
sequence and the sequences used in training are captured in different weather condi-
tions, they share somewhat similar lighting conditions. Yet, the number of true matches
in backward case does not seem enough. On the other hand, when the test data is
selected from sequence '2014-12-16-18-44-24' where the frames are captured at night,
it would become much harder for network to detect loop closures since the network does
not know how to handle such challenging environment. There is a significant appearance
change between sequences. As a result, the embedding threshold value is set to a lower
value for this sequence. Increasing it results in significantly more false positives for both

cases.
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Figure 4.4 lllustrates the place recognition results for Oxford RobotCar dataset’s a) forward
motion case and b) backward motion case. The rows (top-to-bottom) denote the plots '2014-11-
28-12-07-13', '2015-08-13-16-02-58', '2015-03-17-11-08-44', '2015-10-30-13-52-14" (unseen se-
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quence), '2014-12-16-18-44-24' (unseen sequence) and '2015-07-29-13-09-26' (unseen se-
quence) respectively.

4.2 Pose Regression

Tables 4.1-4.3 show the performance of the network for pose regression task in the case
of bidirectionality. The number of samples and the coverage area for selected sequences
in each dataset are also included in the tables. The performance is measured by finding
the absolute distance between the predicted and ground truth relative pose information.
As explained on Chapter 3, the queries and their possible matches are found from the
network constructed for place recognition task. The ground truth corresponds to the rel-
ative pose between those images, whereas the predicted pose is the relative pose that
is obtained from the network. Additionally, this calculation is performed separately on
translation and orientation vectors. This task presents a result that is consistent with the

previous findings for place recognition results. The average differences documented on

Invalid match
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tables are minimal for the sequences of PennCOSYVIO dataset and maximum for the

sequences of Oxford RobotCar dataset.

Table 4.1 Pose estimation results for FinnForest dataset.

Sequence name

S01

S03

S04

S05

Test Samples

1608

2470

3248

8422

Area of Coverage (m)

47x 193

800x190

812x 568

1826 x 1883

Described Approach

248m,0.15°

2.36 m, 0.14°

2.46 m,0.15°

4.80 m, 1.79°

Table 4.2 Pose estimation results for PennCOSYVIO dataset.

Sequence name

A-F

A-S

B-F

B-S

Test Samples

2627

2452

2700

2321

Area of Coverage (m)

144 x 36

144 x 36

144 x 36

144 x 36

Described Approach

0.95m,0.17°

0.91m,0.16°

0.98 m, 0.26°

1.26 m, 0.30°

Table 4.3 Pose estimation results for Oxford RobotCar dataset.

Sequence name

2014-11-28-12-07-13

2015-08-13-16-02-58

2015-03-17-11-08-44

2015-10-30-13-52-14

2014-12-16-18-44-24

2015-07-29-13-09-26

Test Samples

5717

6823

6671

7382

6681

5797

Area of Coverage

(m)
1272 x 1087
1358x 1099
1357 x 1082
1358x 1100
1359 x 1086

1357 x 1075

Described Approach

3.37m,0.07°

3.21m,0.07°

3.26 m,0.07°

3.69 m, 0.09°

7.99m, 0.26°

3.87m,0.10°
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5 CONCLUSIONS AND FUTURE WORK

The existing research on loop closures has predominantly concentrated on cases involv-
ing appearance or minimal viewpoint changes. A small number of studies have explored
bidirectionality, in other words opposing views, in loop closures. Even fewer studies have
addressed much challenging situations where both significant appearance changes and
bidirectionality are present at the same time. This work aimed to investigate bi-directional
loop closures, particularly in urban settings because of its ability to reflect real-world au-
tonomous driving systems, as well as in forested and in/outdoor environments which are
included for validation purposes. Findings for urban settings where there are both signif-
icant appearance changes and opposing views are presented as well. The Oxford Ro-
botCar dataset (urban environment) along with FinnForest (forest) and PennCOSYVIO
(infoutdoors) datasets are utilized for this purpose. The proposed approach is based on
two end-to-end Siamese networks which are developed for place recognition and pose
regression tasks separately. This approach stands out among the approaches in other
studies for its ability to perform end-to-end learning for the task at hand. The network is
pretrained on a dataset Places1365, and this provides a good initialization for the net-
work’s weights. Later, it is fine-tuned to adapt it for loop closure task. The network’s
weights are adjusted during training to recognize the similarities or differences between
the inputimages. This approach requires significant training data, computation resources
and time to perform it, yet it is beneficial in terms of performance as it provides better
feature representation. In most of the other approaches, pretrained network is utilized as
a feature extractor without further fine-tuning. Those approaches provide speed and sim-

plicity, but it is hard to capture the features optimized for the task at hand.

The findings gathered from networks for Oxford Robotcar dataset demonstrated poor
results compared to other datasets, and it is likely that getting such results is tied to
characteristics of the dataset. To begin with, the network has performed well for FinnFor-
est dataset even though the environment consists of repetitive textures, like trees, which
can make the learning more challenging. For backward motion case, the results demon-
strated a tradeoff. Less matches are found, but at the same time, the system has de-
tected fewer false positives. Yet, even finding a single match has a significant effect on
localization and correction of drift in the trajectory. Hence, the results are satisfactory in
that sense. Similarly, we can draw the same conclusion from the absolute distances pre-
sented in the pose regression section. The results for the unseen data were satisfactory,

yet the network seems to have struggled slightly, likely due to the challenging nature of
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the dataset. Secondly, the localization results for bidirectionality in PennCOSYVIO da-
taset yielded better outcomes in terms of number of matches observed for backward
motion case. Unlike FinnForest, the captured scenes provided enough distinct features
for network to differentiate between similar and dissimilar frames easily. Moreover, be-
cause of having less ambiguity in scenes, there are fewer false positives. Obtaining
smaller absolute distance values for pose regression results, which are presented in the
respective tables, further supports these conclusions. The network also performed well

on unseen data, and this indicates that it has learned rather than memorized the scenes.

On the other hand, the localization results for Oxford RobotCar dataset, which is the
main focus of this work, yielded more false positives and less true matches compared to
other datasets when bidirectionality is considered. As it also can be seen from the pose
regression results, the absolute distance values are much greater than for other two da-
tasets; even greater than FinnForest, where having repetitive scenes tends to complicate
the learning process further. In addition to that, the outcomes for the unseen sequences
are quite similar to ones that are used during training. However, the sequences with both
appearance changes and bidirectionality, especially those captured at night, yielded
worse results when the changes were extreme. The network appears to learn based on
the training plot, however, based on testing results, it fails to provide good outcomes.

There might be several reasons that could have caused this.

¢ Opposing views pose an additional challenge for urban settings since, for in-
stance, a building can look significantly different when it is observed from oppo-
site directions. The network might struggle to learn the consistent features
properly between the query and positive sample despite utilizing the triplet loss.

Hence, it might fail on testing.

e Presence of dynamic entities in the environment could be another reason. Ideally,
the network is supposed to focus on static objects and their spatial positions.
However, since dynamic objects are also present in the urban settings, the net-
work will try to learn from them as well. As a result, during testing, the extracted
feature vector might have information about those dynamic elements, leading to
wrong matching based on the presence of the dynamic object in the correspond-
ing rear camera frame. For instance, if a bicyclist is detected in the query image,
the network might try to match it with the keyframes that includes that bicyclist

because of the similarity, even if the keyframes are not similar with the query.
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There is a possibility that the network might be overfit to certain noise, which is
the color. There seems to be distinction in saturation between front and rear cam-
era images when they are visually observed. Even though both images are con-
verted into RGB, and then preprocessed based on Places1365 dataset’s charac-
teristics, this issue continues to exist. This could explain having false positives
during testing, as the network might focus on color distinction rather than the

static entities.

Even though the focus of this work is on bidirectional loop closures, the localization re-

sults for uni-directional case are presented as well. Oftentimes, more than a single match

is detected for chosen locations in all three datasets. The images from the same direction

share significant overlapping areas, hence the network learned similarities and dissimi-

larities between samples with ease. Additionally, having no appearance changes etc.,

on images for uni-directional case was another factor for getting many matches.

Below are potential recommendations for future work.

In the explained approach, base model VGG16 is pretrained on Places1365 da-
taset. This is a decent choice as it provides high-level understanding of the
broader range of scenes. However, other approaches might provide better adapt-
ability to the urban settings. In the previously referenced study [66], LoST de-
scriptors are formed from convolutional feature maps, obtained from RefineNet
network that is pretrained on the Cityscapes dataset, which is designed specifi-
cally for semantic segmentation in urban settings. Hence, a comparative analysis
is needed. VGG16 base model could be changed into RefineNet network that is
pretrained on the Cityscapes dataset while keeping the rest unchanged, and the
results from those can be compared with the results presented in this work for
Oxford RobotCar dataset. Meanwhile, the network in [66] might not generalize
well for the FinnForest and PennCOSYVIO datasets as it is only pretrained on

the urban environment-focused dataset.

Methods that discard dynamic objects can be considered to further examine
whether they have an impact on loop closure in utilized approach. Although, it
could lead to high computational cost. During the data preparation step, such
dynamic objects could be identified and discarded from the images with the pur-
pose of performing training that does not take into account of the presence of
dynamic objects. Similarly, more focus could be given to only left and right side
of the road as in [34], since this might avoid the effect of dynamic entities on the

network.
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The selection of the optimal range was based on two factors in this work: observ-
ing front-rear pairs visually and the findings in another study. Even though the
selected range seems reasonable, to ensure that the results are not affected
even by slight changes in the range values, a further comparison between place

recognition and pose regression results across various ranges can be conducted.

A further investigation on the case where there are opposing viewpoints and sig-
nificant appearance changes in the environment at the same time is needed. Lo-
calization results for Oxford RobotCar dataset is provided for such case, how-
ever, it is when the network is trained with pairs from sequences that only portrays
overcast weather. Hence, the localization findings yielded to poor results for se-
quences that reflect nighttime and sunny weather scenes. Such scenes that in-
troduce variations in lighting etc. can also be added to the training data to further
improve the network’s performance and adaptability of the method in real-life

scenarios, however this will require significant computational power and time.
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APPENDIX A: ANALYSIS OF LOSS GAP

The appendix presents the training plots from the network for loop closure task, highlighting the
specified distance values between the query and its positive and negative sample pairs in the

triplet input and their effect on gap between the losses.
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Figure A.1 lllustrates the training plots for Oxford RobotCar dataset when the range for
backward motion case is selected as a) (23,29,34), b) (25,31,36), c¢) (27,33,38), d)
(29,35,40), e) (31,37,42), f) (33,39,44), g) (35,41,46), h) (37,43,48).



APPENDIX B: EMBEDDING SIMILARITY

The appendix presents the Euclidean distance distribution, calculated from embeddings, between

the test queries and their positive and negative pairs for each dataset.
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Figure B.1 lllustrates the embedding distance between the query-positive and
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query-negative sample pairs on test data for a) forward motion case and b) backward
motion case. The rows (top-to-bottom) denote the plots S01, S03 and S04 and S05
(unseen sequence) from FinnForest dataset respectively.



Similarity Values of Anchor-Target and Anchor-Negative Pairs

Similarity Values of Anchor-Target and Anchor-Negative Pairs

Similarity Values of Anchor-Target and Anchor-Negative Pairs
18

® AnchorTarget 18] ® AnchorTarget
164 @ AnchorNegative 3 @ Anchor-Negative
.

1.4 4 16
3 g
S 124 g
@ @
H 214
£ 104 g
a (]
c c
&

0.8 4 s .
3 g 12 .
3 . S
g ]
D064 L] “

L] 10

0.4

0.2 4 0.8

Anchor-Target Anchor-Negative Anchor-Target Anchor-Negative

Similarity Values of Anchor-Target and Anchor-Negative Pairs

® Anchor-Target ® AnchorTarget
161 ® AnchorNegative 181 ¢ AnchorNegative
14
£ g1e
S, s
w @
g o
£ g4
& 10 &
a a
c <
] -
§ 0.8 E 12
5 S
@ 06 . o
10
0.4
0.2 0.8
AnchorTarget Anchor-Negative Anchor-Target Anchor-Negative
Similarity Values of Anchor-Target and Anchor-Negative Pairs Similarity Values of Anchor-Target and Anchor-Negative Pairs
® AnchorTarget 181 g AnchorTarget
1671 ® AnchorNegative ® AnchorNegative
14 L4 16
s E}
2 E
=12 s
8 o
E 5 144
h 10 Z
=} =]
c
£ c
g o8 £ 124
s T
@ g &
1.0
04
0.2
Anchor-Target Anchor-Negative AnchorTarget Anchor-Negative
Similarity Values of Anchor-Target and Anchor-Negative Pairs Similarity Values of Anchor-Target and Anchor-Negative Pairs
1754 @ Anchor-Target ® Anchor-Target
@ Anchor-Negative 181 g Anchor-Negative
1.50 4
F g 16
g 1251 3
£ g
& 100 514
2 £
a a
£ 075 €
g ﬁ 12 .
] S
2 0504 2
0.25 o
0.00 4 . 0.8
Anchor-Target Anchor-Negative Anchor-Target Anchor-Negative

(@)

(b)

63

Figure B.2 lllustrates the embedding distance between the query-positive and
query-negative sample pairs on test data for a) forward motion case and b) backward
motion case. The rows (top-to-bottom) denote the plots “A-S”, “A-F”, “B-S” (unseen se-
quence) and “B-F” from PennCOSYVIO dataset respectively.
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Figure B.3 lllustrates the embedding distance between the query-positive and
query-negative sample pairs on test data for a) forward motion case and b) backward
motion case. The rows (top-to-bottom) denote the plots '2014-11-28-12-07-13', '2015-

08-13-16-02-58', '2015-03-17-11-08-44', '2015-10-30-13-52-14' (unseen sequence),
'2014-12-16-18-44-24' (unseen sequence) and '2015-07-29-13-09-26' (unseen se-
quence) from Oxford RobotCar dataset respectively.
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