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ABSTRACT

Aleks Malkhasov: Integration of News Sentiment Analysis into Long-Term Stock Price Prediction
Models
Master of Science (Technology) Thesis
Tampere University
Master’s Programme in Computing Sciences
October 2024

This master’s thesis investigates the enhancement of financial trend prediction models by in-
corporating textual data from news articles. The study focuses on comparing the effectiveness of
two text encoding methods: TF-IDF (Term Frequency-Inverse Document Frequency) and SBERT
(Sentence-BERT), within the context of various machine learning models.

Initially, financial data alone is utilized to train Random Forest, Logistic Regression, and Cat-
Boost models, establishing a performance baseline. Subsequently, news data is integrated, and
text is encoded using TF-IDF and SBERT to evaluate the effect on machine learning model per-
formances. The models are then retrained with these enriched datasets.

Performance evaluation metrics such as accuracy, recall, precision, and F1-score are rigor-
ously analyzed for the determination of the benefits of each text encoding method. The results
indicate that while both encoding methods improve model performance over using financial data
alone, SBERT offers superior enhancements in accuracy and recall, demonstrating its ability to
capture complex semantic relationships within textual data.

This thesis concludes that the integration of SBERT-encoded textual data significantly en-
hances the predictive power of financial models. However, TF-IDF remains a viable alternative
in scenarios with limited computational resources. The findings underscore the value of advanced
text encoding techniques in financial analytics, paving the way for more robust and accurate pre-
dictive models.

Keywords: Financial Trend Prediction, Machine Learning, Text Encoding, TF-IDF, SBERT, Random
Forest, Logistic Regression, CatBoost
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1. INTRODUCTION

Forecasting the prices of securities has always been of paramount interest, captivating

the attention of private investors, corporations, and governmental bodies alike. The dy-

namic nature of financial markets necessitates robust predictive models that can adapt to

various influencing factors. Traditionally, predicting asset prices involves meticulous anal-

ysis of time series data, primarily comprising financial metrics such as historical prices,

trading volumes, and volatility measures. However, the intricate interplay between market

dynamics and external factors often extends beyond these numerical indicators.

Lately, there can be seen the growing interest in the recognition of the profound impact

that news summaries and sentiment can exert on asset prices. Timely dissemination

of news, ranging from corporate announcements to geopolitical events, can swiftly sway

investor sentiment and trigger significant fluctuations in market prices. Thus, incorporat-

ing news sentiment analysis into forecasting models has emerged as a promising way to

enhance the precision and dependability of predictions..

The foundation of this study is to develop an integrated forecasting model that amalga-

mates traditional time series analysis with sentiment analysis of news summaries. By

harnessing the wealth of information embedded within both financial data and news sen-

timent, the proposed model seeks to provide more nuanced insights into the movement

of securities prices. Specifically, the aim is not merely to predict discrete price points,

but rather to forecast the directional movement of securities over extended time horizons.

This shift in focus acknowledges the diverse investment strategies employed by market

participants, catering not only to short-term traders but also to the long-term objectives of

investors seeking sustained portfolio growth.

Moreover, existing forecasting systems predominantly cater to the needs of short-term

traders, prioritizing rapid-fire predictions aimed at exploiting fleeting market opportunities.

However, this myopic perspective often neglects the interests of long-term investors, who

prioritize stable and sustainable returns over short-term gains. Consequently, there is a

notable gap in existing research, necessitating the development of forecasting algorithms

tailored to the diverse investment horizons and risk appetites prevalent in the financial

environment.

Against this backdrop, this thesis endeavors to bridge the gap between conventional time
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series analysis and the burgeoning field of sentiment analysis in financial markets. By

integrating these disparate yet complementary domains, the study seeks to advance the

frontier of securities forecasting, offering novel insights and practical implications for in-

vestors, analysts, and policymakers alike.

The subsequent sections will delve into the methodological framework adopted to develop

and evaluate the forecasting model, followed by an in-depth analysis of the empirical

findings and their implications for both theoretical research and practical applications in

securities forecasting.
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2. GOAL OF THE THESIS

The goals of this study are delineated as follows:

1. Comparison of Machine Learning Models: How models trained on the financial

data alone would compare against those that have been trained with augmented

news data in terms of prediction? The objective will critically analyze the perfor-

mance metrics of different machine learning algorithms, including accuracy, preci-

sion, recall, and F1-score of the models. This gives the study a platform to report

insights in regard to the following question: how much incremental predictive power

of the news data is considered against trade-off factors, such as model complexity,

computational efficiency, and predictive accuracy?

2. Assessment of News Contributions to Long-Term Forecasting: To what extent

does fresh this day news summary influence long-term forecasting of securities in

predicting its price movements? In this objectivity, it will be systematically analyzed

about the predictive performance over an extended period using the model trained

with, and without, the news data. The study has the aim of finding the effect of news

sentiment on securities prices and, accordingly, further enlightening the three-way

dynamic role of market fundamentals, investor sentiment, and outside news events

impinging on long-term trends in financial markets.

3. Evaluation of Text Processing Complexity: How does the level of complexity

in text processing impact the quality of stock market predictions? This investi-

gation aims to determine the extent to which more sophisticated text processing

techniques, such as sentiment analysis with deep learning models, contribute to

improved forecasting accuracy compared to simpler methods. By comparing the

performance of predictive models trained on news articles processed with vary-

ing degrees of complexity, including lexicon-based sentiment analysis versus deep

learning-based sentiment analysis, this study seeks to elucidate the incremental

predictive power gained from more advanced text processing techniques. Addition-

ally, the research aims to identify the trade-offs involved in adopting more complex

text processing methods, such as increased computational resources and model

complexity, and to assess whether the potential improvements in prediction accu-

racy justify the additional complexity. Ultimately, the findings of this investigation

are intended to provide insights into the optimal level of text processing complexity
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necessary for achieving the highest quality predictions in stock market forecasting,

offering practical guidance for researchers and practitioners in the field.

In summary, the research objectives chapter has evidently identified a multifaceted ap-

proach aimed at comprehensively addressing the research problem. Thus, comparing

these models one to another and checking how much of an impact news data puts on

the forecasting. Such rigorous analysis and experimentation hope to render valuable

insights pertaining to the complex dynamics of financial markets and actionable recom-

mendations for investors, analysts, and policymakers in tackling complexities related to

securities prediction. Finally, it is expected that the present study will work for contribut-

ing to the up-to-date discussion in financial research and deepening the understanding

of how data-driven methodologies and real investment strategies are dependent on each

other.
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3. LITERATURE REVIEW

Forecasting stock prices has become an important component of financial decision mak-

ing and a key task for an investor or market analyst to survive the complexities of the stock

market. In recent times, the emergence of artificial intelligence (AI) techniques has trans-

formed the sector and created powerful mechanisms for predicting stock market trends.

This section reviews the most significant papers on stock price prediction through sen-

timent analysis and deep learning models. Additionally, four papers are reviewed which

are related but take slightly different approaches to financial forecasting.

In the following paper, "Natural Language Processing and Multimodal Stock Price Predic-

tion," Kevin Taylor and Jerry Ng (July 2023) present new methods of stock price prediction

[37]. The paper emphasizes a unique method of combining various data forms, partic-

ularly textual and numerical data, to predict stock price movements. Traditionally, stock

price predictions heavily relied on numerical data such as historical prices or financial

indicators. However, Taylor and Ng expand on this by integrating audio inputs such as

earnings calls, interviews, and other verbal communications from company executives or

market analysts. The study also harnesses advanced NLP techniques to analyze textual

data such as financial news, analyst reports, and social media content. The inclusion of

NLP highlights the importance of capturing sentiment, tone, and language patterns, which

can significantly impact investor sentiment and, subsequently, stock prices. By analyzing

this unstructured data, the model gains insights into market expectations and reactions

that are not easily captured by numerical data alone. This research is closely aligned with

the concept of this work, but the idea of predicting percentage changes primarily applies

to short-term price fluctuations. In contrast, the goal of this work is to forecast overall

price movements with a focus on a longer-term perspective. However, the results of this

study can still be compared with the outcomes of the current research for a meaningful

evaluation and comparison of predictive performance in different time frames.

The paper "Stock Price Prediction Through the Sentimental Analysis of News Articles"

by Jaeyoon Kim, Jangwon Seo, Minhyeok Lee, and Junhee Seok, 2019 is inspired by

the work of Dean et al. [21]. Their study focuses on the application of sentiment anal-

ysis techniques for evaluation on how the tone and content of financial news influence

stock price prediction, seeking to enhance the precision of forecasting models by incor-

porating qualitative data into traditional quantitative models. The main emphasis of the
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paper is on leveraging sentiment analysis to extract relevant information from financial

news. The authors employ natural language processing (NLP) algorithms to evaluate the

sentiment (positive, negative, or neutral) of news articles related to specific stocks. By

analyzing the tone and context of the articles, they aim to determine the impact of news

events on investor behavior and, consequently, stock price movements. The researchers

develop a framework that combines sentiment scores from news articles with traditional

numerical features such as historical stock prices and technical indicators. The sentiment

scores are treated as additional features in the prediction model, enriching the dataset

with qualitative information. This multimodal approach integrates both textual and numer-

ical data to capture the full range of factors influencing stock prices. The research em-

ploys a range of machine learning techniques, such as support vector machines (SVMs)

and deep learning models, to forecast future stock price fluctuations using a combined

dataset of sentiment analysis and historical stock performance. The choice of machine

learning techniques highlights the authors’ effort to improve the predictive power of stock

price models by incorporating advanced methods in data analysis and prediction. The

approach used by the authors can be valuable for this research, as it demonstrates the

effectiveness of incorporating news articles into stock price prediction models. However,

one of the goals of this work is to move beyond sentiment classification (positive, neutral,

negative) and instead focus on encoding the full text of news articles. By doing so, the

machine learning model can capture more nuanced information and deeper context from

the news, potentially improving its predictive performance. This approach aims to provide

the model with richer input data, enabling it to better understand the complexity of news

content and its impact on stock prices.

Another relevant study is "Deep Learning-Based Stock Price Prediction Using LSTM and

Bi-Directional LSTM Model" by M. A. Istiake Sunny, M. M. S. Maswood, and A. G. Al-

harbi [36]. This paper investigates the efficiency of Long Short-Term Memory (LSTM)

models and their variation, Bi-directional LSTMs (BI-LSTMs), in predicting stock prices.

The authors propose a new framework that leverages these deep learning models to cap-

ture long-term dependencies in sequential stock market data. By focusing on temporal

data, the model enhances the prediction of future price trends. The researchers also

conduct extensive experimentation with hyper-parameter tuning, leading to robust results

in stock price prediction. This research demonstrates a classical approach to solving the

stock price prediction problem without a focus on long-term goals. It is primarily suited

for short-term forecasting and can be effectively used as a tool for technical analysis of a

security. By capturing immediate price movements, the model provides valuable insights

for short-term traders, although it lacks the broader perspective required for long-term

investment strategies.

In "A LSTM-based Method for Stock Returns Prediction: A Case Study of China Stock

Market," K. Chen, Y. Zhou, and F. Dai propose an LSTM-based approach to predict stock
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returns in the Chinese stock market [7]. The authors use historical data and apply a

sequence-based learning approach. Their work highlights the importance of careful se-

lection of input features and their preprocessing, which significantly impacts the prediction

accuracy (the authors include several financial indicators and macroeconomic factors as

input features). These features help to contextualize stock price movements and improve

the model’s ability to forecast returns by incorporating broader market dynamics, such as

interest rates, inflation, and market sentiment. The LSTM model in this study outperforms

baseline models, further reinforcing the efficiency of deep learning methods in financial

forecasting. The research highlights the relevance of neural network models, particularly

LSTM, in emerging markets like China. These markets often exhibit high volatility and are

subject to abrupt policy changes, making traditional linear models less effective.

In "Financial Time Series Forecasting with Deep Learning : A Systematic Literature Re-

view: 2005-2019" by Omer Berat Sezer, Mehmet Ugur Gudelek, Ahmet Murat Ozbayo-

glu (2019)[33] authors provide a comprehensive review of the application of deep learn-

ing techniques to financial time series forecasting over a span of nearly 15 years. The

study synthesizes existing research to offer insights into how deep learning methods have

evolved and their effectiveness in predicting financial time series data. The authors trace

the development and application of deep learning methods in financial forecasting. They

discuss how early studies focused on simpler neural network architectures, while more

recent research has leveraged advanced models such as LSTMs and hybrid approaches

that combine multiple deep learning techniques. This evolution reflects the growing com-

plexity and capability of deep learning models in handling financial data. LSTM models

are noted for their effectiveness in identifying long-term patterns and trends in financial

sequential data. They generally outperform simpler RNN models and are preferred for

their ability to handle vanishing gradient problems. Issues such as missing data, noisy

data, and the need for extensive preprocessing are critical for model accuracy.

In the paper "Stock Price Prediction using Sentiment Analysis and Deep Learning for In-

dian Markets" by Narayana Darapaneni, Anwesh Reddy Paduri, Himank Sharma, Milind

Manjrekar, Nutan Hindlekar, Pranali Bhagat, Usha Aiyer, and Yogesh Agarwal[10] the au-

thors introduce a hybrid method for predicting stock prices, integrating sentiment analysis

with deep learning techniques, specifically adapted to the Indian financial markets. This

research leverages sentiment analysis to assess the influence of news articles and so-

cial media on stock prices. By examining the sentiment (positive, negative, or neutral)

of financial news and social media posts concerning Indian stocks, the authors seek to

capture investor sentiment and its impact on stock price trends. This qualitative data is

combined with quantitative financial indicators to enhance prediction accuracy. By focus-

ing on the Indian market, the paper addresses the specific characteristics and dynamics

of this emerging market. The authors highlight how sentiment analysis can capture local

market sentiment and trends that are unique to the Indian financial environment, thus pro-
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viding a more tailored approach to stock price prediction. Similar to the study "Stock Price

Prediction Through the Sentimental Analysis of News Articles" by Jaeyoon Kim, Jangwon

Seo, Minhyeok Lee, and Junhee Seok (2019)[21], this research does not use the actual

news articles as input data. Instead, it focuses on sentiment scores, which categorize

news content into classes such as positive or negative. This approach abstracts the qual-

itative information from the news into sentiment labels, which are then used in conjunction

with deep learning models to predict stock prices.

In the paper "Stock Price Prediction using LSTM-ARIMA Hybrid Neural Network Model

with Sentiment Analysis of News Headlines" by Darshil Vipul Shah, Mahim Dashora,

Nityam Churamani, and Badri Prasad[23], the authors propose an advanced hybrid model

that combines LSTM networks with AutoRegressive Integrated Moving Average (ARIMA)

algorithms, incorporating sentiment analysis of news headlines to enhance shares price

prediction accuracy. The paper exposes a hybrid forecasting model that integrates LSTM,

with ARIMA, a classical statistical method used for time series forecasting. The LSTM

component handles the non-linear patterns and temporal dynamics in stock price data,

while the ARIMA component addresses the linear trends and seasonality. This combina-

tion intends to utilize the strengths of both methods for improved forecast accuracy. A key

innovation of this research is the incorporation of sentiment analysis of news headlines.

The authors derive sentiment scores from stock-related news headlines, classifying them

as positive, negative, or neutral. These sentiment scores are incorporated as supplemen-

tary features in the hybrid model to capture the influence of market news and investor

sentiment on stock price fluctuations.

In their paper "Stock Prediction using Deep Learning and Sentiment Analysis," Yichuan

Xu and Vlado Keselj[42] examine the integration of deep learning techniques and sen-

timent analysis for predicting stock market trends. The authors leverage financial news

articles and social media data to extract sentiment, which they incorporate into their pre-

dictive models alongside traditional historical stock data. The core approach utilizes re-

current neural networks (RNNs), particularly Long Short-Term Memory (LSTM) networks,

to identify time-based relationships in stock prices while incorporating sentiment scores

as additional features. Xu and Keselj demonstrate that sentiment analysis, combined with

deep learning, can improve the accuracy of stock market predictions by identifying pat-

terns in how public opinion influences market movements. Their findings highlight the

importance of using both quantitative data and qualitative sentiment information to better

model stock price fluctuations. This approach provides a more holistic view of market

dynamics, making it a valuable contribution to the growing body of research on financial

prediction using artificial intelligence.

The reviewed literature emphasizes the potential of integrating opinion mining and deep

learning models for stock market prediction. The combination of opinion mining from

written content, such as news reports and social platforms, with advanced AI techniques
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like LSTM, SVM, and other deep learning models, has proven to offer robust stock price

prediction capabilities. The additional studies reviewed provide alternative approaches

and reinforce the interdisciplinary nature of financial forecasting.
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4. BACKGROUND

4.1 Data

4.1.1 Financial Data: An Overview

Financial data encompasses a vast array of quantitative and qualitative information that

is crucial for analyzing and understanding the dynamics of financial markets and assets.

This data plays a fundamental role in decision-making processes in finance, whether

for investment analysis, risk management, market forecasting, or economic research.

This section aims to offer a detailed explanation of financial data, its sources, types,

and applications, with references to key literature in financial analysis and data science.

Accurate and reliable financial data is essential for investors, analysts, policymakers, and

researchers, as it forms the backbone of financial modeling, valuation, and economic

analysis.

Definition

Financial data refers to any information pertaining to financial transactions, assets, mar-

kets, and the performance of organizations. This data may include historical prices of

assets, trading volumes, market capitalizations, corporate financial statements, earnings

reports, and macroeconomic indicators. Financial data can be examined using statisti-

cal, econometric, or machine learning techniques to uncover trends and insights that can

guide investment decisions, policy formulation, or business strategies [9].

Sources

Financial data is available from a wide range of sources, which can be categorized based

on their access models (public vs. proprietary), frequency (real-time vs. historical), and

depth of coverage.

• Financial APIs: These platforms provide programmatic access to current and past

data on asset prices, volumes, and market conditions. APIs are widely used for

automated trading systems, financial applications, and market analysis tools. Ex-

amples include:
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– Yahoo Finance API: Offers free access to stock data, historical prices, and

financial metrics.

– Alpha Vantage: Provides stock market data, foreign exchange rates, and tech-

nical indicators.

– IEX Cloud: Delivers data on US stocks, market indexes, and key financial

figures .

• Financial Databases: These are specialized platforms that aggregate and curate

financial data from multiple sources. They offer comprehensive data analysis tools

and serve institutional investors, analysts, and academics. Key examples include:

– Bloomberg Terminal: A leading platform for real-time data, analytics, and

news on financial markets.

– Thomson Reuters Eikon: Provides financial data, news, and analysis, widely

used by market professionals.

– FactSet: Offers financial research and analytics tools for portfolio manage-

ment and market analysis.

• Government Agencies: Regulatory bodies and government institutions release

publicly available financial reports, filings, and economic data. Examples include:

– U.S. Securities and Exchange Commission (SEC): Publishes corporate doc-

uments, including annual reports.

– Federal Reserve: Offers a wide range of economic data, including interest

rates, money supply figures, and economic indicators.

– Eurostat: Provides data on economic performance, inflation, and employment

across the European Union.

• Financial Publications: Major financial news outlets and research firms produce

daily updates, analysis, and commentary on market trends. These are often used

as secondary sources for market sentiment and analysis:

– Bloomberg: Known for its in-depth financial news and real-time data feeds.

– The Wall Street Journal: Covers global financial markets, business, and eco-

nomic news.

– CNBC: A leading broadcaster of market and economic news.

Types

Financial data is diverse and can be categorized based on its characteristics and the

specific financial context it serves.
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• Market Data: This includes information about the trading activity and pricing of

financial instruments, such as shares, fixed-income securities, commodities, and

currencies. Market data is essential for understanding supply and demand in finan-

cial markets. Key metrics include:

– Price data: Includes open, close, high, and low prices over a specific time

frame.

– Volume data: Reflects the number of units of an asset traded over a certain

period.

– Bid-ask spreads: The gap between the maximum value a buyer is prepared

to offer and the minimum value a seller would like to receive. [9].

• Fundamental Data: Fundamental analysis relies on data from financial statements

and economic reports to assess the intrinsic value of a company or asset. It in-

cludes:

– Earnings data: Company profit, typically measured quarterly or annually.

– Balance sheet data: Information on company assets, liabilities, and share-

holders’ equity.

– Cash flow data: Reflects the inflows and outflows of cash within a company

[2].

• Economic Data: Economic indicators help analysts assess the overall health of

the economy, which in turn influences market sentiment. Common economic data

includes:

– Gross Domestic Product (GDP): An indicator of economic performance and

expansion.

– Inflation rates: The pace at which overall prices for goods and services in-

crease, diminishing purchasing power.

– Unemployment rates: The proportion of the workforce that is without a job and

actively looking for employment [2].

• Alternative Data: This is a rapidly growing field where non-traditional data sources

are used to gain insights that are not readily apparent from conventional financial

data. Examples include:

– Satellite imagery: Used to estimate production levels, monitor supply chains,

or track economic activities (e.g., tracking the number of cars in parking lots).

– Social media sentiment: Analyzes public sentiment on platforms like Twitter to

predict market reactions or stock price movements.
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– Web traffic data: Measures the popularity and user engagement of e-commerce

websites or other online platforms.

Financial data serves multiple applications, from portfolio management and asset valua-

tion to macroeconomic forecasting and market risk assessment. The choice of data type

and source depends on the financial analysis’s goals, the asset class involved, and the

required data frequency.

4.1.2 Data Parsing: An In-depth Overview

Data parsing is a fundamental process in computer science and data analysis, involving

the extraction and interpretation of structured or unstructured data from various sources.

This section offers a thorough summary of the data. parsing, including its definition,

techniques, and applications.

Definition

Data parsing, commonly referred to as data extraction or data scraping, denotes the pro-

cess of systematically analyzing raw data in order to extract relevant information accord-

ing to predefined rules or patterns. The extracted data can be structured, such as in

databases or spreadsheets, or unstructured, such as in text documents or web pages.

Techniques

Various methods are used for data parsing, depending on the data characteristics and

the intended objectives. Common approaches include:

• Regular Expressions (Regex): Regex is an effective tool for pattern recognition

and string processing. It allows users to define complex search patterns to extract

specific information from text data.

• HTML Parsing: HTML parsing involves analyzing the structure of HTML docu-

ments to extract desired elements or content. Libraries like BeautifulSoup in Python

provide convenient methods for parsing HTML and XML documents.

• API Parsing: Many web services and applications offer APIs (Application Program-

ming Interfaces) for accessing their data in a structured format. API parsing involves

making requests to these APIs and processing the returned data.

• Natural Language Processing (NLP): NLP algorithms are used to parse and ana-

lyze raw textual information, such as articles, social media content, or emails. NLP

algorithms can extract entities, sentiments, and other valuable information from text.
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Applications

Data parsing has numerous applications across various domains, including:

• Web Scraping: Web scraping involves the process of extracting data from web-

sites for purposes such as market research, competitive analysis, or content aggre-

gation.

• Data Integration: Data parsing is used to integrate information from multiple sources,

such as databases, APIs, or flat files, into a unified dataset for analysis.

• Information Retrieval: In information retrieval systems, data parsing is used to

index and search through large volumes of text data, enabling efficient information

retrieval.

• Machine Learning: Data parsing is essential for preparing data for machine learn-

ing applications like natural language processing, image recognition, or predictive

modeling.

4.2 Traditional Machine Learning

In this section, we focus on specific traditional machine learning methods that are directly

relevant to the research in this thesis. While there are numerous algorithms in the domain

of artificial intelligence, here we discuss only those approaches that are applied in the

context of this work. The algorithms chosen for this study represent a subset of the

broader domain, as the range of machine learning techniques is vast and continually

evolving.

4.2.1 Scaling

[3]

MinMaxScaler: Min-Max Scaling

MinMaxScaler is a commonly utilized data preprocessing technique within the field of

machine learning and data analysis. It scales numerical features to a specified range,

typically between 0 and 1. This section offers a comprehensive explanation of MinMaxS-

caler, covering its functionality, operational details, and practical applications.

Definition

MinMaxScaler transforms the features ...by normalizing them to a defined interval of,

typically [0, 1]. It retains the initial distribution of the dataset and guarantees that all data

is scaled uniformly. MinMaxScaler operates according to the following formula:
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Xscaled =
X −Xmin

Xmax −Xmin

where X represents the original feature values, Xmin is the minimum value of the feature,

and Xmax is the maximum value of the feature.

Operation

MinMaxScaler performs the following steps:

1. Identify the minimum and maximum values of each feature in the dataset.

2. Scale each feature to the specified range using the formula mentioned above.

Applications

MinMaxScaler is commonly used in various machine learning tasks and data preprocess-

ing pipelines, including:

• Feature Scaling: MinMaxScaler is applied to scale numerical features to a com-

mon range before feeding them into machine learning algorithms. It prevents fea-

tures with larger scales from dominating the learning process.

• Neural Networks: MinMaxScaler is used to scale input features and target vari-

ables in neural network models to ensure stable and efficient training.

• Clustering: MinMaxScaler is employed in clustering algorithms to normalize fea-

tures and improve clustering performance by bringing the data into a common

scale.

• Image Processing: MinMaxScaler is utilized in image processing tasks to scale

pixel values to a specified range, facilitating image enhancement and analysis.

MinMaxScaler provides a simple yet effective way to scale features to a desired range,

ensuring compatibility and stability in various machine learning and data analysis work-

flows.

StandardScaler: Standardization

StandardScaler is a commonly utilized data preprocessing technique in machine learning

and data analysis. It standardizes numerical features by removing the mean and scaling

to unit variance. This section offers a detailed explanation of StandardScaler, including

its functionality, operational mechanics, and practical applications.
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Definition

StandardScaler transforms the features by removing the mean and scaling to unit vari-

ance, typically resulting in a mathematical expectation of 0 and a standard deviation of 1.

It standardizes the input values while preserving the shape of the distribution. Standard-

Scaler operates according to the following formula:

Xscaled =
X − µ

σ

where X represents the original feature values, µ is the mean of the feature, and σ is the

standard deviation of the feature.

Operation

StandardScaler performs the following steps:

1. Calculate the mean and standard deviation of each feature in the dataset.

2. Standardize each feature by subtracting the mean and dividing by the standard

deviation using the formula mentioned above.

Applications

StandardScaler is commonly used in various machine learning tasks and data prepro-

cessing pipelines, including:

• Normalization: StandardScaler is applied to normalize features to a standard

scale, ensuring that features have a mean of 0 and a standard deviation of 1.

• Principal Component Analysis (PCA): StandardScaler is used in PCA to stan-

dardize features before performing dimensionality reduction, ensuring that features

contribute equally to the analysis.

• Linear Regression: StandardScaler is employed in linear regression models to

standardize input features, facilitating model interpretation and improving conver-

gence during training.

• Support Vector Machines (SVM): StandardScaler is utilized in SVM algorithms

to standardize features, enhancing model performance and stability by bringing

features onto a common scale.

StandardScaler provides a robust method for standardizing features to unit variance, mak-

ing it suitable for various machine learning and data analysis tasks.

In the Methods and Data chapter, the standardization process will be applied to the

collected financial data. This ensures that all features are on a common scale, which
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is vital for the performance and robustness of the machine learning model used in the

current thesis. By standardizing the features, we can improve the efficiency of the learning

algorithms, facilitate better convergence, and ensure that the models accurately identify

the fundamental trends in the input data.

4.2.2 TF-IDF: Term Frequency-Inverse Document Frequency

TF-IDF (Term Frequency-Inverse Document Frequency) is a popular statistical tool in

natural text analysis and data extraction. It seeks to assess the significance of a phrase

within a record in relation to a larger collection of texts or a corpus. This section delves

deeper into TF-IDF, exploring its components, various formula variations, and its use

across different applications. [19, 29, 22].

Definition

TF-IDF is a quantitative metric that indicates how relevant a word is within a specific text,

while also accounting for its occurrence in other documents in the corpus. The typical

TF-IDF score is derived by multiplying two key values:

• Term Frequency (TF): Term Frequency quantifies the occurrence of a term within

a particular text. A typical way to calculate TF is by dividing the number of times the

term appears by the total word count of the document. Mathematically, for a given

term t in document d, it is expressed as:

TF(t, d) =
ft∑︁

t′∈d ft′

where ft is the frequency of term t in document d, and the denominator represents

the total number of terms in d.

Variations of the Term Frequency component include:

– Binary TF: Instead of raw frequency, this variation assigns a value of 1 if the

term appears in the document and 0 otherwise.

– Logarithmic TF: To reduce the bias toward terms with extremely high fre-

quencies, the logarithmic form is sometimes used:

TFlog(t, d) = 1 + log(ft) if ft > 0.

• Inverse Document Frequency (IDF): Inverse Document Frequency assesses the

rarity of a term across the entire corpus. The more documents a term appears in,
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the less informative it is deemed to be. IDF can be computed as:

IDF(t,D) = log

(︃
N

nt

)︃
where N is the total number of documents in the corpus D, and nt is the number

of documents in which the term t appears. This version of IDF assumes a base-10

logarithm but can also be implemented using the natural logarithm.

Common variations of IDF include:

– Smoothed IDF: To avoid division by zero when nt = 0, a smoothing factor is

introduced:

IDFsmooth(t,D) = log

(︃
1 +

N

nt + 1

)︃
– Probabilistic IDF: A variation motivated by probabilistic models of retrieval:

IDFprob(t,D) = log

(︃
N − nt

nt

)︃
.

TF-IDF Score

The TF-IDF score for a term t in a document d within a corpus D is computed as the

product of its Term Frequency (TF) and Inverse Document Frequency (IDF):

TF-IDF(t, d,D) = TF(t, d)× IDF(t,D).

This score reflects both the relative frequency of a term in a document and its scarcity in

the broader corpus, giving a balanced measure of relevance.

Applications

TF-IDF is widely used in various tasks of natural language processing, including:

• Text Mining and Information Retrieval: TF-IDF helps in identifying the most rel-

evant documents for a search query by ranking documents based on their content

similarity to the query [30].

• Document Clustering and Classification: By converting documents into numer-

ical feature vectors based on TF-IDF scores, machine learning algorithms can be

applied for tasks such as document clustering and classification [25].

• Keyword Extraction: TF-IDF can be used to extract important keywords from a

document, as terms with high TF-IDF scores are likely to carry significant meaning.

• Recommender Systems: In collaborative filtering and content-based filtering, TF-
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IDF can be used to model user preferences by analyzing the terms in the content

they interact with [19].

Alternative Variants of TF-IDF

There are many variations of the standard TF-IDF formula depending on the application

or domain. These include different ways to calculate the term frequency and inverse

document frequency, such as logarithmic scaling or binary frequency measures, as men-

tioned earlier. Furthermore, in certain contexts, the raw frequency ft might be normalized

to account for document length or other factors.

Limitations

While TF-IDF is powerful, it has limitations. It assumes independence between terms and

does not account for the semantics of words. Additionally, it tends to overlook the ordering

of words, which can be crucial in understanding the context in natural language [28].

Components

TF-IDF consists of two main components:

• Term Frequency (TF): TF measures how frequently a term occurs in a document.

It is calculated using the formula:

TF (t, d) =
ft,d∑︁

t′∈d ft′,d

where ft,d represents the frequency of term t in document d, and the denominator

sums the frequencies of all terms in document d.

• Inverse Document Frequency (IDF): IDF measures the rarity of a term across a

corpus. It is calculated using the formula:

IDF (t,D) = log
N

|{d ∈ D : t ∈ d}|

where N is the total number of documents in the corpus, and |{d ∈ D : t ∈ d}| is

the number of documents containing term t.

Applications

TF-IDF is widely used in various natural language processing tasks and information re-

trieval systems, including:
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• Document Retrieval: TF-IDF assists in ranking documents according to their rele-

vance to a given query by considering the importance of terms within documents.

• Text Classification: TF-IDF features are utilized in text classification tasks to rep-

resent documents as vectors and classify them into predefined categories.

• Keyword Extraction: TF-IDF is employed to identify and extract key terms from

documents by selecting terms with the highest TF-IDF scores.

• Information Retrieval: TF-IDF facilitates information retrieval by matching queries

with relevant documents based on the similarity of their TF-IDF vectors.

TF-IDF offers a robust framework for representing and analyzing text data, enabling ef-

fective information retrieval and text mining applications in various domains.

4.2.3 Logistic Regression

Logistic regression is a frequently employed statistical technique for binary classification

problems, aimed at determining whether a particular instance falls into one of two possible

categories. Although its name suggests it is a regression method, logistic regression is

a classification method. It estimates the likelihood that a given instance is part of the

positive class (class 1) using the provided input features. Logistic regression is especially

effective for data that can be separated linearly and is valued for being straightforward,

easy to interpret, and computationally efficient.[35, 18]

The Sigmoid (Logistic) Function

At the heart of logistic regression is the logistic (or sigmoid) function, which transforms

any real-valued input into a probability ranging from 0 to 1. The probability p that a given

instance x belongs to the positive class is computed as:

p =
1

1 + e−z

Here, z is the linear combination of the input features x1, x2, . . . , xn and their correspond-

ing weights (coefficients) β1, β2, . . . , βn:

z = β0 + β1x1 + β2x2 + . . .+ βnxn = β0 +
n∑︂

i=1

βixi

In this equation: - β0 is the intercept term (also called the bias). - β1, . . . , βn are the

coefficients for the respective features.

The sigmoid function converts this linear output z into a probability. This probability p
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is then explained as the likelihood that the sample comes from a category 1 (positive

class). For binary classification, a threshold is usually applied to make a final decision.

For example, if p ≥ 0.5, the model predicts class 1; otherwise, it predicts class 0 [6].

Maximum Likelihood Estimation

The goal of logistic regression is to estimate the coefficients β0, β1, . . . , βn that best fit

the data. This is achieved through Maximum Likelihood Estimation (MLE), which finds

the parameters that maximize the likelihood of observing the data given the model [17].

For a single instance x, the likelihood of observing the true label y (either 0 or 1) can be

written as:

L(β) = p(y = 1|x) =
(︃

1

1 + e−z

)︃y (︃
1− 1

1 + e−z

)︃1−y

For a dataset of m instances {(x(i), y(i))}mi=1, assuming the instances are independent,

the total likelihood is the product of individual likelihoods:

L(β) =
m∏︂
i=1

(︃
1

1 + e−z(i)

)︃y(i) (︃
1− 1

1 + e−z(i)

)︃1−y(i)

Maximizing the likelihood function directly is difficult because it involves a product of

probabilities, which can result in computational instability. Instead, we maximize the log-

likelihood function, which transforms the product into a sum and is more stable to compute

[2].

The log-likelihood function ℓ(β) is given by:

ℓ(β) =
m∑︂
i=1

[︁
y(i) log(p(i)) + (1− y(i)) log(1− p(i))

]︁
where p(i) = 1

1+e−z(i)
is the predicted probability for instance i.

The log-likelihood function expresses how well the model parameters β fit the data. Max-

imizing the log-likelihood leads to the optimal values for β, which can be done using

optimization algorithms such as gradient descent.

Cost Function for Logistic Regression

In practice, we usually frame the problem as minimizing the cost function rather than

maximizing the log-likelihood. The cost function J(β) for logistic regression is the nega-

tive log-likelihood (since maximizing the likelihood is the same as reducing the negative
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log-likelihood):

J(β) = −ℓ(β)

Substituting the expression for ℓ(β), we get:

J(β) = − 1

m

m∑︂
i=1

[︁
y(i) log(p(i)) + (1− y(i)) log(1− p(i))

]︁
This is the cost function we aim to minimize during the training process. The cost function

measures how far the model’s predictions p(i) are from the true labels y(i). The lower the

cost, the better the model.

Gradient Descent for Optimization

Logistic regression parameters β are optimized using gradient-based methods like Gra-

dient Descent. Gradient Descent updates the coefficients by computing the gradient of

the cost function with respect to β and iteratively moving in the direction of the negative

gradient [16]:

βj := βj − α
∂J(β)

∂βj

where α is the learning rate, and ∂J(β)
∂βj

is the partial derivative of the cost function with re-

spect to βj . This process continues until convergence, meaning the cost function reaches

a minimum.

Regularization: L1 and L2

To prevent overfitting, regularization techniques are often applied to logistic regression.

Regularization adds a penalty term to the cost function, discouraging overly complex

models with large coefficient values.

• L2 Regularization (Ridge): Adds the sum of the squares of the coefficients to the

cost function. The new cost function with L2 regularization becomes [6]:

J(β) = − 1

m

m∑︂
i=1

[︁
y(i) log(p(i)) + (1− y(i)) log(1− p(i))

]︁
+

λ

2m

n∑︂
j=1

β2
j

Here, λ is a regularization parameter that controls the strength of the penalty.

Larger values of λ encourage smaller coefficients, reducing model complexity.
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• L1 Regularization (Lasso): Incorporates the total of the absolute values of the

coefficients into the loss function. The L1-regularized cost function is:

J(β) = − 1

m

m∑︂
i=1

[︁
y(i) log(p(i)) + (1− y(i)) log(1− p(i))

]︁
+

λ

m

n∑︂
j=1

|βj|

L1 regularization tends to produce sparse models where some coefficients are ex-

actly zero, effectively selecting a subset of the features [38].

Both regularization methods help to prevent overfitting by penalizing large coefficients,

making the model more generalizable to unseen data.

4.2.4 Random Forest Classifier

Random Forest Classifier is a versatile and widely used ensemble learning method for

classification tasks in machine learning. This section offers an in-depth examination of

the Random Forest Classifier, including its functionality and various applications. [4].

Definition

The Random Forest Classifier is an ensemble learning method that creates numerous

decision trees during training and outputs the mode of the classes (for classification) or

the mean prediction (for regression) of the individual trees. It integrates the principles of

bagging and random feature selection to construct a robust and precise predictive model.

Operation

The operation of Random Forest Classifier includes the next steps:

1. Bootstrapping:

Bootstrapping is a resampling technique used in Random Forests to create mul-

tiple datasets (bootstrap samples) by sampling with replacement from the original

dataset. The goal is to generate diverse training sets for each tree in the ensem-

ble. For a dataset D = {(x1, y1), (x2, y2), . . . , (xn, yn)}, consisting of n samples,

a bootstrap sample D∗ is generated by selecting n samples from D, where each

sample has an equal probability of being selected.

Since sampling is done with replacement, some samples from the original dataset

may appear multiple times in D∗, while others may not appear at all. On average,

approximately 63.2% of the original dataset is represented in any given bootstrap

sample, leaving the remaining 36.8% for out-of-bag (OOB) validation.
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Mathematically, the probability that a given sample xi is not selected in a single

draw is:

P (not selected in one draw) =
n− 1

n
.

After n draws, the probability that the sample is not included in the bootstrap sample

is:

P (not selected in all draws) =

(︃
n− 1

n

)︃n

≈ 1

e
≈ 0.368.

Thus, about 36.8% of the data is left out in each bootstrap sample, and this out-of-

bag data can be used to estimate the model’s performance.

2. Decision Tree Construction:

In Random Forest, a decision tree is constructed for each bootstrap sample. The

tree-building process involves recursively splitting the dataset based on a feature

that maximizes some criterion of purity, such as the Gini Index or Information Gain,

depending on the task (classification or regression).

For each node in the tree, instead of considering all features p, Random Forest

considers a random subset m of features (m ≪ p) to find the best split. This

random feature selection helps to reduce the correlation between trees, increasing

diversity in the forest.

The algorithm to build a decision tree can be summarized as follows:

• Step 1: Select Random Subset of Features: For each node, choose m

features randomly from the full feature set {X1, X2, . . . , Xp}.

• Step 2: Split the Data: For each of the m features, determine the best split

point that maximizes the chosen criterion. For classification, the most com-

monly used criterion is the Gini Impurity, which is defined as:

Gini(t) = 1−
C∑︂
i=1

p2i ,

where pi is the proportion of samples belonging to class i at node t, and C is

the total number of classes.

Alternatively, Information Gain based on Entropy may be used. Entropy is

defined as:

H(t) = −
C∑︂
i=1

pi log2(pi),

and the Information Gain is the reduction in entropy after the split:

IG(S,A) = H(S)−
∑︂

v∈Values(A)

|Sv|
|S|

H(Sv),
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where S is the set of samples, A is the attribute being considered, and Sv is

the subset of samples where attribute A has value v.

• Step 3: Recursively Split: Continue this process for each child node until

a stopping condition is satisfied, such as reaching the maximum tree depth,

having a minimum number of samples in a leaf node, or achieving sufficient

node purity.

3. Voting or Averaging:

After constructing all the trees in the Random Forest, the model aggregates their

predictions. The approach to combining the results varies depending on whether

the task is classification or regression.

• Classification (Voting): In classification tasks, each tree in the forest predicts

the class of the input sample. The Random Forest then combines these pre-

dictions by choosing the class that has the most votes from the trees. Mathe-

matically, for a set of T trees, where each tree ti predicts a class label ci, the

final prediction ĉ is given by:

ĉ = argmax
c

T∑︂
i=1

I(ci = c),

where I is the indicator function that equals 1 if the tree predicts class c, and 0

otherwise. The class with the highest count is chosen as the final prediction.

• Regression (Averaging): For regression tasks, each tree in the forest pre-

dicts a continuous value. The final prediction is obtained by averaging the

predictions of all trees. For a set of T trees, where each tree ti makes a

prediction ŷi, the final prediction ŷ is given by:

ŷ =
1

T

T∑︂
i=1

ŷi.

This averaging process helps to reduce variance and provides a more robust

estimate compared to individual decision trees.

Applications

Random Forest Classifier finds applications in various domains and tasks, including:

• Classification Tasks: The Random Forest Classifier is extensively applied in var-

ious classification tasks, including but not limited to spam detection, medical di-

agnosis, and sentiment analysis. Its versatility and robust performance make it a

popular choice for these applications where accurate classification is crucial.
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• Regression Tasks: In addition to classification, Random Forest can also be ap-

plied to regression tasks such as estimating property prices, share values, and

demand prediction.

• Feature Importance: Random Forest offers a way to assess feature importance,

which is useful for feature selection and understanding the impact of each feature

to the model’s forecasts. This helps practitioners prioritize the most significant fea-

tures, improving model interpretability and potentially boosting predictive accuracy.

• Anomaly Detection: Random Forest can be applied for anomaly identification,

where inputs may deviate significantly from the norm.

Random Forest Classifier offers a robust and effective solution for classification and re-

gression tasks, making it a popular choice in machine learning applications.

4.2.5 Gradient Boosting

Gradient boosting is an ensemble learning algorithm designed to build a robust predictive

model by sequentially integrating multiple weak learners, typically decision trees. The

algorithm works by training each new model to correct the residual errors, which are

the variances between the current values and the forecasts produced by prior models.

This iterative procedure enables the ensemble to gradually enhance its overall predictive

accuracy.[14] [15].

The main objective of gradient boosting is to minimize a loss function by progressively

adding models that correct the inaccuracies committed by the earlier ones.. It is widely

used in both regression and classification problems due to its flexibility and effectiveness

in capturing complex data relationships.

Weak Learners (Decision Trees)

In gradient boosting, the weak learners are most commonly decision trees with a small

depth (often referred to as "stumps" when limited to a depth of 1). Decision trees are

straightforward models that divide the feature space into different regions by splitting

based on the values of the input values. These splits are made such that the variance in

the target variable is minimized within each region. Although decision trees are weak on

their own, combining them in an ensemble allows for capturing more complex patterns in

the data.

Formally, let ŷ(t)i be the prediction for the i-th observation at iteration t, where ft(x) rep-

resents the weak learner fitted at the t-th iteration. The prediction at iteration t can be

expressed as:

ŷ
(t)
i = ŷ

(t−1)
i + ν · ft(xi)
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where ν is the learning rate, controlling the contribution of each new weak learner.

Gradient Descent Optimization

Gradient boosting can be viewed as a functional gradient descent method, where the

model improves the loss function by fitting weak learners to the negative gradients of

the loss function relative to the current forecasts. Let L(y, ŷ) represent the chosen loss

function (such as mean squared error for regression or log-loss for classification). In every

iteration, the algorithm computes the gradient of the loss function in relation to the current

predictions:

g
(t)
i = −

[︄
∂L(yi, ŷ(t−1)

i )

∂ŷ
(t−1)
i

]︄

Here, g(t)i represents the negative gradient of the loss function at iteration t for the i-th

sample. The new weak learner, ft(x), is then trained to predict these residuals, and the

model is updated accordingly.

The overall model at iteration T can be expressed as:

FT (x) = F0(x) +
T∑︂
t=1

ν · ft(x)

where F0(x) is the initial model (e.g., the mean prediction in the case of regression).

Sequential Training

The key aspect of gradient boosting is its sequential nature. Each weak learner is trained

to reduce the residuals left by the previously built ensemble. Formally, given t weak

learners, the next learner ft(x) is trained on the residuals r
(t−1)
i , where:

r
(t−1)
i = yi − ŷ

(t−1)
i

The model is progressively refined, with each iteration reducing the error left by the pre-

ceding models.

Regularization

To prevent overfitting and ensure that the model generalizes well to unseen data, gradient

boosting incorporates several regularization techniques:
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Regularization Techniques in CatBoost

1. Tree Depth: Limiting the depth of the trees ensures that each individual learner

remains simple, which assists in avoiding the model from overfitting.

2. Number of Trees: The total number of trees in the ensemble serves as another

form of regularization. While a larger number of trees may lead to overfitting, too

few trees can result in underfitting.

3. Learning Rate: The learning rate ν ∈ (0, 1] regulates the influence of each iteration

on the result model. Smaller values of ν result in slower learning, which generally

enhances the model’s stability and reduces its susceptibility to overfitting.

4. Subsampling: In stochastic gradient boosting, a part of the dataset is utilized to

train each tree. This introduces randomness into the process and can help prevent

overfitting, akin to the effect of bagging.

The overall regularized objective function can be written as:

F̂ (x) = argmin
F

n∑︂
i=1

L(yi, F (xi)) + Ω(F )

where Ω(F ) represents the regularization term.

4.2.6 CatBoost: Gradient Boosting for Categorical Features

CatBoost (Categorical Boosting) is a state-of-the-art gradient boosting algorithm designed

specifically to handle categorical features efficiently. Developed by Yandex, CatBoost pro-

vides several improvements over traditional gradient boosting methods like XGBoost and

LightGBM, particularly when dealing with categorical data [24].

Handling of Categorical Features

One of the key innovations in CatBoost is its ability to handle categorical features directly,

without requiring explicit encoding (e.g., one-hot encoding or label encoding). CatBoost

transforms categorical features into numerical representations in a way that avoids target

leakage and bias. This is achieved by using techniques like ordered boosting and target-

based encoding.

Key Features of CatBoost

1. Ordered Boosting: Traditional gradient boosting trains each tree sequentially us-

ing the entire dataset, which can result in target leakage when dealing with cate-

gorical features. CatBoost mitigates this issue by training trees on a random per-
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mutation of the data and applying target-based transformations only on previously

seen examples, thereby reducing target leakage.

2. Target-Based Encoding: CatBoost transforms categorical features based on tar-

get values. To avoid overfitting, it employs various smoothing techniques and intro-

duces randomness into the encoding process.

Symmetric Decision Trees

Another distinguishing feature of CatBoost is the use of symmetric decision trees. In

contrast to traditional decision trees, where each node can split on a different feature,

symmetric trees split all nodes at the same depth on the same feature. This results in

faster predictions and allows for better optimization during training, especially for large

datasets.

Efficient GPU Implementation

CatBoost includes highly optimized GPU implementations, which make it suitable for

large-scale datasets and high-dimensional problems. This allows for faster training times

without compromising on model accuracy.

Advantages of CatBoost

1. Superior Performance on Categorical Data: CatBoost excels in handling cate-

gorical features natively, often outperforming other boosting algorithms in scenarios

where categorical variables are significant.

2. Reduced Overfitting: The ordered boosting technique employed by CatBoost

helps to significantly reduce overfitting, making the model more robust, especially

on smaller datasets.

3. Automatic Parameter Tuning: CatBoost includes built-in parameter tuning capa-

bilities that facilitate the automatic selection of optimal parameters, thus minimizing

the time required for manual hyperparameter optimization.

Mathematical Formulation

Let L(y, F (x)) denote the loss function (e.g., log-loss for classification or squared loss for

regression), and let P (yi|xi) represent the probability distribution predicted by the model

for observation i. In CatBoost, the goal is to reduce the overall loss by fitting trees to the

negative gradients, while handling categorical features effectively:

F̂ (x) = argmin
F

n∑︂
i=1

L(yi, F (xi)) + λΩ(F )
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where Ω(F ) is the regularization term, and λ controls the amount of regularization ap-

plied.

4.3 Sentence Embeddings with all-MiniLM-L6-v2

The rapid advancement in natural language processing (NLP) has been significantly pro-

pelled by the development of Transformer-based models, particularly BERT (Bidirectional

Encoder Representations from Transformers) [12]. Among these models, all-MiniLM-L6-v2
[41] [27] stands out as a lightweight and efficient variant, optimized for producing high-

quality sentence embeddings. Let’s have a look at the model’s architecture, its operational

principles, and its application in various NLP tasks.

4.3.1 Background

BERT is a pre-trained model that has set new benchmarks in numerous natural language

processing (NLP) tasks. It is intended to learn deep bidirectional patterns by taking into

account both the left and right context in all of its layers. The training approach is based on

two main objectives: Masked Language Modeling (MLM) and Next Sentence Prediction

(NSP).

4.3.2 BERT Architecture

BERT’s design is built upon the Transformer model [40]. The Transformer design includes

an encoder-decoder structure, in which the encoder transforms an input vector of term

vectors (embeddings) into a series of continuous representations. Then, the decoder

employs these continuous representations to produce an output sequence.

Multi-head Attention(Q,K, V ) = softmax

(︃
QKT

√
dk

)︃
V (4.1)

In this equation, Q, K, and V represent the query, key, and value matrices, respectively.

dk is the dimension of the key vectors, and the attention mechanism allows the model to

focus on different parts of the input sequence when producing each part of the output.

4.3.3 MiniLM

The all-MiniLM-L6-v2 model is part of the MiniLM series, which stands for Miniature

Language Models. These models are designed to be more efficient than their larger

counterparts while maintaining competitive performance levels. MiniLM achieves this by

employing a student-teacher training framework in which a smaller model (student) is
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Figure 4.1. BERT Architecture. The model utilizes a multi-layer bidirectional Transformer
encoder to capture contextual embeddings.

trained to replicate the actions of a larger and pre-trained model (teacher)[41].

4.3.4 Generating Sentence Embeddings with all-MiniLM-Laq6-v2

The specific architecture of all-MiniLM-L6-v2 involves a 6-layer Transformer with a hid-

den size of 384. It leverages knowledge distillation to compress the knowledge from larger

models, thus ensuring a balance between performance and computational efficiency.

Sentence embeddings are vector representations of sentences, explaining their semantic

meanings. The all-MiniLM-L6-v2 model generates these embeddings by encoding the

input sentences into fixed-size vectors. The process involves passing the input sentences

through the model, which produces a contextualized representation for each token. The

representations are then pooled (typically by taking the mean of the token embeddings)

to form a single vector for each sentence.
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Figure 4.2. Architecture of MiniLM.

4.3.5 Conclusion

The all-MiniLM-L6-v2 model exemplifies the advancements in efficient NLP models,

providing a means to generate high-quality sentence embeddings without the computa-

tional overhead associated with larger models. By leveraging the principles of knowledge

distillation and the Transformer architecture, it offers a balanced approach to performance

and efficiency.

4.4 Metrics

4.4.1 Performance Metrics

Performance metrics are essential tools in evaluating the effectiveness of machine learn-

ing models. This section provides detailed descriptions of several commonly used per-

formance metrics, such as accuracy, recall, precision, and F1 score, and weighted/macro

versions of these metrics [8].

Accuracy Score

The accuracy score determines the proportion of correctly predicted points from the total

points in the dataset. It is calculated using the formula:

Accuracy =
Number of Correct Predictions

Total Number of Predictions

Accuracy is a straightforward and intuitive metric, but it may not always provide a com-

plete picture, especially when dealing with imbalanced datasets, where the number of

instances in one class significantly outweighs the other classes.
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Recall Score

The recall score assesses the ratio of the true positive instances that the machine learning

algorithm accurately predicted. It is determined using the following formula:

Recall =
True Positives

True Positives + False Negatives

Recall is especially important when minimizing false negatives is crucial. For example, in

medical diagnosis, missing a positive case (false negative) can be more detrimental than

falsely predicting a positive case (false positive).

Precision Score

Precision score measures the proportion of correctly predicted positive instances out of all

instances that were predicted as positive by the model. It is calculated using the formula:

Precision =
True Positives

True Positives + False Positives

Precision is crucial in cases where the cost of false positives is high, such as in spam

detection, where mistakenly identifying a legitimate email as spam should be minimized.

F1 Score

The F1 score represents the harmonic mean of precision and recall, offering a balanced

measure between these two metrics. It is particularly valuable when it is important to

weigh precision and recall equally. The F1 score is determined using the following for-

mula:

F1 Score = 2× Precision × Recall
Precision + Recall

F1 score is particularly useful when dealing with imbalanced classes and when both false

positives and false negatives are costly.

Macro and Weighted Metrics

In multiclass classification problems, metrics like precision, recall, and F1 score can be

calculated for each class individually. To obtain an overall performance measure, two

common strategies are used: macro and weighted averaging.
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Macro-Averaged Metrics: Macro-averaging takes every category equally by comput-

ing the metric separately for each category and then calculating the mean. This approach

is beneficial when all classes are equally important, but it might not accurately represent

the algorithm’s effectiveness well on imbalanced datasets.

For a metric M (which can be precision, recall, or F1 score), the macro-averaged version

is given by:

Mmacro =
1

C

C∑︂
i=1

Mi

where C is the number of classes and Mi is the metric for class i.

Weighted-Averaged Metrics: Weighted-averaging takes into account the number of

instances in each class, assigning more weight to metrics from classes with more sam-

ples. This approach ensures that the final metric is more representative of the dataset as

a whole, especially when dealing with imbalanced classes.

For a metric M , the weighted-averaged version is calculated as:

Mweighted =
1

N

C∑︂
i=1

niMi

where N is the total number of instances, ni is the number of instances in class i, and

Mi is the metric for class i.

4.5 Wilcoxon Signed-Rank Test

The Wilcoxon signed-rank test [11] is a non-parametric statistical test used to compare

two related samples or paired observations, to assess whether their population mean

ranks differ. Unlike the paired t-test, the Wilcoxon signed-rank test does not assume

normality of the data, making it more appropriate when the assumptions of normality are

not met, or when the data is ordinal.

How the Wilcoxon Signed-Rank Test Works

The Wilcoxon signed-rank test works by analyzing the differences between paired obser-

vations. The steps of the test can be mathematically summarized as follows:

1. Calculate Differences: For each pair of observations, calculate the difference be-
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tween the two samples:

di = xi − yi, for i = 1, 2, . . . , n,

where xi and yi represent the paired values from the two samples, and n is the

total number of pairs.

2. Remove Zero Differences: If any of the calculated differences are zero (di = 0),

these pairs are excluded from further analysis. Let n′ be the number of non-zero

differences after this step.

3. Rank the Absolute Differences: Rank the absolute values of the differences |di|
from smallest to largest. Denote the rank of the i-th absolute difference as Ri. The

smallest difference receives rank 1, the second smallest rank 2, and so on, such

that:

Ri = rank(|di|).

4. Assign Signs to Ranks: Assign the sign of the original difference di to each cor-

responding rank. Define the signed rank as:

R∗
i = sign(di) ·Ri.

This means that if di > 0, then R∗
i = Ri, and if di < 0, then R∗

i = −Ri.

5. Calculate the Sum of Positive and Negative Ranks: Compute the sum of the

positive ranks W+ and the sum of the negative ranks W−:

W+ =
∑︂
di>0

Ri, W− =
∑︂
di<0

Ri.

6. Test Statistic: The test statistic W is the smaller of the absolute values of the sums

of positive and negative ranks:

W = min(W+, |W−|).

7. Evaluate Significance: The significance of the test is determined by comparing the

test statistic W to critical values from the Wilcoxon distribution or by calculating the

p-value. For large sets (>= 25 samples), the test statistic W can be approximated

by a normal distribution with mean and variance given by:

µW =
n′(n′ + 1)

4
, σW =

√︃
n′(n′ + 1)(2n′ + 1)

24
.
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The standardized test statistic is then:

Z =
W − µW

σW

.

The p-value is derived from the standard normal distribution, and the null hypothesis

is rejected if the p-value is less than a predefined significance level α (for this thesis

we are going to use α = 0.05).

Application to Model Evaluation

In this study, the Wilcoxon signed-rank test is applied to assess whether the inclusion of

text-based features in the model leads to statistically significant improvements in perfor-

mance compared to models that exclude such features. Specifically, the following steps

are taken:

• Data: Two sets of model performance metrics are collected:

1. The first set contains performance metrics (e.g., accuracy, F1-score) for mod-

els trained without text-based features.

2. The second set contains performance metrics for models trained with text-

based features.

• Paired Observations: Since the same models are evaluated on the same dataset,

the performance metrics are paired. Each model’s performance with text-based

features is directly compared to its performance without these features. Define xi

as the performance of model i without text-based features and yi as its performance

with text-based features.

• Wilcoxon Test: For each performance metric (e.g., accuracy, F1-score), the Wilcoxon

signed-rank test is used to compare the two sets of paired observations. The dif-

ferences between the paired observations are calculated as di = xi − yi, and the

test determines whether these differences are statistically significant.

• Null Hypothesis: The null hypothesis (H0) assumes that there is no statistically

significant difference between the performance of models with and without text-

based features, i.e., the median of the differences is zero:

H0 : median(di) = 0.

• Alternative Hypothesis: The alternative hypothesis (H1) states that there is a

statistically significant difference in performance between models with and without

text-based features. This can be formulated as:

H1 : median(di) ̸= 0.
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• Significance Level: A significance level of α = 0.05 is chosen. If the p-value from

the Wilcoxon test is less than 0.05, the null hypothesis is rejected, indicating that

the inclusion of text-based features leads to a statistically significant improvement

in model performance.

The Wilcoxon signed-rank test is an appropriate method for evaluating the statistical sig-

nificance of performance improvements between models with and without text-based fea-

tures. By using this non-parametric test, we can robustly assess the impact of text-based

features on model performance without assuming normality in the distribution of the per-

formance differences.
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5. EXPERIMENTS

5.1 Experiments plan

This chapter outlines the methodological framework and data preparation steps under-

taken in this study. The plan of action is as follows:

1. Collect Data on Securities Trading: Gather historical trading data for various

securities from reliable financial data sources.

2. Parse News for Each Security: Scrape relevant news articles for each security to

obtain text data that can provide contextual information about market movements.

3. Preprocess the Data:

(a) Apply Scaling: Standardize the numerical input values to guarantee they are

on a common scale, reducing bias and improving model performance.

(b) Use Vectorization Methods for Text Data [26]: Transform textual data into

numerical features using TF-IDF (smoothed version) and SentenceBERT to

make them suitable for machine learning algorithms.

(c) Group Data for the Final Dataset: Aggregate and organize the data to form

a comprehensive dataset that combines both numerical and textual features.

Concatenation will be used for combining the data

4. Divide Data into Training, Validation and Tetsing Sets [5]: Split the dataset into

training, validation and Testing subsets to assess the performance of the machine

learning models. Training sets is used for training the model, Validation set is nec-

essary to finetune the model’s hyperparameters, whereas the Testing set is needed

to get final metrics results after finetuning.

5. Train Various Models:

(a) Random Forest: A flexible ensemble algorithm that employs multiple deci-

sion trees.

(b) Logistic Regression: A statistical approach tailored for binary classification

problems.

(c) Gradient Boosting: A sophisticated ensemble method that incrementally
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constructs models to address errors made by prior models.

6. Compare Metrics and Draw Conclusions: Evaluate the performance metrics of

each model, compare their effectiveness, and attempt to answer the research ques-

tions posed at the beginning of the study.

The following sections will detail each step in this plan, offering a comprehensive sum-

mary of the methodologies and information processing techniques employed to achieve

the objectives of this research.
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6. METHODS AND DATA

6.1 Financial Fluctuations Data

6.1.1 Financial Data Source

The analysis of financial market data necessitated the acquisition of historical perfor-

mance data of securities traded on the financial market. This was accomplished by lever-

aging the Yahoo Finance platform, which provides a comprehensive Application Program-

ming Interface (API) for retrieving financial data in tabular format. The obtained dataset

comprises a range of features for each trading day, offering insights into the dynamics of

securities prices and trading activity.

Figure 6.1. Example of MSFT financial data retrieved from Yahoo Finance.

As illustrated in Figure 6.1, the financial dataset encompasses the following key features

for each security:

• Open: The initial value of the security at the start of trading.

• High: The peak value attained by the security throughout the trading session.

• Low: The minimum price noted for the security throughout the trading session.

• Close: The final price of the security at the final stage of the trading session.

• Volume: The trading volume, representing the total number of securities traded

during the session.

• Dividends: Any dividend payments distributed to shareholders during the trading

period.
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• Stock Splits: Any instances of stock splits, which entail the division of existing

shares into multiple shares, often resulting in an adjustment of the security’s price.

This rich and granular dataset provides a comprehensive overview of the historical per-

formance of securities, facilitating detailed analysis and modeling of financial market dy-

namics.

6.1.2 Selection of Securities

For the qualitative analysis and comparison of results, three highly liquid securities were

selected: Amazon, Apple, and Microsoft. These securities represent assets of companies

with significant market value, rendering them highly sought-after and actively traded in

the financial markets. The choice of these securities was deliberate, aiming to ensure

the availability of ample data both in terms of financial market performance and news

coverage.

Amazon, Apple, and Microsoft are renowned global entities with substantial market capi-

talization and widespread investor interest. As such, they exhibit robust trading volumes

and are frequently covered in news articles, ensuring a rich and diverse dataset for analy-

sis. By selecting securities from different sectors—e-commerce, technology, and software

respectively—the study aims to capture a broad spectrum of market dynamics and assess

the generalizability of the developed forecasting models across different industries.

Moreover, the inclusion of these prominent securities facilitates a comparative analysis

of forecasting performance across varied market conditions and corporate environments.

The diverse nature of these companies’ operations and market positioning provides valu-

able observations into the capacity and applicability of the forecasting models in different

contexts.

Overall, the selection of Amazon, Apple, and Microsoft as representative securities for

analysis ensures a comprehensive and insightful evaluation of the developed forecasting

methodologies, enabling meaningful comparisons and robust conclusions to be drawn

regarding their effectiveness in predicting securities prices and movements.

6.1.3 Target

In order to construct a target variable from the financial data, which will serve as the

forecasted outcome for the model to be trained, several important components need to

be considered:

1. Prediction Horizon: It is imperative to forecast the movement of securities over a

timeframe longer than what is typically required for trading purposes. While trading

decisions may hinge on millisecond fluctuations in modern markets, for investment
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purposes, the impact of news often extends over the course of the following few

months. Therefore, the target variable should capture movements over a longer

time horizon to align with the objectives of long-term investing.

2. Objective of Forecasting: Since the goal is to cater to the demand for long-term

investing rather than short-term trading, the aim is not to predict the exact price

of the security. Instead, the trained machine learning pipeline should be capable

of forecasting the direction of the security’s price movement. Specifically, three

movements are to be identified:

(a) Decline of more than 1%: An indication of a significant downturn in the se-

curity’s price, signaling a potential sell-off or negative sentiment in the market.

(b) Movement within the range of -1% to +1%: A neutral movement within a

narrow corridor, indicating relatively stable market conditions or minimal price

fluctuations.

(c) Increase of more than 1%: An indication of a notable uptrend in the security’s

price, suggesting positive sentiment or favorable market conditions.

By categorizing price movements into these three distinct categories, the model

can effectively capture the directional bias of the security’s price trajectory, thereby

facilitating informed investment decisions for long-term investors.

The delineation of the target variable in this manner ensures that the trained forecasting

model aligns with the objectives of long-term investing, providing actionable insights into

the directional movement of securities prices over extended time horizons.

After defining the components of the target variable, information on the movement of

securities prices over the following 180 days was collected and processed.

Figure 6.2. Example of the processed MSFT dataset with target variables.

As shown in Figure 6.2, three additional columns were added to the dataset:

1. 180-days-change: This column represents the price of the security 180 days after

the specified date. It provides insight into the directional movement of the security’s

price over the defined time horizon.

2. Percent-change: This column calculates the percentage change in the price of the

security 180 days after the specified date compared to its initial value. It quantifies
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the magnitude of the price movement, facilitating a standardized comparison across

different securities.

3. Change-category: This column categorizes the target variable representing the

movement of the security’s price. It functions as the target variable for the machine

learning model, capturing the directional bias of the security’s price trajectory. The

categories typically include "Decline," "Neutral," and "Increase," corresponding to

the predefined thresholds of price movement outlined earlier.

By enriching the dataset with these target variables, an artificial intelligence model can

be developed to forecast the directional movement of securities’ prices over the defined

time horizon. This enables investors to make decisions based on well-informed insights

on the anticipated market trends and potential price fluctuations.

Over the course of two years, data on the AAPL, AMZN, and MSFT stocks have been

gathered, revealing the following distribution of targets across different price movement

categories (refer to Figure 6.3).

Figure 6.3. Distribution of Price Movement Targets

On a long-term horizon, the majority of stocks either experienced upward or downward

movements, with only a small number remaining within a narrow price range. This distri-

bution of data provides a robust target for analysis: the majority of cases exhibit clearly

defined movements, while a minority persist within a narrow corridor over the long term.

Such data format is well-suited for this study, enabling the comparison of metrics across

different price movement categories.
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The distribution of targets highlights the potential for effective analysis and predictive mod-

eling, particularly when considering the majority of cases with discernible price move-

ments. By leveraging this distribution, the study aims to develop and evaluate models

that accurately capture and predict price movements across various market conditions.

This distribution of targets serves as a foundational element for the subsequent analy-

sis, providing insights into the underlying dynamics of price movements for the selected

stocks. Moreover, it underscores the importance of understanding and modeling price

movements within the context of long-term investment strategies.

6.1.4 Processing of Financial Data

[1]

At present, each entry in the financial dataset contains quotation data for the specified

date alongside corresponding target variables. However, this dataset lacks crucial histor-

ical context necessary for a thorough analysis of securities price movements. To address

this limitation, it is imperative to enrich the dataset with features that encapsulate the

historical performance of the securities over the preceding 14 days.

This augmentation of the dataset will involve the inclusion of additional columns repre-

senting the performance metrics of the securities over the past 14 days. These features

are essential for providing a broader context for analyzing price movements and facilitat-

ing the development of robust forecasting models capable of capturing temporal trends.

The newly added columns will encompass a range of performance indicators, including:

• Open_nd: Reflecting the opening price of the security n days prior to the spec-

ified date, this feature offers insights into the initial trading sentiment and market

dynamics leading up to the target date.

• High_nd: Capturing the highest price observed for the security during trading n

days before the specified date, this metric sheds light on peak trading activity and

potential price volatility within the historical timeframe.

• Low_nd: Representing the lowest price recorded for the security during trading n

days prior to the specified date, this feature provides context regarding the floor

price and potential price support levels within the historical window.

• Close_nd: Indicating the closing price of the security on the date n days preceding

the specified date, this metric encapsulates the final trading sentiment and market

sentiment leading into the target timeframe.

• Volume_nd: Signifying the trading volume, or the total number of shares exchanged

during trading n days before the specified date, this feature offers insights into the

level of market participation and liquidity during the historical period.
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• Dividends_nd: Denoting any dividend payments distributed to shareholders on the

date n days prior to the specified date, this metric highlights the impact of corporate

actions on the security’s price dynamics.

• Stock Splits_nd: Reflecting any occurrences of stock splits for the security on the

date n days before the specified date, this feature provides insights into corporate

events that may influence investor sentiment and price behavior.

By incorporating these additional features into the dataset, we aim to provide the ma-

chine learning model with a comprehensive historical perspective of the securities’ per-

formance. This enriched dataset will empower the model to identify and leverage tempo-

ral patterns and trends, thereby enhancing its predictive capabilities and facilitating more

informed investment decisions.

6.2 Methods and Data

6.2.1 Scaling of Securities Prices

To ensure effective effectiveness of machine learning algorithms developed on data con-

taining multiple securities with varying price ranges, it is essential to scale the securities

prices to a common range. This step helps mitigate the bias that might arise from the

differing magnitudes of the features.

As discussed in Section 4.2.1, various scaling methods can be utilized to normalize the

input data. In this study, we opt for the MinMaxScaler due to several reasons:

1. Non-Gaussian Distribution [20]: Financial data typically exhibits non-Gaussian

characteristics, such as heavy tails and skewness. MinMaxScaler effectively scales

data, regardless of its distribution shape.

2. Preservation of Distribution Shape: MinMaxScaler ensures that all features are

scaled to the same range (commonly between 0 and 1), facilitating the comparison

of different features and enhancing interpretability.

3. Comparison and Convergence: Uniform scaling supports the convergence of op-

timization algorithms, leading to faster and more stable model training.

Thus, MinMaxScaler is the preferred choice for scaling securities prices in this study,

ensuring all features are comparable and on a common scale, which is vital for the per-

formance and interpretability of the machine learning models.

6.2.2 Specifications of the final financial dataset

1. Target Categories: The dataset comprises financial data with the target variable

categorized into three main movements of stock prices. These categories represent
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the directional movements of the stock prices over a given period. Such categoriza-

tion allows for the analysis and prediction of stock price trends based on historical

patterns.

2. Financial Indicators: The financial indicators encompass not only the daily stock

market metrics such as Open, High, Low, Close, Volume, Dividends, and Stock

Splits but also include these metrics for each day over the past 14 days. This in-

corporation of historical data provides a comprehensive view of the stock’s perfor-

mance and allows for capturing trends and patterns over time. Additionally, includ-

ing historical metrics enables the model to consider recent market behavior when

making predictions, enhancing its accuracy and robustness.

3. Dataset Size: Over the span of two years and across three distinct stocks, the

dataset consists of 1686 rows of financial data, with each row representing a single

day’s observations. With 96 columns of features, encompassing both current and

historical financial metrics, the dataset offers a rich source of information for training

machine learning algorithms. The ample size of the dataset, coupled with the di-

versity of features, provides a solid foundation for building and evaluating predictive

models for stock price movements.

After all, we have this statistical description of the whole dataset on Table 6.1

Open High Low Close Volume Dividends Stock Splits 180-days-change percent-change

Count 1686.000000 1686.000000 1686.000000 1686.000000 1686.000000 1686.000000 1686.000000 1686.000000 1686.000000

Mean 0.465322 0.469279 0.464137 0.471193 0.233236 0.009998 0.000593 205.521946 3.417319

Std 0.258367 0.256439 0.257968 0.254345 0.147419 0.096477 0.024354 89.952079 11.378513

Min 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 95.563934 -27.035636

25% 0.245859 0.259555 0.245516 0.259580 0.134719 0.000000 0.000000 144.183397 -4.124882

50% 0.452821 0.455824 0.451576 0.451932 0.195131 0.000000 0.000000 175.936472 3.214823

75% 0.656937 0.661117 0.654460 0.661528 0.295008 0.000000 0.000000 257.777965 11.072751

Max 1.000000 1.000000 1.000000 1.000000 1.000000 1.000000 1.000000 420.377390 34.706797

Table 6.1. Descriptive statistics of financial data (reduced size)

6.3 News Data

6.3.1 News Source

The source chosen for collecting news articles alongside financial indicators is Google

News [39]. This selection was made for several reasons:

1. Aggregation from Multiple Sources: Google News aggregates news articles from

various news outlets, providing a diverse range of perspectives and coverage on a

given topic or company.

2. Long-Term Storage: Google News retains news articles over an extended period,

allowing access to historical news data for analysis and research purposes.



47

3. Ease of Web Scraping [34]: Google News offers a convenient and free way to

scrape news articles, facilitating the extraction of text data from multiple sources

without significant barriers.

4. Access to Full Text: For each company’s ticker symbol, Google News provides

access to the complete text of relevant news articles, enabling comprehensive anal-

ysis and modeling.

The utilization of Google News as a primary source of news data complements the fi-

nancial indicators, enriching the dataset with timely and comprehensive information from

diverse media sources.

News articles were collected for each of the three ticker symbols, namely AAPL, AMZN,

and MSFT, from September 1, 2022, to September 30, 2023. On certain days, multiple

publications about the same ticker could occur across different news outlets, while on

other days, there might be no publications at all. The graph in Figure 6.4 illustrates the

distribution of news articles for each ticker symbol over the specified period.

Figure 6.4. Number of News Articles by Ticker

As depicted in the graph, the count of news articles varies unevenly across the ticker

symbols. Despite this non-uniform distribution, the cumulative number of news articles

amounts to several tens of thousands. This abundance of news data enables thorough

analysis and testing in subsequent research endeavors.
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Monthly News Count Analysis

The graph in Figure 6.5 illustrates the monthly count of news articles for each ticker sym-

bol, namely AAPL, AMZN, and MSFT. Additionally, it features a line indicating the total

number of news articles about all tickers combined, depicted monthly. The overall count

of news articles falls within the range of 2,000 to 3,000 per month. On an individual ticker

basis, the count ranges from 400 to 1,200 news articles per month.

Figure 6.5. Monthly News Count by Ticker. The left vertical axis represents the scale of
number of news articles for each individual ticker, while the right vertical axis shows the
scale for cumulative total of news articles across all tickers.

The temporal variation in the quantity of news articles not only provides sample data for

training but also facilitates training in an out-of-time format. This format involves utilizing

80% of the data from the initial period for training purposes, while reserving the remaining

20% of the data, from the most recent time period, for validation and testing the trained

algorithms. First 10% goes to validation set, while the last 10% goes to testing set. This

division lets us have both enough size for training, validating, and testing the models.

In the end, we have 23177 samples for training, 2897 samples for validation and 2898

samples for testing the models.

6.3.2 Comparison of Text Processing Approaches

There were two methods considered for processing news articles:
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Concatenation of Headline and Text

The first approach involves concatenating the headline and text of news articles before

processing. This method has the following advantages:

1. Lower Computational Load: Concatenating the headline and text reduces the

computational load during text processing, making it more efficient.

2. Lower Dimensionality: By combining the headline and text, the resulting dataset

has lower dimensionality, which reduces the computational burden during model

training.

3. Simplified Preprocessing: Processing a single text field instead of two simplifies

the preprocessing steps, as there is only one text field to clean and tokenize.

Separate Processing of Headline and Text

The second approach involves separately processing the headline and text of news arti-

cles. This method offers the following advantages:

1. Deeper Text Analysis: Separately analyzing the headline and body text enables a

more in-depth examination of the content, allowing for the identification of patterns

unique to each part.

2. Isolation of Headline and Text: Separating the headline from the detailed text

allows for individual analysis of each component, revealing unique insights and

patterns associated with each.

After considering both approaches, it can be concluded that the second method is prefer-

able. Firstly, the computational load can be managed through other means, given the

limited size of the dataset. Secondly, reducing the dimensionality of the resulting dataset

can be achieved using techniques such as stop-word elimination and handling uncommon

words. Therefore, the second approach offers more flexibility and depth in text analysis,

making it the preferred choice for this study.

In the table 6.2 there is statistical description of news dataset.

content_word_count content_char_count content_unique_word_count title_word_count title_char_count title_unique_word_count

Count 32068.000000 32068.000000 32068.000000 32068.000000 32068.000000 32068.000000

Mean 788.617656 4907.895160 383.683017 14.002994 84.569852 13.631190

Std 770.037679 5021.677661 261.613458 3.331910 19.677181 3.118831

Min 30.000000 177.000000 18.000000 3.000000 13.000000 3.000000

25% 369.000000 2264.000000 218.000000 12.000000 71.000000 11.000000

50% 573.000000 3547.000000 317.000000 14.000000 82.000000 13.000000

75% 953.250000 5901.000000 481.000000 16.000000 96.000000 15.000000

Max 26021.000000 215855.000000 5608.000000 36.000000 203.000000 33.000000

Table 6.2. Descriptive statistics of content and title word and character counts
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6.3.3 TF-IDF Vectorizer Configuration

The TF-IDF (Term Frequency-Inverse Document Frequency) Vectorizer is a key tool in the

preprocessing pipeline for this study, which involves the analysis of news articles for stock

price prediction. It transforms raw textual data into numerical form, allowing machine

learning models to interpret the text effectively. The selection of hyperparameters for

the TF-IDF Vectorizer was made carefully, with the aim of optimizing performance and

ensuring meaningful data representation for the experiment[31].

The chosen hyperparameters are as follows:

1. max_features = 500: This parameter limits the number of features (or words) used

in the resulting TF-IDF matrix to a maximum of 500. This choice helps control the

dimensionality of the dataset, reducing computational complexity while retaining the

most informative terms. A limit of 500 features was selected based on preliminary

experiments, which showed that this value captures enough relevant vocabulary

from the news articles without overwhelming the model with redundant or less use-

ful terms. Balancing feature count is essential for both computational efficiency and

avoiding overfitting, particularly when processing with extensive amounts of text.

2. stop_words = ’english’: By setting the stop_words parameter to ’english’, we au-

tomatically remove common English stopwords that do not contribute significantly

to sentiment or context (e.g., ’the’, ’and’, ’in’). This decision was made to ensure

that the model focuses on more meaningful, content-rich words, thereby improving

its ability to discern patterns in the sentiment of news articles. Stopwords often

clutter the dataset, adding noise rather than valuable insights, so their exclusion is

critical for enhancing model interpretability and performance.

3. lowercase = True: Transforming all text to lowercase guarantees uniformity across

the dataset, preventing the algorithms from considering same words with different

capitalization (e.g., ’Apple’ vs. ’apple’) as distinct terms. This setting is important for

standardizing the data and improving the generalizability of the model. In prelim-

inary analyses, this parameter was particularly effective in reducing unnecessary

feature duplication caused by case differences.

These hyperparameters were chosen based on a combination of literature recommen-

dations and experimental tuning on the validation set to ensure that the TF-IDF vector-

izer efficiently captures the sentiment-relevant features of the news articles, minimizes

noise and improves the model’s performance on stock price prediction tasks. The con-

figuration balances feature richness with computational efficiency, contributing to robust,

interpretable results.
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6.3.4 Dataset Grouping

Before delving into the vectorization process, it was imperative to deliberate on the optimal

structure for the final dataset.

Grouping by Days

The strategy of grouping news articles by days entailed consolidating all news coverage

on a daily basis according to the following protocol:

1. News articles pertaining to each individual ticker symbol were aggregated and or-

ganized based on their respective dates, with meticulousness down to the day.

2. The entirety of news articles for each ticker symbol on a given day were amalga-

mated into a singular file, facilitating subsequent processing steps.

3. Post-aggregation, the concatenated files underwent further refinement through var-

ious pre-processing techniques.

This particular approach, albeit initially adopted during the nascent stages of develop-

ment, was fraught with several impediments:

1. Despite the dataset initially comprising a substantial volume of 29,000 news arti-

cles, its condensation to a mere 1185 files per day, spread across three compa-

nies, was unavoidable due to the inherent nature of this grouping method. Each

day witnessed the creation of one file for each of the 395 days across all three

companies.

2. The resultant files exhibited a stark dichotomy, often oscillating between either brim-

ming with an abundance of news articles on days marked by high-frequency news

releases or languishing in emptiness during periods of sparse news coverage. A vi-

sual representation of this phenomenon can be observed in the graph in Figure 6.6

delineating the daily count of news articles concerning AMZN during March 2023.

3. The concept of out-of-time training, a core principle in machine learning, proved

to be impracticable given the drastic reduction in dataset size resulting from this

particular grouping methodology.

4. Furthermore, the process of vectorizing such files was fraught with additional com-

plexities arising from the reduced file size and the augmented content density

therein.

In light of these challenges, a quest for alternative data grouping mechanisms ensued,

paving the way for more refined approaches.
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[amzn-march-daily]

Figure 6.6. AMZN March Daily Number of News

Grouping by News Articles

The decision to explore an alternative grouping approach, focusing on individual news ar-

ticles, stemmed from the limitations encountered during the initial iteration, where group-

ing by days posed several challenges. This part explains a comprehensive summary of

the process involved in grouping the dataset by news articles and highlights the advan-

tages of this approach.

Process Overview:

1. Text Data Vectorization: In this approach, each news article is treated as an in-

dependent entity. Text data vectorization is performed for each article individually

using techniques such as TF-IDF (Term Frequency-Inverse Document Frequency)

or CountVectorizer. This allows for the creation of distinct feature representations

for each article, capturing its unique textual characteristics.

2. Financial Data Merging: Once the text data is vectorized, the financial data is

merged with the corresponding news articles based on common attributes such as

date and ticker symbol. This alignment ensures that each news article is asso-

ciated with the relevant financial indicators, enabling comprehensive analysis and

modeling.

Advantages and Outcomes:

1. Enhanced Dataset Cohesion: By grouping the dataset at the granularity of indi-

vidual news articles, the final dataset becomes more cohesive and representative.

Each news article serves as a discrete sample, encapsulating a specific event or
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piece of information.

2. Mitigation of File Size Issues: Unlike the grouping by days approach, where file

sizes could vary significantly, grouping by news articles eliminates issues related to

large, small, or empty files. Each news article contains substantial content, ensur-

ing uniformity and completeness across the dataset.

3. Temporal Consistency: The dataset maintains temporal consistency, enabling

training and testing out-of-time. This method guarantees that the algorithm is

trained on past data and evaluated on future data, imitating the real-world cases

and improving model generalization.

4. Streamlined Vectorization Process: With a reduced file size and uniform struc-

ture, the vectorization process becomes more streamlined and computationally ef-

ficient. This contributes to faster model training and evaluation, accelerating the

research and development cycle.

By adopting this alternative approach to dataset grouping, the project overcame the

challenges encountered in the initial iteration and achieved significant improvements in

dataset cohesion, computational efficiency, and model performance. These outcomes

laid the foundation for subsequent model training, evaluation, and comparative analyses.

6.4 Machine Learning Models Training

In this part, we detail the process of training machine learning models on the collected

dataset. The training is conducted in two distinct scenarios: one using only financial data

and the other using both financial and text data. For the latter scenario, textual information

is encoded using the TF-IDF (Term Frequency-Inverse Document Frequency) algorithm

or SBERT vectorizer.

6.4.1 Training on Financial Data Only

In the first scenario, the models are trained exclusively on the financial data. This in-

volves using numerical features derived from historical trading data of the securities. The

main goal is to establish a baseline effectiveness of the models when they rely solely on

financial metrics.

The financial data includes various attributes such as daily closing prices, trading vol-

umes, and other relevant indicators. These features are standardized using the Min-

MaxScaler or StandardScaler, as discussed in the previous chapter, to guarantee that

all input variables are on a common scale, thereby reducing bias and improving model

performance.

Step-by-Step Process:



54

1. Data Preparation: The dataset is split into training, validation and test subsets.

Eighty percent of the data is allocated for training the model, while the remaining

twenty percent is divided equally for validation and test sets. The validation set is

used for finetuning the hyperparameters of the model, while the test set is used to

calculate the final metrics.

2. Feature Selection: Only financial features relevant to this scenario are chosen.

These features are standardized to maintain consistency.

3. Label Encoding: The target variable, indicating the category of price change, is

converted into numerical labels using LabelEncoder.

4. Model Training: The Random Forest classifier is trained on the financial data.

This step includes fitting the model to the training set and tuning hyperparameters

to enhance performance using validation set.

5. Evaluation: The final model undergoes testing throughout the test dataset. Per-

formance metrics, including accuracy, recall, precision, and F1 score that were

mentioned earlier, are calculated to examine the model’s quality.

6.4.2 Training on Financial and Text Data

In the second scenario, the models are trained on a combination of financial and text data.

The text data comprises news articles related to the securities, which provide contextual

information that can influence market movements. The textual information is encoded

using the TF-IDF algorithm to transform it into numerical features suitable for machine

learning.

Step-by-Step Process:

1. Data Preparation: Similar to the previous scenario, the dataset is split into training,

validation and test subsets. Eighty percent of the data is allocated for training the

model, while the remaining twenty percent is divided equally for validation and test

sets. The validation set is used for finetuning the hyperparameters of the model,

while the test set is used to calculate the final metrics.

2. Text Data Encoding: The text data undergoes processing with the TF-IDF al-

gorithm. This step involves computing the term frequency and inverse document

frequency for each word in the news articles, converting the text into numerical

vectors.

3. Feature Integration: The TF-IDF or SBERT vectors are combined with the finan-

cial features to form a comprehensive feature set that encompasses both financial

metrics and textual data.

4. Label Encoding: As in the previous scenario, the target variable is converted into
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numerical labels using LabelEncoder.

5. Model Training: The Random Forest classifier is trained on the merged dataset.

This includes fitting the model to the integrated features and adjusting hyperparam-

eters to enhance performance using validation set.

6. Evaluation: The final model undergoes testing throughout the test dataset. Per-

formance metrics, including accuracy, recall, precision, and F1 score that were

mentioned earlier, are computed to examine the algorithm’s quality.

6.4.3 Random Forest Classifier

The Random Forest classifier is an ensemble algorithm that creates multiple decision

trees throughout the training process and assigns a class based on classification tasks

by taking the mode of the outputs from these trees. It is well-regarded for its resilience

and capacity to manage large datasets with high dimensionality.

For this analysis, the Random Forest classifier was set up with the following hyperparam-

eters throughout the finetuning with validation set:

• Number of Estimators: A total of 400 decision trees were employed in the random

forest.

• Criterion: The quality of splits was evaluated using entropy as the criterion.

• Minimum Samples Split: The lowest amount of points necessary to split an inter-

nal node was established at 23.

• Minimum Samples Leaf: A lowest of 21 points was required to be present at a leaf

node.

• Max Depth: The tree depth was capped at 16 to mitigate the risk of overfitting.

• Random State: A fixed random state of 11 was used to ensure reproducibility.

• Number of Jobs: The computation was parallelized using all available cores.

• Verbose: Verbose output was enabled to monitor the training process.

After the algorithm was trained on the training dataset, it generated predictions on the test

set. The model’s performance is evaluated using several metrics:

• Accuracy: The fraction of accurately predicted outcomes compared to the total

number of predictions made.

• Precision: The ratio of true positive forecasts to the total number of positive fore-

casts.

• Recall: The ratio of true positive forecasts to the total number of actual positive

instances.
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• F1 Score: The harmonic average of precision and recall, yielding a single measure

that balances both elements.

The outcomes from training with only financial data are compared to those from using a

combination of financial and text data to assess the effect of integrating textual information

on the model’s predictive capabilities. This comparative analysis will be elaborated on in

the following sections of this chapter.

6.4.4 Logistic Regression Classifier

Logistic Regression is a statistical technique used for binary classification that estimates

the probability of a categorical dependent variable based on one or more independent

variables. While it is a straightforward method, it continues to be popular because of its

interpretability and effectiveness. This section outlines the process of training a Logistic

Regression model on our dataset, focusing on both financial data and the combination of

financial and textual data encoded with TF-IDF or SBERT.

Step-by-Step Process:

1. Data Preparation: As with the Random Forest classifier, the dataset is split into

training, validation and test subsets. Eighty percent of the data is allocated for

training the model, while the remaining twenty percent is divided equally for valida-

tion and test sets. The validation set is used for finetuning the hyperparameters of

the model, while the test set is used to calculate the final metrics.

2. Feature Selection and Integration:

• For the financial data scenario, only numerical features derived from trading

data are used.

• For the combined scenario, TF-IDF or SBERT vectors representing textual

data are merged with financial features to form a comprehensive feature set.

3. Label Encoding: The target variable, which indicates the category of price change,

is transformed into numerical labels using the LabelEncoder.

4. Model Initialization: The Logistic Regression classifier is initialized with specific

hyperparameters to optimize its performance that are finetuned using the validation

set. The key parameters used are:

• Maximum Iterations (max_iter): Set to 1000 to ensure convergence.

• Random State (random_state): Fixed at 11 to guarantee reproducibility.

• Verbose: Set to 10 to provide detailed output during training.

5. Model Training: The Logistic Regression model is trained using the training dataset.

This involves fitting the model to the selected features and the encoded target vari-
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able.

6. Prediction: The trained model is subsequently employed to forecast the target

variable on the test dataset.

7. Evaluation: The model’s effectiveness is assessed using several metrics men-

tioned earlier.

Implementation Details:

• Accuracy Score: The accuracy score is calculated to measure the overall correct-

ness of the model’s predictions.

• Other metrics: Recall, precision, and F1 score offer a comprehensive evaluation

in understanding the algorithm’s strengths and weaknesses across different cate-

gories.

Results:

After training and evaluating the Logistic Regression model, we can compare its perfor-

mance with other algorithms trained in this thesis. The results expose insights into the

effectiveness of Logistic Regression in forecasting price changes based on financial data

alone versus a combination of financial and textual data. This comparative analysis will

be discussed in detail in the following sections, helping us draw conclusions about the

best approach for this particular application.

6.4.5 CatBoost Classifier

CatBoost (Categorical Boosting) [13] is an advanced gradient boosting algorithm devel-

oped by Yandex, designed to handle categorical features directly and deliver high perfor-

mance with less tuning. This section outlines the process of training a CatBoost model on

our dataset, focusing on both financial data and the combination of financial and textual

data encoded with TF-IDF or SBERT.

Step-by-Step Process:

1. Data Preparation: As with previous models, the dataset is split into training, valida-

tion and test subsets. Eighty percent of the data is allocated for training the model,

while the remaining twenty percent is divided equally for validation and test sets.

The validation set is used for finetuning the hyperparameters of the model, while

the test set is used to calculate the final metrics.

2. Feature Selection and Integration:

• For the financial data scenario, only numerical features derived from trading

data are used.
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• For the combined scenario, TF-IDF or SBERT vectors representing textual

data are merged with financial features to form a comprehensive feature set.

3. Label Encoding [32]: The target variable, which indicates the category of price

change, is transformed into numerical labels using the LabelEncoder.

4. Model Initialization: The CatBoost classifier is initialized with specific hyperpa-

rameters to optimize its performance. These hyperparameters are finetuned with

validation dataset. The key parameters used are:

• Iterations: Set to 100 to control the number of boosting rounds.

• Use Best Model: Set to False, allowing the model to continue learning through

all iterations.

• Depth: Set to 3, this parameter controls the depth of each tree within the

boosting framework.

• Learning Rate: Established at 0.007, this controls the step size at each iter-

ation as the model approaches the minimum of the loss function.

• Loss Function: Configured to ’MultiClass’ to accommodate multi-class clas-

sification tasks.

• Evaluation Metric: Set to ’Accuracy’ for assessing model performance during

training.

• Random Seed: Fixed at 11 to ensure consistent results across different runs.

• Colsample by Level: Adjusted to the square root of the total number of fea-

tures, providing a balanced selection of features at each level.

• Verbose: Set to 10 to generate detailed output during the training process.

5. Model Training: The CatBoost model is trained on the training dataset, while eval-

uations are conducted on the test dataset to track its performance.

6. Prediction: The trained model is subsequently utilized to predict the target variable

on the test dataset.

7. Evaluation: The model’s performance is evaluated using several metrics men-

tioned earlier.

Implementation Details:

• Accuracy Score: The accuracy score is calculated to measure the overall correct-

ness of the model’s predictions.

• Other metrics: Recall, precision, and F1 score offer a comprehensive evaluation

in understanding the algorithm’s strengths and weaknesses across different cate-

gories.

Results:
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After training and evaluating the CatBoost model, we can compare its performance with

other models trained in this study. The results demostrate insights into the effectiveness of

CatBoost in forecasting price changes based on financial data alone versus a combination

of financial and textual data. This comparative analysis will be discussed in detail in the

following sections, helping us draw conclusions about the best approach for this particular

application.
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7. RESULTS

7.1 Model Performance Evaluation

The results from our comparative analysis of different machine learning models, trained

on financial data alone and on a combination of financial and textual data, are summarized

in the tables below. The models evaluated include Random Forest, Logistic Regression,

and CatBoost. We used two text encoding methods, TF-IDF and SBERT with MiniLM, to

incorporate textual data into the models.

In our experimental design, we employed a rigorous methodology by utilizing 15 different

random seeds for each iteration of the model training process. This approach was instru-

mental in understanding the variability in model performance attributable to the random-

ness inherent in the data sampling and model initialization processes. By systematically

varying the random seeds, we could obtain a comprehensive range of performance met-

rics, which allowed for a more robust evaluation of the models under different conditions.

This extensive dataset of performance metrics serves not only to highlight the stability and

reliability of our models but also provides the necessary groundwork for conducting the

Wilcoxon signed-rank test. This non-parametric test will enable us to statistically assess

the significance of differences in model performance—specifically, comparing the metrics

from models trained with text features against those trained without. The utilization of mul-

tiple random seeds thus enhances the validity of our results, ensuring that any observed

differences in performance are not merely artifacts of a specific random initialization, but

rather reflect genuine model capabilities.

7.1.1 Financial Data Only

The performance metrics for the different models evaluated on the test set are summa-

rized in Table 9.1. This table presents the results obtained from training and testing the

models across 15 distinct random seeds. By employing multiple random seeds, we aimed

to capture the variability in model performance attributable to the stochastic nature of both

the data sampling process and the model initialization. The comprehensive set of met-

rics derived from these experiments not only reflects the robustness of each model under

varying conditions but also facilitates a more thorough statistical analysis. These results
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provide a foundation for comparing the effectiveness of the models, particularly in terms

of their ability to leverage text features versus traditional features in predicting financial

outcomes. Table 7.1 describes the min, max and median results.

Model Accuracy Precision (macro avg) Recall (macro avg)

median min max median min max median min max

CatBoostClassifier 0.834023 0.825397 0.862319 0.324063 0.318933 0.346657 0.292354 0.285783 0.400700

LogisticRegression 0.382333 0.382333 0.382333 0.331794 0.331794 0.331794 0.378426 0.378426 0.378426

RandomForestClassifier 0.498620 0.473430 0.531746 0.361686 0.358159 0.363511 0.501434 0.492712 0.512903

Model F1-Score (macro avg) Precision (weighted avg) Recall (weighted avg)

median min max median min max median min max

CatBoostClassifier 0.307393 0.301449 0.343801 0.935635 0.921143 0.945856 0.834023 0.825397 0.862319

LogisticRegression 0.200460 0.200460 0.200460 0.929990 0.929990 0.929990 0.382333 0.382333 0.382333

RandomForestClassifier 0.281744 0.273091 0.296356 0.943273 0.942143 0.944685 0.498620 0.473430 0.531746

Table 7.1. Finance only models’ metrics results: max, min and median

7.1.2 Finance + News Data (TF-IDF Encoding)

In the table 9.2, we present the performance metrics obtained on the test set for mod-

els that were trained simultaneously on financial data and news articles preprocessed

using the TF-IDF algorithm. These results highlight a significant improvement in model

performance when incorporating news data alongside financial data. Specifically, the sta-

tistical test using the Wilcoxon signed-rank test demonstrates that the models trained on

this combined dataset achieved statistically significantly better performance compared to

those trained solely on financial data. This finding underscores the importance of integrat-

ing diverse data sources to enhance predictive capabilities in financial modeling. Table

7.2 describes the min, max and median results.

Model Accuracy Precision (macro avg) Recall (macro avg)

median min max median min max median min max

CatBoostClassifier 0.871291 0.844375 0.899241 0.324342 0.319243 0.367302 0.301673 0.292354 0.487387

LogisticRegression 0.419255 0.419255 0.419255 0.353064 0.353064 0.353064 0.411893 0.411893 0.411893

RandomForestClassifier 0.642512 0.632850 0.651829 0.364714 0.359116 0.375106 0.551254 0.547909 0.554480

Model F1-Score (macro avg) Precision (weighted avg) Recall (weighted avg)

median min max median min max median min max

CatBoostClassifier 0.312597 0.305207 0.377984 0.936763 0.922038 0.953811 0.871291 0.844375 0.899241

LogisticRegression 0.237143 0.237143 0.237143 0.942265 0.942265 0.942265 0.419255 0.419255 0.419255

RandomForestClassifier 0.328457 0.319102 0.346915 0.948070 0.947854 0.948734 0.642512 0.632850 0.651829

Table 7.2. Finance and News with TF-IDF preprocessing metrics results: max, min and
median

7.1.3 Finance + News Data (SBERT Encoding)

The table 9.3 presents the performance metrics of the models trained on financial data

and news articles, which were preprocessed using the MiniLM SBERT model. The results



62

of the statistical test using the Wilcoxon signed-rank test indicate that the performance of

these models is statistically significantly better than that of models trained solely on finan-

cial data. However, there were no statistically significant differences between the perfor-

mance of the models using MiniLM SBERT preprocessing and those that employed the

TF-IDF preprocessing method. This finding suggests the need for further research into

various preprocessing techniques, as the results already indicate that incorporating news

data enhances the predictive power of machine learning models. The ability to leverage

textual information alongside numerical financial data may lead to improved forecasting

and decision-making capabilities in financial contexts.

Model Accuracy Precision (macro avg) Recall (macro avg)

median min max median min max median min max

CatBoostClassifier 0.875086 0.844375 0.905107 0.324542 0.319276 0.375318 0.308722 0.292354 0.494436

LogisticRegression 0.393030 0.393030 0.393030 0.360992 0.360992 0.360992 0.420117 0.420117 0.420117

RandomForestClassifier 0.641822 0.623188 0.650794 0.365232 0.361208 0.370994 0.551016 0.544564 0.554122

Model F1-Score (macro avg) Precision (weighted avg) Recall (weighted avg)

median min max median min max median min max

CatBoostClassifier 0.316434 0.305613 0.392372 0.936873 0.922133 0.954649 0.875086 0.844375 0.905107

LogisticRegression 0.235912 0.235912 0.235912 0.951171 0.951171 0.951171 0.393030 0.393030 0.393030

RandomForestClassifier 0.328988 0.321637 0.338323 0.948049 0.947555 0.948447 0.641822 0.623188 0.650794

Table 7.3. Finance and SBERT preprocessing metrics: min, max and median

7.2 Comparison of Models Trained on Different Data Sources and

Preprocessing Techniques

We assess the accuracy of three types of classifiers: CatBoost (CB), Logistic Regression

(LR), and Random Forest (RF). To test whether the differences in performance between

the models are statistically significant, we apply the Wilcoxon signed-rank test, using a

significance level of α = 0.05.

7.2.1 Finance Only vs. Finance + News (TF-IDF Preprocessing)

Table 7.4 shows the Wilcoxon test results for models trained using TF-IDF preprocessing

on two datasets: Finance Only and Finance + News.

Model Wilcoxon Statistic P-value

CB 7.0 0.00116

LR 0.0 6.10e-05

RF 0.0 6.10e-05

Table 7.4. Wilcoxon signed-rank test results: Finance Only vs. Finance + News (TF-IDF
Preprocessing)

The results indicate that for all classifiers, the differences in accuracy between the models
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trained on Finance Only and Finance + News are statistically significant (p < 0.05).

7.2.2 Finance Only vs. Finance + News (SBERT MiniLM V2

Preprocessing)

The Wilcoxon test results for models trained with SBERT MiniLM V2 preprocessing are

presented in Table 7.5.

Model Wilcoxon Statistic P-value

CB 2.0 0.000183

LR 0.0 6.10e-05

RF 0.0 6.10e-05

Table 7.5. Wilcoxon signed-rank test results: Finance Only vs. Finance + News (SBERT
MiniLM V2 Preprocessing)

Similarly to the TF-IDF preprocessing results, the differences in accuracy between the

models trained on Finance Only and Finance + News are statistically significant for all

classifiers.

7.2.3 TF-IDF Preprocessing vs. SBERT MiniLM V2 Preprocessing

To further investigate the impact of different preprocessing techniques, we compare the

performance of models trained on Finance + News using TF-IDF preprocessing and

SBERT MiniLM V2 preprocessing. Table 7.6 presents the Wilcoxon test results for this

comparison.

Model Wilcoxon Statistic P-value

CB 40.0 0.7005

LR 0.0 6.10e-05

RF 42.0 0.3303

Table 7.6. Wilcoxon signed-rank test results: TF-IDF vs. SBERT MiniLM V2 Preprocess-
ing (Finance + News)

For the CB and RF models, the differences in accuracy between the two preprocessing

techniques are not statistically significant (p ≥ 0.05). In contrast, the LR model shows a

significant difference. Despite this, the logistic regression models are essentially ineffec-

tive for this task, as evidenced by the low metrics in the tables above.
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7.3 Summary

In summary, the results of our analysis demonstrate that incorporating news data with

financial data significantly improves the performance of machine learning models. This

improvement is evidenced across all models evaluated, including CatBoost, Logistic Re-

gression, and Random Forest. The integration of textual data through both TF-IDF and

SBERT (MiniLM) encoding methods consistently resulted in better performance metrics.

Moreover, the utilization of multiple random seeds in model training allowed us to cap-

ture the inherent variability in model performance due to stochastic processes, providing

a more robust evaluation. The application of the Wilcoxon signed-rank test further rein-

forced the finding that models incorporating textual data outperformed those trained solely

on financial data, with these differences being statistically significant. However, no statis-

tically significant differences were found between the models that used TF-IDF and those

that employed SBERT encoding.

Overall, the thesis highlights the value of integrating diverse data sources—such as news

articles alongside traditional financial metrics—to enhance predictive modeling in finance.

Future research could explore other preprocessing methods for textual data, aiming to

further optimize the performance of these hybrid models in financial forecasting and

decision-making.
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8. CONCLUSIONS

This master’s thesis has explored the integration of financial and textual data for the en-

hancement of predictive models in financial analytics. By employing both traditional and

advanced text encoding techniques, specifically TF-IDF and SBERT, this study has inves-

tigated their respective impacts on model performance. Through a series of experiments,

we have evaluated the efficacy of different machine learning methods, such as Random

Forest, Logistic Regression, and CatBoost, under different data preprocessing strategies.

The key findings of this research can be summarized as follows:

1. Integration of Financial and Textual Data: The inclusion of textual data from

news articles, encoded using both TF-IDF and SBERT methods, has shown to

improve the performance of predictive models. This highlights the potential value

of unstructured data in enhancing financial predictions.

2. Text Encoding Techniques: While TF-IDF provides a straightforward and compu-

tationally efficient method for text encoding, our results did not show a statistically

significant performance difference between TF-IDF and SBERT (MiniLM) encoding

methods. Both techniques improved model performance when incorporating news

data alongside financial data. Further research could explore additional encoding

techniques or model architectures to determine if more advanced methods can offer

consistent performance gains.

3. Model Performance: Among the machine learning models evaluated, CatBoost

consistently outperformed Random Forest and Logistic Regression, indicating its

efficiency in managing complicated, high-dimensional data. The results suggest

that ensemble methods and gradient boosting approaches are particularly well-

suited for financial prediction tasks.

4. Importance of Data Scaling: Proper scaling of financial data, using techniques

such as MinMaxScaler and StandardScaler, has proven crucial in ensuring model

stability and performance. This underscores the importance of appropriate data

preprocessing steps in machine learning workflows.

Despite these promising findings, this research also identified several areas that require

further investigation. The following recommendations are proposed for future research:
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1. Larger Datasets: Increasing the dataset to gather a wider variety of securities

and a longer historical period would provide a more comprehensive evaluation of

the models. Larger datasets would also enable more robust training and validation

processes.

2. Computational Resources: Enhanced computational resources would facilitate

the exploration of more complex models and deeper neural networks. This could

potentially lead to even greater improvements in predictive accuracy.

3. Advanced Models: Future research should consider the implementation of more

advanced models, such as deep learning architectures and ensemble methods that

combine multiple learning algorithms. These models may offer further improve-

ments in identifying the complex patterns present in financial and textual data.

4. Real-time Analysis: Integrating real-time data processing and analysis can yield

insights into the ever-changing dynamics of financial markets, facilitating more prompt

and actionable predictions.

In conclusion, this thesis has demonstrated the significant potential of integrating finan-

cial and textual data in predictive modeling. The findings underscore the importance

of sophisticated text encoding methods and advanced machine learning algorithms in

achieving higher accuracy and reliability. Continued research in this area, supported by

larger datasets and enhanced computational power, promises to further advance the field

of financial analytics.
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9. APPENDIX

9.1 GitHub repository

https://github.com/ReAlex1902/stock-trend-pred

9.2 Results
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Model Random Seed Accuracy Precision (macro avg) Recall (macro avg) F1-Score (macro avg) Precision (weighted avg) Recall (weighted avg) F1-Score (weighted avg)

CatBoostClassifier 2732 0.854727 0.324172 0.295938 0.309412 0.936274 0.854727 0.893644

CatBoostClassifier 235 0.846101 0.324081 0.292951 0.307731 0.936012 0.846101 0.888788

CatBoostClassifier 7336 0.844375 0.324063 0.292354 0.307393 0.935958 0.844375 0.887811

CatBoostClassifier 5994 0.828502 0.323890 0.286858 0.304251 0.935460 0.828502 0.878739

CatBoostClassifier 1146 0.834023 0.323951 0.288769 0.305350 0.935635 0.834023 0.881912

CatBoostClassifier 2915 0.841615 0.335981 0.370319 0.329390 0.928937 0.841615 0.881209

CatBoostClassifier 2761 0.854727 0.324172 0.295938 0.309412 0.936274 0.854727 0.893644

CatBoostClassifier 9412 0.832988 0.342788 0.390544 0.332685 0.944954 0.832988 0.882647

CatBoostClassifier 4547 0.862319 0.346657 0.400700 0.343801 0.945856 0.862319 0.899742

CatBoostClassifier 8574 0.828502 0.323890 0.286858 0.304251 0.935460 0.828502 0.878739

CatBoostClassifier 1289 0.828502 0.323890 0.286858 0.304251 0.935460 0.828502 0.878739

CatBoostClassifier 3775 0.825397 0.318933 0.285783 0.301449 0.921143 0.825397 0.870645

CatBoostClassifier 5787 0.835749 0.319104 0.289367 0.303509 0.921636 0.835749 0.876594

CatBoostClassifier 338 0.827122 0.342169 0.388513 0.330639 0.944780 0.827122 0.879177

CatBoostClassifier 2667 0.828502 0.323890 0.286858 0.304251 0.935460 0.828502 0.878739

LogisticRegression 2732 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 235 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 7336 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 5994 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 1146 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 2915 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 2761 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 9412 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 4547 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 8574 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 1289 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 3775 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 5787 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 338 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

LogisticRegression 2667 0.382333 0.331794 0.378426 0.200460 0.929990 0.382333 0.524544

RandomForestClassifier 2732 0.482402 0.361686 0.495818 0.281480 0.942685 0.482402 0.628860

RandomForestClassifier 235 0.482402 0.361686 0.495818 0.281480 0.942685 0.482402 0.628860

RandomForestClassifier 7336 0.498620 0.359048 0.501434 0.281744 0.943273 0.498620 0.643115

RandomForestClassifier 5994 0.509317 0.362081 0.505137 0.289718 0.943824 0.509317 0.652653

RandomForestClassifier 1146 0.498620 0.359048 0.501434 0.281744 0.943273 0.498620 0.643115

RandomForestClassifier 2915 0.498620 0.359048 0.501434 0.281744 0.943273 0.498620 0.643115

RandomForestClassifier 2761 0.509317 0.362081 0.505137 0.289718 0.943824 0.509317 0.652653

RandomForestClassifier 9412 0.531746 0.362379 0.512903 0.296356 0.944685 0.531746 0.671824

RandomForestClassifier 4547 0.498620 0.359048 0.501434 0.281744 0.943273 0.498620 0.643115

RandomForestClassifier 8574 0.531746 0.362379 0.512903 0.296356 0.944685 0.531746 0.671824

RandomForestClassifier 1289 0.498620 0.359048 0.501434 0.281744 0.943273 0.498620 0.643115

RandomForestClassifier 3775 0.498620 0.359048 0.501434 0.281744 0.943273 0.498620 0.643115

RandomForestClassifier 5787 0.509317 0.362081 0.505137 0.289718 0.943824 0.509317 0.652653

RandomForestClassifier 338 0.491028 0.363511 0.498805 0.286904 0.943130 0.491028 0.636690

RandomForestClassifier 2667 0.473430 0.358159 0.492712 0.273091 0.942143 0.473430 0.620511

Table 9.1. Finance only models’ metrics results
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Model Random Seed Accuracy Precision (macro avg) Recall (macro avg) F1-Score (macro avg) Precision (weighted avg) Recall (weighted avg) F1-Score (weighted avg)

CatBoostClassifier 2732 0.891649 0.324542 0.308722 0.316434 0.937341 0.891649 0.913924

CatBoostClassifier 235 0.854727 0.324172 0.295938 0.309412 0.936274 0.854727 0.893644

CatBoostClassifier 7336 0.878882 0.349679 0.406435 0.351010 0.946408 0.878882 0.909236

CatBoostClassifier 5994 0.854727 0.324172 0.295938 0.309412 0.936274 0.854727 0.893644

CatBoostClassifier 1146 0.844375 0.322016 0.292354 0.306469 0.930046 0.844375 0.885143

CatBoostClassifier 2915 0.878882 0.349679 0.406435 0.351010 0.946408 0.878882 0.909236

CatBoostClassifier 2761 0.844375 0.319243 0.292354 0.305207 0.922038 0.844375 0.881500

CatBoostClassifier 9412 0.855763 0.324183 0.296296 0.309613 0.936305 0.855763 0.894224

CatBoostClassifier 4547 0.844375 0.319243 0.292354 0.305207 0.922038 0.844375 0.881500

CatBoostClassifier 8574 0.899241 0.354823 0.413484 0.361369 0.947173 0.899241 0.920796

CatBoostClassifier 1289 0.854727 0.319407 0.295938 0.307225 0.922510 0.854727 0.887326

CatBoostClassifier 3775 0.891649 0.324542 0.308722 0.316434 0.937341 0.891649 0.913924

CatBoostClassifier 5787 0.884748 0.367302 0.487387 0.377984 0.953811 0.884748 0.914001

CatBoostClassifier 338 0.891649 0.324542 0.308722 0.316434 0.937341 0.891649 0.913924

CatBoostClassifier 2667 0.871291 0.324342 0.301673 0.312597 0.936763 0.871291 0.902841

LogisticRegression 2732 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 235 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 7336 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 5994 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 1146 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 2915 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 2761 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 9412 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 4547 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 8574 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 1289 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 3775 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 5787 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 338 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

LogisticRegression 2667 0.419255 0.353064 0.411893 0.237143 0.942265 0.419255 0.564281

RandomForestClassifier 2732 0.644582 0.361290 0.551971 0.323207 0.948014 0.644582 0.759997

RandomForestClassifier 235 0.632850 0.364714 0.547909 0.325998 0.947854 0.632850 0.751623

RandomForestClassifier 7336 0.640787 0.359815 0.550657 0.319857 0.947862 0.640787 0.757134

RandomForestClassifier 5994 0.641477 0.361988 0.550896 0.323617 0.947965 0.641477 0.757779

RandomForestClassifier 1146 0.651829 0.375106 0.554480 0.346915 0.948734 0.651829 0.766107

RandomForestClassifier 2915 0.641132 0.365006 0.550777 0.328457 0.948075 0.641132 0.757721

RandomForestClassifier 2761 0.647343 0.367020 0.552927 0.333179 0.948307 0.647343 0.762367

RandomForestClassifier 9412 0.643547 0.371450 0.551613 0.339284 0.948388 0.643547 0.759886

RandomForestClassifier 4547 0.641822 0.363742 0.551016 0.326570 0.948042 0.641822 0.758144

RandomForestClassifier 8574 0.640442 0.365331 0.550538 0.328819 0.948070 0.640442 0.757238

RandomForestClassifier 1289 0.644237 0.366396 0.551852 0.331439 0.948207 0.644237 0.760073

RandomForestClassifier 3775 0.642512 0.359116 0.551254 0.319102 0.947877 0.642512 0.758347

RandomForestClassifier 5787 0.640097 0.363829 0.550418 0.326300 0.948003 0.640097 0.756889

RandomForestClassifier 338 0.646653 0.369193 0.552688 0.336474 0.948376 0.646653 0.762003

RandomForestClassifier 2667 0.650794 0.364128 0.554122 0.329329 0.948277 0.650794 0.764678

Table 9.2. Finance and News with TF-IDF preprocessing metrics results
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Model Random Seed Accuracy Precision (macro avg) Recall (macro avg) F1-Score (macro avg) Precision (weighted avg) Recall (weighted avg) F1-Score (weighted avg)

CatBoostClassifier 2732 0.858523 0.355478 0.450452 0.356076 0.950402 0.858523 0.898279

CatBoostClassifier 235 0.891649 0.324542 0.308722 0.316434 0.937341 0.891649 0.913924

CatBoostClassifier 7336 0.871981 0.320401 0.301912 0.310881 0.925381 0.871981 0.897887

CatBoostClassifier 5994 0.854727 0.324172 0.295938 0.309412 0.936274 0.854727 0.893644

CatBoostClassifier 1146 0.844375 0.324063 0.292354 0.307393 0.935958 0.844375 0.887811

CatBoostClassifier 2915 0.865079 0.347108 0.401656 0.344944 0.945945 0.865079 0.901332

CatBoostClassifier 2761 0.846446 0.319276 0.293070 0.305613 0.922133 0.846446 0.882670

CatBoostClassifier 9412 0.878882 0.347906 0.406435 0.352754 0.932874 0.878882 0.903144

CatBoostClassifier 4547 0.905107 0.375318 0.494436 0.392372 0.954649 0.905107 0.925856

CatBoostClassifier 8574 0.877157 0.349325 0.405837 0.350216 0.946348 0.877157 0.908251

CatBoostClassifier 1289 0.884058 0.320210 0.306093 0.312992 0.924830 0.884058 0.903985

CatBoostClassifier 3775 0.854727 0.324172 0.295938 0.309412 0.936274 0.854727 0.893644

CatBoostClassifier 5787 0.891649 0.324542 0.308722 0.316434 0.937341 0.891649 0.913924

CatBoostClassifier 338 0.875086 0.324380 0.302987 0.313319 0.936873 0.875086 0.904926

CatBoostClassifier 2667 0.891649 0.324542 0.308722 0.316434 0.937341 0.891649 0.913924

LogisticRegression 2732 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 235 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 7336 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 5994 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 1146 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 2915 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 2761 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 9412 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 4547 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 8574 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 1289 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 3775 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 5787 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 338 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

LogisticRegression 2667 0.393030 0.360992 0.420117 0.235912 0.951171 0.393030 0.538933

RandomForestClassifier 2732 0.637681 0.363911 0.549582 0.325855 0.947945 0.637681 0.755126

RandomForestClassifier 235 0.641822 0.365232 0.551016 0.328988 0.948101 0.641822 0.758239

RandomForestClassifier 7336 0.623188 0.363472 0.544564 0.321637 0.947555 0.623188 0.744371

RandomForestClassifier 5994 0.641822 0.365232 0.551016 0.328988 0.948101 0.641822 0.758239

RandomForestClassifier 1146 0.631125 0.364591 0.547312 0.325382 0.947805 0.631125 0.750341

RandomForestClassifier 2915 0.650794 0.368432 0.554122 0.336249 0.948447 0.650794 0.764951

RandomForestClassifier 2761 0.645273 0.361208 0.552210 0.323234 0.948028 0.645273 0.760493

RandomForestClassifier 9412 0.644237 0.361466 0.551852 0.323414 0.948013 0.644237 0.759757

RandomForestClassifier 4547 0.650104 0.368168 0.553883 0.335665 0.948420 0.650104 0.764436

RandomForestClassifier 8574 0.639061 0.365657 0.550060 0.329014 0.948049 0.639061 0.756248

RandomForestClassifier 1289 0.650449 0.366686 0.554002 0.333379 0.948370 0.650449 0.764592

RandomForestClassifier 3775 0.640787 0.364357 0.550657 0.327323 0.948041 0.640787 0.757428

RandomForestClassifier 5787 0.624914 0.365192 0.545161 0.324848 0.947668 0.624914 0.745768

RandomForestClassifier 338 0.642512 0.366263 0.551254 0.330815 0.948159 0.642512 0.758808

RandomForestClassifier 2667 0.642512 0.370994 0.551254 0.338323 0.948345 0.642512 0.759103

Table 9.3. Finance and SBERT preprocessing metrics
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