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ABSTRACT
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Bachelor’s Thesis
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Industrial Engineering and Management
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Companies developing technology products must decide which product features to include in
their product releases. These decisions must consider customer requirements, the feature's value
and cost, and the release schedule. Due to limited resources, it is not possible to develop all
potential features. Thus, firms must prioritize some features over others. Proper feature
prioritization is essential for technologically complex products, where development is typically
expensive and time-consuming.

This bachelor’s thesis explores how artificial intelligence can enhance the feature prioritization
process and examines the benefits and challenges of Al-based methods. It evaluates five different
machine learning techniques. The study is conducted as a systematic literature review, analyzing
the applicability of machine learning methods to multicriteria prioritization tasks.

Machine learning enables programs to learn and evolve based on input data. While the use of
machine learning in software development has been studied for several years, research
specifically addressing product management and product feature prioritization remains limited.
This thesis applies findings from software development, particularly in requirements prioritization,
to product feature prioritization.

The results show that machine learning offers advantages over manual prioritization methods,
especially when working with large datasets. Machine learning methods can reduce human error
and the effort required for prioritization. However, these methods also introduce challenges.
Developing and using machine learning models requires computational power, and the accuracy
of the models depends heavily on the quality of the data used. Additionally, the results produced
by these methods are less transparent than those of traditional approaches. Companies must
carefully assess the decision's criticality and ability to address the mentioned challenges. When
implemented correctly, machine learning can provide an efficient and accurate tool for multicriteria
prioritization.

Keywords: Artificial Intelligence, Machine Learning, Product Feature Prioritization, Product
Management

The originality of this thesis has been checked using the Turnitin Originality Check service.
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Teknologiatuotteita kehittavat yritykset kohtaavat haastavia paatoksia valitessaan, mita
tuoteominaisuuksia sisallyttda tuotejulkaisuihinsa. Paatdksissd on huomioitava asiakkaiden
vaatimuksia, tuoteominaisuuden arvo, kustannukset seka julkaisuaikataulua. Rajallisten
resurssien vuoksi kaikkia potentiaalisia ominaisuuksia ei voida kehittaa, vaan naiden valilla on
tehtava priorisointia. Oikeiden tuoteominaisuuksien priorisointi on erityisen tarkeaa teknologisesti
monimutkaisissa tuotteissa, jossa kehitys on kallista ja hidasta.

Tama kandidaatinty6 tutkii, kuinka tekodly voi parantaa tuoteominaisuuksien priorisointia ja
mitd etuja sekd haasteita tekoalyyn perustuvat menetelmat tarjoavat. Tyd keskittyy viiden
erilaisen  koneoppimismenetelman arviointin. Ty® on toteutettu systemaattisena
kirjallisuuskatsauksena, jossa  analysoidaan  koneoppimismenetelmien  soveltuvuutta
monikriteerisissa priorisointitehtavissa.

Koneoppiminen mahdollistaa ohjelman oppimisen ja kehittymisen sydtetyn datan pohjalta.
Koneoppimisen hyddyntamistd ohjelmistokehityksessad on tutkittu jo useampia vuosia, mutta
tuotehallintaa ja tuoteominaisuuksien priorisointia koskevat tutkimukset ovat harvassa. Tassa
tydssa sovelletaankin ohjelmistokehityksen, erityisesti vaatimusten priorisoinnin, tuloksia
tuoteominaisuuksien priorisointiin.

Tulokset osoittavat, ettd koneoppiminen tarjoaa etuja manuaalisiin priorisointimenetelmiin
verrattuna, erityisesti suurten datasarjojen kanssa. Koneoppimiseen perustuvien menetelmien
ansiosta ihmisten aiheuttamaa virhettd voidaan pienentdd seka prosessiin vaadittavaa
tybpanosta vahentda. Tama tuo kuitenkin mukanaan omia haasteita. Koneoppimismenetelmien
kehitys ja kayttd vaatii laskennallista tehoa, mallit ovat riippuvaisia kaytetyn datan laadusta, ja
menetelmat eivat ole yhta lapindkyvia kuin perinteiset menetelmat. Yritysten onkin tarkeaa
arvioida tehtavan paatdksen kriittisyys ja kyky vastata edelld mainittuihin haasteisiin. Oikein
toteutettuna koneoppiminen voi tarjota tehokkaan ja tarkan tyokalun monikriteeriseen
priorisointiin.

Avainsanat: Koneoppiminen, Tekoaly, Tuotehallinta, Tuoteominaisuuksien priorisointi
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USE OF AI-BASED APPLICATIONS

Three Al tools were used in this thesis. The purpose of these tools was to serve as a
sparring partner to enhance the efficiency and quality of the process. Al did not generate
any chapters or content in this thesis. It was only utilized to support the planning process
and to correct language mistakes. | am aware that | am totally responsible for the entire
content of the thesis, including the parts where Al was used, and | accept responsibility
for any violations of the ethical standards of publications. The three Al tools used in this

thesis and the purposes of their use are described below:

1) ChatGPT 4.0

ChatGPT was utilized throughout the thesis process, from structuring the content to
brainstorming answers to research questions (Chapter 4). In the planning phase,
ChatGPT was used to draft the thesis structure, determine the order of topics, and
organize them into logical main chapters and sub-chapters. Later, it was used to
brainstorm results to get an initial idea of which machine learning algorithms might suit
feature prioritization. This brainstorming then guided the information retrieval process.
Furthermore, ChatGPT was used to refine my language by offering alternative

expressions.
2) Grammarly

Grammarly was used in language editing throughout the process. This included

correcting grammar mistakes and offering more formal expressions.
3) Scopus Al

Scopus Al assisted my information retrieval process. Although most searches were
conducted as direct searches in the Scopus database, | used Scopus Al to enhance my
search phrases. By inputting my research questions into Scopus Al, | could compare its
suggested search phrases with my own to identify any differences in search results. Only
results found through my own search phrases were used, and results generated by

Scopus Al were not included.



CONTENTS

T.INTRODUGCTION. ..ottt ettt e e e st e e e e ssae e e e aansaeeeeannsaeaeeesseeeenanns 1
1.1 Study Background............eeoiiiiiiie e 1

1.2 Study Objective and Research QUeStioNS...........ccovviiieiiiiciieeiieee e, 2

1.3  Research MethodolOgy ..........uuuuiiiiiiiiiiiiiiiiiiiiiiiiiiveeieeierereeererererererererrrnnen. 2

1.4 Structure of the TheSiS......coiiiiiii e 4
2.FEATURE PRIORITIZATION AS A PART OF PRODUCT MANAGEMENT .......... 5
2.1 Overview of Product Management ...........ccoooueeiiiiiieee e 5

2.2 Key Processes in Product Management ..............ooveviviiiiiiiviveiveievennnennnnnn, 5

2.3 Product PIanning........ceeeeeiiiiiiiiiiiiieieieieeeeeeeeeeeeeeeeeeeeeeeeeeeeeaeseaesesesensranennnnne 7

2.4 Product Management in the Telecommunication Industry....................... 8

2.5 ProduCt FEAtUreS. ........ooiiiiii et 9

2.6 Prioritization Criteria..........ccooiiiiiiiiee e 9

2.7 Traditional Prioritization Techniques ........ccccccoeiiiiiiee i 11
3.ARTIFICIAL INTELLIGENCGE ... 13
3.1 Evolution of Atrtificial Intelligence ...........occoieeeeiiiiieic e, 13

3.2 Maching Learning........cuuuiiiiuiiee ittt 14
4.ARTIFICIAL INTELLIGENCE IN FEATURE PRIORITIZATION .....cccooviiiiiiieeennns 17
4.1 The Potential of Machine Learning in Feature Prioritization .................. 17

4.1.1 Supervised Learning ........cccuuuueiiueiee e 18

4.1.2 Unsupervised Learning.........ccoouurieiiiiiiee i 20

4.1.3 Deep Learning.......coocueeieiiiiee et 23

4.2 Advantages and Challenges.........cccccevieiiiiiiiiiiieiee e, 26

4.2.1 SCalaDIlity ....ceeeeeeee e 26

4.2.2 ACCUFACY....eiiiiiiitiee ettt annee e s 27

4.2.3 EffiCIENCY oo 28

4.2.4 Requirements for the Implementation ..............ccccooviiiiiiineeen, 29
5.CONCLUSIONS ...ttt ettt e e e s e e e et e e e e se e e e e e nssaeaesenseaeeeanns 31
5.1 Summary of FINAINGS .....ooiiiiiie e 31

5.2  Critical Evaluation and Future Research...........cccocooveiviiie i 32
REFERENGCGES ...ttt e e e e e e e e e e e e anneeee s 33
APPENDIX A: RESEARCH METHODOLOGY ......oiiiiiiiiieecieeee e 37

APPENDIX B: LIST OF PRIORITIZATION CRITERIA......cccoiiiiieeeee e 38



1. INTRODUCTION

1.1 Study Background

Companies sell products. A product is an output created by a business or an individual
to meet the needs and desires of consumers. It may be a tangible good, such as a
physical object, or an intangible good, such as a service, process, or software. A

product’s value lies in its ability to satisfy customer needs. (Schnabel, 1976)

Regardless of the product type, effective Product Management is key to success in
today’s business environment (Fricker, 2012). Product management can be defined as
a set of actions that guide the product from the idea to its release, all while generating
the greatest possible business value for the company (Ebert, 2007). A good product idea
and well-executed development are not enough to make the product succeed in
competitive markets (Fricker, 2012). If companies want to have a winning product in such
markets, they need to have high-quality management behind the product (Ebert, 2007).
Product managers are responsible for selecting the right product mix and transforming
different stakeholder needs into the final product (Ebert, 2007; Majava et al., 2014). This
means prioritizing product features that bring value to customers and the company
(Johansson et al., 2015).

Deciding which features to add to the next product release is a real challenge for
companies selling complex technological systems (Bagnall et al., 2001). Product
features are essentially the components that bring value to customers (Ruhe, 2010).
Companies have limited resources, so they must compromise on which features they
are capable and willing to develop (Fichtler et al., 2023). This decision-making process
is referred to as Feature Prioritization, and it is a key part of product management
(Ruhe, 2010). According to Ebert (2007), balancing the needs of markets, customers,
and other stakeholders with finite resources is a big challenge in product management.
Apichonbancha et al. (2024) found that being able to match customer needs accurately
is a key differentiator in the competitive landscape. This highlights the importance of
feature prioritization. Transforming a variety of inputs to a specific set of features is
something where advanced technologies like Machine Learning (ML) could be

leveraged (Apichonbancha et al., 2024).

Artificial Intelligence (Al) has become a pivotal force in the modern business world. Its
ability to improve efficiency and productivity offers firms a significant edge over those

that do not adopt such technologies. As global markets grow increasingly dynamic, the



role of Al becomes even more critical. A dynamic environment requires dynamic
companies. To thrive in these conditions, firms must be adaptable, innovative, and
proactive in embracing these cutting-edge technologies. (Golovatchev et al., 2010;
Deloitte, 2024)

1.2 Study Objective and Research Questions

The objective of this study is to explore how companies can use artificial intelligence for
feature prioritization to improve their product management outcomes. Instead of only
assessing different Al-driven prioritization methods, this study also discusses the
advantages and limitations that these Al-driven methods can provide compared to
existing manual methods. The study objective is addressed by answering two research

questions, which can be formulated as follows:
¢ What Al-based technologies could be applied to feature prioritization? (RQ1)

e What advantages do Al-based technologies offer compared to traditional
methods? (RQ2)

In addition to the mentioned objectives, this study explores the broader context of product
management and its responsibilities. It also offers a brief overview of the evolution of Al.
I hope this study provides valuable insights and inspires firms to research and implement

such Al-driven systems in their operations.

1.3 Research Methodology

This thesis is conducted as a systematic literature review exploring the current literature
around Al, product management, and prioritization tasks. The research methodology
included both systematic searches and pearl growing, as described in Figure 1.
Searches were done mainly in the Scopus database, but the literature database of
Tampere University, Andor, was also used. Scopus’ Al tool, “Scopus Al,” was used for
testing purposes to compare results and generate search phrases. For example, the
search phrase “("requirements” OR "product features" OR "features") AND “prioritization"
AND ("machine learning" OR "mI" OR "artificial intelligence" OR "ai")” was proposed after
asking Scopus Al, “How is Al used in feature prioritization?” Although Scopus Al was
tested, the main research relied on systematic searches for better traceability and

repeatability.



The initial search Adding filters 1st elimination round 2nd elimination round
Database: z‘;‘::.e Etl:rr;::ence The criterion: The paper The criterion: The paper
Scopus Deci:ion Scienc es’ did not get selected if the did not get selected if the
Business, Managellnent title did not include abstractdid not include
Search Phrase: andAccnrunti relevant terms, such as relevantterms, such as
({"requirements” OR "features”) D t ne i “Prioritization” “Prioritization”
) ’WD ADche" type: “Machine Learning" “Machine Learning”
pricritization C:I:f:rre nee Paner “Product Management” “Product Management”
("machinelearning" OR "ml* Keyword: P or if the paper otherwise or if the paper otherwise
oft Ha:whine i_ealnin proves to be irelevant proves to be irelevant
“artificial intelligence” OR “ai*) Prioritization & based on the title. based on the abstract.
697 papers 248 papers 23 papers 7 papers
The final set of references
7+ 9 = 16 papers
Pearl Growing
Pearls:
Anwar & Bashir (2023)
Perini et al. (2013)
Talele & Phalnikar (2021)
Principle:
References used in
"pearl” documents
9 papers
Figure 1. The selection process for references used in Chapter 4.

As illustrated in Figure 1, the initial search yielded nearly seven hundred papers. To
perform a first-level filter, only papers classified under the subject areas of “Computer
Science,” “Decision Sciences,” and “Business, Management and Accounting” were
selected. Feature prioritization is inherently a complex decision-making process
involving multiple interconnected criteria. Given this complexity, the subject area of
Decision Sciences was included to capture research focused on multicriteria decision-
making approaches. Computer Science was included because of its strong relevance to
the technical and computational aspects of the topic. The Business, Management and
Accounting category was added to incorporate more business-oriented perspectives, as
limiting the scope to only Computer Science and Decision Sciences would have made

the results only technical and less aligned with the broader objectives of this work.

Additional filtering was applied based on document type and keywords. Only articles and
conference papers were considered in terms of document type. Relying solely on journal
articles would have excluded some of the most recent findings due to the often lengthy
peer-review process. Therefore, conference papers were included to ensure access to
the latest insights. In terms of keywords, both “Machine Learning” and “Prioritization” had

to appear. After this first filtering, 248 papers remained for further analysis.

The first round of manual filtering involved reviewing the titles of the 248 papers identified
in the initial search. Papers were excluded if their titles did not include keywords such as
“Prioritization,” “Machine Learning,” or “Product Management,” or if they otherwise

seemed irrelevant. Examples of excluded papers included those focused on healthcare-



related studies, as the focus in this thesis remained on technologically advanced

products. This process narrowed the selection down to 23 relevant papers.

In the second manual filtering, | examined the abstracts of the remaining papers. This
subjective evaluation focused on assessing the relevance of each paper’s content and
its recency in relation to the topic. Ultimately, seven papers were selected. These papers
specifically addressed software requirements prioritization, a field closely related to
product feature prioritization. The selected papers are listed in Appendix A (Table 4) and

visually summarized in Figure 1.

In addition to the traditional systematic searches, another research method called “Pearl
Growing” was used. Pearl growing is a search strategy that begins with a relevant
document (a “pearl”’) and utilizes its keywords or references to locate additional relevant
material (Schlosser et al., 2006). Scopus’s “Related documents” feature further enriched
the pearl growing method by providing papers with overlapping references to the initial
document. In total, nine new papers were selected through this process. These papers

are listed in Appendix A (Table 5).

After completing the research process, which consisted of three filtering rounds and the
pearl growing strategy, a total of sixteen papers were selected for the study. Seven
papers were selected through the systematic search, and nine through pearl growing.

These sixteen papers form the foundation for the study’s results in Chapter 4.

1.4 Structure of the Thesis

The thesis is organized into five chapters. Chapter 1 serves as the introduction, providing
the motivation for the study, outlining the study objectives, and presenting the research
questions and methodology. Chapter 2 explores feature prioritization within the broader
framework of product management. This chapter is divided into seven sub-chapters,
starting with an overview of product management and its key responsibilities. It is
followed by a discussion regarding product features and their prioritization process. This
includes common prioritization criteria and existing prioritization techniques. Chapter 3
provides a brief overview of the evolution of artificial intelligence and introduces machine
learning as a central component of Al. Chapter 4 builds on the theoretical insights from
earlier chapters, focusing on the application of Al in feature prioritization. It evaluates
various machine learning techniques, discussing their strengths and limitations. Finally,
Chapter 5 concludes the thesis by summarizing the key findings, critically reflecting on

the study, and offering recommendations for future research.



2. FEATURE PRIORITIZATION AS A PART OF
PRODUCT MANAGEMENT

2.1 Overview of Product Management

Companies developing and selling complex software systems face decisions about
which features to include in their next product release. These choices must consider
external factors, such as customer needs, as well as internal factors, like the required
development effort. (Bagnall et al., 2001) Product managers, together with their teams,
are responsible for making such decisions. Selecting the right set of features is merely
one element of the overall product management workflow. It encompasses a broad range

of tasks, as discussed below.

Product management is responsible for developing new products, enhancing the current
product portfolio, and improving existing products (Cagan, 2017). This should all be done
while considering the business value the product brings (Ebert, 2007). Therefore, product
managers must not only understand the technical aspects of the product but also its
business impact (Maglyas et al., 2017). Released products should meet market needs
and align with the company’s business strategy (Gorchels, 2000; Ebert, 2007). Thus,
product managers are cross-functional leaders who need to possess knowledge of
different technology domains as well as the organization’s internal and external business
aspects (Fichtler et al., 2023). Despite the misleading name, product managers do not
only manage products but projects and processes as well (Gorchels, 2000). These

processes are addressed in the next chapter.

2.2 Key Processes in Product Management

Over the years, researchers have developed frameworks regarding the different
functions of product management. The aim has been to better understand and illustrate
the processes that cover the broad product management environment. The typical
framework follows a chronological order, aligning with the product lifecycle. For example,
it might include strategic analysis, product planning, product development, launch, and
after-service (Ebert, 2007). However, as shown below, different studies have reported
slightly different results. Despite these differences, the core concepts are shared in most

cases.



Van de Weerd et al. (2006) introduced a hierarchical framework consisting of four layers:
portfolio, product, release, and requirement. The bottom level of the hierarchy consists
of distinct requirements, each linked to specific releases. These releases are then
associated with a specific product. The combination of products forms the product
portfolio, representing the top level of the hierarchy. (Van de Weerd et al., 2006) In their
framework, Van de Weerd et al. (2006) define four key product management process
areas based on the hierarchy levels. These process areas are portfolio management,
product roadmapping, requirements management, and release planning (Van de Weerd
et al., 2006).

Kittlaus and Clough (2009) took a broader perspective on product management. Their
framework is built on eight key areas: market analysis, product analysis, product
strategy, product planning, development, marketing, sales and distribution, and support
and services (Kittlaus & Clough, 2009). Despite the wider scope, core tasks like
roadmapping, release planning, and requirements management can be found in their
framework as well (Kittlaus & Clough, 2009).

In his framework, Ebert (2007) considers the strategic aspects of product management.
It includes developing a product strategy that brings as much value into the product
portfolio as possible (Gorchels, 2000). In addition to the strategic aspects, Ebert (2007)
stated that product management also includes operational management. It refers to daily
decision-making throughout the product lifecycle. Operational management is also

known as product lifecycle management. (Ebert, 2007)

Gorchels (2000) divided product management tasks into short-term activities, effective
within a year, and long-term activities, effective further in the future. These activities can
be summarized into already mentioned processes of product planning, strategic
planning, portfolio management, product development, marketing, and requirements
management (Gorchels, 2000). Maglyas et al. (2017) also listed product lifecycle
management, roadmapping, and release planning as some of the core activities within

product management.

By combining these studies, the key processes in product management consist of
strategic planning, product planning, product development, marketing, and services.
However, the main focus in product management is on product planning, with core tasks
being requirements management, product lifecycle management, roadmapping, and

release planning. This framework is illustrated in Figure 2.



Strategic Product

Planning Planning Development Marketing Service

Requirements
Management

Product Lifecycle
Management

Roadmapping

Release Planning

= Core tasks under the responsibility of Product Management

= Supportive tasks shared with or involving interfaces to other functions

Figure 2. Core tasks in product management.

2.3 Product Planning

Requirements Management refers to actions where the product management team
gathers customers' needs, expectations, and insights to guide product development
(Fricker, 2012). This can be done directly or indirectly. The direct approach involves
customer visits and meetings, workshops with customers, and other events where
customers are present. The indirect method involves gathering insights through data
analytics methods (ISPMA, 2024). These requirements are transformed into product

features to represent options for the product's evolution (Fricker, 2012).

Product Lifecycle Management (PLM) refers to the overall planning and management of
the product's lifecycle (Fricker, 2012). It is a cross-functional activity that requires
collaboration with different internal stakeholders, such as development and marketing
teams (Tkalich et al., 2022).

Roadmapping is used to describe the transformation of strategic objectives into long-
term product plans (Kerr & Phaal, 2022). A roadmap describes the evolution of the
product, its features, related technologies, and other resources. It is used to translate
strategic goals into practical plans to reach the desired product. In conclusion,

roadmapping refers to planning the evolution of a given product. (Fricker, 2012).

Release Planning refers to selecting and assigning requirements to project sequences
for incremental product releases (Fricker, 2012). Also called “the battle for the right
features,” release planning involves decision-making about features and their

prioritization (Ruhe, 2010). Due to release planning, products are released incrementally



rather than all at once, allowing for earlier break-even and higher returns (Fricker, 2012).
The challenge of choosing which features to be added for the next release is referred to
as the next release problem (NRP). It is a crucial part of release planning, as incorrect
decisions regarding the set of features can lead to losing important customers and

exceeding budgets or timelines (Bagnall et al., 2001).

Release planning and feature prioritization are important tasks for telecommunications
firms. The reasons behind their importance, as well as the rationale for selecting this

thesis topic, are provided in the next chapter.

2.4 Product Management in the Telecommunication Industry

Product management is an essential discipline for both consumer-oriented and
business-to-business (B2B) firms, though their activities differ in focus. In consumer
markets, buyers typically prioritize price, whereas in B2B sectors like
telecommunications, customers emphasize performance. Consequently, performance-
related tasks, such as feature prioritization, play a more significant role in product

management for B2B firms. (Gorchels, 2000)

In the telecommunication industry, key players are forced to release new product
versions rapidly. This highlights the importance of time to market. Technologically
advanced products and product features are complex to develop. This means that a lot
of effort is spent on each feature, which makes identification and prioritization of key
features vital. If time is used to develop features that are not valuable, it will result in a
longer time to market for features and products that are actually valuable. Companies
must identify customer requirements and be able to answer those quickly to stay
competitive. This emphasizes the importance of both requirements management and

release planning. (Geracie, 2013)

Due to the highly competitive and increasingly commoditized market, telecommunication
firms have seen a decline in pricing power (PwC, 2023). In these market conditions,
finding and prioritizing products and features that bring value is essential for being
profitable and competitive. If a firm is unable to prioritize valuable features, it will decline

in profitability.

The reasons above highlight the importance of release planning and feature prioritization
in telecommunication firms. It is also something that telecommunication firms openly
address as a problem (Bagnall et al., 2001). Without efficient and effective feature
prioritization, firms might lose customers, encounter a longer time to market, and become

unprofitable. Building on this, the next chapters will explore the essential components of



feature prioritization, addressing the nature of product features, the criteria guiding the

prioritization process, and the traditional techniques used in prioritization tasks.

2.5 Product Features

In simple terms, a product feature refers to the part of a product that brings value to the
customer (Ruhe, 2010). It represents a specific portion of system requirements or
implementation (Turner et al., 1999) and includes related functional requirements that

provide value to the user and help fulfill a business goal (Wiegers, 2003).

Features can be categorized in various ways. Ruhe (2010) identifies two different
methods of categorizing features based on their usage and visibility. Features can be
classified by their impact on the product, which includes mandatory, optional, and variant
categories. Alternatively, features can be organized by their visibility to end users. The
most prominent features are those that define capabilities, followed by domain
technology features, implementation technique features, and, finally, operating

environments. (Ruhe, 2010)

One shared aspect of features, regardless of the definition or category, is the aim of
adding value to customers. Generally, in B2B markets, firms compete to add value for
customers (Martinsuo et al., 2020). With limited resources, firms must create as much
additional value for customers as possible. Thus, it is essential to prioritize the most

valuable features.

2.6 Prioritization Criteria

As mentioned earlier, release planning involves selecting and prioritizing the right
features. Firms use different criteria to determine which features should be prioritized
and added for the release to be successful (Bagnall et al., 2001). Below are general
prioritization criteria combined from Ruhe (2010) and Bagnall et al. (2001). The criteria
have been slightly modified to better suit products in the telecommunications industry.

The original lists can be found in Appendix B.

The first criterion is related to customers’ needs and expectations (Bagnall et al., 2001;
Ruhe, 2010). Customers have requirements that features aim to fulfill (Steinhardt, 2017).
The degree to which these requirements are met can be measured as customer
satisfaction (Ruhe, 2010). In prioritizing features, it's essential to evaluate how effectively
and which customer needs are served with each feature. Depending on the strategy and
key customers, it may be beneficial to focus on the satisfaction of a few key customers

or to cater to the majority of customers (Bagnall et al., 2001).
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Another perspective on customers’ needs and expectations is measuring customer
dissatisfaction. Where satisfaction reflects a customer’s positive response when a
feature is included in a release, dissatisfaction captures their negative response when a
feature is not included in the release (Ruhe, 2010). According to Ruhe (2010),
satisfaction and dissatisfaction are not directly correlated. Companies may face a choice

between achieving high satisfaction levels or minimizing dissatisfaction (Ruhe, 2010).

The second criterion is, of course, the net value (Bagnall et al., 2001; Ruhe, 2010). This
considers the feature's financial value and related costs. As mentioned, one objective of
product management is to create products that generate business value for the company
(Ebert, 2007). This business value is primarily received in the form of the product's price.
Adding features with high customer satisfaction increases the product’s price and should,
therefore, be prioritized (Ruhe, 2010). The other aspect of this criterion addresses costs
related to the feature. Costs often refer to monetary expenditures, such as procurement
(Ruhe, 2010), but they can also include the time and effort required from R&D teams to

develop such features (Bagnall et al., 2001).

Even though the financial value and costs are criteria to consider, the features with the
highest value or the lowest costs are not always those that should be prioritized the most.
A certain feature can become so integral that the financial value or costs do not matter;
it must be included in the release (Ruhe, 2010). Synthesizing the points from Ruhe
(2010) and Bagnall et al. (2001), the third criterion could be formulated as the impact on
the value proposition of the release. It would address whether the feature is, for example,
mandatory or optional for the product. Although this criterion may seem closely linked
to customer satisfaction and dissatisfaction, it does not automatically imply each other
(Ruhe, 2010). A feature can be mandatory for achieving the value proposition but, on its
own, does not cause significant satisfaction or dissatisfaction among customers. As an
example, some important features might have prerequisite features that must be

prioritized despite their little standalone value (Bagnall et al., 2001).

The last criterion to consider is the release timeline. It can consider both the urgency and
readiness of the release. Urgency can arise from customer requirements or competition
(Ruhe, 2010). The feature’s readiness, on the other hand, typically relates to the
company’s own capabilities (Bagnall et al., 2001). Logically, product managers should
prioritize features that are nearing release or those that lack readiness, considering the
timing of the launch (Ruhe, 2010). Furthermore, features are not prioritized blindly by the
date of the release. Companies usually have longer-term strategic plans that are

prioritized, even though they might not be timely yet (Ebert, 2007).
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Using specially designed techniques is often beneficial when dealing with multiple
prioritization criteria, such as those mentioned above. The next chapter introduces
traditional prioritization methods used in multicriteria decision-making. Addressing these
traditional methods helps to understand the potential advantages of Al-driven techniques

discussed later in Chapter 4.

2.7 Traditional Prioritization Techniques

Since feature prioritization involves multiple criteria, it is inherently a multicriteria
decision-making process (Perini et al., 2013). Various manual methods are used for
multicriteria decision-making, including the Analytic Hierarchy Process (AHP),
cumulative voting, and MoSCoW (Jahan et al., 2019). Although these methods do not
utilize advanced technologies, they can be useful for multicriteria prioritization tasks.

Below, each method is introduced briefly.

Developed by Thomas Saaty in 1980, the analytic hierarchy process is a fundamental
decision-making approach designed to model complex problems in a hierarchical
structure (Saaty, 1980). It can handle both rational and intuitive aspects of problems,
helping to select the best alternative based on the given criteria. AHP uses a hierarchy
consisting of three levels: the goal, the criteria, and the alternatives. Decision-makers
perform simple pairwise comparisons to assign weights, which are then synthesized into
overall priorities. AHP manages well the inconsistencies in judgments and provides a
means to improve consistency. (Saaty & Vargas, 2012) It can be used in feature
prioritization due to its ability to systematically organize subjective judgments and provide
clear, quantifiable results for complex multicriteria decisions (Ruhe, 2010). However, the

downside is the lack of scalability to a larger set of inputs (Jahan et al., 2019).

Another commonly used prioritization method is cumulative voting, also known as the
$100 test. This simple method is often used in requirements engineering. Stakeholders
are given a fixed number of units, such as 100, to distribute among various requirements
based on their importance. The number of units assigned to each requirement reflects
their relative priority. (Chatzipetrou et al., 2010) For example, in a feature prioritization
process, stakeholders might allocate 100 units across ten features to indicate their
preferences. Cumulative voting can also be used to prioritize criteria instead of focusing
only on features. By allocating units to each criterion to illustrate its importance, product

managers can influence the prioritization of features.

The third technique, MoSCoW, is a qualitative prioritization technique that categorizes

features into four classes: “Must have,” “Should have,” “Could have,” and “Won’t have”
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(Talele & Phalnikar, 2021). Despite being widely known, MoSCoW is not often used due
to its qualitative characteristics. While AHP and cumulative voting are more suitable for
smaller requirement sets, MoSCoW is more efficient when evaluating larger data sets.
Thus, the MoSCoW method could be applicable for first-level prioritization. (Jahan et al.,
2019)

Each prioritization technique has its strengths and weaknesses, with no clear overall best
method. The analytic hierarchy process excels in prioritizing requirements through
pairwise comparisons, offering consistency and reliability. However, it struggles with a
large set of requirements. Cumulative voting is useful when stakeholders have aligned
priorities, yet it proves inefficient for managing many requirements. The MoSCoW
method, while clear and user-friendly, classifies requirements into “Must,” “Should,”
“Could,” and “Won’t,” but does not support numerical prioritization. (Jahan et al., 2019)
While these traditional methods have been effective for simple prioritization tasks, their
limitations in handling large datasets and complex criteria have led to the exploration of
machine learning techniques. The following chapters will delve into how Al and machine

learning can address these challenges, offering more scalable and dynamic solutions.
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3. ARTIFICIAL INTELLIGENCE

3.1 Evolution of Artificial Intelligence

Artificial intelligence is an umbrella term for various technologies trained to perform tasks
typically demanding human intelligence. The term “artificial intelligence” was coined in
the Dartmouth workshop in the summer of 1956 (Haenlein & Kaplan, 2019). This event
initiated the research in various machine learning algorithms, leading to today's
advanced Al that closely replicates human intelligence. Today, Al is considered a
multidisciplinary field that combines computer science, mathematics, neuroscience,
philosophy, psychology, and linguistics. The practical objective of Al is to create
algorithms, systems, and tools that could replicate cognitive processes. These tasks
include, for example, language processing, problem-solving, and decision-making.
(Tiwari, 2024)

The roots of Al can be traced back to the 1940s and 1950s, although it is difficult to define
the exact date of its beginning. However, a short story published in 1942 by American
science fiction writer Isaac Asimov is seen as the inspiration for the initial research in Al
(Haenlein & Kaplan, 2019). The problem at the time was that the first generation of
computers was just being built (Wang et al., 2018). This made the development of these

intelligent systems quite slow.

Coming to the 1950s, the research took a big step forward. In 1950, Alan Turing
published a groundbreaking article, "Computing Machinery and Intelligence," in which he
introduced the Turing Test. This test outlined the method for assessing a system's
intelligence. During the same decade, the field of Artificial Intelligence was really born
when, in 1956, Marvin Minsky and John McCarthy organized the Dartmouth Summer
Research Project on Artificial Intelligence (DSRPAI). This eight-week workshop brought
together scientists from various disciplines to establish a new research area focused on

building machines that could mimic human intelligence. (Haenlein & Kaplan, 2019)

These initial systems that tried to imitate human intelligence were built on extensive "if-
then” statements. They were referred to as expert systems since they were mastered in
specific tasks. However, a major limitation of expert systems was their inability to handle
tasks that could not be easily formalized. Such tasks necessitated the ability to interpret
external data accurately and learn from it. Instead of learning general principles or

adaptable rules, expert systems relied on memorizing specific actions, making them
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poorly suited for handling new situations. (Haenlein & Kaplan, 2019) This led to the
development of Machine Learning (ML) in the 1960s (Foote, 2022).

Machine learning describes the system’s ability to learn from the input data and build
accurate data models accordingly (Janiesch et al., 2021). At the beginning of ML
development, the research was focused on mathematical problems such as linear
regression and probabilities. In the late 1960s and early 1970s, the development was
aligned toward classification methods such as nearest neighbor algorithms. (Foote,
2022; Kémarainen, 2023) The next stage in the development of ML was focusing on
clustering methods. Although clustering had been researched as early as the 1950s, the
first publications regarding clustering in the machine learning context appeared in the
1980s (Kamarainen, 2023). The development saw its most recent surge in the 2010s in
the form of deep learning and neural networks aimed at replicating the human brain
(Bishop & Bishop, 2023; Kamarainen, 2023). This evolution has established machine
learning as a foundational technology for modern Al systems like Natural Language
Processing (NLP), Large Language Models (LLMs), robotics, and audio-visual learning
models (Klivans et al., 2024). Understanding machine learning concepts is vital when

exploring artificial intelligence and its applications in feature prioritization.

3.2 Machine Learning

The objective of machine learning is to learn meaningful relationships and patterns from
data to improve performance in various tasks (Jiang et al., 2020; Janiesch et al., 2021).
Typical tasks can involve locating inputs to different classes, like categorizing customers
into customer segments or, for example, forecasting the stock market using predictive
regression models (Janiesch et al., 2021; Kadmarainen, 2023). In ML, there are three
different learning methods based on the problem and the data available. These are
supervised learning, unsupervised learning, and reinforcement learning (Janiesch et al.,
2021). Furthermore, during the 2010s, a new approach has been developed called deep
learning (Bishop & Bishop, 2023). Depending on the source, deep learning is not
recognized as a machine learning type of its own. It is rather an approach that is widely
used across all three ML branches. (Janiesch et al., 2021; Kamarainen, 2023) Due to its
significance in modern machine learning and its widespread use in Al applications, deep

learning is discussed alongside the other three main types of ML.

Supervised learning is based on a training dataset that includes labeled input-output
pairs (Janiesch et al.,, 2021). Each input has a target value for the output, typically
referred to as the ground-truth value (K&marainen, 2023). The purpose of supervised

learning algorithms is to find a model that can accurately predict the output value based
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on new, unseen input data (Janiesch et al., 2021). Both Kdmarainen (2023) and Janiesch
et al. (2021) categorize supervised learning problems into two groups: regression
problems and classification problems. In regression problems, the ground-truth value is
a numerical data point or variable, whereas in classification problems, the ground-truth
value is a categorical class or a number describing it. By training the algorithm, the
parameters of the model are tuned to give more accurate predictions relative to the
ground-truth values. (Kamarainen, 2023). In feature prioritization, an application of a
supervised learning model could predict priority scores for each feature using historical
data from previous features. When decision-makers do not have access to labeled data,

they can utilize unsupervised learning.

Unsupervised learning functions in contrast to supervised learning. In supervised
learning, a model is trained using labeled data, while in unsupervised learning, it
operates without such labels. The objective of unsupervised learning models is to identify
patterns based solely on input or output variables without reference to their
corresponding data pairs. (Kdmarainen, 2023) Clustering is one of the prominent
techniques in unsupervised learning, focusing on grouping data according to shared
characteristics (Janiesch et al., 2021). There are numerous clustering techniques
available, with Webb and Copsey (2011) identifying hierarchical and sum-of-squares
methods as the most commonly used. Hierarchical methods create clusters from a
dissimilarity matrix, while sum-of-squares methods form clusters by reducing a sum-of-
squares error (Webb & Copsey, 2011). Popular algorithms include agglomerative
hierarchical clustering (hierarchical) and k-means (sum-of-squares) (Kdmarainen, 2023).
Besides clustering, unsupervised learning encompasses other techniques like
dimensionality reduction, which involves mapping high-dimensional data into a lower-
dimensional space or vice versa (Janiesch et al., 2021). The principles of unsupervised
learning have led to several technological breakthroughs, even to the founding of Google
(Kamarainen, 2023). In feature prioritization, an unsupervised learning algorithm could
cluster features according to similarities in their values across prioritization criteria. After
the clustering, these groups of similar features could then be ranked into priority groups.
If developers lack historical data for both input and output, they can rely on reinforcement

learning.

Reinforcement learning differs from supervised and unsupervised learning in that it does
not rely on labeled input-output data. Instead, it involves an agent interacting with its
environment and learning from that interaction. The agent can be a physical robot or
software in a virtual realm. (Kadmarainen, 2023) The learning process relies on the

system's state and the rewards associated with achieving a desired outcome. The agent
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receives information about the system’s current state, a set of allowable actions, and the
goal. Through trial and error, the agent seeks to identify a policy that maximizes the
accumulation of rewards over time. (Janiesch et al., 2021) The model self-adjusts by
assigning greater weight to policies that result in positive rewards (Kadmarainen, 2023).
Reinforcement learning has proven effective in controlled environments, such as games,
where defining the surrounding state is more straightforward (Janiesch et al., 2021). For
instance, robots using the “Q-learning” method can defeat even the world’s top chess
players (Kdmarainen, 2023). Nonetheless, its application in feature prioritization remains
uncertain, primarily due to the difficulties in explicitly defining rewards and characterizing

the complex, multidimensional environment.

As mentioned, deep learning is a modern, highly researched subfield of machine
learning. It is applicable across all three ML branches discussed above (Kamarainen,
2023). Unlike other methods defined by the type of training data they require, deep
learning is characterized by its focus on deep neural networks. These networks consist
of multiple layers of interconnected nodes or ‘neurons’ that allow for complex pattern
recognition. The foundation of deep learning lies in the artificial neural network (ANN), a
mathematical model inspired by the structure of the human brain. This model transforms
input data through interconnected neurons to produce an output known as the activation.
Each connection between neurons is assigned specific weights that dictate their
connection strength, which adjusts as the model learns from the data. Through numerous
training cycles, these weights are updated, allowing the network to identify more complex
patterns. (Bishop & Bishop, 2023)

Deep learning includes various specialized architectures tailored to different tasks.
Convolutional Neural Networks (CNNs) are effective for image and spatial data,
detecting features such as edges and textures (Janiesch et al., 2021). Recurrent Neural
Networks (RNNSs), particularly Long Short-Term Memory (LSTM) networks, are designed
for sequential data, capturing dependencies over time, which is useful for time series
and language data (Janiesch et al., 2021). The autoencoder is an architecture consisting
of an encoder that compresses data and a decoder that reconstructs it. It is used in tasks
like noise reduction. Reversing this setup creates a Generative Adversarial Network
(GAN), which generates synthetic images, such as realistic faces. (Kdmarainen, 2023)
In feature prioritization, a deep neural network could analyze prioritization decisions in
past releases to learn how certain criteria, like customer requirements or development
effort, have influenced features’ priority scores over time. This would allow the model to

assign priority scores for new features as criteria values change.
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4. ARTIFICIAL INTELLIGENCE |IN FEATURE
PRIORITIZATION

4.1 The Potential of Machine Learning in Feature Prioritization

Many executives and managers still depend too much on their business intuition for
decision-making instead of leveraging data (Witkowski & Wodecki, 2024). For example,
the prioritization decisions of features often lean too much on open-ended questions from
customer interviews or feedback (De & Baroi, 2022). De and Baroi (2022) explain that
when product managers rely heavily on their personal evaluations of qualitative insights,
it leads to releases lacking an optimal feature set, resulting in a poor alignment with
customer needs. Conversely, prioritization based on analytical models or quantitative
surveys tends to better meet customer requirements (De & Baroi, 2022). This method of
making decisions informed by data is referred to as data-driven decision-making (De &
Baroi, 2022), and in product management, it's known as data-driven product
development (Witkowski & Wodecki, 2024).

However, data-driven development does not answer all problems. For example, in the
next release problem, the traditional approaches still require manual work even though
they utilize data to make decisions (Gudaparthi et al., 2024). These traditional
prioritization methods, such as AHP, cumulative voting, and MoSCoW, suffer from the
lack of automation, scalability, and accuracy (Talele & Phalnikar, 2021; Gudaparthi et
al., 2024). These are precisely the kinds of factors valued in feature prioritization (Talele
& Phalnikar, 2021). Furthermore, the current techniques rely heavily on participators’
professional expertise and can be slow to implement (Hujainah et al., 2021). Besides,
most existing prioritization methods do not consider the dependencies between the
prioritization criteria (Shao et al., 2017). Both Talele and Phalnikar (2021) and Anwar
and Bashir (2023) state that these problems can be answered with Al-based techniques,
particularly with machine learning. Bosch et al. (2018) revealed that while data-driven
development seeks to optimize outcomes through insights, Al-driven development
allows systems to adapt and learn autonomously from data. Thus, the prioritization

process can become more automated and not reliant on individual preferences.

The use of machine learning algorithms has been well-researched in the context of
software requirements prioritization (Anwar & Bashir, 2023). Software requirements
define which features to add to the product, so the principles of requirements

prioritization can be applied to feature prioritization (Perini et al., 2013). In requirements
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prioritization, ML-based techniques have been found useful due to their scalability and

efficiency in terms of time and cost (Anwar & Bashir, 2023; Saleem & Mohaisen, 2024).

Multicriteria decision-making problems, such as feature prioritization, can be formulated
as ranking problems, in which decision-makers try to find an order relation between each
option (Avesani et al., 2003). In machine learning, this problem is addressed in “learning-
to-rank,” where the system seeks to arrange items in a specific order based on their
preferences, relevance, or ranking (Rahangdale & Raut, 2019). Given the strong
similarities between requirements and feature prioritization (Perini et al., 2013), the
following chapters explore various ranking and prioritization methods commonly used in

prioritizing software requirements.

4.1.1 Supervised Learning

One machine learning technique to help with ranking problems is boosting (Freund &
Schapire, 1999). The main idea of boosting is to combine existing models sequentially
and, with each iteration, train a new weak learner based on the error of the whole model
(Natekin & Knoll, 2013). Boosting improves the accuracy of a base learning algorithm by
combining multiple “weak” learners into a more accurate “strong” learning algorithm
(Freund & Schapire, 1999). Freund and Schapire (1999) describe weak learners as
algorithms that make predictions just slightly better than random guessing. When these
weak learners are combined, they are “boosted” into more accurate learners (Freund &
Schapire, 1999). As mentioned by Freund and Schapire (1999), boosting algorithms
require labeled data to iteratively improve the accuracy of predictions. Boosting relies the
learning on labeled data which makes it a supervised learning model (Natekin & Knoll,
2013; Kdmarainen, 2023).

One boosting algorithm designed specifically for ranking problems is RankBoost. In each
iteration, the weak learner in the model provides a weak ranking. The algorithm then
boosts these weak rankings to create a precise final ranking of items. Unlike typical
classifiers, RankBoost does not assign fixed classes such as priority classes or ratings.
(Freund et al., 2003) Instead, it utilizes a pairwise preference approach, analyzing the
relative order of item pairs (Avesani et al., 2003). In essence, rather than giving an
absolute score or category to each feature, the model focuses on relative preference. In
the feature prioritization process, a RankBoost-based model would determine if feature

A should be preferred over feature B but would not give absolute prioritization scores.

An example of a RankBoost-based prioritization method is Case-Based Ranking

(CBRank). While it is commonly used in software requirements prioritization, it is also
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applicable to other multicriteria decision-making processes, such as product feature
prioritization. CBRank would prioritize features by learning from pairwise comparisons
(Perini et al., 2013). In the beginning, decision-makers, such as product managers or
domain experts, would compare features in pairs and decide which feature is more
important. For example, they decide that Feature B is more important than Feature A,
and hence should be prioritized higher. This could be done by using historical priority
scores. CBRank would use these pairwise comparisons to learn how to rank all features
effectively. After processing many pairwise comparisons, a ranking function would be

formed using the RankBoost algorithm (Perini et al., 2013).

As mentioned, rather than establishing an absolute score for each feature, CBRank
focuses on learning the correct relative order between pairs of features (Avesani et al.,
2003). Essentially, it looks for patterns in these decisions: “If Feature B is preferred over
Feature A and Feature C is preferred over Feature B, then Feature C should likely also
be preferred over Feature A.” Over time, as more comparisons are fed into the system,
the algorithm adjusts its internal rules to make more accurate rankings, even for features
it hasn’t compared (Perini et al., 2013). As stated by Perini et al. (2013), this iterative
process helps CBRank minimize both the effort required for prioritization and the ranking

errors in the final output compared to the inferred preferences. The practical

Feature C

implementation of CBRank is illustrated in Figure 3.
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Figure 3. Practical implementation of CBRank in feature prioritization.

Another commonly used boosting method is the Gradient Boosting Machine (GBM).
Unlike earlier methods, GBMs are rooted in a statistical framework (Natekin & Knoll,
2013). As Natekin and Knoll (2013) describe, the core principle behind GBMs is to
minimize prediction errors by iteratively adjusting residuals — the differences between
actual and predicted values. In contrast to traditional boosting methods, gradient
boosting machines create new base learners that correspond with the negative gradient
of the loss function (Natekin & Knoll, 2013).

An example of a gradient boosting implementation is eXtreme Gradient Boosting, or in
short, XGBoost (Anwar & Bashir, 2023). It is known for its high performance and

increased scalability compared to traditional tree-boosting methods. XGBoost improves
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traditional gradient boosting by incorporating several optimizations that make it efficient

and powerful for predictive modeling and prioritization tasks. (Chen & Guestrin, 2016)

In the context of feature prioritization, the algorithm would start with a simple model that
makes rough predictions, like assigning random or default priority scores to features.
Then, it would build a series of decision trees, each one focused on correcting the errors
made by the previous trees (Chen & Guestrin, 2016). Each decision tree would then add
rules based on the features’ characteristics. For instance, a tree might learn that features
that require less development effort should be prioritized higher if customer demand is
also high. If this rule isn’t entirely accurate, the next tree will learn to adjust and improve
the prioritization by considering additional criteria, like the release timeline for the feature.
This process would continue for many iterations, and the final model would be a
combination of all these trees, making it accurate and robust (Chen & Guestrin, 2016).
XGBoost learns by minimizing a loss function, which measures how far off its predictions
are from the ideal outcomes. Through each iteration, it adjusts its rules to minimize these
errors as much as possible. The result is a model that can assign precise priority scores
to new features, efficiently handling large datasets and complex prioritization criteria.
(Chen & Guestrin, 2016) Figure 4 illustrates how XGBoost could be integrated to feature
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Figure 4. Practical implementation of XGBoost in feature prioritization.

________________

While supervised learning relies on labeled data, including both input and the
corresponding output, unsupervised learning offers solutions when only the input data is
available. This scenario is common in feature prioritization, where decision-makers do
not know the optimal priority scores for the features. The following chapter will discuss

two unsupervised learning methods applicable to this context.

4.1.2 Unsupervised Learning

An unsupervised learning method commonly used in prioritization tasks is clustering. In
the context of requirements prioritization, clustering algorithms group requirements

based on their similarities, forming meaningful clusters. By uncovering relationships
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between these clusters, decision-makers can assign priorities to entire groups,
simplifying the requirements prioritization process. (Gudaparthi et al., 2024) Similarly, in
feature prioritization, the clustering algorithm could categorize features based on
similarities in their values across prioritization criteria. Once clustered, these groups of

similar features could then be ranked into priority groups.

As mentioned, numerous clustering algorithms have been developed over the years.
One of the most well-known clustering algorithms in machine learning is K-means
(Kdmarainen, 2023; Saleem & Mohaisen, 2024). This iterative algorithm aims to
minimize the sum of squared distances between each data point and the centroid of its
assigned cluster (Saleem & Mohaisen, 2024). The process begins by specifying the
desired number of clusters (K) and randomly selecting K data points from the dataset as
initial centroids. Each data point is then assigned to the cluster with the nearest centroid,
determined by the smallest squared distance. Once all data points are assigned, the
centroids are updated by calculating the mean of the data points within each cluster. This
assignment and updating cycle continues until the centroids stabilize, meaning they no

longer change significantly. (Kadmarainen, 2023)

Gudaparthi et al. (2024) demonstrated the effectiveness of K-means for the next release
problem. In the study, the yet-to-be-implemented requirements were grouped with the
already-implemented requirements based on their similarity (Gudaparthi et al., 2024).
Gudaparthi et al. (2024) used the density of implemented requirements within each
cluster as a key metric for prioritization. Higher priority was assigned to those candidate
requirements that appeared in clusters with a high density of implemented requirements
(Gudaparthi et al., 2024). The same method could be adapted to feature prioritization,
where new features could be grouped with already released, successful features.
Clustering would be based on features’ values across the prioritization criteria. Once the
clusters are formed, each cluster is assigned a priority score. The score would be
determined by the density ratio, which compares the number of implemented features in
the cluster to the total size of the cluster. As a result, new features that belong to a cluster
with many already implemented features should be given higher priority. This process is

illustrated in Figure 5.
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Figure 5, Practical implementation of K-means.

In their study, Gudaparthi et al. (2024) achieved the highest prioritization accuracy with
five clusters (K=5), outperforming all the compared prioritization methods consisting of
one large language model and four alternative clustering algorithms. Although
unsupervised learning models do not use labeled data, K-means requires the user to
define the number of clusters (K) beforehand (Saleem & Mohaisen, 2024). Selecting an
optimal value for K is a challenge. If K is set too small, clusters may be overly broad,
leading to an increase in false positives as dissimilar items are grouped together
(Gudaparthi et al., 2024). Conversely, if K is too large, clusters may become too similar
to one another, reducing the model’'s ability to distinguish between groups effectively
(Gudaparthi etal., 2024). As a comparison, Gudaparthi et al. (2024) tested K-values from
2 to 10, with an average of 60 requirements to be clustered. For cases where decision-
makers prefer not to define the number of clusters in advance, other clustering methods,

such as Agglomerative Hierarchical Clustering, offer a more flexible approach

(Kamarainen, 2023).
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Figure 6. lllustration of implementing Agglomerative Hierarchical Clustering
(AHC) into the feature prioritization process.

In agglomerative hierarchical clustering, each data point starts in its own cluster. The
algorithm then repeatedly merges the nearest clusters, continuing this process until all
points are united into one cluster or a predetermined stopping criterion is reached. This
clustering algorithm produces a dendrogram, a tree-like structure that visually illustrates

the hierarchy and demonstrates how clusters are formed. (Saleem & Mohaisen, 2024)
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Agglomerative hierarchical clustering differs from K-means in that it does not require pre-
defining the number of clusters. Figure 6 demonstrates the clustering process, while

Figure 7 provides an example of a dendrogram applied to feature prioritization.
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Figure 7. Dendrogram illustrating how features could be clustered using
agglomerative hierarchical clustering. Each box represents a potential
cluster.

Although unsupervised learning methods can discover patterns and relationships well
without the labeled output, they may struggle to capture complex, nonlinear relationships
between the input. This is where deep learning comes into play. Deep learning
techniques are well-suited for handling complex patterns and dependencies in large
datasets (Bishop & Bishop, 2023). The next chapter explores how these advanced

capabilities could be leveraged in feature prioritization.

4.1.3 Deep Learning

Deep learning is a subfield of machine learning characterized by neural networks with
multiple layers, often referred to as “deep” neural networks (Kamarainen, 2023). These
networks are inspired by the human brain’s structure and are capable of learning
complex patterns from large amounts of data (Bishop & Bishop, 2023). Requirements
prioritization, as well as feature prioritization, involve a large number of opinions and
estimates, which makes the process strongly nonlinear (Babar et al., 2015). Deep
learning models have been successful in tasks that involve nonlinear relationships,
making them well-suited for more advanced feature prioritization methods (Bishop &
Bishop, 2023).
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Babar et al. (2015) proposed an expert system for requirements prioritization called
PHandler. The system employs a three-stage hybrid approach that integrates expert
knowledge, artificial neural networks, and the analytic hierarchy process. In the first
stage, known as Value-based Intelligent Requirement Prioritization (VIRP), stakeholders’
requirements are analyzed and categorized by domain experts. This data is then
processed through a Back-Propagation Neural Network (BPNN), which predicts the
value of each requirement. The BPNN minimizes expert biases and automates value
calculations to enhance the system’s obijectivity. The second stage addresses conflicts
among requirements that have equal values by applying “exceptions.” These exceptions
rely on earlier defined stakeholder profile values, and the aim is to differentiate and
prioritize requirements based on their importance and relevance. Finally, in the third

stage, AHP is utilized to finalize the prioritization order. (Babar et al., 2015)

In requirements prioritization, the neural network predicts the values of requirements. A
similar approach could be applied to feature prioritization, where the neural network
predicts the priority scores of features. Feature prioritization would begin similarly to the

PHandler, using knowledge-based prioritization. Experts would assign quantifiable

values to each criterion for every feature. These values would then serve as input for the

Feature A=75

neural network. This process is visualized in Figure 8.
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Figure 8. Practical implementation of Back-Propagation Neural Network
(BPNN) in feature prioritization.

The BPNN consists of an input layer with weighted connections, a hidden layer activated
through an activation function, and an output layer, as visualized in Figure 9 (Babar et
al., 2015). Once the BPNN has predicted the priority score, it compares it to the actual
historical score. Through iterative training, the network minimizes the mean squared
error (MSE), updates the weights and biases between the layers, and hence improves

its predictions (Kéamarainen, 2023).

The accuracy of predictions can be enhanced by increasing the number of neurons in
the hidden layers (Babar et al., 2015). Neurons, also known as nodes, are the

fundamental units that receive input data, apply a mathematical transformation, and pass
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the processed information to the next layer in the network (Bishop & Bishop, 2023). In
Figure 9, the hidden layer neurons are illustrated as blue bubbles. While achieving
accurate predictions is crucial, excessive emphasis on prediction accuracy can lead to a
well-known issue called overfitting. Overfitting occurs when the model memorizes the
training data instead of learning generalizable patterns, which reduces its effectiveness
on unseen data (Kamarainen, 2023). Adding too many neurons to the BPNN for feature
prioritization may improve predictions for the training data but hinder performance for
new, unseen features. Babar et al. (2015) found that with one-dimensional input data,
using 16 neurons in the hidden layers achieved optimal accuracy without overfitting. In
feature prioritization, the number of dimensions is determined by the number of
prioritization criteria. This means that more than 16 neurons may be necessary to

achieve optimal outcomes.
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Criterion 1. ——— O\
Criterion2 ————
1:; 2 u

Criterion 3 ————

31j

|

Backpropagation to update the weights and biases

MSE

Figure 9. Visualization of the BPNN in the context of feature prioritization.

Table 1 below provides a detailed summary of the five methods introduced. It explains
each method's functionality and the process behind it. Understanding the functionality of
the models is crucial, as is assessing their potential benefits and limitations. The
following chapter discusses the advantages and challenges of these techniques,
including benefits in scalability and efficiency, as well as challenges in complexity and
overfitting.
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Table 1. Proposed machine learning methods and their descriptions.
Method Description
Rank features by learning from pairwise comparisons. Decision makers compare
CBRank feature pairs at a time, deciding which feature is more important. CBRank uses these
(Supervised Leaming) comparisons to develop a ranking model that learns the relative importance of features.
P 9 As it processes more comparisons, the algorithm refines its ranking function, making
accurate judgments for features that have not been explicitly compared.
Uses a series of decision trees to prioritize features. Starts with a basic model and
XGBoost iteratively adds trees, with each tree learning to correct the errors of the previous ones.
(Supervised Leaming) The trees develop rules based on feature characteristics, like prioritizing features that
P 9 require low development effort but have high customer impact. By minimizing
prediction errors, XGBoost produces a model that assigns priority scores to features.
Clusters features based on their similarities across prioritization criteria, such as cost,
K-Means customer importance, or technological domain. The algorithm divides features into a

(Unsupervised Learning)

predefined number of clusters (k). Once the clusters are formed, they are assigned
priority scores, with higher priority given to clusters containing features that align well
with key success indicators, like past implementation success.

Agglomerative
Hierarchical Clustering
(Unsupervised Learning)

Groups features in a step-by-step process, starting with each feature as its own cluster.

It then merges the closest clusters one by one until all features are grouped into a
hierarchical structure called a dendrogram. Product managers can use this structure to
understand how features are related and rank them based on the hierarchy. This
approach is particularly useful when the number of clusters is not known in advance.

Back-Propagation
Neural Network
(Deep Learning)

Uses a multi-layered network to learn how different feature criteria influence the priority
of features. Initially, product experts provide numerical values for the criteria as inputs.
The network then processes this information, adjusting connections between network
layers to learn to predict priority scores. Through training, the network improves

prediction accuracy by minimizing mistakes and learning patterns in the data.

4.2 Advantages and Challenges

4.2.1 Scalability

Scalability is a critical factor in feature prioritization, given the large volume of data that
firms often need to process. Existing manual techniques, such as AHP and cumulative
voting, often struggle with scaling to larger datasets, making prioritization inefficient and
time-consuming (Hujainah et al., 2021). Machine learning methods, in contrast, offer
scalable solutions that can handle large and complex datasets efficiently (Anwar &
Bashir, 2023). However, not all ML methods scale equally. CBRank, for instance, has
been shown to provide only moderate scalability, whereas methods like K-means and
PHandler are well-suited for larger datasets (Qayyum & Qureshi, 2018; Yaseen, 2024).
Even though CBRank is less scalable compared to K-means or PHandler, it still performs

better than many traditional approaches (Qayyum & Qureshi, 2018).

The performance of clustering methods also varies based on dataset size. Saleem and
Mohaisen (2024) found that agglomerative hierarchical clustering works effectively with
smaller datasets but falls short when scaling to larger datasets. In contrast, K-means has

consistently demonstrated strong scalability and accuracy with larger data volumes
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(Hujainah et al., 2021; Saleem & Mohaisen, 2024). XGBoost is another highly scalable
method, particularly well-suited for handling large-scale data due to its optimized
implementation of tree-boosting (Chen & Guestrin, 2016). PHandler, in turn, excels in
scalability while also being capable of modeling nonlinear relationships, making it
suitable for feature prioritization tasks (Babar et al., 2015). As scalability can be
considered the main advantage of these advanced ML methods, it does come with some

downsides, one being accuracy.

4.2.2 Accuracy

Accuracy is another crucial consideration in feature prioritization. The performance of
different methods can vary significantly, with some methods being more reliable under
specific conditions. For example, CBRank has produced mixed results. While studies by
Perini et al. (2013) and Avesani et al. (2003) suggest that CBRank can outperform AHP
in terms of accuracy, Qayyum and Qureshi (2018) found that AHP can be more accurate,
particularly when dealing with smaller datasets. In requirements prioritization, CBRank
showed higher accuracy only when the number of requirements reached 100 pairs
(Qayyum & Qureshi, 2018).

K-means, despite being scalable, has limitations when it comes to capturing
interdependencies between features, which can lead to less meaningful clusters in
feature prioritization scenarios (Hujainah et al., 2021; Yaseen, 2024). This is a significant
drawback, as accurately modeling these dependencies is often critical. Deep learning
methods, such as PHandler, offer higher accuracy by modeling complex and nonlinear
relationships (Bishop & Bishop, 2023). However, these methods are prone to overfitting,
which occurs when the model learns the training data too well and fails to generalize to
new data (Kamarainen, 2023). For example, PHandler may generate highly accurate
priority scores for training data but struggle with unseen features. It showcases the trade-

off between accuracy and generalizability.

XGBoost strikes a balance between accuracy and reliability. It is known for achieving
high accuracy with new data and is less prone to overfitting compared to deep neural
networks (Chen & Guestrin, 2016; Talele & Phalnikar, 2021). However, achieving this
accuracy requires extensive computational resources, which can impact efficiency
(Natekin & Knoll, 2013). Due to the large number of iterations needed to reduce the
effects of overfitting, gradient boosting machines have high memory consumption and
slow evaluation speeds (Natekin & Knoll, 2013). Despite its high accuracy, XGBoost is

not the best option if efficiency is crucial.
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4.2.3 Efficiency

Efficiency and effort are major concerns for manual prioritization methods, which often
rely heavily on human input (Hujainah et al., 2021; Anwar & Bashir, 2023). Machine
learning techniques can automate much of this process, making it more efficient (Anwar
& Bashir, 2023). However, even ML methods can have efficiency challenges due to their
computational demands. Deep learning models, such as PHandler, require significant
computational power and resources to model complex relationships (Yaseen, 2024). The
cost of developing and maintaining these models should be compared against the

additional value these methods offer.

PHandler, for instance, reduces expert bias but still requires manual input at the initial
stage to assign quantifiable values to prioritization criteria (Babar et al., 2015). CBRank
also involves expert input, where decision-makers rank feature pairs for the model to
learn the relative importance of each feature (Perini et al., 2013). Despite this, CBRank
is generally more time-efficient than traditional methods (Qayyum & Qureshi, 2018),

though it may not be the most cost-effective option (Anwar & Bashir, 2023).

Table 2. Strengths and weaknesses of the proposed methods.
Method Strengths Weaknesses
Relative ranking: Focuses on learning the dsgglggg'%iggfﬂsymt handle very large
CBRank correct <_)rder of _fea.turgs_ . L Dependency: Initial comparisons require
) . Reduction of bias: Minimizes individual .
(Supervised Learning) biases expert input.
S . . Accuracy: Accuracy can vary depending
Efficiency: Requires less time and effort. on the size of the dataset
Accu.rallcy: Accurate and robust against Computational demands: Requires a lot
XGBoost gverflttlp_g. . of computational power and memory.
. . calability: Can handle large and complex L] o o
(Supervised Learning) datasets Slow evaluation: Obtaining predictions
Versatility: Can be used for different tasks. can be time-consuming.
:rl]rg?:]e:]saggifkflf;ment: Easy to implement Lack of flexibility: Struggles to model
K-Means Memory Efficiency: Requires less memory complex interdependencies.

Dependency on K: The incorrect
number of clusters (K) may impact the
accuracy.

(Unsupervised Learning) | and is faster compared to other clustering
methods.

Scalable: Works well with large datasets.

Flexibility: Does not require specifying the
number of clusters in advance.
Hierarchical relationships: Helps
understand the hierarchy and dependencies
between features.

Agglomerative
Hierarchical Clustering
(Unsupervised Learning)

Scalability: Struggles with large datasets
Memory consumption: Impractical for
extensive feature sets.

Modeling nonlinear relationships:

Back-Propagation
Neural Network
(Deep Learning)

Effective for complex and nonlinear
relationships.

Accuracy: Can provide highly accurate
priority scores.

Automation and objectivity: Reduces
human bias.

Overfitting: Can overfit the training data
if not properly regularized.
Computational complexity: Training
requires significant computational power.
Data dependency: Performance heavily
depends on the labeled training data.
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K-means is known for its simplicity and efficiency, particularly in terms of time and
memory consumption. When compared to more complex clustering algorithms like
agglomerative hierarchical clustering, K-means outperforms them in efficiency. (B et al.,
2020) However, K-means' efficiency and simplicity come at the cost of accuracy, as it
struggles to model complex interdependencies (Hujainah et al., 2021). Thus, selecting
the correct prioritization method often involves choosing between simplicity,
computational efficiency, and accuracy. Table 2 presents a list of strengths and

weaknesses of the five discussed methods.

4.2.4 Requirements for the Implementation

While Al and ML methods have the potential to improve feature prioritization, they
introduce various challenges that must be managed. One significant issue is the lack of
explainability. For example, deep learning models function as “black boxes,” where the
reasoning behind their decisions is not easily interpretable. This lack of transparency can
hinder trust and accountability when decisions need to be explained or justified. (Dwivedi
et al., 2021)

When companies make data-driven decisions, it is crucial to consider the quality and
underlying details of the data used (Fichtler et al., 2023). Effective ML models require
vast amounts of high-quality, structured data (Kamarainen, 2023). Integrating various
data sources and ensuring their quality can be time-consuming and costly (Dwivedi et
al., 2021).

Since the introduced machine learning models learn from historical data, any biases
embedded in the data can propagate and affect future predictions (Dwivedi et al., 2021).
For instance, if historical prioritization decisions were skewed, the ML model may
continue to favor similar outcomes. When developing these models, product teams will
rely on historical feature data. This might introduce uncertainties regarding the previous
decisions, such as whether the assigned priority score reflects the release’s success,
how the score was derived, and whether the same conditions apply today. Evaluating
the success of a release is complicated, as financial metrics alone may not suffice
(Freund et al., 2003). Other indicators, such as customer satisfaction or feature activation
rates, could better capture the release’s impact. Nevertheless, if historical decisions were
accurate or if only reliably successful features are used for training, these methods can
automate effective decision-making for future releases. Therefore, companies aiming to
implement data-driven or Al-driven prioritization models must adopt a systematic

approach to data collection and selection (Fichtler et al., 2023).
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Furthermore, developing and deploying sophisticated Al systems require financial and
computational resources (Dwivedi et al., 2021). This investment can be difficult to justify
without a clear and measurable return. Forming a clear measurement for the return in

feature prioritization can be a significant challenge.

While Al and ML methods offer significant advantages, they also introduce challenges
that require strategic oversight and thoughtful implementation. Simply adding a machine
learning method to existing processes without addressing the mentioned challenges is
not enough. Defining roles and scopes of action is essential for reaching the best

solutions (Apichonbancha et al., 2024).
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5. CONCLUSIONS

5.1 Summary of Findings

This thesis explored how artificial intelligence could be utilized in product feature
prioritization. The research was based on current literature on Al applications in
prioritization tasks. The objective was to identify Al-based methods that could enhance

the prioritization process and understand their advantages and limitations.
What Al technologies could be utilized in feature prioritization? (RQ1)

The study focused on machine learning techniques due to their popularity in similar
tasks, such as software requirements prioritization. Machine learning is a foundational
technology behind Al. It is typically divided into three main categories: supervised
learning, unsupervised learning, and reinforcement learning. This thesis explored
supervised and unsupervised learning, while reinforcement learning was excluded due
to its poor applicability and lack of references. In addition to supervised and unsupervised

learning, a modern technique, deep learning, was researched.

In summary, supervised learning could help predict feature priority scores using historical
data from previous releases. A model based on unsupervised learning could cluster
features based on similarities in their values across prioritization criteria and organize
them into “priority groups.” Deep learning could help understand how certain criteria,
such as customer requirements or release timelines, have influenced prioritization

decisions over time.

What advantages do Al technologies offer compared to traditional prioritization
methods? (RQ2)

Machine learning methods handle large and complex datasets better than traditional
methods like AHP or cumulative voting. Techniques such as BPNN and K-means
perform well with large datasets, outperforming manual methods. Neural networks excel
at understanding complex, nonlinear relationships. XGBoost provides highly accurate
results while avoiding the common machine learning issue of overfitting. Although
CBRank doesn'’t scale as well as other methods, it still performs better than the manual
techniques. CBRank’s strength lies in its efficiency in terms of time and effort. In general,
these methods manage large datasets effectively and save time and effort by automating
the prioritization process. Table 3 provides a summary of each method, including its

strengths and weaknesses.
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Table 3. Summary of the introduced machine learning-based prioritization methods.

Method Description Strengths Weaknesses
Uses pairwise comparisons | Reduces bias and is Limited scalability and
‘(:SBURZII’IVII('sed Learning) to learn and rank new efficient for smaller varying accuracy with
P g features. datasets. dataset size.
Builds and optimizes . . . .
XGBoost decision trees to assian High accuracy, scalable, Computationally intensive
(Supervised Learning) . 9 and flexible. and slow evaluation speed.
accurate priority scores.
K-Means Sacgttjgrssft?:;:rde(s)rl]nto K Simple, memory-efficient, Lacks flexibility and
(Unsupervised Learning) | similarities across and fast with large sensitive to the number of
p 9 L o datasets. clusters (K).
prioritization criteria.
ﬁigegr::-?heircaatl“gusterin z/lll?sr?eerss f?:rtrl:]riis Ier;tvoisual Flexible and captures Poor scalability and high
. ng ’ 9 hierarchical relationships. memory usage.
(Unsupervised Learning) | dendrogram.
Back-Propagation IL(JE 2?: tnhzuéael r;it(\;vg:é;tso Handles complex Prone to overfitting,
Neural Network >penaer relationships, accurate, computationally intensive,
) between prioritization .
(Deep Learning) criteria reduces bias. and poor transparency.

5.2 Critical Evaluation and Future Research

This thesis researched how Al could enhance feature prioritization decisions as a part of
product management decision-making. As described in Chapter 2, product management
involves a wide range of tasks whose outcomes are interlinked throughout the workflow.
For instance, product planning gathers insights from customers, which are later used in
processes like release planning (Fricker, 2012). Consequently, the success of feature
prioritization decisions depends on the quality of information gathered across the tasks.
While this thesis focused on Al’s role in feature prioritization, future studies could explore
how Al can improve the input data used in these models by focusing on other tasks, like

gathering customer requirements or defining the right prioritization criteria.

The niche nature of this topic limited the number of available references. This study
applied existing machine learning methods used in comparable fields, such as software
requirements engineering. Despite having similar characteristics, adapting methods from
different fields can affect the accuracy of this thesis. This opens opportunities for future

research to develop and test methods specifically tailored to feature prioritization.

Moreover, this thesis provided a theoretical analysis of advanced feature prioritization
methods without exploring in detail the practical implementation and challenges
associated with them. While some requirements were discussed in the previous chapter,
a thorough investigation into how companies could implement these methods in real-
world settings remains unaddressed. Future research could address this gap by
examining the practical steps and obstacles firms might face when adopting Al-driven

prioritization solutions.
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Table 4. Selected documents for Chapter 4.
Results
Database Search Phrase Filters Before | After Selected documents
filtering | filtering
Subject area:
Computer Science,
("requirements" OR gsg;sssnSSmences Anwar & Bashir (2023)
"features") AND Mana en,1ent and Apichonbancha et al. (2024)
"prioritization” AND Accougntin De & Baroi (2022)
Scopus ("machine learning" Documengtt e 697 248 | Perini et al. (2013)
OR "mlI" OR ) ype: Qayyum & Qureshi (2018)
TP, . « | Article,
artificial intelligence Conference Paper Shao et al. (2017)
OR "ai") K : P Télele & Phalnikar (2021)
eyword:
Machine Learning,
Prioritization
Table 5.  Selected documents using pearl growing.

“Pearl” documents

Selected documents

Anwar & Bashir (2023)
Perini et al. (2013)
Télele & Phalnikar (2021)

Avesani et al. (2003)
Babar et al. (2015)
Bagnall et al. (2001)
Chen & Guestrin (2016)
Fichtler et al. (2023)
Freund et al. (2003)
Freund & Schapire (1999)
Hujainah et al. (2021)
Meyer et al. (2021)
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APPENDIX B: LIST OF PRIORITIZATION CRITERIA

Table 6. List of prioritization criteria described by Ruhe (2010) and Bagnall et al. (2001).

Ruhe (2010)

Bagnall et al. (2001)

Customer Satisfaction:
The degree to which a feature matches customer
expectations.

Customer Requirements:
The demands and needs expressed by customers
for various software enhancements.

Customer Dissatisfaction:
The impact of not delivering a feature in the next
release.

Type of Requirement:
The classification of a feature as a prerequisite or
additional enhancement.

Risk of Implementation:
The likelihood of issues or challenges during
feature implementation.

Customer Value:
The importance and value of the customer to the
business.

Risk of Acceptance:
The probability that customers may not accept or
use the feature.

Required Effort:
The amount of time and resources necessary to
implement the feature.

Financial Value:
The potential economic benefit or impact of a
feature on product value.

Cost:
The estimated resources and expenses needed
for feature implementation.

Urgency:
The time sensitivity of delivering the feature to
meet market or customer demands.

Readiness:
The preparedness of a feature for implementation,
including resource availability.

Frequency of Use:
The likelihood of the feature being frequently used
by customers.

Ease of Use:
The user-friendliness of the feature, balancing
sophistication and usability.
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