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ABSTRACT

Frans Murto: Real-time expected possession value estimation in ice hockey
Master’s thesis
Tampere University
Master’s Programme in Computer Sciences
November 2024

The purpose of this thesis was to design and implement an ice hockey-specific methodology
for the estimation of the expected possession value framework of any given moment of puck
possession in real time. Existing metrics used to evaluate the performance of players in ice hockey
are dependent on shots being taken or goals being scored, and are unable to take the context of
the match properly into account for each action a player takes. Being able to quantify the value of
a possession would enable creating novel metrics for player evaluation and facilitate analysis at a
much higher level of granularity than was possible before.

The data used to implement the framework was provided by the Wisehockey system and con-
sisted of the synchronized event and tracking data from 872 regular season matches of the Liiga
seasons 2021–22 and 2022–23, the top-level men’s ice hockey league in Finland. We framed
the problem of estimating the value of a possession as a Markov decision process, and defined
the action space to consist of shots, carries, passes, dump-ins, and dump-outs. We analyzed the
possession sequences in our dataset and determined that a goal being scored or conceded in the
next 10 seconds following an action was the optimal length for determining the future reward and
risk of a possession.

We implemented the models of the expected possession value framework using XGBoost
with hand-crafted features based on domain knowledge, and a graph neural network architecture
with simple spatial features. Both classes of models were shown to be viable for estimating the
expected possession value and produced well-calibrated probabilities. The graph neural network
approach either outperformed or achieved comparable performance with the XGBoost models
across all tasks except for the shot reward. The completed framework was integrated into the
Wisehockey system and several new practical applications based on the expected possession
value were developed for match analysis and player evaluation.

Keywords: expected possession value, ice hockey analytics, graph neural networks, machine
learning

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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TIIVISTELMÄ

Frans Murto: Reaaliaikaisen kiekonhallinnan odotusarvon laskenta jääkiekossa
Pro gradu -tutkielma
Tampereen yliopisto
Tietojenkäsittelytieteiden maisteriohjelma
Marraskuu 2024

Tämän työn tarkoituksena oli suunnitella ja toteuttaa jääkiekkoon soveltuva laskentamenetel-
mä kiekonhallinnan odotusarvolle, millä pystyttäisiin arvottamaan mikä tahansa ottelussa tapah-
tuva kiekonhallintajakso reaaliaikaisesti. Pelaajien suorituksen arviointiin käytetyt olemassaolevat
tilastot ovat joko riippuvaisia laukauksista tai maaleista, eivätkä ne kykene ottamaan tilanteen kon-
tekstia huomioon riittävällä tarkkuudella. Kiekonhallinnan odotusarvon määrittäminen mahdollis-
taisi aikaisempaan verrattuna tarkempien analyysien tekemisen sekä uusien tilastojen luomisen.

Laskenta toteutettiin käyttämällä Wisehockey-järjestelmän tuottamaa dataa, joka koostui synk-
ronoidusta tapahtuma- ja paikannusdatasta 872 runkosarjaottelusta Suomen jääkiekon korkeim-
man miesten sarjatason Liigan kausilta 2021–22 ja 2022-23. Odotusarvon estimointi esitettiin
Markov-päätösprosessina, jonka toimenpideavaruus määritettiin koostuvan laukauksista, kulje-
tuksista, syötöistä, päätykiekoista, ja purkukiekoista. Kiekonhallintajaksojen analyysin perusteella
asetimme toimenpiteestä aiheutuvan hyödyn tai haitan perustuvan siihen, onko toimenpiteestä 10
sekunnin sisällä kiekkoa hallitseva joukkue tai sen vastustaja tehnyt maalin.

Toteutimme kiekonhallinnan odotusarvon laskennan sekä lajitietämykseen perustuvilla piirteillä
rakennettua XGBoost-päätöspuumallia, sekä yksinkertaisiin tilallisiin piirteisiin pohjautuvaa graafi-
neuroverkkoa. Molemmat mallit osoittautuivat sopiviksi estimoimaan kiekonhallinnan odotusarvoa
ja mallien tuottamat todennäköisyysestimaatit olivat hyvin kalibroituja. Graafineuroverkkototeutus
suoriutui joko paremmin tai yhtä hyvin XGBoost-toteutukseen kaikissa odotusarvon osatekijöis-
sä laukausmallia lukuun ottamatta. Valmiit laskentamallit integroitiin Wisehockey-järjestelmään ja
useita uusia käytännön sovelluksia kehitettiin tukemaan otteluanalyysiä ja arvioimaan pelaajien
suorituksia.

Avainsanat: kiekonhallinnan odotusarvo, jääkiekkoanalytiikka, graafineuroverkot, koneoppiminen

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

Being able to objectively quantify performance in ice hockey has important implications for

how professional teams evaluate their players, scout opponents and identify new talent.

Such performance metrics could also be used to drive fan engagement as well as en-

rich media productions. Traditional statistics based on shots and goals have three major

shortcomings in evaluating player performance: assuming each situation to have equal

value without considering situational context, not giving credit to progressive actions that

do not directly lead to scoring goals, and ignoring dangerous situations that do not re-

sult in shots. More advanced metrics such as expected goals [41] or regression-adjusted

statistics [40] are able to take chance quality and game state into account but cannot

value actions or puck possessions in detail.

In team sports with better ecosystems of public data, approaches that take advantage

of highly-granular event data streams have been proposed for modeling actions or pos-

sessions. These can be divided into models that attempt to quantify the value of specific

areas of the game, like passes in soccer [3] or quarterback decision-making in football

[10], and frameworks that create a unified representation of the entire action space [18,

61]. With optical tracking data becoming more prevalent in recent years, frameworks that

utilize spatiotemporal data to give context to game situations have also been introduced.

Deriving information from the position and velocity of the players and the ball has been

shown to improve the predictive power of models and enable modeling aspects of the

game that were previously impossible [60, 23, 63].

Related work in ice hockey has been scarce as detailed data has been mostly available

through proprietary means or gathered by professional teams for internal use. Exist-

ing approaches have applied both reinforcement learning and deep learning techniques

action-value frameworks using both public and private event datasets [37, 38]. Generat-

ing tracking data using optical methods has also proven challenging with regards to puck

localization and player identification due to the size of the puck and the fast-paced nature

of the sport [66, 65]. In recent seasons both European and North American leagues have

begun adopting sensor-based tracking technology [36], which helps solve the aforemen-

tioned issues, though the majority of data remains outside the public domain.

Our work intends to bridge this gap by proposing and implementing the first ice hockey
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specific framework for deriving the total value of any given possession in real time. The

framework consists of separate models for assigning value to moving with the puck, shots,

passes, as well as two pass types specific to ice hockey: dump-ins and dump-outs. We

use synchronized event and tracking data provided by the Wisehockey system from the

2021–22 and 2022–23 Liiga regular seasons to train two versions of the framework:

an ensemble of XGBoost-based models based on handcrafted features, and a graph

neural-network implementation that uses only simple spatiotemporal data. We show that

the GNN approach outperforms boosted trees in both predictive power and speed, and

present how the framework can be applied to real-life use cases.

Chapter 2 explains the theoretical background related to the methodology used in the

work. The possession value framework is defined in Chapter 3. A detailed description of

the data and modeling process are presented in Chapter 4.
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2. BACKGROUND

2.1 Sport analytics

This section provides an overview of the existing work related to modeling actions and

possessions in sports analytics. Although our framework is specific to ice hockey, a sig-

nificant number of works referenced in this section are from the domain of soccer and

basketball. The reasons for this are twofold: firstly, continuous-flow team sports like ice

hockey, soccer and basketball, where the aim is to score points by creating space and

preventing the opponent from scoring by denying space share many characteristics and

have actions that translate directly between sports [27]. Secondly, previous work on mod-

eling actions in ice hockey has been sparse due to the lack of detailed public event data,

and the difficulty of acquiring puck and player tracking data using optical tracking methods

[66, 65].

Existing work on modeling actions and possessions can be broadly divided into ap-

proaches that focus on a specific type of action and frameworks that attempt to model

an action space, which, depending on the data used, can be extended to assign value

to any given possession during a match. Another categorization can be drawn between

whether the models are built using only event data, or if event data has been combined

with tracking data. Event data describes annotated match events that contain semantic

information about the type of event, its start and end location, start and end time, the

player attempting the event, as well as event-specific details such as outcomes or sub-

types. Tracking data, on the other hand, refers to continuously collected positions of the

players and the puck/ball using sensor-based technology or optical tracking systems.

If available, tracking data is usually aligned with event data to create snapshots of in-game

situations where events are enriched with the context of spatial information. Depending on

the method of collection, events are synchronized with tracking data either automatically

or by specialized algorithms that combine event and tracking data from separate sources

[12]. Both event-only and tracking-data based approaches commonly engineer features

from their data to be used as inputs in models. These range from basic positional features,

like distance and angle to the center of the goal, to more abstract ones based on domain

expertise. Tracking data is generally required to derive these complex features, such as

the amount of pressure being exerted on the player in possession, or information about
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the tactical structure of a team [17].

Having access to tracking data enables an alternative to feature engineering, which is

to learn representations directly from the data. These approaches are generally based

on deep learning, and they require transforming the raw positional information of track-

ing data into an input consumable by a neural network. The input is dependent on the

choice of network architecture, e.g. in the case of convolutional neural networks this

would mean a two-dimensional representation, while graph neural networks would con-

sume graph-structured data. Learning representations lessens the need for domain ex-

pertise and removes the intermediate step of calculating features during inference, which

in turn reduces computational overhead. The following sections will describe both kinds

of approaches in more detail.

2.1.1 Expected goals models

The most well-known type of action-specific model is expected goals, colloquially known

as xG, which models the probability of a shot resulting in a goal. Expected goals models

are trained using aggregated shot data from several seasons, and predict the total amount

of goals scored at a season level. In sports like ice hockey and soccer, where goals are

relatively rare events and therefore subject to randomness over short periods of time,

expected goals models have been shown to be more predictive of future scoring at smaller

samples than actual goals, and remain so even after multiple seasons worth of data [42].

Because these models attempt to quantify the quality of chances a team generates or

allows the opponent to generate, statistics derived from expected goals are effectively

used as a proxy for measuring team and player quality.

Expected goals models are usually built on event-based features, with factors like dis-

tance to goal, angle to goal and shot type having most predictive value. More advanced

models take into account information about preceding events, such as the assist type,

pre-reception movement, or whether the shot is taken after a rebound. Features derived

from tracking data like pressure on the shooter, the amount of players in the shot line, and

goalie positioning have been shown to improve performance of expected goals models in

both soccer and ice hockey [71, 2].

Peer-reviewed literature on expected goals is relatively scarce, and most publicly available

expected goals statistics in soccer are based on models from proprietary data providers.

Lucey et al. [39] use event data augmented with features derived from tracking data

and build individual logistic regression models for different shot types. More recently,

Anzer and Bauer use similar data to compare the performance of different classification

models [2]. A combination of XGBoost-based models for different shot types outperforms

other methods, while using event data only achieves a significantly worse performance

compared to including tracking data features.
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In ice hockey, Macdonald used regression models with public event data to estimate a

player’s on-ice to the expected goals of their team [40]. Because their data consists of

multiple types of events, like faceoffs and hits, the approach is not strictly an expected

goals model as the terminology is understood today, but can be compared to a framework

for valuing actions. Thomas et al. [64] develop competing process hazard functions to

model the expected scoring rates of both teams separately using shift-level goal data,

deriving offensive and defensive ratings for players.

As advanced data collection and data providers are a relatively recent development in ice

hockey, a significant amount of work related to expected goals and modeling the scoring

probability of shots has been published non-academically. Websites such as HockeyViz

and EvolvingHockey build models on based on public data and provide detailed specifica-

tions of their modeling processes [20, 31]. The sole publication on expected goals using

proprietary data is by Yu et al. [71], who show that features derived from granular events

and tracking data considerably improve their the performance of their models.

2.1.2 Pass models

Passes are actions taken by a player controlling the ball or puck that intend to transfer

possession to another teammate in order to create a scoring opportunity, progress play,

or reduce the risk of the opponent gaining possession. They are the most frequent event

in both soccer and ice hockey, with approximately 1000 and 800 passes occurring per

match on average respectively. Passes are generally modelled on factors such as how

likely it is a pass will be completed, which player is chosen as the target of the pass, as

well as how much risk or reward a pass will incur in terms of increasing scoring probability

for either team.

Spearman et al. [62] use event and tracking data to build a physics-based approach for

predicting the success and receiver probability of passes in soccer. They estimate the

trajectory of the ball and model the expected time a player needs to intercept the ball at

any point of its trajectory given their position and velocity, as well as the expected time the

player has to control the pass given their proximity to the ball. Power et al. [47] construct

features from tracking data to build logistic regression models that measure pass risk

and reward, defined as the difficulty of completing a pass and the probability of a pass

resulting in a shot in the next ten seconds.

Fernández and Bornn propose SoccerMap[22], a convolutional neural network structure

that takes tracking data converted into two-dimensional images as its input, and learns

a mapping for outputting pass success probability surfaces. The authors also extend

SoccerMap for modeling pass selection and pass reward, defined here as the expected

goals value of the last shot event in the possession sequence following the pass. Stöckl

et al. [63] build a similar framework by treating tracking data snapshots as graphs. They
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train graph neural networks for pass completion and selection, as well as threat which is

the probability of a successful pass resulting in a shot in the next 10 seconds.

Anzer and Bauer achieve state-of-the-art results in pass completion and receiver predic-

tion using XGBoost and features engineered from tracking data [3]. They use a physics-

based model to estimate ball trajectory and a data-driven player motion model to estimate

the reach of the receiver, and show that features derived from both approaches are highly

impactful on predictive performance. Dick et al. [19] use a similar physics-based ap-

proach with ball trajectory and player model prediction, but instead of tree-based models

they combine recurrent graph neural networks and mixture density networks to estimate

an availability values for pass receivers.

As tracking data and advanced data collection have become more commonplace, pub-

lished work on passing in ice hockey has begun to emerge in recent years. Ritchie et al.

[53] use tracking data gathered from the women’s olympic games to construct physics-

based models for puck and player motion, as well as probabilistic models for rink control

and how much a pass increases scoring probability. Radke et al. [49, 50] use tracking

data from the NHL to model the passing lane of completed passes as a measure of pass

difficulty. They also develop a methodology to discern banked and rim passes from direct

passes, as the dynamics of pass lane calculation changes with these pass types.

2.1.3 Action and possession value frameworks

Action frameworks are comprehensive approaches that attempt to quantify the value of an

action space, and subsequently are able to assign value to each action that has been per-

formed over the course of a match. They are usually constructed using event data, with

additional features derived from tracking data when available. Possession value frame-

works, on the other hand, attempt to assign value to any given moment a player is in

possession of the ball or puck. Possession value frameworks usually combine an ensem-

ble of models that are trained using tracking data representations. During inference, the

ensemble can then estimate the value of a possession, regardless of whether an action

has happened, as well as estimate how likely a player is to choose an action given the

game state.

Rudd was the first to propose a framework for estimating the expected value of actions

in soccer using Markov chains [56]. They discretize actions into 37 states based on field

location, defensive readiness and set pieces, with goals and possession losses defined

as the two absorbing states. The concept of expected possession value was introduced

by Cervone et al. [13] in basketball, who similarly frame the actions a player can take

as a Markov decision process. They construct hierarchical models for micro-transitions,

which represents player movement when the ball does not change possession, as well

as macro-transition entries and exits, which represent the probability of an action and its
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outcome respectively.

Action values were popularized in soccer with the concept of expected threat (xT) by

Singh, who introduced a simplified version of the Markov chain framework [61]. They par-

tition the field into zones and consider only moving and shooting as the possible actions a

player can take, assigning value based on how much an action increases the probability

of scoring in the next five actions. Decroos et al. [18] consider a broader action space of

on- and off-the-ball events, and propose the VAEP (Valuing Actions by Estimating Prob-

abilities) framework. Compared to previous approaches, VAEP assigns value to actions

according to how much they affect both the scoring as well as the conceding probability

of a team. They use a window of the next 10 events to determine whether an action has

led to a goal being scored or conceded.

Based on their earlier work with SoccerMap, Fernández et al. [23] were the first to pro-

pose a real-time possession value framework for soccer. They build convolutional neural

networks to estimate the outcome and value of shots, passes, and ball drives using full

tracking data from two seasons of the English Premier League. The final possession

value estimation is acquired by conditioning the output of these models with an overall

action selection probability. To train their models, they assign a value of 1 to actions that

have led to the team scoring a goal, and -1 to ones that have led to conceding a goal in

the next 15 seconds. Their approach allows for failed actions to have positive value, and

cab model the value of passes across all locations on the field.

In ice hockey, the ridge regression model by Macdonald [40], and the competing pro-

cess hazard models by Thomas et al. [64] can be considered the earliest approaches to

valuing actions. Schuckers and Curro refined the ridge regression approach by including

variables on home-team bias and the location of shift starts as a measure of the difficulty

of a player’s deployment [58]. Routley and Schulte were the first to frame valuing actions

in ice hockey as a Markov decision process [55]. They use a large dataset of public event

data from the NHL and apply reinforcement learning techniques to compute a Q-function

that values actions based on two possible rewards: scoring the next goal and receiving

the next penalty.

Schulte et al. [59] applied the Markov game model to highly-granular proprietary event

data that included containing information on the location of the events. They assign re-

wards based on which team scores the next goal and which team wins the match. Liu

and Schulte then improved this approach with deep reinforcement learning techniques by

approximating the Q-function with a dynamic LSTM neural network, which is optimized

using an on-policy temporal difference learning algorithm [37]. They also introduce the

Game Impact Metric (GIM) for aggregating the action values of a player. Liu and Schulte

further extend their model to encode player-specific information by proposing a variational

ladder autoencoder for learning agent representations [38].
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2.1.4 Summary

Table 2.1. An overview of action and possession value frameworks.

Method Author Year Sport Window Tracking

Reinforcement learning Rudd [56] 2011 Soccer Next goal No

Stochastic process models Cervone et al. [13] 2014 Basketball Next point Yes

Reinforcement learning Routley & Schulte [55] 2015 Hockey Next goal No

Reinforcement learning Schulte et al. [59] 2017 Hockey Next goal No

Deep RL Liu & Schulte [37] 2018 Hockey Next goal No

Reinforcement learning Singh [61] 2019 Soccer 5 actions No

Gradient-boosted trees Decroos et al. [18] 2019 Soccer 10 actions No

Gradient-boosted trees Stats Perform 2019 Soccer 10 seconds No

Variational autoencoder Liu & Schulte [38] 2020 Hockey Next goal No

Convolutional NNs Fernández et al. [22] 2021 Soccer 15 seconds Yes

Gradient-boosted trees StatsBomb 2021 Soccer 2 possessions Yes

Table 2.1 provides a summary of the methods proposed for the action and possession

value frameworks presented above, as well as some proprietary approaches of which the

specific implementation details haven’t been published. Our work follows in the footsteps

of the expected possession value frameworks proposed by Cervone et al. [13] and Fer-

nández et al. [22], which estimate the value of a possession by combining the output

of multiple models trained on tracking data. We train our models using two popular ap-

proaches for modeling complex spatiotemporal data: gradient-boosted trees and deep

learning. The gradient-boosted trees use handcrafted features based on domain exper-

tise and previous work on shot and pass models. We also propose a simple graph neural

network structure that takes a graph representation of tracking data with minimal feature

engineering as its input.

2.2 Deep feedforward networks

Deep feedforward networks are the most commonly used class of deep learning mod-

els for tasks such as classification or pattern recognition. They are called feedforward

networks due to the nature in which an input is propagated forward through the interme-

diate layers of the network to produce an output. The goal of a feedforward network is

to approximate some function f �. In the case of y = f �(x), where input x is mapped

to category y, the network defines a mapping y = f(x; �) and learns the parameters �

that result in the best function approximation [26].

A deep feedforward network consists of an input layer, one or more hidden layers, and

an output layer. A real-valued vector of inputs is propagated through the hidden layers,

which map the input into a more expressive representation for approximating the desired
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Figure 2.1. A multilayer perceptron.

function. The depth of feedforward networks refers to the fact that approximating more

complex functions usually requires stacking multiple hidden layers together. The most

basic deep feedforward network structures is the multilayer perceptron (MLP), of which

an example is shown in Figure 2.1. Each layer of an MLP is fully connected to its pre-

ceding and succeeding layers. More advanced structures, such as convolutional or graph

networks, enable training deeper networks with larger inputs and learning specialized

representations of various problem domains.

Each hidden layer of a feedforward network contains units, or neurons, which compute a

weighted sum of features based on the inputs received from preceding layers. The unit

aj is defined as

aj = wT
j xi + b

where x is the input vector from the preceding layer i, with wT
j and b being the learnable

parameters for the weight vector and layer bias. An activation function �j is then usually

applied to introduce non-linearity to the output before the value is propagated forward in

the network. Activation functions are expanded upon in Section 2.2.1. The output of the

network can then be expressed as

y = �k
�
wT
k �k�1

�
wT
k�1 : : :w

T
1 x + b1

�
: : :+ bk�1

�
+ bk

�
where k is the depth of the network, or the number of hidden layers [26]. The parame-

ters � = fwT; bg are learned through a gradient-based optimization process. First, the

weights of the network are either initialized randomly, or by using a specific initialization

scheme intended to improve convergence during training. The gradient of the network

is calculated according to a loss function in a layerwise manner using backpropagation.

The weights of the network are then iteratively updated based on the direction of this loss

curve using gradient-based optimization methods. Loss functions and gradient-based

optimization is described with more detail in Sections 2.2.2 and 2.2.3.
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2.2.1 Activation functions

Activation functions are non-linear functions that are applied to the output of a unit to im-

prove the expressiveness of a neural network. It has been proven that with non-linearity,

a neural network with a depth of at least two layers becomes a universal function approxi-

mator [16]. Activations are usually continuously differentiable as it allows them to be used

with gradient-based optimization methods used for learning the network parameters. The

choice of activation functions also affects how well the gradient is propagated, and in turn

the speed of convergence during training.

Traditionally, the most commonly used activation functions have been the logistic sigmoid,

the hyperbolic tangent and the rectified linear unit (ReLU). A variety of novel activations

have been described since the renewed popularity of neural network research, with most

of them being variations of ReLU. These activations, like the exponential linear unit (ELU)

or the gaussian error linear unit (GELU), have been shown to yield performance gains on

various tasks, though the improvements they bring are often incremental [52].

Figure 2.2. Graphical representations of the sigmoid and leaky ReLU activation functions.

Most of the graph neural networks in our work use the leaky rectified linear unit as their

intermediate layer activations, and the sigmoid function as the final layer activation (both

plotted in Figure 2.2). The sigmoid activation is defined as

�(x) =
1

1 + e�x

and it has the useful additional property of bounding the output value between 0 and 1,

which makes it a common choice of activation function for the output of a network.
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The leaky ReLU function is defined as

�(x) =

8<:0:01x; if x � 0:

x; if x > 0:

where a small negative slope is added to the rectified linear unit �(x) = max(0; x) to al-

leviate convergence issues in learning tasks with sparse gradients. ReLU and its deriva-

tives have become the most common choice of activation for the intermediate layers of a

neural network, as they provide a faster and more effective convergence and mitigate the

vanishing gradient problem during training [25, 52].

For multi-class problems, the softmax activation or its variants are used in the output layer

of the network. We use it for the final layer activation for our action selection model. The

softmax function is defined as

�(xi) =
exiPn
j=1 e

xj

and it converts a vector of n inputs into a probability distribution of n outcomes, making it

a natural choice for when the output of a network is desired to be distributed multinomially.

The outputs are then normalized so that they sum to one.

2.2.2 Loss functions

Loss functions are functions used to estimate the difference between the outputs of a neu-

ral network and the ground-truth categories of the data, effectively measuring its predic-

tive performance. The parameters of a neural network are learned by either minimizing or

maximizing a particular loss function through gradient-based optimization methods. The

choice of loss function is dependent on the learning task, e.g. classification or regression,

as well as the underlying properties of the data. The loss functions used in this work are

presented below.

The definition of the negative log-likelihood for multi-class problems, which is commonly

referred to as cross-entropy is

E(ŷ; y) = � 1

N

NX
i=1

MX
j=1

(yij � log(ŷij))

with ŷ representing the outputs of the neural network and y the ground-truth for N sam-

ples of M categories. Cross-entropy is the standard choice of loss function for estimating

the maximum likelihood parameters of a neural network [8].
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The special case of cross-entropy when M = 2 is defined as

E(ŷ; y) = � 1

N

NX
i=1

(y � log(ŷ) + (1� y) � log(1� ŷ))

and is known as logarithmic loss, or binary cross-entropy. It is often used with a last-

layer sigmoid activation to output probabilistic predictions for binary outcomes. As most

of the models in our work can be framed as binary classification problems, we use the

logarithmic loss for all but the action selection model, which is framed as a multi-class

problem.

The mean absolute error is defined as

E(ŷ; y) =
1

N

NX
i=1

jy � ŷj

and is commonly used for regression tasks. It takes the average of the absolute value of

the differences between the output and the ground-truth labels. We use mean absolute

error for training the model that predicts the end location for a dump-in given a target

player, which is then included as a feature in other dump-in models.

2.2.3 Backpropagation and gradient descent

Backpropagation is a method used to estimate the gradient, or the loss curve, of a neural

network. It leverages the chain rule to calculate the layer-wise gradient in a backwards

manner. An input is forward-propagated through the network, and the error is calculated

according to a loss function that measures the numerical difference between the output

and its target category (see Section 2.2.2). The partial derivative of the loss function with

respect to weight wji of unit j is

@E

@wji
=
@E

@aj

@aj
@wji

= �jxi

where the partial derivative of the loss function with respect to the weighted sum of the

unit aj can be denoted as the error �j , and the partial derivative of aj with respect to wji
is the input vector xi from the previous layer [8].

The error �j can be expressed using the chain rule and taking the sum over all k units to

which j sends its inputs as

�j =
@E

@aj
=
X
k

@E

@ak

@ak
@aj

(2.1)
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The backpropagation algorithm is then constructed as

�j = �j(aj)
X
k

wkj�k (2.2)

by combining (2.1) with an activation function �j and the formula of the weighted sum of

the unit shown in (2.2). This algorithm can then be used recursively to accumulate the

error gradient over all the layers of the network.

The weights and biases are then updated iteratively with the objective of minimizing the

loss function until convergence. The most basic optimizer is gradient descent (also known

as steepest gradient descent). The update rule for gradient descent is

w(�+1) = w(�) � �rE(w(�))

where � denotes the iteration step andrE the error gradient [8]. The parameter � > 0 is

known as the learning rate, and is used to control the size of the update step. Choosing

the right learning rate parameter is often critical in training the model, as a too large value

may result in the algorithm converging early to a sub-optimal solution, while a too small

value may lead to non-convergence.

Stochastic gradient descent

Because steepest gradient descent defines the gradient with respect to every sample of

the training data, each update step requires re-evaluating the gradient according to the

new weights. This quickly leads to performance issues since the entire dataset has to be

processed again at every step. Steepest gradient descent is also prone to get stuck on

non-optimal local minima, as it is sensitive to the learning rate and the random initialization

of weights. This leads to requiring multiple training runs compared on their generalization

performance, becoming problematic as computational complexity increases with deeper

networks and larger datasets.

Various improvements to gradient descent have been proposed to achieve better conver-

gence and enable the training of deeper and larger networks. The simplest of these is

known as the stochastic gradient descent, which updates the weights either one training

sample or a mini-batch of multiple samples at a time [6]. The gradient of the update rule

is now

w(�+1) = w(�) � �rEn(w(�))

where rEn represents the error gradient for each of n samples or mini-batches. This is

computationally more efficient than processing the entire dataset as a single batch, and

introducing randomness into the update steps enables the optimizer to escape from local

minima as individual samples are unlikely to be stationary points in the gradient.
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Adam (Adaptive moment estimation)

Further improvements to optimizers have focused on developing approaches that dynam-

ically adjust the learning rate during training according to the error gradient. Optimiz-

ers that implement an adaptive learning rate tend to be more robust compared to other

stochastic methods because they are not as dependent on the initial learning rate and

are able to correct themselves when approaching sub-optimal minima.

The optimization method used in this work is the Adam stochastic optimizer, which has

been shown to provide the best performance in terms of convergence among adaptive

learning rate optimizers [57]. This is because Adam takes advantage of exponentially

decaying averages of past gradients and squared gradients to adjust the learning rate,

while other adaptive methods like AdaGrad and RMSProp only use one or the other [34].

The estimates of the first and second moment m(�) and v(�) of the error gradient are

defined as

m(�) = �1m(��1) + (1� �1)rE(w(�))

v(�) = �2v(��1) + (1� �2)rE(w(�))2

with the parameters �1 and �2 used to control the rate of decay. These are usually set

as �1 = 0:9 and �2 = 0:999 to ensure that the memory of the first moment lasts longer

as it captures the trend of the gradient, while the second moment changes faster as it

captures the magnitude of the gradient.

The update rule for Adam is

w(�+1) = w(�) � �p
v̂(�) + �

m̂(�)

where � indicates a small value added to the denominator to avoid division-by-zero errors.

The estimates of the first and second moment are usually bias-corrected to prevent the

zero initialization of the first and second moment from influencing the direction of the

gradient during the first steps of training.

2.3 Gradient boosting

Gradient boosting is an ensemble learning technique used for classification and regres-

sion tasks that attempts to minimize the residuals of a target variable by combining weak

learners to gradually improve the prediction error of the model. This is achieved through

an iterative gradient-based optimization process where simple sub-models, most com-

monly decision trees, are fit according to the direction of the error gradient given by a loss

function and added together until residual error converges.
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The boosted tree model is defined as the sum of all trees over M steps

fM(x) =
MX
m=1

T (x; �m) =
MX
m=1

JX
j=1


jI(x 2 Rj)

where x is the input vector, m is the current boosting step, and T is a parametrized

decision tree. A decision tree partitions the input space into J disjoint regions Rj that

represent the terminal nodes of the tree. Each region is assigned a constant value 
j that

is given by the mapping x 2 Rj ) f(x) = 
j [30].

Given a loss function L, the parameters � = fRj; 
jgJ of the tree that minimizes residual

error when added to the current ensemble are approximated using gradient-based opti-

mization. For each input xi of the training data and its respective ground truth category

yi, the negative error gradient gm is calculated by taking the partial derivative of the loss

function L(yi; f(xi)) with respect to the sum of all predictions in the current ensemble

f(xi) = fm�1(xi) as

gim = �

"
@L(yi; f(xi))

@f(xi)

#
f(xi)=fm−1(xi)

The new tree is then fitted to the components gim of the negative gradient (sometimes

referred to as pseudo-residuals), giving out the terminal regions Rj . For each region, the

constant 
j is solved by minimizing the loss function


jm = arg min



X
xi2Rjm

L(yi; fm�1(xi) + 
)

and the updated ensemble fm is acquired by adding the new decision tree to the existing

ensemble of predictions, repeating until convergence or a stopping criterion

fm(x) = fm�1(x) +
JmX
j=1


jmI(x 2 Rjm)

Several practical implementations have extended the general gradient boosting frame-

work described above with improvements to predictive performance, speed of conver-

gence, and the capability to handle different types of data. Popular implementations

of gradient boosting include XGBoost (eXtreme Gradient Boosting), LightGBM and Cat-

Boost. The boosting algorithm used in our work is XGBoost, as it has been shown to

provide a balance between generalizability and training speed [7].

XGBoost modifies the learning objective so that the loss function to be minimized includes

the regularization term 
(T ), which reduces overfitting by penalizing the complexity of the

model [14]. This results in the ensemble learning simpler functions which generalize bet-
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ter to unseen data. XGBoost also uses a shrinkage parameter � to reduce the influence

of individual trees and subsamples features in a column-wise manner at each boosting

iteration to further improve generalization [14].

2.4 Graph neural networks

Graph neural networks (GNN) are a class of deep feedforward networks that learn from a

graph representation of data. GNNs are often used for node-level tasks, but can predict

and classify edge- and graph-level tasks as well. They are commonly in domains such as

chemistry, physics and network analysis [72]. Structured tracking data in sports analytics

is a natural fit for graph representation learning, with the adoption of GNNs in related

problems becoming more prevalent in recent years [63, 4, 19].

A graph neural network takes an input graph G = (V ; E) consisting of nodes V and

edges E 2 V � V . The edges are usually represented as an adjacency matrix or list

A that encodes the connectivity between nodes. The graph may be accompanied by

a matrix of node features X 2 Rk�jV j, a matrix of edge features E 2 Rl�jV j�jV j, and

a global feature vector g 2 Rm; in turn the network may learn embeddings for nodes

zu;8u 2 V , edges ze; 8e 2 E and the entire graph zG .

Figure 2.3. The structure of a message-passing network. Node b computes the mes-
sages muv over its first-order neighborhood N (b) = fa; c; d; eg and itself [67].

In contrast to traditional feedforward networks that propagate their input forward in a se-

quential manner, GNNs require a message-passing scheme that preserves permutation

invariance (or equivariance). Invariance means the output of the network is unaffected by

the order of nodes and their connectivity, while equivariance means the output changes

similarly whether the node order is permuted before or after passing through the network.

At each iteration of message-passing, the messages muv = �(xu;xv) are computed

based on the features xu of each node u 2 V , and the features of each neighbor xv 2
XNu in its first-order neighborhoodNu [29]. A permutation-invariant aggregation function

is then applied to combine these messages as mNu . An update function �(xu;mNu) then
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combines this aggregated message with the node features xu to generate the updated

embedding hu. A visual representation of this scheme is shown in Figure 2.3.

The basic message-passing scheme is formally defined as

hu = �

 
xu;

M
v2Nu

 (xu;xv; euv;g)

!
(2.3)

where � and  are learnable neural networks, e.g. multilayer perceptrons. The aggrega-

tion function is denoted as�v2Nu , and can be any permutation-invariant function, such as

mean or sum, or even a learnable mechanism. Each k iteration of message-passing can

be likened to a layer of a feedforward network, with the hidden embedding hu representing

the aggregated information of the k-hop neighborhood of a node [29].

If the graph includes real-valued edge features euv 2 E, they can be considered in the

message-passing scheme by concatenating the edge feature vector with the node feature

vectors as [xu�xv� euv]; 8v 2 Nu [5]. Similarly, if a global context vector g is available,

it can be included through either concatenating it with the hidden embeddings after the

message-passing scheme as [hu � g];8u 2 V , or by creating an additional global node

that is connected to every other node in the graph [5].

Graph neural networks are trained by updating the embeddings according to a loss func-

tion using a gradient-based optimization process until convergence or a stopping crite-

rion is reached. The optimization process is described in more detail in Section 2.2.3.

The final node-level embeddings for K iterations of message-passing are obtained as

zu = h(K)
u ;8u 2 V . These embeddings can then be pooled together to obtain the graph

embedding zG using a readout function such as sum or mean, or used directly in node

classification and link prediction tasks.

2.4.1 Graph attention networks

The performance of the basic message-passing GNN has been shown to improve across

various tasks when an attentional mechanism is leveraged for aggregating the node

neighborhood Nu. This type of architecture is referred to as the graph attention network

(GAT) [68]. The basic idea of attention is to include a learnable matrix of scalar weights

aT for each neighbor in the aggregation function, and let the network implicitly learn the

importance of neighboring nodes during training (shown in Figure 2.4).

The message-passing scheme of a GAT is defined as

hu = �

 
xu;

M
v2Nu

a(xu;xv; euv;g) (xv)

!
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Figure 2.4. The structure of a graph attention network. Node b computes the messages
muv over its first-order neighborhood N (b) = fa; c; d; eg and itself, learning an implicit
weight � for each message [67].

where the basic message-passing shown in Equation (2.3) is extended by including an

attention mechanism a in the neighborhood aggregation. We use the dynamic variant of

attention, which conditions the ranking of the attention weights on the node that is being

queried during aggregation. This has been proven to be more expressive than the strictly

static graph attention of the original GAT network [9].

Dynamic attention is defined as

a(xu;xv; euv;g) = softmax
v2Nu

aT�
�

W1xu + W2xv + Weeuv + Wgg
�

(2.4)

where W1;W2;We;Wg are learnable weights and aT is the attention weight matrix.

The activation function � is the leaky rectified linear unit. A softmax function is then used

to normalize the weights across the node neighborhood Nu before aggregation. The

definitions for the leaky ReLU and softmax functions can be found in Section 2.2.1.

2.4.2 Principal neighborhood aggregation

Graph neural network architectures have traditionally used only one aggregation function

in their message-passing scheme, most commonly the mean or the sum. Depending on

the structure of the graph being learned, however, a single aggregation may fail to properly

differentiate between aggregated neighborhoods. For example, the mean aggregation is

sufficient when a weighted average of neighborhood messages is desired, but may fail on

discrete tasks where the min or max aggregation would better assign credit. Moreover,

graphs with a high degree of connectivity may benefit from a more nuanced aggregation

approach.

Corso et al. [15] prove that size n real-valued multisets of node features of size n re-

quire at least n aggregators for proper discrimination. They show that combining multiple
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aggregations improves the expressiveness of many popular GNN architectures, and pro-

pose the principal neighborhood aggregation (PNA) approach as

M
=

"
I

S(D;�=1)
S(D;�=�1)

#
| {z }

scalers




"
�
�

min
max

#
| {z }

aggregators

where multiple aggregation functions are combined with degree scalers using the tensor

product 
. Scalers S are defined as attenuating or amplifying operations which are used

to normalize the degree of neighborhood messages with logarithmic scaling. Here, I

stands for the identity function. The PNA operator can then be used in place of aggre-

gation functions in existing GNN architectures utilizing a linear embedding or an attention

mechanism. As the graphs in our work do not significantly differ in degree, we omit the

scalers and adopt the multiple aggregation approach for our readout functions.

2.4.3 Heterogeneous graphs

Modeling possessions in ice hockey can be understood as a multi-agent environment

learning task. The players and goaltenders belonging to both teams are individual as

well as co-operative agents, with specific characteristics and interaction types. It is then

intuitive to consider these differences when forming the graph representation. Such graph

representations are referred to as heterogeneous graphs, with nodes v 2 V and edges

e 2 E of graph G = (V ; E ;A;R) being associated by type mapping �(v) : V ! A and

�(e) : E ! R [32].

While typical GNN architectures learn a shared representation across graph structures,

architectures for heterogeneous graphs attempt to represent separate feature spaces for

each type of node and interaction. Most existing approaches in the literature, however,

only consider the problem from the perspective of node heterogeneity, or use edges to

only learn discrete type-based embeddings. As we can derive real-valued edge features

from our data, it would be preferable that the architecture used takes full advantage of the

information available.

The heterogeneous GNN architecture used in this work based on the HEAT network pro-

posed by Mo et al. [43], It addresses the aforementioned problem by learning separate

embeddings for each node type a 2 A given a matrix of node features X, an embedding

for a matrix of discrete edge types r 2 R, and an embedding for a matrix of real-valued

edge features E. Node features are projected using the learnable transformation ma-

trix x� = M�(u) � xu, and the edge features and edge types of a node are projected by

e� = M�(e) � euv and e� = M� � ruv respectively.
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The message-passing scheme is now defined as

hu = �

 
x�(u);

M
v2Nu

a
�
x�(u);x�(v); e�; e�

�
 
�
x�(v); e�

�!

where the aggregation function �v2Nu is the sum, and a denotes the dynamic attention

mechanism described in Equation (2.4). The embeddings of the transformed edge fea-

tures and edge types are considered in the attention mechanism by concatenating them

together. The edge feature embedding is also included when computing the messages

over the neighborhood.

2.4.4 Batch normalization

Batch normalization is a technique used to mitigate the problem of covariate shift dur-

ing the training of neural networks. Covariate shift refers to the distribution of a neural

network layer’s inputs changing as the outputs of its previous layer change during train-

ing. This renders the training sensitive to the parameter initialization and the choice of

learning rate, requiring careful tuning to avoid non-convergence. Batch normalization at-

tempts to reduce this covariate shift by introducing a layer into the network that performs

normalization on its inputs at the mini-batch level.

A batch normalization layer takes each scalar feature and normalizes them independently

so that their mean is 0 and variance is 1. This is done by taking the mean and variance of

each feature across the mini-batch, and dividing the difference between the feature value

and its mean with the square root of the feature variance. Batch normalization layers can

also include learnable affine transformations which scale and shift the normalized features

to ensure the normalization can represent the identity transform [33]. Batch normalization

is shown to make neural networks less sensitive to initialization and shorten training times

by enabling the use of larger learning rates without sacrificing accuracy [33].

Owing to the special nature of the data representation used as inputs for graph neural net-

works, several modifications to batch normalization have been developed in an attempt to

consider the properties of the graph structure. In this work we use the graph normaliza-

tion layer proposed by Cai et al. [11]. The graph normalization layer takes the graph-level

mean and variance of each scalar feature and includes a learnable shift to balance the

effect of the mean. It has been demonstrated to both improve the speed of convergence

during training and increase the generalization capabilities of the network [11].

2.5 Probability calibration

Probability calibration refers to evaluating the reliability of predictions produced by prob-

abilistic classifiers and the methods used to obtain well-calibrated posterior probabilities.
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Binary outcomes are considered to be well-calibrated when their predicted probabilities p

occur approximately p fraction of the time [44]. Miscalibrated models produce predictions

that over- or underestimate the true occurrence rate, leading to problems with inferring

decisions based on model outputs.

Figure 2.5. An example of a reliability plot. The diagonal line represents ideal calibration.

The reliability plot is a common method for visually evaluating model calibration. A relia-

bility plot is formed by binning together predicted values either uniformly or by quantiles,

and then plotting the averaged outcomes of the bins against the ideal calibration y = x.

The model is better calibrated the closer the line of the binned observations follows the

ideal calibration line. An example of a reliability plot is shown in Figure 2.5. The quantile

strategy is preferred for outcomes that are clustered together, as the uniform strategy may

result in sparse bins with few observations in one end of the distribution.

The calibration of a model can also be quantified using error measures. A popular metric

for measuring model calibration has been the expected calibration error, which follows the

binning approach of reliability plots. Expected calibration error is defined as

ECE =
kX
i=1

P (i) � jyi � ŷij

where a weighted average is taken over the differences of a set of binned predictions and

their respective ground-truth values [44]. Here yi represents the true fraction of positive

instances, ŷi the mean of predictions in bin i, and P (i) is the total probability of a sample

belonging to bin i.

Traditionally, performing calibration on predictions has been done as a post-processing
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step by learning a rank-preserving mapping between the posterior probabilities and the

well-calibrated ones. Common approaches include Platt scaling and isotonic regression.

Platt scaling fits the predictions using a sigmoid function, while the more generalizable

isotonic regression uses a monotonically increasing fit [45]. More recently, an approach

based on the beta distribution has been shown to be more powerful than Platt scaling

while requiring less data than isotonic regression [35].

Deep neural networks have been shown to often produce miscalibrated posterior prob-

abilities, with convolutional neural networks trending towards overconfidence, and graph

neural networks towards underconfidence [28, 69]. The most common approach to cali-

brating the predictions of a neural network is temperature scaling, where a temperature

factor Tp is learned and used to scale the vector of logits that is passed onto an output

layer with a softmax activation [28]. This has been extended to graph neural networks,

where a unique temperature factor is learned nodewise [69].

2.6 Receiver operating curve

The receiver operating characteristic curve or ROC curve is a graphical method of rep-

resenting the capability of a classification model to discriminate between true and false

positives [21]. It is commonly used to assess the performance of probabilistic classifiers

on imbalanced data. The true positive rate and false positive rate are defined as

TPR =
TP

TP + FN
FPR =

FP

FP + TN

where TP;FP;TN and FN denote the amount of true positives, false positives, true

negatives and false negatives of a classifier at a given classification threshold. The per-

formance of the classifier with respect to TPR and FPR is aggregated over all possible

classification thresholds to form the points of the ROC curve [21].

Figure 2.6 shows an example of a ROC curve. It is customary to add a reference line to

the plot representing an unskilled classifier that assigns probabilities to classes based on

random chance. The ROC curve is commonly summarized using the area under the curve

(AUC). An AUC of 1 would imply that the predictions of the model are always correct, while

an AUC of 0 would mean the model is always wrong. AUC can be interpreted as a scale-

invariant measure of the classifiers ability to rank binary predictions, i.e. how likely it is

that the classifier ranks a random positive sample higher than a random negative sample.
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Figure 2.6. An example of a ROC curve plot. The diagonal line represents random
chance.
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3. EXPECTED POSSESSION VALUE

Before defining the expected value of a possession, we need to define the concept of a

possession in ice hockey. While there is no official definition, it is generally accepted that

possessions refer to sequences of play when a team is in control of the puck. Possession

sequences can be further divided into sections in which individual players have control

of the puck, and perform actions like passing, shooting, and moving with the puck. We

are interested in estimating the instantaneous value of these individual possessions, and

want to assign a continuous value for any given moment a player controls the puck on

the blade of their stick. This allows us to evaluate how much value a player adds with the

actions they take, as well as how the value of possessions develop across possession

sequences, or the duration of the entire match.

A possession has three possible outcomes: the team in possession scores a goal, the

team in possession loses the puck and concedes a goal, and that neither team scores a

goal before possession changes teams again. The expected value of a possession can

then be modeled as the expectation of its outcome G 2 f1;�1; 0g.

Definition 3.1. The expected value of a possession at time t given outcomeG is EPVt =

E[GjTt], where Tt 2 	 is a representation of the current possession belonging to a high-

dimensional space 	 of spatiotemporal data.

We define the expected value of a possession according to Fernández et al. [23] as given

by Definition 3.1. We build possession representations using event data, which describes

the actions taken by players, and then synchronize it with snapshots of tracking data. We

also include information about the match context, like whether the team in possession is

leading or trailing, or how much time is left in the game, as these factors influence the

players’ decision making.

The problem of estimating the expected value of a possession has been framed as a

Markov decision process (MDP) in existing literature, with approaches developed for mod-

eling possession value in soccer and basketball, as well as action values in ice hockey

[23, 13, 59]. We define the MDP given a set of all possible possession states S and a

discrete set of actions A the player can take while in possession of the puck, and learn

the state-value function V (s) for the expected future reward of state s based on the policy

�(s; a), which defines the probability to take action a in state s. Instead of learning the
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state-value function and the transition probabilities of the optimal policy, we are essen-

tially learning the average policy based on what actions have been taken in states similar

to s and how often they have resulted in a goal being scored or conceded.

3.1 Defining the reward

The objective of a team in a game of ice hockey is to win by scoring more goals than their

opponent. Each action a player takes can be assumed to (or, at least, be intended to)

either increase the probability of their team scoring a goal, or decrease the probability of

their team conceding a goal. Therefore, the positive reward of an action can be defined as

how much it is expected to increase the probability of the team scoring, and conversely the

negative reward, or risk, can be defined as how much an action is expected to increases

the probability of the opponent scoring. The expected reward of a possession is then the

sum of the expected reward (and risk) of the possible actions a player can take.

While goals are an objective measure of success, they are observed infrequently. In our

dataset of the Liiga regular seasons 2021–22 and 2022–23, an average of five goals

are scored per match1. A regulation-time match has approximately 200 possession se-

quences by our definition, which means a goal is scored approximately every 40 se-

quences. The scarcity of positive samples accompanied with deciding which actions are

assigned credit for goals make estimating the expected possession value a difficult learn-

ing task. Related work in soccer, where the imbalance is even more pronounced, has

addressed this problem by using time windows that assign all actions preceding a goal

within a defined period of time as positive samples (see Table 2.1).

Figure 3.1. Density plots of durations for all possession sequences, and possession
sequences categorized by their start zones.

1Empty-net and shootout-winning goals are excluded as we do not consider these in the modeling pro-
cess.
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To determine the optimal window length for ice hockey, we analyze the duration of posses-

sion sequences in our dataset. Figure 3.1 shows density plots of possession sequence

durations, with the median duration of a sequence being 10.5 seconds. Approximately

60% of possession sequences begin in the defensive zone, where the defending team

most often wins back possession and recovers loose pucks dumped in by the opponent.

Sequences that begin in the defensive zone tend to be longer because teams that recover

unpressured loose pucks often take time to regroup in their defensive zone, or wait until

a line change is completed before attempting to progress play again.

Possession sequences in the neutral zone usually begin from recovering loose pucks and

won faceoffs, which means the player in possession often resorts to dumping the puck

in the offensive zone due to lack of passing options. True turnovers in both the neutral

and offensive zones are more likely to generate a counter-attack that leads to a shot

attempt, which often ends the possession sequence as the puck goes loose. Similarly,

recovering a loose puck in the offensive zone will likely be met with greater defensive

pressure from the opponent and a greater chance of losing possession. Overall, 25%

and 15% of possession sequences begin in the neutral and offensive zones, and make

up 20% and 32% of the goals scored in our dataset respectively.

Figure 3.2. Median duration of possession sequences from the moment of progression,
categorized by start zone and separated by team strength. Defensive and neutral zone
sequences where the opponent wins back possession in the same zone are ignored.

As the dynamics of play differ significantly between even strength and powerplay2 situa-

tions, it is salient to analyze them separately. Figure 3.2 shows the median duration of

possession sequences that have progressed to the next zone. Here, duration is calcu-

lated from the moment of progression, which we believe better represents the periods of

play when players attempt progressive actions. The moment of progression is defined as

2Powerplay situations refer to periods of play where one team plays with a temporary numerical advan-
tage due to an infraction committed by the opponent.
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when a team exits their defensive zone for defensive zone sequences, and when a team

enters the offensive zone for neutral zone sequences. Because teams do not willingly

regress play and regroup in a previous zone after recovering the puck in the offensive

zone, we calculate the duration of these sequences as-is.

It can be seen that possession sequences in even strength play, which make up for 75%

of game situations, are significantly shorter than powerplay sequences. Even strength

sequences that lead to goals from the defensive and neutral zones last 8 to 10 seconds

on median from the moment of progression and are longer than the median sequence

beginning from these zones. This difference is explained by a significant number of zone

exit and zone entry attempts successfully defended against by the opponent, leading to

loss of possession. The relationship is reversed in the offensive zone, where the highest

chance of scoring follows immediately after forced turnovers before the opponent can

reorganize defensively.

Powerplay sequences tend to last longer because the numerical advantage provided by

the situation allows for the attacking team to both maintain possession more effectively

and set up more dangerous scoring chances. As powerplay situations begin from an of-

fensive zone faceoff, sequences that begin from other zones mean the defending team

has managed to clear the puck from their defensive zone. The median duration of se-

quences that lead to goals from the defensive and neutral zones is again longer as teams

that successfully re-enter the offensive zone will usually take time to set up their power-

play. In general, successful sequences on the powerplay last over 20 seconds on median.

Based on the analysis of possession sequences, we performed preliminary experiments

by comparing the base scoring rates of common in-game scenarios like odd-man rushes

and cycle plays with outputs from models trained using different window lengths. We

found that a window of 8 to 10 seconds provides the best balance between short- and

long-term reward in terms of calibrated estimates for true cumulative scoring rates across

matches. The final window length is chosen as 10 seconds because it is closest to the

median duration of all sequences. Stoppages of play and periods ending are also consid-

ered to end the possession even if a goal is scored afterwards within the time window.

3.2 Defining the action space

The possible action space available to an ice hockey player during a match is theoretically

infinite, and the decisions a player takes can be divided into arbitrarily granular levels.

Therefore, to ensure that the action space is computationally tractable and feasible from

a data collection perspective, it is necessary to define a reasonably-sized, discrete set of

actions. Building the possession value framework upon common ice hockey actions also

has the benefit of making its output interpretable from an ice hockey practitioner’s point

of view. We define our set of actions as shots, passes, carries, dump-ins and dump-outs,
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covering most of the on-puck actions players are commonly evaluated on.

3.2.1 Shots

Shots are actions where a player strikes, moves or redirects the puck towards the net,

primarily in an attempt to score a goal, but sometimes to generate opportunities for tip-ins

and rebounds in the net front area. Figure 3.3 shows the scoring probability of shots and

their frequency by location. Shots are taken more frequently towards the perimeter of the

offensive zone as teams prioritize defending the center, preferring to let the opponent take

low-probability shots away from the net. The most dangerous scoring chances come from

shots taken inside the slot, which is the area between the goalposts and the two faceoff

spots in the offensive zone. The inner slot, which refers to the diamond-shaped part of

the slot spanning from the goalmouth to the hashmarks of the faceoff circles, is where the

scoring probability is highest with approximately 1 in 5 shots resulting in a goal.

Figure 3.3. Scoring probability and frequency of shot events by their x coordinate.

We define the success criterion for shots as whether they result in a goal. We do not

calculate the risk for shots that are missed, blocked, or saved. This is a limitation in

our dataset as shot attempts that are blocked or prevented in the immediate vicinity of

a shooter, i.e. if the puck does not travel for any significant amount of distance, are not

recorded as shot events per the data definition. As these situations have the highest

chance of causing dangerous turnovers that lead scoring chances for the opponent, at-

tempting to model the risk of unsuccessful shot attempts would produce biased estimates.

Most of these failed shots, however, end up being categorized under failed carry events in

our current data. Similarly, we do not have information on whether a shot generated a tip-

in or a rebound (though rebounds that lead to shots can be derived), so we do not model

these aspects explicitly but instead consider them during credit assignment for actions.
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3.2.2 Passes

Passes are actions where a player attempts to transfer the puck to another teammate

in order to progress play or maintain possession. Figure 3.4 shows that the successful

passes which lead to goals with the highest probability are ones played into the slot,

as these are likely to generate a high-danger scoring chance. The highest number of

successful passes are played towards the area near the offensive blueline, which is where

teams most often return possession during a cycle offense and on the powerplay.

Figure 3.4. Scoring probability of successful and failed passes by their end location, and
frequency by their x coordinate. The team in possession is attacking towards the right
net. Note that the histograms are relative.

While most failed passes in the defensive zone are intercepted near the boards, the

passes that do get intercepted centrally are the most dangerous in terms of conceding

a goal, and players generally try to avoid such risky cross-ice passes in their defensive

zone while being forechecked by the opponent. Passes that get intercepted inside the

offensive zone near the blueline also appear relatively risky, as opponents may be able to

generate odd-man rushes from such situations.

Passes are defined as successful if they reach their intended target and the receiver is

able to control the puck. We model direct passes together with indirect passes (e.g.

banked off the boards, played along the rim), though a future direction would be to con-

sider them separately as indirect plays affect the success probability of passes. Unsuc-

cessful passes are divided into two categories: intercepted and missed passes. As the

loose puck recoveries from missed passes very rarely result in the opponent scoring goals

in our dataset, we leave these passes out when modeling passing risk, but include them

when modeling the transition probability of a pass.
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3.2.3 Carries

Carries are actions in which a player moves while in control of the puck. As the path

players take when carrying the puck may consist of multiple segments, we derive discrete

pseudo-events from these movement paths. A player must move for at least 1 second and

2 meters for a carry sequence to begin, and each sequence is separated into successive

1-second length carry events. If the final carry of a sequence would have a duration of

less than 0,5 seconds, we consider it and the penultimate carry as a single carry event.

We define the end location of a carry to be the projected location of the puck carrier 1

second into the future based on their current velocity. Figure 3.5 shows that the probability

of scoring after carries increases the closer they occur to the net, with a corridor-like

pattern between the faceoff circles that is typical of breakaways3. The highest risk of

conceding a goal resulting from a failed carry is in the center of the defensive zone,

usually following an unsuccessful zone exit attempt by the team in possession.

Figure 3.5. Scoring probability of successful and failed carries by their end location, and
frequency by their x coordinate. The team in possession is attacking towards the right
net. Note that the histograms are relative.

The success criterion of a carry is that the puck carrier maintains controlled possession

or manages to play the puck forward (e.g. a pass or a dump-in) in the next 1 second. This

means that if an opponent manages to force the puck carrier into a puck contest near the

boards, we consider the carry to be unsuccessful. Approximately 1 in 10 carry attempts in

our data are unsuccessful. These tend to be more common in the offensive zone, where

the puck carrier is subjected to greater defensive pressure, as well as behind the goal line

in the defensive zone, where opponents will most likely win the puck after dump-ins.

3Breakaways are high-danger situations where the player in possession of the puck is able to advance
on the net without any opposition defenders between them and the goaltender.



31

3.2.4 Dump-ins

Dump-ins are actions where a player plays the puck towards an empty space inside the

offensive zone without specifically attempting to pass it directly into the possession of

another teammate. They are generally utilized to force entries from the neutral zone

into the offensive zone, or to maintain pressure inside the offensive zone while avoiding

turning the puck over near the blueline. Teams that dump the puck intend to recover it by

reaching the puck first, or by winning the ensuing board battle, and if unsuccessful then

force the opponent to turn over the puck on the forecheck. They are also used to gain

time for performing a line change, usually after a long shift on the ice.

Figure 3.6. Scoring probability of successful and failed dump-ins by their end location,
and frequency by their x coordinate. The team in possession is attacking towards the
right net. Note that the histograms are relative, and that "recovered" refers to reaching
the puck first.

We define the success criterion of a dump-in to be that a teammate is able to reach the

puck first, as this is what the player that dumps the puck in has the most control over.

Figure 3.6 shows that most dump-ins are predictably played behind the goal line, and

that they rarely lead to goals being scored directly. This is because even if a teammate

reaches the puck first, a defender is often close by to force them into a board battle

before they are able to successfully recover possession. The empirical risk of conceding

a goal after an opponent reaches a dump-in first is effectively zero for the same reason,

and teams are rarely in a position to attack immediately after retrieving a dump-in in

their defensive zone. The locations with higher scoring probability closer to the center of

the offensive zone are uncommon and highly situational plays where pucks have been

chipped in or banked off the end boards to create an odd-man rush or a breakaway.
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3.2.5 Dump-outs

Dump-outs are actions where a player plays the puck towards an empty space outside

the defensive zone without specifically attempting to pass it directly into the possession

of another teammate. Players usually dump the puck out to exit their defensive zone,

either because passing or carrying the puck would be too risky due to pressure from the

opponent, or to force the opponent to regroup outside their offensive zone. Dump-outs

can also be used as a situational offensive strategy, where the puck is played into the path

of forwards that are attacking the space in the neutral zone.

Figure 3.7. Scoring probability of successful and failed dump-outs by their end location,
and frequency by their x coordinate. The team in possession is attacking towards the
right net. Note that the histograms are relative.

A dump-out is considered successful if it is recovered by a teammate, or if the puck ex-

its the defensive zone. Dump-outs are considered intercepted only when an opponent

recovers it inside the defensive zone. Figure 3.7 shows that most successful dump-outs

do not lead to goals, with a sporadic pattern of higher probabilities in the neutral zone

reflecting the situational nature of generating offence through dump-outs. The spikes in

the frequency of successful dump-outs at each blueline represent the puck being consid-

ered loose after a zone exit that is recovered by the opponent. Dump-outs are usually

intercepted near the boards with little risk of conceding. The central area near the blue-

line, however, shows a clear pattern of a significantly higher risk of conceding, as the

puck is often received in a position with little pressure with the defending team needing to

regroup.
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3.3 Defining the estimation

We frame the problem as a Markov decision process, and estimate the expected value

of a possession state s by learning its expected cumulative reward. This is given by the

state-value function V (s), which is based on the policy �(s; a) that defines the probability

to take action a in state s. We can then rewrite definition 3.1 as

EPVt =
X
a2A

h
E[GjA = a; Tt] P(A = ajTt)

i
where E[GjA = a; Tt] represents the expectation of outcome G with respect to each

action in the discrete action spaceA, which is then weighted by P(A = ajTt) representing

the probability of each action being taken. As described in section 3.2, we define the

action space as A = fS;P;C;DI;DOg denoting shots, passes, carries, dump-ins, and

dump-outs respectively.

The model can be decomposed into a framework of individual components that represent

the state-action value function Q(s; a) for each action a. This approach has been used

by Cervone et al. [13] in basketball and Fernández et al. [23] in soccer, and it allows for

a more granular and interpretable evaluation of how players and teams generate value

through their on-puck actions. It also enables the updating of model components sepa-

rately if improved data becomes available. We adapt the notation of Fernández et al. and

define the expected possession value by its components as

EPVt = E[GjA = S; Tt] P(A = SjTt)

+ E[GjA = P; Rt; It; Tt] P(A = PjTt)

+ E[GjA = C; Tt] P(A = CjTt)

+ E[GjA = DI; Rt; Tt] P(A = DIjTt)

+ E[GjA = DO; Rt; It; Tt] P(A = DOjTt)

where each action is represented by its expectation conditioned by the probability of that

action being taken. Note that we omit the tracking data snapshot Tt for brevity here

onwards.

In the context of pass actions, all teammates r 2 Rt (excl. goalies) are considered pos-

sible pass receivers, and all opponents i 2 It are considered possible pass interceptors.

Therefore, the expected value of a pass action is defined as the difference between the

total expectation of all possible successful passes and all possible pass interceptions
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E[GjA = P; Rt; It] =
X
r2R

"
E[GjA = P; O = 1; Rt = r]| {z }

Expected pass reward

P(A = P; O = 1; Rt = r)| {z }
Pass success probability

�E[GjA = P; O = 0; Rt = r; It]| {z }
Expected pass risk

P(A = P; O = 0; Rt = r)| {z }
Pass failure probability

#

P(A = P; Rt = r)| {z }
Pass receiver probability

where O denotes the outcome as 0 for failed passes and 1 for successful passes. The

expected reward and risk of each pass is weighted by the probability that the player in

possession chooses to pass to that teammate, and the probability of that pass being

successful or unsuccessful. The failure probability of a pass P(A = P; O = 0; Rt = r) is

trivially derived from the success probability as 1� P(A = P; O = 1; Rt = r).

The expected pass risk is expressed as

E[GjA = P; O = 0; Rt = r; It] =
X
i2I

E[GjA = P; O = 0; Rt = r; It = i]| {z }
Expected pass risk

P(A = P; Rt = r; It = i)| {z }
Pass interceptor probability

where the expected risk of a pass is weighted by the probability that an opponent is

the interceptor of that pass. Because the overall success probability of a pass includes

missed passes, and pass risk is evaluated only on intercepted passes, we include missed

passes as passes without an interceptor while learning the interception probability model.

Because our definition of carries has only one possible end location, the expected value

of a carry action is defined simply as

E[GjA = C] = E[GjA = C; O = 1]| {z }
Expected carry reward

P(A = C; O = 1)| {z }
Carry success probability

E[GjA = C; O = 0]| {z }
Expected carry risk

P(A = C; O = 0)| {z }
Carry failure probability

where O denotes the outcome as 0 for failed carries and 1 for successful carries. The

expected reward and risk of each carry is weighted by its success or failure probability.

The failure probability of a carry P(A = C; O = 0) is again trivially derived from the

success probability as 1� P(A = C; O = 1).
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A dump-in can be recovered by any player r 2 R except the goalie of the team that plays

the dump-in. The expected value of a dump-in action is

E[GjA = DI; Rt] =
X
r2R

E[GjA = DI; O = 1; Rt = r]| {z }
Expected dump-in reward

P(A = DI; Rt = r)| {z }
Dump-in recovery probability

where the risk component is omitted based on the empirical probability of conceding a

goal in the next 10 seconds from the opponent recovering a dump-in being effectively 0.

A dump-out can be recovered by any teammate r 2 R excluding goalies, or it can suc-

cessfully exit the defensive zone, while dump-outs can only be intercepted by opponents

i 2 I inside the defensive zone. The expected value of a dump-out action is the difference

between the total expectation of all possible dump-out recoveries and interceptions

E[GjA = DO; Rt; It] =
X
r2R

h
E[GjA = DO; O = 1; Rt = r]| {z }

Expected dump-out reward

P(A = DO; Rt = r)| {z }
Dump-out recovery probability

i
�
X
i2I

h
E[GjA = DO; O = 0; It = i]| {z }

Expected dump-out risk

P(A = DO; Rt = i)| {z }
Dump-out recovery probability

i

where the recovery probability is learned jointly for both teammates and opponents.

Dump-outs that are recovered by opponents after exiting the defensive zone are learned

without having a designated recovery player, and are omitted when learning the expected

reward of dump-outs.
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4. DATA AND POSSESSION VALUE MODELING

The event and tracking data used in this work is provided by Wisehockey. The Wisehockey

system generates real-time tracking data from ice hockey matches and applies machine

learning algorithms to automatically generate match events and statistics on the basis of

that data. The players and the puck are tracked with an indoor localization system based

on technology developed by Quuppa. Chips which transmit a Bluetooth low energy signal

are placed both inside the puck and in tags that are inserted into the shoulder pads of

players. This signal is received by locators that are positioned around the rink, which then

send the raw position data into the Wisehockey system during matches.

The puck and player positions are captured at a frequency of 50 Hz and 20 Hz respec-

tively, and under optimal conditions the system achieves a margin of error that is within

10 centimeters. In the context of hockey rinks, however, the margin of error will be larger

on the z axis due to the locators being positioned at the same level vertically. The raw

position data gathered by these locators is filtered before being passed onto the statis-

tics calculation pipeline, which is responsible for generating the event data. Finally, these

events go through manual validation process by trained operators.

We choose to model expected possession value using two different approaches: XG-

Boost, a gradient boosting algorithm, and a graph neural network. Gradient boosting al-

gorithms have several attractive properties, like being able to learn nonlinear interactions

between features, handling collinearity and missing values, and downweighting unimpor-

tant features during model training. XGBoost has been used to develop state-of-the-

art frameworks for modeling action and possession values in the domain of soccer (see

Section 2.1), and it has been shown to outperform the SoccerMap convolutional neural

network structure by Fernández and Bornn in pass-related tasks [22, 54].

Graph neural networks, on the other hand, are able to take a graph representation of

spatiotemporal tracking data as their input with little feature engineering required. Graph

representations have several desirable features for modeling the continuous-time multi-

agent environments of team sports like ice hockey and soccer. These include inducing

relational bias, which predicates the learning process on the graph structure and the

relationships between players, and permutation invariance, which eliminates the problem

of the input order of data affecting model outputs.
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The graph representation is also more memory-efficient compared to convolutional neu-

ral networks, another commonly used class of models used with tracking data, which

require transforming the data into a sparse image representation. Raabe et al. [48] per-

form a comparison between data representations on classifying turnovers in soccer, and

demonstrate that their proposed graph neural network design achieves better results over

convolutional neural networks with a significantly shorter training time. Graph neural net-

works have also been successfully applied in evaluating corner kicks [70], defensive play

[63], and tactical patterns [4] in soccer.

4.1 Data preparation

The event data provided by the Wisehockey system includes the player performing the

action and their team, the location and timestamp for the detected start and end points of

the event, and metadata related to the event. Tracking data snapshots are automatically

synchronized to align with the timestamps of the events. These snapshots include the

locations of each player, which team they belong to, their current shift lengths, and their

roles. An overview of these data attributes is shown in table 4.1.

Table 4.1. Description of event and tracking data attributes.

Name Type Range

Season id Discrete [2022, 2023]

Match id Discrete [0, 450]

Timestamp Continuous

Controlling player id Discrete

Controlling team id Discrete

Team offense direction Binary 1 for Right, 0 for Left

Puck x coordinate Continuous [-30, 30]

Puck y coordinate Continuous [-15, 15]

Team goal line Continuous [-26, 26]

Opponent goal line Continuous [-26, 26]

Player x coordinates Continuous [-30, 30]

Player y coordinates Continuous [-15, 15]

Player ids Discrete

Player team ids Discrete

Player roles String

Player shift lengths (seconds) Continuous [0, 306]

Event successful Binary 1 for Yes, 0 for No

Goal scored in next 10 s Binary 1 for Yes, 0 for No

Goal conceded in next 10 s Binary 1 for Yes, 0 for No
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Figure 4.1 shows an example of tracking data snapshot synchronized with the start of a

shot event. Players of the team in possession of the puck is represented as red circles,

and their opponents are represented as black circles. The arrow represents a successful

pass event preceding the shot with the white circle denoting where the pass was played

from and the green circle denoting pass reception. Here, the player that has taken the

shot has moved towards the middle of the ice after receiving the pass. Preceding events

can be trivially connected to each other using timestamp information inside possession

sequences. The top right corner of the figure shows the position of a referee. Referees

are also tracked by the system, but their positions are irrelevant for the scope of this work.

Figure 4.1. An example of a shot event with synchronized player positions.

The data we use is from the regular season matches 2021–22 and 2022–23 of Liiga, the

men’s top-level ice hockey league in Finland. We split 75 % of the 898 matches in our data

to train our models and use the remaining 25 % as the test set. The event counts and their

respective average success probabilities are shown in Table 4.2. We omit events where

the team whose scoring or conceding probability is being modeled is facing an empty net,

as well as shot events that have resulted from penalty shots, because the dynamics of

scoring change significantly in these situations.

Table 4.2. Event data counts and their average success probability for the Liiga seasons
2021–22 and 2022–23.

Event type Success Total Training Test

Pass 81,18 % 594 338 447 537 146 801

Carry 94,87 % 926 638 697 758 228 880

Shot 5,52 % 83 815 63 029 20 786

Dump-in 34,45 % 98 762 74 368 24 394

Dump-out 69,43 % 59 397 44 667 14 730

We normalize the data so that the team in possession is always attacking towards the right

goal. As the matches in our data are played in rinks with differing dimensions ranging from
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58 to 60 meters in length and 28 to 30 meters in width, we recenter the coordinates for

each position p = (px; py) from the center of the rink to the center of the goal. For the

transition and scoring probability models, we normalize p to the center of the right goal

in the offensive zone as p � pRightGoal, and for the conceding probability models to the

center of the left goal in the defensive zone as pLeftGoal � p.

Because missed and intercepted passes do not contain information about their intended

receiver, we impute this using an approach similar to the one proposed by Power et al.

[47] for soccer. We take the first 0.2 seconds of tracking data from the trajectory of the

puck during the pass and use it to estimate the velocity of the puck. We then project

where the pass would end up at intervals of 0,5 seconds, 1 second, and 1,5 seconds.

These intervals are chosen based on the majority of successful passes in our data lasting

between 0,5 and 1,5 seconds.

The position p of each teammate is projected similarly into the future based on their

velocity at the start of the pass, and we calculate the angle �(p;q) and the Euclidean

distance d(p;q) to the estimated pass end location q at each interval. We then perform a

ranking of possible pass targets using d(p;q)
d(p;q)min

� �(p;q)
�(p;q)min

and denote the teammate with

the highest score as the likeliest pass target for that interval. The intended pass receiver

is finally determined in a manner similar to the k-nearest neighbor algorithm, with the

teammate that had the highest number of matches over all intervals set as the likeliest

receiver of the pass.

4.2 Feature engineering

The predictive power of gradient boosting algorithms like XGBoost greatly benefits from

the data being represented in a way that the features of the data describe the properties

and relationships of the underlying domain as accurately as possible. The basic spatial

features derived from tracking data that are included in every model are the distance and

angle of the puck to the center of the goal, and the x and y components and the length

of the velocity of the player in possession. We also include the length of the current shift

by the player in possession, as well as the average shift lengths of both teams (excluding

goalies), to indicate the players’ level of relative fatigue.

We calculate the distance between points p = (px; py) and q = (qx; qy) as

d(p;q) =
q

(px � qx)2 � (py � qy)2 (4.1)

Note that because we have normalized the coordinates according to the center of the

goal, we do not need to calculate the difference again when determining the distance to
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goal. We calculate the angle between points p and q as

�(p;q) = atan2(qy � py; qx � px)

where the normalization of the coordinates means that the angle is defined in relation to

the center of the goal. We calculate the velocity of a player as

v = (ptx � pt�1
x ; pty � pt�1

y )

where pt and pt�1 are the positions of a player at time t and one second earlier from t

respectively. For the pass and dump-out models we also calculate the distance and the

angle from the player in possession to the pass target, and each player that can reach the

dump-out. For the dump-in models we calculate the distance from each player to the end

location of the dump-in, which is estimated using a graph neural network structure that is

further described in section 4.5.

4.2.1 Pressure features

The pressure exerted on a player has a significant effect on whether the next action they

take is successful, or if they can progress play with that action. We model the pressure

using Wisehockey’s algorithm, which outputs a value between [0; 1] representing how

much pressure is being exerted on a player. The algorithm is based on the position and

velocity of the player, and the positions and velocities of each opponent. We also include

features for the distance and angle to the closest opponent, as well as the velocity of the

closest opponent for the player in possession as well as the pass receiver.

Figure 4.2. The zone of pressure around player p (adapted from Radke et al. [51]). The
zone extends 1,5 m behind and 4,5 m in front of the player.

While the exact details of Wisehockey’s pressure algorithm are proprietary, it functions

similarly to previously developed approaches for quantifying the pressure exerted on a

player by Andrienko et al. [1] in soccer and Radke et al. [51] in ice hockey. A zone of

pressure is calculated around the position of a player p according to the threat direction

vector Vthreat, which can be the player’s own velocity, or calculated according to a location
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like the center of the opponent’s goal. An example of the zone of pressure as defined by

Radke et al. is shown in figure 4.2, with darker hues indicating a greater amount of

pressure exerted on the player. The total amount of pressure is then summed together

based on the positioning of the opponents inside the zone of pressure.

4.2.2 Tactical features

To represent the overall tactical structure of both teams, we use hierarchical clustering

to depict the vertical and horizontal positioning of defencemen and forwards, and derive

features based on these clusters. We also determine the area they cover by calculating

the convex hulls formed by the player positions excluding goalies. Finally, we count the

number of teammates and opponents that are closer to the center of the goal for the

player in possession. For pass models, we repeat this with the receiver of a pass, and

calculate the number of opponents the pass would overtake if completed.

Figure 4.3. An example of hierarchical clustering with two clusters per team.

Given a set of players p 2 P , we partition P into two clusters L1 and L2 using complete-

linkage clustering, where the distance between the clusters is defined as D(L1; L2) =

max
p2L1;p2L2

d(pL1 ; pL2) with d denoting the Euclidean distance defined in Equation (4.1). An

example of how the clusters are assigned is shown in Figure 4.3. The cluster centers are

then calculated by taking the average position of the players belonging to the clusters.

We use the distance to the cluster centers, the distance between the left- and rightmost

players belonging to a cluster, the average velocity of the players belonging to the cluster,

and the cluster centers themselves as features.

4.2.3 Goalie features

The positioning of a goalie significantly affects the probability of a shot being scored, with

situations where the goalie ends up out of position or is forced into a lateral movement
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usually resulting in high-danger scoring chances. For the shot model, we include features

for the goalie’s distance and angle from the center of the goal, the goalie’s distance and

angle to the shooter, and the absolute angle difference between the shooter and the

goalie to the center of the goal. We also calculate the angle formed by the position of the

shooter and both goal posts to represent the shooter’s visual angle to the goal.

Another important factor that affects the goalie’s ability to make a save is how well they

are able to see the shot. When a player blocks the goalie’s line of sight to the shooter, it is

referred to as screening. The probability of a shot being blocked is also higher when there

are several players between the shooter and the goalie. We calculate features related to

the shot lane as the number of teammates and opponents inside the cone formed by the

position of the shooter and the two goalposts, and if a teammate is screening the goalie,

we calculate the closest teammate’s distance and angle to the goalie.

4.2.4 Preceding event features

For the shot model, we are interested in quantifying the events that have preceded the

shot event, as the immediate situation before the shot often confers information that af-

fects the probability of the shot being scored. The preceding event features can be divided

into the pre-reception and the pre-movement of a shot. Pre-reception refers to the events

that have happened before the shooter has received the puck, while pre-movement refers

to the player’s movement after reception but before shooting.

We divide the pre-reception into features that describe the preceding pass or shot. For

passes, we use the distance and angle from the passer to the shooter, the duration and

velocity of the pass, and the absolute difference between the passer and shooter’s angle

to the center of the goal. We calculate the same features for the preceding shot excluding

the velocity. For pre-movement, we calculate the distance, angle, velocity, and duration

from the moment of reception to the shot. If the shot is taken immediately after reception,

these features are set to zero.

4.3 XGBoost

The components for estimating the expected possession value are modelled as binary

classification problems in XGBoost, with the action probability model being the sole ex-

ception as a multi-class problem between each type of action. We choose the logarithmic

loss as the loss function for our binary classification models, and cross-entropy as the loss

function for the action probability model. We train the reward, risk and success probability

models with each event corresponding to a feature vector in the data. For training the

pass receiver and interceptor models, and the dump-in and dump-out recovery models,

each applicable player is created a corresponding feature vector for that particular event.
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The practical implementation of the XGBoost models is done using Python. We set the

learning rate of the training as 0:05, and perform hyperparameter tuning for all other hy-

perparameters of the models using Bayesian optimization with the bayes_opt library [46].

The settings we use for the optimization process are three initial random exploration steps

and five optimization steps, with a 5-fold cross-validation of the training set at each step.

The hyperparameters and their respective parameter bounds are presented in Table 4.3.

Finally, we enforce some features to have a monotonically increasing or decreasing effect

on the model output based on domain knowledge. We constrain the effect of the distance

and angle to the center of the goal and the total amount of pressure as increasing, and

the distance to the closest opponent as decreasing.

Table 4.3. Parameter bounds for XGBoost hyperparameter tuning.

Hyperparameter Description Bounds

max_depth Maximum tree depth [4, 8]

n_estimators Number of trees [100, 200]

colsample_bytree Column subsample ratio per tree [0.3, 0.9]

gamma Minimum loss reduction to split leaf [0, 3]

max_delta_step Maximum delta step for leaf output [0.5, 3.0]

reg_alpha L1 weight regularization [0, 5]

reg_lambda L2 weight regularization [0, 5]

4.4 Graph representation

To transform our data into a representation consumable by a graph neural network, we

create a heterogeneous, undirected graph G(V ; E ;A;R) from each tracking snapshot

that corresponds to an event in our data. Each player is represented as a node belonging

to a set of vertices u 2 V , and the relationships between players are encoded by a set

of edges E 2 V � V . Each edge e = (u; v) 2 E corresponds to a relation between two

player nodes u and v, and because the graph is undirected e = (v; u) 2 E holds as well.

Each node and edge is also assigned a type as a 2 A and r 2 R respectively.

We perform �-neighborhood graph sparsification by pruning the edges with a distance

greater than the hyperparameter � as done by Raabe et al. [48] in their soccer-specific

graph representation. We set � = 8m based on our experiments, as lower thresholds

began to affect the model performance adversely. While this step does not influence

model evaluation, it decreased the amount of time spent training our models. An example

of the resulting graph is shown in Figure 4.4. It should also be noted that our graph does

not contain self-loops as including them did not improve model performance.
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Figure 4.4. Tracking data represented as a sparsified graph structure.

The player nodes and their connecting edges are encoded as real-valued vectors of node

features X 2 R[16;17]�jV j and edge features E 2 R5�jV j�jV j. Instead of denoting the

team assignment of players as binary variables as part of the node and edge features,

the heterogeneous graph representation allows us to learn them as part of the graph

structure itself. The node and edge types are represented as type vectors a 2 Z3�jV j and

r 2 Z2�jV j�jV j respectively. The feature and type vectors are described in detail in Table

4.4. Note that we use slightly different feature sets used depending on the task.

Table 4.4. Features and types of the graph representation.

Name Type Notes

Player position Node feature Normalized (x; y) coordinates

Player velocity Node feature (x; y) components and length

Player direction Node feature Sine and cosine of angle

Distance and angle to puck Node feature Sine and cosine of angle

Distance and angle to goal Node feature Sine and cosine of angle

Distance from boards Node feature Both side- & endboards

Player shift duration Node feature

Receiver indicator Node feature Only pass & dump-out models

Distance to end position Node feature Only carry & dump-in models

Distance and angle to player Edge feature Sine and cosine of angle

Player direction difference Edge feature Sine and cosine of angle

Team in possession Node type

Team out of possession Node type

Goalie Node type

Teammate Edge type

Opponent Edge type




