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Sensitivity testing involves assessing how a stimulus applied to test specimens affects
the probability of a binary response. While various methods for conducting such
tests efficiently have been proposed, there has been limited research on testing under
constraints on the stimulus levels that can be applied. These constraints can lead
to failure conditions in widely used methods. We consider two types of constraints
commonly encountered in practical experiments. We propose a new sensitivity
testing procedure, called Constrained Three Phase Optimal Design (C-3POD), that
is robust to failure due to these constraints. We give proofs regarding the convergence,
bias, and error of the Robbins-Monro and Robbins-Monro-Joseph (RMJ) procedures
under these constraints to justify their use both separately and within the C-3POD
procedure. The performance of C-3POD is compared with the Three Phase Optimal
Design (3POD) method under various constraints in Monte Carlo simulations. The
Robbins-Monro and RMJ procedures are shown to converge with bias, with the
resulting error being bounded by the severity of the constraint. The C-3POD method
eliminates failures where testing cannot be completed according to the procedure,
whereas 3POD exhibited varying failure rates, from minor to significant. In terms
of accuracy, the methods demonstrated similar mean-square error at small sample
sizes, irrespective of constraints, but the new method showed superior accuracy with
larger samples. Our findings are relevant for applications where testing conditions
are constrained, such as in the sensitivity testing of explosive materials, offering an
efficient and reliable alternative to traditional methods.

Keywords: Stochastic approximation, quantal response, optimal design, sequential
methods.
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1 Introduction

Sensitivity testing is a type of experiment that involves determining how a binary
response depends on a stress or stimulus that affects the probability of that response.
This approach is critical in fields such as toxicology, materials testing, and reliability
engineering, where understanding the threshold at which a subject responds to a
given stimulus is essential.

Past work in this area has been focused on the development of efficient methods
for conducting tests so that accurate estimates may be obtained with a limited number
of samples, along with studies comparing the relative efficiencies of these methods.
Early work in sensitivity testing includes the up-and-down method of Dixon and
Mood (1948), and the stochastic approximation method of Robbins and Monro
(1951). Neyer (1994) introduced the first widely used procedure applying a model-
based optimality criterion. His method was the first to use an initial design to ensure
parameter estimability, a feature that would become common in subsequent methods.

Recent developments have shown a renewed interest in non-parametric quantile
estimation, due to concerns about model misspecification. This can be attributed to
Joseph (2004), who introduced a variation of the Robbins-Monro procedure, called
RMJ, making it suitable for estimating extreme quantiles with binary response data
in sensitivity testing. Wu and Tian (2014a) introduced a multi-stage procedure
applying RMJ, called 3POD, which makes use of ideas from model-based methods
in order to stabilize the performance of RMJ when little prior information is available.
Further improvements to 3POD were then published by Wang, Tian, and Wu (2020).
Additionally, Wang, Tian, and Wu (2015) presented another related work that uses
an asymmetric loss function in RMJ to further enhance performance for extreme
quantiles.

Comparative studies have focused on the estimation efficiency of the methods and
robustness under model misspecification. Recent research, such as the simulation
studies by Wu and Tian (2014a) and Wang, Tian, and Wu (2020), indicates that
among modern methods, 3POD and RMJ demonstrate superior performance, with
3POD exhibiting greater stability. However, neither these comparative studies nor
the methods take into account the impact of constraints on the design points—the
varying levels of stimulus or stress at which tests are conducted.

In an early work by Wetherill (1963), the performance of the Robbins-Monro
method was compared with that of the up-and-down method. It was noted that
while the up-and-down method performs less effectively, its ability to operate under
precision constraints provides an advantage.

Ahponen (2022) performed experiments on explosive materials comparing sen-
sitivity testing methods in a lab environment, and found that these methods would
occasionally encounter failure conditions where testing could not be finished accord-
ing to the method. These failures resulted from precision constraints and physical
constraints on the design points. In practical experiments it is often the case that these
constraints exist, but in the available methods the ideal condition of no constraints
is assumed, or the constraints are taken to be so minimal that they do not affect the
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testing process.
Modern sensitivity testing methods have been implemented and standardized in

fields like tests of electro-explosive devices. In these applications, testing equipment
enables adjusting the stress or stimulus level with sufficient freedom, often without
needing to consider constraints. However, in other application areas where such flex-
ibility is limited, many practitioners still rely on the method introduced by Dixon and
Mood (1948). One goal of our work is to introduce/promote the modern sensitivity
testing methodologies in these areas.

Our methodology builds upon previous works by explicitly addressing the impact
of constraints on testing. We define these constraints and their resulting failure
conditions based on the findings of Ahponen (2022) in Section 3. In Section 4, we
outline ways of testing and obtaining estimates under these constraints. Specifically,
in Section 4.3, we propose a new method, called Constrained Three Phase Optimal
Design (C-3POD), designed to be completely robust against failures caused by these
constraints.

Our results show that sensitivity tests can be conducted under constraints while
still achieving efficient estimates. To theoretically support the use of these methods
under constraints, we provide results concerning the convergence of the Robbins-
Monro and RMJ (Robbins-Monro-Joseph) procedures. It is demonstrated that these
procedures must adhere to a specific form to ensure finite variance, and with this
form, they converge with bias. Additionally, an upper bound for the resulting error is
established. We propose an alternative rule for selecting points to reduce this error,
along with proof of convergence for the modified procedures. The results we obtain
regarding the convergence of the RMJ procedure are stronger than the previous result
of Joseph (2004). Specifically, our results demonstrate convergence with probability
1, which is a stronger form than convergence in probability.

In Section 5, simulation results are presented to illustrate the impact of vari-
ous constraints on the accuracy and failure rates of tests conducted using 3POD and
C-3POD. Both parameter estimation and non-parametric quantile estimation are con-
sidered. The findings indicate that the new method maintains or enhances accuracy
under constraints, while completely eliminating failures due to these constraints.

Our methods are applicable across various fields where testing encounters some
constraints that can impact results, such as in friction and impact sensitivity tests of
explosive materials.

1.1 Sensitivity testing model

Let us introduce the regression model used in sensitivity testing. In each test, an
experimental unit is exposed to stress, and the observed response is either 0 or 1.
Regardless of the response, the sample is considered altered and cannot be re-tested.
There is an underlying distribution of critical thresholds among the experimental
units, and the response is determined by whether the applied stimulus exceeds this
threshold. The probability of observing a 1 response depends on the stimulus level
as follows:

𝑃(𝑌 = 1 | 𝑥) = 𝑃(𝑇 ≤ 𝑥) = 𝐹 (𝑥; 𝜽) ,
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𝑃(𝑌 = 0 | 𝑥) = 1 − 𝐹 (𝑥; 𝜽) ,

where𝑌 is the response, 𝑇 is the critical threshold, 𝑥 is the applied stimulus and 𝜽 are
the parameters of a distribution function 𝐹. So far, we have used the terms stress and
stimulus to refer to the variable 𝑥. Both terms are commonly found in the literature,
but we will exclusively use the term stimulus from now on in this work. In an
explosives testing application, 𝑥 might represent the energy in joules of an impact to
the explosive, with𝑌 = 1 and𝑌 = 0 denoting explosion and non-explosion outcomes,
respectively. The quantities of interest are then the parameters 𝜽 or quantiles 𝜁𝑝 such
that 𝐹

(︁
𝜁𝑝; 𝜽

)︁
= 𝑝, where 𝑝 is the desired probability of response.

The estimation of a single quantile is the most common goal associated with
sensitivity testing (Steinberg, Dror, and Villa 2014). These estimates can be used for
ranking different populations, such as different explosive materials, by their sensi-
tivity. They are also used to determine whether a product, e.g., an electro-explosive
device, meets reliability and safety criteria. The latter is the more difficult case, as
it requires estimates of extremely low or extremely high quantiles, whereas ranking
usually requires the median, which is easier to estimate. For example, STANAG
4560, a NATO standard for assessment of electro-explosive devices, defines the all-
fire threshold as the 95% upper one-sided confidence bound for the level of stimulus
at which an electro-explosive device has a 99.9% probability of firing. Likewise,
the no-fire threshold is defined as the 95% lower confidence bound for the level of
stimulus at which there is a 0.01% probability of the device firing (STANAG 4560).

As an example, if we choose 𝐹 to be the normal distribution, we obtain the
following regression model:

𝑌 |𝑥 ∼ Bern(𝑝𝑥) ,

𝛷−1(𝑝𝑥) = 𝛽0 + 𝛽1𝑥 ,

where 𝛷−1 is the quantile function of the standard normal distribution, and 𝑝𝑥 the
probability of response at 𝑥. The mean and standard deviation of the underlying
normal distribution are then obtained as

𝜇 = − 𝛽0

𝛽1
,

𝜎 =
1
𝛽1
.

This form of analysis was first introduced by Bliss and Fisher (1935) for use in
toxicological studies to determine the sensitivity of cells to poison. The standard
methodology for tests of this type before the Bruceton up-and-down test was to have
an expert determine the stimulus levels to test at, and then fitting the generalized
linear model after observing the data (Dixon and Mood 1948). This simple method,
called the probit method, is still used for conducting sensitivity tests in many fields
(Šelešovský and Pachman 2010). However, it requires good prior knowledge from
an expert in order to determine the levels at which to test at, and the levels chosen
may not be optimal for any statistical criterion, potentially resulting in poor estimates
or no valid estimates at all.
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1.2 Existence of the maximum likelihood estimates

Silvapulle (1981) proved that for maximum likelihood estimates (MLE) of 𝜷 to exist,
the observed 0 and 1 response values must not be separated by a stimulus level 𝑥𝑠𝑒𝑝.
Specifically, this means that not all 0 responses should have been observed with
𝑥𝑦=0 ≤ 𝑥𝑠𝑒𝑝, and not all 1 responses with 𝑥𝑦=1 ≥ 𝑥𝑠𝑒𝑝. If the data can be separated
like this, then the best fit will set the variance of the estimated distribution to zero,
and the obtained result is a step function. Albert and Anderson (1984) later classified
the patterns of data separation into three cases: complete separation, quasicomplete
separation and overlap. Figure 1.1 illustrates an example of complete separation,
where any point within the interval [9.5, 10.5] separates the observations of the
different response types. The interval of separation is highlighted in the figure with
vertical lines.
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Figure 1.1. A case where the data is completely separated.

The non-strict inequalities indicate that the data does not need to be entirely
separated, as shown in Figure 1.1. We can have observations with both 0 and 1
responses at 𝑥𝑠𝑒𝑝 and still not meet the requirements for finite MLEs. This scenario,
where the data satisfies the condition with strict inequalities, but not with non-strict
inequalities, is referred to as quasicomplete separation (Albert and Anderson 1984),
or quasi-separation for short. Figure 1.2 shows an example of quasi-separation, with
both response types being observed at 𝑥𝑠𝑒𝑝 = 10, so that the interval of separation is
that single point.

The case where the condition is met and no point separates the observations of
different types, allowing for finite MLEs to exist, is referred to as overlap (Albert
and Anderson 1984). Figure 1.3 shows an example where the MLEs can be obtained
from the data. In the figure, the overlap between the region of stimulus levels, where
1s were observed, with the region where 0s were observed, is highlighted by vertical
lines. The existence of an overlap region like this is equivalent with the non-existence
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Figure 1.2. A case where the data is quasi-separated.

of a point separating the data, which allows us to restate the condition as follows:

min {𝑥𝑛 |𝑦𝑛 = 1} < max {𝑥𝑛 |𝑦𝑛 = 0} .

We will refer to this condition for the existence of the MLEs as the overlapping
condition. If the method of analysis or a phase of the experimental design requires
MLEs, the testing procedure should be designed to likely produce data that satisfies
the overlapping condition.
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Figure 1.3. A case where the overlapping condition is fulfilled.
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1.3 Approximation versus model-based designs

Sensitivity testing methods are sequential. In sequential methods the next point at
which to perform a test will depend on previous observations from the same ex-
periment. An important distinction can be made between these methods based on
whether the approach for selecting these points makes use of a parametric model, or
if the method is model-free. In other words, does the method rely on assumptions
about the form of 𝐹 (𝑥) when choosing the test points, or is it independent of such
assumptions? Wu and Tian (2014b) classify methods that rely on parametric mod-
eling assumptions as model-based, while those that do not rely on such assumptions
are termed approximation-based.

Model-based methods make use of the modeling assumptions to compute the
testing point such that it is optimal with respect to some appropriate design criterion,
given the specified model. Consequently, these methods perform well when the
modeling assumptions are either exactly or approximately true. When the true
model deviates from the assumed model, their performance deteriorates. Thus, the
actual performance will depend on how well the experimenter chooses their model
(Wu and Tian 2014b).

Approximation-based methods do not rely on such assumptions, meaning their
performance is independent of the experimenter’s ability to select an accurate model.
These methods work by selecting testing points in such a way that the sequence of
points converges to or focuses around some area of interest. They are most useful for
estimating single quantiles, with the design focusing the testing around that quantile.

The choice of objective will determine which sensitivity testing methods are
suitable. A method that seeks to obtain the best estimate of a particular quantile will
naturally focus the testing at or around the quantile of interest. Likewise, a method
that seeks to provide a good estimate of the entire distribution will need to spread
the testing points.

Another important consideration is whether the estimates for the objective should
be parametric or non-parametric. In other words, should the estimates themselves,
beyond just the selection of testing points, rely on modeling assumptions? Just as
with the selection of design points, a non-parametric estimate will be more robust
since there is no risk of incorrect modeling assumptions. However, when the model-
ing assumptions hold true or approximately true, parametric estimates will provide
accurate results (Wu and Tian 2014b).

Non-parametric estimates are associated with the single quantile objective and
approximation-based methods. When the testing points converge to or are focused
around the desired quantile, following the testing procedure yields a non-parametric
estimate via the testing scheme itself. The Robbins-Monro procedure—discussed
in more detail in Section 2.2—and its variations are examples of such methods for
obtaining estimates.

With parametric estimates, we are not restricted to any particular testing scheme.
In fact, approximation-based methods are usually used to obtain a parametric esti-
mate, even if they could be used in the non-parametric way. While data from any
method can be used for obtaining parametric estimates, as long as the overlapping
condition is fulfilled, the obtained data may be entirely uninformative for the intended
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goal. For example, a data set with all the points tightly clustered around the median
would be a great result for a method intended for estimating the median. In contrast,
the same data would be unsuited for estimating the whole distribution, as there would
be almost no information about the variation, leading to very uncertain estimates for
other quantiles.

A sensitivity testing method may combine both model-based and approximation-
based approaches. As discussed in Section 1.2, to obtain MLEs the data must satisfy
the overlapping condition. Since model-based methods make use of these estimates in
selecting the next design points, they need a way to address the initial situation of not
having any estimates. One solution is to first use an approximation-based approach
to obtain these estimates and then switch to the model-based approach once there
are valid estimates. The Neyer and 3POD methods—discussed in sections 2.3 and
2.5—make use of this strategy.

1.4 Optimality criteria for model-based designs

Model-based methods make use of modeling assumptions in selecting the design
points, and these design points are usually chosen based on optimality criteria suitable
for the goals of the method. Optimal experimental design is a well accepted and
extensively studied tool, and many such criteria have been suggested (Fedorov 2010).
We will introduce the basic theory of optimal design and two important criteria used
in sensitivity testing.

When considering unbiased estimators of a parameter 𝜃, the MSE becomes

𝐸

(︂
(𝜃̂ − 𝜃)2

)︂
= Var(𝜃̂) ,

so that minimizing the variance of the estimator will give the best estimate from the
MSE perspective. Additionally, for MLEs, it holds that

(1.1) 𝜃̂
𝑑−→ N

(︃
𝜃,

1
𝑛I(𝜃)

)︃
,

where I(𝜃) is the Fisher information. Therefore, by choosing stimulus levels to
maximize the Fisher information, we obtain an estimate of 𝜃 that minimizes the MSE
asymptotically.

The elements of the Fisher information matrix are given by

(1.2) I(𝜽)𝑖 𝑗 = 𝐸
[︃(︃

𝜕

𝜕𝜃𝑖
log 𝐿 (𝒙, 𝒚; 𝜽)

)︃ (︃
𝜕

𝜕𝜃 𝑗
log 𝐿 (𝒙, 𝒚; 𝜽)

)︃|︁|︁|︁|︁𝜽]︃ .
For sensitivity tests with the distribution from a location-scale family, where 𝐹 (𝑥) =
𝐺 ((𝑥 − 𝜇)/𝜎) and the parameters are 𝜃0 = 𝜇 and 𝜃1 = 𝜎, the information matrix has
the elements

𝐽 𝑗 (𝑧) =
𝑔2(𝑧)𝑧 𝑗

𝐺 (𝑧) (1 − 𝐺 (𝑧))𝜎2 ,

I𝑗 𝑘 =
∑︁
𝑖

𝐽 𝑗+𝑘 (𝑧𝑖) ,

13



where 𝑧 = (𝑥 − 𝜇)/𝜎. Figure 1.4 shows the information gain in a single trial of a
sensitivity test, when the critical thresholds follow the standard normal distribution.
The figure also shows that the points which maximize information about 𝜇 differ
from the points that maximize information about 𝜎.
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Figure 1.4. Information gain as a function of stimulus level for the
normal distribution.

In general, when estimating multiple parameters, it is not possible to simultane-
ously minimize the variance for all of them. Instead, we must optimize with respect
to a criterion that considers all the different parameters. The most relevant optimality
criteria in the context of sensitivity testing are D-, and C-optimality, which will be
discussed here.

D-optimality refers to the criterion of maximizing the determinant of the Fisher
information. When the distribution is from a location-scale family, D-optimality will
seek to maximize

det I = I00I11 − I2
01 .

The ellipsoid of concentration for the parameter estimates is defined by the equation(︂
𝜽 − 𝜽

)︂⊺
I(𝜽)

(︂
𝜽 − 𝜽

)︂
= 𝐾 , where 𝐾 is the number of parameters (Fedorov 2010).

The volume of this ellipsoid is proportional to det(I−1)1/2. As a consequence, a
large determinant of the Fisher information matrix means the estimates 𝜽 will be
more tightly clustered around the true value 𝜽 . In fact, a D-optimal design will
give the smallest confidence ellipsoid for the parameters (Neyer 1994). This makes
D-optimality a natural and popular choice of design criterion. A D-optimal design is
suitable for the goal of parameter estimation, and will allow efficient determination
of all quantiles of the distribution when the modeling assumptions hold true (Neyer
1994).

C-optimality refers to the criterion of minimizing the variance of some appropri-
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ate linear combination of the estimators. That is, a C-optimal design will minimize

Var(𝒄⊺𝜽) = 𝒄⊺I−1(𝜽)𝒄 ,

where 𝒄 is a vector chosen by the experimenter. In the context of sensitivity testing,
C-optimality is associated with the goal of estimating a target quantile. When the
distribution of critical thresholds is from a location-scale family, the C-optimality
criterion with the choice 𝒄 =

[︁
1 𝐺−1(𝑝)

]︁⊺ is equivalent to minimizing the variance
of the estimate of the quantile of interest (Warfield and Roy 2013).

In optimal design of experiments, such criteria are used to obtain optimal designs.
Let 𝑛𝑖 be the number of observations made at a design point 𝑥𝑖 and let𝑚 be the number
of these design points. A design is defined as the collection of variables

𝜉𝑁 = {𝑥𝑖, 𝑝𝑖}𝑚1 ,

where 𝑝𝑖 = 𝑛𝑖/𝑁 and 𝑁 =
∑︁
𝑛𝑖. The set of points 𝔻 from which the points 𝑥𝑖 may

be selected is called the design region. An optimal design is then a solution to the
optimization problem

(1.3) 𝜉∗ = argmin
𝜉∈𝛯 (𝔻)

𝛹 (I) ,

where 𝛯 (𝔻) is the set of possible designs for the design region, and𝛹 is the optimality
criterion. For some criteria it may be more appropriate to define𝛹 so that Eq. (1.3)
uses argmax instead. We will use this convention for D-optimality.

In sensitivity testing, instead of obtaining a full design by solving Eq. (1.3),
methods utilizing optimality criteria typically build up a design by selecting the
points sequentially. The fully sequential update rule is given by

(1.4) 𝑥𝑛+1 = argmin
𝑥∈𝔻

𝛹 (I) ,

so that a single point is chosen at each step.
Note from Eq. (1.2) that the Fisher information and the values of the optimality

criteria depend on the true parameters 𝜽 . Designs of this type are sometimes called
locally optimal to emphasize this fact (Fedorov 2010). In order to compute the
design points using these optimality criteria, the values I(𝜽) must be replaced by
the estimates I(𝜽). An advantage to the sequential approach is that these estimates
may be updated after each observation.

We have described only two criteria used in optimal experimental design due to
their popularity and their particular relevance to the goals of sensitivity testing—D-
optimality in particular is used by two of the methods covered in the next chapter. We
are not restricted to these two criteria, as many criteria besides D- and C-optimality
have been suggested. The other criteria may also be of interest for sensitivity testing.
For example, E-optimality seeks to minimize the maximum eigenvalue of the variance
matrix. This minimizes the length of the largest principal axis of the ellipsoid of
concentration, and thus minimizes its size in a different manner than D-optimality
(Fedorov 2010). A sensitivity testing method that makes use of one model-based
optimality criterion can be readily modified to use another, if a different criterion
is deemed more appropriate (Neyer 1994). The next section focuses on the specific
methods that have been suggested.
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2 Overview of existing methods

Sensitivity testing has a long history, and the difficulties and applications of sensitivity
testing have motivated various methods for conducting these experiments in some
optimal manner. In this section we will give an overview of some of the methods that
have been proposed. It is important to bear in mind that different testing methods are
used with different applications. The suitability of the sensitivity testing methods we
will introduce for both the goals of parameter estimation and estimation of a single
quantile is given in Table 2.1.

Table 2.1. Suitability of methods for different estimation objectives

Parameters Quantile

Neyer Up-and-down∗

3POD 3POD
Robbins-Monro∗

RMJ

∗Entries are suitable for the median but not other quantiles

Table 2.1 is based on Baker’s (2020) report for the Munitions Safety Information
Analysis Center.

2.1 Bruceton up-and-down

The first sensitivity testing method we will consider is the Bruceton up-and-down
method. The method was developed in the 1940s for analyzing explosives, and was
first published by Dixon and Mood (1948). It provides both the experimental design
and a simple way of analyzing the obtained results. Using the analysis method
requires that the data be obtained with the up-and-down method.

The method involves the experimenter choosing an initial stimulus level 𝑥0, and
an interval between stimulus levels 𝑑. Subsequent stimulus levels are chosen by
incrementing or decrementing by 𝑑 based on the result of the previous experiment,
so that the set of possible stimulus levels is 𝔻 = {𝑥𝑖 | 𝑥𝑖 = 𝑥0 + 𝑖𝑑, 𝑖 ∈ ℤ}. If a 0
is observed, the stimulus is increased by 𝑑, and if a 1 is observed the stimulus is
decreased by 𝑑 (Dixon and Mood 1948). Figure 2.1 illustrates an example of the
up-and-down method’s progression. In this figure, 0 responses are marked with blue
triangles, 1 responses with red inverted triangles, and the levels belonging to the set
𝔻 are indicated by gray lines.

The up-and-down method is a sequential design, since the stimulus levels used at
each step depend on the results of previous observations. The stimulus levels used
are themselves random variables from a Markov process, where the mode of the
stationary distribution is close to the median of the underlying distribution of critical
thresholds. That is, this design will concentrate testing near the median (Durham and

16



2 4 6 8 10

8
9

10
11

Trial
St

im
ul

us
Figure 2.1. An example of the progression of an up-and-down test.

Flournoy 1994). Testing near the median facilitates that the experiments generate the
necessary overlap in the data, which is essential for maximum likelihood estimation
of the parameters. Therefore, an experimenter will eventually obtain a set of data
points that the underlying distribution can be estimated with. On the other hand, the
requirement of specifying the initial stimulus level can lead to many samples being
wasted in non-informative regions before the process reaches the region near the
median (Neyer 1994). In the worst case, experimenters may run out of experimental
units before obtaining any estimates.

A benefit of the up-and-down method is simple analysis of the results. Let 𝑁′
be the number of the less frequent response observed in the experiment, and let 𝑥′
be the lowest stimulus level where that response was obtained. Let 𝑛0, 𝑛1, 𝑛2, . . . , 𝑛𝑘
be the frequency of the response at the stimulus levels where the event occurred so
that 𝑛0 is the number at lowest stimulus 𝑥′ and 𝑛𝑘 the number at the highest stimulus.
Dixon and Mood (1948) showed that, for normally distributed critical thresholds, the
MLEs of 𝜇 and 𝜎 are then reasonably approximated by the following equations:

𝜇̂ = 𝑥′ + 𝑑
(︃
𝐴

𝑁′
± 1

2

)︃
,

𝜎̂ = 1.620𝑑
(︃
𝑁′𝐵 − 𝐴2

𝑁′2
+ 0.029

)︃
,

where 𝐴 =
∑︁
𝑖𝑛𝑖 and 𝐵 =

∑︁
𝑖2𝑛𝑖. They note that the approximation is accurate

when 𝑁 ′𝐵−𝐴2

𝑁 ′2
> 0.3 and 1/2 < 𝑑

𝜎
< 2 hold (Dixon and Mood 1948). Using these

approximations, the necessary computations can be done by hand and are also easily
programmed in spreadsheet applications. The simplicity of the method, both in
the experimental design and analysis, has made it dominantly popular, despite the
superior efficiency of later methods (Preston et al. 2012). In NATO standards, it is
the method employed for impact (STANAG 4489) and friction sensitivity (STANAG
4487) testing of explosives, and one of the accepted methods for testing electro-
explosive devices (STANAG 4560).

The condition 1
2 < 𝑑

𝜎
< 2 implies that in order to use the simple analysis the

chosen interval 𝑑 must be close to the standard deviation of the critical thresholds.
This condition is violated in many practical experiments. A choice of 𝑑 that is too
low will also exacerbate the issue of starting far from 𝜇. This is because the smaller
steps will cause more samples to be spent before the test reaches the median region,
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leading to wasted samples. On the other hand, a guess that is too high will lead to
the used stimulus levels not being tightly concentrated around the median. This can
reduce the precision of the estimate of the median, and in the worst case may result
in not satisfying the overlapping condition. The up-and-down method’s efficiency
is highly sensitive to the choice of initial parameters (Wetherill 1963). The original
up-and-down test is unsuitable for estimation of quantiles other than the median
(Dixon and Mood 1948). Wetherill (1963) suggested an alternative rule for moving
up-and-down to estimate other quantiles. However, his method requires spending
more samples at each stimulus level before moving up or down.

2.2 The Robbins-Monro method

Robbins and Monro (1951) introduced a stochastic approximation method for finding
roots of functions that are the expected value of some random variable. That is,
functions of the form

(2.1) 𝑀 (𝑥) = 𝐸 (𝑊 | 𝑥) ,

where𝑊 is any random variable. Let 𝑎𝑛 be sequence of positive constants. Robbins
and Monro (1951) showed that the sequence given by

𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛𝑤𝑛

converges in probability to the root if the following conditions hold:

(2.2)
∞∑︁
𝑛=1

𝑎𝑛 = ∞ ,

(2.3)
∞∑︁
𝑛=1

𝑎2
𝑛 < ∞ .

For example,

𝑎𝑛 =
1
𝑛

satisfies these conditions. The Robbins-Monro method is directly applicable to
estimating the quantile 𝜁𝑝 in sensitivity testing. From 𝐸 (𝑌 | 𝑥) = 𝐹 (𝑥; 𝜽) and
𝐹
(︁
𝜁𝑝; 𝜽

)︁
= 𝑝 we can define 𝑀 (𝑥) = 𝐹 (𝑥; 𝜽) − 𝑝 = 𝐸 (𝑌 − 𝑝 | 𝑥), the root which is

𝜁𝑝. The Robbins-Monro sequence for sensitivity testing is therefore

(2.4) 𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛 (𝑦𝑛 − 𝑝) .

The process of testing with Robbins-Monro is similar to the up-and-down method:
Starting from an initial stimulus level 𝑥1 chosen by the experimenter, the stimulus
level is increased if 𝑦𝑛 = 0 is observed and decreased if 𝑦𝑛 = 1 is observed. However,
with Robbins-Monro the stimulus levels that may be recommended are not limited to
a discrete set, and the increment or decrement at each step varies. After performing
𝑛 tests according to the procedure, 𝑥𝑛+1 is the estimate of 𝜁𝑝.
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Figure 2.2. An example of the progression of a Robbins-Monro test.

Figure 2.2 shows an example of a test following the Robbins-Monro procedure.
Each 0 response is marked as a blue triangle, and each 1 response as a red inverted
triangle. The final estimate is marked with a yellow square. The true quantile is
marked with a horizontal line.

The performance of the method is dependent on the choice of sequence 𝑎𝑛. Full
asymptotic efficiency is obtained with 𝑎𝑛 = 1/(𝑛𝑀′(𝜁𝑝)) (Joseph 2004). In practice,
𝑀′(𝜁𝑝) cannot be expected to be known by the experimenter. It is known that the
procedure works well for 𝑝 = 0.5, but its performance deteriorates when moving from
the median towards the extreme quantiles (Joseph 2004). The procedure outperforms
the Bruceton up-and-down method for estimating the median (Wetherill 1963).

2.3 Neyer D-optimal test

The methods described before have all been approximation-based methods, where
the sequence of test points converges to a desired quantile, without regarding the opti-
mality of the design for estimating the parameters of the underlying distribution. We
know from the earlier discussion on model-based optimality criteria in Section 1.4
that a D-optimal method would provide efficient estimates of the parameters. How-
ever, in order to use the criterion, the issue of the optimal design points depending on
the unknown parameters must be addressed. Neyer (1994) published the first widely
used sensitivity test method based on parametric optimal experimental design, using
the D-optimality criterion. His method addresses the issue of requiring estimates
by using an approximation-based initial design that seeks to produce observations
which satisfy the overlapping condition.

Like the previous methods, the Neyer D-optimal method is fully sequential.
The next stimulus level is chosen to be the one that will maximize the D-optimality
criterion based on the information from the previous trials. At each step, the previous
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data points are used to compute the estimates 𝜃̂ which are used in Eq. (1.2) to give
an estimate for the Fisher information matrix Î.

The next design point is then computed as follows: Let Î∗ be the Fisher informa-
tion after a new observation at 𝑥∗ given our current estimates 𝜃̂. Then, 𝑥𝑛+1 is chosen
so that the determinant of Î∗ is maximized as follows:

(2.5) 𝑥𝑛+1 = argmax
𝑥∗

det Î∗ .

The determinant of Î∗ can be rewritten in terms of Î and 𝑧∗ = (𝑥∗ − 𝜇)/𝜎, which
allows for finding the solution of Eq. (2.5):

det Î∗ =
(︂
Î00 + 𝐽0(𝑧∗)

)︂ (︂
Î11 + 𝐽2(𝑧∗)

)︂
−

(︂
Î01 + 𝐽1(𝑧∗)

)︂2
.

Like any sensitivity testing method using a model-based optimality criterion, the
method needs a way to address the issue of requiring estimates of 𝜽 when starting
with no data. An early method by Abdelbasit and Plackett (1983) has experimenters
provide initial guesses for 𝜽 , using the optimal points given the guessed values, and
then using MLEs once they exist for the obtained data. However, this strategy may
result in many samples being used before the conditions for existence of the MLEs
are satisfied (Dror and Steinberg 2008).

Instead, the Neyer D-optimal method uses an initial design to produce data that
gives valid MLEs before moving to the D-optimal phase. The first part of the initial
design uses a modified binary search to close in on the median and generate both
responses and non-responses. The second part then seeks to generate overlap in the
non-responses and responses to ensure valid MLEs. After obtaining the MLEs, the
test proceeds by testing at the D-optimal point given the current estimates, updating
these estimates after each trial.

To start the search phase, the procedure requires the initial parameters 𝜇𝑚𝑖𝑛,
𝜇𝑚𝑎𝑥 and 𝜎𝑔. The 𝜇𝑚𝑖𝑛 and 𝜇𝑚𝑎𝑥 parameters are used to specify a range in which
the location parameter 𝜇 is believed to lie, while 𝜎𝑔 works as a guess for the scale
parameter 𝜎.

Figure 2.3 shows an example of a Neyer test when the underlying distribution is
N(10, 1). Each 0 response is marked as a blue triangle, and each 1 response as a red
inverted triangle. The end of the approximation-based initial phase is marked by a
vertical line in the figure.

In their response to an article that included comparisons of the Neyer method, Ray,
Roediger, and Neyer (2014) noted a discrepancy between the text and the flowchart
in Neyer’s original 1994 article regarding the description of the initial phase. They
state that the flowchart, not the text, is the intended form of the procedure. Neyer’s
commercial software called Sen-Test implements the procedure in this way, leading
some sources to refer to this version of the procedure as Sen-Test to distinguish from
the form described in the text.

The Neyer D-optimal test is one of the methods accepted in NATO standards for
testing electro-explosive devices (STANAG 4560). The US standard MIL-STD-331
for testing fuzes and ignition safety devices includes the Sen-Test procedure, but
refers to it as the Neyer D-optimal procedure (Ray, Roediger, and Neyer 2014).
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Figure 2.3. An example progression of the Neyer test.

2.4 The Robbins-Monro-Joseph method

Wetherill (1963) showed that the original Robbins-Monro procedure performs poorly
when estimating quantiles far from the median with a binary response, making the
method unsuitable for estimating extreme quantiles in sensitivity testing. Joseph
(2004) proposed a modification to the Robbins-Monro procedure to make the method
more effective at estimating extreme quantiles when only binary data is available.
Following Wu and Tian (2014a) we will refer to this procedure as the Robbins-
Monro-Joseph (RMJ) procedure.

The RMJ procedure is given by

(2.6) 𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛 (𝑦𝑛 − 𝑏𝑛) ,

where 𝑏𝑛 is a sequence of constants in (0, 1). The difference between this modifica-
tion and the original procedure given by Eq. (2.4) is that the term specifying the target
quantile is allowed to vary. Joseph showed that if the Robbins-Monro conditions
(2.2) and (2.3) on 𝑎𝑛 hold and additionally 𝑏𝑛 satisfies the condition

(2.7)
∞∑︁
𝑛=2

𝑎𝑛 |𝑏𝑛 − 𝑝 |
𝑛−1∑︁
𝑗=1
𝑎𝑛 < ∞ ,

then the procedure converges in probability to 𝜁𝑝. The condition also ensures that
𝑏𝑛 converges to 𝑝. While 𝑥1 is chosen by the experimenter, the values 𝑥2, . . . , 𝑥𝑛
are realizations of random variables 𝑋2, . . . , 𝑋𝑛 dependent on 𝑌1, . . . , 𝑌𝑛−1. Joseph
proposed choosing the sequences 𝑎𝑛 and 𝑏𝑛 by minimizing 𝐸

(︁
(𝑋𝑛+1 − 𝜁𝑝)2

)︁
= 𝜏2

𝑛+1
with the condition 𝐸 (𝑋𝑛+1) = 𝜁𝑝. He then showed that, when approximating the
distribution of 𝑋𝑛 by 𝑁

(︁
𝜁𝑝, 𝜏

2
𝑛

)︁
, the optimal sequences 𝑎𝑛 and 𝑏𝑛 are given by

(2.8) 𝑏𝑛 =𝛷

(︄
𝛷−1(𝑝)√︁
1 + 𝛼2𝜏2

𝑛

)︄
,
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(2.9) 𝑎𝑛 =
1

𝑏𝑛 (1 − 𝑏𝑛)
𝛼𝜏2

𝑛√︁
1 + 𝛼2𝜏2

𝑛

𝜙

(︄
𝛷−1(𝑝)√︁
1 + 𝛼2𝜏2

𝑛

)︄
,

𝜏2
𝑛+1 = 𝜏2

𝑛 − 𝑏𝑛 (1 − 𝑏𝑛)𝑎2
𝑛 ,

(2.10) 𝛼 =
𝑓
(︁
𝐹−1(𝑝)

)︁
𝜙
(︁
𝛷−1(𝑝)

)︁ ,
where𝛷 and 𝜙 are the CDF and PDF of the standard normal distribution, respectively.
The constants 𝑥1 and 𝜏1 chosen by the experimenter so that 𝑥1 is an initial guess for
𝜁𝑝 and 𝜏1 represents the uncertainty about 𝑥1.

Joseph (2004) noted that the poor performance of the ordinary Robbins-Monro
procedure for extreme quantiles is mainly because of unequal up-and-down move-
ments of the procedure. Using 𝑏𝑛 instead of 𝑝 helps mitigate this imbalance. He
demonstrates this using an example of Wetherill (1963): Suppose 𝑝 = 0.25 and the
distribution of critical thresholds is a logistic distribution with 𝐹 (𝑥) = 1/(1 + 3𝑒−𝑥).
Suppose further that we start the experiment at 𝜁𝑝 = 0 and observe 𝑦1 = 1. Now
𝑥2 = 𝜁𝑝 − (1/ 𝑓 (0)) (1 − 0.25) = 𝜁𝑝 − 4. The minimum number of trials for 𝑥𝑛 to
move back to 𝜁𝑝 occurs if we observe 𝑦2 = . . . = 𝑦𝑛 = 0. Then,

𝑥𝑛+1 = 𝜁𝑝 − 4 + 0.25
0.25 · 0.75

(︃
1
2
+ 1

3
+ . . . + 1

𝑛

)︃
goes above 𝜁𝑝 at 𝑛 = 31. By using the RMJ procedure and selecting 𝜏1 = 4.475 to
achieve the same 𝑥2 as in the original procedure, we have

𝑥7 = 𝜁𝑝 − 4 + 1.579 + 0.973 + 0.655 + 0.478 + 0.370 = 𝜁𝑝 + 0.055 ,

so the RMJ sequence returns to the true value with fewer trials.
Figure 2.4 shows an example of a test following the RMJ procedure using the

same symbols as Figure 2.2.
A limitation of this procedure is the dependence of the optimal sequences on the

form of the distribution 𝐹, which in practice is not known to the experimenter. In the
Monte Carlo simulations of Wu and Tian (2014a), the RMJ procedure outperformed
the Neyer D-optimal, Bruceton up-and-down, and 3POD methods for estimating
extreme quantiles, except when the guesses for 𝑥1 and the variance of the distribution
were poor.

The RMJ procedure is not described or referenced in a NATO standard.
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Figure 2.4. An example of the progression of a RMJ test.

2.5 Three phase optimal design (3POD)

Wu and Tian (2014a) published a sensitivity testing method for estimating extreme
quantiles, called the Three Phase Optimal Design (3POD) method. The method
combines the ideas of using an initial design to produce valid MLEs, using D-
optimality to estimate the parameters of the distribution, and RMJ to converge to a
desired quantile. This gives the method three phases: a search phase to focus testing
near the median and generate overlap in the data. Secondly, a D-optimal phase to
refine the MLEs. Lastly, the RMJ phase, which is used to obtain the quantile estimate.

The RMJ procedure can perform erratically when the initial guess for the quantile
is off, and when the guessed estimate for the variance is too large (Wu and Tian
2014a). Phases 1 and 2 of 3POD are dedicated to producing good initial values for
RMJ, which makes the performance of 3POD more stable even with limited or no
prior information.

Phases 1 and 2 work on the same principles as the Neyer method, and the same
initial parameters 𝜇𝑚𝑖𝑛, 𝜇𝑚𝑎𝑥 and 𝜎𝑔 are used. However, the initial design to generate
an overlapping pattern in phase 1 differs from the Neyer procedure. Wu and Tian
(2014a) found in their Monte Carlo simulations that phase 1 of 3POD results in fewer
experimental runs failing to produce an overlapping pattern than the initial phase
of the Neyer method. Phase 2 works by selecting the stimulus levels according to
D-optimality the same way as in the Neyer test.

Phase 3 uses the MLEs obtained after phases 1 and 2 to compute the sequences
𝑎𝑛 and 𝑏𝑛 for use with RMJ, using the following initial parameters:

𝑥1 = 𝜇̂ + 𝜎̂𝐺−1(𝑝) ,

𝜏2
1 = Î−1

00 + Î
−1
11𝐺

−1(𝑝)2 ,
where𝐺 ((𝑥 − 𝜇)/𝜎) = 𝐹 (𝑥; 𝜇, 𝜎) and Î is the estimated Fisher information matrix.
A truncation rule is also used for 𝜏1 so that the value is restricted to the range
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𝜏1 ∈
[︁
3/𝛷−1(0.975), 5/𝛷−1(0.975)

]︁
. Figure 2.5 shows an example of a 3POD test

to estimate 𝜁0.9 when the underlying distribution is N(10, 1). Each 0 response is
marked as a blue triangle, and each 1 response as a red inverted triangle. Different
phases of the test are separated by vertical lines in the figure. The final estimate from
phase 3 is marked with a yellow square, while the true quantile 𝜁0.9 is marked with a
horizontal line.
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Figure 2.5. An example of the progression of a 3POD test.

The number of trials in phase 1 is random, since the procedure stays in phase
1 until overlap is observed, which will depend on the outcomes of the trials. The
numbers of samples dedicated to phases 2 and 3 can be chosen by the experimenter.
Rather than allocating samples for phases 1 and 2 separately, Wu and Tian (2014a)
combine them into a total of 𝑁12 = 𝑁1 + 𝑁2. For instance, if 𝑁12 = 15 is chosen
and phase 1 requires 𝑁1 = 10 trials to achieve overlap, 𝑁2 = 5 samples will be used
for phase 2. More samples dedicated to phase 2 will result in better MLEs of the
parameters, and more samples dedicated to phase 3 will result in better estimates
of the quantile of interest. The RMJ procedure used in phase 3 is asymptotically
consistent, meaning that it converges to 𝜁𝑝 regardless of the correctness of the
assumptions on the underlying distribution. Using the MLEs to estimate 𝜁𝑝 will
only work if the distributional assumptions are valid. Wu and Tian (2014a) make the
recommendation of allocating more samples to phase 3.

Wang, Tian, and Wu (2020) later published a revised version of 3POD called
3POD2.0. This version of the procedure has a more efficient phase 1 and a different
truncation rule so that the choice of measurement unit for stimulus does not affect 𝜏1.
Figures 2.6 and 2.7 show flowcharts of phase 1 and phases 2 and 3 of the procedure,
respectively, with the revisions of Wang, Tian, and Wu (2020).

The 3POD procedure is not currently described or referenced in a NATO standard.
The method has been proposed to be included as part of the United States military
standard MIL-STD-331 (Wang, Tian, and Wu 2020).
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Start
𝑥1 ← 3/4𝜇𝑚𝑖𝑛 + 1/4𝜇𝑚𝑎𝑥
𝑥2 ← 1/4𝜇𝑚𝑖𝑛 + 3/4𝜇𝑚𝑎𝑥

All 0s? 𝜎𝑔 ← 2 · 𝜎𝑔

All 1s? 3 divides n?

𝑦1 = 1?
𝑥𝑛+1 ← 𝜇𝑚𝑎𝑥

+ 3
2
(𝑛 − 1)𝜎𝑔

𝑥3 ← 𝜇𝑚𝑖𝑛 − 3𝜎𝑔
𝑥4 ← 𝜇𝑚𝑎𝑥 + 3𝜎𝑔

𝑥𝑛+1 ← 𝜇𝑚𝑖𝑛

− 3
2
(𝑛 − 1)𝜎𝑔

𝑚1 ← min {𝑥̃𝑛 |𝑦𝑛 = 1}
𝑀0 ← max {𝑥̃𝑛 |𝑦𝑛 = 0}

𝑥𝑛+1 ←
𝜇̂𝑀𝐿𝐸

𝑚1 − 𝑀0 ≥ 1.5𝜎𝑔? 𝑚1 < 𝑀0? More 0s?

𝑀0 − 𝑚1 ≥ 𝜎𝑔? 𝑥𝑛+1 = (𝑀0 + 𝑚1)/2 + 0.5𝜎𝑔

𝑥𝑛+1 = (𝑀0 + 𝑚1)/2 𝑥𝑛+1 = (𝑀0 + 𝑚1)/2 − 0.5𝜎𝑔

𝑥𝑛+1 ← 𝑚1

+ 0.3𝜎𝑔

𝑦𝑛+1 = 1?

𝑥𝑛+1 ← 𝑀0

− 0.3𝜎𝑔
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Figure 2.6. Flowchart for phase 1 of 3POD.
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Figure 2.7. Flowchart for phases 2 and 3 of 3POD.
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3 Testing constraints in practical applica-
tions

3.1 Empirical background

Understanding the sensitivity of explosive materials to various stimuli is critical for
ensuring safety in both civilian and military applications. One common application
for sensitivity testing is impact sensitivity tests, where samples of explosive material
are subjected to impact energy through a free-falling weight. The height from
which the weight is dropped determines the impact energy, and whether or not the
material explodes is observed (STANAG 4489). Similarly, in friction sensitivity
tests the material’s response to friction is evaluated by placing samples between
two surfaces and sliding them against each other, applying a normal force as the
stimulus (STANAG 4487). The results of these tests provide valuable data on the
conditions that lead to explosions, helping to establish safety protocols and design
safer materials.

In practical experiments like this, there are often restrictions on the stimulus levels
that can be applied, making it difficult to follow the recommended values given by a
sensitivity testing method exactly. The work of Ahponen (2022) highlights the chal-
lenges involved in conducting sensitivity tests. Tests were performed on the explosive
materials penthrite and hexogen using the 3POD procedure with German Federal In-
stitute for Materials Research and Testing (Bundesanstalt für Materialforschung und
-prüfung) type impact and friction sensitivity testing apparatuses. However, some
test series had to be interrupted due to constraints encountered during testing. For
instance, in impact tests, the procedure sometimes suggested nonphysical (negative)
drop heights, while in friction tests, precision constraints led to failure to obtain
MLEs.

All the failures in the impact tests were due to physical constraints, resulting
in nonphysical stimulus levels. For friction tests, the more severe precision con-
straints of the testing apparatus led to failures as well. Consequently, both types of
failures—due to physical and precision constraints—were observed in the data of
Ahponen (2022).

These failures emphasize the need for improved testing methodologies that ac-
count for and mitigate the effects of physical and precision constraints. The motiva-
tion behind this research lies in the need to refine these testing methods to prevent
failures, enhance reliability, and contribute to safer handling and characterization of
explosive materials.

3.2 Precision constraints

Precision constraints refer to the scenario where the design region 𝔻 is a discrete
set. In other words, the level of stimulus may not be adjusted continuously. If a
recommended point 𝑥 given by a procedure is not in 𝔻, a nearby point 𝑥̃ = 𝑅(𝑥) must
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be used instead, where 𝑅(𝑥) selects the nearest point in 𝔻 to 𝑥. Often the constraints
are the result of the stimulus only being adjustable with a given degree of accuracy,
in which case 𝑅(𝑥) may be defined as

𝑅(𝑥) =
{︄
⌊𝑥/𝑟⌉ · 𝑟 if 𝑟 > 0
𝑥 if 𝑟 = 0,

where ⌊𝑥⌉ rounds to the nearest integer and 𝑟 is the resolution of the testing apparatus.
This was the case in the impact tests of Ahponen (2022), where the drop height was
able to be adjusted in increments of 0.5 cm, resulting in a precision constraint defined
by 𝑟 = 0.5 in centimeter units. In friction tests the precision constraint was more
severe: The normal force applied was adjusted by selecting a weight and position on
the machine, which allowed choosing a value in newtons from Table 3.1. Note that
some values are repeated.

Table 3.1. Design region with the friction testing apparatus

Weight Position

1 2 3 4 5 6

1 5 6 7 8 9 10
2 10 12 14 16 18 20
3 20 24 28 32 36 40
4 30 36 42 48 56 60
5 40 48 56 64 72 80
6 60 72 84 96 108 120
7 80 96 112 128 144 160
8 120 144 168 192 216 240
9 180 216 252 288 324 360

Precision constraints like this can result in a loss of efficiency, bias in the estimates,
and failure cases where a testing method cannot proceed. Failure cases may result
whenever parametric estimates are required, as the existence of the MLEs requires the
overlap condition to be satisfied. Precision constraints will make obtaining data with
overlap more difficult, since the constraints make it impossible to test arbitrarily close
to the median. Furthermore, the approximation-based initial phases used by model-
based methods to ensure parameter estimability can get stuck in quasi-separation due
to precision constraints.

Table 3.2 shows an example test series of Ahponen (2022), where a friction test
could not be finished according to the 3POD procedure due to precision constraints.
Trials 1, 2 and 4 were able to be performed exactly according to the recommended
levels given by the procedure, because of the recommended levels being in 𝔻. For
the other trials the nearest point in 𝔻 had to be used instead. If the used testing points
had been the ones recommended by the method, the sequence of response values
would indicate that there is overlap in the obtained data, and MLEs would exist.
Instead, the data exhibits quasi-separation, with the separation point at 𝑥𝑠𝑒𝑝 = 216.
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After the eight trial, the 3POD procedure tries to transition to phase 2 to begin testing
according to the D-optimality criterion. However, because there are no MLEs, the D-
optimal points cannot be computed. Thus, we cannot proceed in the way prescribed
by the method.

Table 3.2. A 3POD friction sensitivity test on hexogen that fails due to
precision constraints.

3POD parameters: 𝜇𝑚𝑖𝑛 = 180, 𝜇𝑚𝑎𝑥 = 324, 𝜎𝑔 = 20

Test no. Recommended level Test performed at Response

1. 216 N 216 N Explosion
2. 288 N 288 N Explosion
3. 150 N 144 N Non-explosion
4. 180 N 180 N Non-explosion
5. 198 N 192 N Non-explosion
6. 222 N 216 N Non-explosion
7. 222 N 216 N Explosion
8. 210 N 216 N Non-explosion
9. Undefined

A similar issue occurs with the Neyer method, but instead of progressing to the D-
optimal phase when there are no estimates, the recommended values may converge to
the quasi-separation point. Testing according to the recommended values in this case
can never result in overlap. The procedure will remain in the initial phase indefinitely,
unless the experimenter intentionally deviates from the recommendations. Figure 3.1
shows a simulated Neyer D-optimal test stuck in quasi-separation. The separation
interval, which is the single point 𝑥𝑠𝑒𝑝 = 8, is shown with a horizontal line.
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Figure 3.1. A Neyer D-optimal test stuck in quasi-separation.
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For Robbins-Monro, in some cases such as the one considered by Dupač and Král
(1972) the testing points being subject to error does not affect convergence to the
correct value. However, in general deviating from the recommendations will result
in a biased estimate with the bias depending on the form of the deviations. With
independent deviations the obtained estimates will be biased away from the median.
Rounding the recommended level of stimulus according to the precision constraint
has the effect of discretizing the distribution function. This causes a bias towards the
nearest discontinuity point of the discretized CDF to the true quantile. The resulting
error has an upper bound dependent on the severity of the precision constraint. For
a fixed rounding resolution 𝑟 the upper bound is 𝑟/2. Proof and further discussion
are given in Appendix B.

Precision constraints also cause an additional caveat for Robbins-Monro type
procedures, where the updates have to be done as if the experiment was performed at
the recommended point. Using the actual test point instead of the recommendation
for the 𝑥𝑛 term in Eq. (2.4) will cause the variance of the estimator to diverge. Proof
and further explanation of the conditions are given in Appendix A.

An exception among the methods is the Bruceton up-and-down, which is rela-
tively unaffected by precision constraints. Because the up-and-down method inher-
ently restricts the design points to be in a discrete set, it is always possible to select
the step interval 𝑑 parameter so that all recommended points are in the design region.
This way, as long as the experimenter is mindful of selecting the initial level 𝑥1 and 𝑑
appropriately for the testing equipment, the resulting test will proceed like a test with
no precision constraints. However, the choice of 𝑥1 and 𝑑 will affect the efficiency of
the test. Selecting their values based on the testing apparatus instead of prior belief
about the critical thresholds may result in poor performance.

Nevertheless, the possibility of avoiding precision constraint related issues may
explain the enduring popularity of the up-and-down test in application areas where the
testing equipment only permits adjusting the applied stimulus with a limited degree
of accuracy. It may also explain why standards in these areas involve only 𝜁0.5, as the
up-and-down method is unsuitable for other quantiles. In contrast, newer methods
are prescribed in the standards of areas like tests of electro-explosive devices, where
precision constraints are minimal and issues are unlikely to be encountered.

3.3 Physical constraints

Another constraint is given by the need to respect the physical plausibility of the
stimulus levels (Rougier and Duncan 2024). With the friction testing example,
suppose a method gives -10 newtons as a recommended value. Since the magnitude
of force cannot be negative, this point is not possible to test at. There is a strict
restriction 𝑥̃ > 0 on the used levels of stimulus. Following Rougier and Duncan
(2024), we will refer to this as nonphysicality, and the constraint it imposes as a
physical constraint.

In model-based methods, nonphysicality typically arises because the distribution
used to model the underlying distribution includes the nonphysical region in its
support. That is, 𝑃(𝑇 < 0) > 0. For the analysis of previously obtained data this
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may not be an issue, if the proportion of the probability mass in the nonphysical
region is small and the interest lies elsewhere than the low quantiles. For performing
experiments, any nonphysical value given as a recommendation is an issue. With the
common criteria of D- and C-optimality, negative recommended values indicate that
the chosen distribution with the obtained parameter estimates is not a good choice for
modeling the true distribution. With C-optimality, the testing points being negative
indicates that the estimate of the quantile of interest is nonphysical. In the case of
the normal distribution, the D-optimal testing points will be concentrated at the .128
and .872 quantiles (Neyer 1994). If the .128 quantile is in the negative region, more
than every tenth sample would have a physically impossible critical threshold. For
the logistic distribution, the corresponding points will be the .176 and .824 quantiles
(Abdelbasit and Plackett 1983).

An example of physical constraints leading to a stopped impact test is shown in
Table 3.3. The trials in this case were performed exactly according to the recommen-
dations of the procedure. However, as the 3POD procedure transitioned to phase 2,
the large estimated variance for the critical thresholds led to a negative recommended
drop height for the striker. Consequently, the test series was stopped.

Table 3.3. A 3POD impact sensitivity test on penthrite that fails due to
physical constraints.

3POD parameters: 𝜇𝑚𝑖𝑛 = 20, 𝜇𝑚𝑎𝑥 = 50, 𝜎𝑔 = 4.5

Test no. Recommended level Test performed at Response

1. 27.5 cm 27.5 cm Explosion
2. 42.5 cm 42.5 cm Non-explosion
3. 6.5 cm 6.5 cm Non-explosion
4. 63.5 cm 63.5 cm Explosion
5. 35.0 cm 35.0 cm Explosion
5. -8.20 cm

In approximation-based methods nonphysicality can occur because the recom-
mended values by the procedure are not restricted to the support of a particular
distribution. Suppose we are trying to find the 𝑝 = 0.2 quantile using Robbins-
Monro when the critical thresholds are log-normally distributed with mean 5 and
standard deviation 2, and we are using the sequence 𝑎𝑛 = 1/(𝑛 𝑓 (𝐹−1(0.2))). Sup-
pose further that we start the true value 𝑥1 = 𝐹−1(0.2) ≈ 3.36 and observe a 1
response, which happens with 0.2 probability. The next value to test at according to
the procedure is

𝑥2 = 𝑥1 + 𝑎1(1 − 0.2) ≈ 3.36 − 4.62 · 0.8 = −0.336 ,

which is not in the support of the underlying distribution.
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3.4 Failure conditions and empirical rate of failure

Wu and Tian (2014a) introduced the concept of wasted runs, referring to the scenario
where there are 𝑁 experimental units available for testing, and no overlap has been
observed after the 𝑁-th trial. Clearly, this is a failure condition whenever MLEs
are desired. It is also of particular concern in model-based methods, which use an
initial design to acquire necessary initial estimates in order to apply a model-based
optimality criterion. In these methods, there are 𝑁1 < 𝑁 experimental units allocated
to the initial design, and failure to obtain overlap in 𝑁1 trials means the test is unable
to proceed to the model-based design. Like Wu and Tian (2014a), we regard this as
a failure condition. The failures resulting from precision constraints are of this type.

Roediger (2020) notes that some of the failures due to quasi-separation may be
avoided, if an experimenter notices the test is stuck, and purposely deviates from the
recommendations in order to test at a point that can result in overlap. However, so as
to not include decisions external to a method in evaluations, we treat failures due to
quasi-separation no differently from other failures due to lack of overlap.

The failure condition resulting from physical constraints is when a point that
cannot be tested at due to being physically nonfeasible is recommended. It is not clear
how an experimenter should proceed when a method recommends, e.g., a negative
drop height in an impact test. Simply selecting the nearest physically possible point
would result in a drop height of 0, i.e., nothing done to the experimental unit. No
stimulus being applied to the experimental unit would also mean that the experimental
unit has not been altered, and may be re-tested. This would contradict the assumption
in sensitivity testing that samples may not be re-tested. If such trials are allowed,
an experimenter could add any arbitrary amount of trials with 0 stimulus and 0
response to the dataset. An external decision by an experimenter would be necessary
to proceed.

Now that we have introduced the constraints and the failures that they may result
in, we will present results from the experiments of Ahponen (2022) about how
frequently such failures are encountered. Table 3.4 gives the proportion of test series
that had to be stopped for both impact and friction sensitivity tests with 3POD.

Table 3.4. Failure rates for impact and friction tests.

Impact Friction

Invalid MLEs 0% (0/16) 16.7% (2/12)
Nonphysical 37.5% (6/16) 8.3% (1/12)

The minor precision constraint in the impact sensitivity tests led to no failures, but
a large part of the test series were stopped due to failures resulting from the physical
constraint. In friction tests the more severe precision constraint led to failures due to
invalid MLEs. How the constraints affect the frequency of failures of both types is
further investigated in the simulation study of Section 5.
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4 New 3POD procedure (C-3POD)

The purpose of this section is to propose a new sensitivity testing method, called
C-3POD, which can be used under physical and precision constraints without these
constraints leading to test failures. We will first present two novel approaches used
to make the method applicable under constraints, and then apply these techniques to
3POD along with standard approaches in order to derive the new method.

We choose 3POD as the basis for the new method as it has shown the most
promising results in previous simulation studies. Additionally, although primarily
intended for the more common goal of quantile estimation, 3POD can also be used
for the estimation of the parameters of a specified model. Sharing this property will
make C-3POD suitable for a wide range of applications, as it is able to cover both
goals of sensitivity testing.

4.1 Handling separation with penalized likelihood estimation

As discussed in Section 1.4, model-based designs need initial estimates in order to
compute the optimal points according to the optimality criterion. Some test methods
that make use of a model-based design address this issue by having a separate initial
approximation-based design, which will acquire data that satisfies the overlapping
condition, before transitioning to the model-based design.

From Section 3.2 we know that under precision constraints this approach can
fail due to the initial phase producing quasi-separated data. An experimenter that
notices this situation can avoid the failure condition by intentionally deviating from
the recommended levels. This is because following the recommendations can not
result in overlap, but testing at another point can. However, because such an initial
phase will focus testing at the median, deviating far from the recommendations
will make the observations that would result in overlap less likely. The expected
number of additional samples required will be inversely proportional to the variance
of the underlying distribution. This issue, and the need for such decisions from the
experimenter, can be avoided entirely by using a method of computing estimates that
is effective even when there is separation in the data.

Heinze (2006) investigated the methods of exact logistic regression and penalized
maximum likelihood for obtaining estimates with separated data, and found that pe-
nalized maximum likelihood performs well. Penalized maximum likelihood includes
a regularization term with the log-likelihood as the value to be maximized. Heinze
uses the choice of the determinant of the Fisher information. The log-likelihood
equation becomes

log (𝐿∗) = log (𝐿) + 1
2

log |I(𝜷) | .

Note that
log (𝐿 (𝑥 |𝜷)𝑝(𝛽)) = log (𝐿 (𝑥 |𝜷)) + log (𝑝(𝜷)) .

In this context, this type of regularization term in the log-likelihood can be inter-
preted as representing a prior distribution for the coefficients 𝜷. The choice of the
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determinant of the Fisher information is called Jeffrey’s prior (Heinze 2006). In the
context of binary response models like the ones dealt with in sensitivity testing, using
Jeffrey’s prior is also called Firth regression. Another approach by Gelman, Jakulin,
et al. (2008) uses 𝑡1-distribution priors for the coefficients. Penalized likelihood esti-
mates like this allow the computation of parameter estimates, even when the overlap
condition is not fulfilled. Figure 4.1 shows the same data as Figure 1.1, but with
parameter estimates obtained by placing a 𝑡1-prior with the scale parameter 𝑠 = 2.5
on the regression coefficients, thus obtaining estimates despite complete separation.
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Figure 4.1. Finite estimates obtained with separated data.

The overlap condition is not necessary for parameter estimates when such priors
are placed on the regression coefficients. Consequently, using the penalized estimates
allows moving on to a model-based design when an initial phase encounters quasi-
separation due to precision constraints. We can modify the procedure by using these
penalized estimates instead of MLEs, and allowing transitioning to the model-based
phase when the data is quasi-separated.

Using the prior distribution interpretation, we may rely on a result of Bayesian
inference that the posterior mode as 𝑛 → ∞ is given by Eq. (1.1), the same as the
distribution of the MLEs (Gelman, Carlin, et al. 2020, Chapter 4.4). Therefore,
the model-based optimality criteria that make use of this asymptotic property of the
MLEs can be applied in the same way with penalized likelihood estimates.

Penalized likelihood estimates have been previously used for the analysis of
already obtained data. However, they have not been used as part of sensitivity testing
methods, despite their property of avoiding failed tests due to separation.

4.2 New rounding rule for Robbins-Monro

Appendix B demonstrates that when the test points are rounded according to some
rounding resolution 𝑟 , the Robbins-Monro procedure converges not to the true quan-

34



tile 𝜁𝑝, but to a nearby point 𝜗. It is also shown that the resulting error has an upper
bound given by Eq. (B.8). If we have to round to for example the nearest 0.1 decimal,
the resulting upper bound on the error is 0.05.

Figure 4.2 shows this with the N(0, 1) distribution, 𝑟 = 0.5 as the rounding
resolution, and 𝜁0.725 as the target quantile. The gray curve is the distribution
function 𝐹 (𝑥) and the red lines are the function 𝐹 (𝑅(𝑥)) where 𝑅(𝑥) rounds 𝑥
according to 𝑟. The point 𝜗 will be one of the discontinuity points of 𝐹 (𝑅(𝑥)).
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Figure 4.2. Discretized CDF in red, and the original in gray.

The true value 𝜁0.725 is shown in blue, and the horizontal line to the discontinuity
point 𝜗 shows the resulting error |𝜗 − 𝜁𝑝 |. Figure 4.3 shows this region zoomed in,
with an additional line drawn between the two rounded points 𝑥𝑎 = 0.5 and 𝑥𝑏 = 1.

The difference between the interpolated line and 𝐹 (𝑥) is rather minimal even
with this imprecise rounding resolution. Moreover, Jensen’s inequality is an equality
for linear functions. When the function is approximately linear, the two sides of the
inequality are approximately equal:

(4.1) 𝐹 (𝐸 (𝑋)) ≈ 𝐸 (𝐹 (𝑋)) .

The idea is to use this approximation to get a better error compared to simply rounding
the recommended points, which gave 𝑟/2 in the worst case. Introducing the random
variable 𝑆,

(4.2) 𝑃(𝑆(𝑥) = 𝑥𝑎) =
𝑥𝑏 − 𝑥
𝑟

,

(4.3) 𝑃(𝑆(𝑥) = 𝑥𝑏) =
𝑥 − 𝑥𝑎
𝑟

,

where 𝑥𝑎 and 𝑥𝑏 are the two rounded points below and above 𝑥 respectively. Other
points have 0 probability. Note that

𝐸 (𝑆(𝑥)) = 𝑥
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Figure 4.3. Discretized CDF in red, and the original in gray.

and from Eq. (4.1)

𝐸 (𝐹 (𝑆(𝑥))) ≈ 𝐹 (𝐸 (𝑆(𝑥)))
= 𝐹 (𝑥) .

Thus, the Robbins-Monro procedure with the testing point rounded according to
the rule given by equations (4.2) and (4.3) should converge approximately to 𝜁𝑝.
In practice, this means using a random rounding rule based on the distance of the
rounded points to the recommendation, instead of simply selecting the nearest point.

A proof showing the point the resulting procedure converges to is given in
Appendix B. The Robbins-Monro and RMJ procedures with this rule converge to the
corresponding quantile of a linear interpolation of the CDF between the available
testing points.

4.3 The C-3POD procedure

Here, we will demonstrate the modifications of the previous sections applied to 3POD
in order to derive a new procedure, called C-3POD, that avoids the failure conditions
associated with physical and precision constraints.

Like 3POD, the procedure needs a number of initial parameters to begin testing.
The combined number of trials allocated to phases 1 and 2 is specified as 𝑁12 as done
by Wu and Tian (2014a) in 3POD. The procedure will stay in phase 1 until overlap or
quasi-separation is observed, after which the remainder of the 𝑁12 samples are used
in phase 2. The procedure will then move to phase 3 after the 𝑁12-th trial, regardless
of whether overlap or quasi-separation was observed. The number of trials in phase
3 is specified as 𝑁3. The parameters for starting the search, 𝜇𝑚𝑖𝑛, 𝜇𝑚𝑎𝑥 and 𝜎𝑔 are
given as usual.
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4.3.1 Phase 1

Approximation-based methods which do not restrict the design region within a certain
range, such as the search in phase 1 and RMJ in phase 3 of 3POD, may run into failure
conditions under a physical constraint. We wish to avoid being recommended points
that lie outside the support of the distribution, but these phases operate on the entire
range of the real numbers. Even if the critical thresholds follow a distribution that
does not include negative values, we may still have negative values recommended.

This issue has been addressed in prior testing methods. The usual approach is to
operate on a transformation of the stimulus levels. Such a transformation should map
the stimulus levels from the support of the critical thresholds 𝑅𝑇 to the real numbers
ℝ. A given method may then be operated using these transformed levels as before,
and no nonphysical values will be recommended. Likewise, C-3POD allows the use
of a transformation ℎ : 𝑅𝑇 → ℝ that is increasing, invertible, and smooth. Then, we
define a new random variable

𝑄 = ℎ(𝑇)

and operate the procedure on 𝑄 instead of 𝑇 . The increasingness of ℎ means that
quantiles are preserved after the transformation. As a result, when the procedure
targets a quantile of𝑄, it is also targeting the corresponding quantile of𝑇 . Invertibility
is necessary, since the actual testing point must be obtained at each step by taking
the inverse 𝑥𝑛+1 = ℎ−1(𝑧𝑛+1), where 𝑧𝑛+1 is the recommended point when operating
on 𝑄. The smoothness of ℎ ensures that the PDF of 𝑄 can be derived allowing the
assumptions about 𝑇 to be applied when operating on 𝑄 later in phase 3.

A downside to this strategy is that the initial parameters to the procedure must
now be provided on the scale of𝑄, after the transformation, whereas it is preferable to
allow users to provide them on the scale of 𝑇 , before the transformation. Conversion
of location parameters such as 𝜇𝑔 on the scale of 𝑇 , to 𝜇∗𝑔 on the scale of 𝑄 is
straightforward due to ℎ preserving quantiles. This gives the simple transformation

(4.4) 𝜇∗𝑔 = ℎ(𝜇𝑔) .

Converting variance related parameters like 𝜎𝑔 requires extra work. Since the trans-
formation ℎ is not linear, the variance of 𝑄 may depend on both the location and
variance of 𝑇 . The transformed variance parameter is given by

(4.5) 𝜎∗2𝑔 = Var
(︁
𝑄

|︁|︁ 𝜇𝑔, 𝜎𝑔)︁ = Var
(︁
ℎ(𝑇)

|︁|︁ 𝜇𝑔, 𝜎𝑔)︁ .
This is an issue, since the procedure requires the guess for the location parameter to
be given as a range [𝜇𝑚𝑖𝑛, 𝜇𝑚𝑎𝑥], but the parameter 𝜎∗𝑔 must be a single point. We
therefore choose 𝜇∗

𝑚𝑖𝑛
and 𝜇∗𝑚𝑎𝑥 according to Eq. (4.4), and take 𝜇∗𝑔 = (𝜇∗𝑚𝑖𝑛+𝜇∗𝑚𝑎𝑥)/2

as an implicit single point guess. This will allow 𝜎∗𝑔 to be chosen according to
Eq. (4.5) as usual.

The logarithm ℎ = log is a good default choice for most applications. Dixon
and Mood (1948) used the logarithm as the choice of transformation with the up-
and-down method. Roediger (2020) presented ways to operate 3POD and Neyer
procedures when using the logarithm as the transformation, though his approach
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differs from the one presented here. If there is no physical constraint, and thus no
need for a transformation, the identity function ℎ(𝑥) = 𝑥 may be used instead.

At each step of the procedure where the transformed point 𝑧𝑛+1 is assigned, the
point

𝑥𝑛+1 = 𝑅

(︂
ℎ−1(𝑧𝑛+1)

)︂
is used as the recommended level of stimulus. The resolution 𝑟 for the testing
apparatus is given as a parameter. Thus, the above rule rounds the recommendation
to the nearest point at which a test may be performed. Furthermore, to avoid phase 1
becoming stuck in quasi-separation, we make the check for overlap 𝑚1 < 𝑀0 a check
for overlap or quasi-separation 𝑚1 ≤ 𝑀0. This will allow the procedure to exit phase
1 when precision constraints have resulted in quasi-separation.

Figure 4.7 shows a flowchart of the new phase 1. Parts where this flowchart differs
from the 3POD flowchart in Figure 2.6 by more than the variable transformation are
highlighted with dashed edges.

4.3.2 Phase 2

Like 3POD, phase 2 of C-3POD operates by selecting the D-optimal point at each
trial. The sequential update rule of Eq. (1.4) used in this phase is defined in terms of
the design region 𝔻. When 𝔻 contains the support of the underlying distribution, we
refer to the solution of Eq. (1.4) as the globally optimal point. In tests with precision
constraints, 𝔻 is restricted, and the globally optimal point for a given model and
criterion is generally not achievable. Instead, we wish to find the constrained optimal
point, i.e., the optimal point in the design region under precision constraints.

Since 𝔻 is discrete under precision constraints, the score for each point in 𝔻 may
be computed to find the solution. Note that rounding the globally optimal point to
find the constrained optimal point may fail and give a different point than Eq. (1.4).
Let 𝑥′ be the globally optimal point. Suppose the next point is chosen as

(4.6) 𝑥𝑛+1 = 𝑅(𝑥′) ,

where the function 𝑅 selects the nearest point in 𝔻 to 𝑥′. Consider having observed
𝒚 =

[︁
0 1

]︁⊺ by having tested at points 𝒙 =
[︁
8.5 11.5

]︁⊺ when the true distribution
is N(10, 1). Figure 4.4 shows the D-optimality information score as a function of
the next test point.

Eq. (4.6) will give the points 9 and 11, while the actual constrained optimum sat-
isfying Eq. (1.4) is at 𝑥𝑛+1 = 10. However, this scenario is unlikely to be encountered
in practical tests. In a Monte Carlo simulation with 200,000 runs of 3POD, it was
never observed that the solution to Eq. (4.6) differed from the solution to Eq. (1.4).

Of more concern is the issue of failures caused by the constraints. As discussed
in Section 4.1, using penalized likelihood estimates will avoid the failure conditions
associated with precision constraints. Therefore, the point estimates used are changed
to be penalized likelihood estimates instead of MLEs. This way estimates can be
obtained with separated data, and even when phase 1 has exited with separation, a
failure condition is not encountered.
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Figure 4.4. A case where the rounded optimum is not the constrained
optimum.

Under physical constraints, the failure condition of nonphysical stimulus levels
can be avoided by choosing an appropriate distribution that does not have nonphysical
values in the support. Rougier and Duncan (2024) note that for sensitivity tests the
log-normal distribution will often give a nearly identical fit to the commonly used
normal distribution. In particular, the fitted models will be effectively the same when

max {𝑥𝑛 |𝑦𝑛 = 0} −min {𝑥𝑛 |𝑦𝑛 = 1}
max {𝑥𝑛 |𝑦𝑛 = 0} +min {𝑥𝑛 |𝑦𝑛 = 1} < 1/8

holds (Rougier and Duncan 2024). When this condition does not hold, the amount
of probability mass in the nonphysical region may make the normal distribution
inappropriate. Figure 4.5 shows a comparison of the normal and log-normal fitted
curves for a data set which satisfies this condition.

Since the normal and log-normal fits often yield similar results, and the normal
distribution may be inappropriate, the log-normal distribution is a good default choice
when dealing with physical constraints. However, the log-normal distribution can
only exhibit positive skew. Other distributions, such as the Weibull distribution, may
be more appropriate in applications where negative skew is required to represent the
underlying distribution (Rougier and Duncan 2024).

With these modifications, both the failure conditions associated with physical
and precision constraints are eliminated.
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4.3.3 Phase 3

We know from Appendix B that the RMJ procedure used in phase 3 will still
converge under precision constraints, albeit with a level of error dependent on how
severe the precision constraints are. Specifically, if the precision constraint comes
from rounding with a rounding resolution 𝑟, the asymptotic estimate will lie in the
interval [𝜁𝑝 − 𝑟/2, 𝜁𝑝 + 𝑟/2], where 𝜁𝑝 is the true value. The resulting error can be
further reduced via the stochastic rounding rule presented previously. Therefore, the
non-parametric estimates obtained from the procedure are still used with C-3POD.

The RMJ method makes use of modeling-based assumptions when choosing 𝑎𝑛
and 𝑏𝑛 for faster convergence. To deal with physical constraints, we might think of
simply deriving these sequences for the distribution used earlier in phase 2. However,
doing so we may still have nonphysical values recommended. As the 𝑥𝑛 values are
taken to be real numbers, they are not restricted to the support regardless of the
choice of 𝑎𝑛 and 𝑏𝑛. Therefore, we must use the variable transformation technique
like in phase 1.

The CDF and PDF of 𝑄 are needed in order to derive the sequences 𝑎𝑛 and 𝑏𝑛
when operating on the transformed stimulus levels. The CDF of 𝑄 is given by

𝐹𝑄 (𝑧) = 𝑃(𝑄 ≤ 𝑧) = 𝑃(ℎ(𝑇) ≤ 𝑧) = 𝑃(𝑇 ≤ ℎ−1(𝑧)) = 𝐹 (ℎ−1(𝑧)) ,

and the PDF is given by

𝑓𝑄 (𝑧) = 𝐹′𝑄 (𝑧) = 𝑓 (ℎ−1(𝑧))
[︁
ℎ−1]︁′(𝑧) .

𝐹𝑄 and 𝑓𝑄 are then used in place of 𝐹 and 𝑓 in Eq. (2.10) as follows:

𝛼 =

𝑓𝑄

(︂
𝐹−1
𝑄
(𝑝)

)︂
𝜙
(︁
𝛷−1(𝑝)

)︁ =
𝑓
(︁
𝐹−1(𝑝)

)︁
ℎ′

(︁
𝐹−1(𝑝)

)︁
𝜙
(︁
𝛷−1(𝑝)

)︁ .
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Using this 𝛼 in equations (2.9) and (2.8) will then give the sequences 𝑎𝑛 and 𝑏𝑛 for
𝑄. The starting point for phase 3 is given by

𝑧𝑛12+1 = ℎ( 𝜁̂ 𝑝) .

Figure 4.6 shows a flowchart of phases 2 and 3 of the procedure. Differing from
the previous phases, the recommended levels after assignments of 𝑧𝑛+1 in phase 3 do
not use the nearest point to ℎ−1(𝑧𝑛+1). A point obtained via the previously described
random rounding rule is used instead so that 𝑥𝑛+1 = 𝑆

(︁
ℎ−1(𝑧𝑛+1)

)︁
.

Phase 1
𝜇̂← 𝜇̂𝑀𝐴𝑃
𝜎̂ ← 𝜎̂𝑀𝐴𝑃

𝑛 = 𝑁12 ? 𝑥𝑛+1 ← argmax
|︁|︁Î (𝑥)|︁|︁

𝑁3 > 0 ?

𝜏2
1 ← Î

−1
00 + Î

−1
11𝐺

−1
𝑄
(𝑝)2

truncate 𝜏1 in 𝜎̂/𝛷−1(0.975) [3, 5]

𝛼←
𝑔𝑄

(︂
𝐺−1

𝑄
(𝑝)

)︂
𝜙(𝛷−1 (𝑝))

𝑧𝑛+1 ← 𝜇̂ + 𝜎̂𝐺−1
𝑄
(𝑝)

𝑛 = 𝑁3 ?

𝑏𝑛 ←𝛷

{︃
𝛷−1 (𝑝)√
1+𝛼2𝜏2

𝑛

}︃
𝑎𝑛 ← 1

𝑏𝑛 (1−𝑏𝑛)
𝛼𝜏2

𝑛√
1+𝛼2𝜏2

𝑛

𝜙

{︃
𝜙−1 (𝑝)√
1+𝛼2𝜏2

𝑛

}︃
𝜏2
𝑛+1 ← 𝜏2

𝑛 − 𝑏𝑛 (1 − 𝑏𝑛)𝑎2
𝑛

𝑧𝑛+1 ← 𝑧𝑛 − 𝑎𝑛 (𝑦𝑛 − 𝑏𝑛)
𝑥𝑛+1 ← 𝑆

(︁
ℎ−1(𝑧𝑛+1)

)︁

End
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No

Yes

YesNo

NoYes

Figure 4.6. Flowchart for the new phases 2 and 3.
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Start
𝜇𝑔 ← (𝜇𝑚𝑖𝑛 + 𝜇𝑚𝑎𝑥)/2
𝜇𝑚𝑖𝑛 ← ℎ(𝜇𝑚𝑖𝑛)
𝜇𝑚𝑎𝑥 ← ℎ(𝜇𝑚𝑎𝑥)

𝑧1 ← 3/4𝜇𝑚𝑖𝑛 + 1/4𝜇𝑚𝑎𝑥
𝑧2 ← 1/4𝜇𝑚𝑖𝑛 + 3/4𝜇𝑚𝑎𝑥
𝜎2
𝑔 ← Var

(︁
𝑄

|︁|︁ 𝜇𝑔, 𝜎𝑔)︁
All 0s? 𝜎𝑔 ← 2 · 𝜎𝑔

All 1s? 3 divides n?

𝑦1 = 1?
𝑧𝑛+1 ← 𝜇𝑚𝑎𝑥

+ 3
2
(𝑛 − 1)𝜎𝑔

𝑧3 ← 𝜇𝑚𝑖𝑛 − 3𝜎𝑔
𝑧4 ← 𝜇𝑚𝑎𝑥 + 3𝜎𝑔

𝑧𝑛+1 ← 𝜇𝑚𝑖𝑛

− 3
2
(𝑛 − 1)𝜎𝑔

𝑚1 ← min {𝑧̃𝑛 |𝑦𝑛 = 1}
𝑀0 ← max {𝑧̃𝑛 |𝑦𝑛 = 0}

𝑧𝑛+1 ←
ℎ( 𝜇̂𝑀𝐴𝑃)

𝑚1 − 𝑀0 ≥ 1.5𝜎𝑔? 𝑚1 ≤ 𝑀0? 𝑛 = 𝑁12?

𝑀0 − 𝑚1 ≥ 𝜎𝑔? 𝑧𝑛+1 ← (𝑀0 + 𝑚1)/2 + 0.5𝜎𝑔
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Figure 4.7. Flowchart for the new phase 1.
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4.4 Software implementation

A computer program is necessary to compute the recommended stimulus levels with
many of the methods due to the complexity of the calculations. Introduction of such
methods into U.S. sensitivity testing standards led to the development of Gonogo,
an R software package implementing various sensitivity testing methods. Gonogo
was developed at the U.S. Army Armament Research, Development and Engineering
Center (ARDEC), and was released to the public in 2018 (Roediger 2020). Ahponen
(2022) used Gonogo in order to conduct experiments according to the methods, and
reported usability issues, especially for people unfamiliar with R.

In order to address such concerns, QTester, a software implementation of sen-
sitivity testing methods with a graphical user interface and usability features was
developed. QTester also provides an implementation of C-3POD. The program com-
putes the recommended levels of stimulus automatically, and the user needs only to
input the stimulus used and response observed at each trial. Once a test is finished,
the program outputs the estimates and the data may also be exported for use with
other software. Erroneous inputs may be undone and ongoing tests may be saved at
any point. Figure 4.8 shows an example of a test with the new procedure in progress.
In the example, the procedure exited phase 1 early because quasi-separation was
detected, showing the robustness of C-3POD against such a failure case.

Figure 4.8. Example of a test running in QTester.

Ahponen (2022) suspected that the lasting popularity of the up-and-down method
may be a result of its ease of use, and that user friendly implementations of modern
methods would help with their adoption. QTester has been made as simple to use as
possible for this reason.
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5 Simulation results

We will now compare the performance of C-3POD to the performance of the original
3POD procedure. Both ideal conditions and the cases when physical and precision
constraints apply will be considered. Following Wu and Tian (2014a), comparisons
will include not only the estimation accuracy, but also the rates of failure of the
methods, according to the failure conditions described in Section 3.4.

Previous simulation studies have focused on the estimation efficiency and robust-
ness of the methods to model misspecification, but not the effect of constraints on
the design points. Joseph (2004) compared the performance of the original Robbins-
Monro procedure to the RMJ procedure under ideal conditions for the design points,
and included comparisons for a variety of distributions. Warfield and Roy (2013)
consider a restriction where the probability that a toxic dose is assigned to a patient in
a medical trial is required to be low, and report on the estimation accuracy using D-
and C-optimality under this constraint. However, they did not study the failure rates
of the methods, or the effect of the constraint on estimation accuracy. Wu and Tian
(2014a) were the first to include comparisons of failure rates for the methods. They
compared the estimation accuracies and failure rates of various methods to 3POD,
including the case of model misspecification, but with no constraints on the design
points. Further comparisons of failure rates, estimation accuracies, and robustness
of modern sensitivity testing methods were done by Wang, Tian, and Wu (2020), but
again with ideal conditions for the design points.

In contrast with previous simulation studies, this chapter will focus on the effect of
physical and precision constraints on estimation accuracy and probability of failure.
There are a number of questions this chapter seeks to answer: How do the constraints
affect the rate of failure? How does using C-3POD affect the estimation accuracy
with and without constraints? Does the choice of prior used in the estimates with
C-3POD matter? The next section focuses on the rate of failure under precision
constraints.

5.1 Effect of precision constraints on probability of failure

Recall that 3POD makes use of a D-optimal design in phase 2, and therefore data
which satisfies the overlapping condition must have first been obtained in phase 1.
When the method fails to obtain estimates in the number of trials allocated to phase
1, a failure condition is encountered due to the method being unable to proceed to
the next phase. This type of failure may be encountered simply due to the random
nature of the process. However, when precision constraints are applied, the failure
may also be caused by the method becoming stuck in quasi-separation, as discussed
in Section 3.2.

Estimates of the probability of failure for various choices of initial parameters
under precision constraints of varying severity were obtained by performing Monte
Carlo simulations until 50,000 successes were observed and noting the number of
failures. Results for the estimated probabilities are given in Figure 5.1 as a heat map.
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For the numeric probabilities and raw counts of failures, see Tables C.1 and C.2 in
Appendix C.

The critical thresholds of the samples in the simulations are drawn from a normal
distribution with mean 𝜇 = 10 and variance 𝜎2 = 1. As in the articles of Wu and
Tian (2014a) and Wang, Tian, and Wu (2020), the initial parameters are given via
guesses 𝜇𝑔 and 𝜎𝑔 of the true values 𝜇 and 𝜎. The initial values 3POD needs are
a range [𝜇𝑚𝑖𝑛, 𝜇𝑚𝑎𝑥] for 𝜇, and a guess for the standard deviation. With 𝜎𝑔 as the
guess for the standard deviation, the values 𝜇𝑚𝑖𝑛 = 𝜇𝑔 − 4𝜎𝑔 and 𝜇𝑚𝑎𝑥 = 𝜇𝑔 + 4𝜎𝑔
are chosen for the range of 𝜇. Precision constraints are described via the parameter
𝑟, which gives the resolution with which the stimulus levels may be adjusted.
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Figure 5.1. Probability of failure with 3POD for different 𝑟 and initial
parameters

The results show that precision constraints have an effect on the probability
of failure. Another observation is that the probability of failure depends on the
choice of initial values, and precision constraints also affect this dependency. In the
ideal conditions case 𝑟 = 0, overestimating 𝜎 by setting 𝜎𝑔 too high results in the
worst probability of success, while underestimating 𝜎 gives even better results than
choosing the exact value. When precision constraints apply, this is no longer the
case. Even with the minor precision constraint of 𝑟 = 0.1, underestimating 𝜎 no
longer gives better results than using the correct value. As the precision constraints
become more severe, underestimating 𝜎 begins to give the worst results.
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Underestimating 𝜎𝑔 makes the used stimulus levels cluster more closely around
the median 𝜇, which increases the probability of obtaining overlap. When there are
no precision constraints, there is no possibility of getting stuck in quasi-separation,
and the underestimation can only have a positive effect on the probability of suc-
cess. As soon as precision constraints are introduced, there is a tradeoff where the
underestimation increases the chance of getting stuck in quasi-separation. The re-
sults with 𝑟 = 0.1 show that even with minor precision constraints, the benefit of
underestimating 𝜎 is lost.

A further investigation into the effect of precision constraints on the probability
of failure is shown in Figure 5.2. The figure plots the probability of success against 𝑟
when the initial guesses 𝜇𝑔 and 𝜎𝑔 are fixed to be the true values. Estimates at each
point are based on the number of runs required to generate 50,000 successes.
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Figure 5.2. Probability of failure for different 𝑟 .

It can be seen from the graph that while the probability of failure increases with 𝑟,
there are occasional jumps that result in higher probabilities of failure. An especially
large jump is observed at 𝑟 = 0.65. Certain values of the resolution parameter 𝑟 can
make the testing points deviate from the recommended points in such a way that the
probability of ending up in quasi-separation is particularly high. Where this occurs
will depend on the distribution and the initial values used for the method. In general,
a more severe precision constraint makes failure more likely.

The results given in this chapter concern only the original 3POD method where
ordinary MLEs are used. Since C-3POD is using penalized likelihood estimates,
which allow proceeding despite quasi-separation or even complete separation, the
failure condition of not achieving overlap in a given number of trials does not apply.
Thus, the results of this section illustrate the extent to which failures can be mitigated
by applying the modifications. This raises the question of what kind of effect using
these penalized likelihood estimates has on the final estimates obtained from the
procedure. The next section seeks to answer this question.
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5.2 Effect of precision constraints on quantile estimates

The results in Appendix B show that for Robbins-Monro type procedures, precision
constraints prevent the procedure from asymptotically converging to the exact true
quantile. However, the procedure is guaranteed to converge within a certain distance
of the true quantile, and this distance depends on the severity of the constraint. The
quantile estimates will then be biased toward the nearest discontinuity point in the
discretized distribution function. We wish to determine what kind of impact this bias
has on practical experiments.

The use of penalized likelihood estimates instead of ordinary MLEs in C-3POD
is also of interest. While the final estimates obtained via RMJ are non-parametric
and do not rely on distributional assumptions, both the starting point of phase 3 and
the chosen sequences for optimal convergence make use of the parametric estimates
obtained in earlier phases. Using different types of estimates when choosing these
initial values can therefore affect the performance of RMJ. Another goal of these
simulations is to investigate what effect there is on the accuracy of quantile estima-
tion with C-3POD. For the choice of penalized likelihood estimates, we use Firth
regression and the 𝑡1 prior of Gelman, Jakulin, et al. (2008).

First, we will consider the differences with ideal conditions. Table 5.1 shows
the results for an initial comparison of mean-square errors (MSE) for estimating
𝜁0.9 using 3POD and C-3POD with the 𝑡1 prior and Firth regression. Like before,
the critical thresholds are drawn from a N(10, 1) distribution and various initial
parameter values are used. Each entry shows the result from 1000 runs.

Table 5.1. MSE for estimation of 𝜁0.9, 𝑁 = 40 (𝑁12 = 25, 𝑁3 = 15),
true distribution=normal.

𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

MLE 0.2099 0.2072 0.1822 0.1926 0.1909
𝜇𝑔 = 9 t-dist 0.1952 0.2131 0.1958 0.1977 0.2020

Firth 0.2036 0.2142 0.1923 0.2243 0.2151

MLE 0.1937 0.1956 0.1880 0.2012 0.2028
𝜇𝑔 = 10 t-dist 0.2050 0.1934 0.2008 0.1848 0.1905

Firth 0.2146 0.2093 0.1985 0.2052 0.2203

MLE 0.1997 0.1966 0.1937 0.2013 0.2063
𝜇𝑔 = 11 t-dist 0.1981 0.1770 0.2009 0.1978 0.1967

Firth 0.2019 0.1985 0.2153 0.2107 0.2082

Using Firth regression, or Jeffrey’s prior, consistently gives a higher MSE than
using ordinary MLEs or the 𝑡1 prior. The authors of 3POD made the observation
that there is a sudden deterioration in the performance of the RMJ method when
the estimate 𝜎̂ used to initialize the procedure is greater than the true value 𝜎 (Wu
and Tian 2014a). Firth regression was originally developed to reduce the bias of the
regression coefficient estimates (Heinze 2006). As a result, Firth regression typically
gives higher estimates of variance than the other 2 methods. When these estimates
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are used, we will encounter the scenario described by Wu & Tian (2014a) where
RMJ does not work well more often.

The choice of initial values does not seem to have an impact on the estimation
accuracy with any of the methods. To further investigate the effect of using different
point estimates, results from each combination of the initial values were aggregated.
Figure 5.3 shows the MSE per number of trials from the aggregated results.
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Figure 5.3. Mean square error with different priors (𝑁12 = 25).

From the graph we can observe that the MSEs are similar. Therefore, even in
ideal conditions where separation only occurs in a small percentage of cases, we can
use penalized likelihood estimates in order to avoid the overlap issue without a cost
on the estimation accuracy. In fact, the improvement in the MSE as the number of
observations increases is better with the 𝑡1 prior than with the ordinary MLEs. The
gap between Firth regression and the other methods disappears as the number of
trials grows.

The graph also shows a curious initial increase in the MSE for approximately 3
trials, after which the MSE decreases as expected. This behavior is due to the RMJ
process not making corrections toward the true value until a 0 has been observed.

Consider the case where ordinary MLEs are used for the initial RMJ parameters.
The initial estimate for 𝜁0.9 will be downwards biased, since the estimate of the
variance 𝜎̂2 is downwards biased. In order for the MSE to decrease, the RMJ process
must then move up towards true value 𝜁0.9, but an upwards movement requires that a 0
has been observed. Even with the downwards biased initial estimate, the probability
of observing a 1 is greater than that of observing a 0. It may therefore take several
trials before a 0 is observed.

Figure 5.4 shows this effect by plotting the average quantile estimate for different
phase 3 lengths against the proportion of runs where a change in the response type
had been observed by the 𝑛-th trial. The point at which the average estimate begins
to move toward the true value coincides with the point where the proportion of trials
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in which a 0 has been observed reaches 50%.
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Figure 5.4. Estimate and proportion of runs where a change of response
type occurred using MLEs.

One might question why the same pattern occurs even when using Firth regression
estimates, which should not have downward bias in the initial estimate of 𝜁0.9. In
the Monte Carlo simulations, the average initial estimate of 𝜁0.9 was actually slightly
upwards biased. Using the Firth regression estimates to initialize RMJ, the procedure
will also make larger jumps due to the larger estimate of 𝜎. Once a 1 is observed,
which is more likely than a 0 being observed, the procedure jumps downward past
the true value of 𝜁0.9. This leads to a similar outcome as before with the downward-
biased initial estimates, though the maximum error occurs with a slight delay, as
illustrated in Figure 5.3.

Now we consider the case of precision constraints. Errors were computed for
1000 runs with different initial values like before, but different levels of precision
constraint were also considered. These results were then aggregated as previously
described. The unaggregated results are omitted here, but can be found in Tables C.3
and C.4 in Appendix C.

The observations regarding Firth regression’s inferior performance and the neg-
ligible effect of initial values remain consistent. Figure 5.5 shows the log10 MSE per
number of trials with different levels of precision constraint. Firth regression was
dropped from the extended simulations due to its worse performance compared to
using ordinary MLEs or the 𝑡1 prior. The y-axis in the figure is on a logarithmic
scale to make the differences more easily seen.

Based on the results of Appendix B we know that asymptotically the error will
generally not reach 0 under precision constraints. Instead, there will be a persistent
error (𝜗− 𝜁𝑝)2 ≤ 𝑟2/4, where 𝜗 is the biased point of convergence. With 𝑟 = 0.1 the
upper bound on this persistent squared error is 0.0025, which is less than the error
observed at 𝑛 = 100 in Figure 5.3. Likewise, the upper bounds with 𝑟 = 0.5 and
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Figure 5.5. Mean square error for different 𝑟.

𝑟 = 0.7 are 0.0625 and 0.1225, respectively.
From Figure 5.5 we can see that the MSEs with 𝑟 = 0.1 and 𝑟 = 0.5 are

indistinguishable from the MSE under ideal conditions, but the lines for 𝑟 = 0.7
start to separate from the rest. With 𝑟 = 0.7 the bias will be towards 𝜗 = 11.55.
This means that the persistent squared error when estimating 𝜁0.9 for the N(10, 1)
distribution will be 0.0721. At 𝑛 = 100 each 𝑟 = 0.7 line has reached its level of
persistent error, so the MSE stops decreasing. The 𝑟 = 0.1 and 𝑟 = 0.5 lines do not
reach the upper bounds of the persistent error and will continue to decrease.

The initial rate of convergence to the true value is similar under ideal conditions
and the different precision constraints. Even the most extreme case 𝑟 = 0.7 only
starts to separate from the rest as it reaches its persistent error. This suggests that
𝑟 has a minimal effect on the accuracy until 𝑛 grows large enough that the level of
persistent error for the given 𝑟 is reached.

To investigate this, runs were extended to 100,000 trials. The impact of using
ordinary versus random rounding was also investigated. Due to the lengthy compu-
tation, only the initial parameters 𝜇𝑔 = 10 and 𝜎𝑔 = 1 were used for a total of 5000
runs. To further save computation time runs were only performed using MLEs due
to the similar results at large 𝑛 between the different estimates. Figure 5.6 shows the
results.

Stochastic rounding performed better with 𝑟 = 0.1 and 𝑟 = 0.7 than ordinary
rounding. With 𝑟 = 0.5 the persistent error due to the rounding rule is≈ 0.000996 due
to the quantile landing almost exactly at the discontinuity point of the discretized CDF.
This is almost the best case scenario where the quantile is exactly the discontinuity
point. Even so, the difference between random rounding was minimal. In the
other cases ordinary rounding performed worse. We conclude that in most cases
stochastic rounding will perform better, with the difference being minimal when
ordinary rounding does better.
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Figure 5.6. Effect of rounding rules with different r.

The pattern of 𝑟 having a minimal effect until the persistent error is reached is
now seen with 𝑟 = 0.1 and 𝑟 = 0.5 as well. In all cases, differences between the
rounding rules were not seen until at least 100 trials. This suggests that in practical
experiments, where sample sizes are generally smaller, the choice of rounding rule
does not make a difference.

In conclusion, precision constraints will matter little for tests with a small number
of samples. With large samples, results can be improved by use of the random
rounding rule in C-3POD. Use of the 𝑡1 prior to avoid failures in C-3POD did not
affect results compared to the use of ordinary MLEs in 3POD, but Firth regression
performed worse at small samples.

5.3 Effect of precision constraints on parameter estimates

Recall from Section 2.5 that 3POD may be used for the goal of estimating the
parameters of a specified model. This means setting 𝑁3 = 0 to leave out the RMJ
phase entirely in order to dedicate as many of the trials to the D-optimality based 2nd
phase as possible. The procedure, when used in this manner, is essentially the same
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as the Neyer D-optimal method, only differing in the first phase. Under precision
constraints, we may not be able to perform tests at the estimated globally D-optimal
points that phase 2 seeks to test at. For each trial, a constrained optimal point that
the trial can be performed at must be used instead. We wish to determine what effect
this has on the efficiency of the estimation.

For the error measure, we choose the integral of the squared quantile prediction
error across the whole distribution:

Error =
1∫

0

( 𝜁̂ 𝑝 − 𝜁𝑝)2 𝑑𝑝 ,

where 𝜁𝑝 is the true 𝑝:th quantile and 𝜁̂ 𝑝 is the prediction. This error measure is
chosen based on the belief that ultimately the goal for estimating the model parameters
is to obtain quantile predictions across the whole distribution.

Table 5.2 shows a comparison between 3POD using MLEs and C-3POD using
the penalized likelihood estimates. Like before, the critical thresholds are drawn
from a N(10, 1) distribution and various initial parameter values are used. Each
entry shows the result for 1000 runs.

Table 5.2. Mean error for estimation of the distribution, 𝑁 = 40, true
distribution=normal.

𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

MLE 0.1530 0.1441 0.1379 0.1402 0.1500
𝜇𝑔 = 9 t-prior 0.1353 0.1417 0.1369 0.1459 0.1548

Firth 0.1813 0.1733 0.1642 0.1803 0.1954

MLE 0.1354 0.1338 0.1440 0.1405 0.1538
𝜇𝑔 = 10 t-prior 0.1511 0.1391 0.1348 0.1548 0.1517

Firth 0.1733 0.1697 0.1699 0.1875 0.1880

MLE 0.1443 0.1492 0.1460 0.1392 0.1602
𝜇𝑔 = 11 t-prior 0.1409 0.1383 0.1362 0.1473 0.1467

Firth 0.1854 0.1663 0.1663 0.1726 0.1851

As was the case with quantile estimation, the MLE and 𝑡1 prior based estimates
produce comparable errors. Firth regression had worse performance compared to
the other methods, and is therefore excluded from further simulations in this section.
The error varies more between choices of initial values than in the quantile estimation
case, but again there are no drastic differences between the different initializations.
Results for the average error per number of trials from the aggregated results of
different choices of initial values are shown in Figure 5.7.

The results with 3POD were obtained by allocating 25 samples to phase 1. If
overlap was acquired within 25 samples, the remaining samples were dedicated to
phase 2. Runs that failed to acquire overlap in 25 samples were excluded. From
the graph we can observe that, at least under ideal conditions, there is practically no
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Figure 5.7. Error per number of trials.

difference in estimation accuracy between using ordinary MLEs as opposed to the
penalized estimates with a 𝑡1 prior. This provides a justification for using the 𝑡1 prior
as a default even when there are no precision constraints or when they are negligible,
since failures due to lack of overlap are avoided without a cost on the performance.

Next we perform the same simulation under precision constraints. Figure 5.8
shows the mean error per number of trials with different values of 𝑟 aggregated from
runs using different initial parameters. We omit the unaggregated results from this
section, but they can be found in Tables C.5 and C.6 in Appendix C.
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The same level of error that was obtained under ideal conditions is reached as 𝑛
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grows, regardless of the severity of the constraint or method of point estimation. The
similarity between the MLE and the penalized likelihood results is to be expected,
since they have similar asymptotic properties. Furthermore, we can see from the
results that it does not take a large number of samples in order for the results to be
similar between the two. One difference between the methods is that using ordinary
MLEs gives better results when the precision constraints are severe and the test
sample size is small. However, as seen earlier in Figure 5.1, this is the case where
the probability of failure with MLEs is high.

Given that the only scenario where the MLEs used in 3POD have better per-
formance is when using the MLEs is likely to result in a failed test, we make the
recommendation that C-3POD with the 𝑡1 prior-based penalized estimates be used
instead.

5.4 Effect of physical constraints on probability of failure

So far, the results in this section have focused on the issue of precision constraints. We
now turn to the issue of physical constraints and the failure condition of nonphysical
stimulus levels being recommended.

Whether or not this constraint results in the failure condition of negative rec-
ommended levels will depend on the underlying distribution and the possibly non-
physical distribution being used for the modeling. If the variance of the underlying
distribution is large, and the mean is close to 0, then it is more likely that a substantial
amount of probability mass of the estimated distribution will be in the nonphysical
region. The severity in terms of how likely the constraint is to cause failure can then
be quantified as the distance in standard deviations of the distribution mean to 0, the
start of the non-physical region:

𝜐 =
𝜇

𝜎
.

In order to capture this effect of the distribution on the probability of failure, the
simulations performed here will differ from the previous ones. First, to represent
the situation of negative values being nonphysical, the critical thresholds will be
drawn from a log-normal distribution instead of a normal distribution. Second, this
underlying distribution will vary so that 𝜐 can be adjusted.

The mean for the log-normal distributions is fixed to be 𝜇 = 10 with the standard
deviations chosen as 𝜎 = 𝜇/𝜐 as 𝜐 varies between 1 and 10. Both parameters are
given on the linear scale.

The choice of which quantile 𝜁𝑝 is to be estimated will also have an effect on the
results. The smaller the choice of 𝑝, the more likely an estimate 𝜁̂ 𝑝 falls outside the
physical region. To make these results agnostic with regard to the choice of 𝑝, only
phases 1 and 2 are considered here.

Figure 5.9 shows the results for the estimated probability of failure per 𝜐 when
the normal distribution is used as the specified model. Each estimate was obtained
by generating 1000 successful runs and noting the number of failures. The initial
values for 3POD were 𝜇𝑔 = 10 and 𝜎𝑔 = 4 for each run.

The graph shows that as the variance decreases, or as the mean becomes more
distant from 0, the probability of failure decreases. Furthermore, the probability
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of failure decreases quickly. Consequently, issues may not be encountered in many
practical experiments even though the specified model does not respect the physical
constraint.

Unfortunately, the value of 𝜐 depends on the parameters of the underlying dis-
tribution, which are unknown to the experimenter. Without prior data to rely on,
an experimenter cannot determine the probability of a test failing due to physical
constraints. We make the recommendation of using C-3POD, since it will always
avoid the failure condition regardless of the value of 𝜐.
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6 Conclusions

In this thesis we have presented the problem of sensitivity testing under constraints.
Precision and physical constraints are encountered in practical experiments and
can cause sensitivity testing methods to fail. How these constraints lead to failure
conditions with different types of methods was investigated. It was found that physical
constraints can lead to failure of both approximation-based and model-based methods
due to physically nonfeasible stimulus levels being recommended. Additionally,
precision constraints can result in failure to obtain estimates due to quasi-separation,
whenever MLEs are sought. Precision constraints also lead to a loss of estimation
efficiency with both approximation-based and model-based methods.

Special attention was given to the Robbins-Monro and RMJ procedures, as the
current state of the art methods for non-parametric quantile estimation are applying
the RMJ procedure, and we aim to justify the use of such procedures under con-
straints. It was found that including the deviation from the recommended value in
the update rule leads to the variance of the estimator diverging. On the other hand,
performing the update as if the trial was performed at the recommendation leads to a
converging, but ultimately biased estimate. The upper bound for the resulting error
was derived, and it is given by halving the rounding resolution which defines the
precision constraint. In the process of showing the convergence of these procedures
under constraints, we obtained a stronger result about the convergence of the RMJ
procedure than the previous result of Joseph (2004).

Methods to address the issues resulting from these constraints were then proposed
in order to derive a new procedure that is robust to the constraints. The quasi-
separation problems were dealt with by using penalized likelihood estimates. Non-
physical design points were eliminated in approximation-based phases with a variable
transformation, and in model-based phases by specifying a distribution that respects
the physical constraint. Seeking to reduce the error from precision constraints, a
random rounding rule based on the distance of the available design points to the
recommendation was introduced for Robbins-Monro and RMJ. It was shown that
using this rule gives the same results as applying Robbins-Monro (or RMJ) without
constraints on a linear interpolation of the distribution function between the available
testing points. Subsequently, these approaches were used in order to derive a new
sensitivity testing method called C-3POD.

Simulations were performed to see the effect of constraints on tests with 3POD
and C-3POD. Two choices of penalized likelihood were considered for C-3POD:
Jeffrey’s prior and the 𝑡1 prior. For 3POD, occurrences of failure were extremely rare
under ideal conditions and minor precision constraints. However, with a more severe
precision constraint nearly half of all simulations resulted in failure. With the most
extreme precision constraint considered, over half of the simulations resulted in a
failed test. This type of failure was not encountered with C-3POD. Failures due to the
physical constraint occurred only when the mean of the underlying distribution was
within a few standard deviations of the nonphysical region. In the most extreme case
considered, where this distance was 1 standard deviation, the failure rate exceeded
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40%. These failures also did not occur with C-3POD.
For quantile estimation, employing penalized likelihood estimates in C-3POD

gave better estimation accuracy for tests with large amounts of samples than the MLEs
used in 3POD. With fewer samples, the choice of estimate had an effect. Jeffrey’s
prior, or Firth regression, resulted in a worse mean square error than ordinary MLEs,
while results with the 𝑡1 prior were similar to using ordinary MLEs. Minor precision
constraints did not affect the accuracy of estimation with 3POD or C-3POD. For tests
of up to 100 samples, the MSE only started to differ from the results under ideal
conditions at the most severe precision constraints used. The greatest difference
between the estimation accuracies of the methods was seen at sample sizes larger
than this under the severe precision constraint, with 3POD performing poorly. This
difference in performance was a result of the use of the stochastic rounding rule in
C-3POD.

For parameter estimation, neither precision constraints nor the choice of like-
lihood estimate had an impact as sample sizes grew. At small sample sizes, the
most severe precision constraints considered actually improved parameter estimation
accuracy with the ordinary MLEs used by 3POD. However, this was also the case
where the highest rates of failure were observed. In other words, the estimation
accuracy that 3POD gains is offset by many tests resulting in failure, making 3POD
unsuitable under such severe constraints.

In conclusion, the new method effectively eliminates failures associated with
the considered constraints. We make the recommendation of using the 𝑡1 prior in
the penalized likelihood estimation. The results about RMJ provide a theoretical
justification for use of the procedure under constraints both separately and as part of
C-3POD. The simulation results show that, for sample sizes associated with practical
experiments, only extremely severe constraints affect estimation accuracy with 3POD
and C-3POD.
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A Robbins-Monro update rule with both vari-
ables subject to error

We need to consider the form that Robbins-Monro procedures should take when the
recommended testing points 𝑥𝑛 and the actually used testing points 𝑥̃𝑛 may differ.
In other words, when there is error about not just the observations of 𝑀 (𝑥), but the
point 𝑥 at which the observation is made. Now the observations 𝑤𝑛 are outcomes
of the random variable 𝑊 |𝑥̃𝑛 = 𝑊 |𝑥𝑛 + 𝑢𝑛 depending on not just 𝑥𝑛, but the error or
deviation 𝑢𝑛 about that point. We have two options for applying Robbins-Monro:

(Strategy 1) 𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛𝑤𝑛 ,

(Strategy 2) 𝑥𝑛+1 = 𝑥̃𝑛 − 𝑎𝑛𝑤𝑛 .

Strategy 1 updates the estimator as if the previous measurement was actually taken
at the point given by Robbins-Monro. Strategy 2 includes the deviation in the update
rule. We will show that we must use Strategy 1, as Strategy 2 will result in an
asymptotic variance of

lim
𝑛→∞

Var(𝑋𝑛+1) = ∞

under mild conditions. Specifically, the deviations𝑈𝑛 need not be independent. It is
enough that the variance is not vanishing and that they are not antithetic in the long
run. That is,

(A.1) 𝜓 = inf
𝑖∈ℕ

Var(𝑈𝑖) > 0 ,

(A.2)
∑︁
𝑖≠ 𝑗

Cov(𝑈𝑖,𝑈 𝑗 ) ≥ 0 .

The Strategy 2 update rule can be rewritten as

𝑥𝑛+1 = 𝑥𝑛 + 𝑢𝑛 − 𝑎𝑛𝑤𝑛

= (𝑥𝑛−1 + 𝑢𝑛−1 − 𝑎𝑛−1𝑤𝑛−1) + 𝑢𝑛 − 𝑎𝑛𝑤𝑛
= 𝑥1 +

∑︁
𝑢𝑖 −

∑︁
𝑎𝑖𝑤𝑖 .

Then the variance is

(A.3) Var(𝑋𝑛+1) = Var
(︂∑︁

𝑈𝑖 −
∑︁

𝑎𝑖𝑊𝑖

)︂
= Var

(︂∑︁
𝑈𝑖

)︂
+ Var

(︂∑︁
𝑎𝑖𝑊𝑖

)︂
− 2 Cov

(︂∑︁
𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖

)︂
.

Now, because Var(∑︁ 𝑎𝑖𝑊𝑖) > 0,

Var(𝑋𝑛+1) > Var
(︂∑︁

𝑈𝑖

)︂
− 2 Cov

(︂∑︁
𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖

)︂
.
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From (A.1) and (A.2) it follows that lim𝑛→∞Var(∑︁𝑈𝑖) = ∞. Clearly, the above
difference diverges if lim𝑛→∞ Cov(∑︁𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖) < ∞. It remains to consider the

case where lim𝑛→∞ Cov(∑︁𝑈𝑖,
∑︁
𝑎𝑖𝑊𝑖) = ∞. The difference can be rewritten as

Var
(︂∑︁

𝑈𝑖

)︂
− 2 Cov

(︂∑︁
𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖

)︂
= Cov

(︂∑︁
𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖

)︂ (︃ Var(∑︁𝑈𝑖)
Cov(∑︁𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖)

− 2
)︃
.

The left hand side of the product diverges. The product will diverge if the right hand
side also diverges. Thus, it is enough to show that

(A.4) lim
𝑛→∞

Var(∑︁𝑈𝑖)
Cov(∑︁𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖)

= ∞ .

By applying the Cauchy-Schwarz inequality twice we obtain

lim
𝑛→∞

Var(∑︁𝑈𝑖)
Cov(∑︁𝑈𝑖,

∑︁
𝑎𝑖𝑊𝑖)

≥ lim
𝑛→∞

Var(∑︁𝑈𝑖)√︁
Var(∑︁𝑈𝑖) Var(∑︁ 𝑎𝑖𝑊𝑖)

= lim
𝑛→∞

√︁
Var(∑︁𝑈𝑖)√︃∑︁

𝑎2
𝑖

Var(𝑊𝑖) +
∑︁∑︁

𝑎𝑖𝑎 𝑗 Cov(𝑊𝑖,𝑊 𝑗 )

≥ lim
𝑛→∞

√︁
Var(∑︁𝑈𝑖)√︃∑︁

𝑎2
𝑖

Var(𝑊𝑖) +
∑︁∑︁

𝑎𝑖𝑎 𝑗
√︁

Var(𝑊𝑖)
√︁

Var(𝑊 𝑗 )
.

Var(𝑊𝑖) is bounded by a finite constant 𝜈. It follows that

≥ lim
𝑛→∞

√︁
Var(∑︁𝑈𝑖)

√
𝜈

√︃∑︁
𝑎2
𝑖
+∑︁∑︁

𝑎𝑖𝑎 𝑗

= lim
𝑛→∞

√︁
Var(∑︁𝑈𝑖)√︁
𝜈(∑︁ 𝑎𝑖)2

= lim
𝑛→∞

√︁∑︁
𝑉𝑎𝑟 (𝑈𝑖) +

∑︁∑︁
Cov(𝑈𝑖,𝑈 𝑗 )√

𝜈
∑︁
𝑎𝑖

.

By (A.2) we obtain

lim
𝑛→∞

√︁∑︁
Var(𝑈𝑖) +

∑︁∑︁
Cov(𝑈𝑖,𝑈 𝑗 )√

𝜈
∑︁
𝑎𝑖

≥ lim
𝑛→∞

√︁∑︁
Var(𝑈𝑖)√
𝜈
∑︁
𝑎𝑖

,

and by (A.1) we then have

lim
𝑛→∞

√︁∑︁
Var(𝑈𝑖)√
𝜈
∑︁
𝑎𝑖

≥ lim
𝑛→∞

√︁∑︁
𝜓

√
𝜈
∑︁
𝑎𝑖

= lim
𝑛→∞

√
𝑛𝜓

√
𝜈
∑︁
𝑎𝑖

= lim
𝑛→∞

√︃
𝜓

𝜈

1√
𝑛

∑︁
𝑎𝑖
.
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We need this result:

(A.5)
𝑛∑︁
𝑖=1

𝑎2
𝑖 < ∞⇒

1
√
𝑛

𝑛∑︁
𝑖=1

𝑎𝑖 → 0 .

By, once again, Cauchy-Schwarz

𝑛∑︁
𝑖=1

𝑎𝑖√
𝑛
≤

√︂
(
∑︁

𝑎2
𝑖
) (

∑︁ 1
𝑛
) =

√︂∑︁
𝑎2
𝑖
𝑛

1
𝑛
=

√︃∑︁
𝑎2
𝑖
< ∞ .

The sum converges. Therefore, for all 𝜖1 > 0, there is 𝑛1 such that
∑︁𝑛
𝑖=𝑛1

𝑎𝑖√
𝑛
< 𝜖1.

Choose 𝜖1 = 𝜖
2

𝑛∑︁
𝑖=1

𝑎𝑖√
𝑛
=

𝑛1−1∑︁
𝑖=1

𝑎𝑖√
𝑛
+

𝑛∑︁
𝑖=𝑛1

𝑎𝑖√
𝑛
<

1
√
𝑛

𝑛1−1∑︁
𝑖=1

𝑎𝑖 +
𝜖

2
.

The finite sum
∑︁𝑛1−1
𝑖=1 𝑎𝑖 is some finite constant 𝐶. The limit of 𝐶√

𝑛
is 0. Therefore,

there is 𝑛2 such that 𝐶√
𝑛2
< 𝜖2. Choose 𝜖2 = 𝜖

2 . Now, for all 𝑛 ≥ max{𝑛1, 𝑛2}, we
obtain

𝑛∑︁
𝑖=1

𝑎𝑖√
𝑛
=
𝐶
√
𝑛
+

𝑛∑︁
𝑖=𝑛1

𝑎𝑖√
𝑛
<
𝜖

2
+ 𝜖

2
= 𝜖 .

And (A.5) is proven. By (A.5), (A.1), and condition (2.3)

lim
𝑛→∞

√︃
𝜓

𝜈

1√
𝑛

∑︁
𝑎𝑖

= ∞ .

Therefore, Eq. (A.4) holds and the variance (A.3) goes to infinity asymptotically.
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B Bias of Robbins-Monro with both vari-
ables subject to error

Dupač and Král (1972) proved that Robbins-Monro converges to the correct value
when there’s error about the testing point 𝑥 under some general conditions. Un-
fortunately their conditions do not necessarily apply for the sensitivity testing case.
We show a proof closely following theirs using the conditions associated with sensi-
tivity testing first with independent deviations and then deviations due to rounding
from precision constraints. The obtained estimate is biased in many practical cases.
Finally, we extend these results to the RMJ procedure, and obtain a stronger result
about its convergence than the previous result of Joseph (2004).

We have the Robbins-Monro procedure as given in Eq. (2.4) and the usual
Robbins-Monro conditions (2.2) and (2.3) on 𝑎𝑛 hold. Let 𝑉 |𝑥 = 𝑌 − 𝐸 (𝑌 |𝑥) =
𝑌 − 𝐹 (𝑥) so that 𝑦𝑛 = 𝐹 (𝑥𝑛) + 𝜈𝑛 and rewrite Eq. (2.4) as

(B.1) 𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛 (𝑀 (𝑥𝑛) + 𝜈𝑛) ,

where 𝑀 (𝑥) = 𝐹 (𝑥) − 𝑝. Suppose there is some error 𝑢𝑛 with regards to 𝑥𝑛

(B.2) 𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛 (𝑀 (𝑥𝑛 + 𝑢𝑛) + 𝜈𝑛) ,

where 𝑢𝑛 are outcomes of a random variable𝑈𝑥𝑛 .

Independent errors

We define the following function:

𝑀∗(𝑥) = 𝐸 (𝑀 (𝑥 +𝑈𝑥)) .

Now we can rewrite Eq. (B.2) as

(B.3) 𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) − 𝑎𝑛𝜈∗𝑛 ,

where 𝜈∗𝑛 = 𝑀 (𝑥𝑛 + 𝑢𝑛) − 𝑀∗(𝑥𝑛) + 𝜈𝑛.
Let 𝜗 be the root of 𝑀∗(𝑥). Result 1 of Dvoretzky (1954, p. 50) says that if the

following conditions hold

(B.4) Var(𝜈∗𝑛) ≤ 𝐶 ,

(B.5) |𝑀∗(𝑥) | ≤ 𝐴|𝑥 | + 𝐵 ,

(B.6) inf
𝜂<𝑥−𝜗

𝑀∗(𝑥) > 0 and sup
𝑥−𝜗<−𝜂

𝑀∗(𝑥) < 0, for 𝜂 > 0 ,

where 𝐴, 𝐵 and 𝐶 are some finite constants, then the procedure (B.3) converges to 𝜗
with probability 1 and in mean-square.
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First, Var(𝑀 (𝑥𝑛 + 𝑈𝑥𝑛)) = Var(𝐹 (𝑥 + 𝑈𝑥𝑛)), but because 𝐹 is a CDF, it is
bounded and therefore Var(𝐹 (𝑥 + 𝑈𝑥𝑛)) is bounded. Let us call this 𝐶1. Second,
Var(𝑉𝑥) = Var(𝑌 − 𝐹 (𝑥 +𝑈𝑥)) and because 𝑌 is either 0 or 1 (obviously bounded),
Var(𝑉𝑥) is bounded. Let us call this 𝐶2. Now

Var(𝜈∗𝑛) = Var(𝑀 (𝑥 +𝑈𝑥) − 𝑀∗(𝑥𝑛) +𝑉𝑥)

≤ Var(𝑀 (𝑥 +𝑈𝑥)) + Var(𝑉𝑥) + 2
√︁

Var(𝑀 (𝑥 +𝑈𝑥)) Var(𝑉𝑥)

≤ 𝐶1 + 𝐶2 + 2
√︁
𝐶1𝐶2

and (B.4) is satisfied.
We have 𝑀∗(𝑥) = 𝐸 (𝐹 (𝑥 +𝑈𝑥)) − 𝑝. 𝐹 is a CDF, so 0 ≤ 𝐹 (𝑥 +𝑈𝑥) ≤ 1, and 𝑝

is a probability, so 0 ≤ 𝑝 ≤ 1. Therefore,

|𝑀∗(𝑥) | = |𝐸 (𝐹 (𝑥 +𝑈𝑥)) − 𝑝 | ≤ |𝐸 (𝐹 (𝑥 +𝑈𝑥)) | + |𝑝 | ≤ 2

and (B.5) is satisfied.
For the first part 𝜗 + 𝜂 < 𝑥 of (B.6): Since 𝐹 is a CDF, it is increasing. We make

the stronger assumption that it is strictly increasing so that with independent errors
𝑀 and 𝑀∗ are also strictly increasing. Then

𝑀∗(𝑥) > 𝑀∗(𝜗 + 𝜂) > 𝑀∗(𝜗) = 0 .

Second part 𝑥 < 𝜗 − 𝜂 of (B.6):

𝑀∗(𝑥) < 𝑀∗(𝜗 − 𝜂) < 𝑀∗(𝜗) = 0 .

Because 𝜗 is the root of 𝑀∗. Thus (B.6) is satisfied, and by Dvoretzky (1954),
Eq. (B.2) converges to 𝜗 with probability 1 and in mean-square.

Since (B.2) converges to the root of not 𝑀 but 𝑀∗, the estimate of 𝜁𝑝 is biased,
and the bias is given by

𝜗 − 𝜁𝑝 = 𝑀∗−1(0) − 𝑀−1(0) .

Suppose that 𝐹 has one inflection point, that is, the distribution has one mode
𝜇𝑚. For most choices of 𝐹 in sensitivity testing (normal, log-normal, logistic, log-
logistic, Weibull) this assumption is true. Suppose further that the errors are bounded
𝑢𝑛 ∈] −𝑟, 𝑟 [. Hence, if |𝜁𝑝− 𝜇𝑚 | ≥ 𝑟, then 𝐹 (𝜁𝑝 +𝑈𝑥) must lie entirely in the convex
region, or entirely in the concave region. Suppose 𝜁𝑝 lies left of the inflection point
(the convex region). We have by Jensen’s inequality

𝐸 (𝑀 (𝜗 +𝑈𝑥)) ≥ 𝑀 (𝜗 + 𝐸 (𝑈𝑥))

=⇒ 𝑀∗(𝜗) ≥ 𝑀 (𝜗)
=⇒ 𝑀 (𝜁𝑝) ≥ 𝑀 (𝜗)

=⇒ 𝜁𝑝 ≥ 𝜗
with the inequalities reversed for the 𝜁𝑝 − 𝑟 > 𝜇𝑚 case.

The case where 𝜁𝑝 is in the |𝜁𝑝 − 𝜇𝑚 | < 𝑟 region still remains. When 𝐹 is
symmetric and 𝜁𝑝 is exactly the mode 𝜇𝑚, Dupač and Král’s (1972) conditions hold
and 𝜗 = 𝜁𝑝. For non-symmetric 𝐹 the bias is unknown.
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Dependent rounding errors

Let 𝔻 be the set of points at which tests may be performed at and 𝑅(𝑥) be a function
that rounds 𝑥 to the nearest point in 𝔻. When the errors about 𝑥 are due to precision
constraints, they are of the form

𝑢𝑛 = 𝑅(𝑥𝑛) − 𝑥𝑛

and Eq. (B.2) becomes

𝑥𝑛+1 = 𝑥𝑛 + 𝑎𝑛 (𝑀 (𝑅(𝑥𝑛)) + 𝜈𝑛) .

We show that, when the testing points are rounded like this, the procedure will not in
general converge to the true value 𝜁𝑝, but to a nearby point 𝜗. The resulting bias has
an upper bound dependent on the distance of the points in 𝔻. If 𝔻 = {𝑛𝑟 | 𝑛 ∈ ℤ},
this upper bound is 𝑟/2.

Conditions (B.4) and (B.5) are satisfied in the same way as in the independent
case. The rounding has the effect of discretizing the distribution function, as shown
in Figure B.1. The gray curve is the distribution function 𝐹 (𝑥) and the red lines are
the function 𝐹 (𝑅(𝑥)), where 𝑅(𝑥) rounds 𝑥 according to 𝑟.
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Figure B.1. Discretized CDF in red, and the original in gray.

There are always two points 𝑥𝑎, 𝑥𝑏 ∈ 𝔻 closest to 𝜁𝑝 such that 𝑥𝑎 ≤ 𝜁𝑝 ≤ 𝑥𝑏.
There is also the point 𝜗 equidistant from the two points so that

(B.7) 𝑅(𝑥𝑎) = 𝑥𝑎 < 𝜗 < 𝑥𝑏 = 𝑅(𝑥𝑏) .
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It is clear that 𝜗 will be one of the discontinuity points seen in Figure B.1.
We define

𝑀∗(𝑥) = 𝑀 (𝑅(𝑥)) = 𝐹 (𝑅(𝑥)) − 𝑝 .
For the first part 𝑥 > 𝜗 + 𝜂 of (B.6):

𝑀∗(𝑥) = 𝐹 (𝑅(𝑥)) − 𝑝 ≥ 𝐹 (𝑥𝑏) − 𝑝 > 𝐹 (𝜁𝑝) − 𝑝 = 0 .

For the second part 𝑥 < 𝜗 − 𝜂 of (B.6):

𝑀∗(𝑥) = 𝐹 (𝑅(𝑥)) − 𝑝 ≥ 𝐹 (𝑥𝑎) − 𝑝 < 𝐹 (𝜁𝑝) − 𝑝 = 0 .

Both follow from 𝐹 being strictly increasing, (B.7), and rounding selecting the nearest
point in 𝔻. Thus, Eq. (B.2) converges to 𝜗 with probability 1 and in mean-square. If
the point 𝜁𝑝 is exactly on the point of discontinuity, that is 𝜁𝑝 = 𝜗, then the process
will converge to exactly the true value. Otherwise, there will be the bias 𝜗 − 𝜁𝑝.

The distance of the point 𝜁𝑝 on the interval [𝑥𝑎, 𝑥𝑏] to the midpoint 𝜗 is at most
(𝑥𝑏 − 𝑥𝑎)/2. This gives the following bound on the bias:

|𝜗 − 𝜁𝑝 | ≤
𝑥𝑏 − 𝑥𝑎

2
.

When the rounding resolution 𝑟 = 𝑥𝑏 − 𝑥𝑎 is a constant, this gives us

(B.8) |𝜗 − 𝜁𝑝 | ≤
𝑟

2
.

Stochastic dependent rounding errors

When the points at which trials are performed at are chosen according to the rule
given by equations (4.2) and (4.3), the errors about 𝑥 are of the form

𝑢𝑛 = 𝑠𝑛 − 𝑥𝑛

and Eq. (B.2) becomes

(B.9) 𝑥𝑛+1 = 𝑥𝑛 + 𝑎𝑛 (𝑀 (𝑠𝑛) + 𝜈𝑛) .

When considering the expectation, this type of rounding rule results in a linear
interpolation of the values of 𝐹 between the points in 𝔻. Figure B.2 shows this
linearization. The gray curve is the distribution function 𝐹 (𝑥) and the red line is the
function 𝐸 (𝐹 (𝑆(𝑥))) where 𝑆(𝑥) is the randomly rounded 𝑥.

The point Eq. (B.9) converges to is the root of the function

𝑀∗(𝑥) = 𝐸 (𝐹 (𝑆(𝑥)) − 𝑝) = 𝐸 (𝐹 (𝑆(𝑥))) − 𝑝 .

The proof for this is very similar to the independent errors case. Eq. (B.9) can be
rewritten using 𝑀∗ as was done in Eq. (B.3) for independent errors. Conditions (B.4)
and (B.5) hold as before, and we need to show 𝑀∗ satisfies (B.6) at the root.

For any point 𝑥 we have

𝐸 (𝐹 (𝑆(𝑥))) = 𝑥𝑏 − 𝑥
𝑟

𝐹 (𝑥𝑎) +
𝑥 − 𝑥𝑎
𝑟

𝐹 (𝑥𝑏) ,
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Figure B.2. Linearized CDF in red, original in gray

where 𝑥𝑎 and 𝑥𝑏 are the closest points above and below 𝑥 in 𝔻. This is a line
from (𝑥𝑎, 𝐹 (𝑥𝑎)) to (𝑥𝑏, 𝐹 (𝑥𝑏)). Clearly 𝐹 (𝑥𝑎) < 𝐹 (𝑥𝑏) due to 𝑥𝑎 < 𝑥𝑏 and the
increasingness of 𝐹, so this line is increasing. Because this holds for any 𝑥, we know
𝑀∗ is increasing. Satisfaction of condition (B.6) follows immediately as previously
with independent errors. Thus Eq. (B.9) converges to the root of 𝑀∗ with probability
1 and in mean-square.

Extension of results to RMJ

Let 𝑑𝑛 be some sequence such that

(B.10)
∑︁
|𝑑𝑛 | < ∞ .

We will now prove that satisfaction of the conditions (B.4), (B.5), and (B.6) guaran-
tees not only the convergence of the sequence given by Eq. (B.3), but also the more
general sequence

(B.11) 𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) − 𝑎𝑛𝜈∗𝑛 + 𝑑𝑛 .

We will then show that, as an immediate consequence, the previous results about
Robbins-Monro also apply to RMJ.

This relies on Dvoretzky’s (1986) later theorem for stochastic approximation.
For simplicity of writing assume via a change of coordinates that 𝜗 = 0. The original
1954 result for Robbins-Monro shows that conditions (B.5) and (B.6) imply

(B.12) |𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) | ≤ max[𝛼𝑛, (1 + 𝛽𝑛) |𝑥𝑛 | − 𝛾𝑛]
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for some sequences
lim
𝑛→∞

𝛼𝑛 = 0 ,∑︁
𝛽𝑛 < ∞ ,∑︁
𝛾𝑛 = ∞ .

This along with (B.4) then guarantees the convergence. Such sequences are, for
example, 𝛼𝑛 = 𝑚𝑎𝑥(𝜂𝑛, 𝐵𝑎𝑛), 𝛽𝑛 = 0, and 𝛾𝑛 = 𝑎𝑛𝜌𝑛 where 𝜂𝑛 = 𝑀∗−1(𝜌𝑛) and 𝜌𝑛
is any positive sequence converging to 0 such that

∑︁
𝑎𝑛𝜌𝑛 = ∞. Dvrotezky’s 1986

theorem states that if ∑︁
𝛿𝑛 < ∞ ,

then the same set of conditions with Eq. (B.12) replaced by

|𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) | ≤ max[𝛼𝑛, (1 + 𝛽𝑛) |𝑥𝑛 | − 𝛾𝑛 + 𝛿𝑛]

will also guarantee the convergence. It is clear that the original condition is a special
case of this with 𝛿𝑛 = 0. We need only to show that, with possibly different 𝛼, 𝛽, and
𝛾, introducing the drift term 𝑑𝑛 still satisfies the condition as follows

(B.13) |𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) + 𝑑𝑛 | ≤ max[𝛼𝑛, (1 + 𝛽𝑛) |𝑥𝑛 | − 𝛾𝑛 + 𝛿𝑛] .

From the original result we have

|𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) | ≤ max[max(𝜂𝑛, 𝐵𝑎𝑛), |𝑥𝑛 | − 𝑎𝑛𝜌𝑛]

=⇒ |𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) | + |𝑑𝑛 | ≤ max[max(𝜂𝑛, 𝐵𝑎𝑛), |𝑥𝑛 | − 𝑎𝑛𝜌𝑛] + |𝑑𝑛 |

=⇒ |𝑥𝑛 − 𝑎𝑛𝑀∗(𝑥𝑛) + 𝑑𝑛 | ≤ max[max(𝜂𝑛, 𝐵𝑎𝑛) + |𝑑𝑛 |, |𝑥𝑛 | − 𝑎𝑛𝜌𝑛 + |𝑑𝑛 |] .

Thus, Eq. (B.13) holds with𝛼𝑛 = 𝑚𝑎𝑥(𝜂𝑛, 𝐵𝑎𝑛)+|𝑑𝑛 |, 𝛽 = 0, 𝛾 = 𝑎𝑛𝜌𝑛 and 𝛿𝑛 = |𝑑𝑛 |.
Now consider the RMJ procedure given by Eq. (2.6), which may be rewritten as

𝑥𝑛+1 = 𝑥𝑛 − 𝑎𝑛 (𝑀 (𝑥𝑛) + 𝜈𝑛) + 𝑑𝑛 ,

where 𝑑𝑛 = 𝑎𝑛 (𝑏𝑛 − 𝑝). This differs from Eq. (B.1) only by the additional term 𝑑𝑛,
and likewise for the other cases where 𝑀 (𝑥𝑛) and 𝜈𝑛 are replaced by some 𝑀∗(𝑥𝑛)
and 𝜈∗𝑛.

Joseph (2004) showed that the choices of 𝑎𝑛 and 𝑏𝑛 in RMJ satisfy the stronger
condition of Eq. (2.7), from which it immediately follows that Eq. (B.10) holds. Thus
conditions (B.4), (B.5), and (B.6) also guarantee that the corresponding RMJ versions
of the previously considered Robbins-Monro procedures converge in mean-square
and with probability 1.

This result also applies to the original RMJ procedure without constraints, and is
in fact stronger than the one provided by Joseph (2004), who proved convergence in
mean-square.
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C Monte Carlo results for 3POD and C-3POD

Table C.1. Probability of failure with 3POD under different precision
constraints (𝑁12 = 25), true distribution=N(10, 1).

𝑟 𝜇𝑔 𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

0 9 0.00020 0.00036 0.00309 0.01035 0.02661
0 10 0.00004 0.00058 0.00277 0.00880 0.01741
0 11 0.00016 0.00052 0.00325 0.01088 0.02536
0.1 9 0.00974 0.00206 0.00285 0.01027 0.02566
0.1 10 0.00863 0.00218 0.00255 0.00735 0.01824
0.1 11 0.00947 0.00184 0.00281 0.00941 0.02608
0.5 9 0.43442 0.22975 0.12148 0.11141 0.22170
0.5 10 0.41840 0.24801 0.11121 0.09842 0.16685
0.5 11 0.43764 0.23267 0.11933 0.11029 0.22178
0.7 9 0.64063 0.47101 0.28117 0.30974 0.22131
0.7 10 0.60281 0.51545 0.26630 0.22199 0.19355
0.7 11 0.64703 0.49452 0.27788 0.24373 0.25141

Table C.2. Number of failed runs with 3POD in order to have 50 000
successful runs (𝑁12 = 25), true distribution=normal.

𝑟 𝜇𝑔 𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

0 9 10 18 155 523 1367
0 10 2 29 139 444 886
0 11 8 26 163 550 1301
0.1 9 492 103 143 519 1317
0.1 10 435 109 128 370 929
0.1 11 478 92 141 475 1339
0.5 9 38404 14914 6914 6269 14242
0.5 10 35969 16490 6256 5458 10013
0.5 11 38910 15161 6775 6198 14249
0.7 9 89132 44519 19557 22436 14210
0.7 10 75882 53187 18147 14266 12000
0.7 11 91654 48915 19240 16114 16792
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Table C.3. MSE for estimation of 𝜁0.9, 𝑁 = 40 (𝑁12 = 25, 𝑁3 = 15),
true distribution=normal.

𝑟 𝜇𝑔 Method 𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

0 9 MLE 0.2099 0.2072 0.1822 0.1926 0.1909
0 9 t-prior 0.1952 0.2131 0.1958 0.1977 0.2020
0 9 Firth 0.2036 0.2142 0.1923 0.2243 0.2151

0 10 MLE 0.1937 0.1956 0.1880 0.2012 0.2028
0 10 t-prior 0.2050 0.1934 0.2008 0.1848 0.1905
0 10 Firth 0.2146 0.2093 0.1985 0.2052 0.2203

0 11 MLE 0.1997 0.1966 0.1937 0.2013 0.2063
0 11 t-prior 0.1981 0.1770 0.2009 0.1978 0.1967
0 11 Firth 0.2019 0.1985 0.2153 0.2107 0.2082

0.1 9 MLE 0.2045 0.2096 0.1960 0.1970 0.1932
0.1 9 t-prior 0.2146 0.1834 0.1872 0.2007 0.1883
0.1 9 Firth 0.2233 0.1944 0.2172 0.1997 0.2068

0.1 10 MLE 0.2130 0.2045 0.1818 0.2095 0.1933
0.1 10 t-prior 0.2042 0.2075 0.1992 0.1963 0.1857
0.1 10 Firth 0.2053 0.2063 0.2181 0.2063 0.2287

0.1 11 MLE 0.2127 0.1967 0.2042 0.1996 0.1963
0.1 11 t-prior 0.1960 0.1853 0.1725 0.2021 0.2103
0.1 11 Firth 0.2163 0.2086 0.1975 0.2098 0.2178

0.5 9 MLE 0.1790 0.1943 0.1943 0.1805 0.2023
0.5 9 t-prior 0.1871 0.1923 0.1842 0.2026 0.1940
0.5 9 Firth 0.2177 0.1978 0.2050 0.2025 0.2279

0.5 10 MLE 0.1873 0.1892 0.1817 0.1863 0.1905
0.5 10 t-prior 0.2073 0.1791 0.1996 0.1824 0.2050
0.5 10 Firth 0.2092 0.2104 0.1961 0.2069 0.2396

0.5 11 MLE 0.1810 0.1734 0.1813 0.1867 0.1964
0.5 11 t-prior 0.1899 0.2018 0.1876 0.1832 0.1982
0.5 11 Firth 0.2136 0.2074 0.2115 0.1928 0.2207

0.7 9 MLE 0.1833 0.1908 0.1811 0.2005 0.1759
0.7 9 t-prior 0.2142 0.1966 0.2047 0.2092 0.2110
0.7 9 Firth 0.2435 0.2075 0.2177 0.2219 0.2240

0.7 10 MLE 0.1811 0.1894 0.1820 0.1932 0.1942
0.7 10 t-prior 0.1895 0.1949 0.1808 0.1850 0.1984
0.7 10 Firth 0.2116 0.2163 0.2043 0.2185 0.2252

0.7 11 MLE 0.1970 0.1858 0.1925 0.1933 0.1801
0.7 11 t-prior 0.1846 0.1794 0.2019 0.1994 0.1994
0.7 11 Firth 0.2755 0.2321 0.2104 0.2096 0.2202
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Table C.4. MSE for estimation of 𝜁0.9, 𝑁 = 80 (𝑁12 = 25, 𝑁3 = 45),
true distribution=normal.

𝑟 𝜇𝑔 Method 𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

0 9 MLE 0.0746 0.0691 0.0722 0.0727 0.0713
0 9 t-dist 0.0715 0.0658 0.0617 0.0657 0.0720
0 9 Firth 0.0714 0.0697 0.0701 0.0752 0.0738

0 10 MLE 0.0717 0.0746 0.0738 0.0693 0.0653
0 10 t-dist 0.0703 0.0649 0.0629 0.0672 0.0640
0 10 Firth 0.0694 0.0670 0.0630 0.0672 0.0689

0 11 MLE 0.0748 0.0747 0.0765 0.0709 0.0695
0 11 t-dist 0.0675 0.0674 0.0677 0.0684 0.0659
0 11 Firth 0.0733 0.0694 0.0658 0.0713 0.0678

0.1 9 MLE 0.0684 0.0669 0.0629 0.0695 0.0703
0.1 9 t-dist 0.0687 0.0666 0.0703 0.0684 0.0664
0.1 9 Firth 0.0766 0.0681 0.0751 0.0636 0.0680

0.1 10 MLE 0.0708 0.0681 0.0714 0.0780 0.0732
0.1 10 t-dist 0.0676 0.0599 0.0652 0.0602 0.0784
0.1 10 Firth 0.0662 0.0645 0.0673 0.0665 0.0631

0.1 11 MLE 0.0674 0.0632 0.0685 0.0722 0.0698
0.1 11 t-dist 0.0654 0.0660 0.0625 0.0634 0.0640
0.1 11 Firth 0.0686 0.0618 0.0702 0.0675 0.0732

0.5 9 MLE 0.0676 0.0720 0.0681 0.0704 0.0660
0.5 9 t-dist 0.0678 0.0652 0.0718 0.0668 0.0693
0.5 9 Firth 0.0688 0.0753 0.0687 0.0665 0.0713

0.5 10 MLE 0.0654 0.0659 0.0671 0.0741 0.0699
0.5 10 t-dist 0.0685 0.0678 0.0661 0.0657 0.0693
0.5 10 Firth 0.0673 0.0745 0.0698 0.0673 0.0753

0.5 11 MLE 0.0677 0.0707 0.0656 0.0705 0.0678
0.5 11 t-dist 0.0690 0.0637 0.0700 0.0694 0.0694
0.5 11 Firth 0.0690 0.0704 0.0671 0.0726 0.0707

0.7 9 MLE 0.0755 0.0763 0.0822 0.0760 0.0789
0.7 9 t-dist 0.0823 0.0800 0.0779 0.0790 0.0778
0.7 9 Firth 0.0780 0.0816 0.0815 0.0829 0.0830

0.7 10 MLE 0.0811 0.0828 0.0786 0.0832 0.0745
0.7 10 t-dist 0.0787 0.0760 0.0817 0.0840 0.0755
0.7 10 Firth 0.0819 0.0775 0.0854 0.0823 0.0805

0.7 11 MLE 0.0791 0.0760 0.0803 0.0779 0.0769
0.7 11 t-dist 0.0783 0.0805 0.0812 0.0773 0.0775
0.7 11 Firth 0.0931 0.0755 0.0803 0.0777 0.0815
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Table C.5. Integrated MSE for parametric estimation of all quantiles,
𝑁 = 40, true distribution=normal.

𝜏 𝜇𝑔 Method 𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

0 9 MLE 0.1530 0.1441 0.1379 0.1402 0.1500
0 9 t-prior 0.1353 0.1417 0.1369 0.1459 0.1548
0 9 Firth 0.1813 0.1733 0.1642 0.1803 0.1954

0 10 MLE 0.1354 0.1338 0.1440 0.1405 0.1538
0 10 t-prior 0.1511 0.1391 0.1348 0.1548 0.1517
0 10 Firth 0.1733 0.1697 0.1699 0.1875 0.1880

0 11 MLE 0.1443 0.1492 0.1460 0.1392 0.1602
0 11 t-prior 0.1409 0.1383 0.1362 0.1473 0.1467
0 11 Firth 0.1854 0.1663 0.1663 0.1726 0.1851

0.1 9 MLE 0.1423 0.1422 0.1431 0.1515 0.1602
0.1 9 t-prior 0.1370 0.1385 0.1345 0.1526 0.1525
0.1 9 Firth 0.1761 0.1662 0.1753 0.1720 0.1858

0.1 10 MLE 0.1370 0.1438 0.1449 0.1494 0.1442
0.1 10 t-prior 0.1383 0.1387 0.1378 0.1378 0.1630
0.1 10 Firth 0.1768 0.1720 0.1706 0.1843 0.2009

0.1 11 MLE 0.1460 0.1398 0.1395 0.1468 0.1609
0.1 11 t-prior 0.1403 0.1341 0.1439 0.1450 0.1578
0.1 11 Firth 0.1785 0.1637 0.1711 0.1709 0.1978

0.5 9 MLE 0.1323 0.1307 0.1340 0.1406 0.1411
0.5 9 t-prior 0.1370 0.1325 0.1325 0.1390 0.1524
0.5 9 Firth 0.1944 0.1721 0.1734 0.1844 0.2081

0.5 10 MLE 0.1165 0.1294 0.1371 0.1482 0.1409
0.5 10 t-prior 0.1299 0.1370 0.1396 0.1369 0.1554
0.5 10 Firth 0.1869 0.1703 0.1589 0.1831 0.2105

0.5 11 MLE 0.1279 0.1312 0.1289 0.1375 0.1460
0.5 11 t-prior 0.1292 0.1331 0.1350 0.1438 0.1492
0.5 11 Firth 0.1920 0.1706 0.1614 0.1753 0.2005

0.7 9 MLE 0.1338 0.1295 0.1367 0.1346 0.1492
0.7 9 t-prior 0.1396 0.1415 0.1403 0.1508 0.1470
0.7 9 Firth 0.2241 0.1873 0.1808 0.1966 0.2042

0.7 10 MLE 0.1175 0.1373 0.1381 0.1390 0.1448
0.7 10 t-prior 0.1388 0.1412 0.1393 0.1494 0.1521
0.7 10 Firth 0.2476 0.2007 0.1760 0.1945 0.1974

0.7 11 MLE 0.1276 0.1370 0.1299 0.1336 0.1447
0.7 11 t-prior 0.1356 0.1396 0.1368 0.1473 0.1579
0.7 11 Firth 0.2566 0.2067 0.1764 0.1822 0.2077
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Table C.6. Integrated MSE for parametric estimation of all quantiles,
𝑁 = 80, true distribution=normal.

𝜏 𝜇𝑔 Method 𝜎𝑔 = 0.5 𝜎𝑔 = 1.0 𝜎𝑔 = 2.0 𝜎𝑔 = 3.0 𝜎𝑔 = 4.0

0 9 MLE 0.0615 0.0667 0.0624 0.0682 0.0666
0 9 t-prior 0.0657 0.0635 0.0635 0.0664 0.0674
0 9 Firth 0.0644 0.0643 0.0690 0.0715 0.0730

0 10 MLE 0.0653 0.0671 0.0636 0.0661 0.0658
0 10 t-prior 0.0645 0.0631 0.0662 0.0650 0.0678
0 10 Firth 0.0690 0.0655 0.0717 0.0720 0.0728

0 11 MLE 0.0641 0.0666 0.0637 0.0653 0.0668
0 11 t-prior 0.0635 0.0663 0.0634 0.0682 0.0685
0 11 Firth 0.0668 0.0685 0.0655 0.0695 0.0731

0.1 9 MLE 0.0606 0.0657 0.0639 0.0664 0.0693
0.1 9 t-prior 0.0654 0.0652 0.0661 0.0662 0.0701
0.1 9 Firth 0.0681 0.0679 0.0697 0.0679 0.0777

0.1 10 MLE 0.0614 0.0609 0.0643 0.0661 0.0683
0.1 10 t-prior 0.0638 0.0648 0.0655 0.0681 0.0706
0.1 10 Firth 0.0687 0.0692 0.0716 0.0711 0.0734

0.1 11 MLE 0.0650 0.0610 0.0650 0.0662 0.0690
0.1 11 t-prior 0.0629 0.0622 0.0622 0.0655 0.0656
0.1 11 Firth 0.0684 0.0680 0.0692 0.0690 0.0731

0.5 9 MLE 0.0619 0.0642 0.0624 0.0635 0.0663
0.5 9 t-prior 0.0618 0.0657 0.0632 0.0623 0.0622
0.5 9 Firth 0.0718 0.0669 0.0677 0.0699 0.0734

0.5 10 MLE 0.0619 0.0641 0.0643 0.0661 0.0648
0.5 10 t-prior 0.0611 0.0664 0.0625 0.0699 0.0655
0.5 10 Firth 0.0687 0.0685 0.0728 0.0696 0.0777

0.5 11 MLE 0.0620 0.0620 0.0631 0.0665 0.0641
0.5 11 t-prior 0.0647 0.0658 0.0630 0.0704 0.0634
0.5 11 Firth 0.0697 0.0730 0.0685 0.0685 0.0755

0.7 9 MLE 0.0653 0.0621 0.0657 0.0659 0.0654
0.7 9 t-prior 0.0633 0.0626 0.0705 0.0617 0.0673
0.7 9 Firth 0.0778 0.0757 0.0730 0.0720 0.0746

0.7 10 MLE 0.0583 0.0602 0.0613 0.0642 0.0632
0.7 10 t-prior 0.0638 0.0678 0.0640 0.0669 0.0689
0.7 10 Firth 0.0717 0.0722 0.0718 0.0748 0.0748

0.7 11 MLE 0.0589 0.0647 0.0612 0.0622 0.0638
0.7 11 t-prior 0.0683 0.0641 0.0637 0.0663 0.0685
0.7 11 Firth 0.0756 0.0739 0.0706 0.0743 0.0795
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