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ABSTRACT

Tomi Ajjala: Visual object detection and 6D pose estimation for robotic applications using deep
learning
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Estimating the object’s 6D pose from a single image is one of the more challenging tasks
related to computer vision and machine learning. 6D pose information is utilized in variety of fields
and is relevant in multiple applications such as robotics, autonomous driving and virtual reality.
Many strategies have been developed for the 6D pose estimation task, but the current trend is
moving towards estimating the 6D pose by deep learning-based methods.

This master’s thesis introduces 2 deep learning-based 6D pose estimation methods, Deep
Object Pose Estimation (DOPE) and FoundationPose. DOPE requires extensive amount of train-
ing data of the object of interest with annotations describing the object. A pipeline for data gener-
ation for this purpose was created using BlenderProc2. The target for the pose estimation meth-
ods is to detect the pose of on object accurately and in a time suitable for real-time application.
Performance of both of the methods was tested using synthetic data and the FoundationPose’s
performance was also tested using real-world application. Both of the methods are capable of
estimating the pose of an object of interest accurately but the 6D pose estimations computational
time still has some room for improvement.
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TIVISTELMA

Tomi Ajjala: Visuaalinen esineen tunnistus ja 6D asennon estimointi robotiikan sovelluksiin
syvaoppimisen avulla

Diplomityd

Tampereen yliopisto

Automaatiotekniikan DI-ohjelma

Elokuu 2024

Kohteen 6D-asennon arvioiminen yhdesta kuvasta on yksi haastavammista konenaoén ja ko-
neoppimisen tehtavista. 6D-asentoinformaatiota hyddynnetaan monilla aloilla ja se on olennaista
useissa sovelluksissa, kuten robotiikassa, autonomisessa ajamisessa ja virtuaalitodellisuudessa.
6D-asennon arviointiin on kehitetty monia menetelmia, mutta nykytrendi on siirtymassa kohti 6D-
asennon arviointia syvdoppimiseen perustuvilla menetelmilla.

Tama diplomityd esittelee 2 syvaoppimiseen perustuvaa 6D-asennon arviointimenetelmaa,
Deep Object Pose Estimation (DOPE) ja FoundationPose. DOPE vaatii laajan maaran harjoitus-
dataa, jossa kohde-esineen tuntomerkkeja on kuvattu. Tata tarkoitusta varten luotiin menettely
datan luomista varten BlenderProc2:lla. Asennon arviointimenetelmien tavoite on tunnistaa esi-
neen asento tarkasti ja ajassa, joka soveltuu reaaliaikasovellukseen. Molempien menetelmien
suorituskykya testattiin kayttamalla synteettista dataa ja FoundationPosen suorituskykya testattiin
my0s tosielaman sovelluksilla. Molemmat menetelmat pystyvat arvioimaan kohteen asennon tar-
kasti, mutta 6D-asennon laskenta-ajassa on viela parantamisen varaa.

Avainsanat: 6D asento, koneoppiminen, syvaoppiminen, datan generointi, robotiikka

Taman julkaisun alkuperaisyys on tarkastettu Turnitin Originality Check -ohjelmalla.
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1. INTRODUCTION

6D pose estimation is an important, rapidly advancing field in the robotics. 6D pose con-
sists of 3 degrees of freedom (DoF) in position and 3 DoF in orientation. 6D pose esti-
mation aims to retrieve the position and rotation of the object of interest (OOI) by utilizing
the data gathered from the scene. New methods are emerging in the field of pose esti-
mation and the field is moving towards using images consisting of red, green, blue and
depth channels (RGB-D) in the pose estimation process and “Benchmark for 6D Object
Pose estimation” (BOP) challenge is encouraging researchers to study the field of visual
6D pose estimation to rapidly advance this field. The goal for pose estimation can be

seen in the Figure 1.

Training/onboarding data for object o

k._ " ) " | % |_:_'¢__’%-
3D model Synthetic/real training images
—— i o Method —P

Estimated 6D pose
Test RGB/RGB-D image of object 0

Figure 1. Concept of 6D pose estimation [5].

Robotic systems are advancing rapidly for example in autonomous driving and in object
handling. This calls for the need of more advanced methods for the robotic system to
observe its environment. Object detection and segmentation are widely studied fields in
machine learning, but the pose estimation is still an emerging field in machine learning.
Deep neural networks (DNN) are being studied and utilized in the process of acquiring
the pose of an object. Accurate representation of the environment allows the robot to
operate more accurately and in a safer way since the robot knows its surrounding objects
and their poses more precisely. Safe operation space is crucial especially when human
is working closely with a robot. The study of humans and robots working closely together

is called human-robot collaboration (HRC).

The 6D pose estimation of an object is a challenging task since the goal is to recover the

full position and orientation information of an object. Occlusion and partial occlusion are



a common challenge when using RGB-D data to estimate the pose and even when de-
tecting the object. Also, when dealing with textureless and shiny object there appears
the problem with detecting keypoints thus making the detection more difficult. To tackle
the problem of 6D pose estimation, the industry has developed new strategies for pose

estimation utilizing the existing models and similar data used in object detection.

One of the challenges in machine learning (ML) is so called sim-to-real. Sim-to-real is
phenomena related to training a ML model with synthetic data [6]. Moving from simulated
data to real-world data creates a problem when evaluating the trained model on real-
world data. Researchers have begun to use photorealistic simulation models and envi-
ronments to help the ML models adapt to real-world data. In addition, newly developed

ML strategies are emerging including the use of more complex data and sensor fusion.

There are multiple techniques for solving the pose of an object. The first methods in
computer vision relied on feature-based methods and template-based method. Feature-
based methods extract patterns and key-points from an image to first identify the object
and secondly determine the pose of the object [41]. In template-based method a template
image is fitted to the input image to find and match corresponding parts from the input
image [35]. State-of-the-art methods use deep learning (DL) and convolutional neural
networks (CNN) to determine the pose of an object. Big part of using DL-based methods
is training the model to detect the OOI and its pose. The training often requires large
amount of training data composed of red, green and blue channels (RGB) of images and
data describing the OOl in the RGB image. This means that data gathering, and anno-
tation of the data, plays a huge part in the training process. Gathering real-world data is
very time consuming and the object’s pose annotation can be tricky even for human. To
solve this problem, synthetic data generation has been introduced to generate training
data for neural networks (NN). This way data gathering is fast and there is no need to
manually annotate the data from the image. Some DL models use RGB-D image data to
train and estimate the pose which often produces more accurate pose proposals than
using RGB data.

The real-world applications need more complex information about the operation scene
and task in hand, as robotic systems are becoming more common and advanced. One
of the data adaptations is moving from the use of 3D positional information of an object

to a 6D pose information.

The objective of this master’s thesis is to implement a feasible method to detect and
determine the 6D pose of an OOI. The use case for the pose estimator implemented

during this thesis is a robotic grasping task in an industrial application. The objective is



to implement a pose estimator capable of accurate pose estimation for a gripper attached
to a hydraulic boom to be able to accurately manipulate an OOI in an industrial applica-
tion. The OOl used during the real implementation is “plug” which is introduced in chapter
4.1.2. The computer aided design (CAD) model of the OOI is assumed to be available
since the test application is industrial application where models of the objects are usually
available. Implementing pose estimator involves finding a suitable NN for the 6D pose
estimation, training the network for detecting our OOls and tuning the parameters for our
use case. The training data’s scene information has to be also formatted into format
suitable for the training. Performance requirements for the industrial application’s test
setup are real-time capabilities and pose estimation accuracy must be sufficient for ac-
curate object handling. Real-time application is specified as having pose proposal fre-
quency of at least 10 Hz and sufficient accuracy is defined as having majority of the pose
proposals having the average distance (ADD) score of <2 cm. Also, a brief look is taken
into the advantages of using GPU clusters in the models training process during this

thesis and how to utilize GPU clusters in the training.

This thesis focuses on 6D pose estimation from a single RGB image using a single-shot
method and from a single RGB-D image. Pose estimation from a single RGB image is
difficult task since the object’s depth has to be detected from a single image rather than
using the information from a depth camera or from multiple images like in [25]. Using
multiple images, the object’s location can be better estimated by knowing how the scene
changes with respect to the camera’s positional change, which gives depth perception

of the scene, similarly as depth cameras would give.

This thesis examines how the RGB(-D) based pose estimation methods work and what
are the advantages of each of the methods. Pose estimation is implemented using RGB
based method called Deep Object Pose Estimation (DOPE) [49] and RGB-D based
methods called FoundationPose [54] and the produced results are compared and their
viability for real-time robotic application is analyzed. FoundationPose also utilizes pose
tracking to produce pose estimations. Pose tracking is generally a faster operation than
pose estimation which makes it well suited for time sensitive applications, but the number
of pose tracking implementations available is still fairly low compared to pose estimation
methods. Both implemented methods utilize the CAD model of the OOl since in industrial
applications the CAD model is assumed to be available. The implemented pose estima-
tion methods implies that accurate pose estimation is possible with both of the pose
estimation methods introduced during this thesis, but only the FoundationPose is capa-
ble of real-time pose proposals by utilizing pose tracking, which is generally faster oper-

ation than pose estimation since tracking only refines the previous pose of the object.



This master’s thesis is organized as follows, chapter 2 covers the background theory
related to pose estimation and ML, chapter 3 introduces the methodologies related to
data generation and ML model training used during this thesis, chapter 4 covers the
produced results of the 2 pose estimation methods implemented during this thesis and

chapter 5 concludes the thesis work.



2. BACKGROUND

This chapter focuses on explaining the main concepts involved in 6D pose estimation
and some methods used to estimate the pose of an object. This chapter explains what
pose is and how to represent object’s position and orientation with respect to coordinate
frames and how to transfer pose information from frame to another. This chapter also

introduces popular machine learning methods and how to utilize them in pose estimation.

2.1 Pose

Pose estimation has multiple difficult problems regarding the detection of the object and
the orientation detection. For example, the OOI can be occluded in the images and the
OOl can be symmetrical in shape. Symmetry related challenges can be related to con-
tinuous symmetry or discrete symmetry. Continuous symmetry means that the object is
continuously symmetrical around one or more axes. Discrete symmetry is when an object
is symmetrical around an axis in certain intervals. Both, occlusion and symmetry, create
uncertainties when it comes to estimating the pose. Textureless and shiny objects also
crate challenges regarding the pose estimation, since there might be no features or very

little features available from the OOI.

Pose describes the position and orientation of an object in 3D space [46]. In robotics,
pose is commonly used to describe the location and orientation of the robot’s end-effec-
tor and OOI. Pose information is crucial for robotic systems since most systems are de-
pendent on not only the position but also the orientation of the target. For example, pick-
ing of an object is heavily dependent on the orientation of the object especially when

working with non-symmetrical objects.

It is important to define with respect to what coordinate frame the pose is defined. Com-
monly, in pose estimation with RGB(-D) camera, the pose is defined with respect to the
camera’s coordinate frame. This means that the camera is located in (0, 0, 0, 0, O, 0)
where the first three values represent the x-, y- and z-location and latter three the roll,
pitch and yaw rotations of the camera. Pose of an OOl is represented with respect to the
chosen coordinate frame. Pose is often represented as a homogenous transformation
matrix H (1) which describes the position and orientation of an object’s coordinate frame

with respect to another coordinate frame. H is defined in [2] as



_[R t (1)
=1, 1]
where R is rotation matrix (2) [3] and t is translation vector (3) consisting of translations

along the x-, y- and z-axes.

R = R,R,R siny cosy 0 0 1 0 0 cosa -—sina

0 0 Ul=sinf 0 cosBll0 sina cosa

[cosy —siny O”Cosﬁ 0 sinﬁ] [1 0 0 ] (2)

Here a, B and y represent the rotation around the x-, y- and z-axes.
t=1[x ¥y z]" (3)

It is possible to transform the object’s pose information from a frame to another by using
rotation matrix R and translation vector t. Matrix R and vector t are describing the rotation

and translation between the original frame and the target frame.

The new pose can be calculated with respect to the new frame by using equation 4,
Hy = Hy oHy (4)

where Hp is the initial pose from the first frame and Hi is the transformation matrix

transforming the source frame to the target frame [2].

2.2 Machine learning

ML is a field on computer science which seeks to teach a machine mimicking the way a
human learns [24]. ML is a subfield in artificial intelligence (Al) which is a study of making
intelligent machines capable of making its own decisions and learning [23]. ML as a term
itself contains a large number of subcategories containing of different learning methods,
algorithms and models [24], [23], [51]. Figure 2 illustrates the relationship between Al,
ML and DL.
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Figure 2. lllustration of the relationships between Al, ML and DL [50].

The following chapters introduce some methods used in the field of ML, mainly focusing
on CNNs and how they function. A closer look is taken into the Deep Object Pose Esti-
mation (DOPE) network which is a model developed by NVIDIA for 6D pose estimation
[49]. Additionally, foundation models are introduced and what foundation models can be
used for. DOPE and foundation model called FoundationPose [54] are also implemented

during this thesis to estimate the 6D pose of an OOI.

2.2.1 CNN

Convolutional neural networks are a type of a NN that uses convolutional layers to extract
features from an image [14]. Convolutional layers apply different filters to the input image
to extract features from the image. Features extracted can be simple such as corners
and keypoints and by combining these extracted features the CNN is able to detect more

complex entities.

CNN’s architecture consists of multiple different layers such as convolution layers, pool-
ing layers and fully connected layers. Convolution layers extract features from image by
applying different filters to the image [14]. Filters, also known as kernels, are matrices
that slide across the input image calculating a scalar product for each part of the input
image left under the kernel [36]. The filtered output of the input image is called a feature
map, and it contains the features exposed by filtering the image with that specific filter.
Usually, the convolutional layer contains multiple filters, and the input image is filtered
using all of the filters. This creates multiple feature maps which are then further pro-

cessed in the network.

Pooling layers are designed to reduce the dimensions of the input data in terms of the
input data’s width and height. Pooling uses kernels to slide over an area of the feature

map and operating on the area under the kernel. Common pooling operations are max



pooling and average pooling which takes the maximum or average value of the input
image’s area left under the kernel in the area of operation. Pooling reduces the dimen-
sions of the feature map by computing single value from the inputs images values under
the kernel. Max pooling highlights the most dominant feature in the area which is espe-

cially useful in feature detection.

Fully connected layers contain individual neurons which are all connected to all previous
and following neurons. Fully connected layers are usually included as the last layers of
a CNN allowing each neuron to output a single value. Each neuron at the last layer rep-
resents a possible outcome of e.g. classification. Each neurons output is also modified

by using an activation function to give non-linearity to the network.

Activation function modify the output of a neuron to behave non-linearly by applying a
function to the output of a neuron. There are wide range of activation functions that can
be applied to the output of a neuron, but few common ones are rectified linear unit (ReLU)
[44] (5) and sigmoid [1] (6). With the activation functions the NN can determine whether

or not the output of a neuron is important for the prediction.

f(x) = max (0, x) (5)
B )
fGa = 1+e7*

The x’s in equations (5) and (6) are the input to the activation function, in this case the
output of a neuron. Figure 3 illustrates the output of ReLU and sigmoid activation func-

tions.

o}

Figure 3. Output of ReL U (left) and sigmoid (right) activation functions.

Figure 4 represents a possible architecture of a CNN. In the example the network takes

a hand drawn number as an input and the CNN classifies the input as a single number.
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Figure 4. CNN architecture containing convolution-, pooling and fully connected
layers [36].

2.2.2 Deep learning

Deep learning is a subset of ML which utilises NNs to detect patterns from data [12]. The
ongoing boom around DL began in 2006 and ever since the study around DL has been
on the rise [15]. The word ‘deep’ in deep learning is not a method used in ML, rather it is
referring to the architecture of a network meaning that the network has multiple layers

between the input and output layers of the network.

DL networks are gaining popularity due to their ability to learn complex patterns from
data. DL networks can have tens or hundreds of layers in them which means that the
network can have millions of parameters in it. The amount of parameter and modifiable
weights in the network allows the network to learn complex patterns, which can be used

in variety of different applications e.g. pose estimation.

2.2.3 Deep Object Pose Estimation (DOPE)

Deep Object Pose Estimation (DOPE) is a CNN designed by NVIDIA for object’s pose
estimation [49]. The network takes a single RGB image as an input and from that single
image the network estimates the OOls 6D pose. The network can detect multiple objects
and their poses from the input image. The pose estimation network architecture can be

seen in the Figure 5.

belief maps
B0xB0x9 B0x60xG
B0x80x128 B —> —
|——> CONV > CONV > CONV
p— CONV > CONV CONV
80x60x128 e T i
vector fields

Figure 5. Deep Object Pose Estimation (DOPE) network architecture [4].
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The network first computes image features from the input image using VGG19 backbone
networks first 10 layers. The VGG19 network is a DNN designed for object detection and
classification. VGG19 uses 19 convolutional layers to detect features from the input im-
age. [42]

After the features are computed with VGG19, the network branches into two branches
designed to detect different properties from the image, the belief maps and vector fields.
Belief maps indicate the likelihood of keypoints locations in the image. The keypoints
detected in the belief maps are the vertices of the bounding box and the centroid belong-
ing the OOI. The network produces 9 different belief maps, one for each vertex and one
for the centroid. Based on the locations of the keypoints in the belief maps, the network
estimates the pose of the object by using Perspective-n-Point (PnP) algorithm. The vec-
tor fields are indicating the direction of the object’s centroid from each of the 8 vertices
detected. This is especially useful when detecting multiple objects from a single image
to help prevent miss assignments of keypoints belonging to another object of interest.
[49]

Training the DOPE network requires large amounts of data regarding the OOI that the
network is trying to learn. The training data should compose of images where the OOl is
present and JavaScript Object Notation (JSON) files describing each of the images. The
JSON files include information about the location and orientation of each of the objects
present in the image and information about the camera used to capture the scene, in-
cluding pose and intrinsic parameters of the camera. The JSON file also includes infor-
mation about the OOls bounding box. This includes the location of the bounding boxes
vertices and centroid. This information can later be used as the ground truth value to

evaluate the pose estimation performance.

DOPE requires the network to be trained for each of the different object of interests the
network is trying to detect. This means that the training process creates multiple sets of
weights for the network. During the inference, each of the inputted images are ran
through multiple networks, each with their own weights for detecting a particular object.
If there are large number of possible objects that the image may contain and which poses
the network tries to estimate, this may cause the pose estimation procedure to inflate to
very resource heavy procedure, thus affecting the real-world implementation opportuni-

ties.

2.2.4 Foundation models
Foundation models are general purpose DNN models capable of performing a wide

range of tasks. Foundation models are trained on a large scale of data such that the
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model is capable of learning a range of patterns from it and applying them in different
use cases. Foundation models are general purpose models which can be utilized in dif-
ferent tasks with a small amount of retraining with task specific data or with no retraining
at all. This chapter introduces foundation model’s use cases and takes a closer look at

FoundationPose [54], foundation model designed for pose estimation and tracking.

Foundation models have a wide range of use cases thanks to their general-purpose ar-
chitecture and training data used in the training process. Popular and widely available
foundation models for language processing are generative pre-trained transformers
(GPTs). GPTs are transformer based large language models (LLMs) for language pro-
cessing. Transformers are DL architecture which utilizes the previously produced outputs
to determine the current produced output [52]. LLMs are designed for language pro-
cessing, especially in text form, to create natural language text output based on the input
text provided to the model. This can be used for example to answer general questions
and to analyze provided input text. A widely available LLM model for language pro-

cessing is ChatGPT, which has risen in popularity due to its availability and capabilities
[9].

Another example of a foundation model is DALL-E which is an image generation model
designed to create an image based on text input. Similarly to the LLMs, the image gen-
eration model of DALL-E is not designed to fulfill a specific task, but rather a general task
of creating an image based on a text prompt. The image generation model is capable of
processing the natural language input to the network and to understand the input pro-

vided by the user to create an image based on the natural language provided.

Similarly to the two foundation models mentioned above, FoundationPose is a general-
purpose model created for pose estimation and tracking of novel objects. The network is
able to estimate the pose of an unseen object with model-based approach or model-free
approach. With the model-based approach, information about the OOI’'s CAD model is
provided to the network to aid with the pose estimation. The model-free method differs
from the model-based approach by not providing the CAD model to the network, but
rather the network constructs the required information based on given reference images

of the OOI. The framework for FoundationPose is represented in Figure 6.

The FoundationPose model is trained on a large amount of labeled synthetic data, where
object’s pose is annotated, and the model learns to estimate the pose of an OOl in gen-
eral purpose applications. It is also capable of tracking the pose of the OOl after the initial
pose estimation. The tracking of a pose is performed faster than the pose estimation,

which makes the model suitable for real-time applications.
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FoundationPose requires no additional training when a new object is introduced for the
network, which makes it a great example of a foundation model. During this thesis the
model-based version of FoundationPose is used since in the industrial applications it can
generally be assumed that the CAD model of the OOl is available. Running the model-
based version of FoundationPose, the network requires the RGB-D information from the
scene and the segmentation image of the OOls in the scene. The segmentation image
is used only in the pose estimation step of FoundationPose, and the RGB-D data is used
during the pose estimation and the pose tracking. The segmentation image of the OOl
is not produced by the FoundationPose itself, meaning that it must be acquired by some
other method. Segmentation of the OOl was acquired using CAD-based Novel Object
Segmentation (CNOS) [33] segmentation network during this thesis. CAD-based seg-
mentation method is well suited for an industrial application, since the CAD model is

expected to be available and used by the pose estimation method.

FoundationPose is used during this thesis work to estimate the pose of an object and to
track it to see the real-time capabilities of the model. The results of FoundationPose and

DOPE are compared in the chapter 4 of this thesis.

Model-free reference images Pose esnmation

\vgih-

Textured CAD model

Figure 6. FoundationPose framework for pose estimation and tracking [54].

2.3 Pose estimation methods

The pose of an OOl is essential information for a robotic system to be able to effectively
carry out its tasks. For example, grasping an object is heavily dependent on the pose of
the object and robot’s navigation in an environment is affected by the poses of the ob-

stacles.



13

The following chapters introduce different pose estimation methods. The methods intro-
duced can be classified into traditional pose estimation methods, such as Scale Invariant
Feature Transform (SIFT) [30] and Orient FAST and Rotated BRIEF (ORB) [40] which
do not utilize machine learning in the pose estimation process, and into DNN based
methods. DNN based methods are often constructed by utilizing so called backbone net-
works to extract features in the initial stages of the network. The features extracted with
the backbone network are utilized in the later stages of the DNN to perform more com-
plex tasks, such as pose-estimation. Common backbone networks in machine learning
are VGG networks, like VGG-19 used in DOPE [49], and ResNets such as ResNet-34
used by FoundationPose [54].

2.3.1 Feature based pose estimation

Feature based pose estimation is based on feature detection and matching the features
to some initial pose of the OOI. Features extracted from an image can be almost anything
such as corners or keypoints. The main remark regarding feature extraction is that the
method used to extract the features should be able to consistently extract the same fea-
tures from an image. It is important that the extractor is scale and rotation invariant,
meaning that the extractor is able to detect the features even if the OOI is further or
closer in the image and in a different orientation. This allows the comparison of the fea-
tures extracted from two different images and by that determine if the features detected

belong to the same OOI.

Once the features are extracted from the images, the corresponding features from the
images are matched together. By matching the features, the difference between the orig-
inal pose and the new pose of the object can be determined by calculating the rotational

transformation and locations translation for the object.

2.3.2 Template matching

Template matching uses pre-acquired templates of the OOI to determine the pose of an
object. The templates are pictures of the OOl in different known poses. The templates
include the pose information of the object thus when matching the template to the image,

the best corresponding image gives the pose of the object.

Template matching procedure starts from detecting the object from an image. After the
detection, the templates are matched to the object in the image and the correspondence
is calculated. The template with the highest correspondence determines the pose for the

estimation.
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One large problem with template matching method is related to the amount of data re-
quired for the pose estimation. For the pose estimation to be accurate the number of
templates required is very large since there should be template from every possible pose
of the object. The number of templates also affects the computation time of the pose
since the template matching method compares all of the templates to the detected object

to find the best matching pose. [34]

2.3.3 CNN in pose estimation
As mentioned earlier, CNNs can be used to detect pose of an object. CNNs work well
with image inputs which makes them well suited for pose estimation from visual infor-

mation.

Pose estimation is a complex task and the pattern recognition method should be able to
detect complex patterns. This implies that the CNNs architecture should be suitable for
DL. The use of DL and especially deep CNNs have gained popularity in recent years due

to their ability to recognise patterns from image inputs [49], [55], [26], [45].

CNNs are often used with more complex network structures than a single non-branching
network shown in Figure 4 [29], [19], [48]. The pose estimation procedures often use
branching network structures and other methods to determine the pose for post refine-
ment of the output data. The networks can also take other types of input data to the
network other than RGB images. RGB-D images and point clouds are often used to gain
more information about the OOI and help with the pose estimation process. Branching
network structures, like in [19], help with understanding the OOIs scene better. Depth
data and point clouds are used to gain more information related to the scene and point
clouds can be utilized in so called point cloud network (PCN). PCN can help with classi-
fication and segmentation of the input data which ultimately helps with the pose estima-

tion process [39].

2.3.4 Point Cloud Network (PCN)

PCNs can be used as a primary [57], [8] or secondary [29] method for pose estimation.
As a primary method the point cloud is used as the main source of input data for the
pose estimation and the network learns to identify the object and its pose from the point
cloud data. As a secondary method, PCNs can be utilized to help with the pose estima-
tion process, but the PCN is not the main method used in the pose estimation. PCN can
be used to for example acquire the depth information for the OOI while having RGB
image as the main source of input data. Point cloud data includes the X, Y, Z locations

of the point in Cartesian coordinate space. Since the point cloud data includes depth
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information related to the OOQI, there is no need to estimate the depth value of the object,

which is a big issue related to RGB data.

Figure 7 shows the architecture of PointNet [39]. PointNet can be used to classify images
and to segmentate objects from the image. So called segmentation masks can be used
in pose estimation process like in [7] and [43]. PointNet takes point clouds points as an

input and produces outputs without the use of convolutional layers.
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Figure 7. Architecture of PointNet [39].

2.3.5 Pose tracking

Pose tracking is an effective way to estimate the pose of an object after the OOls initial
pose is acquired. Tracking takes advantage of the previously known pose of the object
to refine its pose, and by doing so the heavy computation of the pose from scratch is
avoided. Tracking the pose is generally not as heavy operation computationally as the
pose estimation, but the disadvantage of it is that the pose often has to be initialized by
some other means. Examples of NNs designed for tracking are CenterPoseTrack [27]
and se(3)-TrackNet [53]. Main difference between the pose estimation and pose tracking
is that the tracking utilizes the previous pose information of the OOl to predict the new
pose whereas pose estimation only uses the current observation to predict the pose.
Pose tracking can produce a pose prediction even when the traditional pose estimator
might not produce pose prediction due to a brief occlusion or some other disturbance.
The pose produced by pose tracking might not be the most accurate during these times
of disturbances, but it produced pose other than “None”, which is often useful in the target

application.

CenterPoseTrack [27] utilizes current RGB input, the prior RGB image and the previously
predicted pose to track the OOI. The network has to be trained for each category of
objects the network is trying to predict. Each tracked object is described by the center

point and the corner points, the cuboid dimensions, the bounding box and an unique id.
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The predicted center point and corner points are fed into the network with the previous
and current RGB images. The network predicts the new center point and corner points,
and the predictions are filtered to form the new predicted center and corner points and
the cuboid dimensions. The acquired prediction is further processed by PnP to form the
6D pose. The advantage of the CenterPoseTrack is that it does not need an external
initial pose prediction to start the tracking. The pipeline mentioned above can be used to

detect objects if there are no previously found objects in tracking. [27]

The se(3)-TrackNet uses RGB-D images and the CAD model of an OOl to track the pose
of an OOI. Unlike the CenterPoseTrack, the se(3)-TrackNet requires the initial pose of
the OOI to begin the tracking. The network itself cannot predict the initial pose, which
implies that some other pose estimation method has to also be utilized in the tracking
process. The se(3)-TrackNet has to be trained individually for each of the OOls which
can be very time consuming if there are multiple OOls. The network takes the current
RGB-D observation and the rendered RGB and depth map of the previous pose predic-
tion as an input to produce relative pose prediction A¢; The relative pose prediction is

further processed into pose prediction & with the help of previous pose prediction &.1.

Since the se(3)-TrackNet cannot compute the initial pose prediction, the network may
need to utilize the initial pose prediction network also in the case where the tracking of
the OOl is lost. This causes some issues related to how to detect when the tracking is

lost and when to initialize the tracking process again.

2.4 Visual 6D pose estimation

Visual 6D pose estimation utilizes RGB(-D) observation of the scene to determine the
pose of an OOI. Visual 6D pose estimation methods can be categorized into 2 main
categories based on whether or not the CAD model of OOl is required for the pose esti-
mation process, instance-level methods and category-level methods [18]. Instance-level
methods require the CAD model of the OOl whereas the category-level methods do not
require the CAD model. Next chapters focus on introducing different instance-level and
category-level visual 6D pose estimation methods and the advantages and disad-
vantages of instance- and category-level based methods. The instance-level and cate-
gory-level based pose estimation methods can be divided into categories shown in Fig-

ure 8.
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A Survey of 0DoF Object Pose Estimation Methods for Different Application Scenarios
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Figure 8. Pose estimation methods divided into categories [18].

2.4.1 Instance-level pose estimation

Instance-level pose estimation methods require the CAD model of the OOI to compute
the 6D pose. An advantage with instance-level pose estimation methods is that the
method is trained specifically for that OOI. This helps with the pose estimation process
since the network knows what it is trying to look for in the scene. The disadvantage of
instance-level methods is that they require training with each of the objects the network
is trying to estimate the pose for. Instance-level methods generally are not well suited for
generalization, meaning that they are not suitable to use with similar objects than the
one it was trained on. The instance-level methods are meant to be utilized only on objects

the network was trained on.

Instance-level methods are further divided into categories RGB, point cloud, and RGB-
D, based on the type of data available from the scene [18]. These methods utilize the

strategies introduced in chapter 2.3 to acquire the pose of the OOI.

2.4.2 Category-level pose estimation

Category-level based pose estimation methods are designed for a specific category ra-
ther than a specific instance of an object. These methods are trained using a wide range
of data from objects of the same category. Category-level methods do not require the
CAD model of the OOI since the model is not trained for predicting the pose of a specific
object. This makes the network well generalizable for multiple different objects of the
same category unlike the instance-level based methods. Training of category-level
based pose estimation method is quite challenging since it requires large amount of
training data of the objects from a specific category. The training data must consist of
large variety of objects of the specific category to make the model well adapting for dif-
ferent instances of the same category, but the model cannot have too varying data since

then the model will face the issue of not recognizing the object. The category-level pose
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estimation methods can be divided into 2 sub-categories, regression-based and prior-

based methods as shown in Figure 8.

Regression-based 6D pose estimation methods do not predict the pose of an OOI di-
rectly from the network’s inputs, but rather it predicts the features related to the OOI. The
6D pose is computed from these features with a chosen pose computation strategy. The
regression-based models have to be thought with category-level training data of the OOI

as mentioned before.

Prior-based pose estimation methods must be taught similarly to the regression-based
method with category-level training data of the OOI. During the training phase of the
network, the model is also incorporated with prior knowledge of the objects in the cate-
gory. Prior knowledge may include information regarding the shape or size of the objects.
Prior knowledge related to the OOI helps the pose estimation process to estimate the

pose more accurately since the model has more information related to the OOI.

2.5 Metrics

Analyzing the performance of a pose estimation is a bit more complex than analyzing
the performance of a NN performing a “simpler” task, for example object classifying net-
work or object detection network. Calculating the performance of a classification network
can be done by comparing the classified labels to the ground truth labels of the object

being classified and calculating the precision and recall with equations (7) and (8),

recision = L (7)
p ~ TP+ FP
TP (8)
recall = TP+—F]V

where TP is the number of true positives, FP is number of false positives and FN is the
number of false negatives. Precision indicates what proportion of the positive classifica-

tions is correct and recall indicates the proportion of actual positives identified [17].
Additionally, to the precision and recall, the accuracy of the prediction can be calculated

by using the equation (9),

_ TP + TN )
acuracy = Trp X TN + FP + FN

where TN indicates the number of true negatives [16]. Accuracy indicates the proportion

of correct predictions produced by the model.
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Object detection is performed by detecting the OOI from an input image and computing
the bounding box’s dimensions and location that tightly contains the OOI. The bounding
box computed by the network can be compared against the ground truth value of a tight
bounding box and a performance of the detection can be computed by calculating the

intersection over union (loU) value. loU can be calculated using the equation (10),

|Bn BCT| (10)

JoU=——"
Y =1BUBT

where B is the predicted bounding box and B€T is the ground truth of the bounding box.
[56]

Both the classifying and detection have a clear ground truth to compare the networks
produced outputs which makes the optimization of the network a simpler task compared
to pose estimation. Pose estimation produces the estimation for the position and orien-
tation of the OOI and the performance for both of them can be calculated separately, for
example using equations (11) and (12). Equation (11) is used for calculating the rota-

tional error and equation (12) for translation error. The equations are as follows,
egrg = arccos ((Tr(ﬁﬁ_l) - 1)/2) (11)

where R and t are the estimated rotation and translation and R and t are the ground truth

rotation and translation [22].

It is often beneficial to calculate the combined performance score by using the rotational
error and translation error of the pose estimation to analyze the performance of the esti-
mation rather than analyzing the components separately. Few commonly used metrics
for the pose estimation are the ADD and ADD-S metrics shown in the equation (13) and
(14),

ADD = avg||(Rx + T) — (Rx + T)|| (13)
xeM
ADD-S = avg min ||(Rx; + T) — (Rx, + T)|| (14)
X1 EM X, EM

where R and T are the ground truth rotation and translation, R and T are the estimated
rotation and translation, M is the model and x is the model point [20]. The ADD value
illustrates how far each of the estimated model points are from the corresponding ground

truth points of the model. ADD metrics does not take symmetries into the account when
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calculating the score which can lead to large ADD scores when estimating the pose of a
symmetrical OOl even when the models pose visually seems to be estimated correctly.
When dealing with symmetrical objects, the ADD-S metrics can be used to mitigate the
error caused by symmetry. The ADD-S score does not calculate the score by calculating
the distances between estimated points and corresponding ground truth points, but ra-
ther by calculating the distance from estimated point to the nearest point of the ground

truth model.

Requiring the model points implies that the ADD and ADD-S calculations must have in-
formation regarding the model of the OOI detected since the model points are vital to the
calculations. ADD and ADD-S metrics can be modified to be used with ground truth
bounding box of the model and the estimated bounding box rather than using the model’'s

points.

ADD(-S) performance can be combined with area under the curve (AUC) to visualize
and analyze the performance of a pose estimation method. AUC curve uses the ADD(-
S) scores to determine the fraction which of the detections fall under a specified ADD(-
S) score. By using ADD(-S) scores as the values for the x-axis and the fraction of the
detections which fall under this ADD(-S) accuracy as the y-axis, a curve can be formed
to calculate the area under it to form the AUC score. Figure 9 shows an example of AUC
score produced by the DOPE network’s pose estimation. AUC score 1 means that all of
the estimations fall under the smallest ADD(-S) score and score 0 means that none of

the estimations are under the largest ADD(-S) score on the x-axis.
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Figure 9. Example AUC figure of BBQSauce’s pose estimation.

The ADD(-S) scores used in the AUC curve should be chosen based on the application
the pose estimation is used for to accurately analyze the suitability of the estimation for
the specific task. Some applications require very precise pose estimations and thus the
ADD(-S) scores used in the AUC curve should be small to determine the real perfor-

mance of the pose estimation.

2.6 Dataset formats

This chapter briefly introduces the commonly used data format in machine learning called
BOP-scenewise dataset format and the data format used by DOPE network. Both of the
data formats ultimately aim to achieve the same goal, to describe the image scenes
contents in text format. The formats introduced in this chapter are both using JSON for-

matted data to describe the image and its contents.

2.6.1 BOP-scenewise dataset format
BOP-scenewise dataset format is commonly used dataset format used in machine learn-
ing. The dataset is composed of information regarding the camera used for capturing the

scene, models of the objects of interest in the scene, images of the scene and the JSON
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files describing the scenes. The folder structure of the BOP-scenewise dataset format is
illustrated in the Figure 10 [21].

The dataset format is used in BOP Challenge which is a popular competition to develop
the best performing method for different tasks, one of them being 6D pose estimation
task. The BOP Challenge provides multiple popular datasets of different objects in dif-
ferent environments. The datasets ground truth poses are described in BOP format to

work as the benchmark for the comparison of different pose estimation methods.

DATASET_NAME

}— camera[ TYPE].json

}— dataset_info.json

}— test _targets_bopl9.json
}— models|[ MODELTYPE][ evall]

| | models_info.json

| F obj_oB3_ ID.ply

I train|val|test[_TYPE]
I

|

|

|

|

|

|

|- SCENE_ID|OBJ_ID
| I— SCEene_camera.json
| |— scene_pt.json

| I— scene_gt info.json
| | depth

| | mask

| | mask visib

| | rebleray

Figure 10. BOP-scenewise dataset format [21].

The JSON files describing the camera include the camera’s parameters consisting of the
intrinsic parameters and the resolution of the camera. The intrinsic parameters of the
camera are the internal parameters of the camera consisting of the focal lengths fx and
fy and the image origin cx and cy describing locations in horizontal and vertical directions.
The previous parameters are described in pixels rather than in units of lengths. The in-
trinsic parameters are used to construct the intrinsic matrix K shown in the equation (15)
[37]. The intrinsic parameters of a camera are dependent on the internal structure of the

camera thus the different cameras of the same model can have slightly different internal

parameters.
Y 0 Cy (15)
K=(0 f ¢
0 0 1

The models -folder contains the 3D models of the OOIs used in the dataset and the

JSON file describing the objects. The JSON description includes the information about
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the object’s bounding boxes dimensions and if the object has rotational or discrete sym-

metries. [21]

The train, validation and test folders contain the scenes represented in different fashions
and the JSON file describing the images in the scene. The depth and RGB images con-
tain all of the objects in the images, but for the mask information of the objects, there are
separate images for each of the OOls masks in each of the scenes. The JSON files
describe the camera’s parameters, ground truth information about each of the object’s

pose, visibility and the location of the object’s bounding box in the image. [21]

Example of a ‘scene_gt.json’ -file containing a single image and 1 OOl is illustrated in
Figure 11.
{

"@": [{"cam R m2c": [©.5259484648704529, -0.3061089813709259, 0.793520987033844,
0.850494384765625, 0.19601210951805115, -0.4880969524383545,

-0.006128891371190548, ©.931598961353302, ©.363436222076416],
"cam_t_ch": [—?.9395249485969549—@5, 5.029141982923584e-05, 868.714?2167968?5],
"obj_id": 1}]

Figure 11. Example of a single scene with a single object in ‘scene_gt.json’ -file.

2.6.2 DOPE data format

The data format used in the DOPE network is a bit different compared to the BOP-da-
taset format mentioned before. The DOPE formatted description of the scene consists
of RGB images and JSON files like the BOP-dataset, but each of the RGB images is
accompanied with a single JSON file describing that particular scene. The JSON file
contains information about the camera used to render the image and information about
the objects in the image, including the position and orientation of the objects with respect
to the camera and world. Figure 12 illustrates the structure of the JSON file of a scene

with single object of interest.

Using the DOPE requires the declaration of symmetries in the OOI similarly to the BOP-
datasets formatted data. The symmetries are declared in separate files, each object’s
symmetries in its respective file. The symmetry file must contain information about pos-
sible discrete symmetries and continuous symmetries and the information about the sym-

metry’s rotation axes.
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"camera_data": {
"camera_look_at":
3
"camera_view_matrix™:
3
"height”: 488,
"intrins °g
3
"location_worldframe” :
3
"quaternion_xyzw_worldframe":
3
"width": 648
I »

"objects": [

"bounding_box_minx_maxx_miny maxy™: [
].‘

“class™: - ,

"local_cubo >
"local_to_world_matrix™: [

].‘

"location™: [

].‘

"location_worldframe”: [

].‘

"p et -

"projected_cuboid™: [

1,

"provenance”:

"px_count_all™: 22
"px_count_visib
"quaternion_xyzw": [
].‘

"quaternion_xyzw_worldframe™: [

entation_id": 1,
bility": @.9964587867721768

Figure 12. Example of DOPE formatted data with values hidden for simplicity.

The main information regarding the pose in the JSON file are the ‘ocation’ and ‘quater-
nion_xyzw’ of the object which are represented with respect to the camera frame. Com-
monly the pose of the object is represented and used with respect to the camera frame
rather than world frame, but the conversion of the pose from frame to another is possible

due to the JSON file providing the camera’s pose with respect to the world frame.

During the training of the DOPE network the ‘projected cuboid’ information is used to
train the network to detect the object of interest’s bounding box’s vertices. The trained
network tries to detect the location of these vertices in the affinity maps. This means that
the cuboids corners and central point’s representation in the ‘projected cuboid’ field must

stay in the correct order in the JSON files.
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The JSON file can have multiple classes of different objects and multiple instances of
the same object. The JSON file provides the information of the object’s class to distin-
guish the objects from one another during the training phase of the network and the same

classes objects are told apart by using the ‘name’ provided in the JSON file.
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3. METHODOLOGIES

This chapter introduces the methods used during this thesis work to achieve the results
showcased in the chapter 4. The methods used in the process were chosen for their
usability and adaptability for different use cases, especially regarding the data generation
process. The ability to create massive amounts of data automatically was crucial criteria
when choosing the method for data generation. Also, the ability to modify the objects
present in the scene and the scene itself played a big role in selecting the data generation
method. This chapter also introduces the methods used in the training and testing of the

models used in this thesis work.

3.1 Data generation

Gathering the training and testing data for a DL network can be the most time-consuming
part of the networks training process especially if the data has to be gathered manually.
Manually annotating data is very time consuming and in the case of pose estimation,
accurate data annotation can be very challenging. This is why generating synthetic data
can be very useful in the training and testing process. By generating data using a soft-
ware, the poses of the objects can be determined directly from the software and the data

annotation can be computed based on information acquired from the software.

Training and testing data used during this thesis process were both synthetic and real
data. Synthetic data means that it was generated artificially and, in this case, generated
with software. Softwares used during this thesis for data generation were BlenderProc2
[13] and NVISII [32].

BlenderProc2 is an extension for Blender, which allows the rendering of photorealistic
images and for example their segmentation masks and depth maps. BlenderProc2 is run
inside the blender’s python environment which allows the usage of blender APl and the
fast creation of environments by using python to generate the rendered scene [13]. By
generating the scene with python, the scene and the attributes of the objects can easily
be randomized to make the generated scenes more versatile. Varying scenes are crucial
for the training of a NN, since the varying scenes makes the NN capable of recognising
the OOI better from mixed environments. Blender also supports physics simulation,
which helps with the creation of more realistic environments by allowing the objects to

interact with each other in realistic manner. This helps with the issue of sim-to-real, that
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includes transition from detecting the objects from a synthetic environment to detecting

the objects in a real-world application.

NVISII is a tool for generating photorealistic images similar to the BlenderProc2. NVISII
is also python-based renderer with easy-to-use APIs designed for easy scene generation
and with the ability to randomize the scenes, it also allows the creation of varying envi-

ronments for the object of interest [32].

Both of the renderers require the models of the objects and the texture of the objects for
the rendering. Also, possible distractor objects require the models of the objects but for
the distractors it is advisable to use random textures to create even more randomized
scenes. The two renderers were chosen for this thesis for their ability to generate ran-
domized scenes easily and fast and for their description format of the generated scene.
BlenderProc2 can be used to generate scenes in BOP-scenewise data format which is
commonly used format in DL networks and NVISII can be used to generate scenes and
to describe them in a format acceptable to the DOPE network. Example images gener-

ated using the BlenderProc2 are shown in the Figure 13.

BlenderProc2 was chosen for this thesis as the main generation source of data for its
wide usability and range of support. NVISII was also used in the initial training tests of
the DOPE network and the training results were as good as the ones created with
BlenderProc2 based data. A positive impact towards choosing the BlenderProc2 as the
platform for data generation, is the fact that BOP-formatted data is widely used in the
pose estimation, meaning that the data generated with BlenderProc2 can be used in
other pose estimation networks as well. Data generated with BlenderProc2 had to be
modified to be suitable for the DOPE network. The generated data was modified to

DOPE format with a custom python script.

The BlenderProc2 is a physics-based engine, and the physics simulation was utilized by
applying gravity randomly to objects by having a 25% change of the object floating and
75% change of them falling to the ground. The object’s pose was also randomized to

create variety in the training data.

The generated training images were 640x480 px in size and each of the images gener-
ated had 1 instance of each of the OOI used in the testing. The scene was generated
with randomized background and the generated images had random amount of distrac-
tor objects to help with the scene randomization process. The camera viewpoint is ran-
domized to capture the scene from different angles, and this may lead to some of the

scenes not having the OOl visible.
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Figure 13. Photorealistic data generated using BlenderProc2.

3.2 Training DOPE-network

During this thesis, the DOPE was trained by using 50 000 synthetic photorealistic images
training set and 1 000 images test set. The training images were cropped randomly to
size 400x400 px and the images were also augmented by adding noise and affecting the

brightness of the image by random amount to augment the data even more.

Due to the randomly cropped images, some of the images have no visible part of the
OOl, which does not truly help with the training process. Randomly cropped images on
the other hand help with augmenting the data even more and it also helps with creating

partially visible views of the OOI.

The training was conducted using PC with a single NVIDIA RTX A6000 GPU and AMD
Ryzen Threadripper PRO 3945WX CPU. The network was trained for 100 epochs with
a batch size of 32. Adam optimizer was used for the optimizer with a learning rate of
0,0001. The training took ~100 hours to complete for a single object when testing the
model’s performance with the test dataset after each epoch. Figure 14 shows the OOI
for which the training was conducted, where red arrow represents the x-axis, green arrow

the y-axis and blue arrow the z-axis of the OOI.
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Figure 14. Object of interest for the DOPE network.

The performance of the model can be monitored during the training by utilizing Tensor-
Board. The Figure 15 and Figure 16 show how the performance developed during the
training. Figure 15 visualizes the vertices ground truth location and the predicted location
of the vertices in the early stages of the training. The white areas indicate the ground
truth location and the predicted location for each of the vertices in its own small image.
Figure 16 visualizes the same information as in Figure 15, but in the final stages of the

training.

Figure 15. Input image (left) and belief maps of the ground truth (middle) and pre-
dicted location (right) in early stages of the training.
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Figure 16. Input image (left) and belief maps of the ground truth (middle) and pre-
dicted location (right) in final stages of the training.

Figure 15 and Figure 16 illustrates how the prediction of the vertices’ location improves
over time. Ideally, the ground truth image and the predicted location of the vertices are
exactly the same and as seen in the Figure 15 and Figure 16, the model has great pro-
gress on predicting the vertices of the OOI. The predicted location for the vertices and
the center of the OOl are very similar to the ground truth locations during the final stages

of the training.

The training process of DOPE is quite time-consuming since the model has to be trained
separately for each of the OOls the network has to identify, but presently this is typical
and expected for the state-of-the-art instance-level visual 6D pose estimation methods.
Multi-GPU systems can be utilized to streamline the training of the model. By distributing
the workload between multiple GPUs, the training process can be distributed in parallel
processes, which can be computed simultaneously. To improve the training even further,
GPU-clusters can be utilized to distribute the process between tens or even hundreds of

parallel processes.

3.2.1 Using GPU clusters

Training the DNN can be very resource heavy and can require large amounts of pro-
cessing power. During the training process the network calculates and adjusts the pa-
rameters of the network according to the training data provided to the network. These
calculations for adjusting the weight of the network can be very time consuming when
computing the weights with only a CPU. CPU can perform consecutive operations quickly
which can be enough when training a small-scale NN, but when training a large model,
the computation times will increase drastically [38]. Training a large model thus requires

some additional computation methods. This is why GPUs are utilized in DL.
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GPUs can perform large number of operations in parallel which accelerates the compu-
ting of the weights in a NN [38]. This is especially useful when training a large model that
can have a huge number of modifiable weights in them, like a DNN. A single GPU is
often still not enough for the network to be able to compute the weights in a reasonable
amount of time, even though a GPU is capable of parallel computing, and it accelerates
the computation time for the weights of the network. In this case a GPU cluster can be

utilized in the training process.

GPU cluster contains multiple individual GPUs connected together to enable the use of
multiple GPUs in a process. Clusters are often composed of nodes containing a specific
number of GPUs and/or CPUs. The individual nodes are connected to form a cluster of
GPUs or CPUs which can be utilized to boost the processing of data. The use of multiple
GPUs enhances the computation of the weights for a NN by enabling larger number of

parallel operations to be performed. [31]

GPU cluster called Puhti was used to train NNs during this thesis. Puhti is a supercom-
puter composed of CPU- and GPU-nodes and it is provided by CSC [11]. CSC provides
multiple different supercomputers with different configurations for different use cases
[11]. Puhti was chosen as the training platform for this thesis due to its wide range of
usability and it having plenty of GPUs to train the NNs. The CSCs supercomputers are
available free-of-charge for Finnish higher education institutions, such as Tampere Uni-
versity, which benefitted towards choosing to use CSC’s supercomputers during this the-

sis work.

The Puhti cluster can run python code similarly as you would run it on your own com-
puter, except that running a python script must be done by submitting a batch job using
Slurm. The batch job describes the resources requested for running the program includ-
ing the number of CPUs, GPUs, memory and runtime. The batch jobs also include infor-
mation about the python’s packages used in the python scripts and the run command as

a command line prompt. Example of a batch job file can be seen in Figure 17.

Utilizing a GPU cluster enhances the NN training process by dividing the training data
into patches and using multiple GPUs in parallel to train the NN. A GPU cluster of 4
GPUs and 2 CPUs was used during this thesis to study the effects of GPU clusters on
the NNs training time. The cluster consists of NVIDIA Volta V100 GPUs and Intel Xeon
Gold 6230 CPUs. Training the DOPE model with utilizing the GPU cluster reduced the

models training time from ~100 hours to ~24 hours.
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Figure 17. Example of a batch job submitted to Puhti [10].

The batch job is executed when the requested resources are available on the Puhti su-
percomputer. This allows queuing multiple jobs to be executed on the Puhti system even
when the requested resources are not available when submitting the job. Such queuing
system has its benefits and disadvantages. Benefit is that there is no need to monitor
when the resources are available for the job needed and then submit the job, but on the
other hand a disadvantage is that the user cannot be sure when the submitted job is
executed since the execution is based on available resources and the system is used by

multiple other users.

3.3 Test setup

Testing the results of the two implemented methods was done gradually by moving from
simple testing to real-world implementation tests. The testing involved numerically eval-
uating the accuracy of the DOPE and FoundationPose and by visualizing the pose esti-
mations to ensure that the numeric values are valid. Testing with real equipment and
with possible future use case was conducted with FoundationPose in the Innovative Hy-
draulics and Automation (IHA) heavy laboratory at Tampere University. Hardware used

during this thesis work, DOPE study and FoundationPose study is shown in Appendix B.

3.3.1 DOPE test setup

The initial test for DOPE’s performance is conducted after the training by analysing the
pose estimation performance visually. This includes observing the object’s bounding
box’s orientation. After visually inspecting the pose, the pose estimation performance is
monitored by computing the AUC using different ADD values. The values are computed
from the pose estimations from synthetic images. The performance of how accurately
the model estimates the pose of an OOl and whether the results are satisfactory enough

can be analyzed by computing the AUC. For this thesis, an ADD score of < 2 cm is
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considered as a sufficient accuracy, since the application where the pose estimation is
possibly applied to in the future has an accuracy tolerance of 2 cm. If the results are not
satisfactory enough, the training of the DOPE model is continued by training the network

for more epochs and possibly with new, more varying training data.

For the implementation to be valid in the real-world application, the pose estimation per-
formance should be accurate and fast enough to provide reliable results. What is con-
sidered as fast enough pose estimation processing time is heavily dependent on the
target application. Pose processing frequency of 10 Hz is considered as the minimum
requirement for our real-time pose estimation application. The processing time for pose
with DOPE is not suitable for our real-time pose estimation application as shown in chap-

ter 4.1.1 and the testing will not be continued on a real application.

3.3.2 FoundationPose test setup

Since the FoundationPose is a foundation model which requires no training before it can
be used to estimate the pose and the tracking performance of an object, the testing can
begin with the synthetic images which has the ground truth information available. The
pose estimation and pose tracking are tested on the same images to have comparable

results on the proposed poses accuracy.

The viability of the pose estimation and tracking on a real robotics application is heavily
dependent on the processing time of the pose from the input image. In the Founda-
tionPose study [54], the running time of the pose estimation is measured to be approxi-
mately 1.3 s for one object and the tracking is reported to run at ~32 Hz. The pose pro-
posal running times are computed using NVIDIA RTX 3090 GPU and Intel i9-10980XE
CPU [54]. This can be considered as a performance target for our application, but some
differences in the overall pose processing time may occur due to the need to acquire the
segmentation map for the pose estimation. For the tracking of single object, the pro-
cessing time should be similar to the papers introduced processing time since the test

approach is similar to the paper’s setup.

The performance is initially analyzed by visualizing the predicted pose of the object. The
bounding box’s location and orientation is monitored alongside how accurately the
bounding box encapsulates the OOI. This is done for both the pose estimation and pose

tracking.

The testing is moved to real-life data testing when the estimation results are accurate
enough with synthetic data. The numeric computation of the performance is difficult with

real-world data since the ground truth data of the pose cannot be easily acquired from
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the real-world objects thus the performance of the pose estimation and pose tracking
relies heavily on the visual approximation of the performance. During the performance
testing, an OptiTrack visual motion-capture system consisting of Prime W17 cameras
were utilized to gather ground truth position of the OOI to help with the performance
analysis of FoundationPose. The OptiTrack system used during this thesis work was
borrowed from Center for Immersive Visual Technologies (CIVIT) at Tampere University.
OptiTrack utilizes reflective markers to determine the location of the OOI with respect to

the OptiTrack’s base frame.

The real-world application tests are performed after the pose estimations performance
is ensured with the initial test involving RGB-D camera. The test setup consists of a
hydraulic boom with gripper as an end effector, LIPSedge AE470 RGB-D camera at-
tached to the end effector, OptiTrack visual motion-capture system and OOI placed in
arbitrary pose. LIPSedge has RGB camera and active stereo depth sensing with baseline
of 95 mm between the 2 depth sensors. The depth sensing range of the depth camera
is 0,52-10+ m and a field of view (FOV) values of 87° horizontal FOV, 58° vertical FOV
and 95° diagonal FOV. RGB camera has similar FOV values as the depth camera with
FOV values of 90° horizontal FOV, 65° vertical FOV and 98° diagonal FOV [28]. The
OptiTrack visual motion-capture system consists of 3 OptiTrack cameras and reflective
markers attached to the LIPSedge RGB-D camera and the OOI. The OptiTrack system
utilizes reflective base coordinate frame as the reference frame for the other reflective
markers. The base frame and the markers attached to the OOl and RGB-D camera must
always be visible for the OptiTrack camera system for accurate localization of the mark-
ers. The OptiTrack system provides position and orientation information about the at-
tached reflective markers with respect to the base frame of the OptiTrack system. The
OOls reflective markers position is calculated with respect to the marker attached to the
camera to form similar positional information with the pose estimation produced by Foun-
dationPose. The FoundationPose estimates the OOls bounding box’s center location
seen from the camera lens, but the reflective markers cannot be attached to these loca-
tions precisely which has to be taken into the account when comparing the computed

poses. Figure 18 illustrates the test setup used during real-life application testing.
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Figure 18. Test setup used for real-life application testing.

The test consists of moving the hydraulic boom automatically in a predefined path with
the OOI being visible in the camera frame. The pose estimation produced by Founda-
tionPose is compared against the ground truth location of the OOI and the proposed
orientation is estimated visually. The ground truth location of the OOl is acquired with
OptiTrack motion capture system. The pose prediction performance is examined only
with respect to the location information and the produced orientation is not compared to
the ground truth produced by OptiTrack. The accurate location and orientation of the
OptiTrack markers and base frame with respect to the FoundationPose’s base frame is
difficult to determine accurately for the accurate performance analysis of the pose esti-
mation.
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4. RESULTS

This chapter focuses on introducing the performance of the DOPE and FoundationPose
after the training of DOPE and setting up the FoundationPose with CNOS segmentation
network. The performance consists of the accuracy of pose estimation and the compu-
tation time it takes to form a new estimate. Additionally, this chapter discusses what are
the points of improvements based on the results and if there is a valid way to make these

improvements to increase the performance.

4.1 Performance

The performance of the DOPE is heavily reliant on the training process used in training
the model. Training data quality and the parameters used during training have a signifi-
cant impact on the performance of the model. The published version of the code for
FoundationPose differs from the one used in the published paper [54] due to legal re-
strictions regarding the Stable-Diffusion used during the FoundationPose’s training pro-
cess. The published weights for the model are produced without the use of Stable-Diffu-

sion which has a slight effect on the performance.

Unlike DOPE, the FoundationPose was not trained during this thesis which means that
the performance is not reliant on the training performed during this thesis. The effects on
the performance come from other factors related to the estimation process. Such effects
are related to the quality of the CAD model used in the pose estimation and the OOI
segmentation required for the initial pose estimation. The most time-consuming function-
alities related to the FoundationPose are the pose initialization related tasks as shown in
the chapter 4.1.2 and thus they affect the real-time capabilities of the application the
most. The results for DOPE and FoundationPose are computed using PC with a single
NVIDIA RTX A6000 GPU and AMD Ryzen Threadripper PRO 3945WX CPU.

4.1.1 DOPE performance

This chapter analyzes the 6D pose estimation performance of the trained DOPE model.
The trained model’s ability to estimate pose is discussed from a number of different met-
rics, first of which are visual estimations of the performance like in Figure 19 and Figure
20. Figure 19 illustrates the detected OOI and the produced belief map of the DOPE-

network.
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Figure 19. Detected OOI and the produced belief map.

Figure 19 demonstrates that visually the performance of the pose estimation seems to
be performing properly. The bounding box computed for the object seems to encapsulate
the OOI and the orientation of the bounding box looks to be valid. The visual approxima-
tion of the bounding box is good initial approximation of the model’s performance to val-
idate that the model is performing pose estimation correctly, but the bounding box itself
can have multiple orientations where it seems to encapsulate the OOI correctly with dif-
ferent pose estimations. To visually approximate the correctness of the pose, the bound-
ing box’s corner’s locations are visualized by drawing a dot on them. The dot is drawn
on the bounding boxes x-max, y-min, z-max and x-min, y-min, z-max corners for the
model represented in Figure 14. Figure 20 visualizes more pose predictions produced
by the DOPE network.
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Figure 20. Series of pose predictions produced by the DOPE.

The visual inspections confirms that the 6D pose is being estimated correctly to represent
the OOI's CAD model shown in Figure 14. The axes match the ones defined for the CAD
model, which is a notable sign to confirm that the network has learned to estimate the
pose correctly. Trained model is able to detect the occluded OOI and the pose estima-
tions seem to be close to the ground truth pose. The 3™ image pair in Figure 20 shows
an example of a case where the OOl is not visible. In this type of cases, the belief map
does not produce sharp predictions for the vertex’s location, which leads to network not

producing a pose proposal for the OOI.

The testing and metric computation is moved forward to numeric evaluation, after visually
confirming that the 6D pose is being estimated correctly. Figure 21 shows the AUC curve

computed from 1000 test images.
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Figure 21. AUC curve of OOL.

The numeric evaluation of the performance gives much more accurate representation of
the performance of the DOPE model. Figure 21 visualizes the 6D pose estimation per-
formance of the trained model. The AUC illustrates how the pose estimation accuracy
behaves. Nearly all of the estimates are within 4 cm accuracy and most of them are also
within the 2 cm accuracy threshold. The accuracy score at 4 cm threshold is 0,792 and
at 2 cm it is 0,714. In this test example the curve will not reach a point where all the
detections are within the 10 cm limit defined in the figure. The accuracy at 10 cm thresh-
old is 0,813. This is mostly due to the test data’s randomized scenes. The OOl is heavily
occluded in some of the scenes which causes the pose detection to fail. OOl might also
be depicted from a difficult angle, which makes the detection difficult. Monitoring the pro-
posed poses produced by the network indicates that the network occasionally produces

false detections which also influence the produced AUC.

Figure 22 illustrates the AUC score advancement during the training of the model. The
AUC score advances quickly close to the final AUC score. The AUC score reaches 0,60
after 11 training epochs and during the rest of the training, the AUC ends up near 0,7 at
0,693.
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Figure 22. AUC score advancement.

Figure 23 illustrates the advancement on the percentage of the pose predictions that fall

under the 2 cm threshold during the training of the DOPE network.

Figure 23. Advancement of ADD at threshold.

The Figure 23 indicates that most of the advancement happens within the first 10 epochs
of training. Similar behavior can be seen on the AUC curve in Figure 22 where the main
improvement on the performance happens within the first 10 training epochs. After the
initial performance increase, the accuracy is slowly increasing with each training epoch

which affects both the AUC curve and the accuracy at threshold curve.

The computational time required for pose estimation is on average 0,174 s which corre-
sponds to pose estimation frequency of 5,75 Hz. The computation time is calculated
based on 1000 test images and their average computation time for the pose estimation.

The test images used during the testing had 1 or 0 instances of the OOl visible.
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4.1.2 FoundationPose performance

Similarly to the DOPE network, the FoundationPose’s performance analysis was initiated
with the visual estimations of the performance and the analysis was progressed towards
numeric evaluations once the visual estimations confirmed the correct functionality of the
pose estimation and pose tracking. The pose estimation and tracking were conducted
on 2 different OOQls, “plug” and “drill head”. The OOls used in FoundationPose are shown
in Figure 24 where red arrow represents the x-axis, green arrow the y-axis and blue

arrow the z-axis.

Figure 24. OOIs for FoundationPose, “Plug” (left) and “drill head” (right).

The process of pose estimation with FoundationPose starts with creating the templates
from the provided CAD model of the OOI and using the templates to create a segmen-
tation image of the OOI with CNOS. The accuracy of the segmentation image was also
visually inspected to evaluate its performance. The generated templates for the mask
segmentation of the “plug” -object are illustrated in Figure 25. An example of a segmen-

tation of an OOl is shown in Figure 26.
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Figure 25. Generated templates of “plug” for the object segmentation.

Figure 26. Segmentation of a “plug” from inputted image to the FoundationPose.

The initial 6D pose estimation tests for FoundationPose were performed visually by an-
alyzing the bounding box and coordinate frames produced by the FoundationPose. From
the produced visual reference, the position and orientation and the viability of the bound-
ing box and the coordinate frame was inspected visually. Visual inspection for the pro-
duced pose estimation was conducted on the pose estimation and pose tracking parts

of the model. Produced output for pose estimation on a single OOl is displayed in Figure



43

27 and for multiple OOls in Figure 28. Computing pose estimation for multiple OOls af-
fects only the computational time of the whole process since the pose estimations are

computed separately for each of the possible OOls.

Figure 27. Produced pose estimation for a single OOI.

Figure 28. Produced pose estimations for multiple OOlIs.

Visual inspection indicates that the proposed poses for the OOl seem to be correctly
estimated. The bounding boxes and the orientation of the bounding box are produced
correctly on the pose estimation stage and on the pose tracking stage. However, in the
case of continuously symmetrical object, the proposed pose is often varying around the
axis of symmetry. This is also the case if the object is symmetrical from a certain point
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of view and the correct pose is difficult to determine based on the visual cues available
from the OOI. This is especially noticeable in the tracking stage of FoundationPose when
the estimated pose of the OOl is continuously varying. Example of such scenario is illus-
trated in Figure 29. The OOl in Figure 29 is shiny cylinder like object which is symmetrical

around the z-axis of the object.

Figure 29. Different pose estimates of a symmetrical OOI.

The numeric evaluation for the pose estimation and tracking is computed on synthetic
images generated on BlenderProc2. Testing is conducted using 1000 test scenes each
consisting of RGB-, depth- and mask images. The provided object masks include the
visible part of the OOI. The AUC score is computed for both the pose estimation and
pose tracking for both OOls. The produced AUC scores for pose estimation and pose

tracking are illustrated in figures Figure 30, Figure 31, Figure 32 and Figure 33.
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Figure 30. AUC of “plug” using pose estimation.
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Figure 31. AUC of “drill head” using pose estimation.
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Figure 32. AUC of “plug” using pose tracking.
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The pose estimation and tracking have excellent results on the pose proposals of the
“plug” object. Most of the pose proposals are within 0,5 cm ADD score with pose estima-
tion having the accuracy score of 0,876 and pose tracking having the same score of
0,876. The AUC curves produced for “drill head” have much bigger differences between
them compared to the ones produced for “plug”. The difference in AUC curves is caused
by the symmetrical nature of the object. The pose estimation is varying around the axis
of symmetry which causes the ADD score to increase even though it visually seems to
produce valid pose proposals. The tracking is not affected by the symmetry due to the
symmetry not being continuous around the symmetry axis. The initial pose proposal was
correct, which caused the tracking to not have slight misalignment around the axis of
symmetry which would have caused large ADD values. AUC of the ‘drill head’ calculated
using ADD-S scores is shown in Figure 34. The Figure 34 confirms that the decreased
performance seen in Figure 31 is caused by the symmetrical nature of the ‘drill head’
OOQI since the AUC score is similar to the other AUC scores when using the ADD-S
metrics.
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Figure 34. AUC of “drill head” using pose estimation and ADD-S metrics.

The computation time for each of the stages in FoundationPose is illustrated in Table 1.
The computed time is an average computation time in seconds from 1000 test images.

During the testing of the computational times, the focus was on the pose estimation and
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pose tracking speeds, but the computational time for the whole pose estimation loop was
also calculated. One loop is defined from the retrieval of the RGB-D image to the visual-

ization of the pose.

Table 1.  Computational times for FoundationPose’s different operations.

Operation Average computation time (s)
Template generation 1,74
OOl segmentation 4,52
Pose estimation 3,44
Pose tracking 0,03
Full pose visualization 0,07

(bounding box and frame)

Whole loop, pose estimation 8,84

(with full pose visualization)

Whole loop, pose tracking 0,14

(with full pose visualization)

Whole loop, pose tracking 0,06

(with bounding box visualization)

From Table 1 it can be observed that the operations related to the pose initialization and
pose estimation take the most amount of time in the FoundationPose’s pipeline. The
tracking stage of the model is much faster compared to the steps required for the initial
pose estimation, since the initialization of pose requires the template generation, OOI
segmentation and pose estimation in the process. The visualization of the pose also
takes noticeable amount of time in the process. The OOI detection and segmentation
process failed in some of the scenes, which affects the average processing times of the
whole loop. In the cases where the object’s segmentation is not successful, the pose
estimation is not computed which makes those loops processing times much faster. If all
the pose segmentations and estimations were successful, the pose estimations loop time
would be approximately 9,8 s. The pose tracking computational time is close to the com-

putation time introduced in chapter 3.3.2. Pose tracking’s computation time of 0,03 s is
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transferred to computation frequency of ~33 Hz, which is very similar to the target fre-
quency of 32 Hz. In reality the pose tracking process requires other steps additionally to
the tracking steps, which increases the total computation time to 0,14 s with bounding
box and frame visualization and to 0,06 s with only bounding box visualization. These

are translated to computation frequencies of 7,1 Hz and 16,7 Hz respectively.

After computing the accuracy and the computation time for the FoundationPose, the test-
ing was moved from synthetic images to the real-world implementation testing. The test
setup is described in 3.3.2. The performance of the pose tracking was observed visually,
and the predicted OOI location was compared to the ground truth. The real-world testing
is performed on the “plug” object. The proposed orientation is not analyzed due to the
ground truth orientation not being accurately available in real world testing. Pose estima-
tions from the real-world testing is illustrated in Figure 35. From the Figure 35 it can be
observed that the proposed pose seems valid, and the tracking performs well even when

the OOl is partially out of the image frame.

OptiTrack base frame

Figure 35. Pose estimations from real-world testing.

The performance of the FoundationPose’s pose estimation compared to the ground truth
produced by OptiTrack without any compensation regarding the OptiTrack marker’s lo-
cation is shown in Appendix A. The OOls position produced by OptiTrack is modified to
be represented with respect to the marker attached to the camera to make the perfor-
mance analysis more comparable. The coordinate frame used is oriented such that the

x-axis is pointing right, y-axis is pointing down and the z-axis is pointing towards the OOI.

The OptiTrack’s marker’s location has to be taken into account when comparing the
FoundationPose’s produced location to the ground truth position produced by OptiTrack.
The figures Figure 36, Figure 37 and Figure 38 show the position estimation performance
of the FoundationPose when comparing it to the ground truth retrieved with OptiTrack.
Since the relative transform between the OptiTrack system and OOl is unknown or not

easily measurable, the trajectories are matched together using iterative closest point
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(ICP) algorithm to acquire the homogeneous transformation matrix, shown in equation
(1), which transforms the point cloud acquired with OptiTrack to minimize the difference

with point cloud produced by FoundationPose.
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Figure 36. Position comparison after ICP.

For the error analysis, the absolute error between each of the points produced by
OptiTrack and FoundationPose is calculated, and the root mean square error (RMSE)
for each of the coordinate axe’s values is calculated. RMSE is defined in equation (16)

as

(16)

where F is the forecast array, A is the actual array and n is the number of observations
[47].
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Figure 38. Trajectory comparison after ICP.

FoundationPose
OptiTrack

From the figures Figure 36, Figure 37 and Figure 38 it can be observed that the trajec-

tories produced by OptiTrack and FoundationPose are very similar in shape and position.

The RMSE error for each of the axes is shown in Table 2.

Table 2.  RMSE values after ICP.
Axis Root mean square error (RMSE)
X-axis 0,0124
y-axis 0,0081
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Z-axis 0,0029

From the RMSE values in Table 2 it can be observed that all of the RMSE values are
very low which implies that the FoundationPose’s pose tracking is performing very well.
The trajectories shown in Figure 38 also confirms that the FoundationPose’s location
estimation is very similar with the ground truth values since the 2 trajectories are very
close to each other. The jitter with FoundationPose’s pose tracking can be seen in the
calculated errors in Figure 37. The jitter looks to be drastic, but the magnitude of it is
small which does not affect the pose prediction performance drastically. This small jitter-
ing can also be seen when visually monitoring the pose estimation as the visualized
bounding box has some jittering even when the camera and OOl are stationary. The
visual inspection of the FoundationPose’s pose proposals indicate that the pose estima-

tion is performing well.

The figures Figure 39, Figure 40 and Figure 41 show a case where both of the pose
tracking methods fail. The OptiTrack marker on the camera is out of FOV during a part
of the trajectory which can be seen in the figures. Also, the FoundationPose’s tracking

fails due to the OOI being completely out of the cameras FOV.
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Figure 39. Position comparison when tracking fails.
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Figure 41. Trajectory comparison when tracking fails.

The main problem with FoundationPose’s tracking can be seen in the figures above
where the tracking is continued even when the OOl is out of the cameras FOV. After the
OOl is out of the cameras FOV, the produced pose predictions are no longer valid, and

the pose should be initialized again once the OOl is visible again.

From the DOPE and FoundationPose results it can be observed that the overall pose
estimation accuracy of FoundationPose outperforms DOPEs pose estimation accuracy.
The pose estimation and tracking accuracy of FoundationPose exceeds the DOPE’s

pose estimation accuracy on non-symmetrical objects, but when estimating the pose of
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symmetrical object, the DOPE performs better due to the symmetry handling imple-
mented for DOPE. DOPE performs the pose prediction faster than FoundationPose, but
FoundationPose’s pose tracking is much faster than DOPEs pose estimation. The slower
initial pose proposal of FoundationPose is not a significant issue, since ideally the pose
estimation has to be performed only once during the pose initialization. Neither of the
pose estimation methods are capable of pose estimation with the frequency required for
the test application, but the pose tracking of FoundationPose makes it suitable for our
test application. Real world implementation tests validate that the FoundationPose is
suitable for real-time application as shown in the Figure 36, Figure 37 and Figure 38.
The performance on the test application is excellent when comparing the proposed pose

estimations of FoundationPose to the ground truth values of OptiTrack.

4.2 Improvements

Both of the methods used during this thesis have shown great performance on visual 6D
pose estimation, but there is still much room for improvement. The main points of im-
provement are related to the pose estimation reliability and the computation time of the

pose estimate.

DOPE-network shows great results when it comes to estimating the pose of an OOI. As
seen in the Figure 21, the OOI is well detected in the synthetically generated images.
The performance of the trained network was not tested on real images, which would
have given more information regarding the DOPE networks viability in real world appli-
cation. The main reason for not moving forward to testing on real images is the compu-
tation time it takes to compute the pose estimate. The computation time for pose estima-
tion is not satisfactory enough for the real implementation. The minimum requirement
defined for the real implementation was defined as 10 Hz and the calculated frequency
for pose estimation with the synthetic images is 5,75 Hz. The pose estimations pro-
cessing time cannot be easily improved, since the main computation time is results to
the networks architecture. The performance on the other hand can potentially be im-
proved by training the network with different parameters and with different type of training
data. For example, adding more randomized and abstract scenes with the OOI could
improve the performance, especially if moving the testing from synthetic data to real data
[49]. Additionally, hardware of the system running the DOPE can be upgraded to improve

the computation speed of the pose.

FoundationPose’s performance cannot be easily improved since the FoundationPose is
a foundation model which requires no additional training. Some improvement might oc-

cur if the accuracy of the CAD model of the OOl is improved, but the full effects of this
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still needs to be studied. Improvements to the CAD model may include increasing the
number of vertices included in the model and using accurately coloured version of the
model. The computation times related to the pose estimation are the main concerns re-
lated to the usability of the FoundationPose. The total time consumed by the pose esti-
mation process for a single OOl is shown in Table 1. The time used in each stage of the
pose estimation stage increases by a factor of OOls. In the initialization of the pose es-
timator this is not as major of an issue as when the pose needs to be reinitialized when
already tracking the OOls. The OOl and the camera have to be kept stationary during
the pose estimation. This is not desirable when working with a real system since this

usually means that the system is not operable during this time.

Improvements on the computation times of the pose estimation can be achieved in each
of the steps of the pose estimation, but most of them can have effect on the pose esti-
mation performance. For the template generation step, the number of templates can be
reduced to make the generation process faster. This will affect the segmentation’s ability
to detect the object which may lead to the segmentation failing to detect the OOI. One of
the difficulties during the real-world application testing was related to the OOl segmen-
tation. The OOl segmentation required for the initial pose prediction required tuning the
parameters of CNOS when the testing was moved from synthetic data to data captured
from camera. For the segmentation step, the method used to propose the segmentations
can be switched from Segment Anything Model (SAM) to Fast Segment Anything Model
(FastSAM). FastSAM produces the segmentation proposal faster than SAM, but the ac-
curacy of the segmentation is not as good as with SAM. Lower quality segmentation can
affect the pose estimation by affecting the model’s ability to detect the initial pose from
the segmentation image. The pose estimation step utilizes pose estimation refinement
to predict the pose. The number of the refinement iterations can be modified, reducing
the iterations will make the pose estimation faster, but it will affect the estimation accu-
racy. On the other hand, by increasing the number of refinement iterations, the initial
pose estimation may be more accurate with a cost of computation time. The Founda-
tionPose’s pose estimation’s computation times were much slower in the Founda-
tionPose implemented during this thesis than what the pose estimation was reported in
the FoundationPose study [54]. One of the improvements left for the future is to improve

the pose estimation time to match the one reported in the FoundationPose study.

The pose tracking stage does not have problems with the computation time of the pose.
The pose visualization can be disabled if there is no need to monitor the pose predictions,
since it affects the loops computational time remarkably as shown in Table 1. The com-

putation time affects the frequency of which the images are retrieved from the camera.
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By lowering the frequency, the movement of the camera and OOI between images in-
creases. This will affect the FoundationPose’s tracking ability, which can lead to the loss
of tracking. Another point for improvement is related to the loss of pose tracking. Cur-
rently the network will not detect automatically when the proposed pose at the tracking
stage is no longer valid. It would benefit the functionality of the FoundationPose if the
network could detect the loss of tracking so the network could initialize the pose again

automatically.

FoundationPose cannot handle object symmetries when estimating the pose. This will
lead to pose predictions that seem to be correct, but due to the model’s symmetry, it is
difficult to determine the correct orientation as shown in Figure 29. For the pose perfor-
mance to be accurate, the model should be able to handle symmetries during the pose
estimation and inference. DOPE has implemented symmetry handling, which forces the

pose predictions to be the same and not arbitrary around the symmetry axis.

The pose estimation performance of both the DOPE and FoundationPose can be in-
creased but it often comes with the cost of computation time. Balancing the accuracy
and time of the pose computation is difficult when working with real applications where
both of the attributes have a huge impact on the usability of the system. The target ap-
plication also affects how much each of the attributes affect the usability of the system.
In real-time systems, the computation time of the pose must be low enough for the sys-
tem to be able to perform its operations seamlessly and accurately enough and in appli-
cations where the computational time has no great importance, the accuracy is empha-
sized. The pose estimation method and its configuration must be chosen based on the

target application to satisfy the requirements specified for that particular use case.
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5. CONCLUSION

This thesis presents visual 6D pose estimation methods and the theory behind 6D pose
estimation. The focus on this thesis is given to deep learning-based 6D pose estimation
methods. Research on deep learning-based 6D pose estimation methods has been a
popular topic recently in the field of machine learning due to robotic applications becom-
ing more complex. Also so-called BOP-challenge has been encouraging researchers to
study the visual 6D pose estimation methods. To accommodate to the rise of more com-
plex robotic applications, the robotic systems need more complex information of the
scene they are operating in. This is why the objects need to be described by using 6D

pose information rather than 3D location information.

The goal for this thesis was to implement a feasible RGB(-D) based 6D pose estimation
method to detect the pose of an OOI. The methods studied during this thesis were DOPE
and FoundationPose. DOPE is a DNN which requires training with annotated data of the
scene. A pipeline for data generation and annotation is also required for the training of
DOPE. BlenderProc2 was chosen as the data generation tool for the training data and a
custom script was utilized to format the training data into suitable format for DOPE. Foun-
dationPose on the other hand is a foundation model which requires no additional training
to be able to predict the pose of an OOI. FoundationPose uses the CAD model of an
OOl to estimate and track the pose of an object. The advantage with FoundationPose’s
pose tracking is the low computational time for the pose. Both methods show promising

results in their ability to estimate the pose of an object.

The FoundationPose was proposed to be used in the test application based on the pose
estimation performance and the real-time capabilities of the method. Also, the model’'s
state-of-the-art structure and architecture played a key role in moving towards real ap-

plication testing to see the performance of the state-of-the-art methods.

The objective of implementing a feasible approach for 6D pose estimation was achieved
by showing that the FoundationPose is capable of accurately estimating the pose of an
OOl and in reasonable amount of time. The performance of the method was shown in
the chapter 4.1.2 which confirms that the poses computational time and the proposed
pose is suitable for real-time application. The pose tracking frequency of 33 Hz achieved
with FoundationPose fulfils the pose proposal requirement of 10 Hz specified for the test
application. The proposed pose’s accuracy also fulfils the requirement of majority of the

pose proposals falling under the 2 cm ADD threshold. Also, the goal of creating a pipeline
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for training and using DOPE as a pose estimator was created successfully and GPU
cluster was successfully utilized in the training of the DOPE to streamline the training

process.

This thesis implemented 2 6D pose estimation methods successfully and indicates that
accurate pose estimation with RGB and RGB-D data is possible. This work also de-
scribes a possible pipeline for data generation and how to use deep learning based neu-
ral networks for 6D pose estimation. The results produced by both DOPE and Founda-
tionPose show promising results on the pose estimation task. Improvements on the pose
estimation still need to be conducted, especially on the pose proposal’s reliability by im-
plementing a method to detects when the tracking no longer produces valid pose esti-
mations. Also, improvements on the neural network’s pose computation times, especially
the pose initialization, requires some improvement to enable the pose estimation utiliza-

tion in a more time sensitive applications.
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APPENDIX A: OPTITRACK AND
FOUNDATIONPOSE TRAJECTORIES

Positions [m]

FoundationPose
OptiTrack

T
\

X-position
|
{

Point x10*

y-position
o
T
/

Point x10*

z-position
I
(

e — T T T -

Point x10*

Figure 42. Position comparison before OptiTrack’s marker’s pose compensation.
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Figure 43. Position errors before OptiTrack’s marker's pose compensation.
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Figure 44. Trajectories produced by FoundationPose and OptiTrack before
marker’s pose compensation.



APPENDIX B: HW SPECIFICATION USED IN
TESTS

Table 3.  HW used during this thesis work.

CPU AMD Ryzen Threadripper PRO 3945WX
GPU NVIDIA RTX A6000

Camera LIPSEdge AE470

OptiTrack Prime 17W

Table 4.  HW used in FoundationPose study [54].

CPU Intel i9-10980XE

GPU NVIDIA RTX 3090

Table 5.  HW used in DOPE study [49].

GPU NVIDIA Titan X

Camera Logitech C960




