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ABSTRACT
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Master of Science Thesis
Tampere University
Robotics and Artificial Intelligence
August 2024

Car damage detection is a highly demanded task in the real world. Collecting damaged car
data is a costly process and might not cover all kinds of damages. Anomaly Detection (AD) neural
network models can be used to detect car damage. Most of the models are trained with the low
variant industrial dataset, it is hypothesized that they will not work with the car dataset. This claim
is answered by creating a car damage dataset modeled similarly to traditional anomaly detection
datasets making it testable with traditional state-of-the-art AD networks. Distance histograms
with mean squared error and structural similarity measure index are used to show the variance
difference in the industrial and car damage datasets. Latent Space representations with dimension
reduction algorithms i.e. Prinicipal Component Analysis and t-distributed Stochastic Neighbor
Embedding are used to show the feature-wise difference between the traditional and car datasets.
State-of-the-art models’ results are used to present their limited performance on the car damage
dataset. The dataset is further categorized into multiple categories which is useful for testing
which anomaly categories are easier to generalize than other categories. DRAEM[56] is used for
further experimentations with a few additions to the existing model to achieve better efficiency.

Keywords: Anomaly Detection, DRAEM, Neural Network
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1. INTRODUCTION

In computer vision, car images can be considered objects for classification tasks in object

detection models, just like other objects such as airplanes, tables, road signs, etc. Models

such as BiT-L [25] based on ResNet, achieve an 87.5% top-1 accuracy for image classi-

fication tasks on ILSVRC-2012 [41]. Deep learning for anomaly detection(AD), or deep

anomaly detection is a problem that aims to learn feature representations or anomaly

scores via neural networks (NN). Deep anomaly detection faces complexities such as un-

knownness, heterogeneity, rarity, and anomaly diversity, which pose challenges like low

detection recall rates and anomaly explanation issues [38]. Anomaly detection is corre-

lated with important computer vision tasks such as image/video anomaly detection and

irregularity detection. Initially, it was thought that deep neural networks (DNNs) could

provide efficient solutions for AD, albeit at higher computational costs. However, the gap

between proposed solutions and real-world scenarios is significant [36].

The MVTec [8] dataset consists of more than 5000 images across 15 industrial object

classes and serves primarily as a benchmark for anomaly detection tasks. It contains

anomaly-free train images, anomaly-free test images, and anomalous test images with

ground truth segmentation. Some notable model architectures, such as ReConPatch

Ensemble [20], achieve more than 99.8% detection Area Under the Receiver Operat-

ing Characteristic Curve AUROC, while the Cascade Patch Retrieval (CPR) [30] model

achieves a detection AUROC of 99.7%, and segmentation AUROC and average precision

(AP) of 99.2% and 82.7%, respectively. Discriminatively trained Reconstruction Anomaly

Embedding Model (DRAEM) [56] achieves a detection AUROC of 98%, and segmentation

AUROC and AP of 97% and 67% respectively.

A concern is raised that MVTec does not fulfill the deep anomaly detection complexity of

heterogeneity and anomaly diversity. All classes provided in MVTec are industrial objects

that are visibly similar, resulting in a homogeneous dataset where images exhibit low pixel

variance both within (training/testing) and across classes (training vs testing). The models

trained with a homogeneous MVTec dataset might struggle to detect anomalies in non-

industrial heterogeneous objects with high pixel variance. This thesis aims to address

this gap by creating an Anomaly Detection Dataset that retains the structure of MVTec

training (good), test (good/anomalies), and ground truth (anomalies) but introduces het-

erogeneity in its classes. The proposed dataset is based on the "Cars" category, as cars
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from different manufacturers with different models look visually more different than indus-

trial objects of the same class. Therefore, contributing to greater pixel diversity. For our

context, damage in cars to any part is considered an anomaly, ensuring that damaged

car images are excluded from the training dataset.

The main purpose of the thesis is to create a Car Detection Dataset similar to the MVTec

structure but heterogeneous and compare the results of our dataset with MVTec classes

for the comparison to demonstrate the validation of our assumption. Distance/Similarity

distribution and latent space representation are used to present the heterogeneity of the

car and the MVTec dataset. State-of-the-art models are used to experiment with the car

dataset to demonstrate the concreteness of our concern. We used the DRAEM model

for its simplicity to do further experiments and achieve the improvements that make Car

Damage Detection automated through a novelty approach.

The main contributions of this thesis include:

1. Creation of a novel Car Damage Detection Dataset structured similarly to MVTec.

2. Comparison of the performance of state-of-the-art AD models on the car dataset

and the MVTec.

3. Present empirical evidence, such as distance distribution and latent space repre-

sentations, to demonstrate the higher variance of the "Cars" dataset compared to

MVTec.

4. Evaluation of AD models on the new dataset and exploring potential avenues for

improvement based on the experimental results.

By addressing these objectives, this thesis aims to shed light on the limitations of existing

AD models and pave the way for more robust anomaly detection solutions tailored to di-

verse and heterogeneous datasets. The chapter 1 outlines the purpose and objectives of

the presented research. The background information, utilized methods, and source ma-

terial are presented in the next chapters at a level necessary to understand the rest of the

text. Chapter 2 provides the concepts such as neural network models, segmentation, and

feature extractors are explained and fundamentals essential such as the MVTec dataset,

Anomalib, and DRAEM are highlighted. Chapter 3 contains details about our work and il-

lustrates the methods used to build up the car damage dataset and the processes used to

back up the claims made during our research. Chapter 4 lists the experiments and results

achieved in this thesis. Chapter 5 summarizes them and analyzes their consequences,

and provides details about possible future work. A list of references enables the reader

to find the cited sources.
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2. BACKGROUND

This chapter consists of material that lays the foundation of this thesis. Distance cal-

culators using different metrics are presented. Distance calculations for images can be

taken from Structure Similarity Measure Index (SSIM) [53] or Mean Squared Error (MSE).

Neural network and various architectures such as Convolutional Neural Network (CNN)

[28], Autoencoder (AE), Variational AutoEncoders (VAE), Generative Adversarial Net-

work (GAN) [15] are discussed. The process of feature extractions such as VGG16 [45]

and Resnet [17] to extract features are demonstrated. Features representation on lower

dimensions with Principal Component Analysis (PCA) [22] and t-distributed Stochastic

Neighbor Embedding (T-SNE) [50] is explained. Baseline Anomaly Dataset MVTec is

discussed. Finally, Anomaly Detection models using MVTec are reviewed.

Figure 2.1. Image Representation example in Computer Vision, 3x3 Image is repre-
sented, The numbers in rounder bracket represent the coordinate, and values on the
other side of coordinates represent the pixel intensity.

2.1 Distance Calculation

In computer vision, images are represented with a two-dimensional (2D) array for 1-

channel as shown in Figure 2.1 and three 2D arrays for 3-channels. Usually, 1-channel

images are greyscale images, and 1-channel is enough to present pixel intensity values,

similarly, 3-channel images are Red-Green-Blue (RGB) images and 1-channel represents
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one color pixel intensity value. A 2D array is usually a matrix with rows and columns,

where a row and column coordinate at any given place can be labeled as i and j respec-

tively, where i at an integer number m and j at an integer number n pinpoints the pixel

value at that given coordinate. A numerical value at (i,j) represents the pixel intensity. The

difference between images can be taken using MSE likewise structure similarity between

two images can be obtained with SSIM.

2.1.1 MSE

The MSE function is generally used to find the distance between input and output. It is

also used as a cost function in linear regression and a loss function in neural networks. It

is also the simplest and most widely used full-reference quality metric [53]. The MSE in

PSNR is calculated as:

MSE =
1
N

X

x

(I (p) � Î (p))2 (2.1)

where I(p) and Î(p) are two images, and p is the x-th pixel in the image. N is the total

number of pixels in the image.

2.1.2 SSIM

Instead of taking the difference between two images’ pixel intensity values as done in

MSE, SSIM takes structural similarity into account. It was proposed as an alternative to

peak signal-to-noise ratio (PSNR) as the image quality metric. It quantifies image simi-

larity based on luminance (brightness), contrast, and structure. SSIM yields a similarity

score between the range of -1 and 1, where the scores in negatives indicate dissimilarity,

the scores in positives indicate similarity, and zero indicates no correlation. However, in

practice, scores range between 0 and 1 where 0 indicates no similarity and 1 indicates

perfect similarity. The formula for SSIM, as defined by Wang et al. [53], is computed as

follows:

SSIM(I 1; I 2) =
(2� I 1 � I 2 + c1)(2� I 1 I 2 + c2)

(� 2
I 1

+ � 2
I 2

+ c1)( � 2
I 1

+ � 2
I 2

+ c2)
; (2.2)

where:

• I 1 and I 2 are the two images being compared.

• � I 1 and � I 2 are the pixel sample means of I 1 and I 2, respectively.

• � 2
I 1

and � 2
I 2

are the pixel sample variances of I 1 and I 2, respectively.

• � I 1 I 2 is the covariance of I 1 and I 2.

• c1 and c2 are constants to stabilize the division with weak denominator.
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2.2 Deep Neural Network

Deep Neural Network (DNN) plays an essential role in many computer vision tasks. DNNs

are used for object detection, object segmentation, and classification among other pattern

recognition tasks. DNNs take an end-to-end approach to machine learning, minimizing

the training loss by optimizing every stage of the processing with the right parameters

found during training iterations. In each training iteration an input is given to the net-

work and the network produces an output that is corrected by updating the learnable

parameters of the network. A loss function is used to correctly update the weight and

bias parameters of the network between each layer during the training step making the

network learn reasonable knowledge representations. The weight update notation for a

particular weight in any given layer depends on the activation function used in the suc-

cessive node due to the dependence of the derivative on functions. DNN provides a

consistent, differentiable architecture that automatically discovers internal representation.

Nowadays most popular DNNs are deterministic discriminative feedforward networks with

real-valued activations, trained using gradient descent, i.e., the backpropagation training

rule. A simple DNN representation can be viewed in Figure 2.2.

Figure 2.2. A Neural Network Representation, Arrowheads are the inputs. Dotted Arrow-
heads are weights of the network. Circles are nodes of the network. Inputs, nodes, and
weights are numerical values.

2.2.1 DNN Structure and Operations

DNNs are feedforward computation graphs consisting of thousands of interconnected

units called neurons. There are three parts to DNN. (a) Input Layer, (b) Hidden Layers,

and (c) Output Layer.
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a. Input Layer

The input layer is a vector, that represents the input data. In the case of images, pixels

are flattened into a list representing the vector and fed to the input of DNN. The vector

with size n can be represented as:

x = [ x1; x2; : : : ; xn ] (2.3)

b. Hidden Layers

Figure 2.3. A perceptron unit, showing that the dot product of input and weight parame-
ters with the addition of a bias parameter is processed through an activation function to
produce a final output value for any given node in the network.

One or more hidden layers are connected to the input layer with edges called weights.

Weights are vectors similar to the input layer but for each input unit, the size of the weights

vector is the number of units in the next layer. The numerical values for the weights

are random initially or based on a rule such as He initialization at the beginning of the

training process and change throughout the training process with respect to the derivative

of the loss function. Input unit numerical values are multiplied with their corresponding

weights. Then the activation function is applied to the products, which are later stored in

the corresponding unit in the first hidden layer. The hidden layer is a vector similar to the

input vector. A single value in the hidden layer represents a perceptron unit as shown in

Figure 2.3 which is an activation function applied to the linear combination of the nodes

and weights from the previous layer. The process repeats to the next hidden layer until it

reaches the output layer. The feed-forward process as illustrated in Figure 2.4 for a unit

yi in any given layer can be notated as:

y i = � (x i � w>
i + bi ) (2.4)

where x i are the inputs to the i -th unit, w i and b i are the learnable weights and bias cor-

responding to x i , � is the activation function that is applied to the product. Generally, the

Rectified Linear Units (ReLU) function is used as an activation function. Other activation

functions are also used depending on the nature of the task as shown in Figure 2.5. The
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ReLU activation function as notated in Krizhevsky, Sutskever, and Hinton [27] is defined

as:

f (x) = max(0 ; x) (2.5)

Figure 2.4. A multilayered network, Demonstrating the feedforward process in a randomly
specific region of the network, Each arrowhead can either be an Input or a weight between
two layers, Note that: the number of incoming and outgoing arrowheads are the same in
number for all units in the same layer and the dotted arrowheads represent weak inputs
or weights for the particular perception unit.

Figure 2.5. Some popular non-linear activation functions: From top-left to bottom-right:
ReLU, leaky ReLU, shifted ReLU, maxout, softplus, ELU, sigmoid, tanh, swish [[48], p.
273].
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c. Output Layer

The output layer contains the output information. During training feed-forwarding, the

corresponding weights are corrected with the help of the loss function with a process

called back-propagation. During prediction, the output is considered the final network

prediction.

Loss Function

A loss function is required to optimize the weights. Minimizing the loss function’s output

is the goal of training. Different categories of loss functions are used for various tasks.

For classification tasks, the Multi-class cross-entropy loss function is generally used and

it is inspired by Shannon’s Entropy which measures the uncertainty in discrete probability

distribution as described in [44], multi-class cross entropy measures dissimilarity between

predicted probabilities and true values, and for this purpose Softmax activation layer is

applied to the output layer, Softmax activation returns class probabilities that add up to 1.

Multi-class cross-entropy loss can be written as:

CE_loss(pn t ) = �
X

n

logpn t ; (2.6)

where pn t is the networks current estimate of the probability of class t for n-th sample,

t is an integer denoting the correct class. Similarly, in networks that perform regression

where the goal is to generate one or more continuous variables such as depth maps and

denoised images, the L2 loss function is commonly used as:

L2_loss(yn ; yn̂) = �
X

n

kyn̂ � ynk2; (2.7)

where yn̂ is the network output for n-th sample and yn is the corresponding target value.

SSIM [60] and LPIPS [59] scores are used to show structural similarity and perceptual

differences in images. They are usually used in Autoencoder networks that are trained for

recreating images. SSIM and LPIPS as a loss function can be written as:

SSIM_loss(I; Î ) = 1 � SSIM(I; Î ) (2.8)

LPIPS_loss(I; Î ) = LPIPS(I; Î ); (2.9)

where I and Î are the input and output images of the network. SSIM(I , Î ) and LPIPS(I , Î )

are scores based on perceptual similarity. One key difference between SSIM and LPIPS

scores is that the SSIM score is directly proportional to the similarity while the opposite is

true for the LPIPS score. Networks that are trained for object detection can benefit from
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Focal loss which can be written as:

Focal_loss(pt ) = � (1 � pt )
 log(pt ) (2.10)

where pt is the predicted probability of the ground truth class, 
 is hyperparameter called

focus parameter and log(pt ) represents the standard cross-entropy loss [13].

Back propagation

Backpropagation originally introduced in work of Linnainmaa [33, 32] which is mentioned

in [43] is a process where the loss function and derivatives of each layer with respect

to weights are used to update the network’s learnable parameters. Gradient descent or

its variants are used to iteratively update the weights until the network has converged

to learn a good set of values i.e. an acceptable performance of training and validation

data. Initially, the derivatives of the loss function are computed for training sample n
with respect to the weight, starting with the output layer, and going back through the

network to the input layer. During backpropagation, similar to a breadth-first traversal of

the reverse graph is performed as shown in Figure 2.6. However, unlike the feedforward

process where we take the output in layers with an activation function instead, weights

are updated with the derivatives of the loss with respect to the weights for any given layer.

A chain rule is used to compute the derivative of loss with respect to weights, bias, and

activations. A derivative expression for weight wji connecting i -th to j -th layer can be

written as:
@E
@wji

=
@wsj
@wji

�
@�j

@wsj
�

@E
@�j

= � i � � 0
j �

@E
@�j

(2.11)

@E
@�j

=
X

wkj � � 0
k

@E
@�k

(2.12)

� w = � � �
@E
@w

; (2.13)

where E is the loss function and, i , j , k are layers prefixes j is next layer to the i -
th, k is next to j -th, wji and wkj are the weights that connect i to the j and j to the k
respectively, � denotes to the activations, and,ws is the weighted sum of previous weights

and activations and, � 0
j and � 0

k is the derivative of activations at j -th and k-th layers with

respect to their weighted sums, � w denotes to weight update [40, 42].

Regularization and Normalization

Neural Networks provide a systemized internal knowledge representation of data. A

knowledge representation is learned in the neural network during the training stage. Input-

to-output layer mappings or weights in hidden layers are converged over each training

stage. A knowledge representation is established after training, and after that, the neural

network is used to predict the correct label for a given data. A few possible problems that

arise with traditional learning is that the learned representations get overly converged
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Figure 2.6. Backpropagation demonstration starting from the output layer with pink
nodes, weights in each layer are updated with respect to derivative and the loss pro-
duced at any given node, and the process is repeated for each node back to the input
node.[[48], p. 285].

hence causing overfitting, which means the network develops a tight context for a few

samples that it fails to generalize unseen samples. Few regularization and normaliza-

tion techniques such as regularization and augmentation of input data are used to extend

the representation context of the network along with other methods such as dropping out

weak connections over time and batch normalization is used where hidden layers are

normalized over time.

Regularization and Weight Decay

Weight decay originally introduced in Rumelhart, Hinton, and Williams [40] is a technique

where weights are gradually decremented by 0.2% discouraging the weights from attain-

ing higher values allowing the network to develop better generalizations. In their later

work Hinton [19] they introduced a method where an extra penalty term is added to the

loss function of the network in a specific way that larger values are reduced. Implement-

ing weight decay leads the model to obtain simple knowledge representations and solve

the overfitting problem. The effectiveness of other regularization methods such as L1 and

L2 regularization methods in ignoring irrelevant features is demonstrated in the work of

Ng [37]. L1 regularization adds the product of a hyperparameter lambda with the sum of

absolute values of model parameters to the cost function while L2 adds the product of a

hyperparameter lambda with the squared value of parameters to the loss function. Often,

it has been observed that L1 shrinks some parameters to zero making the parameter

vector more sparse which makes it a better candidate for feature selection. L2 regulariza-

tion shrinks parameters to small values but never zero making a more evenly distributed

parameter vector [37].

Data Augmentation

Data augmentation as explained in [27] is another powerful way to reduce overfitting by

introducing more training samples by perturbing the input of some training data, that has

already been collected.

Dropout
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Originally introduced in [46], some percentage units in the layers are clamped to zero

during the training stage. Randomly setting the units to zero retains the strong weight

connections that survive after a dropout over time and allows the important weights to

converge towards the right direction, which prevents the network from over-specialization.

Batch normalization

During the training stage with each iteration, the inputs and activations in successive

layers of the network become imbalanced due to phenomena called internal covariate

shifts as stated in Ioffe and Szegedy [21]. The weights and biases update in the previous

layer affect the activations in the incoming layer causing unstable and slow training due

to large differences in values between activations. Non-linear activation functions such

as ReLU worsen the situation by causing saturation, where gradients become very small

or neurons become inactive. The instability in the gradient descent causes the weight

update unpredictably, potentially leading to overshooting values. This overshooting can

be mitigated with a technique called Batch Normalization [21]. Activations are normalized

by rescaling them in mini-batches to have zero means and unit variances. For a given

mini-batch B batch normalization is performed in 3 steps i.e. (1) Compute mean and

variance for each mini-batch, (2) Activations Normalizations, and (3) Scale and Shift.

Compute the Mean and Variance for the Mini-Batch

Mean:

� B =
1
m

mX

i =1

x i (2.14)

Variance:

� 2
B =

1
m

mX

i =1

(x i � � B )2 (2.15)

Normalize the Activations

Normalize:

x̂ i =
x i � � Bp

� 2
B + �

(2.16)

Here, � is a small constant added for numerical stability.

Scale and Shift

Apply learnable parameters:

yi = 
x̂ i + �; (2.17)

where x i represents the activation unit value, m is number of samples in a batch, � B ,

and � 2
B represent the mean and variance of the mini-batch, x̂ i represents the normalized

values of the activation units, � is a small constant added for numerical stability to avoid

division by zero.
 and � are learnable parameters which are added to each activation unit

that allows the network to adjust the normalized activations.



12

Training and Optimization

Training methods, regularization methods, and loss function choice have already been

discussed. Training a network with respect to all weights is a heavy computation mecha-

nism. At this point, the requirement is to introduce an algorithm that turns the gradients

into weight updates. It will optimize the loss function so the network will generalize well

with unseen data. Some optimization functions based on extensions to stochastic gra-

dient descent (SGD) have been introduced to solve this. In SGD, only a single training

sample n is evaluated, and derivates of the associated loss En (w ) are computed. A tiny

gradient step along the direction of the gradient is considered. A direction obtained from

a single training example is a noisy estimate of a good descent direction, so losses and

derivates are summed over a small subset of the training data as:

EB (w) =
X

n2 B

En (w); (2.18)

where w represents weight and bias parameters, n is the sample number, and each sub-

set B is called a minibatch, and the training sample is randomly divided into mini-batches

ranging between 25 to 8000. This algorithm is called minibatch stochastic gradient de-

scent. When g = r wEB is evaluated, weights are updated as:

wt+1 = wt � � t � gt ; (2.19)

where g is gradient and t shows the temporal dependence of each successive step in

gradient descent, � is called the learning rate, and must be carefully chosen, and adjusted

throughout each successive step to avoid overshooting. Generally, � t is decreased over

time so optimization settles at a good minimum. Regular Gradient descent is prone to

stalling where solutions reach a flat spot in search space, and SGD only pays attention to

the errors in the current minibatch, because of this, SGD uses the concept of momentum

where an exponentially decaying (leaky) running average of the gradients is accumulated

and used as the update direction, which can be written as:

vt+ i = �v t + gt (2.20)

wt+ i = wt � � tvt ; (2.21)

where vt is the exponential average of the gradient along the weights, A relatively large

value of � 2 [0:9; 0:99] is used to give the algorithm good memory, effectively averaging

gradients over more batches. Over the last decade, several optimization techniques such

as RMSProps and Adam have been introduced, which use the same learning parameters

and principles [[48], pp. 287-290].
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2.3 Convolutional Neural Network

Convolutional Neural Network originally introduced in [28] is a type of neural network for

image processing computer vision. In deep networks, where input and layers are vectors,

layers are connected with weights to each other, on the other hand, the convolutional

neural network maps the input image or feature map activations to the set of output feature

maps by taking a dot product of a kernel to segment input data which is equal to the

size of the kernel in dimensions. A kernel is a trainable matrix in CNN, it is traversed

through the image just like a sliding window based on other CNN parameters strides and

padding. Stride is the size of the step a kernel takes while creating a feature map, which

in other words is how many input units are skipped affecting the size of the output feature

map, as a greater stride produces a smaller feature map which can be seen in Equation

2.22. Padding is added to the input data so that traversal covers more features from the

corners and edges of the input image. During the traversal, the dot product between

the kernel and the corresponding part of the input is computed for each step and the

result is compiled into one pooled block called the feature map. An activation function

is applied to the feature map to introduce nonlinearity in the features. Finally, a pooling

mechanism without a filter is used to retain the most important features. This process can

be repeated depending on the scenario until it is finally connected to a fully connected

layer, as in DNN. Feature map dimensions can be written as:

FeatureMapdim =
��

(I h + 2P � K h)
sh

�
+ 1 ;

�
(I w + 2P � K w)

sw

�
+ 1

�
; (2.22)

where I h and I w are the height and weight of the image, and K h and K w are the height

and width of the filter likewise, sh and sw are strides that define the sliding of the filter to

move in height and width dimension, P is the size of padding, and number of learnable

parameters for each convolution layer can be written as:

Params = (( K h � K w � I c) + b) � n; (2.23)

where n is number of kernels applied, I c are the input channels (RGB/Greyscale) and b
is the bias term. An example of obtaining a feature map can be seen in Figure 2.7 and

Figure 2.8 for a padded image. A unit (i; j ) at feature map for f � th kernel in a feature

map S is shown in Equation 2.24.

Sf [i; j ] =

 
C � 1X

c=0

kh � 1X

m=0

kw � 1X

n=0

X [c; i � sh + m; j � sw + n] � K f [c; m; n]

!

+ bf ; (2.24)

where f denotes a f -th kernel in the total number of kernels F denoting an integer, b
is the bias term for each kernel, c denotes a c-th input channel of the incoming feature
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Figure 2.7. Demonstrates the resulting Feature Map of size (4,4), by applying (3, 3) filter
on (6,6) image, with the stride of 1.

Figure 2.8. Demonstrates the resulting Feature Map of size (6,6), by applying (3, 3) filter
on (8,8) Padded image, which was originally (6,6), Padding of 1 is added on all sides of
the image, the stride of 1 is kept the same.

Figure 2.9. A CNN LeNet-5 Network Architecture. Each plane in this image is a feature
map sharing identical learnable Filters in each layer [28]

.
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map or image X in the total number of input channels C denoting an integer, (i; j ) are

the coordinates of pixels in the images or incoming feature maps, also they are mapped

to the current feature map coordinates, (sh; sw) are the stride sizes in height and width

direction. likewise (kh; kw) are the kernel height and width, (i � sh + m; j � sw + n) are the

feature map offsets, X[c; i � sh + m; j � sw + n] represents the input image or feature map,

K f represents the f -th kernel, Figure 2.9 illustrates the convolution on multiple input and

output channels. Figure 2.10 demonstrates the breakdown of notation used in Equation

2.24.

Figure 2.10. The breakdown of notation used in Equation 2.24.

2.3.1 Pooling and Unpooling

Pooling and unpooling are just down-sampling and up-sampling of feature maps. In con-

volutional operation, the kernel is traversed over the image, the dot product is computed,
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and results are pooled into a feature map. Similarly, a kernel of size n � n is traversed

with a stride greater than 1 to downsize the size of the feature map. While pooling was

introduced in the initial work of Lecun et al. [28], Unpooling is the opposite mechanism

of pooling and was introduced later in the work of Zeiler, Taylor, and Fergus [57], where

downsized feature maps are upsized by adding 0s or repeating the feature map unit val-

ues. Max-pooling is one of the variants that is widely used in the list of known pooling

mechanisms. However, in max-pooling layers, a common challenge is how to do back-

propagation. In max pooling, the max-pool operator acts as an activation unit in the

network. So, while backpropagation, the links connected to max pooled units do not need

to be trained. The identical max unpooling method can also be applied to construct a

"deconvolution network" when seeking the stimulus that triggers a specific unit most in-

tensely Zeiler and Fergus [58]. Figure 2.11 illustrates the max pooling and unpooling.

Figure 2.11. A visual Representation of Max Pooling and Unpooling, 4� 4 feature dimen-
sion is Pooled with 2 � 2 filter, with the stride of (2, 2), likewise in the average pooling,
instead of taking maximum value out of the region, the mean value of all values are taken.

2.3.2 CNN Network Architectures

CNNs were first introduced in the late 90s, but in the early 2010s when many of the bench-

mark architectures achieved with the advent of models such as AlexNet [27], VGG [45],

and Resent [17] were introduced. They started to outperform the conventional techniques

of natural image classification. Alexnet was the first CNN architecture that significantly

outperformed previous methods on the ImageNet Large Scale Visual Recognition Chal-

lenge (ILSVRC) [41] in 2012, marking a breakthrough in the field of computer vision and

paving the way for the deep learning revolution. AlexNet introduced the ReLU activations

in its large CNN architecture that mitigated the vanishing gradient problem causing the

models to learn faster than before. The architecture of AlexNet can be seen in the Figure

2.12. Oxford Visual Geometry Group (VGG) paved the way by performing better than

AlexNet. It followed the same scheme as AlexNet. The trick was it used more combina-

tions and repetitions of scattered max-pooling and doubling of channels. However, those
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Figure 2.12. An Illustration of Alexnet CNN architecture, Convolutional Layers with ReLU
activation linked together followed by max pooling and then fully connected layers, soft-
max output layers to classify 1000 different classes [27]

.

additions caused the network to use more computation causing greater computational

cost. Nevertheless, the 2015 GoogleLenet [47] focused more on computation efficiency

by reducing the resolution of input images through unpooling. However, they obtained the

final features with multiple small neural networks. The main key feature of these networks

is that they reduce the number of channels by creating a 1 � 1 bottleneck before applying

the usual filter operation. These small networks are called Inception modules and can

be seen in Figure 2.13. A fully connected layer with learnable weights is also dropped,

instead global average pooling tailed by a linear layer before the softmax increases its

computation efficiency. The performance of GoogleLeNet’s model is similar to VGG but

at a significantly lower computation cost. In 2016, Resnet was introduced, which brought

Figure 2.13. Demonstration of Inception Module [47]

a Skip connection mechanism with the ability to handle more trainable layers than ever

before by avoiding gradient degradation problems. The skip connection function allows

the gradient to skip layers by creating Residual Mappings, which map inputs from the

incoming layers to the upcoming outgoing layers output and the layers afterward. These
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mappings are called Residual Networks and can be seen in Figure 2.14. These mappings

create learnable shortcuts in the network which also helps solve the vanishing gradient

problem allowing the network to learn larger patterns in the dataset quickly. ResNet was

the most efficient network for the ILSVRC (ImageNet) classification, detection, and local-

ization challenges in 2015 and, along with that it achieved the top spot in the detection

and segmentation challenges on the newer COCO dataset and became a benchmark in

the same year [31].

Figure 2.14. A deeper residual function. Showing the skipping of layers in both these
figures [17]

.

2.4 Autoencoders (AEs)

Generally, DNN weights and layers represent the knowledge and those representations

are used for classification with correct class labels. Autoencoders (AE) [18] on the other

hand similar to CNNs down pooling mechanism, bottleneck the data representation in a

small central layer as illustrated in Figure 2.15, where input data is reconstructed from the

bottlenecked small central layer. AEs take advantage of dimensionality, and AE’s network

goal is to learn the right bottleneck vector for the input class. It assumes that many ob-

jects and inputs of the same class have a common structure in lower dimensions, which

is what it learns during the training. The encoder draws the latent space representation

and from the latent space representation, the decoder recreates a representation approx-

imately similar to the original. Similar to DNN, if the representation is far from the original

representation in latent space, the network produces a greater loss, therefore, weights

are updated through backpropagation until the network converges to a minimum loss.

Variation Autoencoders (VAEs) are a special type of AEs initially introduced in [23], unlike

traditional AE where a bottleneck encoded layer is given to the decoder, other operations

are applied to the bottleneck to create a bigger context for generalization, and the output

of those operations is passed down to the decoder. These operations model the bottle-

neck probabilistically and form a normal distribution mapping of latent space with respect

to latent space variables which are the mean and standard deviation of the bottleneck.
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Figure 2.15. Showing that Autoencoder forces Network to learn by reducing dimension-
ality into Latent Space

The main key is the reparameterization trick which makes the VAE bottleneck distribu-

tion learnable. Reparameterization transforms the encoded layer further with mean and

standard deviation. The bottleneck operation in VAE can be written as:

z = � + � � �; � � N (0; 1) (2.25)

where, � and � are mean and standard deviation of encoder layer and � is normal dis-

tribution of bottleneck. z is the output of the VAE operation which goes as input to the

decoder.

2.5 Generative Adversarial Networks (GANs)

Generative Adversarial Networks (GANs) are networks used to create synthetic images

that look real. It utilizes two networks i.e. the Generator and Discriminator Network as

shown in Figure 2.16. The Generator Network generates a random image which is also

known as noise. Discriminator Network takes a pair of images, that are generated and

a real image. The discriminator network returns a loss, which is applied to update the

gradients of the discriminative and generative networks. During the training phase, the

generator network learns to generate images similar to real ones, and the discriminate

network learns to discriminate the real and generated. Over each iteration, the generator
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and discriminator network create a challenge for each other until the loss is converged.

The loss function in GANs can be written as:

EGAN (G; D ) =
X

n

(log D (xn ) + log(1 � D (G(zn )))) (2.26)

where the f xng represents the real training samples, f zng represents random vectors

which are passed by the generator G to produce synthetic images x0
n , and the f G; Dg

are the weights (parameters) in the generator and discriminator network [[48], p. 331].

Figure 2.16. Demonstrating the GAN Architecture.

2.6 Self-Attention

The self-attention mechanism was introduced in paper Vaswani et al. [51] as a key com-

ponent to Transformer Architecture and has been applied to NLP and Vision problems

yielding outstanding results. The self-attention function is one way of mapping query q to

key/value f (k; v)g pairs to an output Keys, values, queries, and outputs are just vectors

containing real values. The output is the weighted sum of the value, and the weight is

obtained by using the compatibility function between the query and the corresponding

key. However, two mechanisms are provided in the original paper Vaswani et al. [51] i.e.

Scaled Dot-Product Attention and Multi-headed Attention. Scaled Dot-Product is a core

operation that computes the attention scores whereas multiheaded attention utilizes the

scaled-dot-product in parallel to different parts of the input obtaining relations between

segments of input data and providing greater context to the network. Scaled Dot-Product

Attention and Multi-headed Attention can be seen in Figure 2.17 and Scaled-Dot-Product

Attention written as:

Attention(Q; K; V ) = Softmax

�
QK T
p

dk

� T

� V (2.27)
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where dk represents the dimensions of key which can also be written as dv since keys

and values are paired together and are equal in number, Q is set of queries, K is set of

keys and V is set of values that are packed together into a matrix, Attention(Q; K; V ) is

the output of the scaled-dot-product operation. On the other hand, Multi-headed Attention

provides jointly attended information from different representation subspaces at different

positions in the input. It takes 3 steps to build up the Multi-headed Attention i.e. (1)

Instead of obtaining single attention for queries, keys, and, values, project the queries,

keys, and values h times differently, (2) fetch attention in parallel for each project dk , (3)

Concatenate the h projections together and apply the linear transformation. Multi-headed

Attention can be written as:

MultiHead(Q; K; V ) = Concat(head1; : : : ; headh)W O (2.28)

where each head is computed as:

headi = Attention(QWQ
i ; KW K

i ; V WV
i ) (2.29)

where W Q
i , W K

i , W V
i are learned projection matrices for the i -th head, Q, K , V repre-

sents queries, keys and values, and W O is learned projection matrix for the output [51].

Self-attention acts as a fully connected layer, but weights are adapted for different input

vectors. In comparison to convolutional, instead of focusing on the specific local regions

of input, attention can contextualize all the parts in the input [[48], p. 323].

Figure 2.17. Showing scaled dot product attention on the left, Showing multi-headed
parallel attention on the right [51].
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(a) Bottle Anomaly PCA (b) Bottle Anomaly t-SNSE

Figure 2.18. Showing the difference of result produced from PCA and t-SNE visualization
for the same dataset, Note that: The difference between the minimum and maximum
number on the axis represents the variation in the corresponding axis.

2.7 Dimensionality Reduction

Neural networks deal with extremely high-dimensional data that is incomprehensible to

humans. To make sense of the data projections in lower dimensions and visualization,

various dimension reduction algorithms can be used i.e. Principal Component Analysis

(PCA) [28] and t-distributed Stochastic Neighbor Embedding (t-SNE) [50]. PCA and t-

SNE work differently on dimensionality reduction. PCA focuses on dimension reduction

by reducing the number of variables. PCA reduces the number of components by focusing

on the direction having the highest variance making PCA linear. t-SNE works by model-

ing probability distribution around each data point making t-SNE nonlinear. t-SNE uses

one additional parameter than PCA which is perplexity which means how many neighbors

should it focus on to make a cluster. Both of these methods have their upsides and down-

sides i.e. PCA is better at preserving global structure, and t-SNE is better at making the

relation between data points making t-SNE much better for visualization. A comparison

can be viewed in the Figure 2.18.

2.8 Object Detection and Segmentation Models

Detecting objects in an image has been one of the vital tasks in computer vision. In 2013

the R-CNN [14] made a breakthrough consisting of three major parts. Proposal network

which proposes the set of candidate detections available, a large CNN that retrieves a

fixed-length feature vector from each region, and a set of class-specific linear SVMs. It

was scalable and achieved a mean average precision (mAP) of 53.3 %. R-CNN object

classification and detection can be seen in Figure 2.19. R-CNN and other similar mod-
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els are trained on a fixed number of classes. Only trained classes can be detected from

those models. Grounding DINO [34] combines Transformer-based detector DINO [9] with

grounded pre-training, which can detect arbitrary objects with human inputs such as cat-

egory. Grounding DINO is trained on language phrases and images. Prediction works

by passing down a set of classes and an image. Ground DINO returns bounding boxes

and annotations for the corresponding objects. Segmentation is extracting the specific

pixels from the images that belong to the target object. One state-of-the-art model is the

Segment Anything Model (SAM) [12] based on the paper Segment Anything (SA) [24].

Segment Anything model requires the Annotation and Bounding box information with the

image to produce the segmentation list corresponding to the object. The combination of

Grounding DINO and SAM can retrieve useful segmentations as shown in Figure 2.20.

Figure 2.19. R-CNN: Regions with CNN features [14].

(a) Grounding DINO Model detection box for
a set of classes ’car’, ’road’, ’tyre’, ’tree’.

(b) SAM segmentation results obtained
from using Grounding DINO output as an in-
put for SAM.

Figure 2.20. Grounding DINO + SAM Example, Image Source: Standford Car Dataset
[26].

2.9 MVTec

MVTec [8] dataset is used for benchmarking anomaly datasets. It contains the following

15 classes, i.e., capsule, bottle, carpet, leather, pill, transistor, tile, cable, zipper, tooth-

brush, metal nut, hazelnut, screw, grid, and wood. Each class contains a train dataset

section that contains anomaly-free images in the good folder. The testing section con-

tains multiple folders, one folder for anomaly-free good images, and the other folders for
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anomalous images. The third section of the dataset consists of ground truth mask im-

ages corresponding to the anomaly images in testing. Mask images are black-and-white

images, the white region is the anomalous region in the corresponding test images. The

images are quite homogenous visually. The anomalies are usually the damages, missing

parts, and impurities in the objects. Training samples and test/gt samples can be viewed

in Figure 2.21, and Figure 2.22 respectively.

(a) (b)

Figure 2.21. MVTec [8] Pill Training Images Sample.

(a) (b) (c) (d)

Figure 2.22. MVTec [8] Pill Testing/Ground Truth Images Sample, Figure (b) holds ground
truth segmentation for Figure (a) likewise Figure (d) holds ground truth segmentation for
Figure (c).

2.10 Anomaly Detection Models

There are various state-of-the-art anomaly detection models available, searching and de-

ploying those models for experimentation can be a lengthy and difficult process. Anomalib

[2] is a library that packages state-of-the-art models. The library allows the user to test

and benchmark state-of-the-art models with a dataset simplifying the experimentation for

the user.

2.10.1DRAEM

DRAEM is the model of choice for further experimentation in this thesis due to its simplic-

ity. DRAEM combines two networks as shown in Figure 2.23, i.e. a reconstructive network

followed by a discriminative network. During training, a few batch images in the dataset

are randomly augmented with Perlin noise to stimulate real-world anomalies, combined

with other augmentations such as rotation, distortion, saturation, etc which can be seen

in Figure 2.24. The augmentation masks are simultaneously created for discriminative

network learning. The Reconstruction network learns to recreate the regular pixel seg-

ments in images, and the reconstruction network output loss is calculated by applying
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SSIM and L2 loss functions on the input and reconstructed image. The encoder of the

reconstruction network takes an image in input and processes the image through layers

of convolution, batch normalization, and RELU activations. Finally, it outputs a feature

map, which goes to the decoder of the reconstruction network that learns to create a re-

constructed image. The discriminative network takes a reconstructed image, the encoder

part of the discriminative network takes the reconstructed image as input, and similar to

the reconstructive network outputs a feature map, which goes to the decoder part of the

discriminative network. Now, instead of taking loss calculation from the Original Image

and Reconstructed Image with the SSIM loss function, the network learns to find anomaly

regions in the Reconstructed Image with the Focal loss function by taking a reconstructed

image and augmented segmentation mask which is blank for non-augmented images. An

example of Input Image, Reconstructed Image, and Network detection can be seen in

Figure 2.25.

Figure 2.23. Demonstration of DRAEM Network [56].

(a) (b)

Figure 2.24. Showing Non Augmented Random Images in Figure (a) and Augmented
Images in Figure (b).



26

(a) Input Im-
age

(b) Recon-
structed
Image

(c) Ground
Truth Image

(d) Ground
Truth/De-
tection
Intersection
Over Union

Figure 2.25. Showing DRAEM model Input in figure (a), Reconstruction in figure (b),
Ground Truth in figure (c), and Ground Truth/Detection (IoU) in figure (d).
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3. METHODS

This chapter sheds light on the methods and procedures followed in conducting this the-

sis. Data calculation pipelines are demonstrated, and the distance histograms and la-

tent space representations retrieval process are explained. The data creation pipeline

is covered next, and the questions and the assumptions while creating the dataset are

highlighted. The pipeline of dataset creation was one of the key objectives, it can be

reused, modified, and further experimented. The experimental changes to achieve more

efficiency with the DRAEM [56] model are proposed in the last section of this chapter.

3.1 Data Calculators

For data calculation, a pipeline in Python is created, it can produce a result of calcu-

lation distribution for a dataset, one vs another dataset, and multiple datasets can also

be merged into one dataset. In this context, one dataset is just images in one folder.

The distributions created by the pipeline are Training Good Distribution which contains

the distances between all images in the training dataset. Similarly, Testing Good and

Anomalous Distributions are created, which creates a distribution of each data folder in

the testing dataset. Anomaly Merged Distribution is created by accumulating all the im-

ages in the testing anomalous folders and combining them into one dataset. The pipeline

takes care of duplication calculation by eliminating the calculation of existing paired im-

ages and supports parallel computation. Finally, the Training Good vs Anomaly Merged

Distribution is created by comparing the training dataset with the testing anomaly merged

dataset, in this distribution, all images of both datasets are compared. It also supports

parallel computation. For a single dataset, n(n � 1)
2 computations are done, where n is the

number of samples in a given dataset. For cross-distribution datasets, m � n computa-

tions are done, where m is the number of samples in one dataset and n is the number

of samples in another. One, computations are taken, and are presented on Histograms,

the x-axis of the graph shows the distance and the y-axis of the graph shows the number

of counts. The distances and counts are normalized, but the pipeline can be configured,

where one can also show the raw values. The pseudocode for obtaining the distance

matrix in the single and cross dataset can be seen in Table 3.1 and Table 3.2 respectively.

The implementation can be found in [5].
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Table 3.1. Pseudocode for Creating Distance From a Dataset with SSIM.

FUNCTION calculate_distance_dataset_ssim(data, is_rgb, winsize):

len_data  length of data

break_point  len_data / 2 if len_data is even else (len_data / 2) + 1

distance_matrix  []

FUNCTION calculate_distance(i):

distance_row  []

FOR j FROM 0 TO len_data:

euclid_distance  NaN

IF i < j:

ssim_score  0

IF is_rgb THEN

FOR channel FROM 0 TO 2:

score, _  ssim(data[i][channel], data[j][channel], full=True, win_size=winsize)

ssim_score  ssim_score + (score / 3)

ELSE:

ssim_score, _  ssim(data[i], data[j], full=True, win_size=winsize)

euclid_distance  1 - ssim_score

distance_row[j]  euclid_distance

RETURN distance_row

FOR i FROM 0 TO break_point:

distance_matrix[i]  calculate_distance(i)

RETURN distance_matrix

3.2 Latent Space Representation

Features from datasets are extracted with the ResNet network. Resnet takes the images

as an input and it returns features. Features from a fully connected layer or any other con-

volution layer can be retrieved. The last convolution layer is extracted and passed down to

the PCA and t-SNE dimension reduction methods. Dimension reduction algorithms can

reduce higher dimensions to 2D, 3D, and more dimensions. 2D and 3D representations

are taken into account for this thesis to demonstrate volume and variety in each dataset

that appears in lower dimensions. Figure 3.1 highlights the flow diagram used to obtain

latent space representations. The implementation can be found in [5].

3.3 Cars Dataset

A baseline car damage dataset is required to train a car damage detection model. Few

datasets are available for this task but using damaged car images to train a model is not
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Table 3.2. Pseudocode for Creating Distance From between two datasets with SSIM

FUNCTION calculate_distance_datasets_ssim(data1, data2, is_rgb, winsize):

len_data1  length of data1

len_data2  length of data2

distance_matrix  []

FUNCTION calculate_distance(i):

distance_row  []

FOR j FROM 0 TO len_data2:

ssim_score  0

IF is_rgb THEN

FOR channel FROM 0 TO 2:

score, _  ssim(data1[i][:,:,channel], data2[j][:,:,channel], full=True, win_size=win-
size)

ssim_score  ssim_score + (score / 3)

ELSE:

ssim_score, _  ssim(data1[i], data2[j], full=True, win_size=winsize)

euclid_distance  1 - ssim_score

distance_row.append(euclid_distance)

RETURN distance_row

FOR i FROM 0 TO len_data1:

distance_matrix[i]  calculate_distance(i)

RETURN distance_matrix

a novel mechanism. To introduce one higher level of novelty detection scheme, where

non-healthy images are not used in training similar to the MVTec dataset is required with

healthy training samples only and a mix of healthy and unhealthy samples for prediction.

Initially, a dataset that fulfills the novelty detection criteria was not found which can be

used as a novelty detection baseline. As reported in [6] we composed a dataset that

complies with our requirements by utilizing the availability of other datasets such as the

Standford Car Dataset[26] which is a Car dataset to distinguish cars from various man-

ufacturers and models, similarly, The Comprehensive Cars (CompCars) dataset [54] is a

dataset for categorization, the CarDD[52] and Car Parts and Car Damages[35] datasets

only contain the damaged cars dataset, there is one issue regarding novelty damage de-

tection training is that they can not be used as a baseline because they are not organized

in one place and, the other problem with them is they have other clutter of object and, we

solved this issue by focusing on the car by segmenting the car in the image. For pack-

aging the dataset in one place, the same principle is held as in MVTec which means that

normal images for training are kept in a separate set and a mix of normal and irregular

images for testing in another set. Standford Car Dataset and Cars Comp contain only
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Figure 3.1. Latent Space Pipeline Flowchart.

the damage-free images of the cars and CarDD and Car Parts and Car Damage Dataset

contain the damaged images. All these datasets are combined to create a dataset with a

non-damaged car corresponding only to the training images, on the other hand, a mix of

damaged and non-damaged images corresponding to the testing images. A few images

from Wikipedia and Flicker are taken to add diversity to the data sources. 512 � 512 is

the minimum size for any image kept in the dataset and this resize range is configurable

in the pipeline. To extract the car, a bounding box for the car detection is drawn with

GroundDINO model [34] and car segmentation pixels are taken with SAM model [12] as

shown in Figure 3.2. The implementation of this pipeline can be found in [3]. Damages

are categorized into four basic and eleven combination categories by combining all the

possible combinations of basic categories. These four basic categories are Broken Parts,

Scratches, Wind Screen, and dents. "Broken Parts" are images where cars have miss-

ing parts or large gaps between two parts due to distortion in metallic sheets of cars,

"Scratch" are scratches on car surfaces, and "Wind Screen" damages are broken wind-

screens with cracks and holes. Finally, "Dents" are surface-level bumps on the car. Cars

training and testing samples can be seen in Figure 3.3 and Figure 3.4 respectively.

3.4 Changes to DRAEM Model

The DRAEM model works by adding augmentation to random images. The augmenta-

tions are scattered all over the image including regions where the target object is not

located. A focus augmentation mechanism is added to focus only on the target object.
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Figure 3.2. Grounding DINO + SAM Pipeline to create Final Car Images.

(a) (b) (c)

Figure 3.3. Cars Training Images Sample.

(a) (b) (c) (d)

Figure 3.4. Cars Testing/Ground Truth Images Sample, Figure (b) holds ground truth
segmentation for Figure (a) likewise Figure (d) holds ground truth segmentation for Figure
(c).
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The augmentation mechanism used for experiments will not work on MVTec classes by

default, in MVTec images, other regions out of the object region do not have blank pixels

which can be worked out by pre-processing the images to make them have blank pixels

in non-object regions. It implies that by default the focus augmentation mechanism only

works for the classes that are created with the pipeline which is used for the creation

of the cars dataset or other classes that are segmented leaving other parts of the im-

age with blank pixels. Cars are segmented from real-world images containing cars, and

other pixel regions are kept blank during the segmentation process. Focus augmentation

works by only placing augmentation on non-blank regions. The difference between de-

fault and focused augmentation can be viewed in Figure 3.5. DRAEM model consists of

two main networks i.e. Reconstructive Network and Discriminative Network. The output

of the Reconstructive Network is used by the SSIM and L2 loss functions to calculate

the loss. SSIM outputs a similarity score by comparing structural similarity in images and

the L2 loss function is an MSE error between two values. For experimentation purposes,

LPIPS is alternatively used to test out the performance of the network. The experimental

changes are implemented only on the Reconstructive Network to obtain better reconstruc-

tions which in this context means that the network does not reproduce anomalous regions

while reconstructing the image before it passes to the discriminative network so that the

discriminative network focuses on the anomalies and develops greater ability to distinct

the unseen from the regular patches. Other experiments on the Reconstructive Network

include (1) placement of variational mechanism on the bottleneck convolutional layer, (2)

placement of the Attention layer on the bottlenecked convolutional layer followed by the

decoder, and placement of the Attention layer on the convolutional layer, then adding an

optional variational mechanism to the output of Attention layer followed by a decoder. Fig-

ure 3.6 illustrates the experimental changes used on DRAEM. The implementation of the

experimentations can be found in [4].

(a) Default Augmentation (b) Focused Augmentation

Figure 3.5. Showing Augmentation Comparison on Random Images in Car Dataset. Note
that, Augmentations are not splattered all over the image in Focused Augmentations and
are focused only on the object region.
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3.4.1 Variational Mechanism

Variation is added to the reconstruction network bottleneck to achieve better reconstruc-

tion generalization in the reconstruction network. As we have shown, the variational

mechanism in Autoencoders adds more efficiency when it comes to generalizing larger

contexts. The bottlenecked convolutional layer is multiplied with a factor of 0.5 and then

exponential for each value to create a vector. The output vector is then used to produce

another vector by applying the probability density function for each element in the vector.

Finally, these two output vectors are multiplied and added to the original vector to create

a final encoded vector. The VAE implementation can be written as:

yi = x i + ex i � 0:5 +
1

�
p

2�
e� ( x i � � ) 2

2� 2 ; (3.1)

where x i is the encoder sub-network output which is a bottleneck’s output for the i -th
image in the batch, � and � are the mean and variance of i -th image, and yi is the output

of the variational mechanism for the i -th image.

3.4.2 Attention Mechanism

A Selft-Attention block is added, it takes a bottlenecked convolutional output as an input

and creates an output similar in shape to the bottleneck layer’s output. In the attention

block, the bottleneck layer’s output is transformed with a combination of steps which can

be written as:

energyi = x>
i � x i (3.2)

attention i =
exp(energyi )P
j exp(energyj )

(3.3)

gammai = x i � attention >
i (3.4)

yi = x i + energyi � gammai ; (3.5)

where x i is the bottleneck output produced by the encoder subnetwork for the i -th image,

and yi is the output of the attention block. The attention i is simply a Softmax applied to

the engeryi . The variational mechanism is optionally applied to the attention block output,

which implies that the experiments are run both with and without the VAE mechanism.
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Figure 3.6. These Diagrams illustrate the DRAEM Default Reconstruction Sub Network
and Additional mechanisms that are added to the Default Reconstruction Sub Network,
where the expression "exp" denotes to e0:5� x and � is a normal distribution with random
values with zero mean and "conv transpose" detonates to convolutions transpose.
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4. EXPERIMENTS AND RESULTS

In this chapter, the experiments and their results are presented. It begins with histogram

comparison calculations for the MVTec classes and Cars, followed by demonstrations of

the latent space comparisons, later other model performance is highlighted on cars. It is

then continued with experiments conducted on the DRAEM model on the dataset. The

chapter concludes with categorical comparisons of car damage.

4.1 Distance Histograms

MSE and SSIM metrics are used for distance calculations. Counts of images are normal-

ized in percentages. All images are resized to 256� 256. SSIM uses a window size of

5 for these particular results. The purpose of histograms is to demonstrate the variation

in training, testing, and, training vs testing datasets. MSE metric for image comparison

is not the preferred way to measure the distance between two images. Since it averages

all the pixels, it is also susceptible to a few pixels with higher values, which can affect

the outcome significantly making its output detect unreliable similarities and differences.

It can also be observed in MSE histograms that the distance for all objects, whether a

simple object such as a "pill" or other objects with multilayered features such as "cars"

show similar MSE scores even though they are quite different visually. From these re-

sults, we can establish that MSE results are unreliable in distinguishing the objects and

a better metric should be opted for drawing the distance distributions. SSIM is a better

metric for distinguishing images by focusing on the underlying structures in objects. It has

a parameter "window size" which takes an integer and sets the segment-wise compar-

ison size for more discrete patch comparisons between images making it more robust.

Overall, SSIM has been noticed to work better than the MSE metric in many scenarios

[53], and by looking at the SSIM results, it can be observed that a simple object such as

a "pill" shows lower distance scores than other complicated objects and the distributions

are separable for objects. The MSE distribution comparison of cars with MVTec classes

is shown in Figure 4.1. Similarly, the MSE distribution comparison of cars with MVTec

classes is presented in Figure 4.2. All distributions for each class can be found in [5].
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(a) Train (b) Anomaly

(c) Train vs Anomaly

Figure 4.1. Training Samples MSE Results. As discussed in Section 4.1, MSE results
are affected by intense pixel changes making them unreliable.

4.2 Latent Space Representation

SSIM and MSE metric Distance histograms are tools to show the variations in images.

However, they have limitations in generalizing the structures. Their limitation lies in how

they work by comparing a pixel or a segment of pixels from one image to another, both

of these side-by-side comparison metrics lack a deeper context and representation. It

can be said that the SSIM [53] metric is more reliable than the MSE metric since it was

designed to be closer to human perception by using statistical information of regions

between images for comparison. It is demonstrated by Zhang et al. [59] that features ex-

tracted from Neural Network features are closer to human perception than other distance

comparison metrics such as SSIM. To solidify the claim that how the cars dataset is pixel-

wise, structure-wise, and feature-wise more variant than the MVTec class, a pre-trained

Resnet is used to extract features. The 512dimensions features are obtained from the

last average pool layer of the Resnet network. PCA and t-SNE reduction methods can

reduce the dimensionality of features from 512dimensions to a lower dimension such as

two and three dimensions. t-SNE uses additional parameters that are random seed and

perplexity, a fixed random seed value which is usually an integer number 42 is used to en-

sure the model will recreate the same results since t-SNE is stochastic and can produce
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(a) Train (b) Anomaly

(c) Train vs Anomaly

Figure 4.2. Training SSIM Results, SSIM score produces similarity score, Note that: in
this plot, however, SSIM score is subtracted by 1 to show dissimilarity in plot.

different results, perplexity indicates that the number of neighbors will influence on one

point in the cluster while maintaining a local structure, the values used for t-SNE parame-

ters random seed and perplexity are 42and 30 respectively. t-SNE also displays intuitive

and relatable patterns to the shape of images. PCA and t-SNE have their advantages

and disadvantages with dimensionality reduction. PCA is better at maintaining the global

structure, due to its linearity but cannot capture complex relationship representations be-

tween data points locally, this is where t-SNE helps in visualizing non-linear embeddings,

as t-SNE produces more refined results visualizations indicating different emerging pat-

terns for different classes more clearly than PCA. In both cases, features captured from

the Resnet pre-trained model can present variations visually. The features of the image

in the dataset are represented as a point in scattered plots with a 2D and 3D axis based

on the number of reduced components. One axis represents a reduced component. The

difference between the minimum and maximum number on the component axis in the

scattered plot represents the variation in the corresponding component for a class. We

can also establish that the variant scattered plots in lower dimensions are more likely to

be more variant in higher dimensions causing models difficulty in generalizing the vari-

ant features. Neural networks of a limited size can only generalize a limited number of

representations or features. The PCA and t-SNE 2D comparisons of cars with MVTec ob-
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jects can be seen in Figure 4.3 and Figure 4.4 respectively. In all dimensionality-reduced

results, It is easily noticeable that the car’s class is a lot more variant than any other in-

dustrial object class. It can be said that the models that can generalize the less variant

industrial objects would have difficulty generalizing highly variant classes such as "cars"

verifying the authenticity of established claims to a higher level. All 2D and 3D plots can

be found in [5].

(a) Train (b) Anomaly

(c) Combined

Figure 4.3. PCA Results

4.3 Anomalib Results

CFA [29], CS-Flow-AD [16], EfficientAD [7], U-Flow [49], Reverse Distillation [10], DRAEM

[56], FastFlow [55], Ganomaly [1] and, DSR [11] are among few notable models that

produced most efficient results with Cars dataset. These results as shown in Table 4.1

were produced with Anomalib [2] in [6] to obtain the best-performing anomaly detection

models on the cars dataset. These outcomes indicate that the performance does not
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(a) Train (b) Anomaly

(c) Combined

Figure 4.4. t-SNE Results

match the efficiency achieved on an industrial dataset. The best-performing model CS-

Flow [16] uses a multi-scale normalization technique that involves creating anomaly maps

which consist of extracting a multi-scale pyramid pooling scheme to capture local and

global semantic information and packaging them in encoder vectors. Encoded vectors

are decoded by a set of decoders separately. Decoders conditionally normalize the input

feature vector and a conditional input with spatial information from a positional encoder.

Finally, the output of decoders is unsampled to the input size to produce an estimated

anomaly map highlighting the anomalies in the image based on likelihood.

4.4 DRAEM

The model is trained with default settings and modified settings. Default settings are

where the model is not changed, and augmentation and loss functions are kept the same:
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Model AUC Image AUC Pixel

CFA 0.6498 0.4909

CS Flow 0.9143 0.6996

DRAEM 0.6486 0.7032

DSR 0.6999 0.5638

Efficient AD 0.5489 0.6479

Fast Flow 0.6437 0.5607

Ganomly 0.6466 -

Reverse Distillation 0.5981 0.7774

Uflow 0.8193 0.7446

Table 4.1. Anomalib Performance Result

scattered augmentation and the SSIM loss function for the reconstruction model. In other

cases, focused augmentation is used, and an alternative loss function(LPIPS) for the

reconstruction network is used. In addition to that, Variational Mechanism is added to the

network along with Attention and without attention. The experiments listed in Table 4.2

are run, note that all changes are only made to the Reconstruction Network. (1 - LPIPS)

loss is defined as Inv LPIPS. Note: Inv LPIPS (1 - LPIPS) loss experiments were not

planned, however, they improved the original model performance and can be observed in

the results. The loss comparison of Inv LPIPS can be seen in Figure 4.5.

Configurations AUC Image AP Image AUC Pixel AP Pixel

Default 0.5813 0.7231 0.6832 0.3287

SSIM + Focused 0.6473 0.7549 0.6590 0.2903

Inv LPIPS + UnFocused 0.6959 0.7988 0.5903 0.2928

Inv LPIPS + Focused 0.7082 0.7808 0.7456 0.3821

Inv LPIPS + Focused + Attention 0.6902 0.7939 0.6474 0.2856

Inv LPIPS + Focused + VAE 0.7019 0.8007 0.6830 0.3493

Inv LPIPS + Focused + Attention + VAE 0.6858 0.7765 0.6260 0.2835

LPIPS + UnFocused 0.7123 0.8074 0.6115 0.2644

LPIPS + Focused 0.6652 0.7670 0.6328 0.2777

LPIPS + Focused + VAE 0.7335 0.8091 0.6655 0.2856

LPIPS + Focused + Attention 0.7246 0.7947 0.6288 0.2586

LPIPS + Focused + Attention + VAE 0.7537 0.8284 0.6634 0.2834

Table 4.2. Performance Metrics for Different DRAEM Configurations
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(a) SSIM Loss

(b) (1-LPIPS) Loss

(c) LPIPS Loss

Figure 4.5. Showing Reconstruction Loss Produced in DRAEM Default Configuration,
Inverse LPIPS Focused and VAE Attention Mechanism. Note that: The loss is increasing
in the (1-LPIPS) setting because the Network is learning to recreate good images over
time and similar images produce low LPIPS scores.
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4.5 Categorical Results

Note that: the car dataset has 4301 training samples and 3955 (1291 good/ 2664 anomaly)

testing samples. Samples are further divided into the following categories: broken part

(381), scratch (520), windscreen (318), dent (189), broken part & scratch (339), broken

part & scratch & windscreen (6), broken part & scratch & dent (231), broken part & wind-

screen (27), broken part & windscreen & dent (13), broken part & dent (138), scratch &

windscreen (2), scratch & windscreen & dent (8), scratch & dent (470), windscreen & dent

(12), misc (10). These categorizations are tested with DRAEM-default settings along with

the highest score-producing models. The results for setting ((1-LPIPS) + Focus Augmen-

tation ) and (LPIPS + Focused Augmentations + Attention + VAE) are the highest with

AUC Pixel and AUC Image score respectively. A comparison between these three mod-

els for each performance metric can be seen in Figure 4.6. These results aim to show

which categories are easier to generalize and find more insights from the model that can

be used to draw more experiments. In all of the category-wise results, it can be observed

that the windscreen damage category yields the highest result which has the least pixel

variance.
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(c) (d)

Figure 4.6. Category-wise Comparison between Default, Focused Inv Lpips, and Fo-
cused Lpips VAEAttention Configured models.
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5. CONCLUSION AND FUTURE WORK

5.1 Conclusion

The car’s novelty dataset for car damage detection is successfully assimilated, merged,

categorized, and finally created from multiple sources. A segmentation pipeline for creat-

ing datasets is devised which can be used to produce other novelty datasets. Data visual-

ization produced from the cars dataset with distance histogram in SSIM demonstrated that

the cars dataset is highly variant in structure and, latent representations produced with

PCA and t-SNE proved the variety and diversity of cars data making it heterogeneous and

solidifying the claim. Further, the dataset was categorized into four basic damage cate-

gories (broken part, scratch, dent, and windscreen) for simplicity leaving room for more

specific categories that point to the specific region of the car damage such as broken

headlight. The reason for categorization is to quantify complex anomalies from simple

ones. The category-wise accuracy results are biased due to the uneven proportion of

category anomaly and good samples. The number of samples is more than hundreds for

each basic damage category (broken part, scratch, dent, and windscreen) holding signif-

icance in realizing the fact that which kind of anomaly categories are easier to generalize

than the others. The state-of-the-art models’ results proved the assumption’s remark that

the existing traditionally trained models are not efficient enough and only perform better

with less variant data. The DRAEM model experimentation results came out far from ex-

pectation, experiments failed to achieve significant improvements. Regarding the initial

assumption that the LPIPS loss function combined with a focused augmented anomaly

to the cars would achieve model better reconstruction due to LPIPS’s better perceptual

ability and focused augmentations would make the model look for anomalies in possible

regions only which in our case is the car. In addition, the VAE and attention mechanisms

create a larger context for generalization. Instead, focusing anomaly augmentation on the

cars only adds slight performance improvement to the model’s overall anomaly classifica-

tion AUC with the decrement of Pixel AUC. Other observations include that instead of the

LPIPS loss, the value of (1 - LPIPS) loss increased the model’s overall anomaly classifica-

tion and pixel-level AUC. It is also noted that the (1 - LPIPS) loss network creates slightly

poorer reconstructions and more detections than the LPIPS loss network. Usage of At-

tention followed by the VAE mechanism with LPIPS loss increased the model’s overall

AUC Image score. With all these experimentation results, it can be said that experiments
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have provided useful insights into previous understanding of the reconstruction model.

The CSFlow and UFlow models produced quite better results than DRAEM, both of those

models use multi-scale normalization learning techniques to normalize anomalies which

led to the conclusion that the multi-scale normalizing flow network scheme is more ef-

ficient than the autoencoder reconstruction-discriminative network scheme for anomaly

classification and detection on the image.

5.2 Future Work

The segmentation process has a few shortcomings in the dataset creation pipeline such

as it produces broken segmentation for objects which in our case is the car. A few pre-

processing techniques are applied to the image before passing it down to the Segment

Anything model then later post-processing is applied. All of them produced good and

bad results. In the end, no preprocessing is applied in this work, and the union of the

two top Segment Anything masks is taken. This leaves room for improvement in the

dataset creation pipeline. The segmentation process for segmenting the objects which in

our case is the car discussed in this thesis methodologies can be more refined so that

it extracts more smoother image segmentations. Reconstruction-Discrimination network

scheme for anomaly detection is focused on in this thesis and for our future work we pro-

pose more experimentation settings with it, such as using a larger input size and placing

attention blocks in other places in the network. Since the multi-scale normalizing flow

networks produced better results, they are also in consideration for experimentation. Fur-

ther, we propose using zero-shot learning models such as CLIP [39] that take descriptive

information and develop semantic contexts during learning, since the presented anomaly

detection models in this thesis only take surface-level pixels into account and do not take

semantic information where anomalies are semantically described and contextualized

with language.
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