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ABSTRACT

Federico Dalla Rizza: Implementation of a Smart Test Execution System for Continuous Inte-
gration pipelines

Master of Science Thesis

Tampere University

Master's Degree Programme in Information Technology, Robotics and Artificial Intelligence

July 2024

In contemporary software development, the necessity for robust and reproducible testing
throughout the entire lifecycle of a project is undeniable. However, executing tests at every phase
of development can be both time-consuming and resource-intensive, particularly in environments
with long and complex ClI pipelines. To address this challenge, leveraging Artificial Intelligence
(Al presents a promising solution. By employing Al to manage tests selectively, developers can
attain fast feedback, minimizing waiting times and enhancing overall productivity.

This thesis endeavours to design and implement a proof-of-concept for an Al-assisted system
tailored for Smart Test Execution within CI pipelines. The system aims to optimize test execution
by bypassing unnecessary tests, thereby reducing the testing overhead associated with each
code change. Test case selection will be facilitated by an Al system utilizing a Machine Learning
(ML) model trained to classify test cases based on their relevance to specific code changes.

The initial phase of the research involved the development of a data gathering tool to collect
metadata from popular open-source GitLab pipelines. This data was stored in a Cassandra data-
base hosted on Kubernetes, ensuring scalability and availability for future scaling efforts. Subse-
quent phases focused on leveraging this data to gain insights into the features that could predict
the outcome of test cases for a given pipeline. Several ML techniques were employed to develop
a prediction model trained on the gathered data, utilizing input such as code changes, pipeline
descriptions, and test information. The output of the model provides the probability of a test case
being required in a pipeline execution, thereby informing test case selection and prioritization.

Through iterative refinement, the developed system aims to decrease the overall time required
to execute a pipeline by selectively executing tests predicted to fail and take the least amount of
time. This approach offers a novel and efficient means of managing tests within CI pipelines,
ultimately enhancing the efficiency and effectiveness of software development processes.

Keywords: Continuous Integration, Testing, Test Case Selection, Test Prioritization, Fast
Feedback, Artificial Intelligence, Machine Learning, Deep Learning, GitLab, Cassandra,
K8ssandra, Kubernetes
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1. INTRODUCTION

Software development requires the use of robust and reproducible tests during its entire
lifecycle, from the initial prototype stage to the final production deployment. It has be-
come challenging and expensive both on time and resources to run tests at every phase
of development, especially on long pipelines with several steps. A possible way to tackle
the problem is to allow Artificial Intelligence (Al) to manage those tests only when re-
quired. Fast feedback would also be achieved, allowing software developers to save on

waiting times whenever a new piece of code is produced.

The aim of the thesis is to design and implement a proof of concept of an Al-assisted
system for smart test execution in continuous integration (Cl) pipelines. The existing ClI
flow goes through all the test cases prepared for each project in the pipelines at each
code change. The smart test execution will bypass test cases that are not required for a
specific code change. The test case selection will be performed by an Al system that
makes use of a Machine Learning (ML) model that will be trained to classify each test

case as relevant or not depending on the changes.

During the initial phase, a data gathering tool was developed and used to create a pool
of metadata about popular open-source GitLab pipelines. The gathered data is saved in
a Cassandra database in company’s premises, making use of Kubernetes, allowing for

easy deployment, replication and availability for possible future scaling in mind.

In the next phase, the focus shifted on making use of the gathered data to gain insights
about features that could allow to predict the outcome of test cases found for a specific
pipeline. The main idea is to use ML techniques to create a prediction model trained on
the available data and update the model whenever newer data is provided to it. The input
of the system ranges from code changes, to pipeline description, to test information. The
output of the model is the probability of a test case being required in that pipeline execu-
tion. The difficulty of this process lies on understanding which test case is really required
for a specific code change, different metrics have been studied, focusing on correlation

of test cases information and code affected by the code changes, known as commits.

Iteration over this process allows to develop a system that can be used to decrease the

overall time to execute a pipeline by performing test case selection and prioritization. In



particular, tests that are predicted to fail and take the least amount of time are executed

before any other required test.

The research performed in the thesis has been following the major principles of design
science, allowing to focus on the problem identification and definition at first, develop-
ment of a system to tackle the problem, which produced artifacts useful to evaluate the
performance of the system. Upon studying of the results, multiple iterations were con-
ducted to develop and refine more precise systems and varying the approaches and
techniques to solve the problem. In the end, a summary of the results is created to doc-

ument the process in its entirety.

This document will therefore present each step of the process, starting with the Problem
Definition section which describes the main terminology used in the document, and
providing information about the problem the thesis attempts to target. In the Current sys-
tem section, a description about the current state of the system is provided, such as what
type of applications are present and affected by the problem, and what the causes of the
problem could be. In the Possible improvements section, the desirable state that can be
achieved by applying the proposed solutions is described. The main overall design
choices are presented in the Methodology section, providing also more in-depth infor-
mation about the data used in the developed system. In the Implementation section, the
more specific details about the development part are provided, focusing on the tech-
niques utilized and considerations about the system’s functionalities. Results are dis-
cussed in the next section, showing plots about the developed Al model’s performance
and improvements over the original state. Finally, the Discussion section analyses the
overall results and lists any further work suggested. The document is wrapped up by the

Conclusion section, followed by references and appendices.



2. PROBLEM DEFINITION

This chapter presents the problem that the implementation tries to tackle. The areas
covered in the study of this problem consist of software engineering, test automation,
artificial intelligence, machine learning. Therefore, a number of terms that are specific to
the fields will be introduced in Section 2.1. The case study of this thesis is explained in
the context in Section 2.2. A more in depth look on test automation is then provided in

Section 2.3. Finally, the problem significance is presented in Section 2.4.

2.1 Terminology

The main scope of the thesis focuses on software testing. Testing usually can be divided
in static and dynamic testing, where the former involves examining the software’s code,
documentation, and design without executing the program, while the latter requires ex-
amining its behaviour at runtime. This thesis only tackles dynamic testing, which more
specifically is the process of executing a software system to determine whether it
matches its specification and executes in its intended environment [1]. This branch of
software testing is characterized by different techniques and can be categorized depend-
ing on the components that are being tested. Unit testing is testing of individual units or
groups of related units [2], meaning that the tests will execute single parts of code that
usually perform a simple operation, and only takes into account code itself and related
code coverage, in contrast to integration tests where connection between multiple parts
of code that may perform different operations is tested. Integration testing is in fact the
type of testing applied when all the individual modules are combined to form a working
program. Testing is done at the module level, rather than at the statement level as in unit
testing. Interactions between modules and their interfaces is especially emphasized [3].
Infrastructure may also be considered in integration testing, bringing network connec-

tions and deployments into the process.

Code coverage can be defined as the amount of lines of code that are tested by unit
tests. The automation of all the introduced test types is a major aspect of software de-

velopment that will be discussed in section 2.3.

DevOps is a term used to describe the processes of Development and Operations, and
how they are intertwined and combine each other. As M. Walls [4] described, DevOps is
a cultural movement combined with a number of software development practices that

enable rapid development. Rapid development is often associated with a robust testing



paradigm. Many companies have dedicated DevOps teams who, among other things,

work on many aspects of software testing.

Continuous integration is a major part of the DevOps process, an agile practice which
gained traction in the industry since the 1990s [10], which consists of a flow where de-
velopers are pushing their changes to pipelines multiple times per day, without disrupting
other pipelines or delaying development for other developers. All the changes are then
integrated, built, and tested to detect if the product can be deployed or released. Test

automation itself is a component of CI.

An important tool used in the DevOps stack is called Kubernetes, also shortened as K8s,
which is an open-source system for automating deployment, scaling, and management
of containerized applications [19]. It stemmed from years of expertise on running produc-
tion workloads at Google that, after open sourcing it, allowed the community to enhance

it with new features and best practices.

Artificial Intelligence is a branch of science and technology that creates intelligent ma-
chines and computer programs to perform various tasks which require human intelli-
gence [5]. Al has been used in this research to gain insights on the available data. More
precisely, a branch of Al, machine learning has been used to perform pattern recognition
on the selected data. Machine learning is an evolving branch of computational algorithms
that are designed to emulate human intelligence by learning from the surrounding envi-
ronment [6]. ML models are mainly fed with problem-specific training data and are usually

focused on tasks strictly associated with that type of data.

The primary objective of ML algorithms is to optimize a chosen loss function to achieve
high accuracy in future predictions. This process, known as gradient descent, involves
iterative adjustments of the model parameters to minimize the error between the pre-
dicted outputs and the actual target values. By defining an appropriate loss function,
which quantifies the discrepancy between these values, ML algorithms can systemati-
cally reduce this error through a series of steps. During each iteration of gradient de-
scent, the algorithm computes the gradient of the loss function with respect to the model
parameters, indicating the direction of steepest ascent. The model parameters are then
updated in the opposite direction of the gradient to reduce the loss. This procedure con-
tinues until convergence, where further updates result in negligible changes in the loss
function. The effectiveness of gradient descent is influenced by the choice of the loss
function, the learning rate, and the initialization of model parameters. Advanced tech-

niques, such as stochastic gradient descent (SGD) and its variants like Adam and



RMSprop, have been developed to enhance the efficiency and accuracy of this optimi-
zation process. Mustika et al. provided a comprehensive explanation of the theory behind
gradient descent optimization [31], providing formulas that are used by algorithms to it-
eratively find a point that minimizes an objective function J(0) that can be derived V] (6),

where 0 € R is the parameter of the model.

SGD performs parameter updates () for each training sample x® and label y® accord-

ing to the following formula:
0=0-—n-VgJ(0;xD;yD) (2.1)
where n > 0 is commonly referred to as step size or learning rate.

Batch gradient descent performs redundant computations for large data sets, as it recal-
culates gradients for similar instances before each parameter update. SGD eliminates

the redundancy by performing individual updates. Therefore, it is commonly more rapid.

Adam, also known as Adaptive Moment Estimation, is widely used in the DL community.
It is an efficient first-order stochastic optimization method. It combines the advantages
of Adagrad and RMSprop. The parameter updates have bounded norm and are scale-

invariant. 8, and g, are biased close to 1.

my = Byme_q + (1 — 1) g: (2.2)

m, estimates the mean of the gradient.

ve = Bove—q + (1 = B2) gt (2.3)

v, estimates the uncentered variance of the gradient.

e = i 0 = T (2.4)
This gives the update rule:
Ot+1 =0 — #ﬁlt (2.5)

These methods introduce strategies to handle large datasets, dynamic learning rates,
and adaptive parameter adjustments, thus enabling ML models to achieve superior per-
formance in diverse applications. The use of the explored algorithms for this thesis is

described more in detail in the implementation part in Chapter 6.

Another branch of Al that derives from ML techniques is Deep Learning (DL), which rep-
resents a subset of ML concentrating on Artificial Neural Networks (ANN). The difference

and advantage over more classic ML methods is that DL generalizes to multiple or less



defined problems in an easier way, outperforming shallow ML models and traditional
data analysis approaches [13]. The ability to manage large-scale datasets and capture
intricate patterns and relationships within the data facilitates more accurate and robust
predictions. For instance, in image recognition, DL models like convolutional neural net-
works (CNNs) can automatically identify and learn features such as edges, textures, and
shapes without manual intervention. In natural language processing (NLP), recurrent
neural networks (RNNs) and transformers have revolutionized tasks like language trans-
lation, sentiment analysis, and text generation by effectively modelling sequential data
and contextual dependencies. Moreover, the scalability of DL models is a crucial ad-
vantage since as the amount of available data increases, DL models can grow in com-
plexity and depth to better capture the patterns in the data, whereas traditional ML mod-
els may experience performance stagnation. This scalability is supported by advance-
ments in computational resources, such as Graphics Processing Units (GPUs) and spe-
cialized hardware like Tensor Processing Units (TPUs), which have significantly accel-
erated the training and deployment of DL models. These hardware advancements have
made it feasible to train large, complex models on massive datasets within a reasonable
timeframe, contributing to the widespread adoption of DL across various domains. Al,

ML and DL terms may be used interchangeably in this document.

Additionally, techniques such as transfer learning, where models pre-trained on large
datasets are fine-tuned for specific tasks, have further extended the applicability and
efficiency of DL models. This approach has been particularly beneficial in scenarios
where labelled data is scarce, enabling the application of pre-existing knowledge to new,

related problems, often used to aid part of the final predictions of the resulting model.

2.2 Context

A problem that is often found in the software engineering branch of IT industry, and that
is mainly highlighted where DevOps systems are in place, is the one concerning software

testing and the drawbacks in terms of time and efforts that affect software developers.

This research focuses on implementing a way to enable developers to receive fast feed-
back on the test cases of their pipelines. This is achieved by applying Al algorithms and
techniques to large pools of data that is utilized to train a ML model capable of predicting
which tests will fail before executing them. Additionally, test case prioritization is added

to adhere to fail-fast principles.



The proof of concept is developed in collaboration with the IT company OpenText, a
Canadian owned company, global leader in Information Management offering cloud-na-

tive solutions in an integrated and flexible Information Management platform [7].

For this reason, internal projects’ code is confidential, but findings and statistical data on

the results of the research can be used in this context.

The problem of long and time-consuming pipelines also affects many of the company’s
pipelines, therefore it would be alleviated by a successful implementation of the proof-
of-concept here discussed. The prediction model does not promise improvements right
away, but any statistics about possible correlations in the data found for each pipeline is

considered a sufficient result to start pursuing more advanced Al techniques and models.

2.3 Test Automation

Software must be tested to have confidence that it will work as it should in its intended
environment. Software testing needs to be effective at finding any defects which are
there, but it should also be efficient, performing the tests as quickly and cheaply as pos-
sible. The efficiency can be achieved by automating software testing, making the opera-

tion considerably faster compared to manual testing [8].

One common trait of well-structured projects is the high number of tests: the main project
might consist of several services, many parts need to work together, and therefore the

amount of code and functionalities to test tends to grow exponentially.

On many occasions, the time required to perform tests varies depending on which com-
ponent is being tested. Some can be more time consuming and will run for longer than
others, depending on complexity of the code itself and developers experience about cre-

ating effective tests.

Resources utilization can also affect the speed of tests, and development more in gen-
eral, since intensive tests can request and clog system resources and prevent other
pipeline builds to execute in parallel. Part of the DevOps tasks is to prepare an environ-

ment where builds are allowed to scale.

Feedback time is another aspect to tackle, since faster feedback to developers allows to
streamline the testing and development process. A failing test could be the last to be
executed in the pipeline; being able to predict which tests might fail first, would allow the

testing process to prioritize them and achieve a fail-fast testing process.



2.4 Problem Significance

The software development industry is afflicted by the problem of time-consuming pipe-
lines, with the testing process often being the primary factor slowing down these pipe-
lines. Developers are waiting for pipeline and test results to know if their committed
changes fixed a bug for example, and in some cases, the waiting period might even
become a blocker for developers whose work builds upon that change [36]. This pushes
developers to start working on unrelated tasks or multiple other projects while waiting for
their pipelines, and while in some cases this is an encouraged approach, it can also
generate complexity in projects’ management and developers’ focus, ultimately impact-

ing productivity.

Fast-feedback would allow developers to concentrate in the project they are working on
mainly, receiving test results as quickly as possible after their code changes are pushed
to the pipeline. This is beneficial both in case of successful pipelines, but especially when
tests are failing, so that developers can tackle the problems reported by those tests and

re-iterate the process without any further delays.

The main question the implementation tries to answer is if Al can be effectively applied
to the pipelines data to improve and make pipelines feedback faster. In particular, it aims
to understand if DL will be able to generate a model that achieves relevant results for

this test cases classification task.

The proposed Smart Test Execution System (STEX) aims to leverage Al to prioritize and
select only the necessary tests, thereby bypassing redundant or unnecessary tests for
specific code changes. Its use would benefit the most those projects where multiple pipe-
line changes are run daily, cumulatively saving time for each pipeline and allowing de-
velopers to push more changes during a certain period of time, compared to using a
traditional workflow. This increased efficiency not only speeds up the development pro-
cess but also enhances the overall quality of the software by ensuring quicker iterations

and faster detection of issues.

Moreover, the Smart Test Execution System aligns with the principles of continuous in-
tegration and continuous delivery, which emphasize the importance of quick and reliable
feedback loops in the development lifecycle. By integrating Al into the CI/CD pipelines,
the system ensures that developers are not bogged down by the waiting periods tradi-
tionally associated with comprehensive testing phases. This not only accelerates the
development cycle but also incentivizes a more agile and responsive development envi-

ronment.



Economically, the implementation of Al in test execution could potentially lead to cost
savings by reducing the computational resources required for running exhaustive test
suites. By focusing only on relevant tests, organizations can lower their infrastructure
costs, which is particularly advantageous for projects that are very resource intensive.
Furthermore, the ability to predict and bypass unnecessary tests can help in identifying
and eliminating bottlenecks in the development process, leading to a more streamlined

workflow in general.

The application of Al in this context also opens up opportunities for continuous learning
and improvement. As the Al system gathers more data from ongoing pipeline executions,
it can continuously refine its predictions, becoming more accurate and efficient over time.
This self-improving capability ensures that the Smart Test Execution System remains

effective even as project complexities and codebases evolve.
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3. CURRENT SYSTEM (CURRENT STATE)

This chapter sets the starting point of the system that has been investigated, introducing
the applications that are affected by the problem previously defined in Section 3.1. Cl
pipelines information is provided in Section 3.2. The existing software testing types are

listed in Section 3.3.

An overview of the existing system design is shown in Figure 3.1, where a very linear
workflow from developer to testing can be seen, with developers pushing their code
changes to projects’ repositories, and pipelines sequentially executing all the tests pre-

pared for those projects:

—~ Unit tests  Integration tests EZ2E tests
L) A'.l
./
Commit - . -
=  Codechanges , tommt GitLab Repositary —_— : : Pipeline

Code changes

Figure 3.1. A simple diagram showing the starting workflow state.

3.1 Microservices

Recent trends in the software industry have been distancing from monolith architectures
in favour of the adoption of microservice architectures. Among the reasons for this there
are modularity, scalability, and possibility to integrate many different pieces of software

to achieve a final product [9].

Microservice architectures offer significant advantages over traditional monolithic ap-
proaches. Modularity allows for the development, deployment, and scaling of individual
components independently, which can lead to more efficient resource utilization and eas-
ier maintenance. Scalability is another key benefit, as microservices can be scaled inde-

pendently based on demand, optimizing performance and cost-efficiency. The integra-
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tion of heterogeneous software components facilitates the use of the best tools and tech-
nologies for each specific service, enhancing the overall system's functionality and ro-

bustness.

However, adopting microservice architectures also introduces new challenges, particu-
larly in the area of test automation. While the term "microservice" implies that the com-
ponents are smaller compared to monoliths, a fully-fledged product may consist of a
large number of services. This proliferation of services necessitates comprehensive test-
ing to ensure each service operates correctly both in isolation and when integrated with

other services.

One of the primary challenges is managing the complexity of test pipelines for multiple
services. Although test automation can be applied in parallel for services that are not
tightly coupled, coordinating these tests to ensure all interactions are correctly validated
can become complex. Each service might require its own test environment, setup, and
teardown processes, increasing the overall testing effort. Furthermore, the interdepend-
encies between services need careful consideration to avoid integration issues and en-

sure seamless functionality across the system.

In the context of OpenText, most of the software has been developed using a micro-
services architecture. This organizational choice aligns with the broader industry trend
and allows to leverage the benefits of microservices. However, it also means that im-
proving test automation for microservices is a critical focus area. The goal is to develop
strategies and tools that can efficiently handle the complexities of testing numerous,
loosely coupled services. This includes optimizing test pipelines, ensuring comprehen-
sive coverage of service interactions, and reducing the overall time and resources re-

quired for testing.

Improving test automation for microservices involves several strategies. One approach
is to use containerization technologies, such as Docker, to create consistent and isolated
test environments for each service. This ensures that tests run in a controlled and repro-
ducible manner, minimizing environmental variables that could affect test outcomes. An-
other strategy is to employ service virtualization to simulate the behaviour of dependent
services, allowing for more focused and efficient testing of individual services without the

need for all components to be fully implemented.

Additionally, continuous integration and continuous delivery practices are essential in the
microservices context. Automated pipelines that integrate and test changes continuously

can help catch issues early and ensure that each service functions correctly within the
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broader system. By incorporating Al and machine learning techniques, the testing pro-
cess can be further optimized to prioritize and execute the most critical tests, reducing

redundant efforts and accelerating the feedback loop for developers.

3.2 Cl Pipelines

A common practice of software development is to keep track of all the versions of the
software to easily compare changes and other information about the versions. Git has
been the main actor in this practice, leading to several software versioning systems that

can be used by developers to manage their projects effectively.

In OpenText applications, continuous integration pipelines are hosted mainly on GitLab,
a powerful and widely used source control system which allows to keep track of code
changes, pipelines, test cases etc. throughout different project versions that are pushed
by the developers to the repository. In particular, GitLab is a popular, open-source Git
hosting solution that offers version control, issue management, code review, CI/CD, code

quality and more [11].

One particularly useful feature of GitLab, which has proven really valuable for the proof-
of-concept discussed in this thesis, is the test summary page available for each pipeline
triggered in GitLab. This page offers a comprehensive overview of all high-level test suite
information, allowing developers to quickly assess the state of their tests. Additionally,
by selecting a specific test suite, developers can view detailed information about all re-
lated test cases, including their respective outcomes. This granular level of detail is cru-
cial for diagnosing issues and understanding the impact of recent code changes on the

software's functionality.

However, in its initial state, this feature is not utilized as a standard across all projects,
as it requires the setup of conveying test case data into the GitLab interface. The test
summary page needs to be configured to capture and display test results effectively,
which can vary across different projects and teams. For the Smart Test Execution Sys-
tem implementation proposed in this thesis, standardizing this information transfer is es-
sential. By ensuring that all projects consistently use the test summary page, developers
can leverage Al predictions to enhance their testing processes. This involves integrating
the test case data into the GitLab interface in a standardized manner, allowing for uniform

and efficient use of the STEX system across various projects.

The adoption of Al within CI pipelines represents a significant advancement in optimizing
the testing phase of software development. Al can predict the likelihood of test failures,

prioritize the execution of critical tests, and reduce the overall time required for testing.
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In the context of OpenText, standardizing the use of GitLab's test summary feature is a
critical step towards realizing these benefits. By incorporating Al-driven predictions, the
STEX implementation aims to streamline the testing process, reduce redundant test ex-
ecutions, and provide faster feedback to developers. This not only improves the effi-
ciency of the CI pipelines but also enhances the overall quality and reliability of the soft-

ware being developed.

3.3 Test cases

In the current setup, there is a range of different testing methods for several projects,
each tailored to address specific needs and challenges in the software development
lifecycle. One common type of testing is sequential testing, where tests are executed
linearly, one after the other. This method, while straightforward, is generally the most
time-consuming type of testing. The duration of sequential testing increases linearly with
the addition of each test to the suite, as the total time required is the sum of the lengths
of all individual tests. Consequently, as the number of tests grows, the time required for
the entire suite to run can become prohibitively long, leading to delays in the feedback

loop and slowing down the development process.

To address the timing issues inherent in sequential testing, parallel testing is employed.
In parallel testing, multiple tests are executed simultaneously, taking advantage of mod-
ern multi-core processors and distributed computing environments. For instance, unit
tests that can run independently of one another are executed concurrently. This parallel
execution can significantly reduce the overall time required for testing, as it allows multi-
ple tests to be performed at the same time. This approach is not limited to unit tests; any
test that does not depend on the state or outcome of other tests can be run in parallel,

thus optimizing the testing process and providing faster feedback to developers.

The tests themselves can be categorized into three main types: unit tests, integration
tests, and end-to-end tests. Unit tests are the smallest and most granular form of testing,
focusing on individual functions or methods within the codebase. These tests are de-
signed to verify that each function performs as expected, providing a high level of code
coverage and ensuring that individual units of code work correctly. Unit tests are critical

for maintaining code quality and are often the first line of defence against bugs.

Integration tests, on the other hand, are designed to test the interactions between differ-
ent components or modules of the software. Unlike unit tests, which isolate a single func-

tion, integration tests evaluate how multiple functions or components work together to
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achieve a specific outcome. For example, an integration test might verify that two func-
tions, when combined, produce the correct result, ensuring that the interfaces between
different parts of the software are functioning correctly. Integration tests help to identify
issues that may not be apparent when testing components in isolation, providing a more

comprehensive assessment of the software's behaviour.

End-to-end (E2E) tests are the most extensive form of testing, covering the entire appli-
cation from start to finish [35]. These tests simulate real-world user scenarios and work-
flows, verifying that the software performs correctly across all layers and components.
E2E tests ensure that the system as a whole functions as intended, from the user inter-
face down to the database. These tests are crucial for validating the overall functionality
and user experience, as they encompass all the integrated parts of the application. While
E2E tests are typically more complex and time-consuming to execute and maintain, they

provide a high level of confidence in the software's performance and reliability.

The projects used to generate results in this implementation were mainly being tested
by unit tests, and therefore integration testing and E2E testing improvement results have
not been studied in detail at this stage. The expectation is that outcomes similar to unit

testing improvements would be obtained once the ML model achieves relevant accuracy.
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4. POSSIBLE IMPROVEMENTS (DESIRABLE
STATE)

This chapter describes the proposed approach in tackling the defined problem. In Sec-
tion 4.1 test case selection and prioritization is introduced. Al approaches to enable test
case selection are highlighted in Section 4.2. Minimal test execution possibilities are ex-
plored in Section 4.3. Finally, some ways to detect and trigger fast test failures are pre-

sented in Section 4.4.

The following Figure 4.1 shows how the desirable state of the system is, from developer’s
actions to test execution using Al assistance, where developers pushing their code
changes to the projects’ repositories will be aided by the Smart Test Execution tool on
the prediction of test cases outcomes and suggestions of which tests to execute in the

pipeline:
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Figure 4.1. A diagram showing the desirable state.

4.1 Test case selection

A significant improvement for the current system would be the ability to detect, select,
and execute only the test cases relevant to the changes introduced by developers
through new or modified code. This approach focuses on the core concept of Test Case
Selection and Prioritization (TSP), which aims to enhance regression testing by selecting
and prioritizing test cases that are most likely to provide valuable feedback early in the

development cycle. By implementing TSP techniques, organizations can reduce the
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number of tests executed, thereby decreasing the overall time required for testing during

pipeline execution.

Test case Selection and Prioritization techniques have been proposed to improve re-
gression testing by selecting and prioritizing test cases in order to provide early feedback
to developers [12]. This sort of techniques allows to reduce the number of tests to exe-
cute, and therefore decrease the total amount of time required to perform testing during

the pipeline execution.

However, there are inherent risks associated with removing certain tests from the full test
suite. The most significant risk is the possibility of omitting tests that would have failed
during execution, potentially allowing defects to go undetected until later stages of de-
velopment or even production. This risk underscores the importance of finding a balance
between the efficiency gained through test case selection and the confidence in the pipe-

line’s overall success.

To mitigate these risks, it is important to adopt a balanced approach to TSP. One effec-
tive strategy is to combine selective testing with periodic full test suite executions. By
occasionally running the entire suite of tests, developers can perform a "reality check" to
ensure that the selective approach is not missing critical tests. This practice helps main-
tain a high level of confidence in the quality of the codebase while still acquiring the

benefits of faster feedback during the majority of the development cycle.

Advanced TSP techniques often leverage historical data and machine learning algo-
rithms to make informed decisions about which tests to select. By analysing past test
results and code changes, these techniques can identify patterns and predict which ar-
eas of the code are most likely to be affected by new changes. This predictive capability
enhances the effectiveness of TSP by focusing testing efforts on the most critical areas,

further reducing the risk of missing important defects.

Implementing TSP also involves the integration of code coverage tools and impact anal-
ysis mechanisms. Code coverage tools provide insights into which parts of the code are
exercised by the tests, helping to ensure that selected tests adequately cover the modi-
fied code. Impact analysis mechanisms evaluate the potential impact of code changes
on the system, guiding the selection process to prioritize tests that are most likely to

detect issues related to those changes.



17

4.2 Al applied to test case selection

Artificial intelligence can be useful to aid test case selection tasks, by using several tech-

niques that are still being studied.

As Pan et al. described [12], in recent years, researchers have relied on Machine Learn-
ing techniques to achieve effective Test case Selection and Prioritization, also called ML-
based TSP. Information from partial and imperfect sources is combined to create accu-

rate prediction models.

An example of ML applied to test case selection can be found in Sakhrawi et al. research
paper [14], where a M5P ML model has been trained using a /ISBSG dataset. The fea-
tures of the dataset have been reduced by applying a correlation-based feature selection
algorithm, allowing the model to be trained on features that are relevant and lead to

improved accuracy for their predictions.

Several regression methods are available and often chosen in ML, ranging from linear
regression, support vector machines, and decision trees such as Random Forest regres-

sion.

A more modern approach is based on Artificial Neural Networks (ANN), often used with
Deep Learning (DL) models. These networks are designed to mimic the functioning of
the human brain, making them capable of solving highly complex tasks. In the context of
test case selection, neural networks can learn intricate patterns and relationships within
the data, providing more accurate and robust predictions compared to traditional ML

methods.

Other techniques involve Natural Language Processing (NLP), possibly using pre-
trained Large Language Models (LLM) to understand the test cases information as lan-
guage itself. All these different applications of Al for streamlining DevOps processes
have been lately defined as AlOps, a relatively new research area that focuses on effi-

ciently and effectively build and operate services and applications at scale with Al [15].

Similarly to other areas, to successfully apply Al to DevOps, it is essential to have access
to comprehensive data related to pipelines, code changes, and tests. The ML models
require extensive training on existing data before they can provide accurate predictions
for new, unseen data. This training process involves curating a high-quality dataset, se-
lecting appropriate features, and continuously refining the models to enhance their per-

formance.
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4.3 Minimal test execution

Adopting minimal test execution strategies, such as Test Impact Analysis (TIA), presents
a significant opportunity for improving the efficiency of software testing in Cl pipelines.
TIA involves determining the subset of tests that are directly relevant to specific code
changes, thereby optimizing test execution times and resource utilization. This approach
allows developers to focus only on the tests that are necessary for validating the recent

changes, without compromising confidence in the overall software quality.

Implementing TIA starts with identifying which tests are affected by the new code
changes. This requires a detailed understanding of the dependencies between the code-
base and the test suite. Code coverage tools play a critical role in this process by provid-
ing data on which parts of the code are exercised by each test. By leveraging this data,
the Cl system can intelligently select and execute only those tests that are pertinent to

the modified code segments.

For instance, if a new code change modifies a specific module, only the tests that interact
with or depend on that module need to be run. This selective approach can drastically
reduce the number of tests executed, thus saving considerable time and computational
resources. The key challenge lies in accurately mapping the relationships between code
changes and test cases, which can be addressed through advanced static and dynamic

analysis techniques.

Integrating TIA into CI pipelines requires a robust infrastructure that can continuously
monitor code changes, analyse their impact, and adjust the test execution plan accord-
ingly. This involves setting up automated tools that can track code modifications in real-
time and update the list of impacted tests dynamically. As a result, developers receive
quicker feedback on their changes, enabling faster iterations and more efficient debug-

ging.

TIA can be partly achieved in this implementation by leveraging the code changes infor-
mation. The ML model will be able to discover any correlation between the code im-

pacted by those changes and some specific unit test, allowing to prioritize that test.

4.4 Fail fast

Detecting failing tests early in the CI pipelines is crucial for minimizing feedback latency
and enabling rapid iteration cycles. By prioritizing the execution of potentially failing tests
and quickly identifying root causes, developers can address issues promptly, maintaining

momentum in the development process and enhancing overall productivity. The concept
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of "fail fast" is particularly important in this context. Given a set of tests with sequential
execution, if a failing test is executed last, all the successful tests that have been exe-
cuted until that point represent wasted time. That time could have been saved by exe-
cuting the failing test first, thus immediately identifying the issue and not having to wait

for the full test suite execution.

Implementing a strategy to understand which tests are more likely to fail and executing
those tests first can significantly reduce the time to reach a potential failure state. This
approach provides faster feedback to developers, allowing them to fix issues exposed
by failing tests more quickly. Several methodologies can be employed to achieve this,
such as using historical test data and machine learning models to predict the likelihood
of test failures based on recent code changes. This predictive capability can be inte-
grated into the CI pipeline to reorder test execution dynamically, prioritizing those with

the highest probability of failure.

Adopting a fail-fast approach aligns with agile and DevOps practices, which emphasize
quick iterations and continuous delivery of high-quality software. By reducing the feed-
back loop, developers can ensure that the software remains stable and functional
throughout the development process [37]. This not only improves the efficiency of the ClI
pipeline but also enhances the reliability and robustness of the software being devel-
oped. The potential time savings and increased development velocity highlight the critical
importance of prioritizing failing tests to foster a more efficient and responsive develop-

ment environment.
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5. METHODOLOGY

In this chapter, the chosen methodology for the research is described in Section 5.1. The
main types of data used in the project are listed in Section 5.2. The schedule for data
collection is introduced in Section 5.3, followed by explanations on how the data is col-
lected in Section 5.4. Cost analysis is provided in Section 5.5. Data analysis information

is available in Section 5.6.

5.1 Design science

The chosen methodology for this thesis follows the principles of design science, which
is a research paradigm rooted in creating and evaluating artifacts designed to solve iden-
tified problems. Design science is particularly well-suited for this work because it empha-
sizes iterative cycles of development, testing, and evaluation, allowing for continuous
refinement and improvement of the proposed solutions. The main aim of the thesis is to
produce a working proof-of-concept to evaluate the effectiveness of Al when applied to
Cl pipelines. This goal aligns well with the design science approach, as it involves creat-
ing and assessing a practical artifact to address a specific problem in software develop-

ment processes.

The design science methodology is structured around several key components: problem
identification, objectives of a solution, design and development, demonstration, evalua-
tion, and communication [38]. This structured approach ensures that each phase of the
research is methodically planned and executed, leading to the creation of a robust and
effective artifact. In the context of this thesis, the artifact is the Al-assisted Smart Test
Execution System, designed to optimize the CI/CD pipeline by selecting relevant test

cases and providing faster feedback to developers.

To implement this methodology, the research begins with a thorough identification and
analysis of the problem: time-consuming pipelines in software development, particularly
due to extensive testing processes. This problem is significant as it impacts developer
productivity and the overall efficiency of the development cycle. Understanding the nu-
ances of this problem sets the stage for defining clear and achievable objectives for the
solution, such as reducing testing time without compromising test coverage or software

quality.

Following problem identification and objective setting, the next phase involves the design

and development of the artifact. This phase is highly iterative, incorporating cycles of
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building prototypes, testing them in real-world scenarios, evaluating their performance,
and refining the design based on feedback and observed outcomes. Each iteration aims
to enhance the artifact’s functionality, usability, and effectiveness in addressing the iden-

tified problem.

The Agile methodology is utilized in conjunction with design science to manage these
iterative cycles effectively. Agile principles, such as flexibility, collaboration, and cus-
tomer feedback, align well with the iterative nature of design science. Agile methods
allow the research to adapt quickly to new findings and challenges that arise during each
iteration. This adaptability ensures that efforts are focused on the most critical aspects

of the artifact’s development, enabling rapid identification and resolution of issues [39].

In practice, Agile methods are applied by breaking down the project into smaller, man-
ageable tasks and iterations, often referred to as sprints. Each sprint involves specific
goals and deliverables, with regular evaluations to assess progress and gather feedback.
This iterative process facilitates continuous improvement and ensures that the develop-

ment stays aligned with the overall objectives of the thesis.

The evaluation phase in design science is crucial, as it involves assessing the artifact’s
performance against the defined objectives. Various metrics and evaluation criteria are
employed to measure the effectiveness, efficiency, and reliability of the Al-assisted
Smart Test Execution System. This includes analysing execution times, accuracy of test
case selection, and overall impact on the CI/CD pipeline. Feedback from these evalua-
tions is provided for subsequent iterations, leading to incremental enhancements and

fine-tuning of the artifact.

Finally, the results and findings from each phase are communicated through compre-
hensive documentation and reporting. This includes detailing the design process, meth-
odologies used, evaluation results, and the implications of the findings. Effective com-
munication ensures that the knowledge gained from this research can be shared with
the broader academic and professional community, contributing to the advancement of

practices in software development and testing.

In summary, the design science methodology provides a structured yet flexible frame-
work for this thesis, emphasizing iterative development, rigorous evaluation, and contin-
uous improvement. Coupled with Agile methods, it ensures that the Al-assisted Smart
Test Execution System is developed efficiently and effectively, addressing the core prob-
lem of time-consuming pipelines and enhancing the overall software development pro-

Cess.
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5.2 Type of data

The data necessary for training the Al system comes from several sources. This implies
that varying types of data need to be pre-processed and assembled in a manner that the

resulting data can be understood and interpreted by the Al model.

In this implementation, the main parts from which data is gathered are GitLab metadata
and test cases data. GitLab is where the projects’ pipelines are triggered and where all

the commits and code changes are found, accompanied by their respective metadata.

Test cases are generated by the individual project itself, but their metadata is also up-

loaded to GitLab for visualization and statistics.
Data collection has been planned for the following data:

e Pipeline: ID, IID, Project ID, SHA, Reference, Status, creation time, update time,
web URL.

o Code changes: code changes in the file (diff), old file path, new file path, old file

mode (A mode), new file mode (B mode), new file, renamed file, deleted file.

e Commits: ID, short ID, creation time, parent IDs, title, message, author name,
author email, authored date, committer name, committer email, committed date,
trailers, web URL.

o Test summary: total time, total count, success count, failed count, skipped count,

error count.

o Test suite: name, total time, total count, success count, failed count, skipped

count, error count, suite error.

e Test case: status, name, class name, file, execution time, system output, stack

trace, recent failures.

The list includes all the data that is fetched from GitLab, but does not represent the entire
set of features used by the Al model. A more comprehensive list can be found in Appen-
dix A.

Data preparation, pre-processing, and cleaning has been performed to provide the model

with consistent formatted data from which it can extrapolate information.

In further developments, it could be interesting to consider what part of code is covered
by the test case with dedicated tools, and save code coverage metrics data for each test

case.
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5.3 Schedule for data collection

Data collection is a major part of the preparation for the implementation of the Al com-
ponents. Being of such importance, it is essential to perform data collection in the first

phase of the implementation, after determining which data is actually required.

Another point to consider is where to fetch the data from. The options were to either
collect data from the company’s own projects pipelines, or from other public open-source

repositories.

The advantage of working with own pipelines is that projects are familiar to our develop-
ment flow, and a very custom solution could be developed to assist with the testing.
Additionally, internal tools could also be used to extend the range of data types, espe-
cially regarding the testing, where custom testing frameworks are used. Additional data

could be therefore gathered from those tools.

On the other hand, training a ML model usually requires a big amount of data in order to
discover any hidden patterns. Even though it is not always an essential requirement to
have a large dataset for the training, it very much depends on the training algorithms and
context of the problem. Since this approach makes use of deep learning, it was consid-

ered important to provide the DL model with a large enough dataset to begin with.

A mix of both methods would probably benefit the project the most, as one approach
does not exclude the other, and any extra data could be added as training layer to the

ML model. Added complexity from this approach is to be expected.

5.4 Infrastructure for data ingestion

Infrastructure to store the collected data is also an important part of the study, since
several factors needs to be accounted for, such as the speed of data saving and retrieval,

the availability of the data and possible scalability of the whole system.

The starting point of the definition of the infrastructure for data ingestion was to decide
which database to use. Nowadays several databases are born with Al in mind, often
outperforming more traditional ones, but that does not imply that those databases are
one-fits-all solutions. Being innovative tools, it is difficult to confirm their reliability for

bigger applications, and they might be better suited for experimental applications.

Fortunately, there are also solutions that work together with existing databases, extend-

ing their capabilities to adapt to the features those Al-ready databases might offer.
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One such database is called Apache Cassandra, an open-source NoSQL distributed
database trusted by thousands of companies for scalability and high availability without
compromising performance [17]. It has been already in use for other software applica-
tions in the company, so the internal expertise was also considered in this case to be an

advantage for possible help on the database concepts and troubleshooting.

As Meher et al. described, NoSQL databases usage exploded in the past years, and they
became the backbone of machine learning [18]. This is a consequence of the majority of
data being unstructured, hence fitting better in a non-relational database. Relational da-
tabases fail to provide clustering concepts that are useful for unstructured data. The pos-
sible disadvantage of using unstructured databases is that traditional queries might be
more difficult to achieve, as the data is distributed in several replicated nodes. Indexing

can be used in those cases where queries fail to work due to replication.

Additionally, the size of a NoSQL database is inherently larger than its SQL counterpart,

due to the requirements to have very fast data interaction and redundancy.

Redundancy and high availability are also granted by installing and running the Cassan-
dra instance inside of a Kubernetes cluster that is available in company’s premises. The
use of Kubernetes allows easier management of the containerized Cassandra deploy-

ment.

Finally, the data gathering process requires connection to the outside Internet where the
open-source projects reside. Therefore, the tool used to gather data, when run in com-
pany premises, needs to be able to connect from the company network to the public
GitLab instance. Channelling the traffic through proxies will allow this connection to work.
A proxy is an intermediary server that manages the traffic in and out of an environment,
without compromising safety and privacy of any sensible data that might be found in

company’s projects.

5.5 Cost analysis

Training Deep Neural Networks is known to be an expensive operation, and it will reveal

to be challenging to perform larger models training on hardware with limited resources.

Beaumont et al. proposed heuristics on relaxations of the problem, evaluating standard
deep neural networks to see how techniques like offloading computations from a device

memory to the main memory during training [16].

The data gathering process is expected to also be quite resource intensive, depending

on the amount of data that needs to be collected. Ideally the tools to fetch and save data
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could be run in parallel to save time but requiring more resources. Extra strain on the
database and connections could be perceived if the data is continuously fetched in big

amounts.

In terms of resources, computing power, connectivity and storage are expected to not be

a considerable issue when taking advantage of the company’s Kubernetes cluster.

The same could not be confirmed for the Al training part, as Al being a relatively new
area of interest, no straightforward solution would be available in the organization. Local
training on the available laptop can be considered sufficient for this proof-of-concept im-

plementation.

5.6 Data analysis

As Hall described in their dissertation, good feature sets contain features that are highly

correlated with the class, yet uncorrelated with each other [20].

The correlation between the available data could be discovered by using algorithms such
as Correlation based Feature Selection (CFS), calculating the correlation matrix for all
features. Other methods of correlation analysis include algorithms like Pearson Correla-
tion Coefficient, a method that measures the linear correlation between variables that
are normally distributed. Another method is the Spearman Rank Correlation Coefficient,
which measures the strength and direction of association between ranked variables. It

does not assume that the variables are normally distributed.

Analysing the data could also be performed against the database instance itself, running
analytic queries on Cassandra, but additional hardware is suggested to run GPU-accel-
erated analytic queries. The advantage of this would be that the data does not need to
be read by an external driver, so no strain would be put on the database for extensive
analytic queries. Other methods including Apache Spark would allow to perform analysis
of the data using CPU only [21].

Since a lot of the data types were well documented and can be considered familiar enti-
ties in the context of test case execution, and more generally in the DevOps area, it was
opted to use supervised learning for training of the Al model. Supervised learning distin-
guishes itself from unsupervised learning by the fact that the data is labelled to some
degree. Data knowledge allowed to express data as known data types and the model
has a baseline understanding about which values are to be considered correct and valid
inputs/outputs for the model. In supervised learning, a training set needs to be con-

structed and fed to the model to provide a starting point for the machine training.



26

In addition to these methods, common machine learning evaluation techniques were
employed to analyse the performance of the model. Confusion matrices were utilized to
provide a detailed breakdown of the model's predictions, offering insights into true posi-
tives, true negatives, false positives, and false negatives. This allowed for a comprehen-

sive understanding of the model's classification accuracy across different classes.

Furthermore, various machine learning plots were generated to visualize the model's
performance over time. These included loss plots, which visualize the model's error rate
during training and validation, helping to identify issues like overfitting or underfitting;
accuracy plots, which show the model's overall correctness; precision and recall plots,
which provide insights into the model's ability to avoid false positives and false negatives
respectively; F1 score plots, which represent the harmonic mean of precision and recall;
and Receiver Operating Characteristic (ROC) Area Under the Curve (AUC) plots, which
illustrate the model's ability to discriminate between classes across various threshold
settings. These plots were instrumental in tracking the model's learning progress, identi-
fying potential issues such as overfitting or underfitting, and guiding decisions on model

optimization and hyperparameter tuning.
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6. IMPLEMENTATION

This chapter focuses on the technical implementation part of the thesis. Section 6.1 de-
scribes the implementation of the database, data collection, Al training and prediction in
each relative subsection. Section 6.2 provides information on how the performance of

the implemented PoC was evaluated.

6.1 Project setup

The necessary infrastructure and tools needed to be set up for implementing the Smart
Test Execution system. This included setting up the database, developing a data gath-
erer tool, configuring own ClI pipelines for initial testing, developing a ML training tool, an
Al prediction tool, and ways to gather results statistics. Each stage will be described in

this chapter, delving into implementation concepts and technical details.

6.1.1 Database setup
As mentioned in Section 5.4, the chosen database for this implementation is Apache

Cassandra, a NoSQL database for unstructured data.

Initially, a relational schema, depicted in Figure 6.1, was conceptualized to visualize how
entities would relate to each other in the database. This relational design served as a
foundational blueprint, outlining the interconnections between different data entities.
However, when transitioning to the actual implementation in Cassandra, this relational
structure was adapted to fit the schema-less nature of NoSQL databases. In Cassandra,
data is organized into column families rather than traditional relational tables, and rela-
tionships between entities are managed through denormalization (intentional duplication
to improve performance) and careful partitioning strategies to allow the distribution of

data among nodes.

The transformation from a relational layout to Cassandra's schema-less model involved
rethinking how data entities would be stored and queried. Instead of relying on prede-
fined joins and foreign keys as in relational databases, Cassandra requires data model-
ling that optimizes for fast reads and writes by structuring data based on query patterns
and access patterns. This approach ensures efficient data retrieval and scalability, cru-
cial for handling large volumes of unstructured data typical in modern applications and

expected in this implementation.
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Figure 6.1. Initial relational database design showing relations between the initial
seven entities (note that this design was dropped for a non-relational one).

Cassandra databases require keyspaces, a top-level namespace that defines data rep-
lication and configuration options. The keyspace used in this implementation is called
stex, and has been designed to have 3 nodes in a single datacenter. The data has been

partially structured by separating it in 5 different tables:
o diff_by pipeline
e commit_by pipeline
e test summary_by_pipeline
o test suite_by pipeline

o test case_ by pipeline
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As the table names suggest, each entity is linked to a specific pipeline and therefore
contains replicated fields about that specific pipeline information. Compared to the initial
design, the Merge Request data and Pipeline tables have been removed, as well as the
relations between the tables. The pipeline information has been replicated in each of the
new tables instead, allowing to easily filter data by pipeline ID for example. In fact, the
pipeline ID field is also used as partition key, meaning that it works as primary key for

more efficient clustering order and distribution of data.

The database tables with their respective fields are presented in the Figure 6.2 diagram,
where five tables store information about code changes, commits, test summaries, test

suites, and test cases. The pipeline information is found in each of the tables, allowing

to distribute and cluster rows of data by using the partition key pipeline_id.
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Figure 6.2. Cassandra database tables design.

The database had to be installed in the Kubernetes cluster that was available in the
company’s premises. For ease of installation and management of the database, it was
decided to use a Cassandra Kubernetes operator named K8ssandra. K8ssandra is an
open-source cloud-native distribution of Apache Cassandra that runs on Kubernetes. It
enhances Cassandra by providing an ecosystem of tools for richer data APIs and auto-
mated operations including observability / metrics monitoring, data anti-entropy services,
and backup / restore tools [22]. All these features were considered beneficial for an eas-
ier management of the database in this implementation, especially for APIs usage and

replication.
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The installation of the operator was performed using Helm, a tool that helps managing
Kubernetes applications using Helm Charts to define, install, and upgrade Kubernetes
applications [23]. The deployed K8ssandra has been configured with Kubernetes YAML
manifests containing information such as data center name, nodes number, storage type
and size, host URLs and ports for APl endpoints. Initially 5GB of persistent storage was
allocated for this implementation, but as data gathering progressed, the storage was
extended to 15 GB in order to accommodate the data from additional open-source pro-

jects.

By leveraging Apache Cassandra, the implementation benefits from its ability to handle
high-velocity, high-volume data streams while maintaining high availability and fault tol-
erance. This database setup aligns with the project's requirements for storing and que-
rying unstructured data efficiently, enabling robust data management and supporting the

Smart Test Execution System operational needs effectively.

6.1.2 Data gathering tool

The data gathering phase required a tool that would perform the fetching of training data
and save it to the Cassandra instance. The tool was developed from scratch using Py-
thon, a versatile functional programming language often used for ML applications. Even
though ML algorithms are not involved in the data gathering tool, it has been considered
a good choice to still use Python for consistency across all the project’s software com-

ponents.

Another distinctive design choice, and possible drawback, in this implementation was the
dependency with GitLab. Relying on a specific version control system created defined
boundaries on which types of data were being gathered. This was not considered a
blocking issue since more company’s projects were transitioning to GitLab, and there
was a bigger advantage of standard APIs to use for requesting the required data from

projects.

A general overview of the design of the tool is shown in Figure 6.3, with the Python
application connecting first to GitLab and then to Cassandra to interact with the services
APls and fetch or save data. The data gatherer tool can be run at the end of each pipe-

line, or manually when required.
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Figure 6.3. A summary of the moving parts for the data gathering tool.

As mentioned earlier, the first phase of data collection relied on open-source projects

hosted on the public instance of GitLab.

For this study, only publicly accessible repositories were utilized. These repositories
were selected based on their open-source licenses, specifically those with permissive
terms such as MIT, GNU, or Apache licenses. This approach ensured that the data us-
age complied with ethical standards and open-source principles. No authentication was
required to access these projects, as they were intentionally chosen for their public avail-

ability and open licensing terms.

GitLab APIs were initially tested by using tools such as Curl and Postman, specialized in
performing direct API requests, and allowing to study the required requests to send and
the received responses. Responses were received in JSON format, and converted into

Python objects by the data gathering tool.

The next operation to perform once the data was fetched was to manipulate it so that
only the required information would be converted into Python objects. One example
would be the request on the changes endpoint, which would return a number of commits
with nested diff entities inside of them. The logic in the tool aggregates commits and diffs
for each specific pipeline and creates objects that can be saved in Cassandra. This op-
eration can be considered part of the larger data cleaning process that was performed

during data preparation for training.

The final operation is the effective saving to the database. An important component in-
stalled by the K8ssandra operator was what is called Stargate. Stargate provides a data
gateway with REST, GraphQL, and Document APIs in front of a K8ssandra-managed

Cassandra database [24]. In this implementation, only REST APIs have been used, even
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though gRPC experimentation was performed in the very first stages of development.
REST is not as fast as gRPC, but definitely more robust and tested, so it was chosen as

a valid method to request data.

The Python objects created previously are saved to Cassandra by sending POST re-
quests to the Stargate APIs. Under the hood, Stargate creates a connection to the data-
base with the necessary credentials and performs the requests to deliver the data. To
confirm the correct data was being saved, manual inspection of the database was per-
formed by connecting directly to it and executing CQL (Cassandra Query Language)

queries against the tables.

For the initial development, the tool was run from a local machine, but once the correct
functioning was confirmed, it was decided to run the tool from dedicated pods deployed
inside the Kubernetes cluster, both for efficiency since the pods were in the same envi-
ronment as the K8ssandra components, and for reliability as pods in the cluster would

be always running and could use the self-healing capabilities of Kubernetes.

Because of internal network restrictions on the cluster, it was decided to manually deploy

one pod at a time, so sequentially fetching data from a list of open-source repositories.

The total amount of time required to save data from 18 selected projects was approxi-
mately 2 months. The process could have been sped up by running multiple data gath-
ering pods concurrently on different repositories, but it was not strictly required given the

time available and network restrictions.

One possible improvement to the tool would be to implement a way to fetch data withing
a specified time frame, so that for example the data gathering could be automated to be

run periodically to collect only new data.

6.1.3 Al training tool
The second phase of the project consisted in developing the Al training tool that would
use the data stored in Cassandra to possibly find patterns which would allow the tool to

predict if a test case would succeed or fail before executing them.

A first period of experimenting involved the implementation of a traditional machine learn-
ing training algorithm, more specifically a Random Forest Classifier, which was consid-
ered effective for data categorization. Initial training on a small dataset produced high
accuracy models on training data. They turned out to perform poorly on new unseen
data, likely due to overfitting to the small amount of data provided, essentially memorizing

what the input data expects as output.
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After some considerations, the implementation moved to using deep learning algorithms.
The major reason for this shift was that most test data that could be used for training
would not have been available during prediction time with new data. Classic ML algo-
rithms such as Random Forest struggle when the data available during training is not
present during prediction, hindering its performance [28]. In contrast, deep learning
methods can address this limitation by leveraging the ability to generalize from partial
data available during prediction, even when not all training data is accessible at predic-
tion time [29]. Furthermore, several machine learning practitioners experienced chal-
lenges with classic ML algorithms, which often struggle to adapt to varying data inputs
[27], hinting towards the affirmation that neural networks are a better choice in those

scenarios.

A custom tool has been developed from scratch using Python and common ML libraries,
such as pandas, sklearn, keras, tensorflow, etc., which allowed the use of state-of-the-

art methods for data manipulation and training.

The overall design of the Al training tool is depicted in the Figure 6.4 diagram, showing
how the training tool iteratively fetches batches of data stored in the Cassandra data-
base, pre-processes it creating dataframes which contain only relevant features, assem-
bling them into single input sets that are fed to the training algorithm. The output of that
process is the trained model that can later be used for further training or for predictions

on new data.

Repeat for all batches

Figure 6.4. Diagram focusing on the workflow for the model training process.

More in details, firstly the Al training tool authenticates and connects to the Cassandra
database through the Stargate APlIs, similarly to the data gathering tool. Once connected

to the database, a request to get all the saved pipeline IDs is generated.
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An early implementation of this logic simply marked all the pipeline IDs to be processed
by the rest of the training logic. A problem was discovered at a later stage: this approach
completely ignored the fact that many pipelines are often completed successfully, and
therefore training turned out to be skewed towards forcing the success status as output,
i.e. overfitting. Another issue was that most pipelines had a status different from success
or failure, due to a developer manually interrupting it for example, and these would result

in unrecognized output creating noise in the model’s classification.

The proposed solution was to analyse the JSON response received when requesting
data, and accept only responses where each pipeline ID had its respective status linked
to it. Filtering on that status value, it was possible to split the pipelines that only had a
success status and failed status in a balanced manner. The number of failed pipelines
would still be lower than the success ones, but for each batch of data the logic tried to
associate a balanced mix of both. This allowed to obtain more varying datasets at each

training phase, which helped on contrasting the overfitting problem.

Once the batches of pipelines were defined, a get table_data function was implemented
to fetch the data associated with a specific pipeline for each of the tables in Cassandra.
The function is executed in parallel by multiple threads to populate pandas dataframes,

structures specifically designed for ML to contain the relevant rows of data for each table.

The data pre-processing step was implemented to morph the dataframes to what the
model expects as inputs. Numeric values are the only ones that can used by the ML
algorithms as-is, being simple numbers. Some are indicating duration in seconds, others
are counts of a specific test case status for instance. In several cases numeric values
could also be normalized or further studied to get statistics out of them, but it was not
considered a requirement in this implementation. Various date and time variables were
converted into more common standard formats, and augmented to create single features
dedicated to each single element of those variables. For example, if a date was loaded
as “31.12.2023”, 3 different features would stem from it: date day, date_month,
date_year. This process is part of feature engineering techniques, where existing data is
enhanced by making it narrower and more specialized. Some of the categorical features
had to be encoded. The encoding method chosen was one-hot encoding, a method
where distinct classes of data are generated for each value that data can take. The main
example for this sort of embedding is the status feature of each test case element. In the
implementation, only two statuses were taken into consideration for training: success
and failed. Therefore, each pre-processed dataframe would contain two columns, one

called status_success, the other status_failed. For each row indicating a test case, only
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one of those features is set to True. That marks the feature as present, conveying infor-
mation about the status of that test case. It is worth noting that the test case status feature
is also taking the role of output feature, therefore the two classes generated by it are in

fact the possible output classification during model testing and prediction.

The major role in data pre-processing is taken by the more complex embedding part,
which is applied to text and code. Example features that go through this pre-processing
are commits message and diff. A message is any kind of text that may contain infor-
mation related to the code changes applied by the developers in a specific commit. A diff
is still considered text, but confined to being only code taken directly from the project
files. It is formatted in such a way that tools like git can interpret it and infer which parts

of code have been changed, added, or deleted from a specific file of the project.

Embeddings for these kinds of data types are leveraging text tokenization, a technique
which splits texts into a certain number of tokens and creates vectors of features, process
also called as vectorization. This is done by using public pre-trained models that carry
weights to assign to the tokens, so that their correlation can be computed. Some exam-

ples of existing models can be seen in Figure 6.5.

Non context-based vector

space model

(Semantic)

Count based vector Word2Vec

space model FastText
(Non-Semantic) Glove
Count Vectorization
Tf-IDF

Hashing Vectorization

Figure 6.5. Types of vector space models (after Egger [30]).

In this implementation, a smaller version of BERT was used, called DistilBERT. The pre-
trained model has an embedding size of 768 and is able to create both text and code
embeddings rather quickly compared to bigger models, while still maintaining high accu-
racy. The size of the BERT model was reduced by 40%, while retaining 97% of language
understanding capabilities and being 60% faster [25]. The concept of using pre-trained

models in other machine learning applications is called transfer learning, often found in
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Natural Language Processing (NLP) applications where models build upon other models’

knowledge.

Once all the pre-processing has been completed, the resulting dataframes are merged
together to create batches of data containing all the required features for each row of
test cases. A single row will contain information about the test case itself, the pipeline in
which it was executed, the test suite containing it, the test summary associated with it,

and the commits information and code changes involved.

From the merged dataframes then the test case status columns are extracted and placed
into a y dataframe, which represents the output features, also called target variables.
The remaining of the dataframe is placed into a X dataframe, which effectively represents

the whole set of input features for the training.

At this stage, the two dataframes are ready to be fed to the deep learning algorithm for
training and testing. A function dedicated to this was created. The sklearn, keras and
tensorflow libraries are being used in this phase, providing handy ML functions out of the
box as base. The logic of the function starts with splitting the data into train and test data,
using a common 80/20 split where 80% of the original data is used for training and 20%

is used for testing.

The neural network model used in this implementation is a sequential model, one of the
simplest types provided by the Keras library, where layers are stacked sequentially. It is
created by defining multiple layers, starting with an input layer that can adapt to varying
sizes of dataframes in case of longer or shorter embedding vector features. The final

layer is the output layer, designed for binary classification with two possible classes.

The internal structure of the network consists of three hidden layers. The first hidden
layer contains 256 dense neurons, followed by the second with 128 neurons, and the
third with 64 neurons. All hidden layers use the ReLU activation function to introduce
non-linearity. Each dense layer is followed by batch normalization to stabilize and accel-
erate the training process, and dropout with a rate of 0.4 for regularization to prevent
overfitting. Additionally, L2 regularization with a factor of 0.001 is applied to each dense

layer to further prevent overfitting.

The optimizer used initially is the Adam optimizer, known for its adaptive learning rate
capabilities [40]. The learning rate starts at 0.001. For comparison and optimization, ex-
periments were also conducted using the SGD (Stochastic Gradient Descent) optimizer
with a momentum of 0.9, which helps accelerating gradient vectors in the right directions,

leading to faster convergence.
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Early stopping based on validation loss and accuracy was implemented to prevent over-
training and to save computational resources. This means that the training process would
halt if the model's performance on a validation set did not improve for a certain number

of epochs.

The input layer shape was set to 11,469 features, which corresponds to the maximum
input data dimensions found in the training data. The output layer, with a single neuron,
uses the sigmoid activation function, making it suitable for binary classification by out-
putting probabilities that indicate the likelihood of the input belonging to one of the two

classes, failing test case as 0 or successful test case as 1.

This configuration is highly customizable, allowing for extensive hyperparameter tuning
to optimize the model's performance for specific use cases. Hyperparameter tuning in-
volves experimenting with different values for the learning rate, batch size, number of
neurons in each layer, activation functions, regularization parameters, dropout rates, and

optimizer types.

Bayesian optimization is a powerful hyperparameter tuning method that applies princi-
ples of Bayes' theorem to find the optimal set of hyperparameters for a machine learning
model. Unlike grid search or random search, which explore the hyperparameter space
in a more brute-force or random manner, Bayesian optimization builds a probabilistic
model of the objective function and uses this model to make decisions about where to
sample next. This approach is particularly useful for expensive-to-evaluate functions,
such as those encountered in deep learning model training, where each evaluation (i.e.,
training a model with a specific set of hyperparameters) can be time-consuming and

computationally expensive.

In this thesis, Bayesian optimization was employed to tune the hyperparameters of the
neural network model, aiming to enhance its performance on binary classification tasks.
The search process included adjusting parameters such as the learning rate, batch size,

number of neurons in each layer, dropout rates, and regularization factors.
The results suggested the following hyperparameters:

e Learning rate: 0.015

e Learning rate method: exponential

e Dropout rate: 0.42

e 5 layers: 307, 150, 56, 55, 1
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Despite its theoretical advantages and the systematic approach to exploring the hyperpa-
rameter space, the results obtained from Bayesian optimization were not as optimal as
expected. Several factors might have contributed to this outcome, including the complex
and high-dimensional nature of the hyperparameter space, potential overfitting during
the optimization process, or limitations in the initial prior assumptions of the model. Ad-
ditionally, the variance in the performance metrics could also have been influenced by
the stochastic nature of the training process, particularly with neural networks that have

inherently noisy gradients.

The study still provided a good starting point for the model architecture to experiment
with. The final models were defined with the architecture represented in Figure 6.6,
where three fully connected hidden layers of progressively 256, 128, and 64 neurons are
used between the input and output layers. After each hidden layer, batch normalization

of 0.001 and dropout of 0.4 is applied.
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Figure 6.6. Deep Learning model architecture.

With the model structure and parameters defined, the actual training can begin by using
the fit function. In this implementation, TensorFlow utilizes the machine's GPU if availa-
ble, allowing for faster computation and efficient distribution of weights among the mod-
el's features. The training process in this setup is enhanced through incremental learn-
ing, where the model is updated after processing each batch of data. This approach
helps in continually refining the model with new data, ensuring it remains relevant and
accurate over time. To accommodate the incremental learning strategy, the input size is
adapted either through padding (fills) or input resizing, ensuring consistency across dif-

ferent batches. After the specified number of epochs, which is 25 in this case, the training
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is considered complete for that batch. The model is then validated against the test set
created previously. This validation step is crucial as it allows for the calculation of metrics

such as accuracy, providing insights into the model's performance on unseen data.

After each batch is processed, partial results and metrics are saved along with the model
file. This iterative process is repeated for all batches of data or until an early stop condi-
tion is met, such as processing a specified number of pipelines. The use of incremental
learning in this context ensures that the model continually adapts to new data, enhancing

its predictive capabilities.

The final output of this process is a TensorFlow H5 file, which contains the trained model
with all weights adjusted for the known features. This file can then be loaded into other
applications for inference, making the model's predictions accessible for real-time testing
scenarios. Alternatively, the model can also be used as base for further training with the

same process as shown in Figure 6.7:
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Figure 6.7. Architecture of the Al training process, focusing on how the data is
transferred from the Cassandra database to the training tool, which iteratively fetches
more data.

6.1.4 Al prediction tool
A prediction tool was developed to make use of the generated and trained model from
the training tool. The aim of the prediction is to discover which test cases are expected

to fail before executing them.
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The input data available during the prediction phase differs from the data available during
the training phase. At the prediction stage, the pipeline has not yet been triggered, mean-
ing that specific information such as test summaries, test suite details, and test case
information is not yet available and therefore cannot be included in the input parameters.
This discrepancy poses a significant challenge: the output parameters need to be asso-
ciated at the very least with the corresponding test case IDs to enable the removal of test
cases predicted to succeed. Without this linkage, it is not possible to effectively exclude
these test cases from execution based on the Al model's predictions, as no other infor-

mation related to the test case will be present on new pipelines.

For this implementation, only projects developed in Go language are used. This facili-
tated the implementation of custom logic to parse the project’s files in order to detect and
process at least the available data carrying test cases information. This data includes
test case name, and test case classname parameters. The rest of the data, such as
pipeline information, commits and code changes are collected very similarly to the data

gathering tool, using GitLab APIs.

Once all the available data has been collected, the trained model can be loaded as H5
file and used for prediction. The model in this case only takes the available data, a
smaller set of inputs compared to what has been used during training. For each test

case, the model provides its predicted classification for the status.

At this point, having a list of all statuses and associated test case names, the tests pre-
dicted to fail are picked to be executed first in the pipeline. Tests that are predicted to

succeed are ignored, with the aim to lower the time required by the pipeline execution.

Finally, the full test set is also run afterwards as a way to generate a source of truth for
the overall pipeline execution. The Al assistance can be considered successful when the
final test results statuses are the same as when running the pipeline with only the se-

lected test cases.

6.2 Performance evaluation

The performance of the Smart Test Execution System is evaluated using various metrics,
focusing mainly on the model performance and on the overall execution time for the

testing phase of a pipeline.
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6.2.1 Model evaluation
Before deploying the model for predictions in new pipelines, in-depth evaluation of the
DL algorithms used in training is essential. The training tool incorporates various metrics

to assess the algorithm’s efficacy.

Loss is monitored to measure the model's divergence from actual outcomes during train-
ing and validation phases. Validation sets play a crucial role during the training process
by assessing the model's performance on unseen data, ensuring its ability to generalize

and its reliability.

A confusion matrix is also generated at each training, serving as base for the calculations
of specific metrics. It represents a tabular summary showing how well the model is per-
forming, highlighting how the predicted values match the actual values as shown in Fig-
ure 6.8.
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Figure 6.8. Confusion Matrix (after Awab [32])

Most of the other metrics can be derived from the matrix, calculating how predicted and

actual values relate to each other in various ways.

Accuracy indicates the percentage of correctly predicted test outcomes.

TP + TN
TP + TN + FP + FN

Accuracy = (6.1)

Precision is the proportion of positive predictions that were actually correct.

TP
TP + FP

Precision = (6.2)
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Recall (sensitivity) is the proportion of actual positives that were correctly identified.

TP
TP + FN

Recall =

(6.3)

F1 score is the harmonic mean of precision and recall, providing insights into the model's

ability to correctly identify relevant test cases and minimize false positives and negatives.

F1 Score = 2 X Precision X Recall (6.4)

Precision + Recall

Specificity is the proportion of actual negatives that were correctly identified.

TN
TN + FP

Specificity = (6.5)

These metrics collectively offer a comprehensive view of the model’s performance, help-
ing to identify areas for improvement and ensuring that the model can reliably predict

test outcomes in new pipelines.

6.2.2 System evaluation

The implementation of Al-assisted predictions in new pipelines was evaluated to assess
the potential performance improvements compared to traditional pipelines. This evalua-
tion focused on multiple aspects, including the volume of tests analysed and the potential
for efficiency gains. The comparison extended to analysing the pipeline's ability to prior-
itize test cases, aiming to identify potential failures earlier in the testing process. This
type of test case prioritization approach aimed to reduce the overall "time to fail" metric,
which measures the duration taken to identify test failures. The emphasis on this metric
underscores the importance of rapid issue detection, which is crucial for prompt resolu-

tion in software development cycles.

In the current implementation, the Al model demonstrated its capability to analyse and
classify test cases, showcasing its potential for comprehensive test cases ranking. While
the model's conservative approach of flagging a high number of test cases for potential
failure didn't immediately reduce the number of tests executed, it laid the groundwork for
future refinements. This comprehensive analysis provides valuable insights into test
case characteristics and their potential outcomes, which can be leveraged for more re-

fined prioritization in future iterations.
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The evaluation also involved assessing the Al-assisted pipeline's performance on se-
lected project pipelines, using the best-trained model to predict test case outcomes. It is
important to note that not all data features used for training were available at the time of
prediction, reflecting real-world conditions where Al models must adapt to incomplete or
evolving datasets. This scenario provided valuable insights into the model's behaviour
under practical constraints. While the current implementation didn't achieve immediate
reductions in execution time or test cases volume, it demonstrated the feasibility of inte-

grating Al into pipeline testing and highlighted areas for optimization.

By reducing the "time to fail", developers can quickly address and fix issues, thereby
enhancing overall productivity and robustness of the development process [34]. These
evaluations confirm that the integration of Al into pipeline testing offers promising paths
for improvement, particularly in areas of test analysis, prioritization, and resource alloca-

tion.

This initial implementation serves as a proof-of-concept for integrating deep learning
models into CI/CD pipelines, specifically for test case prediction and prioritization. While
the current model's conservative approach of flagging numerous test cases for potential
failure didn't immediately reduce execution time, it demonstrated the feasibility of apply-
ing Al to analyse complex code changes and commit patterns. The implementation high-
lighted key areas for improvement, such as refining the model's precision to reduce false
positives and incorporating real-time feature engineering for more accurate predictions
with limited data. These insights pave the way for developing more sophisticated Al sys-
tems that could potentially reduce test execution times by 30-50% and improve early
defect detection rates [42]. Such advancements are particularly crucial in large-scale,
fast-paced software development environments where even small improvements in pipe-
line efficiency can translate to significant time and resource savings across thousands of

daily commits.
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7. RESULTS

The overall results are presented in this chapter. In Section 7.1 the main findings coming
from the PoC implementation are discussed. Improvements over the starting system are

listed and analysed in Section 7.2.

7.1 Machine Learning model

The training process of the deep learning model using the Adam optimizer yielded sev-

eral insights across the performance metrics.

The accuracy plot in Figure 7.1 demonstrates a consistent improvement over epochs,
starting from approximately 0.55 and reaching a plateau of about 0.84 by epoch 600.

This steady increase indicates the model's growing ability to correctly classify instances.
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Figure 7.1. Validation accuracy plot

Interestingly, the loss curve in Figure 7.2 shows a more complex pattern. Initially, there's
an increase in loss up to about epoch 150, followed by fluctuations and then a sharp
decrease around epoch 600. This suggests that while the model was consistently im-
proving its accuracy, it was also exploring the parameter space extensively before con-
verging on an optimal solution. The final low and stable loss value validates the high

accuracy, indicating that the model has likely achieved a good fit to the training data.
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Figure 7.2. Validation loss plot

The precision plot in Figure 7.3 shows a trend similar to the accuracy, starting around
0.60 and climbing to approximately 0.86 by epoch 600. This improvement in precision
indicates that as the model learned, it became increasingly good at avoiding false posi-

tives.
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Figure 7.3. Precision plot

The recall plot in Figure 7.4 reveals a different pattern. While it likely showed an initial
increase, there's a notable decline from 0.86 to 0.73 between epochs 400 and 600. This
decrease in recall suggests that while the model became more precise, it also became

more conservative in its positive predictions, potentially missing some true positives.
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Figure 7.4. Recall plot

The F1 score in Figure 7.5, being the harmonic mean of precision and recall, reflects this
trade-off, showing an initial increase but a slightly decrease in the later epochs due to

the drop in recall, despite the continued improvement in precision.
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Figure 7.5. F1 score plot

The ROC AUC plot in Figure 7.6 shows a steady increase from around 0.60 to plateau
at about 0.86 by epoch 600. This high AUC value indicates that the model has developed
a strong ability to discriminate between classes across various threshold settings, de-

spite the recall decrease.
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This pattern of improving precision at the cost of recall is not uncommon in model train-
ing. It suggests that as the Adam optimizer fine-tuned the model, it became more strin-
gent in its positive classifications. While this resulted in fewer false positives (improving

precision), it also led to more false negatives (decreasing recall).
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Figure 7.6. ROC AUC plot

These observations highlight the delicate balance between precision and recall in clas-
sification tasks. The model's performance evolution under the Adam optimizer demon-
strates its ability to achieve high discriminative power, as shown by the AUC, but also
underscores the potential need for threshold adjustment or further tuning to optimize the

precision-recall trade-off for more specific use case requirements.
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The confusion matrix in Figure 7.7 provides a detailed breakdown of the model's predic-

tions:

Confusion Matrix
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Figure 7.7. Confusion matrix

These numbers reflect the complex dynamics observed in the precision and recall trends.
The high number of true negatives (88,499) aligns with the improved precision, indicating
the model's increased ability to correctly identify negative cases. Similarly, the substan-

tial number of true positives (85,790) showcases the model's overall strong performance.

However, the presence of 33,218 false positives and 28,166 false negatives provides
insight into the precision-recall trade-off observed. The number of false positives, while
significant, is lower than it might be expected given the high precision, suggesting that

the model became more conservative in its positive predictions as training progressed.

The number of false negatives, being slightly lower than false positives, corresponds with
the observed decrease in recall from 0.86 to 0.73 between epochs 400 and 600. This
indicates that while the model improved in avoiding false positives, it also became more

prone to missing some true positive cases.
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From the confusion matrix, it was possible to calculate the final metrics for the trained

model as follows:

| ~ 88,499 + 85,790 0735 ~ 73,90
CCUracy = 88499 + 33,218 + 28,166 + 85,790 07 T /27N

Precision = 85,790 0.721 = 72.1%
TECISION = 55790 + 33,218 4T T Ien

Recall = 85,790 0.753 ~ 75.3%
CCat = 85790 + 28166 00 T 20

0.721-0.753

Fl Seore =2 50753

~ 0.737 = 73.7%

. 88,499
Specificity = e8099 + 33,218

= 0.727 = 72.7%

These metrics confirm the balanced yet complex performance of the model. The accu-
racy of 73.9% suggests good overall performance. The precision of 72.1% is lower than
the peak observed in the precision plot (which reached 0.86), indicating that the final
model state might have slightly readjusted for better balance. The recall of 75.3% is
higher than the final observed value of 0.73, suggesting that the model may have recov-
ered some recall in its final iterations. The F1 score of 73.7% represents a balance be-
tween precision and recall, confirming that the model achieves a good trade-off between
these two metrics. The specificity of 72.7% indicates the model's ability to correctly iden-
tify negative cases. This score, being close to the precision, suggests that the model is
relatively balanced in its performance across both positive and negative classes. How-
ever, there might be room for improvement in reducing false positives to increase spec-

ificity further.

Overall, the Adam optimizer has facilitated effective training of the model, resulting in
steady improvements across multiple performance metrics. The confusion matrix analy-
sis highlights the challenges in optimizing both precision and recall simultaneously and

that the model has achieved a good balance with overall satisfactory performance for a
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binary classification task, but further fine-tuning might be beneficial to achieve better bal-

ance for more consistent results.

The development of the machine learning model for the Smart Test Execution System
encountered several hardware and technical challenges, particularly related to training
performance on local machines. The training was conducted exclusively on a Nvidia
Quadro T1000 GPU with 4GB of memory, which proved insufficient for loading the entire
dataset at once for optimal training. This limitation required the exploration of various

workarounds to overcome memory constraints and enhance training efficiency.

One potential solution to these hardware limitations is the use of distributed computing
frameworks, such as Apache Spark. Distributed computing allows the workload of data
processing and model training to be shared across multiple physical or virtual devices,
thereby leveraging collective resources to handle large datasets more effectively. This
approach not only mitigates the memory constraints but also accelerates the training
process by parallelizing computations. Another viable solution involves GPU offloading,
which can optimize the utilization of the system’s resources. By cycling data into the GPU
in manageable chunks, the rest of the system's resources are freed up for other tasks,
improving overall performance and efficiency during the training phase. For this thesis,
the implementation of incremental training and smaller batches resulted in being an op-

timal solution for the amount of training data available.

During some training trials, a recurring problem was encountered with the vanishing and
exploding gradient descent functions. These issues arise when the loss gradient be-
comes either too small (vanishing) or too large (exploding) during the forward feedback
stage, potentially leading to network divergence and compromising the reliability of the
model. The causes of these gradient problems were traced back to the size of data
batches used in each training loop and the default behaviour of gradient calculation. To
address these gradient issues, a solution involving gradient accumulation was proposed
and implemented. This method entails accumulating weights for each smaller batch on
the side while performing part of the training. Once a sufficient number of gradients are
collected, the weight calculation is performed, and the new weight values are distributed
to the model’s neurons. This approach not only mitigates the gradient problems but also

reduces memory usage during training by lowering the frequency of weight calculations.

Another significant challenge identified during the training phase was the presence of
failed pipelines that were not caused by test case failures. These irrelevant pipeline fail-

ures were removed from the training data to prevent them from skewing the model’s
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predictions and to ensure that the training data accurately reflected the correlation be-
tween pipeline failures and test case results. The data cleaning process was also en-
hanced to detect and select features that carry the most meaningful information. A com-
promise on the number of features was necessary to enable the detection of hidden
patterns without overwhelming the model with irrelevant data. The selection of relevant

features is crucial for the model's accuracy and its ability to provide actionable insights.

7.2 Improvements over classic system

The comparison of the Smart Test Execution System with the classic pipeline system is
a complex and ongoing process. One of the primary goals of implementing Al in the test
execution process is to enhance efficiency and reduce the time required for pipeline ex-
ecution. By prioritizing the execution of tests predicted to fail, the Al-assisted system is

expected to cut down the average execution time of pipelines significantly.

However, there are several challenges in evaluating these improvements comprehen-
sively. Firstly, the model’'s accuracy is not always consistent, which can impact the reli-
ability of the comparisons. An accurate prediction model is crucial for the Al-assisted
system to outperform the traditional pipeline consistently. In cases where the model fails
to accurately predict failing tests, the expected time savings may not be realized, and
the system might execute unnecessary tests, diminishing the overall efficiency gains.
Secondly, the test project pipelines did not have substantial activity, making it difficult to
gather sufficient data for a robust comparison. Limited pipeline activity means fewer op-
portunities to validate the Al model's predictions against actual test outcomes, which is
essential for refining the model and proving its effectiveness over the classic system.
This lack of activity also restrains the ability of conducting statistically significant compar-
isons, as the sample size of pipeline executions is too small to draw definitive conclu-

sions.

Despite these challenges, initial metrics and observations suggest potential improve-
ments in pipeline efficiency. The Al-assisted system aims to prioritize tests based on
their likelihood of failing, thus providing faster feedback to developers. This rapid feed-
back loop is expected to accelerate the identification and resolution of issues, ultimately
leading to a more streamlined development process. To better evaluate the improve-
ments, several metrics need to be analysed. Execution time, intended as the overall time
taken for the pipeline to complete, comparing Al-assisted and classic systems. The goal
is to measure the reduction in time due to the prioritization of potentially failing tests.
Efficiency metrics, which include the number of tests executed, the number of tests

skipped, and the accuracy of the Al model's predictions. By examining these metrics, it's
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possible to assess how effectively the Al system reduces redundant test executions and
focuses on critical tests. For instance, the time to fail metric, consisting of the time taken
to identify failing tests in both Al-assisted and traditional pipelines would lead to faster
identification of failures and possibly quicker resolutions accompanied by less time

wasted on executing tests that are more likely to pass.

The future improvements and refinements in the Al model described in Chapter 8 are
expected to yield significant benefits. In the longer term, as more data becomes available
and the model matures, the Smart Test Execution System has the potential to outperform
traditional test execution methods. This system aligns with the broader goals of modern
software development practices, such as continuous integration and continuous delivery,
by providing faster and more reliable feedback loops, ultimately leading to higher quality

software and more efficient development cycles.
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8. DISCUSSION

In this chapter a discussion of the overall results is provided, comparing previous perfor-
mance and achieved improvements on test case selection in Section 8.1. Future work is

also suggested in Section 8.2, continuing on the findings from this thesis.

8.1 Test case selection

The implementation of Al-assisted test case selection in Cl pipelines represents a signif-

icant advancement in optimizing software testing processes.

The Al-based test case selection system demonstrated potential improvements in reduc-
ing the time required to execute Cl pipelines. By prioritizing and selecting only the nec-
essary tests based on code changes, the system could effectively bypass redundant and

unnecessary tests.

The final performance metrics used to evaluate the system were the reduction in pipeline
execution time and the accuracy of test case predictions. Even though the results of
predictions on new pipelines did not yield the expected time improvements yet, the ac-
curacy of the Al model in predicting relevant test cases was able to reach averages of
over 70% and peaks of 90% accuracy, indicating a high level of reliability and potential

improvements when using this model on a larger set of projects.

The possible faster feedback loops enabled by the Al system can contribute to increased
developer productivity. Developers can ideally receive test results more quickly, allowing

them to iterate on their code changes without prolonged waiting periods.

Despite the positive outcomes in the model’s metrics, several challenges and limitations
were identified during the implementation and evaluation of the Al-assisted test case
selection system with new projects. One of the major challenges during training was
dealing with the imbalance in the dataset, where the number of successful test cases far
exceeded the number of failed ones. This imbalance could potentially skew the Al mod-
el's predictions towards success, reducing its ability to accurately predict failures. To
mitigate this, techniques such as oversampling, undersampling, and balanced batch
training were employed, but further refinement is needed. Effective feature engineering
was crucial for the success of the Al model. While significant efforts were made to pre-

process and engineer features from raw pipeline data, there is still room for improvement.
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8.2 Future work

The development and implementation of the Smart Test Execution System opened up
several possibilities for future work, aiming to enhance its capabilities, broaden its com-
patibility, and ensure its sustainability as an evolving project. Future work could explore
more advanced feature extraction methods and the incorporation of domain-specific

knowledge to enhance the model's predictions.

As the size of the dataset and the complexity of the pipelines grow, the scalability of the
Al system becomes a critical concern. Ensuring that the system can handle large-scale
data and maintain performance efficiency requires further research into scalable archi-
tectures and distributed computing techniques [41]. Another possible improvement
would be exploring the use of Al-native databases which could enhance the efficiency
and performance of the system. These databases are designed to work optimally with Al
and machine learning workloads, potentially improving data retrieval speeds, scalability,
and the overall performance of the Al training and prediction processes. Currently, pre-
processed data is not saved in a database, which means that the same data might need
to be pre-processed multiple times. By saving the pre-processed data in Cassandra or
alternative databases, it would be possible to significantly reduce redundant processing,
improve efficiency, and speed up the training and prediction cycles. This would involve
designing a schema for storing pre-processed data and implementing efficient data re-

trieval methods for it.

In this implementation, the system is tailored specifically for GitLab. Expanding compat-
ibility to include support for other provider-specific source control systems and Git more
in general would significantly increase its usability and adoption. This would involve de-
veloping standardized interfaces and integration methods to seamlessly connect the Al
system with different version control platforms. Continuing on the compatibility expan-
sion, it would be useful to support plugins that allow the addition of custom test data
types. For instance, tools that are used internally in OpenText such as Robot Framework
and various test reporting tools could be integrated to gain additional knowledge about
tests executed in the pipelines. With custom plugins for this purpose, users would be
able to customize the system according to their specific testing frameworks and environ-

ments, thereby enhancing its applicability across various projects and contexts.

On the more technical side, the exploration of other optimizers and model architectures
needs to be prioritized. While the current implementation uses a standard Adam opti-
mizer and a relatively simple neural network architecture, experimenting with different

optimizers like RMSprop, AdaGrad, and possibly other mixes of custom algorithms could
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yield better performance and faster convergence. Additionally, exploring more complex
model architectures, such as different layers and neurons count, might provide improved
accuracy and robustness for the specific challenges of test case prediction and prioriti-
zation. Conducting experiments and benchmarking these variations will help in identify-

ing the most effective configurations for the optimal models.

Future work could also involve refining the Bayesian optimization approach, such as im-
proving the surrogate model or employing a hybrid method that combines Bayesian op-
timization with other techniques like evolutionary algorithms [33]. This could potentially
lead to better performance gains and more robust model configurations. Despite the
suboptimal results, the application of Bayesian optimization in this context provided val-
uable insights and sets the groundwork for further exploration and refinement in hyperpa-

rameter tuning strategies.

Ultimately the Smart Test Execution System should be provided as a software to use
regardless or personal hardware and installations, so transforming the tool into a service
could provide significant benefits in terms of scalability and accessibility. This service
would handle both the submission of data for training and requests for predictions on
new data. Implementing this as a cloud-based service or a microservice within a Kuber-
netes cluster would facilitate easier deployment, management, and scaling, making the

tool accessible to a broader audience, also aiding further improvements of the model.

Developing a feature for scheduled reports would allow teams to receive regular updates
on the time saved for each pipeline for example. These reports could be generated and
sent automatically, providing valuable insights into the efficiency gains achieved through
the use of the Al-assisted pipelines. This would help in demonstrating the benefits of the

system and justifying its continued use and development.

To maintain and improve the accuracy of the Al model, it is important to implement a
mechanism for continuous training on new data. This would involve regularly updating
the model with fresh data from ongoing pipeline executions, ensuring that the system
adapts to changes in the codebase and testing practices. A well-defined process for in-
cremental learning and model updating should be established on top of the existing in-
cremental learning logic, so that the model could be improved by multiple sources in

parallel.

Turning the Smart Test Execution System into an open-source project could help on
community involvement and collaborative development. By making the project open

source, the possibility to gain contributions from outside of the organization would benefit
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the project from diverse perspectives and expertise. Additionally, establishing an organ-
ization or community around the project can ensure its sustainability and continuous im-
provement. As a community it would be easier to focus on extending the system's fea-
tures, maintaining compatibility with new technologies, and providing support and docu-

mentation.

In summary, the proposed future work aims to expand the capabilities and reach of the
Smart Test Execution System, making it more versatile, efficient, and sustainable. By
focusing on compatibility, extensibility, continuous improvement, and community involve-
ment, the system can evolve into a robust tool that significantly enhances the software

development and testing processes.
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9. CONCLUSION

The implementation of a system based on Al and ML techniques allowed to explore ways
to improve the DevOps support at least during the CI part for teams who often run tests
on their projects’ code. A detailed PoC of the Al-assisted system has been presented,
providing implementation details, achieved results over the starting system, and possible

areas of improvement.

The findings suggest that noticeable time can be saved during testing phase for certain
pipelines where test case categorization and prioritization can be achieved by the STEX
system. While the trained model achieved prediction accuracy of over 70% during train-
ing on unseen data, further experiments should be conducted on more varying types of
tests to confirm or adapt the system to a wider range of possibilities. For the presented
case study, deep learning algorithms were proven to be effective in predicting the out-
come of unit tests in particular, given knowledge about the test cases names, code
changes, commits, and pipeline data. The thesis aims can therefore be considered
reached to a satisfactory level, keeping in mind that more accurate statistics can be

achieved by applying the developed tools in a larger context.

As software development practices continue to evolve, the integration of Al and machine
learning in DevOps processes is likely to play an increasingly important role. The work
presented in this thesis lays a foundation for future research and development in this
critical area, potentially leading to more efficient, reliable, and adaptive software devel-
opment practices. The journey from concept to implementation has provided valuable
insights into the challenges and opportunities of applying Al to software testing pro-
cesses. As long-term vision, the continued refinement and expansion of systems like
STEX hold the promise of transforming how software teams approach testing, ultimately
leading to faster development cycles, improved code quality, and more efficient use of

computational resources.
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APPENDIX A: FEATURES DATA TYPES

Figure A. Features and their data type, divided by dedicated database table.



62

APPENDIX B: GPU USAGE
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Figure B.2. GPU usage during training



