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ABSTRACT
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Modern integrated circuits are getting more and more complex due to the evolving semicon-
ductor business. Designs have been developed to follow modular practices by dividing function-
ality into separate processing elements. This leads to increasing communication needs between
processing elements and memories. Traditional bus-based communication systems lack scala-
bility for complex designs. Researchers have proposed adopting best practices from computer
networking and implementing those in hardware communication architectures.

The structure of network-on-chip communication architectures is complex, which creates the
need to evaluate the performance of the system in real world use-cases. Traditional simulation
methods for hardware design level are slow and usually available too late in the design process.
This creates a need for fast and accurate enough simulation methods for communication architec-
tural exploration purposes.

This thesis presents a modeling framework created with SystemC to enable fast, configurable,
and, reusable simulation for full chip performance evaluation. Firstly, the thesis provides back-
ground for communication on-chip and modeling in general. Secondly, the thesis presents a mod-
eling framework implemented with SystemC and data processed by the simulation model. The
framework is then used to create a model of a full chip and example simulations run with it.

The thesis provides a practical approach to the performance modeling of integrated circuits.
The framework allows designers to try different topologies and various communication system
configurations to explore performance metrics of chip design to evaluate suitability for its purposes.
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Henri Kosonen: Piirin sisdisten kytkentaverkkojen suorituskyky mallinnus
Diplomityd
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Séhkotekniikan DI-ohjelma

Toukokuu 2024

Moderneista jarjestelmapiireista tulee jatkuvasti monimutkaisempia kehittyvan puolijohdeteol-
lisuuden vuoksi. Nykydan suunnittelussa noudatetaan modulaarisia periaatteita jakamalla toimin-
nalisuutta erillisiin prosessointi elementteihin. Tama johtaa suurempaan viestintdan prosessointi
elementtien ja muistien valilla. Perinteisistd vaylapohjaisista jarjestelmistéd puuttuu skaalautuvuus
monimutkaisille jarjestelmille. Tutkijat ovat ehdottaneet tuomaan kaytantdja tietoverkkotekniikoista
ja toteuttamaan niita rautatason suunnittelussa.

Piirin sisaisten kytkentéverkkojen rakenne on monimutkainen, joka luo tarpeen niiden tehok-
kuuden arviointiin oikean maailman kaytty6tapauksissa. Perinteiset simulointi metodit painottuvat
rautatason malleihin jotka ovat hitaita seka usein kaytettavissa liian mydhaisesséa vaiheessa suun-
nitelluprosessia. Tama luo tarpeen nopeille ja tarpeeksi tarkoille simulointi metodeille, jarjestelman
arkkitehtuurista tutkintaa varten.

Téassé tydssa esitelladn SystemC:lia luotu mallinnuskehys, joka mahdollistaa nopean, konfigu-
roitavan ja uudelleenkdytettdvan koko sirun kattavan mallin luomisen. Ensiksi ty6 kasittelee taus-
toja sirun sisdisesta viestinnastd ja mallintamisesta yleisesti. Toiseksi tyd kasittelee mallinnuske-
hyksen toteuttamista ja mallin datan prosessointia. Lopuksi mallinnuskehystd kéytetaan koko sirun
mallin luomisessa ja ajetaan esimerkki simulaatiot.

Ty tarjoaa kaytanndnlaheisen I&dhestymistavan integroitujen pirien suorituskyvyn mallintami-
seen. Mallinnuskehys mahdollistaa suunnitelijan kokeilla erilaisia topologioita ja erilaisia tietolii-
kennejarjestelman asetuksia arvioidakseen sen soveltuvuutta kayttétarkoitukseensa.

Avainsanat: SoC, NoC, mallintaminen, SystemC

Taman julkaisun alkuperaisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.



PREFACE

This thesis was done in collaboration with the Nokia SoC department.

I would like to thank my Nokia instructor Reijo Lehtinen providing important knowledge
about SoC modeling and providing a topic for this thesis. From Nokia’s side also thank to
my other colleagues for providing practical help with modeling technologies used in this
project.

Also thanks to my university instructors Prof. Timo D. Haméalainen and Dr. Panu Sjévall
for providing important feedback from thesis and practical advice for this thesis.

| would like to thank my girlfriend, family, and friends for encouraging me in hard times.
Special thanks to my father who sadly passed away in the making process of this thesis.
You were always acting as an example to follow for me and without you, this thesis would
never have been completed or even started.

Tampere, 26th May 2024

Henri Kosonen



CONTENTS

Introduction .
2.  Communication on chip .
2.1 Bus interconnects
2.1.1 Hierarchial bus .
2.1.2 Bus crossbar.
2.2 Network-on-chip .
2.2.1 Topologies.
2.2.2 Routing .
2.2.3 Flow control .
3. SoC modeling . e
3.1 Languages and methods of modeling.
3.1.1 System level modeling .
3.1.2 SystemC .
3.2 Abstraction level of models .
4. Model test data .
4.1 Task and task graph
4.2 Verification tests .
5.  NoC performance model.
5.1 Model structure
5.1.1 PE simulator.
5.1.2 Memory.
5.1.3 Interconnect .
5.2 Statistics .
5.2.1 Memory access statistics .

5.2.2 Component performance statistics .
5.2.3 Transaction performance statistics .

6. Results and observations .
7. Conclusions

0 N 01 W W =

. 14
. 18
. 18
. 19
.21
. 28
. 33
. 33
. 34
. 36
. 36
. 38
. 39
.M
. 42
. 42
. 43
. 44
. 47
. 49



GLOSSARY

PVT
QoS
RTL
RTT
SoC
TDMA
TLM

Arithmetic logic unit

Advanced Microcontroller Bus Architecture
Cycle-accurate

Dynamic Voltage and Frequency scaling
Electronic design automation
Flow control digit

Hardware description language
Integrated circuit

Intellectual Property

Instruction Set Architecture

Multi Processor System-on-a-chip
most significant bit
Network-on-chip

Open SystemC Initiative
Processing element

Pysical transfer digit
Programmers view

Programmers view plus time
Quality-of-service
Register-transfer-level

Round-trip time

System-on-a-chip

Time division multiple access

Transaction-level-modeling



1. INTRODUCTION

As integrated circuits (IC) have become increasingly complex over time, designers have
moved towards modular designs to handle complexity. Modular designs lead to increased
communication needs between processing elements and memories in system-on-chip
(SoC). Traditional bus-based communication systems have struggled to meet the demand
for modern, complex SoCs. Network-on-chip (NoC) communication architectures have
emerged as a scalable and efficient solution to this problem. NoC architectures utilize
communication practices from computer networking and implement those into hardware.

The complex nature of NoC architectures complicates verifying communication systems
to satisfy the performance standards of the chip. Traditionally, performance metrics have
been measured by running register transfer level (RTL) simulation. RTL simulations are
slow, which slows down NoC architectural explorations for finding optimal communication
architecture. This thesis addresses the need for a fast and flexible modeling framework
using SystemC to simulate use-case based traffic scenarios and analyze the behavior
of NoC. This study aims to answer the following research questions: How to create a
reusable framework to explore the performance of different communication architectures?
What information related to the performance and behavior of simulations needs to be
gathered and how to analyze those? The methodology focuses on the development and
utilization of a SystemC, to create a modeling framework and chip model, following best
practices founded on academic research.

The thesis is divided roughly into two parts. The first chapter focuses on a literature review
of the academic background for the thesis. The latter part focuses on model development,
simulations, and simulation analysis. Chapter 2 discusses communication between pro-
cessing elements. It introduces traditional bus-based systems and their development,
highlighting issues arising from this development. The chapter offers NoC architectures
as a solution to these problems, focusing on three key elements affecting performance:
topology, routing, and, flow control. Chapter 3 discusses modeling of modern-day SoCs.
The chapter covers modeling at the system level and how SystemC can be utilized for
this. The chapter also discusses different abstraction levels of modeling.

Chapter 4 is the first chapter of model development. It discusses how the model test data
is constructed from the collection of memory accesses and their relations, which forms



a task graph. Test cases to verify model functionality and expectations are introduced.
Chapter 5 introduces components of the model and how components are utilized to create
an overall SoC model. It also introduces statistics collected from simulation and how
statistics are interpreted to designers. Chapter 6 introduces observations found from
overall model simulations. Finally, chapter 7 concludes the thesis and proposes follow-up
measures for future framework and model development.



2. COMMUNICATION ON CHIP

ICs are becoming more and more complex over time. To make these complex designs
manageable, modular practices are needed to produce today’s SoCs. Instead of one or
a couple of engineers designing the whole IC, there could be thousands of engineers
designing a modern Multi Processor System-on-a-chip (MPSoC). This means the design
needs to embrace modularity, so work can be divided to separate smaller teams and
reusability of components is improved. Hardware designers can focus on to design logic
of their own Intellectual Property (IP) which is then integrated to the top level of SoC.

Developing IPs separately of each other creates an added level of complexity when it
comes to integrating the IPs together to form the SoC. IPs cannot work separately and
they need to communicate with each other, e.g., processor has to be able to read from
memory and, write to memory, communicate with peripherals, etc. The traditional way
has been to use bus-style communication, where IPs share a wire or wires and follow
protocol in communication, e.g. addresses, end signals, etc.

Modern-day SoCs are too demanding for traditional buses, due to shared wires, which
calls for better solutions. In the 2000’s researchers have been studying how to adopt prin-
ciples from computer networking to on-chip communication. This means communicating
with fixed-size packets instead of serial data as in traditional bus designs. As in a normal
computer network, where terminals are connected to routers that route packets to the
destination terminal, in NoC, IPs also send packets to routers which are then routed to
destination IP. This type of communication methodology eliminates the scalability issues
of buses and makes NoCs very attractive choice for larger designs.

2.1 Bus interconnects

The most common way to connect different components on a chip is to use bus architec-
tures. In their simplest form, bus components use a single shared channel to communi-
cate. At the implementation level, this can be one single wire or there could be multiple
wires which makes it a parallel bus. Using only a single wire is not a feasible solution be-
cause bandwidth which determines how many bits can be sent per second is restricted.
This can be solved by using parallel buses, so multiple bits can be sent at the same time.
This increases bandwidth of bus but also increases the physical size.



Master

Slave 1 Slave 2

Figure 2.1. Simple bus example. IPs connected with shared channel which can be single
wire bus or parital bus

Since components share a the channel like in Figure 2.1, this means that only one com-
ponent can send data to the channel at a time. This means need to control the bus
somehow. For this, a set of rules needs to be created which determines how the bus
and its components can be accessed. These sets of rules are called protocols. In small-
scale chips, designers can design their own simple protocol which is best suited to their
needs. On a large-scale chip, a third-party protocol can also be used to boost the reusing
of components and compatibility with other components developed in the future or third-
party components. Common third-party protocols used in many chips includes Advanced
Microcontroller Bus Architecture (AMBA) by ARM [32] and Avalon by Intel [24] according
to authors in [39].

Components of bus protocols are divided into masters and slaves. The master is a com-
ponent that initiates transfers and slaves only respond to it. Master can send broadcast
transmissions which are meant for every slave of the bus, but usually messages are di-
rected to some specific component. The protocol determines how a specific slave can
be accessed. Usually, this is determined by logical addresses. For example, processors
acting as a bus master can now determine which memory component slave it wants to
write or read to by using specific address. This kind of operation is done by a decoder.
Decoder can be its own separate component or part of communication interface [42].

Protocols also determine which master can access to bus. Arbiters are components
that implement this logic. Just like decoders, arbiters also can be centralized as one
component or distributed to communication interfaces of bus components. In distributed
implementations, control signals are needed between arbiters to make sure arbiters are
synchronized with each other. Arbiters logic to determine access to the bus is called an
arbitration scheme. The arbitration scheme needs to take into account the constraints
of the bus. Usually, these kinds of constraints are that there is no starvation of trans-
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(b) TDMA arbitration scheme

Figure 2.2. Example of round robin and TDMA arbitration schemes

fers which means that some master never gets access to the bus. Round robin scheme
is an easy way to guarantee access to all masters. In round robin, every master gets
the access to bus in turn, after previous data transmission has been completed. An-
other similar scheme is Time division multiple access (TDMA). In TDMA every master
gets a fixed slot in time or in frames to access the bus. Even tough with these popular
schemes transfer starvation can be avoided, it might not be able to guarantee critical data
transfers. In many cases, we need to prioritize some transfers over others. Priorities for
masters can be determined as a static value or programmable by software. For complex
environments, multilevel arbitration can be used. Multilevel arbitration combines different
arbitration schemes. Usually there are two levels, where one priority is dynamic and the
other is static. This can be implemented with its own algorithm in the first level and static
priority as a second level [30] or some other combination.

Figure 2.2 illustrates how simple and commonly used arbitration schemes work. For
example case, when there are three masters on the bus. In the round-robin shown in
2.2a every master gets access to the bus on a circular basis and access is transferred
to the next master when the transfer is completed. In TDMA shown in Figure 2.2b every
master gets a fixed time slot for access to the bus. For example, access is divided into 10
ns time slots but instead of time, also amount of data frames or other constraints can be
used as the condition.

2.1.1 Hierarchial bus

In more complex ICs single bus might not be sufficient, when the number of masters in
the bus increases and/or other communication protocol is needed. In these cases, hierar-
chical buses can be used. Hierarchical buses are constructed from multiple buses which
are connected with bridge components. Masters can communicate directly with slaves
in their own bus and through bridges with slaves in other buses. If different protocols
are used bridges work as wrappers for both protocols and convert data transfers to the
protocol in the destination bus.



Master 1 Master 2
Bridge 1
Slave 1 Slave 2 Slave 3 Slave 4
Master 3 Master 4 Master 5
Bridge 2
Slave 5 Slave 6 Slave 7

Figure 2.3. Example bus 2.1 extended to hierarchical bus with bridges

In Figure 2.3 the example bus from Figure 2.1 has been extended to a hierarchical bus.
The way how components and bridges are arranged in a communication system is called
topology. This hierarchical bus consists of three buses which are connected with bridges.
Masters can now access components directly in their own buses or slaves in other buses
through bridges. It needs to be noted that accesses to slaves in the same bus are faster
than accesses in other buses and access speed degrades regarding how many compo-
nents it needs to traverse through. In this example master 1 has the fastest access to
slave 1 and slave 2, but slaves 5, 6, and 7 are much slower since transfer needs to pass
bridge 1 and bridge 2 before access. Total time depends on different protocols used and
bus constraints of the system.

In article [46] single bus topology is extended to a hierarchical bus and benchmarked
with different amount of components on the bus. In a hierarchical bus, components are
grouped in groups of 4 and then connected with a bridge to avoid too-long wires. Simula-
tion results show that with a modest increase in area, the hierarchical bus offers a much
higher transfer speed of traffic, generated by Traffic Generator [27].



2.1.2 Bus crossbar
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Figure 2.4. Different type of bus crossbars
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Applications that need extreme data transfer speed can utilize full bus crossbar topology.

In this topology, every master is connected to every slave with a separate parallel bus

which is why it is sometimes called a bus matrix. This allows every master to send trans-



actions at the same time. Full bus crossbar also simplifies arbitration since every bus
has only one master who can access the bus whenever wanted. Since the number of
buses increases significantly when components in the system increase, the full crossbar
consumes a lot of area, because of wiring, and a lot of power. Connectivity of full bus
crossbar is introduced in Figure 2.4a.

If power or area constraints can not be met with a full bus crossbar, then a partial crossbar
could be the solution. Unlike in a full bus crossbar, every master is not connected to ev-
ery slave through a crossbar switch as presented in Figure 2.4b. Therefore every master
can’t communicate with every slave. Either this kind of communication is not needed or
communication can be handled through another way e.g some lightweight bus. Commu-
nication requirements between components are application use-case specific. If all use
cases of the chip are known, then the crossbar can be optimized to meet these require-
ments and save on-chip area and power consumption [41]. In more complex systems,
cascaded crossbars with optimal topology can be used [25].

2.2 Network-on-chip

The increasing complexity of SoC’s highlights scalability issues of bus-based communi-
cation. Shared buses are too slow and full crossbars consume a lot of space even though
some optimizations could be utilized. NoC ’s trying to solve these issues by bringing
similar ways of transferring data on the modern internet. This includes fixed-size packets
instead of serial data which is routed through a network of routers from sender to receiver.

Compared to bus interconnects NoC’s are more complex but also more flexible. NoC de-
sign part can roughly be divided into three concepts: topology, routing, and flow control.
Topology defines places for each IP and router. This defines what routes there are avail-
able between IP’s. Routing determines how these routes are utilized by creating a routing
algorithm. Flow control defines what kind of resources are available for hopping between
components and how to handle conflicting accesses to the same route or part of it. These
concepts are highly related to each other and have a high impact on performance. Mak-
ing wrong decisions in topology design might ruin routing design, and bad routing ruins
flow control design, with unpredictable traffic scenarios or with irregular congestion of the
network.

2.2.1 Topologies

In networks, topology is an important part of the design. It defines how nodes are ar-
ranged in the network which affects to performance of a network. Wrong topology deci-
sions might lead to high traffic in some parts of the network and/or long latency between
crucial parts of systems. This chapter presents some of the most common regular topolo-



Figure 2.5. Ring topology

Figure 2.6. Octagon topology

gies which are ring, octagon, star, mesh, torus, trees, butterfly, and cube-based. Although
most of the systems use regular topology sometimes irregular topology is needed. This
kind of topology might offer greater bandwidth and better performance in some specific
systems but usually scales non-linearly which makes irregular topologies unsuitable to
be a general solution [2]. In the following topology figures processing elements (PE) are
IPs that create transfers to network and routers direct transfer to correct PE. PEs are
presented as squares and routers as circles.

In Figure 2.5 ring topology is presented. Every router is connected to a neighboring router
which allows the node degree to stay constantly at two. This allows simple routers to be
used which occupy less area than complex routers. The downside of this topology is that
the diameter of the ring quickly increases when the number of PEs on the network grows
which leads to increasing latency between the farthest nodes. Also if the farthest nodes
need to communicate a lot, packets need to be delivered through many routers. which
can lead to traffic and thus decrease performance. Ring topology suffers also from poor
path diversity. This means that only a single wire fault can disrupt the network. [10]

Octagon topology presented in Figure 2.6 is pretty similar to a ring topology. Each node is
connected to a neighboring node like in a ring but also connected to the farthest node in
the network. This eliminates the scalability issues that are related to the ring [2]. Although
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Figure 2.8. lllustration of similarities of mesh and torus topologies

the octagon offers slightly better performance it demands a more complex router and
more wires than the ring which occupies more area on the chip.

In star topology, every node is connected to a central router. Topology is great due to the
small amount of hops between any node. There are always 2 hops between the source
and destination in any N-node system. Connections between nodes is presented in Fig-
ure 2.7. The central node has N-1 connections and the edge nodes have a constant 1
connection which highlights the importance of the central node for the whole communi-
cation system. This makes the central node a bottleneck in bandwidth and size, and also
whole communication system fails if the central node fails. [10, 26]

Mesh topology connects nodes to their neighbors in four directions. This is illustrated in
Figure 2.8a. Mesh topology is resilient to errors due to great path diversity. Due to its
regular shape, it allows also good scalability opportunities. The shape also has problems
by heavily increasing diameter when more nodes are added to the network [2]. This
creates differ in bandwidth for nodes where edge nodes have less bandwidth. To tackle
the diameter issue, torus topology can be used. It is mesh architecture, where end nodes
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Figure 2.11. Cube type topologies

of a row or column are connected with direct link. Torus topology illustrated in Figure 2.8b.
[10]

In binary tree topology, PE’s are the lowest leaves in the tree. For every two PE’s there is a
router as a parent node connected to and this router node is again connected to its parent
router until the root node is reached. The structure of topology is illustrated in Figure 2.9a.
It allows access to the whole network and is widely supported by network and hardware
vendors, but in poor design, the root node becomes the bottleneck for communication.
Also, path diversity is poor and root node failing might lead to the whole network failure.
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Binary tree configurations get complicated when the size of the tree grows. Fat tree
topology is similar tree like topology, but instead of connection only to upper level node,
it connects to all upper level node. This increases path diversity but demands more size.
Fat tree is illustrated in Figure 2.9b. [10, 2]

Butterfly topology offers low and fixed hop counts between nodes. On the downside,
topology lacks path diversity which makes it prone to errors and wire lengths grow due to
diagonal connections that have to transverse through half of the network diameter [10].
Long wires and complex routing of wires can lead to high power consumption [2].

Figure 2.11 presents base topologies for cube-based topology. To avoid confusing figures
PEs have been left out and only routers are shown. In 2.11a routers are placed in cubic
shape and connected to neighbors. Due to the shape, a cube has good path diversity, it
is error-prone, and the hop count is fixed. Usually, one cube is not enough for the whole
system. In hypercube topology, two cubes are connected to each other which increases
PE capacity. In theory, cubes could be increased as much as wanted to meet the amount
of PEs needed. The problem is when the system grows and more cubes are added,
the distance between the farthest nodes grows large which affects the latency. To avoid
increasing diameter and node degree of topology, many variations of hypercube have
been presented.

One proposed solution is folded hypercube topology. Topology is similar to hypercube but
with additional links between nodes that are farthest from each other. With this addition,
each node can reach any node with a maximum of n/2 hops where n is the dimensionality
of hypercube. In hypercube maximum hop count is n. In addition to halved diameter,
folded hypercube offers better average distance, shorter delay in communication links,
and less message traffic density [3].

2.2.2 Routing

When deciding the most suitable topology for NoC, the routing of packets must be consid-
ered. The chosen routing algorithm determines which routes packets transverse through
NoC from source to destination. Choosing an algorithm is determined by various pa-
rameters. The algorithm should be such that there is no packet starvation or deadlocks
[34]. Other parameters that affect algorithm choosing could be the amount of hops which
affects latency, power consumption, and other performance-related parameters.

Routing algorithms can be categorized into deterministic and adaptive routing algorithms
[40]. Deterministic algorithms have always the same fixed path between two nodes. This
allows fast channel decisions for routers and simple implementation of routers. On the
downside, these algorithms don’t take into account non-uniform traffic distribution which
can cause traffic in some parts of NoC. These algorithms also guarantee in-order packet
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delivery because of fixed path [2]. A simple example of a deterministic routing algorithm
is the XY routing algorithm. It is usually used with mesh or torus topology where rows
describe the x-axis and columns the y-axis. Packets are first routed to the correct column
in the x-axis and after that to the correct row in the y-axis [12]. This algorithm is easy to
implement but in irregular traffic scenarios, it tends to create traffic in the center of mesh
or topology [9]. Deterministic routing can still appear today in irregular topologies where
the design of complex algorithms is difficult [11].

In adaptive algorithms, the state of the network is considered when making routing de-
cisions. Adaptive routing allows the choice of different paths from source to destination
depending on network state. For example, if some link is broken or the link is under heavy
traffic, packets can be routed through different route. To implement an adaptive routing
algorithm, routers need to be aware of network state which then leads to more complex
router design. Also when the path is selected adaptively, packets may transverse through
different paths which leads to an undetermined order of packets, and reordering is needed
[40].

Adaptive routing algorithms can be categorized as minimal and non-minimal. Minimal
algorithms allow only the shortest path to the destination which makes it a good solution
in low-traffic applications. Non-minimal allows to use also longer paths which makes it
more adaptive and in high traffic loads allow lower latencies [13]. In adaptive routing,
more information about making routing decisions is available so it would make sense that
adaptive routing is better. This is not always the case. The key part is how the state of the
network is considered. A typical way is to keep track of how router queues are occupied
and then route to the direction that has less traffic. But because this information is local
in the network context, the router doesn’t know how much traffic there is in the next router

[11].

Routing decisions can be made with table-based routing and algorithm routing. In table-
based routing, the routing decision is done according to routing tables saved in routers
and/or in sources. In source routing, routing tables are created in the transaction source
which is then passed to routers in the network with packet. Routers can then quickly make
routing decisions since it is done already in the source. In source routing, network state in
intermediate routes can not be taken into account and it is rarely used in adaptive routing
algorithms. In node-table routing, every node has its own routing table. When the packet
arrives to router it performs a lookup to the routing table and chooses the next node for
the packet. This slows down routing decisions but allows us to consider the network state
in intermediate routers and modify routing tables in these routers. This makes node-table
routing more suitable to adaptive routing algorithms. In algorithmic routing, routing tables
are not needed. The routing decision is done by computing the algorithm in run time.
The algorithm needs to be simple to avoid long computations for the next destination.
These are also less generic solutions than table-based solutions. Tables can be always
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reconfigured but the algorithm is fixed to the topology. If the routing algorithm is simple, it
offers good performance in speed and also in area since there is no need for large routing
tables to be stored in nodes. [11]

In recent years machine learning techniques have been also applied to NoC routing.
DeepNR [45] is one of the most recent routing algorithms that applies neural networks
for making routing decisions. In this study, DeepNR is applied in mesh network and com-
pared to traditional algorithms. Results show that DeepNR is superior in throughput and
latency. On the downside, decision-making causes timing overhead, and neural network
implementation causes area overhead in the chip. Area overhead can be reduced by train-
ing the algorithm offline which lowers significantly area overhead although this denies the
opportunity to train the algorithm for new traffic scenarios after the chip is implemented.

2.2.3 Flow control

Transaction

- ™

Packet

Packet header — 3 \ /ll )

Flits

Figure 2.12. Transaction divided into packets and packets divided into flits [11]. The
packet header includes all routing-related information so flits can be transmitted in order

For the performance of interconnect, flow control is one key factor besides topology and
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Figure 2.13. Packet buffering timing examples [11]

routing. Flow control means how physical channels are allocated for transactions and
how to behave with conflicting channel access requests. Flow control determines most of
the router architecture for example amount of buffers. Buffers are used to store packets
or part of packets called flow control digits (flit) until the channel is available and can be
allocated for buffer content.

In interconnects initiators send transactions to targets. The packet is the basic unit of
transaction which has a header that usually includes information about the route it is about
to transverse, for example, address, list of nodes, or directions in the path. The packet
also might have a sequence number if packet ordering is needed due to the diverse paths
of packets. Packets can then be divided into flits which size equals to bandwidth. This
means flits are buffer-sized pieces of the packet and the channel is always allocated for
transmitting one flit. Flits have no routing or sequencing information so flits need to be
sent and received in order. Flits can then be divided into physical transfer digits which are
units of data that can be sent at one clock cycle through the channel. Transaction dividing
to smaller pieces is illustrated in Figure 2.12. [11]

Buffering of transactions can be packet or flit-based [11]. In packet buffering, the whole
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packet is buffered in the router until all of its flits have been sent. The most simple packet
buffer technique is store-and-forward flow control. Channel is allocated for the whole time
packets are transferred over and after the whole packet is sent over the channel, a router
can forward the packet to the next node. Figure 2.13b shows timing diagram when system
in figure 2.13a uses store-and-forward flow control. Router 1 sends two packets with three
flits per packet. The first packet is sent in a first clock cycle over channel 1 and then in
a third cycle over channel 2. Packet 2 is sent to the channel after router 2 has buffered
the packet after 3 clock cycles. This creates a low utilization rate for channels and long
delays to transactions.

Another packet buffering method is cut-through flow control [11]. Cut-through allocates
buffers in units of packets but allocates the next channel as soon as the header is re-
ceived. In Figure 2.13c is the timing diagram of the system in Figure 2.13a using cut-
through flow control transferring the same traffic as in Figure 2.13b. When router 2 re-
ceives the head flit of the first packet, it immediately allocates channel 2 and starts trans-
ferring packet 1 over channel 2. In this simple example, cut-through flow control is 2 clock
cycles faster than store-and-forward. It has much better bandwidth utilization and lower
latencies than store-and-forward and with longer packets and a more complex network,
this difference would grow.

Besides packet buffering, flit buffering can be used. Instead of whole packets, buffers
are allocated in flits. Wormhole flow control works similarly to cut-through but instead of
packets, it buffers one flit at a time. This allows more efficient buffer usage. Virtual channel
flow control offers more flexible flit buffering flow control by dividing physical channels into
virtual channels. When arriving at the router, the head flit allocates the virtual channel of
the next hop to itself. If another transaction is coming at the same time and is about to
do the next hop in the same direction it allocates its own virtual channel in that direction.
Only one flit can be transferred over a physical channel at a time so virtual channels
have to compete for bandwidth. Physical channels can be arbitrated for virtual channels
equally when both channels get to send flit in every other clock cycle. Another way is to
allocate the physical channel to the virtual channel which requested it first and release
it to another virtual channel when the first virtual channel has been released [11]. More
sophisticated arbitration method is to use quality-of-service QoS parameters to allocate
physical resources [29] [4].

In addition to arbitration of channels between nodes, routers have to be aware of buffer
availability in the destination router. Widely used buffer management mechanisms are
credit-based, on/off, and ack/nack mechanisms [11]. In credit-based buffer management
sending routers keep a count of free buffers of destination routers. When the flit is for-
warded, the counter on the sending router is decremented. When the counter reaches
0, the sending router knows that all buffers are full and needs to hold the transaction in
its own buffers. This creates backpressure on the sending router. When the destina-
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tion router has been able to forward flits and buffers are freed, it sends credits back to
the sending router and flits can be forwarded again. On/off buffer management reduces
signaling between routers. Destination routers signal with 1 bit are they accepting trans-
actions. When buffer occupation rises above the off-threshold level, the on/off bit is set
to the off state, and the sending router stops flit forwarding. When buffer occupation de-
creases below the on-threshold level, the on/off bit is set back to the on state, and flits
can be forwarded. Note that these threshold levels can have different values. In ack/nack
destination node responds to received flits either with ack which means flit is accepted or
with nack which means flit is not accepted. This removes round-trip delay which occurs
in other mechanisms but does not really provide better performance because the sending
router needs to buffer flit anyway until it receives the response. It is typical to ack/nack
buffer management that flits are received out-of-order. When flits are forwarded in order,
some flits in between the packet might receive a nack response and when a missing flit is
re-transmitted, flits are out-of-order. In destination, flits have to be then reordered which
increases the complexity of the router.
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3. SOC MODELING

SoC modeling is an important part of the design process. It reduces time to market by
allowing hardware and software design to start at the same time. In the traditional serial
design process software design could be started when the hardware design was ready
and could be tested against it. Models can now replace hardware design and software
can be run against models. Architects can utilize modeling in design space exploration by
modeling system’s performance and what kind of trade-offs architectural decisions cause
to performance. In the verification phase, co-simulation of models and designs can be
achieved in order to verify that the design matches the specification. Manufactured chips
are finally validated that they work as specified.

Modeling means describing the system in other ways than with itself. Since there are
various use cases and the complex nature of SoCs, it is not possible to rely on only one
model that would handle all use cases. Architects need models that take into considera-
tion most performance-related aspects. Programmers need functionally accurate models
and preferably fast execution time. Verification needs a model that does the exactly same
thing that their design should do. The integration team needs a model or modeling frame-
work to represent how IPs communicate and work together.

This creates a need for different types of models. Since models differ from each other
in a means of timing and functional abilities, different types of methodologies and lan-
guages are used. This chapter presents what type of abstraction levels and points of
view can be used in modeling. The chapter also presents commonly used languages and
methodologies used in modeling focusing on architecture-level modeling.

3.1 Languages and methods of modeling

In this work, the focus is on architectural-level modeling and leave out the most accu-
rate modeling methodologies. At this level, details about the implementation of subsys-
tems are not needed. Only essential functionality and performance-related attributes are
needed.

Transaction-level-modeling (TLM) offers a great level of modeling to explore architectural
options for SoC. The basic idea of TLM is to separate computation and communication
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[19]. Modules handle computation and can communicate through abstract channels with
transactions. From the beginning, developers can connect modules by using simple chan-
nel implementation. When a real communication protocol is defined, the channel can be
refactored to follow the protocol. This is a major benefit compared to Register-transfer-
level (RTL) modeling where communication is handled through wires which forces to have
working communication from the beginning.

3.1.1 System level modeling

In system-level-modeling, SoC is modeled at a higher abstraction level than the actual
RTL design [36]. Despite the higher abstraction level, system-level models need to be
functionally accurate and/or timing-accurate. Usually, system-level models are developed
with some high-level language, such as C/C++ and SystemC which is an extension of
C++. SystemC is explored later in more detail. System-level modeling is usually used to
create a virtual platform for SoC. Depending on the nature of the platform each IP has its
own system-level-model which can be then connected to a virtual platform and emulate
real SoC. Virtual platforms may also emulate external peripherals or even real peripherals
can communicate with the system model. [8]

Since system-level models have higher abstraction, the development of models is faster.
Faster development makes them suitable for design space exploration. In design space
exploration, the goal is to get the best possible solution for the problem with a minimal
amount of resources. Design space tries to answer questions like [43]:

* What components are needed?
* How many of each component is needed?
* How do components communicate?

» What kind of algorithms are executed?

Designers can easily test different processors or hardware accelerators for predefined
use cases and select the most suitable one. Sometimes multiple processing element is
needed for the computation. With flexible integration of processing elements, different
amounts of processing elements and components can be simulated. On-chip commu-
nication can then be simulated and find the most efficient topology and design for the
system. Correct traffic scenarios are crucial for simulation, so bottlenecks and critical la-
tencies can be found. In modern SoC'’s, power consumption has become one of the most
important features. Many embedded systems are not connected to the electrical grid but
instead, they use batteries. Lower power consumption leads to longer operating time.
Traditionally power consumption analysis is simulated at the RTL level but these can be
also evaluated at the system level. A common way to implement these power analysis
simulations has been using an instruction set simulator which calculates power consump-
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tion based on executed instructions [20]. This method restricts simulation to processor
models only. There are also state-based power consumption modeling frameworks that
can be utilized for the whole system [28].

A common way is to build a simplified performance simulation for SoC. Authors in [48]
present a testbench framework for the early design phase. The framework follows a pretty
generic pattern where computational components are replaced with transaction genera-
tors. Transaction generators create transactions at a predefined rate or when reacting
to external events. Transactions are sent through a generic channel interface to the bus
model which is the bare minimum RTL component implementing a generic channel in-
terface. Transactions are then forwarded to the correct place depending on what type of
transaction it is. The generator keeps count of latencies and throughput to get perfor-
mance results. With these results, they were able to recognize bottlenecks of the system
in different traffic scenarios.

The framework is modeled with RTL language, but the descrption of the system is a sys-
tem level description. RTL components are simplified to bare minimum to lower simulation
times. The case for framework was relatively small and using RTL models might be rele-
vant for smaller systems. For complex SoC designs more abstracted and faster methods
are needed. The framework presented in [49] offers a view of system-level performance
simulation with highly abstracted models. The framework is implemented with SystemC
which reduces simulation time and therefore allows more complex system model simu-
lation. Results are not that reliable since most of the low-level interconnect details have
been abstracted away and only essential ones are taken into account. Usually in early
design phases, accurate results are not even needed but more important is to detect
possible bottlenecks and system-level design faults.

In the past 15 years, the open-source gem5 simulator [18] has gained a lot of reputation
for computer architecture research and SoC system-level modeling. The simulator project
formed from the merger of CPU simulation framework m5 and memory simulator GEMS.
It has been widely adopted in academia and in industry where companies such as ARM
Research, AMD Research, and Google have adopted simulators to their research use.

Gemb5 offers a flexible discrete event-driven system simulation platform for homogeneous
and heterogeneous computer systems. The semantics of Instruction Set Architecture
(ISA) and CPU hardware model are decoupled in gem5. It supports ARM, x86, MIPS,
SPARC, POWER, and RISC-V ISAs. CPU model defines how instructions defined in
ISA are executed. Different CPU models can be used for different parts of the design
phase. Simple in-order CPU models can be used for quick architectural exploration. Out-
of-order CPU models are more detailed models with out-of-order execution and data-path
pipelining which makes it suitable for performance evaluations. The platform allows the
modeling of complex memory systems and interconnects between components. Power
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consumption metrics can be recorded from simulation because simulation objects support
Dynamic Voltage and Frequency scaling (DFVS). The simulator also interfaces with other
simulation and modeling environments which allows flexible simulation for different types
of component models, such as hardware accelerators and devices. [17]

Article [50] presents a flexible modeling framework for SoC architectural exploration based
on gemb. It is targeted to for ARM R series CPU-based embedded SoCs but can be ex-
tended with SystemC models by using coupling methods between gem5 and SystemC
components developed in [37]. The framework allows the exploration of systems with
different CPUs, branch predictors, memory modules, accelerators, and interconnects to
explore design feasibility and possible bottlenecks in performance. The paper also vali-
dates the simulator against real hardware and explains the differences between hardware
and simulator. In Arithmetic logic unit (ALU) execution they found out that latencies are
accurate with less than 1 % error, but cycles per instruction accuracy were bad for multi-
cycle instructions, e.g., multiplication and dividing, by underestimating cycles needed for
execution. Analysis for branch prediction gives unreliable results for modern-day complex
branch predictors, but could be suitable for fairly simple predictors. Also, memory system
benchmarking has a lot of variety in error rates depending on the memory access sce-
narios used. Although results are not that reliable, the framework offers a good tool to
explore ARM R series-based SoC performance in early architectural evaluation offering
shorter time-to-market which is crucial in SoC design.

System-level modeling can be used also in other things than just performance and archi-
tectural evaluation of SoC. Verification of hardware and software components is a crucial
part of the design process. The interoperability of these components can be verified
with co-simulation where software is run against either real hardware or hardware model.
With complex SoCs running co-simulation with accurate RTL hardware models can take
days. Using faster environments and models for testing software makes debugging of
software easier and faster and therefore shortens time-to-market. One such way is to
create a simulation setup with a high-level programming language. Authors in [16] have
created co-desing environment with the help of an ARM instruction set simulator and with
model components using C-language. This approach offers 100 to 1000 times faster
simulation than using RTL. The approach was demonstrated with an example program
MPEG-4 decoder program for ARM-based hardware. Using cycle-accurate C-models 95
% of accuracy was reached compared to RTL simulations. With shortened time designer
productivity increases significantly.

3.1.2 SystemC

SystemC is an extension of C++ language enabling modeling in varying levels of abstrac-
tion. It constructs from C++ libraries offering classes, macros, and other definitions for
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Figure 3.1. Basic structural view of two SystemC component model

modeling systems and from simulator. Components can be modeled as purely functional
without timing characteristics or timed models at different levels. Timed models can be
approximately timed TLM models or cycle-accurate RTL models. It suits well for modeling
modular system models by separating computational blocks and communication between
blocks. This feature allows iterative development of IP models and interconnects which
makes it a great choice as a framework for complex SoC virtual platforms. SystemC is
standardized by Open SystemC Initiative (OSCI) and Accellera Systems Initiative and has
the latest reference manual published in 2023 [23].

SystemC modules are basic building blocks of system models. Modules are structural
objects that encapsulate needed components of the modeled system, such as internal
variables, concurrent processes, and communication interface to other modules. Mod-
ules are implemented by inheriting the sc_module class and implementing processes
and desired functionality inside the created class. The interface does not require imple-
menting any virtual functions [23], but sometimes implementing simulator phases relating
functions is useful, such as printing statistics from simulation. Where modules imple-
ment computation, channels, and ports implement communication. Ports are owned by
modules and communicate through channels. Communication can be implemented with
simple templated primitive ports sc_in and sc_out where the type of data is determined
by the template parameter. These ports are then connected in a top-level module with
a channel that defines the communication implementation. Instead of primitive channels
communication is usually done with the TLM 2.0 library, which allows the implementa-
tion of complex communication systems without going too deep into details. Structure of
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using namespace sc_core;
class MyModule : public sc_module {
public:

sc_in<bool> clock;

MyModule (sc_module_name name) : sc_module(name) {
SC_METHOD (method) ;
sensitive << clock.pos();
SC_THREAD (thread) ;
sensitive << clock.pos();

}
void method (){

}

void thread () {
while (true) {

wait () ;

};

Listing 3.1. Example of SystemC module constructor with functionally identical method
and thread

SystemC top module is illustrated in Figure 3.1.

SystemC has 3 variants for handling the execution of concurrent processes; SC_METHOD,
SC_THREAD, and SC_CTHREAD. SC_CTHREAD can be used in synthesizable code but
should be avoided in modeling since it can be sensitive to only one clock. This creates
complex synchronization issues between different processes using different clock. For
SC_METHOD and SC_THREAD triggering events can be defined in the sensitivity list in
the constructor of the module. SC_METHOD is executed from the beginning to the end
of the method each time an event defined in the sensitivity list is notified. It is suitable
for modeling processes that are immediately executed, for example combinational logic.
To add dynamic sensitivity it can call the next_trigger() method from the sc_module base
class. The method takes as parameter events that will cause the triggering of the method
from the beginning. If no given parameter, the method waits for some event defined in the
sensitivity list to be notified. SC_THREAD is pretty similar to SC_METHOD but can be
suspended in execution which makes it suitable for modeling processes that take longer
than one clock cycle or need to wait for some other data to be available. Thread only exe-
cutes once in simulation, but an eternal loop can be used to avoid terminating the thread.
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In the loop, wait() statement has to be called to give processing time to other processes.
Statement wait() without parameters suspends the thread until some event defined in the
sensitivity list is notified or has time or event as a parameter and suspends the thread until
the parameter event notifies. This makes the thread well-suited for modeling sequential
logic that has delays or complex control mechanisms that depend on other modules.

Listing 3.1 presents an example class definition of the SystemC module. Example follows
C++ style without using SystemC defined helper macros for module definitions itself. The
module includes two functionally identical processes, method and thread. Processes are
initialized by using the correct macro for the process type. After that positive edge of the
external clock is added to the sensitivity list. Every time this event is notified, the method
and thread are triggered but also once after initialization. This can be avoided by calling
dont_initialize() method from sc_module. It should be noted that if the thread is run to
the end, it is terminated and not restarted from the notified event. Depending on nature
this can usually be solved by adding an infinite loop and wait statement for waiting next
triggering event. Another way is to dynamically spawn new thread from elsewhere.

SystemC also offers additional data types for application-specific word length types [23].
These data types allow to create bit-accurate models from real hardware. The precision
of data type can be set to correct word length with template parameter, and types can be
used as normal C++ standard types and do the same logical and arithmetic operations
as with C++. Also, logical and arithmetic operations can be done between types similar
manner than with C++ types. In fixed point models sc_fixed type is really useful since it
allows the user to define integer part width in addition to variable length. SystemC data
types are templated classes which causes overhead and leads to lower performance than
using C++ primitive data types. Primitive data types also allow flexible use of ready-made
tools and libraries, like the C++ standard library, which helps simulation development
offering ready-made data structures, file 10, and other helpful utilities. In the end, the
purpose of the simulation define which data types are used because of the accuracy vs
performance tradeoff. SystemC data types suit well for accurate verification modeling and
synthesizable model and primitive types early phase design space exploration.

Besides computation, the module needs to communicate with other modules. Modules
need to exchange data to read input data for computation and write results computed.
This is a significant part of real hardware performance and is especially critical for mod-
eling hardware performance. SystemC offers a lot of variations for modeling communica-
tion from simple signal exchanges to complex transaction-based communication systems.
SystemC has port classes to define modules interface to communication channels. There
are three types of port classes: sc_in for ports that the module can only read, sc_out that
the module can only write, and sc_inout that can be read or write. Port classes are tem-
plated classes and the template parameter defines the data exchanged over the channel.
Channels define the behavior of communication. To model a simple wire connection there



25

is sc_signal class to describe this type of communication. SystemC also offers fifo class
sc_fifo to model first in first out queue-based communication. Fifo has a static size which
is set in construction time [23]. Modules can use the write function to buffer value in fifo if
there is free space and consume value by read function which returns the value and re-
moves it from the buffer. Both operations can be either blocking or non-blocking. Blocking
methods wait until the operation can be done which means for a read that there is data
available and for write that there is free space in fifo. In non-blocking methods, return
values define if the operation successful or not. If the user wants to implement a com-
plex communication system, the user can inherit sc_channel to define their own channel
using a primitive interface or even inherit sc_interface to define their own interface for
communication and implement channel using this interface [22].

Creating communication systems with own implementation of channels and interfaces
needs a lot of work and easily becomes too accurate for system-level-modeling purposes.
SystemC offers a TLM library to model transaction-based communication systems with
varying accuracy. Instead of individual signal exchange between modules, the exchange
is done with abstracted transactions using function calls from processes. This reduces the
details of communication which improves simulation performance. It also has other built-in
features to boost the performance like temporal decoupling, where parts of the simulation
are allowed to run ahead of the SystemC kernel to avoid costly context switching [23].

The library has a tim_generic_payload class to present transaction payload. Generic pay-
load has common attributes that are usually needed for transactions, e.g., address, type
of command, response status, data length, streaming width, and byte enable info. The
payload also has a pointer to data, where the receiving module can read or write data
of the transaction. The generic payload also has templated methods to add extensions
to include interconnect specific data in transactions, such as identifiers for modules. In-
stead of using ports, transactions are exchanged through sockets. The socket can be
either initiator socket (tim_initiator_socket) or target socket (tim_target_socket). Initiator
sockets open transactions, and when the response comes, close transactions. The ini-
tiator socket acts like a master in communication. Target sockets act like slaves and wait
for transactions, handle transactions, and send responses back. Communication can be
either blocking or non-blocking, but it must always follow protocol. The library offers base
protocols for communication, but users can define their own protocol also, but usually
base protocol is enough [23].
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Figure 3.2. Communication example between two modules through interconnect module
using blocking and non-blocking transport [23].

Figures 3.2 illustrate dataflow between two modules through an interconnect module. In
3.2a modules use blocking transport in communication. The initiator calls b_transport first
for the interconnect module. The interconnect module can modify the payload of trans-
action like mask operation for address. Then interconnect calls b_transport for the target
module which executes the command given in the payload. Usually, this means reading
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data to the internal buffer from payload data or writing to the payload data buffer. After
this target module can return from the function. The interconnect module then returns
from the function called from the initiator module. In this phase, it is also allowed to do
modifications to the payload. It is needed to note that the interconnect module can return
early before calling the target module if it detects some illegal payload such as an un-
known address. Also, modules can wait between returning and calling the next transports
to describe delays in a communication system

In contrast to simple blocking transport, non-blocking transport is more complex. It is a
way to implement asynchronous communication between modules. Figure 3.2b illustrates
the same transaction exchange between modules as in 3.2a but implemented with non-
blocking transport. The base protocol has four phases for communication; begin request,
end request, begin response, and end response. For non-blocking transport, there are
two paths for communication. The initiator of the transaction uses the forward path and
the target uses the backward path. In 3.2b example initiator module starts the transaction
by calling the forward path with the begin response phase. Call returns immediately with
information is request accepted or not. Then interconnect begins the request for the target
module using the forward path and ends the request of the initiator module by using the
backward path. In this phase, the initiator knows only that the transaction request is sent
and not what is the outcome of the transaction. The target module ends the request of
the interconnect module through the backward path and after that starts the response
through the same path with the interconnect. Then same thing happens between the
interconnect and initiator module. Then target module ends the response through the
forward path with the interconnect module and the interconnect module does the same
with the initiator module. After final end response, the initiator has the final response for
the transaction. Modifications to the payload should be paid attention. Modifying should
be done between begin and end phases of request or response and not in non-blocking
calls.

In overall, SystemC offers a versatile framework for modeling systems including hardware
and software. The key advantage is the abstraction level of models which allows modeling
systems as high abstraction system-level-models instead of accurate RTL design of sys-
tem. It can be even used to create synthesizable hardware design [38]. SystemC follows
a modular hierarchical design which allows integration of different abstraction level mod-
els which makes it a great choice for virtual platform use cases. This also allows iterative
development of models, starting from a simple model with only necessary features and
no timing, to a bit-accurate and cycle-accurate model. All this makes SystemC a crucial
tool for SoC modeling.
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3.2 Abstraction level of models

SoC design is a complex process that includes many sub-processes. An algorithm for the
chip needs to be designed. System architecture needs to be designed so that the chip
can perform the algorithm it is designed for. The created design needs to be verified and
validated before manufacturing. Models can be used in these kinds of phases of the SoC
design process. Requirements for different types of models vary a lot depending on the
use case. When designing the algorithm, implementation or even the architecture of chip
is not important. Architectural choices don’t need the full functionality of the chip, only
essential behaviors of components and communication of components. In verification
models, all criterias set on them in functionality and performance wise must be taken into
account. This creates the need for models with different abstraction levels.

Depending on the use-case of the model classifying it to certain abstraction levels is hard
and can have elements in different levels. A common way is to classify abstraction levels
by timing, and functional accuracy of the model. The following list defines five different
abstraction levels commonly used in SoC modeling starting from the highest abstraction

(1]

+ Algorithm modeling: Describing only system functionality. No implementation-specific
features are modeled and communication between different parts of the system is
simplified to maximum. Used for validating algorithms.

+ Transaction-level-modeling (TLM): Models functional and communicational features
of the system without describing the implementation. Communication is simplified
with abstract transactions. Inside TLM there is a lot of variation in the accuracy of
the model and even cycle-accurate models can be done. Used for virtual platforms
and performance modeling.

 Register-transfer-level (RTL): Describes system as signals moving from register to
register. Signals transverse through logical components between registers which
creates the functionality of the system. RTL is used for hardware design and verifi-
cation. RTL can be synthesized into gate-level descriptions. Always cycle-accurate.

» Gate-level: Describes system as logic gates and other components. Used for ac-
curate verification.

» Physical level: Detailed layout of actual physical components. Used for final verifi-
cation.

RTL, gate-level, and physical-level representation of the system are highly related to its
implementation and are out-of-scope for this work, as this thesis focuses on higher ab-
straction levels. Previously discussed system-level-modeling is more overall term to sep-
arate conceptual models of the system from models describing the implementation of the
system. This means algorithmic and TLM levels mentioned in the listing. Algorithmic
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modeling is the highest abstraction level in modeling. It is meant to validate chosen algo-
rithms and the overall functionality of the system. These models are usually developed
with some high-level programming language, such as Matlab [5]. It has wide support from
vendors and allows easy adaptation to design flow [44]. Algorithmic modeling does not
follow any standard and inside this category is a lot of variation in accuracy. The model
can consist of only calculating desired functions according to the algorithm or even be
synthesizable code. Usually, the main goal is just to get validation that the algorithm is
fast enough and behaves in the way it was designed.

When the algorithm is validated, designers can start to design how to implement it. The
crucial question is which kind of SoC architecture is needed to fulfill performance expec-
tations for the desired algorithm. TLM, is a good choice to model the architecture of SoC
before going to the implementation level. TLM itself has two different styles to model
the hardware: loosely timed and approximately timed. These are defined in SystemC
standard [23] by the way transactions synchronize in timing points of simulation and are
more of coding style recommendations and do not tie the developer to a specific way to
develop the model. Choosing the coding style for the model affects simulation speed and
accuracy, loosely timed is faster to simulate, but lacks timing accuracy, and approximately
timed is slower to simulate, but timing is more accurate.

Loosely-timed coding style uses blocking transport described in 3.2a of the previous sec-
tion. There is only two timing points for transactions, one at the blocking transport call and
one at the return from the call. This is a major factor that reduces the timing accuracy of
loosely-timed models. At the same time, this feature is a major reason for reducing simu-
lation time. This allows a temporal decoupling feature where the model can run ahead of
simulation time to the point it needs to synchronize with other processes. SystemC simu-
lator spends a lot of time in scheduling context switches so reducing unnecessary context
switches can lead to significant speed-up in performance [33]. If processes are allowed to
run ahead of time and some process has no external dependency, other processes might
not be able to execute. A specific quantum is needed which sets the upper limit for the
process that it can execute ahead of simulation time.

Approximately-timed coding style utilizes the non-blocking transport protocol described in
3.2b of the previous section. This style allows multiple timing points on the transaction
path to its destination which makes it suitable for architectural explorations and analyzing
systems performance. Base protocol of Figure 3.2b allows exactly four timing points which
are at the start and end of both request and response phases. If more timing points are
needed developers can develop their own communication protocol but this might break
compatibility with generic payload. This style makes temporal decoupling basically not
supported. This means slower simulating of the model but instead more accurate timing
of transactions. [23]
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Figure 3.3. Input and output event sequence of TLM and RTL model [7]

These different ways to implement models lead to varying abstraction level inside TLM
level abstraction. Commonly there are three different abstraction levels inside the TLM
level: programmers view PV, programmers view plus time PVT, and cycle-accurate CA
[35]. In article [35] these models are defined by their data granularity and timing accu-
racy. PV models have no timing information at all but data transfers are implemented at
the packet level. This makes it fast to develop and fast to simulate to allow early-stage
functional verification of the system. PVT models includes approximate timing to model.
This makes it suitable for exploring micro-architectural decisions. Both PV models should
be implemented in a way that allows the reusing of higher abstraction models. PVT mod-
els can be used by wrapping untimed parts of PV models to include timing and having the
same behavior in both models. CA models implement cycle-accurate timing of the system
and bus-specific details to offer a highly accurate model of the system. CA models are
traditionally made with some hardware description language but to speed up simulation
these can also be made with TLM techniques [31].

One big problem using a lot of different abstraction level models of the system is to en-
sure their functional equivalence when refining models. For lower level models, gate and
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RTL models, there are formal methods developed, such as mapping model and design
to virtual datapaths and virtual controllers [14]. This method is unsuitable for higher ab-
straction level models since it needs information about how functionality is implemented
in the model such as the order of calculations which is usually not included in system-
level models. One such way is to use a bottom-up design methodology. The idea is to
abstract accurate RTL models to transaction-based TLM models for faster simulation to
easier verification [6]. Equivalence check between these models is then done by compar-
ing the input and the output events of these models [7]. An event is defined as an action
that starts or ends at a certain point of simulation execution. The common events must
be found and the order of those must match.

Figure 3.3 illustrates the input and the output event sequences of two models with dif-
ferent abstraction levels. The upper event sequence is related to approximately timed
TLM model and the lower cycle-accurate RTL model. Events occur in the TLM model
every time some protocol defined phase starts or ends. RTL model emits an event when
the state of its input or output changes. Due to differences in communication protocol
and timing, there are different numbers of events in models. To compare event order in
models, corresponding events need to be found. In this case, events of RTL models are
used as a reference and find matching from the TLM model. These events are start read
data, end read data, start writing data, and end writing data. TLM model starts receiving
data when it receives begin response and ends read at the end response. Write starts at
the response start phase and ends at the response end phase. Now these events can be
mapped so that matching pairs are: etq-erg, ets-ery, ety-er, and et7-ers. Now when models
are redefined, equivalence can be checked by comparing the order of events. Concurrent
events are events that happen on same clock cycle. The order of these events cannot be
determined and the order of these concurrent event order is left out from comparison [7].

Besides the order of events, values of variables in models can be tracked and compared
to each other. The authors in [21] present a framework for equivalence checking between
different abstraction level SystemC models. Framework works in a client-server architec-
ture where SystemC models are extended to clients and the server does the equivalence
checking. The engineer needs to extend models to the client by defining the variables
tracked. Variables can be any arbitrary C++ or SystemC objects. Tracked variables are
reported with a specific EquivCheck class using its report method. Reporting variable for
equivalence check needs to know its id, access type, address, and value. The server
uses id to identify the component that is accessed for example which memory block is
accessed. Access type is defined as a read or write depending on the transaction. The
address tells the location of the variable that is accessed. Value is the current value of the
variable in read access and in write access it is the value that is written to the variable.
These values are collected during the simulation and sent to the server at the end of the
simulation. The tracked variables list should be kept as small as can because the more
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variables are tracked the more data needs to be sent to the server which decreases the
performance. In TLM, tracking variables can be implemented in communication interfaces
such as transport functions to track memory accesses.

While models are simulated on the client end, the server compares data sent to it. Vari-
ables to compare are kept as same if the value of variables match at the same timestamp
of simulation. Due to the SystemC scheduler, a variable might be accessed multiple times
in the same clock cycle. This has been taken into account so that access to the variable
overwrites previous access on the same delta cycle and the last value of a variable is kept.
In the equivalence report, total accesses are shown and accesses are listed and divided
into three categories: matched accesses, unmatched accesses, and swapped accesses.
Matched accesses are accesses that fulfill the criteria of comparing variables explained
before. Unmatched accesses are accesses that can’'t be matched between models. This
usually means a difference in the functionality of models. Swapped accesses are ac-
cesses that can be matched but happen in different order. These need to be analyzed by
engineers because this can be wanted behavior, but can also be caused by out-of-order
computing.
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4. MODEL TEST DATA

Without data, the model is useless. The structure of data needs to follow the actual data
processes in real hardware or modeling results may be compromised. Data needs to
include correct operation and needs to be executed in the correct order. Dismissing these
criteria might lead to incorrect results in simulation and that can lead to wrong architectural
choices for the system. Data can be then refined to test cases to verify the functionality
of the system. After verifying, real-world data is needed to run performance simulations.
Performance test case data should be then created to represent the actual use case of
the system for analyzing system performance.

This chapter discusses about data used in the simulation model. The chapter introduces
the structure of a single task that is appointed to PE and how memory accesses related
to task are defined. These tasks then are connected with dependencies to create a task
graph executed by simulation. The chapter also discusses what kind of tests are used
for verifying model functionality. Actual performance test cases are left out due to legal
reasons.

4.1 Task and task graph

Tasks are the basic unit of transaction information. A task defines which memory ac-
cesses certain PE needs to handle. PE can have only one task running at the time.
Memory accesses for tasks are defined with descriptors. Descriptors hold information
about the command which tells is access read or write. The descriptor defines which port
is used. Descriptors are allowed to run parallel, but one port can only execute one de-
scriptor. The descriptor also has a target memory address and size of access. Since the
performance is only simulated, there is no need to add any data to a transaction which
simplifies descriptor structure.

As in real systems, tasks have dependencies between each other. Output cannot be cal-
culated and written if needed intermediate results are not ready. A task graph is created
from tasks to handle dependencies. Tasks have unique IDs which are used for creating
dependencies between tasks. The dependent task is fetched with ID and the pointer to
the task is set to either the preceding list or the succeeding list. After the task is finished
it tries to start tasks in the succeeding list. These tasks can then be rejected from starting
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Figure 4.1. Example execution of task graph

if they have more tasks in the preceding list.

Figure 4.1 illustrates the execution of the task graph. First tasks T1 and T2 start in parallel.
T1 has T3 and T5 in the succeeding list and these are started after T1 is finished. A similar
execution order is also with T4 and T6 when T2 is finished. Tasks T3-T6 are allowed to
run in parallel. Task T7 can start after both tasks in its preceding lists have finished. If
only task T3 has finished, task starting is rejected. T8 also has similar dependencies with
tasks T4 and T6.

4.2 Verification tests

The model is meant for architectural exploration so it doesn’t have a large verification plan
or frameworks. Three cases are used to verify the functionality of the interconnect. The
criteria used are:

« All addresses that are allowed to access, can be accessed.
« Accesses to further memories are slower than accesses to local memories.

« Traffic from one point to one destination cannot cause blocking delays in intercon-
nect.

For the first criterion, a test case that simply tries to access all memories allowed was
created. Address areas were taken from memory mapping of the system and a task to
access all these areas was created. For read-only memories, read access is only used.
For write-only memories, write accesses are only used. For read and write memories both
are used. Accesses were analyzed with memory access statistics application introduced
in subsection 5.2.1.
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Since local memories are used to save intermediate results, it can be assumed that ac-
cesses to those areas are much faster than accesses to common shared memory. Tasks
were created for every PE to access both, local and shared memory. Tasks were run one
at a time, so blocking traffic could not happen. Statistics were analyzed after simulation
with transaction performance statistics introduced in Subsection 5.2.3. Results can be
seen immediately from a difference in round-trip-time (RTT).

In the third case, traffic is created from one PE to a fixed memory destination, for every
interconnect clock cycle. Transaction should move towards the destination in every clock
cycle and that way there should not be blocking cycles. Queue sizes in memories were
explored, so that memory would not cause back-pressure to the interconnect. Statistics
were analyzed with both performance tools presented in Subsections 5.2.2 and 5.2.3.
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5. NOC PERFORMANCE MODEL

This chapter describes the goals for the system model and the structure of the model
developed during this thesis. Data processed by the model is described in Chapter 5.
As discussed in Chapter 2, different architectural choices can change the performance of
interconnects, such as topology, routing, and flow control. This leads to the need for a
simulation model that presents the effects on system performance. Chapter 3 highlighted
the importance of abstraction level for model behavior and simulation time. Architects
do not need necessarily a bit-accurate model to determine are their decisions good or
bad. Important is to know if the decision taken was worse or better than before. It is also
important to find bottlenecks in the system and scenarios that are risky to design.

Considering these facts lays the foundation for the model presented in this thesis. The
model is developed with C++/C using the SystemC library to utilize timing characteristics
for the system. Choice enables fast simulation for the model and varying accuracy for
different components of the system. TLM is used for exchanging transactions in the
model. Since modern SoCs might have multiple different interconnects, TLM offers easy
integration between these by using TLM sockets. Choosing object-oriented language
allows us to create a framework with re-usable generic components which can be then
used to create the actual model of the system

Section 5.1 introduces components of the framework and overall model utilizing these
components. The section outlines the most important parts of every component without
going into details and implementation. Section 5.2 introduces statistics collected from the
model. Statistics are an important part of the model for analyzing the behavior of the
system and detecting risky areas of design and bottlenecks.

5.1 Model structure

The model follows a similar structure presented in articles [48, 27] using transaction-
based communication and clocked interconnect models. It consists of three major com-
ponents: PE simulators, memory blocks, and interconnect models. Components are
implemented with SystemC using the TLM library for communication. PE simulators work
as traffic generators that try to model computational blocks of SoC. These create varying-
sized read and write transactions, which are carried through the interconnect model(s) to
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Figure 5.1. Example model structure

destination memory blocks. A destination memory block is determined by the address of
the transaction. Memory blocks receive transaction requests and model memory opera-
tion delay and send a response back to the PE simulator utilizing TLM transport features.
TLM transactions have an extension that enables sending transactions in configurable-
sized flits. Flit size is determined by interconnect design. The flow of transactions de-
pends on the command of the transaction. If a command is read, the request of the
transaction is sent as one piece and the response comes in flit-sized. Every flit in re-
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sponse means partial data read from memory. The interconnect interface must carry this
information. If access is write, the request is sent in flits. Every flit in write means partial
data written to memory. When all flits are received at the endpoint, the response is sent
in one piece.

Figure 5.1 illustrates the model structure of the example system. The model follows tile-
based architecture where similar types of PEs are located in the same tile. These tiles
also include a small amount of local memory which is fast to access to save and read
intermediate results. The top and bottom tiles are computational tiles and PE simulators
could model for example DSPs, ARM processors, or specific hardware accelerators. The
central tile is a shared memory tile where results can be saved for further use. Tiles have a
local interconnect model that handles local communication inside the tile. These intercon-
nects are also connected to the outer interconnect model which enables communication
between tiles.

5.1.1 PE simulator

PE simulator is meant to act as a transaction generator for the model. PE simulator
is designed to mimic access generation of actual PE without processing the data. The
task is fed to the PE simulator from simulation control and the PE simulator executes
descriptors and transactions of descriptors. Execution depends on which type of PE is
executing it. Simulators have generic configurations to define structure of PE:

* Number of input ports: Defines the number of read ports, i.e. how many descriptors
can be active at a time in read ports.

+ Input port width: 1) Defines input port sizes; 2) Defines the size of the flit addressed
to interconnect; 3) Should be the same size as the bus width. Can be different for
each active port

* Number of output ports: Defines the number of write ports, i.e., how many descrip-
tors can be active at a time in write ports.

» Output port width: 1) Defines output port sizes; 2) Defines the size of the flit ad-
dressed from interconnect; 3) Should be the same size as the bus width. Can be
different for each active port.

PE simulators also have two types of processing models. The used model depends
on the type of generator. The simpler processing model is full task processing. In this
processing method, read descriptors are executed first, and after that processing of data
is simulated with a processing delay. When data is processed, write descriptors can start
transactions. After write descriptors are executed, the task is ended and the processing
of the next task can be started. In this processing model, descriptors can be directly
converted to transactions and sent one flit at a time.
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Figure 5.2. Difference between full task processing model and block processing model

A more sophisticated processing model is block-based processing. Instead of assuming
whole input data must be read before processing, the assumption is that only some of
the data must be read before it can be processed. The descriptor needs to be divided
into block-sized transactions. When the input block has been read, the processing of data
can be started, and the write block can be sent. The input block size needed for starting
processing is PE simulator-specific.

Figure 5.2 illustrates the difference between processing models. In Figure 5.2a read
descriptor is sent as one transaction. When the transaction is finished and the whole data
is available in the input port, the processing delay is simulated, and the write descriptor
is sent as one transaction. In Figure 5.2b data is processed in blocks. Read descriptor
is sent as block-sized transactions. When the first transaction is received, the input block
is set to input port. Block processing is simulated with processing delay and the output
block is set to the output port. The output block is then sent as an output block-sized
transaction. After processing the first input block, the next input block processing can be
started if the input port has an input block.

5.1.2 Memory

Memory modules act as an endpoint for transactions. Memory has three main func-
tionalities; receive transactions, model memory access operation, and send response for
transactions. Memory is implemented as a SystemC module with three thread processes,
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one for each part of the main functionality. The memory module needs to model back-
pressure in case it has more incoming traffic than it can handle. This is why there are
two configurable-sized queues between processes. The first queue between receive and
memory access is called the receive queue, which includes transaction pointer and in-
formation about which flit is received. The second queue between memory access and
response is called the response queue. It includes the same information as the receive
queue but also an expiration time for response. This is meant to model the delay that is
caused by accessing memory.

Figure 5.3 illustrates data flow in the memory module. The interconnect model has a
pointer to the memory module socket and in the receive process memory can fetch trans-
actions. The socket interface tells which type of partial access it is. As discussed before,
if access is read, the transaction is fetched from the socket in one piece. If the transac-
tion command is write, the transaction comes in flits. Firstly, memory module checks the
occupation of the receive queue. If the queue is full, the receive process waits until the
memory access process notifies the event that it has handled one access. When there is
space in the receive queue, the receive process can push transactions to the queue. The
queued object includes a TLM transaction pointer and information about which flit it is.

When there are items in the receive queue, the memory access process can pop an item
from the receive queue. Since the nature of read and write access is different, separate
handling is needed for both. In read access, the transaction needs to be broken down into
flits for the response. This is implemented with a loop where flit information is determined.
Then response queue occupation is checked and if there is space, the response item and
expiration time of the response item is pushed to the response queue. Response-ready
event is notified. When the whole read request is handled, the request item is popped
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from the receive queue, and the request-ready event is notified. Handling write is easier
because write accesses come as flits already. Since the model actual memory access is
not modeled, a flit can just be popped from the receive queue if it is not the last flit of write
access. When the last flit arrives, the receive item received is pushed to the response
queue with expiration time. Response ready is then notified. Request ready event is
notified after every time the write item is handled.

The response thread waits until the response queue has items. The response item is
then popped from the response queue. Then it waits until the expiration time of the item.
After the delay, it tries to send a response through the socket. If the interconnect can not
accept the response, the process waits until the item is sent. When interconnect accepts
the response, the item is popped from the response queue.

Modeling back-pressure at memory was the main objective in memory module design.
These cases can be divided into interconnect-caused back-pressure and memory access-
caused back-pressure. Interconnect causes back-pressure if there is other traffic in the
interconnect, which blocks response sending from the memory module. Memory can
cause back-pressure if it receives large read requests that need to be break down into
flits.

The memory module design is lightweight modeling implementing only essential performance-
related functionalities. It is also easy to extend to implement actual memory operations
by only modifying the memory access process if more detailed operation is needed.

5.1.3 Interconnect

Interconnect models are the most crucial parts of the overall model. The main reason
for this performance model is to find out how these models behave in different traffic sce-
narios. This creates the need for an interconnect model that models the interconnect
functionality accurately enough, but is faster to simulate than RTL. Since the interconnect
model is implemented with a different abstraction level than the actual design, a compari-
son between these models is needed. This could mean similar methods mentioned about
equivalence checking in Section 3.2.

The interconnect designs are created with a third-party electronic design automation
(EDA) tool. Due to legal reasons, details about the design of the interconnect and EDA
tool design flow are not mentioned. The tool can produce SystemC models from design
for the performance model. It can produce two different abstraction-level models for our
use. By following categories presented in the article [35], these models would be PVT
and CA abstraction level. PVT model is supposed to be 10x faster than CA model, but
real performance difference depends on traffic scenario.

PVT model offers a system-level representation of the interconnect design. This is the pri-
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mary model for our usage since it is faster to simulate than CA model, but covers enough
details for architectural exploration. CA model offers RTL description of interconnect de-
sign wrapped to TLM level. The model offers an accurate description of hardware and
its implementation, but is slow to simulate. This model is used to verify similar behavior
between PVT and CA models.

5.2 Statistics

A sophisticated statistics collection system for analyzing system behavior has been de-
veloped. The overall model utilizes three different types of statistics: memory access
statistics, component performance statistics, and transaction performance statistics. Us-
ing these statistics it can be analyzed how memories are utilized, which components
suffer from traffic, and how transactions behave in traffic scenarios.

5.2.1 Memory access statistics

Memory access statistics consists of two parts: collecting statistics in simulation and print-
ing with separate stand-alone applications. First is the access statistic collector, which
collects memory accesses on simulation time and at the end of the simulation creates
a file set. The file set has a separate file for each memory block, and the file contains
information about how many times each address is read and written. Address granularity
is fixed to bus width in the statistics collection, but it can be easily changed from a static
parameter value.

Access statistics collector follows a singleton pattern where there is only one static ob-
ject in the program [15]. The object has a static getter method to get a reference to the
actual object. Usually, this pattern is used through a pointer, but to avoid known raw
pointer problems [47], the interface uses C++ reference to object. Memory modules call
the getter function in the constructor to initialize the internal collector reference variable.
Since the memory module only sees local addresses, additional information for the collec-
tor is needed. Memory modules have hierarchical SystemC module names and needed
info about tile location and memory block index is parsed from this name. With this in-
formation, the collector can deduce which memory block access belongs. Statistics are
collected in simulation time from the memory module’s memory access process. The col-
lector has collect read and write interfaces with similar parameters: local address, size,
and tile info. The address from the transaction can be used directly since interconnect
has modified it to a local address while passing it through interconnect. Size can be de-
termined from flit information. Tile info is parsed from the SystemC name given in the
constructor. These informations are saved to a data structure that consists of 2D arrays.
Arrays are for different tile types and the first parameter is for the tile index and the second
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for the memory block index.

When the simulation ends, reference to the collector is fetched at the end of the simulation
SystemC method [23]. The collected data structure is fetched from the collector and
passed to the file set handler, which creates a file set from the data structure to the given
folder. If a folder does not exist, it is created.

A stand-alone printing application is used for reading file sets created in simulation. This
is needed since in large simulations there is a huge amount of access data and design-
ers can analyze data multiple times after simulation. Printing application can also be run
without a SystemC library. The application prints accesses in histogram format for every
memory block. The absolute amount of read and write accesses are printed, and his-
togram bars show the relative access amount to the address area. The application has
three parameters to format printing: address granularity, compact mode selection, and
histogram selection. The granularity parameter defines how large chunks are printed.
The parameter cannot be smaller than the collecting granularity and must be a multiple of
the collection granularity. Larger granularity sums up collected access to desired granu-
larity. For example, if collection granularity is 0x200 and printing granularity is 0x400 and
there is 2 read access to 0x0-Ox1FF and 2 read access to 0x200-0x3FF, 4 read access
is printed for address area 0x0-0x3FF. With compact mode, the designers can select if
empty spaces for areas with no access are printed. If compact mode is enabled, only ad-
dress areas with accesses are printed. With histogram selection, the designer can select
which address type histograms are printed. Designers can select between local address
histogram, global address histogram, or both.

5.2.2 Component performance statistics

Component performance statistics are utilized in PE simulators and memory modules.
These statistics help in analyzing how much component has been active, inactive, or
blocked. Both components use the same logic for measuring time and handled data.
Time is divided into two different types: waiting interface and waiting queue. These are
measured with a state that tells where time has been spent and SystemC simulation
timestamp [23] difference between the current and last timestamp tells how long. Every
port of component has a separate object for collecting time in request and response
processes which determines how measured time is interpreted. Every time a flit has
been sent or received, the counter for handled flits is increased.

Request sending process of the PE simulator has four different types of cycles measured,
which are presented in absolute cycle counts and in relation to the total cycles of simula-
tion:

« Idle cycles: Time spent between descriptors. Only one descriptor, which is a col-
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lection of transactions can be active at a time for a port. More about descriptors in
Chapter 4.

+ Wait PE cycles: Time spent between transactions. High PE wait time indicates
stalls in PE processing.

+ Active cycles: Amount of flits for requests sent.
» Blocked cycles: Time spent in interconnect blocking call. Indicates traffic in inter-

connect.

The response process has also four different types of cycles measured, but with different
characteristics than the request process.

Idle cycles: Time spent between descriptors in interconnect blocking call.

+ Wait response cycles: Time spent between transactions in the same descriptor.

Active cycles: Amount of flits for responses received.
» No data cycles: Time between flits of the same transaction.
In the memory module, separation of statistics is divided into receiving requests and
sending responses. Receiving requests has four types of cycles measured:
+ |dle cycles: Time spent waiting in the interconnect blocking call.
» Blocked cycles: Time spent waiting for queuing received flit to receive queue.
 Active cycles: Amount of flits for requests received.
* No data cycle: Time spent in interconnect blocking call between flits.
Memory module’s response sending process has only three different types of measured
cycles:
« Idle cycles: Time waited to have response items to response queue.

» Blocked cycles: Time spent waiting in interconnect blocking call. Interconnect not
accepting flit.

+ Active cycles: Amount of flits for responses sent.

5.2.3 Transaction performance statistics

Transaction performance statistics allow us to analyze performance from a descriptor
point of view. The descriptor is a collection of transactions and was introduced in more
detail in Chapter 4. The transaction transverses through all processes described in Cub-
section 5.2.2 so these statistics can be utilized to allocate some of those for the transac-
tion. All of these cannot be collected, for example, idle time PE simulator waits for a new
transaction cannot be allocated because at this point transaction does not exist. Cycle
data per transaction that is collected:
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Blocked cycles: Time transaction waits in blocking interconnect call before accepted
by interconnect.

Wait PE cycles: Time difference to the previous transaction in request sending.

Wait response cycles: Time difference to the previous transaction in response re-
ceiving.

No data cycles: Time between flits of transaction.

This information is obtained directly for allocating component statistics gathered per one

word and assigning to a transaction. For descriptor, we also gather the following statistics:

Number of transactions: Total number of transactions in the descriptor.

RTT: Collected for every transaction. Time from last sent flit sent to first flit received.
Size: Size for every transaction.

Transfer cycles: Total amount of cycles gathered from component statistics.

Maximum open transactions. The maximum amount of transactions open at any
point of the simulation.

In the simulation phase, these statistics are gathered per transaction. When the transac-

tion is completed, statistics for the transaction are accumulated to descriptor statistics.

After simulation, a summary of gathered statistics is printed per descriptor per port. The

summary has listed details for descriptor behavior:

Total active request process cycles.
Total wait PE cycles.

Total blocked cycles.

Total active response process cycles
Total wait response cycles.

Total no data cycles.

Active transfer ratio:
( active cycles / (active cycles + blocked cycles + no data cycles) ).

Active ratio: (active cycles / total cycles).
Transaction count.

Maximum open transactions.

Minimum, average, and maximum RTT.

Minimum, average, and maximum transaction size.

Minimum, average, and maximum transfer cycles.
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Figure 5.4. Deducing total cycle time for the descriptor.

Since from a descriptor point of view, some cycles can overlap, we need other ways to
deduce the total time for descriptor execution. To exclude overlapping cycles, considera-
tion of how transactions of the descriptor are executed. As the beginning of this chapter
was presented in a write transaction, requests are divided into flits and response comes
as one flit, and vice versa with read transactions.

With this knowledge, the total time of the write descriptor is the sum of the total number of
cycles spent in requests sending, RTT of the last transaction, no data cycles for the last
transaction, and one active cycle for the last word processing. In read descriptor, total
time blocked cycles of the first transaction, active cycle for the first transaction, first RTT
of descriptor, and total cycles spent in request receiving. Figure 5.4 illustrated how total
descriptor time is calculated for read and write descriptors.

These statistics provide valuable information about the execution of memory accesses.
Especially, behavior of RTT times offers information about how transactions are transvers-
ing through interconnect. If the difference between minimum and maximum value varies
a lot, it is obvious that at some point transactions have to wait for other blocking traffic.
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6. RESULTS AND OBSERVATIONS

The performance model of our SoC was created by using the components introduced in
Chapter 5. Computational tiles were created from PEs and local memories according to
top-level design of the chip. PEs and local memories were connected to tile local inter-
connect TLM sockets. PE simulators were connected to initiator sockets, and memory
modules to target sockets. Besides computational tiles, there were shared memory tiles
which consist only of memory modules and local interconnect. Finally, tile local intercon-
nects were connected to correct neighboring interconnects by binding TLM sockets. The
model structure followed the same structure illustrated in Figure 5.1.

0
0x0000000000-0x000001fff

0x0000020000-0x00000

0x6000040000-0x000005fff

0x0000060000-0x000007fff

Figure 6.1. Example histogram of memory accessibility test. Memory size is 0x80000
bytes and it is printed with 0x20000 granularity.

Task graphs for testing model functionality described in Section 4.2 were created. For
memory accessibility, a task graph was created that has read and/or write operations to
every address defined in the memory map specification. Transactions were generated
from the same PE simulator and transactions would transverse through three intercon-
nects. Results were collected during the simulation and collected results were analyzed
with memory access statistics introduced in Subsection 5.2.1. Statistics showed that
accesses in shared memory only covered 1/4 of physical memory addresses. Figure
6.1 illustrates how accesses distributed in memory block 0 in shared memory tile. This
observation was covered with the interconnect design team and it was noticed that ad-
dress masking in the intermediate interconnect module was masking two bits more than
it should be. This caused the shared memory interconnect to lose the two most signifi-
cant bits (MSB) from the local address. This caused higher addresses to map in the first
quarter of address space.

Distance to RTT relation was tested with a task graph that had same-sized read and write
descriptors to local memory and shared memory. The assumption was that local memory
access should be faster than shared memory since local memory is in the same inter-
connect and shared memory accesses need to transverse through three interconnects.
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Results were analyzed with transaction performance statistics introduced in subsection
5.2.3. The assumption was proved correct from statistics.

Continuous traffic from one PE simulator to the same destination memory was tested
with a task graph consisting of one descriptor that created 256 transactions. Transactions
were sized to port width and PE simulator sent transactions by every clock cycle. Memory
queues were set to 256 times the port size. The assumption was that there are no blocking
cycles in transaction performance statistics or component performance statistics since
memory cannot cause back-pressure and there is no conflicting traffic in the model.

From the results was seen that there were blocking cycles in request sending by PE
simulator. From logging, it was possible to see that the transaction first behaved correctly,
but when the head of the transaction was changing interconnect, the behavior changed.
After this every other cycle was blocked and every other interconnect model was active.
PVT model of interconnect was changed to CA model of interconnect and simulation was
repeated. With CA model there were no blocking cycles. Finally software bug was found
from the interconnect library provided by a third-party EDA tool vendor.

The task graph was also partly created for a real-life use case of the chip. The task graph
was created to match the data flow of the algorithm developed by the algorithm team. The
task graph is not completely ready, but the partial task graph was already able to bring
up useful info. The memory access pattern which maps logical addresses to physical
addresses was found too complex and caused a lot of blocking traffic to the model. This
result was used to refine memory access pattern and lead to improved performance of
the system.
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7. CONCLUSIONS

The thesis covered exploring the performance of interconnect architectures for SoCs us-
ing SystemC simulation. The main focus was to provide simulation scenarios with accu-
rate enough traffic scenarios, reusability of components to change the top-level design,
and, to provide useful statistics to help in architectural decisions. The thesis provided
background from the basics of communication-on-chip from traditional buses to complex
modern-day network-on-chips. The thesis also discussed modeling as a part of SoC de-
sign flow. Modeling was mainly covered from a system-level point-of-view without going
to detailed descriptions of hardware. Data processed by the model was introduced and
how single tasks were organized into task graphs to create dependencies between them.
Components and their data processing were covered in Chapter 5. The chapter also
presented statistic collection to give valuable information from system behavior. Finally,
the thesis covered results and observations from different simulation scenarios simulated
with the SoC model.

Model, and especially interconnect model, verification and testing was challenging. Since
the interconnect model is provided by a third party, there is only a black box model in
use. For the future automated tests should be developed to distinguish the abnormalities
caused by the framework or provided interconnect models.

The model has provided a lot of useful information for designers and architects working
on the project. Besides giving insight into SoC performance, it was also found useful
with connectivity verification. The modular structure of components allows reusing com-
ponents for testing performance also in future SoC projects by replacing the interconnect
model. Statistics were found useful for analyzing different simulation scenarios for the
model.
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