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ABSTRACT

Osama Tasneem: Path planning for robotic visual inspection based on the object shape
Master’s Thesis
Tampere University
Master’s Degree in Robotics and AI
November 2023

Visual inspection is a crucial yet time-consuming task across various industries. Numerous
existing techniques use machine learning for inspection tasks. These methods require specific
training data, including predefined inspection poses and training images for the visual inspection
process, to train models. The acquisition of such data and their integration into an inspection
framework is challenging due to the variety in objects and scenes involved and due to additional
bottlenecks caused by the manual collection of training data by humans, thereby hindering the au-
tomation of visual inspection across diverse domains. This work proposes a solution for automatic
path planning using a single depth camera mounted on a robot manipulator. Point clouds obtained
from the depth images are processed and filtered to extract object profiles and transformed to in-
spection target paths for the robot end-effector. The approach relies on the geometry of the object
and generates an inspection path that follows the shape normal to the surface. Depending on the
object size and shape, inspection paths can be defined as single or multi-path plans. Results are
demonstrated in both simulated and real-world environments, yielding promising inspection paths
for objects with varying sizes and shapes.

Code and video are open-source available at: https:// github.com/ CuriousLad1000/ Auto-Path-Planner

Keywords: Visual inspection, Point cloud, Automatic path-planning, Robot manipulator, Targets,
Inspection path, Clustering, Transformations, Point cloud processing
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1. INTRODUCTION

1.1 Overview

Visual inspection constitutes an indispensable aspect of numerous industries [1]. Its sig-

nificance is extended across a host of applications, from providing product quality control

to the maintenance of machinery. It provides a great contribution to enhancing the overall

production yields while diminishing the operational and maintenance costs. Quality con-

trol being one of the most important aspects of manufacturing, guarantees compliance

to the predefined standards and allows the early identification of flaws in final products

before they exit the factory premises. This proactive approach not only upholds product

quality but also mitigates potential issues that could arise post-production. Furthermore,

the machinery employed in manufacturing processes demands regular inspection and

maintenance to ensure sustained high production rates and minimize downtime due to

unexpected breakdowns. Visual inspection emerges as an invaluable tool in this context,

helping preemptively identify and rectify mechanical issues, thereby optimizing opera-

tional efficiency.

The scope of visual inspection extends further to cover expansive and less accessible

structures, such as tunnels, sizable buildings, wind turbines etc... These infrastructures

benefit from visual assessment to ensure structural integrity and identify maintenance

requirements in areas where human intervention can be challenging. In essence, vi-

sual inspection stands as a multifaceted and essential practice, playing a pivotal role in

maintaining quality, efficiency, and safety across a broad spectrum of industrial and in-

frastructural domains.

Due to the dynamic nature of products and machines, the process of visual inspection is

generally carried out by humans. At times, the addition of a human in the loop creates

a bottleneck in the production process due to the labour-intensive and complex task of

visual inspection. The addition of a human inspector often causes downtime and delay in

production and exposes the person to hazardous working environments [2]. For instance,

within the paper mill industry, suction rolls play a vital role in the production of paper

from pulp. Based on the stage of use, these rolls perform various functions including

transportation of the sheet of paper, removing water from the paper, and dewatering

the felt. Consequently, this process results in the blockage of thousands of holes in the
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suction roll.

Present methods necessitate the manual examination of these rollers, a process char-

acterized by its time-consuming nature and ergonomic challenges. Given the small size

and close proximity of the holes, operators must carefully inspect them using specialized

lighting equipment. Fig. 1.1 depicts a service engineer performing the inspection task on

a paper suction roll from the inside.

Figure 1.1. Service engineer performing inspection task on a suction roll - image adapted
from [3].

The growth in technology has led to new possibilities, enabling the automation of visual

inspection tasks with a high degree of precision [4] through the application of diverse

machine learning techniques. Due to recent advances in technology, the automation of

visual inspection processes has become a viable option, achievable by employing a range

of machine learning methodologies. However, the introduction of automation in inspection

tasks is not aimed at complete human replacement. Instead, it seeks to relieve humans

of laborious tasks, thereby enhancing the overall system efficiency and accuracy [1].

Techniques like Deep Learning as referenced in [5]–[7] are used with the visual infor-

mation captured by the sensors as the main source of data. This data serves as the

foundation for training algorithms and can recognize various forms of anomalies, a task

earlier assigned to a human inspector. The implementation of such methods has pro-

duced better performance compared to humans in various applications including sketch

search [8] and object recognition [9], [10].
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1.2 The Problem Statement

The accuracy of the machine learning technique being used to detect the anomaly in

the object heavily depends on the quality of data being used to train and validate the

algorithm. However, the gathering of such data sometimes becomes more difficult due

to the size, shape, and location of the object. This is especially true for the inspection

of larger infrastructures such as buildings and tunnels. Current data collection methods

involve placing multiple cameras at different angles around the object as discussed in [11]

or placing a single camera [12] on top and utilizing an array of mirrors around the object to

get different views [13]. Nevertheless, both methods involve either using multiple camera

arrangements or a complex mechanism around the object which may not be feasible

for all objects. In factories, where products and machinery come in diverse sizes and

shapes, re-arrangement of vision sensors is required to correctly align and gather sample

data for training and validation. This introduces an additional bottleneck in the process of

automating visual inspection.

1.3 Research Objective

The research objective of this thesis is to develop an approach that utilizes a single RGB-

D camera, affixed to a robot manipulator, to facilitate the automation of the inspection

procedure. The system will rely on the visual assessments of the object’s geometry and/or

the surrounding environment to determine the optimal robot path that will aid in conducting

visual inspections.

The primary aim is to automate the path planning process for the robotic visual inspec-

tion, guided by the object’s geometry while enhancing the depth camera’s ability to with-

stand noise caused by variations in ambient lighting conditions. Ultimately, this research

seeks to empower manipulator robots to autonomously navigate around objects under

inspection, gather relevant data, and facilitate the execution of visual inspection tasks by

providing multiple paths.

In summary, this work’s contributions encompass:

• Processing of point clouds leading to object profiling.

• Generation of path plans.

• Simulation

• Experimental assessment of the approach using a robotic system and objects of

diverse shapes, in both simulated and real-world scenarios.

• Experimental assessment of the point cloud sampling filters used to filter out ambi-

ent illumination noise.
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• Provide flexibility to the end-user to prepare multi-path plans using the same sys-

tem.

• Provide the end-user with fine-grained control over point cloud filters and target

filters to customise the program according to the given task.

1.4 Thesis Structure

The Thesis’s structure is outlined as follows: Chapter 1 initiates the discussion with a

concise overview, presenting the project’s problem statement and objectives. In Chap-

ter 2, a comprehensive literature review on the latest advancements in path planning is

provided, accompanied by relevant background concepts. This chapter delves into the

current state-of-the-art approaches and highlights their associated limitations. Chapter 3

provides an in-depth exploration of the proposed methodology, which focuses on extract-

ing an inspection path from depth camera images. Chapter 4 describes the experimental

setup. Chapter 5 presents the findings derived from the conducted experiments. The

ensuing chapter, Chapter 6, engages in a comprehensive discussion of the results and

their associated limitations. Finally, Chapter 7 offers a conclusive summary of the work,

accompanied by prospective avenues for future research.
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2. THEORETICAL BACKGROUND

This chapter reviews the latest advancements in the field of path planning and point cloud

processing.

2.1 Path Planning based on hand guiding

The process of semi-automating the control of a robot manipulator involves the operator

physically guiding the robot along the contours of an object that requires inspection. In

this procedure, the operator records the specific poses needed for the inspection. In a

noteworthy contribution, Magnus et al. introduced a methodology described in their work

[14], where the operator manually guides the robot along a predefined path, taking into

account joint constraints to ensure precise movement.

To ensure the accuracy of the guided path, the authors implemented limitations on joint

velocity and acceleration to prevent undesired saturation effects on the robot’s actua-

tors. Optimization steps were computed during a preliminary offline phase, and these

outcomes were subsequently applied in real time, enabling the robot to respond promptly

and move precisely during the operation.

While the hand-guiding method is suitable for navigating around objects during the inspec-

tion of smaller items, its applicability to inspecting larger objects becomes impractical due

to time constraints and the exacting precision required for the task.

2.2 Path Planning and optimization based on 3D CAD model of

object

Lončarević et al. [15] introduced an innovative approach, leveraging a CAD model of the

object slated for inspection to define visual inspection paths. In this method, the user’s

task is simplified to selecting the appropriate CAD model and specifying desired points

along the inspection path where the robot should position the camera. Subsequently,

the system calculates the robot’s motion along a path, distributing it over time to ensure

seamless trajectories. Fig. 2.1 from the author’s original work depicts the CAD model

being used to determine paths along with the starting points and orientations.
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Figure 2.1. The determined paths (yellow), starting points (white) and orientations in
CAD models. The curved workpiece is on the left and the two-sided workpiece is on the
right. - image taken from [15]

The authors also make an effort to improve the trajectory through an optimization proce-

dure using a learning-based strategy that combines reinforcement learning and iterative

learning control. With this optimization, image blurring is avoided while still preserving the

highest level of image quality.

This method offers notable benefits when there is easy access to a CAD model of the

desired object. However, when dealing with unfamiliar items, an alternative approach

becomes necessary.

2.3 Trajectory generation for drones

The approach outlined in the study by Roberts et al. [16] involves the use of a trajec-

tory optimization model. The authors applied this model to a drone with the objective of

performing aerial 3D scanning. This method generated drone flight paths designed to

capture and recreate highly detailed 3D models of large structures. The approach em-

ployed a rough estimation of the scene to guide trajectory planning, aiming to cover the

scene comprehensively while avoiding obstacles and adhering to flight time constraints.

The task of trajectory planning is framed as an optimization problem, where the goal is

to maximize the accumulated rewards. This task is presented in the context of the orien-

teering problem, where the objective is to maximize the total rewards collected within a

limited available distance.

2.4 Next Best View planning based methods

The idea of Next Best View (NBV) planning revolves around identifying the viewpoint that

offers the highest degree of information or advantage for a robot or sensor to capture data
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or images, thereby enhancing the efficiency of achieving a particular task or objective. It

is useful in the 3D reconstruction of the scenes and in exploring the unknown frontiers

and preparing a map for the robot to utilize.

2.4.1 Surfel based method for 3D reconstruction

The approach presented by Riccardo Monica and Jacopo Aleotti [17] is based on the

Next Best View (NBV) planning that utilizes the surfel depiction of the environment. The

authors fetched the surfels in the 3D reconstruction phase from the sensor’s volumetric

representation which is then used to produce images from each simulated sensor pose.

The authors reported the algorithm to be computationally efficient while producing com-

parable results in terms of reconstruction quality and completeness.

2.4.2 NBV planner for a mobile manipulator robot

Naazare et al. [18] proposed an online NBV planner for a mobile manipulator robot.

The robot performs not only exploration but also user-defined exploration with inspection

tasks. The task is defined as a multi-objective optimization problem and considers an

information gain that depends on the weighted sum for calculating the NBVs for the depth

camera. Fig. 2.2 shows two different views of the mobile robot manipulator used by the

authors for exploration and inspection tasks.

Figure 2.2. Exploration and inspection of ROI by the real robot. - image taken from [18]

A similar kind of process can be incorporated into generating a 3D reconstruction of the

object under inspection and preparing a path for the robotic manipulator. However, even

though NBV-based planners excel in the exploration of unknown frontiers, these methods

are computationally heavy and might be too excessive for our project.
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2.5 Path Planning as a TSP problem

Fan et al. [19] proposed a system to automate the process of 3D object acquisition. The

system used a view planner to fetch the best views for 3D acquisition and then used the

travelling salesman problem to formulate the path planning algorithm to move the camera

mounted on a 2-axis manipulator. Fig. 2.3 presents a comparison between TSP-based

path planning and Naive path planning presented by the authors.

Figure 2.3. Comparison of TSP-based path planning (a) and naive path planning (b). -
image taken from [19]

The TSP-based algorithms work well with a smaller number of target points. However, the

level of complexity rises quite fast when dealing with a large number of target destinations.

2.6 Point cloud based methods

The utilization of point clouds as a source of information appears to be a promising and

effective approach. However, dense point clouds result in large data volumes and higher

processing times.

2.6.1 Content-aware point cloud simplification

The work presented by Arav et al. [20], introduced a subsampling technique that was

capable of understanding the context of the scene and would eliminate data from less

critical regions while maintaining high levels of detailing in the region of interest. The

ROIs were located by using visual saliency and the data from non-salient regions was

reduced.
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2.6.2 Trajectory planning using point cloud modeling and slicing

The work presented by Yu et al. [21] used a custom-built point cloud modelling and

slicing algorithm used by a robot manipulator to spray paint the free-form surfaces. The

algorithm presented by the authors was capable of preserving the edges in the point

cloud. The algorithm was also capable of identifying the best slicing direction along with

the movement speed optimization of the spray gun. This is vital to maintain a uniform

coating thickness over a workpiece. The spraying trajectory points were based on the

cross-section contour points. In order to determine the slicing direction, the algorithm

seeks the direction perpendicular to the dominant eigenvector of the point cloud.

2.6.3 Path planning algorithm for robotic spray painting

In their research, Wang et al. [22] presented a path-planning algorithm for robotic spray

painting that selected the most relevant eigenvector directions of targets as the direction

of a normal of slicing plane. The authors also implemented an intersection-projection

joint segmentation-based method to fetch the points required for the spray path. The

polynomial fitting method along with uniform interpolation was used to make the spray

path smoother. An iterative approach was used to formulate equal spacing between ad-

jacent slicing planes even with surfaces with different curvatures. Fig. 2.4 illustrates the

path obtained by the author’s algorithm.

Figure 2.4. Path obtained by author’s algorithm - image taken from [22]
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2.7 Important concepts review

2.7.1 Point clouds

Point clouds are a simple way of representing a 3D object in a 3D coordinate system by

representing the object as a discrete collection of points. Each point in the point cloud

has a specific position in the coordinate system. Point clouds are generally prepared by

capturing the depth information from the scene. They may also retain the color information

of the object. The depth information is usually captured by using a depth camera that

releases an infrared light that creates a specific pattern such as a grid of dots. The grid

incident on the object gets deformed and based on the level of deformation, the camera

calculates the depth information.

RGB-D images

RGB-D is a standard system of dataset that includes both the color information and the

depth information of the object. The RGB-D images can further be processed to recreate

a 3D representation of the object by generating a point cloud. Specialized hardware is

used that is capable of capturing both color and depth information simultaneously. The

RGB captures a regular color image while maintaining the color, texture and illumination

conditions of the scene. Whereas, the depth image captures the distance information of

each pixel in the image.

Downsampling

As stated before, point clouds present the discrete structural information of the 3D scene.

Based on the hardware’s resolution and FoV the point clouds could have thousands and

even millions of points representing a scene. The storage and processing of such a large

number of points may become difficult and impractical in certain cases. Downsampling is

used in such cases to reduce the number of points representing the object without losing

the important information from the scene. There are various downsampling techniques

available most common of these is the Voxel Grid Downsampling; where the 3D space

covering the points in a point cloud is split into uniform cubes called voxels and then, the

points inside each cube are grouped and the average best location inside cube becomes

the its point. Another method is already discussed in the previous section that is based

on the content-aware point cloud downsampling presented by Arav et al. [20].

Hidden point removal

Hidden point removal is a process that is used to filter out points that are not visible to

the viewer or are not supposed to be visible from a particular view. This will filter out
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all the background points in the point cloud that might be visible from the surface. This

is implemented by Open3D [23]. In figure 2.5, the left image shows all points included

where the background points are bleeding into the foreground. After applying the hidden

point removal technique, the right image shows the background points are filtered leaving

out all the points on the surface.

Figure 2.5. Before and After applying the hidden point removal technique. - images taken
from [24]

Normal estimation

Normal estimation is the process of generating normals for each point in the point cloud.

The Open3D utilizes the work by Pauly [25] where the covariance analysis on local neigh-

borhood of points is used to estimate the normals. Fig. 2.6 illustrates the different stages

before the normal estimation task.

Figure 2.6. 3D processing pipeline with normal estimation as output. - images taken from
[24]
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2.7.2 Point cloud segmentation

Point cloud segmentation is the process of grouping the points together and presenting

them as individual meaningful segments based or the specified parameters. The seg-

mentation is useful for understanding the 3D scenes and extracting meaningful informa-

tion from the point cloud. There are various techniques available for segmentation such

as Clustering, Plane fitting, Graph-based segmentation, Semantic segmentation etc... the

one used in our work relies on clustering done by DBSCAN presented by Ester et al. [26]

and implemented by Open3D [23].

DBSCAN Clustering

DBSCAN (Density-Based Spatial Clustering of Applications with Noise) is a clustering

algorithm that is capable of identifying clusters of different shapes that are mixed with

noise and outliers. The main logic behind this algorithm is for each point in the cluster,

find a group of n-number of points within a specified region that has at least a minimum

number of specified points. The clusters in point clouds having similar densities are easily

segmented using this process. The authors claim that this clustering mechanism is far

more potent in determining clusters having arbitrary shapes [26]. Fig. 2.7 illustrates the

result of applying DBSCAN clustering implemented by Open3D [23].

Figure 2.7. Result of applying DBSCAN clustering on point cloud. - image taken from
[27]

2.7.3 Coordinate system and Transformations

A system used to define the position and orientation of an object in space. In our case,

we use 3D space to define various entities in a 3D system.
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Coordinate Frame

A frame is made of three vectors or axes (in case of 3D) that are orthogonal to each other

and extend outwards from the origin. The two types of frames include a Global frame and

a Local frame.

The global coordinate frame is considered to be absolute and works as a point of refer-

ence for other frames. This frame is usually considered to be fixed to the base frame of

the robot to reduce calculation complexity.

A local coordinate frame is used to represent the pose of individual entities in a 3D space

relative to the global frame. For example, the pose of a robot’s end-effector, the location

of a point in a point cloud etc can be represented using a local frame that tells position

and orientation with respect to the Global frame. Fig. 2.8 illustrates Global and Local

frames in a 3D space.

Figure 2.8. Global and Local frames. - image taken from [28]

Coordinate Transformations

These are the basic mathematical operations performed to change the representations of

objects from one coordinate system to another. Such as Translation, Rotation, Scaling,

Affine transformations, Homogeneous transformations etc...

Rotation Matrix

The rotation matrix is used to define the orientation of an object in the 3D space. Rotation

matrices are useful in changing the orientation of objects in 3D space. Each axis in

Cartesian space has a rotation matrix that defines rotation around that axis. Equations

(2.1), (2.2) and (2.3) presents a basic rotation matrix for rotation around the X, Y and Z
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axis respectively.

  {\mathbf {R_x} (\theta )} = \begin {bmatrix} 1 & 0 & 0\\ 0 & cos(\theta ) & -sin(\theta )\\ 0 & sin(\theta ) & cos(\theta )\\ \end {bmatrix} \label {eq:Rx} 


 

 

 

 (2.1)

  {\mathbf {R_y} (\theta )} = \begin {bmatrix} cos(\theta ) & 0 & sin(\theta )\\ 0 & 1 & 0\\ -sin(\theta ) & 0 & cos(\theta )\\ \end {bmatrix} \label {eq:Ry} 


 

 

 

 (2.2)

  {\mathbf {R_z} (\theta )} = \begin {bmatrix} cos(\theta ) & -sin(\theta ) & 0\\ sin(\theta ) & cos(\theta ) & 0\\ 0 & 0 & 1\\ \end {bmatrix} \label {eq:Rz} 


 

 

 

 (2.3)

Translation Matrix

The translation matrix defines the position of the object in 3D space and can be used to

move a frame from one position to another. The Equation (2.4) presents a 4x4 translation

matrix where tx, ty and tz defines the translation in the X, Y and Z axis respectively.

  {\mathbf {T_{xyz}}} = \begin {bmatrix} 1 & 0 & 0 & tx\\ 0 & 1 & 0 & ty\\ 0 & 0 & 1 & tz\\ 0 & 0 & 0 & 1\\ \end {bmatrix} \label {eq:Txyz} 


  

  

  

  

 (2.4)

Homogeneous Transformation Matrix

A 4x4 matrix that represents a coordinate transformation between two frames. It is a

compact representation of both rotation and translation. Fig. 2.9 shows the composition

of a homogeneous transformation matrix that includes a 3x3 rotation matrix along with

translation matrix elements. Perspective and Global scale are also included.

Frame Transformation

Fig. 2.10 shows an example transformation of frame A to frame C via frame B. The matrix

on the left in the figure represents the homogeneous transformation matrix that represents

the transformation frame C with respect to frame A.
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Figure 2.9. Homogeneous Transformation matrix. - image taken from [29]

Figure 2.10. Coordinate frame transformation example. - image taken from [30]

2.7.4 Orientations in 3D space

Defining orientations in a 3D space is a bit more complicated as compared to defining

orientations in a 2D space. There are various representations available to use with their

advantages and disadvantages. We discuss a few of those that are relevant to this thesis.

Euler angles

Euler angles are represented by a set of three angles Roll, Pitch and Yaw that describes

the orientation of an object in a 3D space. Each angle is defined in radians and along

a specific axis. The angles are supposed to be defined in a certain order to achieve the

desired orientation. For example, the RPY will apply the rotation around the X axis first

then around the Y axis and finally around the Z axis. Following this type of representation,
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there are twelve different arrangements in which orientations can be defined out of which

RPY and YPR are most common. Euler angles defined in radians are relatively easier to

understand however, they are prone to an inherent problem of Singularity or Gimbal Lock

which is the loss of one degree of freedom in a 3D space. This usually happens when

two of three axes become parallel. Fig. 2.11 shows the three rotational axes applied to

an aircraft model.

Figure 2.11. Euler angles - image taken from [31]

Axis-Angle notation

A compact representation of the orientation of an object in 3D space. We define a unit

vector which becomes an axis of rotation and an angle of rotation that is applied to the

vector. The object will be rotated by this angle. Fig. 2.12 depicts an axis angle notation

with unit vector ē as the axis and θ as the angle.

Figure 2.12. Axis angle representation with unit vector ē as axis and θ as the angle -
image taken from [32]
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Quaternions

Unlike Euler, A Quaternion is a four-element vector [x,y,z,w]. Quaternions are not prone

to Gimbal locking problems. The only downside is that they are not as intuitive as Euler

angles. w is the scalar used to normalize the x,y,z.

2.7.5 Eye-in-hand vs Eye-to-hand

Eye-in-hand perception is the process of using a camera mounted on the end-effector

of the robot manipulator. The camera is used to capture the visual information from the

end-effector’s perspective and can be used to either control the movement of the robot or

provide useful information for perception related tasks such as visual inspection around

objects. The feedback from the camera can help in understanding the environment, pro-

vide Visual Servoing control to the robot, and allow the robot to determine the precise

location of the objects in the FoV of the camera.

Unlike eye-in-hand perception, the camera is fixed to a position typically not on the robot.

This gives the vision sensor a broader field of view and makes the system capable of

gaining a broader understanding of the environment. The difference is illustrated in figure

2.13. The left image presents an eye-in-hand setup and the right one shows the eye-

to-hand setup. In our project, the eye-in-hand perception is used for the path planning

around the objects.

Figure 2.13. Eye-in-hand (Left) v/s Eye-to-hand (Right). - image taken from [33]
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3. METHODOLOGIES

3.1 Research Design

The thesis begins with a literature review of the existing state of the art in the field, where

some of the related work in the field of path planning and point cloud is reviewed to

establish a gap in the existing research. This review then leads to the formulation of

the research question as discussed in section 1.2. Our research approach is guided by

a quantitative method that evaluates the efficacy of point cloud sampling in preparing

a robust point cloud during the path planning process. Furthermore, the experimental

assessment will be performed for the path planning algorithm in both simulated and real-

world environments by using objects of varying curvatures and scales. Finally, the results

are discussed, and conclusions are drawn for this work.

3.2 The algorithm and Process

This section provides a comprehensive overview of the entire process. The complete

process is split into two parts. The first part explains the process of profile generation that

can be reviewed by following the Algorithm 1. The second part covers the Target filtering

and generation which is covered by the Algorithm 2. The project follows the eye-in-hand

approach where the camera is mounted on the robot’s end-effector. Refer to section 2.7.5

to know more about the approach.

The experiment starts by placing the object around which the inspection path is to be

generated in the camera’s FoV under the robot’s arm. The robot’s arm is raised to the

highest point within the camera’s FoV. (step 1 and 2 in Alg. 1). Fig. 3.1 shows an object

under the field of view of a depth camera mounted on a manipulator robot in Rviz.

3.2.1 Point cloud Acquisition

The data is accumulated via a depth camera that captures multiple frames of color and

depth images of an object and then the program converts it into RGB-D format and ul-

timately converts it into a point cloud. (Refer to section 2.7.1 for information related to

RGB-D images and point clouds). In practice, the depth sensors are prone to various
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Figure 3.1. Figure showing the Rviz view of an object placed in the camera’s FoV
mounted on a manipulator robot.

kinds of noises that can potentially impact the depth measurements. Furthermore, the

variation in ambient lighting may also hinder in the generation of a precise point cloud. To

overcome these abnormalities, different levels of filters were integrated into the program

to improve its resilience to such variations. Fig. 3.2 depicts a raw point cloud fetched from

a depth camera.

Figure 3.2. Figure showing a Raw point cloud created from a color and depth image from
a depth camera.
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3.2.2 Point cloud Sampling

The process of generating targets is dependent on the quality of the point cloud obtained

and processed from a depth camera. Since the camera is prone to noise, A sampling

filter is introduced in the program as shown in step 3 of Alg. 1. The filter fetches multiple

frames of color and depth images (IRGB , ID) from the depth camera and generates

multiple instances of point clouds that are stored in PCDa[] array. The data points in

multiple point clouds are exploited to prepare a more complete variant of the point cloud

(PCD).

3.2.3 Point cloud Processing

The container PCD holds the raw point cloud created from everything within the FoV of

the camera. However, not all information inside this point cloud is useful as it contains a

lot of undesired elements such as the body of the robot, the ground plane, and extra arti-

cles that are not relevant to the scene. The raw point cloud is processed to filter out such

elements as shown in step (step 3 in Alg. 1). The filtering process is iterated over a pre-

defined number of samples (defined by s in Alg. 1). The algorithm identifies and selects

the optimal point cloud samples that present the most complete information in terms of

the number of points in the point cloud through a majority vote mechanism (step 4 in Alg.

1). The hidden points inside a point cloud are filtered out using a background removal

function available in Open3D [23] library. Finally, the point cloud is downsampled to a

user-specified resolution. The importance of downsampling is already discussed in sec-

tion 2.6.1. In short, the downsampling becomes necessary since dense point clouds can

strain computational resources, increase processing time and create occlusion among

the objects of interest [20]. Since our project mainly deals with the outer surface of the

object under inspection, dense point clouds are unnecessary for our application. After

processing, the point cloud is stored in PCD. In Fig. 3.3, the left images show the output

point cloud after the filtering and background removal process. The image on the right

depicts the zoomed version of a downsampled point cloud. For further details related to

downsampling and Hidden point removal methods, please refer to the downsampling and

Hidden point removal sub-sections listed under the section 2.7.1.

3.2.4 Normal estimation

The points in the point cloud are arranged in such a way that they represent the physical

object in a digital 3D space relative to the depth camera. Furthermore, applying correct

transformations to each point will give us the precise positions of all points in the world

coordinate system. To obtain high-fidelity data for visual inspection, it is necessary to

position the camera orthogonal to the point in the point cloud. Therefore, it is necessary
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Figure 3.3. Figures showing results of filtering (Left) and downsampling (Right).

to have a method for determining the accurate alignment as well. The camera should

ideally have a zero-angle relative to the surface normal originating the point (step 5 in

Alg. 1). Zhang et al. [34] proposed one such approach to estimate the normal vectors in

a point cloud. The implementation of the normal estimation technique presented by [25] is

implemented in Open3D [23]. The sub-section Normal estimation listed under the section

2.7.1 provides more detailed information on normal estimation. The Fig. 3.4 illustrates a

point cloud along with the estimated normals.

Figure 3.4. Figure showing a processed point cloud along with its estimated normals.

3.2.5 Clustering

The filtering process applied on the point cloud removes the majority of undesired ele-

ments. However, there are many instances where filtering might not completely get rid

of all undesired elements and such elements might be too close to the desired elements

for the filters to function correctly. In such instances, it becomes essential to delineate
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the groups of points in the point cloud by using clustering techniques and extracting the

object of interest. As a result, the DBSCAN clustering algorithm as proposed by Martin

Ester [26], is employed (step 6 in Alg. 1). The authors observed that the DBSCAN-based

clustering algorithm is much more capable of identifying clusters of varying shapes than

traditional methods. The process is implemented using the Open3D [23] library. As il-

lustrated in Fig. 3.5, the algorithm prepares a GUI that lists various clusters recognised

by the clustering algorithm. The user is required to select the ones deemed useful for

the inspection task. The algorithm generates the Object point cloud profile based on this

cluster selection as shown in Fig. 3.6. In Fig. 3.6 only a single cluster is visible since

there is a single group of points identified by the clustering algorithm. The generated

profile is passed on to the Algorithm 2 to generate targets and stored in PCDp. Section

2.7.2 provides more information on segmentation methods including DBSCAN clustering.

Figure 3.5. Figure showing the Cluster Selection GUI.

3.2.6 Target generation

The process of filtering and generating targets is defined by the Algorithm 2. The Algo-

rithm 2 takes the object profile PCDp as its input. The points in the point cloud profile can

be utilized to determine the correct position of each point in the global frame. However, to
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Figure 3.6. Figure showing the object profile generated from the processed point cloud.

achieve the desired pose, the generation of precise orientations is also necessary. The

points in the profile are iterated over by the algorithm and a Rotation matrix is generated

(step 1 in Alg. 2) by calculating the Axis-Angle representation. This rotation matrix is

further utilized in calculating the correct transformations for the object profile PCDp in

the world coordinates Tp. To learn more about the coordinate system, frames, Rotation

matrices, Coordinate Transformations and Orientations please refer to the section 2.7.3

and section 2.7.4.

Additionally, the robot’s end-effector must follow targets in a single direction. For this, it is

necessary to make sure the targets generated are arranged in the correct order and that

there are no targets that are generated in undesired locations. To make sure of this, three

individual filters are applied to the coordinates (step 2 in Alg. 2) to filter out targets that

are beyond the user-defined thresholds and anomalous in nature. The first filter checks

the order in which coordinates are arranged in the array for each x, y and z axis. The filter

checks if the series is decreasing and the current number is smaller than the middle one

or if the series is increasing and the current number is bigger than the middle number.

Based on this it receives a vote from each x, y and z axis. If the total vote count is greater

than one, the coordinate is filtered out of the list. This process is iterated over and over

until the total vote count is less than or equal to one, that is no more anomalies present.

The second filter then filters out all coordinates that are too close to the ground or other

surfaces and may pose a danger to the movement of the end-effector. The third filter

calculates the Euclidean distance between each point and if the distance is less than 2

times the downsample resolution of the point cloud, the coordinate is filtered out.

The list of generated targets Tp is arranged in the correct sequence (step 3 in Alg. 2),

and precise transformations are applied to derive the end-effector’s world coordinates Te

for each of these targets (step 4 in Alg. 2). Fig. 3.7 depicts the final targets generated

from the object profile.
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Figure 3.7. Figure showing the final targets generated from the object profile.

Algorithm 1: Point cloud processing, clustering, and profile generation.
Parameters:

s: number of point clouds to sample
IRGB: RGB image frame from camera
ID: Depth image frame from camera
PCD: container to hold point cloud
PCDa[]: array for all sampled PCD
PCDp: Final object PCD profile

Input : colour and depth frame, s
Output : Filtered point cloud profile PCDp

STEP 1: Select initial pose of the robot.
STEP 2: Object is in FoV of camera.
STEP 3: Sample point clouds.
foreach s do

IRGB , ID ← grabframe()
PCD← GeneratePointCloud(IRGB , ID)
PCD← FilterPCD(PCD)
PCDa[]← PCD

STEP 4: Select point clouds with a majority of similar number of points.
idxlist[]← SelectedPointClouds(PCDa[])
foreach idxlist[] do

PCD← PCD + PCDa[idx]

STEP 5: Process point cloud and estimate normals.
PCD← HiddenPointRemoval(PCD)
PCD← VoxelDownSample(PCD)
PCD← EstimateNormals(PCD)
STEP 6: Generate clusters and object profile.
Clusters← ClusterPCD(PCD)
PCD← ClusterSelection(Clusters)
PCDp← CroppedPCD(PCD)
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Algorithm 2: Target generation based on filtered point cloud profile.
Parameters:

np: Normalized normals in PCDp

uz: Unit vector z-axis
nz: Direction vec. by normal and z-axis
θz: Angle between normal and z-axis
Rθ: Rot. matrix by normals and z-axis
Tp: Poses wrt object for PCDp

Te: EEF poses wrt robot’s base
Input : Filtered Point cloud profile PCDp

Output : EEF Targets Te wrt to robot’s base
STEP 1: Generate Rotation matrix
uz ← [0, 0, 1]
foreach PCDp do

np← normalize(PCDp.normals)
nz ← cross(np, uz)/normalize(cross(np, uz))
θz ← -(acos(dot(np, uz)))
Rθ ← RotMAxisAngle(θznz)
Tp← CalcTransforms(Rθ,PCDp.points)

STEP 2: Filter world coordinates
Tp← FilterAnomalies(Tp)
Tp← FilterThreshold(Tp)
Tp← FilterCloseCoords(Tp)
STEP 3: Reorder the coordinates
Tp← Reverse(Tp)
STEP 4: Generate final targets by applying correct transformations
Te← GenerateEEFTargets(Tp)



26

4. IMPLEMENTATIONS

This chapter presents the experimental setup along with the hardware and software used

and explains the architecture of the overall system.

4.1 Hardware used

4.1.1 Robot

For robot and perception hardware, we utilize the Franka Emika collaborative robot1, the

robot is tasked to perform a manoeuvre around an object of unknown geometry. However,

with a few changes the experiment can be replicated with any other robot. The Franka

robot is a highly advanced and versatile robot that is designed to perform collaborative

and industrial tasks. The robot has seven Degrees of Freedom (DoF), which provides it

with a high level of flexibility. Since the robot’s software follows an Open-Source approach,

it is easy to integrate the robot into our application. The robot has a maximum reach of

0.8 meters, which might be short for industrial inspection of larger objects, However, the

algorithm itself is flexible and with a few changes it can integrate with any other robot

system. Furthermore, with a few changes to the placement of the object, it is still possible

to scan the larger objects. The algorithm also offers Auto scan logic, where the robot may

continue to scan and create one single output containing all target path points. Fig. 4.1

shows an image of the robot along with the object under inspection.

4.1.2 Depth camera

The depth camera is an important piece of hardware used in our setup. It presents real-

world objects in a 3D representation along with their precise distances. The point cloud

can be processed to fetch the real-world location of each point in the point cloud. The

accuracy of the depth camera plays an important role in preparing accurate path tar-

gets from the shape of the object. A high-resolution depth camera is used to gather the

depth information of the unknown object. The camera used in this experiment is an Intel

RealSense D435. The camera is designed for a variety of computer vision and depth

perception-based applications. The camera employs stereo depth sensing technology to

1https://franka.de/
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Figure 4.1. Figure showing Franka Emika robot.

acquire depth data alongside colour images, enabling the creation of precise depth maps

crucial for tasks like 3D scanning, object identification, and gesture recognition. The depth

camera’s effective range spans from 0.2 meters to 10 meters and offers a wide Field of

View (FoV) that aligns perfectly with our intended application.

The system follows an eye-in-hand approach (refer to section 2.7.5). Positioned atop

the robot’s gripper, it maintains parallel alignment with the gripper’s fingers, hovering ap-

proximately 0.15 meters above the Tool Center Point (TCP), and synchronously moves

with the robot’s final joint. The camera arrives pre-calibrated from the factory, and its

internal intrinsic and extrinsic parameters are extracted through Intel’s specialized SDK,

ensuring precise camera alignment within our algorithmic operations. Fig. 4.2 depicts an

arrangement of the Intel Realsense D435 depth camera on the robot’s end-effector.
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Figure 4.2. Figure showing Intel Realsense D435 depth camera mounted on the robot’s
end-effector.

4.1.3 Test objects

For testing the program, complex shaped objects with different curvatures and sizes were

selected in both simulated and real environments. The objects larger than the robot

manipulator were tested in the simulator. These include simulated models of car, tunnel,

satellite, submarine, sphere and wall. Smaller models were less than half a meter in

length and these also included physical objects like a bench, a model of aerofoil, a 3D

printed model of a suction roll, textured metal sheets, inclined planes etc.

4.2 Software and Libraries used

4.2.1 System setup and ROS

The experiment was conducted using a machine equipped with an 8-core CPU and an

NVIDIA GTX1060 GPU. We opted for Ubuntu 20.06 LTS as the operating system of

choice, and ROS Noetic2 served as the interface for commanding both the robot and

the camera. ROS, short for the Robot Operating System, is an open-source middleware

framework crafted to facilitate the development of robotics. Within its framework, it of-

fers an array of tools, libraries, and standardized practices that empower the creation and

governance of robotic systems.

2https://www.ros.org/
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4.2.2 Motion planner, visualizer and simulation

MoveIt!3 is used in the project for the robot motion planning. The MoveIt! motion planner

played a pivotal role in executing the generated robot’s motion path. MoveIt! stands as

a motion planning framework meticulously crafted for the realm of robotic manipulation.

It serves the purpose of conducting and executing intricate movements for robotic arms

and grippers, spanning a spectrum of applications like the adept handling of objects,

precision manipulation, and streamlined assembly tasks. This framework encompasses

motion planning algorithms adept at producing obstacle-free trajectories for the robot’s

arm, thoughtfully considering both the robot’s kinematics and the spatial impediments in

its vicinity. Furthermore, to provide a comprehensive visual perspective, Rviz was used

for the three-dimensional representation of the robot and the waypoints generated during

the process.

The OMPL [35] motion planner provided by MoveIt! was selected as a default planner.

The MoveIt python API provides the interface to the task space controller that is primarily

used for the robot manipulator’s motion. The waypoints are published to the MoveIt! API

to make the robot move and record the images and video of the object.

The Gazebo4 Simulation tool serves as the platform for creating a simulated environment

in which our virtual objects are situated and where the experiment is conducted.

4.2.3 The Programming language and User interface

The primary algorithm, along with the graphical user interface (GUI), is implemented us-

ing the Python programming language and runs within a Jupyter5 notebook. Additionally,

Open3D [23] is used for 3D data processing and rospy, moveit_commander along with

other transformation packages provided by ROS for creating an interface between the

Python and ROS. Numpy was used for matrix and array-related operations. The GUI

interface was prepared using PySimpleGUI6 library and runs in a separate processing

thread using a subprocess package. Packages from scipy7 were used to prepare trans-

formations and PyKDL8 was used to perform KDL transformations.

Prior to executing the algorithm, it may be necessary to install specific libraries that the

algorithm relies on.

3https://moveit.picknik.ai/
4https://gazebosim.org/
5https://jupyter.org/
6https://www.pysimplegui.org
7https://scipy.org
8http://docs.ros.org/en/diamondback/api/kdl/html/python/
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4.3 Architecture

Fig. 4.3 illustrates a block diagram that highlights the communication flow among various

entities used in the project and provides a general overview of the system.

Figure 4.3. Block Diagram showing the interconnection between different entities in the
project.

The program blocks are split into two parts based on the algorithm they follow. The

depth camera is connected to the main PC via USB and runs as a separate ROS node.

This node fetches and publishes the information related to camera parameters, color

image and depth image to their respective topics. Another node prepares an interface

between the robot and the ROS using FCI which is the Franka Control Interface. The

node also runs the Rviz visualizer along with the motion planning pipeline using Moveit!.

The motion planner on the low lever connects to different services that are tasked to fetch

various parameters from the robot controllers such as the Joint States, from the robot’s

sensors, low-level commanding interface to the robot, publishing the states to TF topic

in ROS. Preparing and maintaining planning scene, calculation of kinematics services

etc. The program executes in a separate jupyter notebook and interfaces with the ROS

and Moveit! APIs. The program subscribes to the camera parameters, color and depth

image topics to fetch and intrinsic and extrinsic parameters and prepare a calibrated 3D

point cloud of the scene. The program also listens to the TF topic to fetch the transforms

between various frames to calculate the correct position of the point cloud in the global

frame. It also publishes the generated target poses to the TF to aid Rviz in visualizing

the generated targets. The targets are passed through the moveit_commander API to

low-level controllers to perform the actual motion around the object. In the case of using

a simulated environment instead of the real robot, the Gazebo is also launched along with

the Rviz. In this case, another notebook is used to summon the desired test object in the

simulated world and the whole process is performed around it.
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5. RESULTS

5.1 Testing the efficacy of Point cloud Sampling

In the chapter 3 section 3.2.2 we discussed the process of point cloud sampling that

improves the quality of point cloud obtained from a depth camera.

The effectiveness of the point cloud sampling technique was assessed by setting up the

following experiment. A real inclined metal sheet was placed within the field of view of

the depth camera. A strobe light was placed next to the object that was oriented partially

towards the camera. The strobe light was operating at a frequency of 3Hz with a 50 per-

cent duty cycle. This setup was prepared to simulate the variation in the ambient lighting

conditions that will affect both the camera and the objects nearby. The experiment was

performed in three separate cases. Due to the stochastic nature of the setup, each case

was repeated five times to improve the accuracy of the reported results. The first exper-

iment case was conducted with the sampling filter disabled by setting the s parameter to

1 (step 3 in Alg. 1). A single pair of color and depth images are fetched from the cam-

era topics and the point cloud is generated by following the filtering processes discussed

before. The second experiment case utilized the sampling filter with five samples, setting

s = 5. The third case utilized ten samples and set the s = 10 for the sampling filter.

5.1.1 Point cloud sampling results

The experiment with point cloud sampling was performed with three separate test cases

where the filter was set to use one, five and ten samples respectively. The experiment

was iterated over five times for each test case to get an approximation of the result. Table

5.1 presents the point cloud sampling results with the sampling filter disabled (s=1 in step

3 in Alg. 1). Table 5.2 presents the point cloud sampling results with the sampling filter set

to collect 5 samples (s=5 in step 3 in Alg. 1). Table 5.3 presents the point cloud sampling

results with the sampling filter working with 10 samples (s=10 in step 3 in Alg. 1).
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Sample S=1

Iteration

number

Points in

point cloud

Point cloud

sampling

Time (sec)

Object

profile

points

Final

Targets

generated

1 731 0.477 24 9

2 742 0.533 26 10

3 737 0.523 25 9

4 629 0.328 25 2

5 737 0.555 27 10

Mean 715.2 0.4832 25.4 8

Table 5.1. Table with point cloud sampling result with sampling filter disabled.

Sample S=5

Iteration

number

Points in

point cloud

Point cloud

sampling

Time (sec)

Object

profile

points

Final

Targets

generated

1 792 1.44 29 10

2 787 1.37 28 12

3 799 1.32 28 11

4 792 1.3 28 11

5 804 1.34 28 11

Mean 794.8 1.354 28.2 11

Table 5.2. Table with point cloud sampling result with sampling filter set to 5.

Sample S=10

Iteration

number

Points in

point cloud

Point cloud

sampling

Time (sec)

Object

profile

points

Final

Targets

generated

1 804 2.05 28 11

2 777 2.05 28 9

3 767 1.97 24 10

4 793 2.01 29 10

5 812 2.09 29 11

Mean 790.6 2.034 27.6 10.2

Table 5.3. Table with point cloud sampling result with sampling filter set to 10.
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In Fig. 5.1, the outcomes of point cloud sampling without any filtering applied are dis-

played, alongside the corresponding resultant targets generated from three distinct in-

stances. Fig. 5.2 presents three separate results from point cloud sampling taken with

5 samples along with their generated targets. Fig. 5.3 illustrates the three instances of

results from point cloud sampling with 10 samples along with their generated targets.

Figure 5.1. Figures showing results of three random executions of the program with
sampling filter disabled. Point clouds with their resultant targets.
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Figure 5.2. Figures showing results of three random executions of the program with
sampling filter set to collect 5 samples. Point clouds with their resultant targets.
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Figure 5.3. Figures showing results of three random executions of the program with
sampling filter set to collect 10 samples. Point clouds with their resultant targets.
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5.2 Point cloud slicing results

Fig.5.4 highlights the results after a point cloud is extracted from the simulated model of

a car which undergoes the point cloud processing. The Fig.5.4a depicts the raw point

cloud which includes the main object of interest along with the unnecessary segments.

After filtering and downscaling the point cloud (step 5 in Alg. 1), the fig5.4b is obtained

on which Normal Estimation algorithm is applied to acquire a result similar to the Fig.

5.4c. Fig.5.4d presents the object profile generated (step 6 in Alg. 1) based on which

final targets are generated. The next section discusses the resultant targets generated.

(a) (b)

(c) (d)

Figure 5.4. Results of Point cloud filtering and path planning experiments. (a) depicts
the raw point cloud from the depth camera. (b) Illustrates the point cloud that has been
filtered and downsampled(step 3,4 in Alg. 1). (c) Shows the outcomes of the Normal
Estimation process(step 5 in Alg. 1). (d) Illustrates the output generated by the profile
generation algorithm(step 6 in Alg. 1).


































