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Abstract
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The remarkable growth of unmanned aerial vehicles (UAVs) has also raised concerns
about safety measures during their missions. To advance towards safer autonomous
aerial robots, this thesis strives to develop a safe autonomous UAV landing solution,
a vital part of every UAV operation. The project proposes a vision-based framework
for monitoring the landing area by leveraging the omnidirectional view of a single
panoramic camera pointing upwards to detect and localize any person within the
landing zone. Then, it sends this information to approaching UAVs to either hover
and wait or adaptively search for a more optimal position to land themselves. We
utilize and �ne-tune the YOLOv7 object detection model, an XGBooxt model for
localizing nearby people, and the open-source ROS and PX4 frameworks for com-
munications and drone control. We present both simulation and real-world indoor
experimental results to demonstrate the capability of our methods.

Keywords: robotics, ROS, UAV, safe landing, deep learning, object detection,
panoramic camera
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1 Introduction

Portions of text and fgures of this chapter are reproduced from our previous works
[1].

1.1 Motivation

Recently, unmanned aerial vehicles (UAVs, or drones) have seen an unprecedented
rise in adoption rate, primarily thanks to technological advancements improving
their availability and dependability. They have been vital components in multiple
civil applications, ranging from remote sensing applications [2] to aerial delivery [3].
The Aeropolis project1 is a multidisciplinary, collaborative e�ort between us at
TIERS and other research groups to propose a sustainable and autonomous aerial
logistics ecosystem for future urbanization. A fundamental component of this frame-
work is the design and development of lightweight embedded micro-airports, which
will facilitate the seamless integration of UAV services into modern daily lives. How-
ever, concerns for UAV safety have also risen concurrently with the rapid pace of
technological advancements in UAVs, posing a signi�cant challenge for researchers
and legislators alike. Motivated by the need to enable UAVs to operate safely in
populated urban areas while maintaining high levels of autonomy, this thesis seeks
to address safety during one of the processes that carry the most potential risk in
UAV operations: landing or docking. Speci�cally, the objective is to design and
develop a solution with minimal infrastructure footprint and commercial o�-the-self
components.

Due to the eminent threats that 
ying UAVs may impose on pedestrians and
privacy concerns, these activities are heavily regulated in all states of the European
Union [4]. To comply with these regulations, current UAV-based applications de-
ployed in populated areas typically avoid landing and instead implement alternative
solutions to perform their core functionality. For instance, most current aerial deliv-
ery services, such as Flirtey and Project Wing, utilize a wire to lower the packages
to the ground. However, because delivery cables can only support light packages,
the weight and variety of objects that can be delivered are limited. For example,
UAVs from Project Wing can only handle packages up to 1.2 kg [5]. Another option
for delivery that has been tested is to drop the package with a parachute. Similar to

1https://tiers.utu.fi/project/aeropolis

https://tiers.utu.fi/project/aeropolis
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the previous option, this solution is only suitable for a limited array of light and non-
fragile objects, such as blood samples and a few food products. The most feasible
solution for delivering heavy objects or multiple light packages at once is arguably to
land the vehicle carrying the object. Another aspect that our solution will address
is the deployment of UAVs in urban areas. Current deployments of drone applica-
tions are commonly restricted to rural areas and sparsely populated urban areas.
One factor that directly leads to these restrictions is the need for more reliability in
the UAVs’ capabilities in detecting and avoiding people during landing, especially
in emergencies. While some research on this topic has shown promising results by
utilizing onboard sensors and computing platforms [6], [7], on-ground detections of
people from micro-airports can provide an extra layer of safety for drone landings,
which in many cases can be more reliable because the people to be detected are closer
to the sensor unit, and the results are not reliant on the altitude of the UAV [8].
Overall, the design and development of embedded micro-airports that supports safe
autonomous UAV landing would expand the horizon of UAV applications, making
them perform more safely and robustly in urban situations.

1.2 Problem formulation

Outdoor experiments with semi and fully autonomous 
ights are complicated be-
cause of the long and rigorous setups required to comply with safety requirements.
Hence, we will focus on the design and development of a solution that works reliably
in indoor environments, speci�cally in the 
ight area available in the TIERS labo-
ratory, where more opportunities are available for thorough experimentation. Our

ight zone is a 9 � 8 � 5 m area with safety nets and a motion capture (MOCAP)
system for UAV localization (more descriptions are available in Section 3.1.1).

The fundamental goal of the thesis is to provide a solution that can further
enhance the safety of autonomous UAV landing operations. One of the fundamental
aspects of UAV landing safety is the avoidance of potential hazards on the landing
path. While the concept of hazards for UAV landing is vast, we narrow its scope to
protecting the pedestrians near the landing area. The problem we aim to solve is as
follows:

� Identify potential hazards on the landing path, which in this context are people
near the landing spot.

� During the landing, if one or more people are within a prede�ned safe distance
to the landing spot, the UAV must halt its operation and hover at a prede�ned
height.

� In cases where hovering is not an option, for instance, when the UAV is low
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on battery or when it has been hovering for a long period and the prede�ned
landing spot still is not clear, based on the context of the surrounding, the
UAV will select an optimal position to perform an emergency landing.

We conducted the experiments with the assumption that aside from people, there
are no other factors that are potential threats to the landing operations or are at risk
from the operations. Additionally, we assume that every part of the surrounding
area is a perfectly 
at surface safe for landing.

1.3 Contributions

For this thesis, we propose a novel solution for safe UAV landing with minimal hard-
ware requirements. Leveraging on the recent rapid development of deep-learning-
enabled computer vision on embedded hardware and the high potential of 360°
panoramic lenses, we approach the problem with an on-ground vision-based system
for landing area monitoring to identify people who are at risk from the landing of
the UAV. Our envisioned system is a lightweight landing pad with a panoramic
camera in the center providing a bottom-view that gives the system a 360° view of
the surroundings with only one lens required, as shown in Figure 1.1. An embedded
computing unit will then process the information to generate relevant information,
package them as lightweight, e�cient messages and send them to the UAV to ad-
just its landing trajectory accordingly. Figure 1.2 illustrates this system and the
intended behavior.

On-ground approaches for safe UAV landing have two signi�cant advantages
over their onboard counterparts. First, it vastly widens the options for computing
platforms and sensors. UAV payloads are usually limited, so for tasks such as aerial
delivery, every gram of weight that can be saved by replacing heavy companion
computers and sensors with more lightweight options is directly transferred to the
weight that their primary task requires them to carry. The solution described and
implemented in this thesis does not involve a very high-end computing platform.
However, there are natural options to improve it with heavier embedded computers
with more powerful processing capabilities. For example, the Nvidia Jetson AGX
series that can o�er workstation-like performances. Similarly, other sensing units
that are readily available, e.g., LIDARs or radars, can be incorporated into the
system. Secondly, embedded platforms with GPUs that can reliably run heavy
machine-learning models and high-quality visual sensors are expensive and hard
to fabricate. Thus, by placing them on the ground, we can mitigate the risk of
damaging or loosing them due to UAV accidents.

Moreover, we develop software programs for safe UAV landings based on open-
source libraries. Our software components include the detection module, which
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Figure 1.1. A sample from the PICAM360 camera module.

Figure 1.2. Envisioned system.
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consists of an object detector and a distance estimator to identify and localize people
in a two-dimensional space, and an autonomous 
ight program that safely allows
the UAV to land while maintaining complete autonomy by using the information
about the surroundings provided by the detection module. The functionality of each
software component and the communication between them is facilitated by the free
and open-source Robot Operating System(ROS), which has become the de-facto
standard for robotic applications in recent years. The popular autopilot library
PX4 is also utilized for high-level UAV control and integration of autonomous 
ight
algorithms.

1.4 Related works

1.4.1 Vision-based systems for autonomous UAV landing

In the literature, research for vision-enabled autonomous landing systems for UAVs,
primarily multi-rotor vehicles, can be divided into two main categories: onboard
and on-ground. According to the survey by Kong et al., the former approach is
the more predominant and well-studied approach, with multiple systems developed
for landing on known, unknown and moving areas, while works done for on-ground
vision-based landing systems are still scarce [9].

A common point among on-ground systems is that they utilize a diverse range
of sensing units because these systems are not restricted by UAV payload. How-
ever, most of the work in this category focuses on the pose estimation and control
of the UAV rather than the monitoring of the landing site. In one of the earlier
research on on-ground monitoring systems, Wang et al. introduced a computer con-
trol camera platform to identify square markers with known size patched on micro
aircraft to measure their three-dimensional coordinates [10]. The main limitation
of this method was the camera’s narrow �eld of view (FOV) and reliance on a step
motor to shift its orientation to access other viewpoints. Mart��nez et al. later intro-
duced a system that can estimate UAV’s position based on onboard key features in
real-time by extracting information provided by a trinocular camera system on the
ground [11]. Alternatively, instead of standard RGB cameras, Yang et al. presented
a ground-based guidance system utilizing an array of near-infrared cameras, which
signi�cantly increases the detection range to detect, track, and autonomously land
a �xed-wing UAV without reliance on GPS data [12].

Several other works have also presented onboard methods that select safe landing
zones by detecting potential hazards on the landing path [13]. In these papers, the
authors utilize lightweight convolutional neural networks such as YOLO [14] and
MobileNet [7] to detect safe landing zones, which are away from individual or groups
of people in populated areas [6], or 
at and obstacle-free areas [15].
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1.4.2 Object detection on panoramic images

Object detection on panoramic images is a topic that is also less well-studied than
its pinhole counterpart within the literature. One concept that has been researched
to adapt object detection models to �sheye imagery, which frequently has oriented
and radially distorted objects, is alternative representations for standard bounding
boxes. In [16], Rashed et al. explored the usage of curved boxes, oriented boxes,
ellipses, and polygons. YOLOv3 [17] was adapted and modi�ed to output these
di�erent representations. The results show that 24-sided polygons achieved the
most reasonable tradeo�s between model complexity and accuracy. Further analysis
also reports no drops in inference speed when increasing the number of vertices.
Alternatively, Xu et al. proposed a simple framework for oriented box representation
by gliding each vertex of the original horizontal box on its corresponding side to
get more accurate coverage of the detected object and demonstrated the method’s
e�ectiveness in object detection on aerial images, texts, and pedestrians in �sheye
images [18].

Zhu et al. presented a localization method by leveraging top-view �sheye images
from a UAV and altitude data [19]. The proposed framework �rst involves acquiring
pixel positions of objects using an object detection model implemented based on the
RetinaNet model [20] with MobileNet [21] backbone for more e�cient computing.
Then, by fusing the camera’s parameter and height data from other sensors, a se-
ries of coordinate transforms is performed to obtain the object’s position in world
coordinates.

In addition, some public �sheye image datasets were published to facilitate the
development of this �eld of research. Most noticeable is the Woodscape dataset [22]
for autonomous driving, comprising over 100,000 images from four surrounding cam-
eras. Later, in 2022, the KITTI-360 dataset [23] was released as a successor to the
popular KITTI dataset [24]. It expanded on the original work with more data for
suburban driving from multiple sensor units, including two 180° �sheye cameras on
each side of the station wagon.

1.5 Structure

The rest of the thesis is divided into �ve parts as follows:

� Chapter 2 introduces the foundational background for building the vision-
based safe landing system.

� Chapter 3 provides an overview of the hardware setup and the data collection
and processing for training machine learning components.

� Chapter 4 gives a detailed description of the implementation of the system.
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� Chapter 5 reports the �ndings of autonomous landing experiments in a simu-
lation environment and with a real UAV.

� Chapter 6 summarizes the work and brie
y discusses the potential directions
for future research.



2 Background

This chapter encapsulates the theoretical building blocks that are essential for un-
derstanding the rest of the thesis, including:

� Machine learning methods utilized to localize people around the camera in
two-dimensional space.

� Robot Operating System (ROS), a crucial framework for communication be-
tween di�erent system components

� PX4 Autopilot software to enable autonomous UAV 
ights

2.1 Object detection

The recent advancement in deep learning techniques with revolutionary techniques
such as convolutional layers [25] and the recent vision transformers [26], the ever-
improving parallel processing power of modern hardware and the availability of
massive labeled image datasets have rede�ned the boundaries of computer vision.
Among the core tasks of computer vision, object detection emerges as one of the
biggest benefactors of this recent development, with many innovative models con-
tinuously rede�ning the state-of-the-art. Object detection involves identifying ob-
jects of interest within an image or video stream and localizing them, typically with
bounding boxes [27], [28], although in some cases, other forms of representation have
also been experimented with [16], [18]. This rapid growth has enabled object detec-
tion models to become fundamental elements in various domains, and they would
inevitably penetrate the robotics �eld and result in numerous innovative solutions
to challenges in robotics.

2.1.1 You Only Look Once (YOLO)

Since robots typically operate with tight latency bounds, especially in critical safety
applications, the object detection models deployed must satisfy real-time require-
ments; i.e., they must optimize the balance between accuracy, memory consumption,
and computational speed. Released in 2015, the �rst YOLO model was a signi�cant
milestone in real-time object detection by being the �rst one-stage object detection
model in the deep learning era [29], [30].
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Its predecessors, two-stage object detection models, apply a \coarse-to-�ne" ap-
proach to object detection. Initially, these models generate some region proposals
using, for instance, selective search in the case of RCNN [31] and Fast-RCNN [32]
or a separate region proposal network (RPN) in the case of Faster-RCNN. Then,
a classi�cation network classi�es these proposals into di�erent classes. After some
post-processing to re�ne the initial predictions, they output the bounding boxes
and their labels. In other words, two-stage models attempt to solve object detection
by viewing it as multiple classi�cation tasks on a single image. The major draw-
backs of these approaches in real-time applications are their poor speed and training
complexities due to the separated components [30], [33].

On the contrary, YOLO tackles the object detection problem with a di�erent
approach: it uni�es the whole detection pipeline to a single network, reducing the
process to a single evaluation pass through the network [29]. First, the network
places a grid on the input image and assigns each object in the training data to
the grid cell that contains its center point. Each cell predicts a prede�ned num-
ber of bounding boxes, which can be larger than the grids, and their con�dence
scores. Additionally, non-maximal suppression (NMS) is applied to discard over-
lapping boxes that predict the same objects. The detection pipeline of YOLO is
depicted in Figure 2.1:

Figure 2.1. The detection pipeline of YOLO [29].

Since YOLO is a uni�ed network, the training process is end-to-end, signi�cantly
simplifying transferring the model to other datasets. Furthermore, the model makes
a small sacri�ce in prediction accuracy but signi�cantly improves computational
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speed thanks to the low overhead in the detection phase. Since its inception, these
advantages have made YOLO the de facto standard for real-time object detection.

Over the years, the base YOLO model has spawned various derivatives and iter-
ative updates, further optimizing its architecture for better performance. YOLOv2
improves prediction recall with the anchor box concept, allowing each grid to be
able to predict multiple overlapping objects [34]. However, anchors also increase the
number of bounding boxes that must be post-processed with NMS. To address this
issue, YOLOv3 introduces an objectness score, i.e., the probability of an object’s
existence in the bounding box [17]. This concept prioritizes boxes with good object
coverage and eliminates most predicted boxes that are only noisy artifacts of the
object or not an object. YOLOv7, this project’s baseline object detection model, is
the latest culmination of the YOLO series of object detectors. From the reported
results, it has signi�cantly outperformed its previous iterations regarding inference
speed and accuracy. For more information about the network’s detail, we refer the
reader to the o�cial work [35].

2.1.2 Performance metrics

Intersection over union (IoU)

IoU is a standard measurement of how good the predicted bounding boxes are. It
measures the level of overlap between the detection and the ground truth and can
be formulated as follows:

IoU =
area of overlap
area of union

A predicted bounding box is true positive (TP) when its IoU is equal to or
higher than a prede�ned IoU threshold, and its class matches the ground truth,
false positive (FP) when its IoU is less than the threshold or if there are duplicated
predictions, and false negative (FN) when the detector misses the object or when it
has the wrong class label. True negative (TN) is every background instance correctly
classi�ed, which does not contribute to evaluating the performance of an object
detection model, so it is usually neglected in this context.

Precision-recall (PR) curve and average precision (AP)

Precision is the measurement of how many of the predictions are relevant, and recall
is the measurement of how many ground truths are detected.
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Precision =
TP

TP + FP

Recall =
TP

TP + FN

Every predictive model has a tradeo� between its precision and recall performance.
The most commonly used metric to assess the performance of object detection mod-
els is AP, formally de�ned as the area under the PR curve. It is the primary
evaluation metric for public detection challenges, e.g., Pascal Visual Object Classes
(VOC) [36] and Microsoft Common Objects in Context (COCO) [37]. However, in
many cases, the variations in the ranking of con�dence scores may cause the PR
curve to \wiggle," resulting in a zig-zag curve whose correct area underneath does
not represent the detection capability of the method used. Therefore, the VOC2007
challenge replaced regular precision with interpolated precision, which calculates
the maximum precision at a certain level of recall, essentially removing the dipping
points in the PR curve [38].

pinterp(r) = max
r~:r~�r

p(r~)

The VOC2007 challenge uses a set of 11 levels of evenly spaced recall levels from 0
to 1 for AP calculation, so the calculation for AP is as follows [38]:

AP =
1
11

X

r20;0:1;::;1

pinterp(r)

Figure 2.2 demonstrates a simple example of the problem and how interpolated
precision can address it.

Later, the COCO challenge [40] further re�nes this set to 101 levels of recalls
and introduces new ways for AP calculation:

� AP across di�erent IoU thresholds, which rewards detectors with better local-
ization capability.

� AP across di�erent object scales, which evaluates the detector’s capability for
small, medium, and large objects.

We use a slight variation of COCO’s AP across scale as the primary evaluation
metric for designing the object detection module, with more details in Section 4.1.1.
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Rank TP/FP Precision Recall pinterp

1 TP 1 0.2 1
2 TP 1 0.4 1
3 FP 0.67 0.4 1
4 FP 0.5 0.4 1
5 FP 0.4 0.4 1
6 TP 0.5 0.6 0.57
7 TP 0.57 0.8 0.57
8 FP 0.5 0.8 0.57
9 FP 0.44 0.8 0.57
10 TP 0.5 1 0.5

(a) An example with 5 objects to detect and 10 predictions.
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(b) Comparison between PR curves with normal precision and
interpolated precision.

Figure 2.2. A simple example showing that precision can dip at several points and how
interpolated precision can tackle this problem. Adapted from [39].

2.2 Decision tree and gradient boosting

While deep learning methods have a prevalent presence in dealing with unstructured
data, a more classic machine learning method, decision tree, is still a popular choice
among practitioners for classi�cation and regression tasks with structured, or tab-
ular, datasets [41], [42], and in some cases have even outperformed more complex
algorithms [43]. This section will focus only on regression trees because it is a crucial
system component.
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Powerful yet conceptually simple, a decision tree is a hierarchical, tree-like struc-
ture consisting of multiple nodes. Constructing a regression tree starts from a root
node at the top, representing the entire sample. Iteratively, optimal binary splits
are selected based on some criterion. A commonly used one is that the descendent
nodes’ sum of squared error with its average value should be minimized with each
split. The splitting process ends when one of the stopping criteria is reached, and
leaf nodes containing numeric values are formed. Typical stopping criteria include:

� When all the data points have the same values for all independent variables

� When the largest reduction in the sum of squared error is less than a certain
threshold

� When the node has fewer observations than a certain threshold

Figure 2.3. A simple example of a regression tree predicting the salary of baseball
players based on their years of experience and the hits they made in the previous

year [44].

eXtreme Gradient Boosting (XGBoost) is a well-optimized and 
exible imple-
mentation of the gradient boosting framework proposed by [45]. It will be the
library of choice for building the distance estimator from bounding box information,
presented in Section 4.1.3. Gradient boosted decision trees algorithm continuously
seeks to enhance the current model by building new ones and combining them into
an ensemble. Formally, the process aims to minimize a loss function comprising the
di�erence between predictions and ground truth and a penalty for model complex-
ity [46]. It begins by initializing a baseline model. Then, predictions are made with
that model and compared with the observations. A new model is built to predict
the residuals of prior predictions, which are then added to the current ensemble to
improve the �nal prediction [47].
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2.3 Robot Operating System (ROS)

At the time of this thesis, there are two available versions of ROS: ROS 1 and
ROS 2 [48]. Because this work is developed with ROS 1, all mentions of ROS in the
rest of the thesis will refer to ROS 1.

As robot hardware develops rapidly in scale and complexity, the amount of knowl-
edge required for building applications from scratch is too sheer and daunting of a
task for any individual or even organization to tackle on their own. To address
this issue, ROS provides numerous tools and libraries that assist developers, rang-
ing from low-level hardware abstraction to message exchange systems for large-scale
projects. In essence, ROS is a free and open-source software framework and mid-
dleware tailored for robotic software development, as well as an ecosystem of tools
and systems.

One of the core principles of ROS, thin, presented in [49], revolves around mod-
ularity, i.e., contributors are encouraged to abstract system complexities inside li-
braries, and then expose them to the ROS framework to send and receive mes-
sages. This practice maximizes code reusability across projects in a world with
ever-changing, ever-developing robotic hardware platforms.

2.3.1 ROS network

The fundamental of ROS design is a graph-based network of distributed, loosely-
coupled computing processes, named nodes, spread across one or many host ma-
chines, frequently exchanging messages, which are published under topics with
unique identi�er names, with one another [50]. This architecture results in a ro-
bust system that is highly con�gurable. Any node or collection of nodes can be
easily replaced or removed with minimal e�ect on the rest of the system. The other
nodes will continue operating and exchanging messages unless they are designed to
be interrelated. For instance, in this work, the human detection node can easily
be replaced by running another process that detects other targets as long as it also
receives ROS image message input and outputs bounding boxes and distance ROS
messages. Another example that highlights this advantage is the seamless transition
between simulation and real-world experimentation, where the simulated hardware
drivers and sensors can replace real ones and vice-versa.

In detail, whenever a ROS node starts, it needs to form peer-to-peer connections
with other nodes already running, publishing, and receiving messages. The service
enabling this process is roscore, where all nodes connecting to the network must
register the data stream they subscribe to and the con�guration information of the
data they publish to the network. All nodes must possess the same environment
variable ROS MASTER URI, indicating where the main roscore service is running to
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connect to and communicate over the same network. When multiple devices connect
to a ROS network, each node running on each device advertises its hostname or IP
address, de�ned via the environment variables ROS HOSTNAME or ROS IP respectively.
When a node requires a connection with a speci�c topic or service, it inquires the
ROS Master for the associated URI to establish it. Figure 2.4 illustrates a simple
ROS network with one publisher and subscriber.

Figure 2.4. Diagram of communication over ROS network

2.4 PX4 Autopilot

PX4 Autopilot is an open-source 
ight control for software development on UAVs
and other unmanned vehicles [51], [52]. It is designed for deployment on various
dedicated 
ight controllers, called Flight Management Units (FMUs), to perform
low-level UAV operations, with the option for integration with a separate onboard
companion computer for more computationally intensive purposes. PX4 uses a
lightweight messaging protocol called Micro Aerial Vehicle Link (MAVLINK), specif-
ically designed for the UAV ecosystem to establish communication with the ground
station software and other external components like onboard computers.

2.4.1 Flight modes

PX4 supports several 
ight modes for a variety of applications. They determine
how the autopilot will react to di�erent remote control inputs during manual 
ights
and how it regulates the vehicle during fully autonomous operations. There are
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multiple ways to alternate between 
ight modes, like using the ground station soft-
ware or a customized 
ight program. However, the safest method while developing
autonomous 
ight software is to use a remote controller, which allows the user com-
plete control if there is any instability during the operation. Since the project’s
objective revolves around autonomous 
ights, the two primary 
ight modes used
during development are O�board and Position mode.

� O�board mode: This mode grants the vehicle complete autonomy, disconnect-
ing all inputs from the remote controller except for mode switching. While

ying in this mode, the vehicle follows a predetermined set of waypoints over
the MAVLink protocol, de�ned by either a running program or script on the
onboard companion computer or by the ground station software. The way-
points are usually three-dimensional spatial coordinates (x; y; z), but velocity,
acceleration, attitude, attitude rates, or thrust and torque setpoints are also
viable options. Before the vehicle can switch to O�board mode and during
the 
ight, as a safety mechanism, the FMU must check that it is receiving a
steady stream of setpoint messages at a frequency of at least 2 Hz to ensure
communication with the external source is still ongoing.

� Position mode: According to the o�cial documentation, this is considered the
safest manual mode, especially for outdoor 
ights [53]. As the name suggests,
when the control stick is in the center position, the vehicle will be locked in a
position in three-dimensional space, considering and compensating for external
factors, e.g., wind, emulating a braking behavior. This behavior contradicts
other manual control modes, like Altitude and Manual/Stabilized, which re-
quire constant manual guidance to prevent drifting. As a result, this is the
�rst failsafe mode for the vehicle to revert to whenever full autonomy is no
longer available during the 
ight, possibly due to loss of communication or
unstable software.

A mandatory requirement for both the 
ight modes mentioned above is positional
information. Some possible solutions are GPS data, visual inertial odometry (VIO),
and motion capturing (MOCAP) [54], the proposed solution for indoor 
ight exper-
iments in this project. More details about the MOCAP system and how its data is
utilized to estimate the vehicle’s local position can be found in Section 3.1.1.

2.4.2 ROS integration and UAV simulation

MAVROS (MAVLink + ROS) is a ROS package that reads MAVLink messages
from the FMU and converts it into ROS messages, allowing the FMU to commu-
nicate with the onboard computer via serial ports or Wi-Fi connection. While the
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MAVLink protocol is e�cient for UAV control, we have to transition to the ROS
ecosystem to streamline robotic software development with more complex features,
such as incorporating computer vision elements or enabling fully autonomous 
ight
behaviors.

Alongside the higher 
exibility, bridging ROS and PX4 facilitates interaction
with simulation environments, allowing developers more liberty to experiment with
autonomous 
ight software exhaustively before testing on real hardware. PX4 sup-
ports 
ight simulation in Software-in-the-loop (SITL) and Hardware-in-the-loop
(HITL). The simulator communicates with a 
ight stack via the MAVLink pro-
tocol, which other customized robotic software can interact with through MAVROS
conversion. The 
ight stack can operate on a completely virtual environment in the
host computer with simulated sensor readings, in the case of SITL, or on a physical
PX4 
ight controller board with simulated �rmware, in the case of HITL.

There are many available simulators with PX4 and ROS supports, e.g., Air-
sim [55], JMavSim [56] and Gazebo [57]. From the available options, Gazebo is the
most straightforward choice thanks to its mature ROS and PX4 support, simplifying
environment and model con�guration and allowing more time for 
ight algorithm
testing. For most of the project’s development phase, the 
ight software is exten-
sively tested on the Gazebo SITL simulation to maximize the safety of experiments
with a real autonomous UAV.

Figure 2.5. MAVROS-PX4 communication. Adapted from [52]



3 Experimental setup

This chapter �rst introduces and describes the hardware components and their con-
�gurations for indoor UAV experimentations. Then, we overview the data collection
and preparation processes for training machine learning models.

3.1 Hardware setup

3.1.1 Motion capture (MOCAP) system

As mentioned in Section 2.4, a UAV requires a steady stream of position and atti-
tude data to 
y in O�board and Position mode. Global positional sources like GNSS
are either unreachable or unreliable when 
ying indoors. Thus, the UAV must rely
on another form of pose estimation. MOCAP is a computer vision technique that
utilizes specialized cameras and dedicated software to track re
ective markers at-
tached to objects and estimate their poses in a �xed three-dimensional environment.
It has multiple advantages over other localization systems. First, it is conceptually
similar to GNSS positioning for outdoor 
ights in that the tracked objects’ positions
are relative to a global coordinate system. In addition, it is repeatable and is more
resistant to drifting compared to local positioning systems like VIO. Therefore, MO-
CAP systems are ideal for indoor autonomous 
ight experimentations. Our indoor
MOCAP setup comprises 12 Optitrack PrimeX 22 cameras attached to the top of
the 
ight zone as depicted in Figure 3.1.

Moreover, we also utilize the system to collect positional information about the
camera module and people near the landing area as ground truth data for model
training and data analysis. We refer the reader to Section 3.2.2, which describes the
MOCAP system’s usage in data collection.

Using visual data for UAV position estimation

One of the most fundamental and complex features of the PX4 
ight stack is its
state estimation system. It uses an Extended Kalman Filter (EKF) to process and
fuse sensor measurements, including the Inertial Measurement Unit (IMU), a source
of yaw data, and a source of height data, to provide an accurate estimate of the
controlled vehicle’s state [59]. In order to utilize an external vision system as the
source of yaw and height data for state estimation, some PX4 parameters need to
be tuned accordingly [54].
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Figure 3.1. The 9� 8� 5 m test area with Optitrack cameras [58] installed.

Figure 3.2 visualizes how a ROS controller node interacts with MAVROS and the
MOCAP system to provide mission setpoints for the UAV. Each object to be tracked
has four or more markers attached to it asymmetrically. We con�gure the Motive
software to interpret each selected set of markers as a rigid body. It streams tracking
data over a Virtual Reality Peripheral Network (VRPN), and a vrpn client ros
node retrieves the objects’ pose and wraps the information in ROS messages. These
messages must then be remapped to the vision position topic of MAVROS to provide
the position �x for the FMU, allowing it to operate in Position and O�board mode.

Figure 3.2. Visualization of how a ROS controller node can provide mission setpoints
for the UAV with MOCAP as the external vision positioning source.
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3.1.2 360° panoramic camera

The image data collected for this thesis are captured from a single 360° panoramic
camera module called PICAM360-4KHDR (referred to as PICAM360 for the rest
of the thesis). It has a single panoramic lens with 360° horizontal FOV and 220°
vertical FOV. It can be connected to any computing platform via the USB video
class (UVC) standard, which is not linked to any particular software dependency.
During data collection and experimentation, we place the camera on the ground,
pointing upwards to get an omnidirectional view of the surrounding. The images
from the camera are in circular �sheye form, and Figure 3.3 presents some samples
in di�erent environments where we collected our dataset. While the camera has
support for 4K video at 15 FPS, through testing, we have found that the images
collected often su�er from motion blur; hence, all the images in the dataset were
collected at 2K resolution (2048 � 1536) instead.

(a) Indoor 1 (test zone) (b) Indoor 2 (c) Outdoor

Figure 3.3. Examples of images collected from the panoramic camera in di�erent
environments.

3.1.3 NVIDIA Jetson Xavier NX

We select the NVIDIA Jetson Xavier NX development kit as the platform for de-
ploying the detection module for this project. It is a small, energy-e�cient system-
on-module (SoM) tailored for high-performance AI systems. Powered by a 384-core
GPU with 48 Tensor cores and a 6-core Carmel ARM GPU, the unit can deliver
up to 21 Trillions of Operations Per Second (TOPS) of computing power to run
parallel neural networks and process high-�delity data from sensors [60]. Moreover,
the di�erentiating factor between Jetson boards and other embedded platforms is
that developers can leverage the Jetpack development environment that provides
pre-installed libraries for accelerated GPU computing. Most notable among the in-
cluded packages is TensorRT, which allows for serializing trained machine learning
models into highly e�cient engines for real-time inferencing.
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TensorRT

Frameworks such as Tensor
ow [61] and Pytorch [62] are commonly utilized for deep
neural networks design and development, as they o�er many features to streamline

exible training, debugging, and testing models. However, this level of 
exibility
is unnecessary when deploying the model; instead, compact memory footprint, fast
inference speed, and low latency are critical for real-time edge AI applications. The
TensorRT Software Development Kit (SDK) is a solution developed by NVIDIA to
address the requirements above.

According to the o�cial documentation [63], TensorRT is a software library built
to leverage CUDA’s parallel computing capabilities to convert trained machine learn-
ing models into e�cient inference engines ready for deployment on various platforms,
including embedded systems. One of its main features is model quantization by
converting 32-bit 
oating point (FP32) representations used in the training process
into more lightweight 16-bit 
oats (FP16) or 8-bit integers (INT8). Then, through
a calibration process, it measures and minimizes the di�erences made by the modi-
�cations, resulting in a smaller, more e�cient model with minimal cost in accuracy.
Additionally, it performs a series of low-level optimization according to the input
model’s properties and the target platform. Figure 3.4 visualizes the entire process
from training deep learning models on a workstation PC to optimization and de-
ployment on the embedded computer for real-time detection. Section 5.1.4 shows a
direct comparison of performance at inference time between Pytorch and TensorRT
on the target embedded platform.

Figure 3.4. Machine learning pipeline, from training object detection model on a
workstation with RTX 3090 GPUs to deployment on the Jetson Xavier NX.
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3.1.4 Experimental 
ight unit

In our experiments, the primary 
ight unit is a customized UAV built on the Holybro
X500 V2 development kit depicted in Figure 3.5. The companion computer is an
Intel UP Board for running the autonomous 
ight program with our safe landing
algorithms (see Section 4.2). Five re
ective markers are attached to the vehicle
asymmetrically so that the MOCAP system can identify it as a rigid body object and
provide vision positional information for the FMU on the vehicle (see Section 3.1.1).
To ensure safety for the experiments, we manually switch 
ight modes for the vehicle
using a radio controller instead of relying on an autonomous script to have more
options to regain manual control in case of bugs and failures. We also replace the
platform’s original landing gears with 3D-printed ones designed to break more easily
if the vehicle crashes and avoid further damage to the more critical components
attached to the vehicle, such as the companion computer.

Figure 3.5. Customized Holybro X500 v2 used for experiments.

3.2 Data collection and preparation

3.2.1 Image data for object detection

Deep learning object detection models typically require large quantities of high-
quality annotated data to learn complex features. Popular object detection models
are typically trained and evaluated on large-scale datasets, e.g., Pascal VOC [36]
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and MS COCO [37]. The main advantage of these datasets is that the data is di-
verse and represent an extensive range of scenarios for conventional pinhole imagery.
However, our designed system must confront bottom-view images from a panoramic
camera, which causes radial distortion to the objects. As a result, the models trained
on standard image datasets might perform di�erently on them. While some public
datasets with �sheye imagery exist(see Section 1.4.2), they are unsuitable for the
project, as the images need the desired panoramic view to detect humans in the
surroundings. To support this work, we collected a new dataset in 3 di�erent loca-
tions in Turku, with 2 of them in indoor environments and the other in an outdoor
environment. We captured the videos with the PICAM360 module and stored them
as ROS bags. We extract frames in 2K resolution from the bags and annotate the
people in them with bounding boxes using the Computer Vision Annotation Tool
(CVAT) [64]. Because the original images contain a lot of redundant black pixels,
in the pre-processing phase, they are cropped, which results in squared frames that
only contain relevant information. The same process is performed during real-time
inference.

CVAT is an open-source, web-based tool developed initially by Intel tailored
for image and video data annotation for many computer vision tasks, including
image classi�cation, image segmentation, and object detection and tracking. It
boasts various useful features to accelerate the labeling process, from tracking ob-
ject shapes through keyframes to integrating pre-trained deep-learning models for a
semi-automatic labeling pipeline. In addition, the tool can export the drawn bound-
ing boxes in many popular annotation formats used in research, e.g., XML �les for
VOC, JSON �les for COCO, and text �les for training models, enabling developers
to transition between di�erent machine learning projects seamlessly with the same
data. To accelerate the labeling process, we utilize the best performing pre-trained
model of the YOLOv7 project, YOLOv7-e6e [35], to generate pre-annotations for
the person class instances in the images. Even though the auto-generated boxes
are not always perfect and some instances are not detected, thanks to the gener-
alizing capability of the model, especially for the person class, they still provide a
good starting point for leverage. We then adjust the incorrect bounding boxes and
add missing ones afterward. Finally, we apply a tracking-by-detection paradigm,
BoT-SORT [65], to acquire tracking information for distance data labeling from
the acquired bounding boxes (more information about annotating distance data is
present in Section 3.2.2). Figure 3.6 illustrates the full labeling process for image
data.

With the annotated bounding boxes, the data are ready for object detection
model training. We split the data into multiple sets to train and validate the model’s
performance: a training set with 5,062 images from 7 ROS bags and a test set
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Figure 3.6. Labelling pipeline for image data.

with 2,030 images from 2 ROS bags. Since the project’s scope only focuses on
indoor experimentation, the test sets only contain images collected from an indoor
environment, speci�cally in our test zone. The training set, however, consists of
data from all 3 locations to maximize the amount of available training data.

To further enrich the dataset, data augmentation is a viable option that has
proven e�ective in improving deep learning models’ performance in various domains,
including computer vision [66], [67]. We applied rotational transformations to the
original training and test sets with angle � 2 [90°; 180°; 270°]. Conventionally, aug-
menting the test set is not advisable because it is crucial to maintain the authentic-
ity of the unseen data that the model might encounter in the real world. However,
we consider doing so valid as rotating a circular �sheye image simulates a change
in the camera placement angle, which is very likely to happen in our application.
Unlike pinhole cameras that have to be upfront when taking regular photos, the
panoramic camera in this setup does not have to be in any speci�c orientation. Fur-
thermore, while people are moving around the camera while the dataset is collected,
the background does not, so hypothetically, this will also enhance the robustness
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of the trained models. More information about object detector training details is
presented in Section 5.1 along with an ablation study that ascertains the positive
e�ects of rotational augmentation, which can be found in Section 5.1.3.

3.2.2 Distance data for distance estimation

Another requirement for this project is estimating the distance between each de-
tected human and the camera module. We experimented with two methods to get
this information: Decawave’s ultra-wideband (UWB) module DWM1001 and the
Optitrack MOCAP system. Each person in the experiment holds a UWB module
or a piece with re
ective markers; another module will be placed where the camera
is. The distance between the person to the camera is calculated as the Euclidean
distance in two-dimensional space between the module they are holding and the
camera. Figure 3.7 shows the frequency of samples at each level of distances.

0 1 2 3 4 5
0

1;000

2;000

3;000

Distance (m)

N
um

b
er

of
ob

se
rv

at
io

ns

Figure 3.7. Frequency of observations at di�erent distances to the camera (m).

Two challenges exist in syncing the location data with the image annotation data.
First, it is necessary to identify which person is holding which module to match the
annotations correctly. Annotation matching is a trivial problem for ROS bags with
only one person because there is only one box to match per image. We refer to the
modules’ unique ROS topics’ names for other ROS bags with two or more people,
each holding one set of re
ective markers/UWB module. We can accurately match
the correct bounding boxes and their respective distance information using this
prior knowledge and the tracking information from the tracking-by-detection model.
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Figure 3.8. Image and MOCAP data are not published at the same frequency, and
MOCAP data is not published consistently due to transient occlusion.

Second, the data samples from both methods are not published consistently. While
people move around the PICAM360 module, the re
ective markers are occasionally
occluded to the tracking cameras, or communication between UWB nodes breaks.
Additionally, the number of ROS messages for positioning data di�ers from the
number of images. Figure 3.8 illustrates this problem with the Optitrack data from
one ROS bag. The same problem also exists for the UWB data. To solve this issue,
we use the timestamp closest to the point when all positioning data is available as a
base, select the closest image frame to it, and leverage the tracking id of the target
in the said frame to get the correct bounding box information.



4 Implementation details

This chapter provides a detailed overview of the implementation of the two pri-
mary components of the system: the detection module running on the on-ground
embedded computing platform, which comprises an object detector and a distance
estimator, and the safe landing program running on the UAV. All components com-
municate via a ROS network using Wi-� in a local network where the Optitrack
MOCAP system is connected. Portions of text and fgures of this chapter are repro-
duced from our previous works [1].

4.1 Detection module

To identify whether the landing spot is safe for the UAV, we use a system that �rst
detects people around the area and estimates if they are close to the camera. For the
rest of the thesis, we will refer to this combination of human detection and distance
estimation system as the detection module for simplicity

4.1.1 System requirements

The reliability of the detection module is crucial to the performance and safety of
the safe landing system. The core requirements for the system are:

� Fast inference speed : Speed is essential for real-time safety applications, some-
times even more than prediction accuracy. Because the PICAM360 camera
module supports at most 30 frames per second (FPS), and the system’s re-
sponsiveness relies on the frequency of the bounding box information in the
ROS network, we determine that the system is su�cient if this rate is at least
15 Hz.

� Accurate human detection: The object detector should be able to reliably
detect potential hazards to the landing operation, in this case, people around
the landing site. Detecting people near the landing site is more critical as
they pose a direct danger to the operation. Because the dimensions of the
experimental 
ight zone are 9�8 m, and the camera is placed near the middle
of it during data collection and slightly shifted to the side during experiments,
the furthest possible distance to the camera is 5 m, so we select 3 m as the safe
range for the experiment, i.e., the distance that a detected person is considered
close to the camera. To evaluate the trained model’s performance on people



4.1. DETECTION MODULE 28

at di�erent ranges, we use a slightly modi�ed version of COCO’s AP across
object size metric [40] (See 2.1.2). Examining the distance data illustrated in
Figure 4.1 shows that this distance negatively correlates with the normalized
area of the corresponding bounding box, so it is reasonable to use the box
area as a rough estimate to separate instances that are close to or far from the
camera. The median bounding box area of samples within 3 � 0:2 m vicinity
of the camera from the dataset is approximately 0:0135, so the metrics that
we use are:

{ APF: AP for far objects, bounding boxes with area � 0:0135himwim

{ APN: AP for near objects, bounding boxes with area � 0:0135himwim

{ APall: AP for all objects

By default, if not speci�ed, the notation AP F=N=all covers the IoU range from
0.5 to 0.95 with 0.05 steps for the rest of this thesis. Furthermore, since the
experimental system is implemented indoors (see 1.3), we prioritize optimizing
the detector performance for the test area over its generalization to new unseen
areas.

� Acceptable localization of detected targets in two-dimensional space: distance
estimation using only visual data is a challenging task in research, even more
so with monocular setups because stereo-visual odometry is not an option.
The goal of estimating the distance from the detected people to the camera
is to give an incoming UAV a rough estimate of how safe the landing site is
rather than trying to pinpoint the location of surrounding people. Therefore,
this criterion is satis�ed if the average position error (APE) of the predicted
positions is less than 0.5 m.

Table 4.1. Human detector and distance estimator design speci�cations.

Frequency of bounding box ROS topic fbbox � 15 Hz

Human detector indoors performance APN � 0:4

AP F � 0:2

Localization performance APE � 0:5 m

4.1.2 Human detection

This project’s primary object detection model is YOLOv7 [35], whose o�cial project
provides di�erent model versions with varying sizes and complexity. The stan-
dard models are the tiny version, which optimizes for high throughput and minimal
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Figure 4.1. Relationship between normalized bounding box area and distance between
the object to the camera.

footprint to run on edge GPU; the normal version, namely YOLOv7, for regular
consumer-grade GPUs; and the more powerful, cloud GPU-oriented YOLOv7-W6.
To further optimize YOLOv7-tiny for edge GPUs, the authors use Recti�ed Linear
Unit (ReLU) as the activation function. On the other hand, for other versions,
Sigmoid-weighted Linear Unit (SiLU) [68] is used as the activation function. The
input image size is modi�ed using letterbox rescaling, with the long side being 640
for the tiny and normal versions and 1280 for the large version. For this thesis, we
mainly consider the tiny and the normal versions, as empirical testing shows they
are more suitable for deployment on our embedded platform. The training details
of these models will be presented in detail in Section 5.1.

4.1.3 Distance estimation

Monocular depth estimation is a challenging topic that has received much attention
recently. The most common approach is to train a deep learning model to predict
depth from an arbitrary input image [69], [70]. The training data can be from



4.1. DETECTION MODULE 30

(a) A person in an upright orientation. (b) A person in a diagonal orientation.

Figure 4.2. A person at the same distance to the camera can have a di�erent bounding
box shape when their orientation in the camera is di�erent.

multiple measuring tools like LIDAR, RGB-D, and stereo cameras. Unfortunately,
most public datasets only have depth images in perspective view. To our knowledge,
no available pre-trained monocular depth estimation models trained on data with the
same characteristics as ours exist. Another possible approach that has been studied
is integrating a distance estimator head into the object detector’s architecture [71].

However, as mentioned in 4.1.1, the goal for the system is not to prioritize
precisely predicting the distance of the person to the camera but instead to get
a rough estimate of whether the person is close or far away from the camera to
determine if the surrounding area is safe for UAV landing. Therefore, we choose a
more straightforward solution that integrates well with the rest of our system and
takes little computational power during inference time. Speci�cally, we leverage
the bounding boxes information from the object detector as input for a regression
model to predict the people’s distance to the camera. The regression model of choice
is the gradient-boosted decision trees algorithm implemented with the XGBoost
library [46]. While previously shown in Figure 4.1 that the bounding box areas
are correlated to the distance, better results can be obtained when inferring with
other bounding box details, including its center point coordinates (x; y) and its
dimensions (w; h). This statement can be explained by Figure 4.2, which shows how
two pictures showing the same person at the same distance to the camera can have
much di�erent bounding box shapes when the orientation changes. Furthermore,
varying poses, e.g., crouching and sitting, can drastically change the shapes of the
bounding boxes as well.
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4.1.4 Vision-based localization

The bounding boxes from the object detector can provide insight into the relative
orientation of a detected person to the camera, and the distance predicted by the XG-
Boost model can estimate how far they are from the camera. Fusing these two pieces
of information allows a person to be su�ciently localized in a two-dimensional space.
Initially, the image coordinate system must be transformed to one that matches the
camera’s coordinate system. To simplify the experiment, we position the camera
and vehicle to align their coordinate axes with the world coordinate system (in this
case, the coordinates of the MOCAP system). Because MAVROS transforms the
NED (North-East-Down) coordinates used by the MAVLINK protocol to standard
XYZ coordinates with the z-axis pointing upwards, no extra transformations are
necessary if the camera and the vehicle are aligned. By default, the images taken
are vertically 
ipped due to the camera’s "mirror e�ect." As a result, they need to
be 
ipped along their vertical axes for correct localization. In the standard image
coordinate system, the origin lies in the top left corner, with a horizontal x-axis
from left to right and a vertical y-axis pointing downwards. To transform the image
coordinates (in pixels) to the camera coordinate system depicted in Figure 4.3, the
transformations are as follows:

xcam pix = �yimage +
wimage

2

ycam pix = �ximage +
himage

2

(4.1)

Figure 4.3. Image and camera coordinate systems.
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Suppose the camera is not aligned with the world coordinate system. In that
case, the o�set angle between the world’s and the camera’s coordinate system must
be pre-known, and a two-dimensional rotation transformation must be performed to
obtain the coordinates of the detected people with respect to the world coordinate
system on which the vehicle’s local position and orientation are based.

From the transformed coordinate system, the orientation of the directional vector
pointing to detected people can be obtained. For simplicity, we de�ne this direc-
tional vector as the normalized vector from the camera coordinates origin to the
center point of the corresponding bounding box. Then, the predicted distance from
the XGBoost model is used to scale this vector to an approximate position of the
detected person in two-dimensional space. We denote the coordinates of a person
in the world coordinate system as Xp for simplicity, and the formula for calculating
it is:

Xp =

"
xp
yp

#

= dpred

"
xcam pix

ycam pix

#








"
xcam pix

ycam pix

#






+

"
dx cam
dy cam

#

(4.2)

dx cam and dy cam are the camera’s position in the world coordinate system, and
dpred is the distance prediction result from the distance estimator. Figure 4.4 sum-
marizes the localization process, from acquiring the people’s coordinates in a frame
to projecting them into the world coordinates.

It should be noted that this method does not provide tracking information be-
cause it is not necessary for this implementation, but instead provides the locations
where there might be people who are potentially in danger which the UAV needs
to avoid. Even so, tracking information can be a valuable addition that strengthens
the safe landing algorithm. We will brie
y discuss this topic as a potential future
research direction in Section 6.1. More information about the use of this algorithm
will be presented in the following section, where the autonomous landing algorithms
are discussed in detail.

4.2 Safe landing program

4.2.1 System behavior

In our deployment, both in the Gazebo simulation and in a real-world indoor ex-
periment, the vehicle operates in o�board mode, which allows it full autonomy, with
position mode as the fallback in case of failure (See Section 2.4.1 for more details).
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Figure 4.4. Illustration of how image coordinates are transformed to positions of
detected people.

In indoor environments, the UAV utilizes local coordinates for localization and de-
termining mission setpoints. The experimental 
ight mission consists of four phases:
taking o�, performing the 
ight mission, pre-landing, and landing. The �rst, second,
and last phases are self-explanatory, while the pre-landing phase activates the safe
landing mechanism. We de�ne pre-landing as going to a setpoint at a height safe
for complete landing while continuously communicating over a ROS network with
the detection module on the ground for information of the surrounding as shown in
Figure 4.5.

Figure 4.5. Communication between the detection module and the 
ight controller over
a ROS network.
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During pre-landing, the vehicle will retreat to a safe position and hover if the
detection module detects a person within a prede�ned safe threshold. After a set
period, the vehicle switches to adaptive emergency landing mode and searches for
an optimal landing position. This behavior can also be engaged in circumstances
where hovering is impossible, e.g., when the payload is over a threshold or when the
battery is low. As stated in Section 1.2, we assume that aside from people around
the landing area, there are no other direct threats to the landing procedure.

4.2.2 Adaptive emergency landing

When the vehicle can no longer hover at a safe position and must land immediately,
the optimal position for landing, Xo = fxo; yog), considering the vehicle’s current
position, which is also the camera’s position, must satisfy multiple criteria. Firstly,
it must move as far away from the surrounding people as possible. Secondly, its
landing position must be away from each person by a speci�c range. Last but not
least, we must ensure that the landing position is within a certain threshold, so the
search range needs to be limited. To satisfy all requirements mentioned above, we
reformulate the optimal landing position search into an optimization problem and
utilize a solver to get the results. We implemented the landing spot search with
SciPy’s minimize function with the optimization method Sequential Least Squares
Programming (SLSQP), which is suitable for constrained optimizations. Figure 4.6
illustrates how we approach the problem.

The positions of detected people are denoted as X1; :::; Xnp , and the position of
the camera, which is also the hovering position of the UAV, is denoted as Xc. We
de�ne a search zone as a circular area with radius rl where the optimizer can search
for a landing spot. Around each detected person is a danger zone with range rd,
which the vehicle should avoid. Finally, the scan zone with range rs is where all
the people are considered to be in danger and should be avoided. The scan zone
is also the area in which the emergency state for the 
ight controller is triggered,
causing it to retreat the vehicle to a safe position and hover initially. To ensure that
the vehicle does not go out of the scan zone, where the camera and the detection
module do not provide enough information to conclude whether there are people,
we restrict that rl � rs.

Because we want the UAV to land as far as possible from the people standing in
close vicinity of the camera/UAV’s initial landing spot, for np humans detected in
the scan zone, the function that the optimization solver must maximize is as follows:

argmax
xo ;yo2[�rl ;rl ]

npX

i=1

kXo �Xik (4.3)
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Figure 4.6. Optimization problem to solve to obtain safe landing position.

Then, to ensure the solution is not within the danger zone, the �rst constraint is
formulated as:

kXo �Xik � rd; 8i 2 f0; :::; npg (4.4)

Lastly, the selected landing position must be in the prede�ned search zone:

kXo �Xck � rl (4.5)

While maximizing the function 4.3 results in a landing position that is the
furthest from all detected people, it is sometimes safer to emphasize the people who
are closer to the camera, which is also the hovering position of the UAV. To do so,
we introduce another term to address how close a person is to function 4.3, and
rewrite it as:

argmax
xo ;yo2[�rl ;rl ]

npX

i=1

1
kXi �Xck�

kXo �Xik (4.6)

The parameter � controls how much the distance of each detected person in the
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scan zone to the UAV’s current position impacts the selection of the landing spot.
In other words, the higher � is, the more the UAV tries to avoid people close to it.

Algorithm 1: Safe landing algorithm.
1 Function bbox callback(msg):
2 for box 2 msg:bounding boxes do
3 if box:dist � rs then
4 EMERGENCY  True
5 danger counter + +
6 break

/* If the vehicle has hovered for too long, switch to
adaptive emergency landing */

7 if danger counter � danger threshold then
8 if not EMERGENCY LANDING then
9 Xppl  [ ] /* List of people in the scan zone */

10 for box 2 msg:bounding boxes do
11 if box:dist � rs then
12 Xp  localize(box) /* Section 4.1.4 */
13 Xppl.append(Xp)

14 Xo  optim search(Xppl; xs; xr; xl; �) /* Section 4.2.2 */
15 prelanding pos [: 2] + = Xo
16 EMERGENCY LANDING True

17 while True do
18 switch FLIGHT MODE do
19 case TAKEOFF do
20 setpoint takeoff position
21 case MISSION do
22 setpoint get mission setpoint(mission setpoints)
23 case PRELANDING do
24 if EMERGENCY and not EMERGENCY LANDING then
25 setpoint retreat pos /* Hover and wait */
26 else
27 setpoint prelanding pos /* Default or emergency

landing */

28 case LANDING do
29 setpoint None land command()

30 if setpoint != None then
31 publish setpoint(setpoint)
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4.2.3 O�board navigation

Algorithm 1 summarizes the safe landing program on the UAV’s companion com-
puter. It amalgamates the visual-based localization algorithm, the adaptive emer-
gency landing algorithm, and a simple �nite state machine determining each mis-
sion phase’s setpoint. Several parameters related to the 
ight mission must be
pre-determined, including the take-o� height, the mission waypoints, and the pre-
landing height above the landing pad. Furthermore, the parameters mentioned in
Section 4.2.2 should be tuned for di�erent situations.

The condition mentioned in line 7 of the algorithm is used for the simulated
and indoor experiments, which only sets a timeout period for the UAV’s hovering.
This condition can be extended to adapt to more types of emergencies that require
immediate landing.



5 Experimental results

This chapter reports the experimental results, including training details and evalu-
ation of the machine learning components and the analysis of 
ights performed in
the Gazebo simulated and a real-world indoor environment. Portions of text and
fgures of this chapter are reproduced from our previous works [1].

5.1 Human detector training details

This section provides the results of multiple experiments conducted while training
the object detection models. The main evaluation metrics are AP all, APN , and
AP F , which are all de�ned along with the baseline requirements for each of them in
Section 4.1.1.

5.1.1 Pre-trained model evaluation

As mentioned in Section 4.1.2, the main focus of this section is on the YOLOv7-tiny
and YOLOv7 versions of YOLOv7. The baseline models were trained from scratch
on the MS COCO dataset, which contains more than 120,000 labeled images, of
which more than 65,000 images consist one to multiple instances of the class person.
This sheer size and diversity of the training data give the detector high generalization
capabilities to new unseen data. Therefore, before training on the gathered dataset,
to assess the necessity for model �ne-tuning, we evaluate the pre-trained networks
on the test set from the collected dataset (See Section 3.2.1 for more information
about dataset collection for object detector training). Table 5.1 shows the results
of this experiment. Quantitatively, the results show that the pre-trained models’
strong generalizing capabilities allow them to detect people to a certain extent, even
with the distortions caused by the panoramic lens. However, it is not ready for
deployment in a safety system.

Table 5.1. Performance of pre-trained YOLOv7-tiny and YOLOv7 models on the test
dataset.

Pre-trained
model

APall APN APN
50 APN

75 APF APF
50 APF

75

YOLOv7-tiny 0.068 0.173 0.361 0.115 0.019 0.041 0.013
YOLOv7 0.133 0.321 0.661 0.263 0.045 0.117 0.032
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From further visual inspections, the tiny model especially struggles with detect-
ing individuals in unusual orientations due to the panoramic nature of the images.
This phenomenon is a well-known issue for most object detection neuron networks
that utilize convolutional layers [72]. Convolutional layers are generally resistant to
translation but are vulnerable to rotation. Figure 5.1 demonstrates this problem.
With its more complex architecture, the normal model is more robust to orientation
changes in uncomplicated cases, as shown in Figure 5.2. However, Figure 5.3 shows
that it can only detect the three people in the background when they are in a ver-
tical orientation. Moreover, in some orientations, the model misses one unoccluded
person standing relatively near the camera. These pieces of evidence imply that the
larger version of the model is still susceptible to rotational transformations, albeit to
a lesser degree than its smaller counterpart. Robustness on rotational transforma-
tions is less vital for general-purpose detection, as the probability that the detector
confronts objects out of the normal orientation is low. However, because of the
nature of our data, which comprises bottom-view circular images taken from a 360°
panoramic camera, the targets to be detected are in multiple irregular orientations.

(a) person : 0:89,
Original

(b) person : 0:20,
� = 90°

(c) person : 0:48,
� = 180°

(d) person : 0:53,
� = 270°

Figure 5.1. Pre-trained YOLOv7-tiny correctly detects the person in normal
orientation with high con�dence (a) for a simple case with one person close to the

camera. However, it gives signi�cantly lower con�dence scores when the same image is
rotated.

(a) person : 0:91,
Original

(b) person : 0:92,
� = 90°

(c) person : 0:88,
� = 180°

(d) person : 0:90,
� = 270°

Figure 5.2. Pre-trained YOLOv7 is more robust to rotation in simple cases with one
person close to the camera, thanks to its more complex architecture.
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(a) Original (b) � = 90°

(c) � = 180° (d) � = 270°

Figure 5.3. A more challenging case shows that pre-trained YOLOv7 is still more
con�dent with detecting people in an upright orientation, as shown in (c), where it can

still detect people far away from the camera when they are in a vertical orientation.

Some human instances in some frames are partially occluded due to lighting
conditions, as the camera points upwards and directly faces the lighting source.
Moreover, the model also does not reliably detect people that are far away from
the cameras in most cases, possibly due to the inference size of 640, the resizing
process compresses most of their features in the images. Previous research has also
highlighted how object detectors pre-trained for general-purpose detection are less
reliable for small object detection [73]. For some applications, the models must
either be �ne-tuned on a custom dataset with more small-scale training samples or
have their structures slightly modi�ed to have specialized detection heads for small
object detection [8], [74].
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