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The objective of this thesis was to develop a machine learning model that predicts the short-
term direction of power derivatives price by utilizing technical analysis. The use of machine learn-
ing in predicting the price and trend of various financial products has been studied widely. The
developed machine learning model is based on the Gradient Boosting method, which is a popular
machine learning method, which is one of the best models for multi-class classification tasks per
studies. The data used was daily open, close, high, and low prices of the Nordic system price
future from timespan 27.11.2017-3.4.2023. The source of the data was Nasdaqg OMX Commodi-
ties.

The model was developed in Python, using LightGBM as framework. The model predicts the
trend of derivatives in the selected timespan. The lengths of the tested timespans ranged from
two to eight days, but this is not of essential importance in terms of the model's operation, longer
timespans could also be used. The model predicts the trend on a five-step scale named as fol-
lows; strong sell, sell, hold, buy and strong buy. It was trained in such a way that a class was
assigned for each day in the training data, based on how much the price increased or decreased
during the selected timespan. The highest and lowest price of each day in the timespan were
used as a benchmark for the closing price of that day. The thresholds which determine the class
are parameters of the model, the magnitude of which is easy to modify.

The results were not particularly good, but still better than a random number generator. The
naive model, which predicted the same trend as the previous day, achieved similar results to the
developed machine learning model. The indicators based on technical analysis also did not affect
the predictions made by the model significantly, contrary to what was assumed. On the other
hand, there was a limited amount of data available, increasing the amount of training data might
improve the accuracy of the model. The model needs to be further developed so that it could be
used as a proper aid in trading power derivatives.

Keywords: electricity markets, power derivatives, power trading, gradient boosting, market
trend prediction, technical analysis, machine learning
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1.INTRODUCTION

This bachelor’s thesis was assigned by limatar Energy Ltd. limatar is an energy com-
pany focused exclusively on renewables, with over 1000 MW portfolio of wind and solar
power in development in Finland and Sweden. The objective of this thesis is to exam-
ine if machine learning can be utilized in power derivatives market trend prediction with
the help of technical analysis. Times have been turbulent in the electricity market and
prices have been volatile for over a year now. For energy companies, power trading is
one of the key sections of the business. Protecting the business profitability from price

changes is highly important, and trading power derivatives plays a key role in it.

The model predicts the short-term trend of Nordic system price yearly futures. All the
data used in the model is from Nasdag OMX Commodities, and the timespan is from
the end of year 2017 to April of 2023. The data delivered from Nasdaq includes daily
open, close, high and low prices. In 2022 the volume of Nordic Power was 409,3 TWh
and 34 668 million euros [1].

A few different machine learning models were tested, but the one that is developed for
the model used is based on gradient boosted decision trees. Per studies, gradient
boosting is considered one of the best methods for multi-class classification [2]. The
framework used in this thesis is LightGBM, an implementation developed by Microsoft.
The advantages of LightGBM are efficiency and high number of parameters to tune.

The programs for the model are written in Python.

Many factors such as weather forecasts and political decisions affect the prices in the
energy market, but in this thesis, these factors are ignored, and the focus is on the im-
pact of technical analysis on prices. The weather should not affect yearly futures prices
as much, so hypothetically, the effect of technical analysis should be seen more evi-

dently in them.

The function of the electricity market is described in Chapter 2. Chapter 3 explains the
theory of technical analysis, machine learning, Gradient Boosting and LightGBM at a
fundamental level. The data used in the model is covered in chapter 4. The results of

the research are analyzed in chapter 5, and conclusions are evaluated in chapter 6.



2.ELECTRICITY MARKETS

This section covers the environment in which the company operates, and the function
of the electricity market. The electricity market consists of the spot market and deriva-

tives market.

2.1 Spot market

The spot market is the place where the actual electricity is traded. The Nordic countries
Finland, Sweden, Norway, and Denmark have a common electricity market. Nord Pool

AS is the power market where the exchange takes place.

Supply and demand define the price for every hour separately the previous day, at
noon. Every electricity producer quotes volume and price for every hour. The Nordic
system price is then calculated by combining all given consumptions and productions
into one supply-demand curve. The price is the intersection of these lines. This is illus-
trated in Figure 1. Because the electricity grid is not able to move the electricity more
than it is physically possible, and the areas have very different production capacities,
price areas have different prices. There are 12 price areas in the Nordic system, five of
them in Norway, four in Sweden, two in Denmark and one in Finland. By definition, the
electricity moves from cheaper areas to the more expensive areas. Electricity Price
Area Differentials (EPAD) have their own future products in Nasdagq, but they are not

used in the model developed in this thesis.

The main forms of electricity production in the Nordics are hydropower, wind power,
nuclear power, solar power and combined heat and power (CHP). Flexible forms of
production are hydropower and CHP. Nuclear, wind and solar power is produced prac-
tically always with maximal capacity. In this context, flexible means that the production
can be regulated easily, for example, in hydropower the water can be saved in reser-
voirs to wait for a time when the demand of the power is higher in the market. These
times are usually more expensive and give more profit to the producers. The market
price is determined by the most expensive production cost that is used. This is called
marginal pricing and it is the only way the market can function, because otherwise the

supply won'’t reach demand and the consumers won’t get the needed electricity.

Due to the operating principle of the electrical network, consumption and supply must

match at all times. Because of that, the intraday market is needed to balance consump-



tion and production. The intraday market is important especially for wind power produc-
ers because the weather forecasts can change significantly in 24 hours, and it radically
affects wind power. Intraday market’s volume is remarkably smaller than day-ahead

market’s, being only 2,6 % of the whole volume in NordPool in 2021 [3].

Price
(€/MWh)

Demand

Y

Production (MWh)
Figure 1. Supply-demand curve depicting determination of price in the spot market.

2.2 Derivatives market

Spot prices vary over time depending on, for example, the time of the year, weather
conditions and macro economy. Both the electricity customer and producers value pre-
dictability of profits and costs. Hence electricity consumers like to fix their purchase
price and respectively producers like to fix the income from generation. This is done by

hedging the price with derivatives.

The Nasdag commodity market provides futures of different lengths, changing from one
day to one year. Energy companies are protecting their production mainly with quar-
terly or yearly futures [4]. In this thesis, the focus is on yearly future products
(ENOFUTBLYR-XX). The codes for them are in the form, where E is electricity, NO is
Nordics, FUT is future, BL is baseload, YR is year and the -XX is the last two digits of
product’s year, e.g., -23. Technical analysis is used more in long-term products be-
cause other factors, especially weather conditions, determine the price principally in

short-term products.



For a company that is focused on wind power and has no flexible production, the risk
management is even more important than for other companies. Production of wind
power is concentrated on the cheaper hours in the market, simply due to the functional-
ity principle of the markets. The capture rate in wind power in Finland in 2022 was
71,2% [5], meaning that the achieved price was significantly lower for wind power, than
average spot price. When the weather is calm, the price is higher, because the energy
is produced with costlier forms of production. Because the risk management is so im-
portant, the purpose of this thesis is to investigate if machine learning can be used to

predict the trends of the derivatives market.



3.METHODS

3.1 Machine learning

Machine learning is a subfield of artificial intelligence. It is used widely in many different
fields. The process of machine learning involves programming computers to improve
their performance based on a given criterion, by using either example data or past ex-
perience [6]. Machine learning is used in tasks to which it is impossible or extremely in-
efficient to make an algorithm, such as filtering emails to spam or recognizing cars in
pictures. The concept behind the effectiveness of machine learning in these kinds of

tasks, is that we believe the future will be similar to recent observations [6].

Market trend prediction with machine learning has been examined in many studies.
They indicate that neural network-based technologies are widely accepted and suitable
for this purpose. Most of the published works in this domain attempt to make one day
ahead predictions using stock index data. However, the literature hardly examines data
of tradable derivatives, which may prevent investors from taking advantage of the pre-
dictions. The most popular input parameters used in the literature are lagged index
data and derived technical indicators. In summary, there is a consensus among re-
searchers regarding the importance of stock index forecasting and the reported results

are mostly positive. [7]

3.2 Technical analysis

Technical analysis can be defined as forecasting future price trends by studying the
market action. Technical analysis can be considered partly as a self-fulfilling prophecy
because the majority of traders use the same indicators. When a buying indicator oc-
curs, the price of the equity starts to rise because the popular view is that the trend is
changing and the demand increases. [8] Technical analysis is a commonly employed
approach in various financial markets regardless of the assets being traded. The same
indicators are used in all markets. An example of a chart with technical analysis is de-

scribed in Figure 2.

Market efficiency hypothesis originally made by Eugene Fama in 1970s [9], states that
in efficient market, all the information available is already priced in the assets. It sug-
gests that above-average returns are impossible to generate consistently if the market
is perfectly efficient. However, the profitability of technical analysis has been exten-

sively researched. Some studies have found evidence of short-term profitability for



technical trading strategies, while others have found little or no evidence of such profit-

ability.
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Figure 2. A chart of daily closing and opening prices of ENOFUTBLYR-24 with
technical analysis indicators drawn on.

The indicators that are used in this thesis are presented in more detail next. Trendlines
is also a popular indicator used | technical analysis, but it was excluded from features,

because it is hard to implement in program.
Exponential Moving Averages (EMA)

EMA is a kind of moving average that highlights recent data points more than a simple
moving average. Therefore, it reacts more rapidly to changing trends. Traders use
EMA with different window lengths, for example, 10-day, 50-day, and 200-day EMAs.
[10] The model used in this thesis uses 10- and 30-day EMAs. When EMA10 is above
EMAZ30 or price has closed above EMA10, it is considered as a buy signal, as one fea-

ture of every day in the dataset.
Relative Strength Index (RSI)

The relative strength index (RSI) is a momentum indicator used in technical analysis to
assess overvalued or undervalued conditions in a security's price based on the speed
and magnitude of recent price changes. It is presented as an oscillator on a scale of 0
to 100. Apart from identifying overbought and oversold securities, the RSI can also indi-
cate potential trend reversals or corrective pullbacks in price, providing signals for buy-

ing or selling. Conventionally, an RSI reading of 70 or above suggests an overbought



situation, while a reading of 30 or below suggests an oversold condition. [11] These

thresholds are also used as a buy or sell signals as one feature in the model.
Moving Average Convergence Divergence (MACD)

The Moving Average Convergence Divergence (MACD) is a momentum indicator uti-
lized to track trends and illustrate the correlation between two exponential moving aver-
ages (EMASs) of a security's price. The MACD line is calculated by taking the difference
between the 26-period EMA and the 12-period EMA. The resulting MACD line can be
used to generate buy or sell signals when combined with a nine-day EMA, called the
signal line. Traders may consider buying the security when the MACD line crosses
above the signal line or selling the security when the MACD line crosses below the sig-
nal line. [12] The same buying and selling signals are used as a feature of the data

used in this thesis.
Bollinger Bands

Bollinger Bands is a tool used in technical analysis that consists of a set of trendlines.
These trendlines are plotted as two standard deviations, both above and below a sim-
ple moving average (SMA) of a security's price and can be customized based on user
preferences. The purpose of Bollinger Bands® is to provide investors with a higher like-
lihood of identifying potential oversold or overbought conditions in an asset. The Bol-
linger Bands® consist of an upper and lower band, which are usually set at two stand-
ard deviations above and below a 20-day simple moving average (SMA). When the
price repeatedly touches the upper Bollinger Band, it may indicate an overbought sig-
nal, suggesting that the security's price may have risen too quickly and could poten-
tially experience a correction. If the price frequently touches the lower band, it may indi-
cate an oversold signal, suggesting that the security's price may have declined too rap-
idly and could potentially rebound. [13] The same rules are used to create buy and sell

signals as one feature of the data used in the model.

3.3 Gradient boosting and LightGBM

Gradient boosting is a supervised machine learning technique used for both classifica-
tion and regression tasks. It is a method that combines multiple weak learner models,
typically decision trees, to create a stronger predictive model [14]. The key idea of gra-
dient boosting is to iteratively fit new trees to the residuals, which are the differences
between the actual and predicted values, of the previous trees, in order to reduce the
prediction error. It uses gradient descent to optimize the loss function. The gradient

provides information about the direction and magnitude of the error, which is used to



adjust the predictions of the model. Gradient boosting is known for its ability to handle

complex data patterns and missing values, and also avoid overfitting.

A decision tree is a machine learning model that divides the data recursively into
smaller subsets by Gini impurity or entropy. The goal for each split is to create subsets
that are as homogenous as possible in terms of the classes of the instances. The pre-
diction is then made by running the data through the tree from top to bottom, by evalu-
ating the conditions in the nodes. When a leaf is reached, the label is assigned to the

same class as the majority in that specific leaf.

LightGBM is an implementation of gradient boosting developed by Microsoft. The differ-
ence of LightGBM to the other implementations is that it grows leaf-wise, not level-
wise, as illustrated in Figure 3. According to studies [15], LightGBM is remarkably

faster and slightly more accurate than other gradient boosting frameworks such as
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Figure 3. Level-wise tree growth vs. leaf-wise tree growth. [16]

There are three different gradient boosting methods implemented in LightGBM, which
are Gradient Boosted Decision Trees (GBDT), Gradient-based One-Side Sampling
(GOSS) and Dropouts meet Multiple Additive Regression Trees (DART). All three of
these methods are used in the experiments of the model developed in this work. GBDT
is the default boosting method in LightGBM.

The developers of LightGBM [15] observe that the gradient for each instance of data in

GBDT contains useful information for data sampling. Instances with small gradients are



already well-trained and can be discarded. However, doing so will change the data dis-
tribution and hurt model accuracy. GOSS addresses this problem by keeping all in-
stances with large gradients and randomly sampling instances with small gradients. To
compensate for the influence on the data distribution, GOSS introduces a constant
multiplier for the data instances with small gradients. It selects the top instances sorted
according to the absolute value of their gradients and randomly samples instances
from the rest of the data. Next, it amplifies the sampled data with small gradients when
calculating the information gain, allowing more focus on the under-trained instances
without significantly changing the original data distribution. This sampling method im-

proves the performance of GBDT models. [15]

DART is a novel algorithm proposed by Rashmi and Gilad-Bachrach [17] to address
the issue of over-specialization in MART (Multiple Additive Regression Trees), which is
an ensemble model of boosted regression trees renowned for its high prediction accu-
racy across various tasks. However, over-specialization can arise when trees added in
later iterations tend to affect the prediction of only a small number of instances. This
can lead to the model becoming overly sensitive to the contributions of the initially
added trees, which may result in decreased performance on new, unseen data. To ad-
dress this issue, DART leverages the use of dropouts, a technique proposed in the
context of deep neural network learning, to address the over-specialization issue. By
muting a random fraction of the connections between nodes during the learning pro-
cess, nodes at upper layers of the network cannot depend on a limited number of con-
nections to provide the necessary information for making predictions, which helps to re-
duce the impact of over-specialization. DART has been evaluated on ranking, regres-
sion, and classification tasks using large-scale datasets and has been shown to outper-
form MART in each task by a notable gap. DART also overcomes the issue of over-

specialization to a substantial measure. [17]
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4. DATA

This chapter covers the data that is used in the model. All data is from NASDAQ OMX
Commodities. Before fitting the model, feature extraction is executed, and the data is
split into different sets. The timespan of the data used is from 27th of November 2017
to 3rd of April 2023. Data is accessed from the company database via SQL queries,
which are integrated into Python code with open-source packages pyodbc, sqlalchemy

and pandas.

4.1 Properties

The basic data is daily open, low, high and close prices. All the other features are
based on the daily closing prices. Due to counting different moving averages and other
technical analysis indicators, the first 40 days are not included in the training set as

other days, but the closing prices of these days are used in calculating the indicators.

The data included 95 days without any trades, so the open, low and high values were
missing. For these days, that particular day’s closing price was used for all the missing
values. The mean relative change in closing prices between consecutive days is

0.15%, so the dataset is slightly up trending.

4.2 Splitting the data

The dataset is split into three subsets, which are training set, validation test and test
set. The reason behind this is that in machine learning the data that is testing if the
model has learned, cannot obviously be used in training the model. Validation and test
sets are different, because validation set is used to tune the hyperparameters of the
model, and test set is used to test the actual performance with un-seen data. The per-
formance metrics of test data should not be examined before the hyperparameters are

tuned to be the best for the validation set.

In time-series prediction, the split is usually done in a way that the sets are continuous
time-series, and the training set takes place before validation and test sets. It is logical
because it would make no sense to predict history with the future. On the other hand, in
this case it might have been reasonable because recent times have been so volatile,

and the price level is so different to previous. One option was to crop out all data after
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the start of the energy crisis (end of 2021) to obtain test- and validation sets more simi-
lar to the training set. However, the goal is to make a model that performs well in the

current environment, so the following split is the one used in the model.

All data from the start of the dataset to the end of year 2021 belongs to the training set.
The futures included in the training set are ENOFUTBLYR-19, -20, -21 and -22. Then,
years 2022 and 2023 of the product ENOFUTBLYR-24 belong to the validation set, and
the year 2022 of product ENOFUTBLYR-23 is the test set. By this decision the sets are
easy to split in the program and the split is clear. The percentage of the validation set
of the training set is 9.2 % and for the test set, the percentage is 7.2 %. The explana-
tion for the order of these sets is that the 2024-year’s future is slightly less volatile com-
pared to 2023’s future. In Figure x, the dataset is plotted with price on the y-axis and
date on the x-axis. It can clearly be seen that the difference in both volatility and price

level between validation and test sets and the training set is substantial.
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Figure 4. Daily closing prices of the datasets plotted.

4.3 Labelling of data

Data is labeled with simple conditions. There are three parameters, they are window
length and two thresholds, one for a strong trend and the other for a weaker one. If rel-

ative change is bigger than threshold in the window, for example next five trading days,
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the trend is upwards, and if the relative change is smaller than negative threshold, the
trend is downwards. Based on which threshold the price change exceeds, the strength
of the trend is defined. The highest or lowest value of the given window is determined
with daily high and low markers. This is problematic as it is not known which of the oc-
casions has happened first, unlike with open and close, obviously. However, there are
very few days in the dataset that have over 3 percent relative change to both high and
low values. The exact number is 5 days, so that is not going to affect the training of the
model significantly. If neither of these conditions are fulfilled, the trend is sideways. The
labels that are used in this thesis are strong sell, sell, hold, buy and strong buy (0, 1, 2,
3 and 4 in the model). The distribution of classes in the datasets is illustrated in Figure
5. The weak recommendations’ distributions are almost the same, but massive differ-

ences exist in other classes.

Normalized class distributions
5-day target window, 3% / 6% thresholds
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Figure 5. Normalized class distributions for the datasets.

4.4 Preprocessing of data

For each day, there are 20 features that can be divided into three categories. The basic
features include OHLC-data and percentual change in consecutive closing prices. The
technical analysis indicators include the methods introduced in chapter 3.1, and the ac-
tion signals include the derived buying or selling signals from the indicators. The fea-
tures and their value ranges are listed in Table 1. The data that is used in the model is

not normalized in any way, because the hypothesis was, that the technical analysis in-
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dicators and signals would affect more on the predictions than absolute prices. The sig-

nal when EMA10 is above EMAS30 is obviously the same regardless of what the price

level is.

Table 1. Features and value ranges of the data
feature value range
Closing price 12.95-279.00
Opening price 13.40-284.00
Lowest price of day 12.90-242.00
Highest price of day 13.60-284.00
Relative strength index 6.70-91.94
Lower bollinger band 11.82-155.76
Higher bollinger band 20.39-258.25
20-day simple moving average 16.30-191.97
Selling signal for higher Bollinger Band 0,1
Buying signal for lower Bollinger Band 0,1
10-day exponential moving average (EMA10) 14.70-217.22
30-day exponential moving average (EMA30) 17.57-178.48
Moving Average Convergence Divergence -13.06-29.94
MACD signal line -11.39-23.22
Buying signal for EMA10 -1,1
Buying signal for MACD -1,1
Buying signal for EMA10 above EMA30 -1,1
Selling signal for RSI>70 -1,0
Buying signal for RSI<30 0,1
Relative change to previous closing price -0.21-0.17

All technical analysis fundamentals are calculated with an open-source Python pack-
age called ta, which is a popular package that has ready-made functions for all the
most used technical analysis indicators such as moving averages and Bollinger bands.
The reason these indicators were chosen is that they are widely used among traders,
who use technical analysis, and they were implemented in the ta package. Trendlines

is also an interesting indicator, but it is hard to implement code-wise.

Figure 6 depicts features importance in the model’s perspective. They are measured by
gain, which means how much better the decision tree is at making predictions on the
data after the split, compared to before. We can see that the percentual changes are
the most important features. The buying and selling signals based on technical analysis

indicators are on the lower end in importance.
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5.EXPERIMENTS

This chapter concludes the results of the research and compares the results of the

model with different metrics and parameters.

5.1 Naive model

In machine learning models, it is common to create a naive model to compare with the
developed model. The classes in the whole dataset are the same on consecutive days
71.3 % of the days. Since the trends are strong in this dataset, the naive model, also
called baseline, is based on the previous day’s relative change in closing prices. One
cannot make the naive model predict the same as the class label, because it is not yet
known which label the previous day holds, due to the definition of assigning the label

introduced in chapter 4.3.

The thresholds for strong and weak signals for the naive model are 1 % and 4 %. They
were chosen in a way that the resulting class distribution is similar to class labels. If the
previous day’s relative change is over 1 % the signal is a buy, and if it is less than -1 %,
the signal is a sell. The same conditions are used for strong signals but with a 4 %
threshold. The naive model performed with about 40 % accuracy in the whole dataset.

However, an accuracy that high is caused by predicting mostly hold.

5.2 Results

There are many parameters in the model that are flexible and can be easily changed.
They are input-window length, prediction-window length, weak and strong return ex-
pectation thresholds. The prediction window and the thresholds are partially linked to
each other. What is meant by this is that decreasing the window length, the thresholds
should be decreased as well to obtain an optimal distribution for the classes. The re-

sults of different parameter combinations are listed in Tables 2 and 3.

The metrics used to measure the performance of the model are precision, which
measures the relation of retrieved true positive elements to all selected elements [18],
recall, which measures the relation of true positives to relevant elements [18], and f-
score, which is the harmonic mean of precision and recall [18]. Because the problem is
not binary classification, the metrics mentioned above take account the imbalance of
the classes. The implementations of these metrics are imported from a Python package

Scikit-learn.



Table 2. The test set results with different parameter combinations.

tar-  weak num- label-
input get thres strong boost berof | pre- fl-  based | naive
test | win-  win- hold thresh- ing itera- ci- re- scor  accu- f1-
id dow dow (%) old (%) type tions | sion call e racy | score
1 2 2 2 5 ghdt 300 0,35 0,23 0,19 0,48 0,27
2 2 5 3 6 ghdt 300 | 0,36 0,27 0,24 0,64 0,27
3 3 3 3 6  ghdt 200 | 0,36 0,23 0,2 0,57 0,27
4 3 5 3 6  ghdt 200 | 0,36 0,29 0,27 0,65 0,27
5 3 5 3 6 goss 300 | 0,32 0,28 0,27 0,64 0,27
6 3 5 3 6 dart 300 0,31 0,29 0,29 0,66 0,27
7 5 3 3 6 ghdt 200 | 0,29 0,26 0,25 0,60 0,27
8 5 3 3 6 goss 300 0,31 0,25 0,25 0,62 0,27
9 5 5 3 6 ghdt 300 | 0,36 0,28 0,25 0,64 0,27
10 5 5 3 6 goss 300 | 0,26 0,23 0,24 0,63 0,27
11 5 5 3 6 dart 300 04 0,28 0,24 0,65 0,27
12 5 8 4 8 ghdt 300 | 0,34 0,30 0,29 0,67 0,27
13 5 8 4 8 goss 300 0,36 0,33 0,33 0,63 0,28
14 5 8 4 8 dart 300 | 0,33 0,28 0,28 0,67 0,28
15 10 5 3 6 ghdt 500 | 0,29 0,29 0,26 0,65 0,28
16 10 5 3 6 goss 500 | 0,23 0,25 0,24 0,61 0,27
17 10 5 3 6 g0ss 500 | 0,27 0,25 0,25 0,59 0,27
Table 3. Results of the validation set.
tar- num- label-
input  get weak strong boost- berof | pre- based | naive
test | win- win- thresh- thresh- ing itera- ci- re- accu- f1-

id dow dow old(%) old(%) type tions | sion call fl racy | score
1 2 2 2 5 ghdt 300 0,35 0,23 0,19 0,48 0,27
2 2 5 3 6 ghdt 300 | 0,36 0,27 0,24 0,64 0,27
3 3 3 3 6 ghdt 200 | 0,36 0,23 0,2 0,57 0,27
4 3 5 3 6 ghdt 200 | 0,36 0,29 0,27 0,65 0,27
5 3 5 3 6 g0ss 300 | 0,32 0,28 0,27 0,64 0,27
6 3 5 3 6 dart 300 | 0,31 0,29 0,29 0,66 0,27
7 5 3 3 6 ghdt 200 | 0,29 0,26 0,25 0,60 0,27
8 5 3 3 6 g0ss 300 | 0,31 0,25 0,25 0,62 0,27
9 5 5 3 6 ghdt 300 | 0,36 0,28 0,25 0,64 0,27
10 5 5 3 6 g0ss 300 | 0,26 0,23 0,24 0,63 0,27
11 5 5 3 6 dart 300 04 0,28 0,24 0,65 0,27
12 5 8 4 8 ghdt 300 | 0,34 0,30 0,29 0,67 0,27
13 5 8 4 8 g0ss 300 0,36 0,33 0,33 0,63 0,28
14 5 8 4 8 dart 300 | 0,33 0,28 0,28 0,67 0,28
15 10 5 3 6 ghdt 500 | 0,29 0,29 0,26 0,65 0,28
16 10 5 3 6 g0ss 500 | 0,23 0,25 0,24 0,61 0,27
17 10 5 3 6 g0ss 500 | 0,27 0,25 0,25 0,59 0,27
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The model predicts an uptrend more frequently than downtrend, both absolutely and
relatively to the true labels. The results of the predictions are unsatisfactory, as the na-
ive model achieves almost the same scores as the gradient boosting model. However,
as can be seen in confusion matrices represented in Figures 8 and 9, the predictions
are mostly off by one class, meaning that a “strong buy” has been mistakenly predicted
as a buy, or other way around. This is not obviously so bad a mistake as predicting a
strong sell when the true label is a strong buy. This classification problem is very differ-
ent from many other multi-class classification tasks, where predicting an object as a car
or a bus, when the true label is a plane, is equally wrong. For measuring the perfor-
mance this way, a label-based accuracy is used, where a class being one off in either

direction is considered as true prediction.

As can be seen in Tables 2 and 3, test id #13 performs the best, measured with almost
all the metrics. Especially in validation and test sets’ recall and f1-scores, this parame-
ter combination stands out. Overall, the combination of 5-day input window and 8-day
target window with 4 and 8 percent thresholds is more accurate than others, regardless
of which boosting method is used. The gradient-based one-side sampling outperforms
traditional gbdt and dart with these parameters. However, no conclusions can be made
from this, because as can be seen in test ids 4, 5 and 6, dart is more accurate than

other boosting methods in both sets.

Even though the parameter combination #13 gave the best results, it does not neces-
sarily conclude that it is the best combination for predicting market trends, because the
differences are so small. As is illustrated in confusion matrices in Figure 8, and Figure
9, the better scores might be caused by coincidentally predicting a buy and a strong

buy correctly more often than other combinations.

Parameter combination #1 gave the poorest results of all combinations, which could be
caused by smaller input window. Test id #2 uses the same input window length and
gives average results compared to other tests, which contradicts with the previous
statement. Generally, there is no clear trend that increasing input window improves the

accuracy of the predictions.

Test ids 9,10 and 11, show that there can be a prominent difference between the met-
rics of validation and test sets. Using boosting method goss fits better to the validation

set, as other boosting methods, gbdt and dart, fit better to the test set.

The naive model outperforms gradient boosting in many parameter combinations, but

as can be seen in Figure 4, the first half of year 2022 is strongly up trending, which
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benefits the naive model, because it predicts the same as previous day’s relative

change.

One of the major problems of the model is that it predicts a strong buy frequently, as
can be seen in Figure 7. The reason might be that the validation and test sets price
level is so much higher. One possible solution to this could be giving the absolute
OHLC-data as relative changes or somehow normalized, so the price level wouldn’t af-

fect the prediction distribution so radically.

Class distribution

5-day target window, 3% / 6% thresholds
180

160
140
120
100
80
60

40
[ | . ==

strong sell sell hold strong buy

o

o

Htrue labels mpredictions naive model

Figure 7. Class distribution of the test set

The main parameters that were not changed between the combinations shown in the
result tables, but were tuned in the developing process are number of leaves in a tree
(num_leaves), maximum depth of a tree (max_depth), fraction of features to use on
each iteration (feature_fraction), and minimum number of occasions in a leaf
(min_data_in_leaf) and learning rate. The numerical values used for these parameters

are listed in Table 4.

Table 4. Used hyperparameters in the experiments.

min_data_in_leaf 1
feature_fraction 0,9
max_depth no limit
num_leaves 31
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Figure 8. Confusion matrix of test id #13, test set.
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Figure 9. Confusion matrix of test id #9, test set.

strong buy

strong buy

40

35

50

19



20

6. CONCLUSIONS

From these results it cannot be concluded if market trend can be predicted with gradi-
ent boosting model accurately enough to use it directly in trading electricity futures.
There are so many factors moving the prices in the electricity market that it is hard to
tell which of the movements are caused by technical analysis, and which are not. The
technical analysis indicators seem to affect less in the predictions than it was expected.
However, the fundamentals themselves appear to be important in the predictions. Even
though the results are unsatisfactory, it is possible that the model will perform better in
operational use, when it can also be trained with year 2022’s volatile prices. Since the
class distribution is so polarized, it cannot be deduced if the model is suitable for the
purpose of predicting the power derivatives trend. Because the validation and test sets
have so different characteristics compared to the training set, it is impossible to tell
which parameters are the best or is this model suitable at all for predicting the short-

term market trend.

For quantifying the performance of the model in a more normal environment, the test
set and the validation set should have been chosen in a different way. They could have
been in the middle of the dataset, for example years 2020 and 2021, while 2022 and
2023 would have been part of the training set. Doing this does not make sense in prac-
tice, but in the viewpoint of the research, it could have been tested. The model simply
cannot adapt to completely different market situation that takes place in 2022 and
2023, which are used as the test and validation sets. Now, it cannot be said if the gradi-
ent boosting model is neither effective nor ineffective predicting power derivatives
short-term trends. Also turning the used validation and test sets other way around,
could have been examined to achieve more satisfactory results, because the test set
that is used behaves even more volatile than the validation set. The number of days in
the dataset is also quite small, only 3350 days. The utilization of a dataset consisting of
only 20 features per day may be insufficient to develop a model that achieves excep-

tional performance.

The results are hard to interpret, because the scores are heavily influenced by buying
signals being other way around, which is not a bad mistake. Even though the longest
target window performed the best, the reason behind the result might be higher thresh-
olds, which cause a larger share of strong buy predictions being weaker buy signals.
The differences between the f1-scores are also so small, there is no guarantee that

they characterize the best parameters correctly.
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The model predicts strong buy most of the time. The normalization of data could have
helped to prevent this problem. However, it is uncertain whether the primary factor con-
tributing to the issue is the elevated price level. The technical indicators traders use
should be the same, regardless of the market situation. The experiments could have
also included comparison of different features used in the model. Now we don’t know if
the chosen features were the best for this model. Also, if there were multiple buying
signals active, the features could have been combined, for example with a feature that

indicates a strong buying signal.

The tuning of the hyperparameters could also have been implemented more systemati-
cally. They were optimized manually, GridSearchCV was not used, even though it
would have been clever in retrospect. However, the training of the model was fast as it
only took 10-20 seconds, so it did not consume an exceptional amount of time. On the
other hand, some unexpected parameter combination which was not tested could have

performed surprisingly well. This must be done in further development of the model.

The idea of predicting market trends with machine learning and technical analysis ac-
curately enough to make profit is a task that might be impossible to complete. How-
ever, the model created is not intended to be the only factor when making the buying or
selling decisions in the derivatives market. It must be tested more widely in operational
use, and if it provides acceptable results, it can be used as a helpful tool for trading the
derivatives. Further development of the model is possible by increasing the number of
features of the data by including more factors that affect the price, such as hydro bal-
ance and other weather conditions, or continental derivative prices that link strongly to

the Nordic system prices.

ChatGPT was used as a help writing this thesis in accordance with Tampere University
policy. It was used by asking what a good academic word would be compared to a

more informal one. https://www.tuni.fi/en/students-quide/handbook/uni/studying-0/aca-

demic-integrity-students/use-ai-based-applications
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