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The amount of audio-visual data recorded everyday keeps increasing. However, only a handful
of these data are labelled. The objective of this thesis is to propose a method of labelling audio
data with information from video object detector for the purpose of sound event classification.
The method focuses on the 4 most prevalent vehicles in the traffic scene - Bus, Car, Truck, and
Motorcycle.

The thesis investigates how well the video object detector, You Only Look Once (YOLO), can
be used to provide label for an audio classification task in three distinct audio-visual datasets:
Audio Set, Montevideo Audio-Visual Dataset (MAVD), and TAU Urban Audio-Visual Scenes 2021
dataset. The thesis provides a thorough analysis of concepts associated with the method pro-
posed, outlines the setup used for experiment, and compares labels obtained from the method to
the ground truth of the data when available.

The experimental setup in this thesis involves extraction of compressed features, called em-
beddings, from audio files using the OpenL3 library and the extraction of pseudolabels from the
video frames with YOLO. Then the embeddings and pseudolabels serve as training and testing
material for the CNN model used in audio classification.

The results obtained from the experiments were satisfactory and prove this method as a fea-
sible means of labelling audio data, with the model outperforming the baseline on the Audioset
dataset and achieving a F-score as high as 0.80 on the MAVD dataset.

Keywords: OpenL3, YOLO, object detection, audio classification

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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1. INTRODUCTION

A popular type of data used in training sophisticated machine learning models for human
action recognition, video captioning, sound event detection, and acoustic scene classifi-
cation is the audio-visual data. This data includes audio and its time synchronized video.
Nowadays, a platform like Youtube has served as a good source for audio-visual data
because of the increasing volume of data uploaded by it users.

Considering the vast application of audio-visual data, it is very possible to utilize different
machine learning approach to solve a certain task. For instance, the L3-Net presented in
[1] uses self-supervised learning to solve an audio-visual correspondence task. In a sit-
uation where an audio-visual related task is solved with a supervised learning approach,
an annotated training data will be required to build a model for the task.

Some methods have been proposed for the automatic annotation of specific types of
audio-visual data. For example, the authors of the HowTo100M [2] paper presented a
model that can retrieve representative videos based on a textual description by training
the model to learn text-video embeddings from instructional videos and their textual nar-
rations.

However annotating the audio content from audio-visual data is more difficult because it
requires human annotators listen/watch the data and provide the annotations based on
the information perceived. The quality of the annotation provided is dependent on the type
of annotators used. Outsourced or in-house annotators produce high quality annotations
but they are quite expensive. Crowdsourcing, the cheap alternative, produces low quality
annotations.

This thesis presents a novel method of annotating audio-visual datasets. The objective
of this method is to utilize the video information from the data to infer labels for a corre-
sponding audio file. These labels are then used to train a model for an audio classification
task.

This approach focuses on labelling a small number of audio classes using the object
detector-YOLO. These generated labels and the corresponding audio file is used to train
an audio classifier. The classifier is tested on a test set and the result is compared to the
ground truth if available.



In Chapter 2 the foundational topics related to this thesis are discussed, then the method
and experimental set up used is examined in Chapter 3. The results obtained from the
experiments are presented in Chapter 4 with a solid conclusion in Chapter 5.



2. BACKGROUND

Humans are able to classify audio signals effortlessly. For instance identifying a friend
from their voice, knowing the difference between a car horn and a bicycle bell, these are
regular tasks for humans. However it is not that simple for a machine, the process of audio
classification in machines requires a number of steps to achieve a reasonable prediction
of an audio signal.

Audio Feature Classifier Predictions
extraction/representation

Figure 2.1. General audio classification process

The figure above shows the general steps of an audio classification system. The first step
is feature extraction/representation (for more details see section 2.1). The method utilized
for this step is typically dependent on the type of sound to be classified whether speech,
natural sound or music. Secondly, a classifier is used to predict the category of an input
audio signal based on the extracted features. The classifier makes a prediction based on
a set of instructions given or pattern learned (in the case of a neural network).

2.1 Feature representation

Machine learning models have been developed over time to address numerous real world
problems based on inputs like text, audio, and video. The majority of these models rely
on mathematical functions like logistic regression, which need input in numeric format.
Hence the conversion of various data formats into compact representation in numerical
feature vectors.

Features refer to the numerical representation of the provided data. However, not all
of them are effective to solve a problem.This is evident in traditional pattern recognition
which used handcrafted features that were extracted based on the knowledge of the data
and suited for a specific problem. This is not always the case in modern machine learning
models which are capable of identifying and extracting suitable features using represen-
tation learning without any prior knowledge [3].

Log mel energies is the popularly used feature in audio classification tasks. It represents



an input audio signal with scales similar to those of human hearing. Mel-scale based fea-
tures have been observed to perform well in audio classifiers related to music information
retrieval, acoustic scene classification, and automatic speech recognition [4].

The mel scale is used to convert the spectrogram of an audio signal to a mel spectrum.
It was developed based on experiments with human perception which showed that the
human ear behaves as a filterbank (a set of subband filters). The mel scale has a linear
relationship with the Hz frequency scale for frequencies less than or equal to 1000Hz, and
the relationship becomes logarithmic above that threshold [5] [4]. Figure 2.2 represents
the relationship between the mel scale and the Hz frequency scale, and a graphical plot
of mel filters (40 filters for frequency of 0 to 22050Hz).
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Figure 2.2. Relationship between mel and Hz, and 40 mel filters for 0 to 22050Hz

Framin Discrete
and 9 Fourier Mel filter Log (.)
. . Transform bank 9t
windowing (DFT)

Figure 2.3. Block diagram for calculating the log mel energies from an audio input

Log mel
energies

The block diagram in Fig.2.3 shows the steps involved in obtaining log mel energies from
an audio signal. The signal is first framed into short frames based on a chosen window
size and hop length. Then Discrete Fourier Transform (DFT) is applied to each of the
frames and the magnitude (absolute value) of the Fourier transform is taken. These
magnitudes are passed through a mel filterbank which returns mel energies as output.
Early classification systems made use of 40 filters equally distributed on the mel scale;
however recent systems make use of higher numbers, for example 128 filters [4]. Applying
the logarithmic function on this output results in the log mel energy.

2.2 Neural networks

A neural network also known as Artificial Neural Network (ANN) is simply a system of
connected neurons or perceptrons that approximates various functions in order to recog-



nize the underlying pattern in a data. Neurons are loosely modeled on the observation of
the brain from studies in neuroscience. A typical neuron in a Neural Network (NN) usually
consists of weights for each of the inputs, an activation function, and a bias (as shown in
figure 2.5). These properties serve as a tuning factor to the input signal along the net-
work. There are various types of NN including Feed-forward Neural Network (FNN) and
Convolutional Neural Network (CNN) which will be discussed in the sections below.

x1
w1
w2
x2 y
b

Figure 2.4. Structure of a neuron/perceptron

A NN is usually made up of three types of layers. The input layer, which is the first layer,
provides the vector representing the features of a given signal. The hidden layers, which
includes all the layers of neurons between the input layer and the last layer, and the output
layer, which outputs the results of the function estimated by the network.

Hidden

Figure 2.5. FFN with hidden layers

All neurons have an activation function that operates on the neuron’s input to produce an
output. This function can be linear or non-linear. In the hidden layer, non-linear functions
are used more often because of their ability to facilitate the network in learning complex
pattern in the training data.



2.2.1 Feed-forward neural network

FNN is a type of NN wherein neurons do not connect to form cycles (i.e no feedback
between neural layers). The input signal in FNN travels in a single direction starting from
the input layer to the output layer. The depth of a FNN is the number of layers from the
input layer to the output layer (i.e the number of hidden layers) [3].

As mentioned earlier, the role of a FNN is to approximate the function that represents the
underlying pattern in a data. It achieves this by obtaining values for the weights of each
neuron in the network through gradient-based learning. This process is illustrated in fig
2.6 and briefly explained in the paragraph below.
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Figure 2.6. Gradient based learning process for FNN

The first step in this process involves the initialization of weights of all neurons in the
FNN. The most common method of initialization is setting all weights to zero or a random
number. Secondly, the input signal is propagated forward through the network layers until
it reaches the output layer which returns the predictions. This signal goes through several
modifications by the activation function of the network layers which can be linear or non-
linear. Examples of non-linear activation functions include Rectified Linear Unit (ReLU),
Sigmoid, Softmax, Tanh, Exponential Linear Unit (ELU),etc. Several researches have
shown that non-linear activation functions are more efficient in learning complex patterns
in a data.

1

fa) =

(2.1)

Sigmoid and RelLu are part of the commonly used activation functions in the field of ma-
chine learning. They are very interesting functions largely because of the popular debate
on which is better. The sigmoid function is a continuously differentiable and smooth func-
tion that transforms the input value into a value between the range of 0 and 1 with the
equation 2.1. It has an S-shaped graph as illustrated in figure 2.7.
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Figure 2.7. A graphical representation of the sigmoid function

R(z)=0, 2<0; R(z)==z, x>0 (2.2)

ReLu on the other hand is a piece-wise function that returns the input value when it is
positive and returns 0 when the input is negative. The equation can be seen in 2.2. A
graphical representation of the function is shown in figure 2.8. RelLu is significantly better
than sigmoid (and other activation functions) due to its fast computation which reduces
training time and fast convergence. These advantages are based on the simplicity of the
ReLu function.

A loss function is then used to calculate the difference between the predictions from the
output layer and the ground truth. This function is chosen based on the kind of machine
learning task the FNN is solving. For instance a regression problem can utilize mean
error, mean squared error or mean absolute error, and a classification task can utilize
cross-entropy loss.



Next step involves the backpropagation of the derivative of the loss function from the
output layer to the first layer. This process allows updating the weights of each layer by
the derivative scaled by a predefined learning rate. The whole process is then repeated
until the least possible error is achieved or a manual interruption occurs.

2.2.2 Convolutional neural network

CNN is one of the popular ANN that has achieved groundbreaking results in image-related
machine learning tasks. It is also very efficient in audio classification tasks. The architec-
ture of CNNs usually consist convolutional blocks with each block containing convolutional
layer, non-linearity layer, and pooling layer [6].

) Fully
Convolution connected
layer w/ Pooling layer
Input nonlinearity layer
layer Output
Q-
Ox30
Ol 2
O 320

Figure 2.9. A simple CNN architecture

The backbone of a convolutional block is the convolution layer. This layer is made up
of filters that convolve with the input representation to creates 2D feature maps. These
filters usually have a smaller spatial dimension compared to the input representation.
The CNN is more efficient than the FFN because it uses convolution to reduce number of
parameters the network has to learn.

The non-linearity layer takes the feature map from the convolutional layer then applies an
activation function on each element of the feature map to produce an activation map. The
same activation functions used in FNN can be used here, with Rectified Linear Unit being
the most used recently [6].

To further reduce the number of parameters to learn and complexity of the network, the
pooling layer is used to downsample the activation map from the non-linearity layer output.
One of the popular methods of pooling is max-pooling. This method partitions the acti-
vation map into sub-regions and outputs the maximum value in each of the sub-regions.
Most CNNs use a kernel size of 2 x 2 for max-pooling [6].

The convolution blocks in a CNN end in a fully-connected layer (a FNN) that produces the
output.



2.3 Pretrained models

A very common practice in Machine Learning is the use of models already trained on
a large dataset to solve a similar problem, instead of training a network from scratch.
These models are called pretrained models. The following sections will be discussing the
pretrained models used in this thesis.

2.3.1 OpenlL3

The studies in Look, Listen, and Learn [1] propose a detector network to solve an audio-
visual correspondence learning task. The aim of this task is to identify the correspon-
dence between audio and visual streams of large number of unlabelled videos. The
detector network, L3-Net, includes a vision and audio subnetwork for visual and audio
feature extraction, and a fusion network that take these features as input to produce a
binary response on the correspondence of the audio and video signals [1]. L3-Net uses
self-supervised learning for model training which eliminates the need to annotate data as
it produces self-defined pseudolables in the training process [7].

The vision subnetwork takes a 224 x 224 colour image as input through four blocks of
convolution+convolution+max-pooling layers to produce a feature vector of size 512 as
output. The network includes a ReLU non-linearity layer in all the convolution layers. The
audio subnetwork takes a 257 x 199 greyscale image which was obtained by converting
1 second audio clip into log-spectrogram. The architecture is the same as the vision
subnetwork but adjusted to the 1-D intensity of the greyscale image compared to the 3-D
of colour images. The output is also a feature vector of size 512 [1].

The fusion layer concatenates the features from the vision and audio subnetwork into a
1024-D feature vector which goes through a fully-connected layer and outputs a classifi-
cation result of whether or not the audio and video correspond [1].

The L3-Net served as a good starting point for the authors of [8] to solve the problem of
insufficient labeled data for audio classification with deep learning methods. The studies
proposed a method that learns deep audio embeddings from the L3-Net to train down-
stream audio classifier with a small amount of labeled data.

The model used to learn the audio embeddings had various design choices such as:
training on either a music subset or an environmental subset of Audio Set dataset [9] and
training with linear or mel scale input representation. This model has been developed into
an open-source Python library, OpenlL3, capable of computing deep embeddings from
audio files in form of NumPy arrays.
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2.3.2 YOLO

Object detection is a popular computer vision application used to locate the position and
classify objects in images or videos. The application of this technique can be seen in au-
tonomous driving cars, number-plate recognition, face recognition, e.t.c. With the swift de-
velopment in deep learning and the computing power of Graphics Processing Unit (GPU),
applications of object detection have achieved a great progress in performance.

There are two categories of object detectors: two-stage detectors and one-stage de-
tectors. These categories utilize different methods to locate and classify objects. The
two-stage detectors utilizes a region proposal based framework to detect objects. This
framework consisting of two steps is similar to the mechanism of attention in the human
brain, which scans the whole object first, then places attention on the most interesting
region. In a more technical context, the two-stage detectors first filters out regions in
the image with higher probability of containing an object. Then the features extracted
with CNN from the proposed regions are used for classification and locating the objects
[10] [11]. The popular two-stage detectors include Region-Based Convolutional Neural
Network (R-CNN) [12], Feature Pyramid Network (FPN) [13], and Fast Region-based
Convolutional Network [14].

The one-stage detectors on the other hand employ a regression/classification based
framework that does not require region proposal. Therefore, the classification and lo-
calization is done by a single CNN architecture which makes it fast. Some examples of
these detectors are You Only Look Once (YOLO) [15] and Single Shot MultiBox Detector
(SSD) [16].

As stated in the previous paragraph, YOLO is a one-stage object detector that uses a
single CNN to predict multiple bounding boxes and provide probabilities for the object
class in the boxes. This CNN includes 24 convolutional blocks and 2 fully connected
layers and is trained on PASCAL VOC 2007 and 2012 datasets. The final layer of the
network uses a linear activation function while the other layers used leaky ReLU [15].The
unified detection process in YOLO makes it extremely fast and efficient in detecting an
object [15]. This makes YOLO very suitable for the task in this thesis.



11

3. METHOD

The experimental setup in this thesis obtains pseudolables from the video frames using
YOLO and embeddings from the audio with OpenL3. These pseudolabels and embed-
dings are used as input to train an audio classifier which is used to predict the label(s) of
audios in the test set. This process is illustrated in figure 3.1.

( N\
Video ————»| YOLO Pseudolabels;
A J Audio
Classification Predictions
( ) i System
Audio ————>| OpenlL3 Embeddings N
\ J

Figure 3.1. Overview of the experimental system

3.1 Dataset

The experiments in this thesis were performed using three different audio-visual datasets
that have different characteristics and class distribution for the task of classifying the
classes of interest. The target classes are Car, Bus, Truck, and Motorcycle which are
the most prevalent vehicles in all traffic scenes.

Audio Set

Audio Set is one of the largest audio-visual datasets, with over 2 million 10-second long
clips from YouTube videos labeled with at least one of the 632 audio classes in the pro-
vided ontology. The ontology is structured in a hierarchical order where sounds are or-
ganized based on their similarities. Each sound has a unique id, name, description, links
to YouTube videos with the sound, and child ids which are ids of sounds related to the
sound [9].

The experiments in this thesis are based on a subset of Audio Set, consisting of videos
under the ids of the four traffic classes and their child ids. This resulted in 121.8 hours of
data which was divided into train and test set with a 70/30 split.
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Urbansas

Urbansas is an audio-visual dataset developed specifically for the investigation of sound-
ing vehicles in urban traffic, which includes 3 hours of manually annotated data and 12
hours of unannotated data [17]. This dataset was compiled from the Montevideo Audio-
Visual Dataset(MAVD) [18], TAU Urban Audio-Visual Scenes 2021 Development dataset
[19] and some unreleased material. In this work, experiments were carried out indepen-
dently on the MAVD and TAU Urban Audio-Visual Scenes 2021 subset.

MAVD is an audio-visual dataset created to monitor urban noise in Montevideo, Uruguay.
MAVD-traffic, a subset of the MAVD, concentrates on traffic noise, which are the main
sources of noise in urban settings. The dataset makes use of a special ontology with
two features: vehicle types (such as truck and bus) and vehicle components (such as
wheel and engine), as well as an associated collection of activities (e.g rolling, acceler-
ating). These features combine together to provide 21 unique classes that are utilized to
categorize the heard sounds [18]. Urbansas included 1.5 hours of manually annotated
MAVD-traffic data containing the four target classes observed in this thesis. This subset
was divided into train and test set for the experiment.

TAU Urban Audio-Visual Scenes 2021 dataset consists of synchronized audio and video
segments with a length of 10 seconds recorded in 12 different European cities. The
dataset has 10 scene classes which were predefined based on their specific acoustic
and visual characteristics [19]. Street_traffic, one of the scene classes in the dataset,
captured data from urban traffic environments contains the four target classes observed
in this thesis. Out of the 3.85 hours [19] of data available in this dataset, 1.5 hours was
manually annotated in Urbansas [17]. In the experiments conducted in this thesis, the
annotated data was used as the test set and the unannotated as the train set.

3.2 Audio embedding extraction using Openi3

One of the important steps in audio classification is the extraction of features from the
audio data. This process ensures that the contents of the audio can be represented in
a numerical feature vector which is the most suitable input for machine learning models.
In this thesis, the features of audio files were extracted as embeddings using OpenL3,
which is based on the network presented in [8]. Embeddings in machine learning are
"low-dimensional, learned continuous vector representations of discrete variables" [20]
and can be used as input feature vectors for machine learning models.

Using the audio files from the selected dataset as input, OpenL3 is utilized to produced
deep audio embeddings. This was achieved by setting the input representation, content
type, and embedding size parameters of OpenL3 to mel256, music, and 512 respectively.
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3.3 Object detection using YOLO

YOLO was used to detect the presence of any of the four traffic vehicles in the video
files of the selected audio-visual datatsets. Five image frames (one in every 2 seconds)
were extracted from each video using the OpenCYV library [21] in Python programming
language. With these frames as inputs, YOLO returned labels corresponding to the target
classes, and coordinates for the bounding box.

The output from YOLO included multiple instances of different labels for each video file,
which was redundant, hence the union of the distinct labels was considered as the set of
labels assigned to the corresponding audio for training the audio classification system.

3.4 Audio classification

The architecture of the network used for classification in this thesis includes the L3-Net [1]
of OpenL3 which produces the embeddings as a backbone, and 3 dense layers of 512,
128, and 4 neurons respectively. The first two dense layers use RelLU as activation func-
tion, while the last layer uses a sigmoid activation function because it allows each neuron
to represent a target class. Hence making it possible to detect the occurrence of multiple
classes. The network calculates the loss using binary cross-entropy and optimizes using
Adam.

T T
5 Car
512 128 — 3y Bus

Audio OpenL3 dense » dense
layer layer > Truck

—>» Motorcycle
—__ -

Figure 3.2. Network architecture for audio classification.

The complete network was trained for 200 epochs with a batch size of 64. At each epoch,
30 percent of the training data is used as the validation set.

3.5 Evaluation

The classification problem in this thesis is of the type multi-class multi-label, which means
that there are more than two classes, and each classified audio clip can belong to multiple
classes. The audio classifier in the previous section is built to solve this problem outputs
a probability for each of the four classes. These probabilities are converted to 0 or 1 using
a threshold of 0.5.

For evaluation, the predictions of the classifier are compared to the ground truth. If the
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Figure 3.3. Confusion matrix for a simple binary classification

class predicted is the same as the class indicated by the ground truth, the prediction is
considered a true positive for positive class. If the class predicted is positive and the
ground truth is negative, the prediction is a false positive. In the reverse situation, the
prediction is a false negative (see confusion matrix in 3.3).

Recall, precision, and F-score are metrics well known for information retrieval. Recall
measures the ratio between the correctly classified positives and the total number of
ground truth positives. It is calculated with the formula 3.1. This metric shows how much
of a particular class the classifier finds.

True positives

Recall = — ,
True positives + False negatives

(3.1)

Precision measures the ratio between the correcitly classified positives and the total num-
ber of predicted positives. It can be expressed with the formula 3.2. The precision value
shows how correct the classifier is for a particular class.

True positives
True positives + False positives

Precision =

(3.2)

F-score gives an aggregated measure of recall and precision. It serves as a good way to
capture the measure from both metrics into one score. It is calculated with the formula
3.3.

(1 + 3%) x Recall x Precision

F-score =
% x (Recall + Precision)

(3.3)

F1-score, which is the harmonic mean of precision and recall, is obtained when the
variable in F-score is set to 1 as shown in the formula 3.4.
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Recall x Precision
F1-score = 2 % — (3.4)
Recall + Precision

In some of the experiments these metrics are calculated for the comparison between the
ground truth of the dataset and the predictions from YOLO. This was done to see how
similar the results from YOLO are to the original labels.
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4. RESULTS

This chapter presents the experimental results on the three datasets based on the evalu-
ation metrics discussed in the previous chapter.

4.1 Audio Set

In this section, results to the experiments performed with Audio Set dataset are presented.

4.1.1 Comparison of Audio Set ground truth and YOLO prediction

The labels predicted by YOLO for the video clips and combined as a union were first
compared with the ground truth audio labels provided with the dataset, taking into ac-
count only the four target classes. The comparison uses precision, recall, and F-score as
metrics. The results are presented in table 4.1 and show very good recall scores for all
classes, with more than 80% instances of Car, Motorcycle, and Truck found by YOLO.

However, the precision scores are much smaller (except Car class having a relatively
higher precision). This low score indicates that only a small percentage of the clips
marked as positives for a class are indeed correct. For instance, the Bus class hav-
ing a precision of 0.32 shows that just one third of clips labeled as Bus actually contain
it.

An important observation here is that comparison is done with respect to the audio clip
labels provided with the dataset, which may be incorrect or incomplete as observed by
Fonseca et al [22]. There are many missing labels in Audio Set, because the verification
stage of the annotation process only verified the correctness of already assigned labels
without adding new labels if there was an omission. Hence, many clips in Audio Set
have missing labels and the precision of 0.32 represents the correspondence between
the predictions from YOLO and the reference labels of the audio clips.
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Class Count P R F-score
Bus 3278 0.32 0.73 0.45
Car 27905 0.72 0.89 0.79
Motorcycle 5116 0.46 0.90 0.61
Truck 8397 0.36 0.87 0.51
Average 0.47 0.85 0.59

Table 4.1. Precision, Recall and F-score between Audio Set ground truth and YOLO
predictions for the complete dataset.

4.1.2 Audio classification using Audio Set ground truth and YOLO
predictions

The audio classification system presented in Chapter 3 is trained with the ground truth
labels from Audio Set and the predictions from YOLO separately. The model obtained in
each case is evaluated on the test set and the results obtained are compared in table 4.3.

Train data distribution

The train and test set was divided using a 70/30 split. The train set class distribution for
the ground truth labels and YOLO predictions are presented in table 4.2 and illustrated in
the figure 4.1. A quick look at the figure shows that YOLO found more instances of the
target classes compared to the numbers in the ground truth (except for Car class). This
observation supports the claim of missing labels in Audio Set stated in [22] paper.

Class Ground truth count YOLO count
Bus 3095 5148
Car 24871 24237
Motorcycle 4287 6957
Truck 6654 14154

Table 4.2. Training data class count based on Audio Set ground truth and YOLO predic-
tions
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Figure 4.1. Bar plot comparing class distribution in training data based on Audio Set
ground truth and YOLO predictions

Audio classification results

After training the network with Audio Set ground truth and YOLO predictions respectively,
the models obtained are used to predict the classes of audio files in the test data. The
performance of both models are compared based on precision, recall, and F-score as
shown in table 4.3.

The model trained with labels from YOLO outperformed the one trained with the ground
truth label from Audio Set. This observation (especially for the Truck class) can be at-
tributed to the high number of instances found by YOLO in the train set.

Training with ground truth Training with YOLO
Class Count P R F-score P R F-score
Bus 1339 0.00 0.00 0.00 0.18 0.08 0.11
Car 10660 0.73 0.79 0.76 0.67 0.96 0.79
Motorcycle 1869 0.51 0.32 0.39 0.54 0.43 0.48
Truck 2818 0.00 0.00 0.00 0.28 0.68 0.40
Average 0.31 0.28 0.29 0.42 0.54 0.45

Table 4.3. Classification result for model trained with YOLO predictions and model trained
with Audio Set ground truth

4.1.3 Discussion

According to the scores in table 4.3 the YOLO-trained system is able to detect all four
classes, unlike the system trained with the ground truth labels which detected only two
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of the observed classes (Car and Motorcycle). The improvement of the YOLO-trained
system is particularly significant for the Truck class with a F-score of 0.40 as opposed to
zero in the other system. It should also be noted that the YOLO-trained system achieved
a better F-score for the Car class with less instances of Car in its train set. A general
observation across all the experiments with the Audio Set dataset is the best scores
recorded for the Car class. This trend is very intuitive because cars are the most common
vehicle in traffic scenes. Therefore, they have the highest number of instance in the
data and the models recognize them better. To make the models more sensitive to other
classes, we need to get more data for the other classes.

4.2 MAVD

This section presents the results of the experiments carried out on the MAVD dataset.

4.2.1 Comparison of MAVD audio annotation and YOLO prediction

The first experiment involves the comparison between the ground truth provided in the
MAVD dataset and the labels predicted by YOLO for the video clips (which were combined
as a union). This experiment is carried out on the whole dataset and the results are
presented in table 4.4.

The scores in table 4.4 do not show a general trend of higher recall like the results in
table 4.1 for the Audio Set data which we assume it is because the annotation process
of MAVD was more efficient, so there is no case of missing labels. For instance, the Bus
and Motorcycle class have higher precision than recall which shows that YOLO found not
so much instances of those classes but correctly classified most of the instances. This
can be caused by the absence of the class instance in the video frame used in obtaining
YOLO predictions or YOLO'’s inability to identify the class.

On the other hand, Car and Truck class had a higher recall than precision which shows
that YOLO found many instances of these classes; however not all of them correctly
belong to the class. This indicates that a lot of objects belonging to these classes were
just present in the video frames but were not annotated in the audio, meaning that they
produced no sound. This can be observed for example in scenes that contain vehicles
parked by the roadside. It is also important to note that the amount of trucks in this dataset
(as shown in table 4.4) is very few compared to cars.
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Class Count P R F-score
Bus 125 0.86 0.55 0.67
Car 356 0.67 0.97 0.79
Motorcycle 72 0.50 0.35 0.41
Truck 20 0.12 0.80 0.21
Average 0.54 0.67 0.52

Table 4.4. Precision, Recall and F-score between MAVD ground truth and YOLO predic-
tions for the complete dataset.

4.2.2 Audio classification using MAVD ground truth and YOLO
predictions

The audio classification system presented in Chapter 3 was used to develop two different
models which were trained on the ground truth from the MAVD dataset and the labels pre-
dicted by YOLO. These models were tested on the test set and the results are presented
in table 4.6.

Train data distribution

To train the models 70% of the dataset was selected and the remaining 30% made up the
test set. The distribution of classes in the train set of the two models is presented in table
4.5, alongside a bar plot in figure 4.2. The plot and table shows that YOLO found more
instances of Truck and Car compared to the audio ground truth. This observation can be
due to the presence of these vehicles in the video clips but their sounds being absent in
the audio file. For instance, a truck parked by the roadside is seen by YOLO but no sound
related to the truck is recorded because its engine is not in operation.

Class Ground truth count YOLO count
Bus 84 55

Car 247 363
Motorcycle 50 31
Truck 14 95

Table 4.5. Training data class count based on MAVD ground truth and YOLO predictions
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Figure 4.2. Bar plot comparing class distribution in training data based on MAVD ground
truth and YOLO predictions

Audio classification results

After training, these models were used to classify the audio files in the test data. Their
performance were compared based on precision, recall, and F-score metrics as shown
in table 4.6. A very obvious result from this table is the Truck class, which was not de-
tected by both models. A possible explanation to this observation is the limited amount
of Truck instances in the train set for the model trained with the MAVD ground truth. This
could have affected the model’s ability to correctly detect trucks in the test set. However,
the model trained with the predictions from YOLO was expected to detect trucks better
because of the higher number of Truck instances in the train set but this is not the case.

Another interesting observation is the perfect recall score on the Car class with the model
trained with predictions from YOLO. This is due to the imbalanced nature of the train set
with Car having about three times the number of instances of the other classes. Hence, it
is very easy for the model to label all audio files as a Car class.

Training with ground truth Training with YOLO
Class Count P R F-score P R F-score
Bus 41 0.73 0.46 0.57 0.82 0.22 0.35
Car 109 0.81 0.87 0.84 0.67 1.00 0.80
Motorcycle 22 0.50 0.32 0.39 0.67 0.09 0.16
Truck 6 0.00 0.00 0.00 0.00 0.00 0.00
Average 0.51 0.41 0.45 0.54 0.33 0.33

Table 4.6. Classification result for model trained with YOLO predictions and model trained
with MAVD audio ground truth
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4.2.3 Discussion

Based on the results from table 4.6, it is evident that the model trained with the ground
truth label had a higher performance for all classes. The inability of the YOLO-trained
model to properly detect the Truck class can be associated to the high number of false
positives predicted for this class. This was confirmed through a manual inspection of the
predictions from YOLO for the videos in MAVD dataset which showed that some cars and
vans were mislabelled as truck. Fig 4.3 presents some of the video frames that support
the observation. Despite the better performance of the model trained with ground truth on
the individual classes, the YOLO-trained model had a better average precision (in terms
of mean precision and not the average-precision metric).

Figure 4.3. A video frame from MAVD dataset showing YOLO mislabel a car as truck

4.3 TAU Urban Audio-Visual Scenes 2021

In this section, we present the results of the experiments carried out on the TAU Urban
Audio-Visual Scenes 2021 dataset.

4.3.1 Comparison between TAU ground truth and YOLO detection

Unlike the previous datasets considered in this thesis, this dataset does not contain
ground truth labels for all its data. Only the portion present in Urbansas [17] dataset
contains annotations. So the first experiment is to compare the ground truth of the anno-
tated part of the dataset to the labels predicted by YOLO for the video clips. It focuses on
the four target classes just as in the previous experiments. The metrics for comparison
are: precision, recall, and F-score. The result of this experiment is presented in table 4.7.



23

The table 4.7 shows very good recall scores for all classes with a relatively good precision
score (except Motorcycle). This high recall-average precision trend indicates that YOLO
was able to find many instances of the classes however on average only half of them
correctly belong to the classes.

Class Count P R F-score
Bus 70 0.43 0.90 0.59
Car 341 0.65 0.99 0.78
Motorcycle 123 0.71 0.42 0.53
Truck 32 0.13 0.84 0.23
Average 0.48 0.79 0.53

Table 4.7. Precision, Recall and F-score between TAU ground truth and YOLO predictions
for the test set.

4.3.2 Audio classification using YOLO detection

A classification model based on the system shown in Chapter 3 is developed to predict
the classes of audio files in the test set. This model was trained only on the predictions of
YOLO since the larger part of data which made up the train set was unannotated (i.e. not
included in Urbansas).

Train data distribution

The class distribution of the train set based on YOLO predictions is shown in table 4.8 and
illustrated in figure 4.4. As expected, the Car class had the highest number of instances
since cars are the most common vehicle in the traffic scene.

Class Count
Bus 225
Car 819
Motorcycle 161
Truck 445

Table 4.8. Class count for the traffic vehicles in the training data from TAU based on
YOLO predictions
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Figure 4.4. Bar plot showing the class distribution in the train set based on YOLO predic-
tions

Audio classification result

The model developed on the predictions from YOLO is tested on the test set. Its perfor-
mance is evaluated on the precision, recall, and F-score metrics and presented in table
4.9. We observe that the model performed best on the Car class and least on Motor-
cycle. This behaviour is largely connected to the amount of training data available for
these classes. As shown in figure 4.4, the Car class had the most data and Motorcycle
class had the least. Hence this factor affected the learning capability of the model on the

classes.
Class Count P R F-score
Bus 70 0.23 0.27 0.25
Car 341 0.63 0.99 0.77
Motorcycle 123 0.00 0.00 0.00
Truck 32 0.07 0.34 0.11
Average 0.23 0.40 0.28

Table 4.9. Precision, Recall and F-score between TAU test set ground truth and audio
classifier predictions.

4.3.3 Discussion

From the observations stated in the previous section, we might have expected a direct
correlation between the amount of training data for each class and the performance of
the model on the classes. However, the Truck class defies this expectation. Despite
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having a large amount of instances in the train set, the model did not perform so well
on the class. This observation was also seen in the experiments with the other datasets
considered in this thesis. Unsurprisingly, the Motorcycle class was not detected at all
because of the limited amount of instances in the train set.

Based on table 4.9, the Car class has a F-score of 0.77 with 0.99 recall, which means
that all true instances of cars in the test dataset were detected by the model. However,
the precision of 0.63 shows that there are many clips falsely labeled as Car.

Considering the limited amount of Bus instances in the train set, the model had a average
recall score of 0.27 and a precision of 0.23 which means that model correctly detects
more buses compared to the Truck class which had a lot of instances in the train set only
to obtain a recall of 0.34 and a precision of 0.07. This precision is very low and it shows
that most of the clips detected as Truck are falsely labeled.
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5. CONCLUSION

In this thesis a novel method of labelling audio with video information for sound event
classification is proposed. The method was based on an object detector (YOLO) that
takes a few frames from a video corresponding to audio, and detects objects for the target
classes. The output from the object detector is combined as a union to form a label set
for the audio in review. These labels are then used in training with their corresponding
audio to build an audio classification model. This model is evaluated on a test set and
compared to a second model which was trained with the ground truth label.

Experiments performed on three different datasets show that it possible to label audio-
visual data with information from the corresponding video. However, this approach is not
optimal for datasets with sound sources that are obscured/absent in the video frames as
they are not found by the object detector.

Despite this disadvantage, the method proves to be cheaper and time efficient compared
to the traditional means of data annotation. The results from the experiment also show
that the method can outperform models trained with the ground truth, in cases where the
provided reference annotations are noisy or possibly incorrect.

The method presented in this thesis is open for further research by exploring other datasets,
detecting other objects, testing other network architectures, and additional approaches for
alleviating the errors introduced by the object detector.
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