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ABSTRACT

Joni Lepistö: Audio Similarity with Siamese Networks
Bachelor of Science Thesis
Tampere University
Bachelor’s Programme in Computing and Electrical Engineering
February 2023

The aim of this thesis was to study the application of Siamese neural networks to the problem
of audio similarity measurement. A selection of Siamese networks with different architectures
was presented and the results attained by these networks were compared to a group of baseline
methods, which consisted of more classic statistical methods as well as non-Siamese networks.
The goal was to find out how the Siamese solutions performed in the task of general audio sim-
ilarity measurements compared to these methods and if the Siamese solution possibly delivered
more generalizable results when dealing with a vast selection audio samples.

All of the systems were trained and tested on a dataset of 2000 samples from different kinds
of environments, such as sound samples from citites, nature and domestic settings. The best
performers of audio similarity measurement with the dataset were deep-learning based meth-
ods, including the presented Siamese networks. Siamese networks showed great potential in
their ability to generalize to the vast selection of audio classes, however, the best overall results
were reached with a non-Siamese network solution using a convolutional neural network. In light
of these promising findings, Siamese networks should be studied further regarding audio pro-
cessing, -measurement and -evaluation tasks, since the amount of existing research was rather
limited.

Keywords: audio similarity, neural networks, siamese neural networks

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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TIIVISTELMÄ

Joni Lepistö: Äänten samankaltaisuuden mittaaminen siamilaisilla neuroverkoilla
Kandidaatintyö
Tampereen yliopisto
Tieto- ja sähkötekniikan kandidaattiohjelma
Helmikuu 2023

Tämän työn tarkoituksena oli tutkia siamilaisten neuroverkkojen soveltamista äänen saman-
kaltaisuuden mittaukseen. Siamilaisia neuroverkkoja esiteltiin muutamia erilaisine arkkitehtuurei-
neen ja näiden tuottamia tuloksia vertailtiin joukkoon klassisempia, jo käytössä olevia menetelmiä.
Pyrkimys oli löytää järjestelmä, joka pystyisi kaikista luotettavimmin arvioimaan minkä tahansa
äänten samankaltaisuutta, eikä toimia hyvin pelkästään tietyllä ja rajatulla äänten luokalla.

Erilaiset järjestelmät kehitettiin ja niiden suorituskyky arvioitiin käyttäen apuna laajaa 2000
ääninäytteen kirjastoa, joka sisälsi joukon erilaisia ääninäytteitä kaupunki-, luonto- ja kotiympä-
ristöistä. Parhaiten äänten samankaltaisuutta mittasi erilaiset syväoppimiseen perustuvat ratkai-
sut, kuten esitellyt siamilaiset neuroverkot. Siamilaiset neuroverkot osoittivat niin ikään hyviä tai-
pumuksia laaja-alaiseen kykyyn yleistää äänten samankaltaisuuden arviointi mihin tahansa ää-
niluokkiin, mutta parhaisiin tuloksiin ylsi kuitenkin järjestelmä tavallisella, ei-siamilaisella, neuro-
verkkorakenteella. Tulosten valossa siamilaisten neuroverkkojen tutkimista tulisi kuitenkin jatkaa
myös äänten käsittelyyn, mittaamiseen ja arviointiin liittyvissä tehtävissä, sillä olemassa olevaa
tutkimustietoa ei ole saatavilla erityisen paljoa.

Avainsanat: ääniprosessointi, siamilaiset neuroverkot

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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PREFACE

The basis of this thesis was stemmed from the great selection of different topics pro-
vided by the laboratory of signal processing. Audio processing seemed like an interest-
ing choice, since it held a lot of content to be learned. This thesis finally proved to be
quite challenging with the complexity of the problem but it only made the results more
rewarding.

I would like to thank my excellent supervisors as well as all the teachers that have lead
me forward on this path during my years in Tampere University.

in Tampere, 10th February 2023

Joni Lepistö
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1 INTRODUCTION

Different data similarity measures have been one of the most popular research topics
regarding signal processing and machine learning during the recent years. DeepFace
raised the bar and presented near human-level performance of face verification when it
was released in 2014, which was an improvement of more than 27% compared to the
previous methods [1]. However, in the field of audio processing there seems not to be
anywhere near as much research when it comes to similarity measures utilizing deep
learning methods, even though a general audio similarity measurement tool would be
extremely useful for a variety of applications, especially for the research community.

Some applications which would benefit from well-performing audio similarity measure-
ment could be related to audio event detection, speaker recognition and for audio-based
search tools. This type of general audio similarity measurement tool could also be uti-
lized as part of a one-shot learning system for audio, a concept which has already been
demonstrated for visual data [2].

This thesis aims to implement a modern deep learning method of audio similarity mea-
surement and see how it compares to the existing methods which utilize mainly spectral
features of audio and classical statistics. The deep learning approach chosen for this
thesis is a Siamese convolutional neural network system and the goal is to see how well
this kind of model is able to generalize the similarity assessment to a vast selection of
audio classes.

Siamese networks have been extensively present in many popular computer vision re-
search papers [3, 4, 5], including DeepFace, which also featured a method utilizing a
Siamese network for face verification. However, like deep learned audio similarity mea-
sures in general, Siamese networks too are a rarely discussed topic in audio processing
publications. Due to the sparsity of references this thesis also faces the challenge of not
having a solid groundwork of previous research to rely on, due to which some references
are taken and adapted from various computer vision papers.

This paper will introduce the reader to the basic ideas behind Siamese networks as well
as the implementations of three baseline methods. The validation metrics used in this
thesis will also be covered so that the final scoring is easier to interpret. Keras [6] is used
as the interface for building neural network models and the implementation of a Siamese
network system using Keras is explained along with appropriate Python references.
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2 AUDIO SIMILARITY MEASUREMENT

In the context of this thesis, an audio similarity measurement system takes two audio
samples as inputs and outputs their similarity or distance score. Audio similarity can
be an ill-posed problem due to semantic factors concerning the similarity measures, as
humans usually perceive similarity differently based on their varying emphasis on different
parts of the audio content. Some may rank samples of two persons singing the same tune
highly similar, as others may emphasis the similarity of the singers’ voice - thus ranking
the samples as quite dissimilar. [7] The similarity measurement systems presented in
this thesis will not by design take into account any metadata of the input samples but
rather just compute the distance of the samples as-is. However, it is possible that some
deep-learning solutions might be able to automatically pick up on some semantic factors.

In all of the presented audio similarity systems the input samples will be divided into
frames of predefined sizes and the similarity scores are then calculated for these frames
separately. Similarity scores will be in the range of (0, 1) but are not directly compa-
rable between different methods. Using Kullback–Leibler divergence (KL-divergence) or
dynamic time warping (DTW), we will end up with a distance score instead of a simi-
larity score, which is why the evaluation is done on ranked queries instead of directly
comparing output scores. Evaluation methods are further explained in section 2.4.

2.1 MFCC features and KL-divergence

Mel-frequency cepstral coefficients[8] (MFCCs) are used extensively in audio similarity
and music information retrieval tasks. MFCCs were originally developed for speech pro-
cessing applications to be able to model the spectral envelope while suppressing the fun-
damental frequency. MFCCs have been used with success in the field of music similarity
but results from general audio similarity tasks are not as common. MFCCs are commonly
paired with Kullback-Leibler divergence (KL-divergence) to get a distance score between
two samples. [9][10]

In general, a power cepstrum Cp of a signal y(t) could be obtained by

Cp = |F−1{log(|F{y(t)}|2)}|2, (2.1)

where F and F−1 denote Fourier transform and inverse Fourier transform, respectively.
Essentialy, the cepstrum is an inverse Fourier transform of the logarithm of a spectrum.
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To calculate MFCCs, the power spectrum of a signal is converted to mel-scale before
calculating the logarithm and inverse Fourier transform. Conversion to mel-scale can be
calculated by [8]

m = 2595 log10(1 +
f

700
). (2.2)

If the spectrum is generated at a high enough dimensionality, rather than inspecting single
coefficients, the MFCCs can be interpreted as a set of feature vectors for each sample.
Moreover, the feature vectors, with high enough dimensionality, can be represented as a
feature distribution P . [11]

KL-divergence is a measure of difference between two probability distributions over the
same variable. When comparing two audio samples, KL-divergence can be calculated for
each of the feature distributions and the total difference (distance) of the samples will be
the sum of these KL-divergences. KL-divergence of two distributions P and Q is defined
as [12]

DKL(P ||Q) =
N∑︂
j=1

P (j) ln
P (j)

Q(j)
. (2.3)

furthermore, the symmetric KL-divergence between the i-th MFCC feature vector distri-
butions Pi and Qi can be calculated by [11]

DKLi(Pi||Qi) =
1

2
(DKL(Pi||Qi) +DKL(Qi||Pi))

=
1

2
(

N∑︂
j=1

Pi(j) ln
Pi(j)

Qi(j)
+

N∑︂
j=1

Qi(j) ln
Qi(j)

Pi(j)
).

(2.4)

The total dissimilarity between two audio samples is the sum of the symmetric KL-divergences
(2.4) of all the MFCC feature vector distributions. This process is outlined in figure 2.1.

frame1 2 3 128

P1

P2

P3

MFCC of sample A 

P13

frame1 2 3 128

Q1

Q2

Q3

MFCC of sample B 

Q13
DKL(13)

DKL(3)
DKL(2)
DKL(1)

Figure 2.1. KL-divergence calculation from MFCC features. In this visualization, the
MFCC’s are of shape 13x128, resulting in 13 feature distributions.
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2.2 Dynamic time warping

Dynamic time warping (DTW) is a well-known and largely studied method for calculating
distances and optimal alignments between time series. DTW was first introduced in 60s
[13] and since explored extensively in many fields of science. DTW has the ability to com-
pare two sequences of different lengths, say P := (p1, p2, ..., pN ) and Q := (q1, q1, ..., qM )

of lengths N,M ∈ N. [14] DTW has the computational advantage of requiring no fre-
quency domain calculations as it can operate directly on the input sequences with a base
complexity of O(NM), which can be further improved with advanced techniques [15].
The main advantage and motivation of using DTW for audio similarity measurement is its
capability of being able to detect similarities in samples with different tempos, offsets and
amplitudes as long as the general waveform is similar.

To calculate the DTW distance DTW (P,Q) between these sequences, a cost matrix has
to be calculated. The cost matrix C of size (N,M) is defined by C(n,m) := d(pn, qm),
where d is some local distance (cost) measure. In this case, L1 distance is selected as
defined by equation (3.2). The resulting cost matrix is outlined in figure 2.2).

Figure 2.2. Cost matrix C for sequences P and Q

After this, a path from C(p1, q1) to C(pN , QM ) is searched such that the total cumulative
distance

∑︁
d over the path is minimized. The path is selected such that from a given

position s = C(i, j) the next possible step snext ∈ {C(i+1, j +1), C(i, j +1), C(i+1, j)}.

Once the most optimal path is found, the DTW distance can be calculated by normalizing
the cumulative distance according to

DTW (P,Q) =

∑︁
d

l
, (2.5)

where
∑︁

d is the cumulative distance over the most optimal path from C(p1, q1) to C(pN , qM )

and l is the length of the path. [14][16]
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Input units Hidden units Output units

Figure 2.3. A simple feedforward neural network

2.3 Deep convolutional feature extractor

The technique presented in this section is based on a modern neural network approach.
A convolutional neural network will be used to extract feature vectors (also known as
embeddings) from input spectrograms. Distance between these vectors will represent
the distance between the samples.

2.3.1 Convolutional neural networks

Artificial neural networks are mathematical learning models that date all the way back
to the 1950’s [17]. The idea behind neural networks is to mimic the neural structure
of human brains motivated by the excellent human learning abilities. Since the initial
innovation, neural networks have been a subject of interest but the lack of computational
power rendered many types of practical usage ineffective for some while. The simplest
and oldest form of neural networks is a feedforward neural network (FNN), which consists
of input units, hidden units and output units. Figure 2.3 outlines a simple FNN with one
hidden layer and a rather small number of units per layer. Each unit in this simple FNN
holds a vector of weights w and a bias value b. To calculate a value for a unit, the input
connections are multiplied with the corresponding weights w and multiplied together with
the bias value. In this example, the value for hidden unit H1 would be calculated as shown
by equation (2.6)

H1 = wH1 · x + b, (2.6)

where wH1 · x is the dot product between the weights associated with unit H1 and input
vector x which holds the values of the previous layer (in this case the input layer). In
addition to this, the units are usually also combined with an activation function of some
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sort. [18]

In contrast to a traditional feedforward neural networks, convolutional neural networks
(CNNs) contain additional convolutional layers. CNNs were first introduced in 1980 by
Fukushima in his paper on pattern recognition [19]. In 2012 a breakthrough was achieved
when Alex Krizhevsky and Ilya Sutskever published their solution for the Large Scale
Visual Recognition Challenge (LSVRC) [20]. The model provided unprecedented results
which were possible by shifting the large computational load on graphics processing units
(GPU) and using efficient ReLU activation functions [21][22].

Convolutional layers implement a mathematical operation called convolution. Convolution
between an input matrix A and convolution kernel K of size (m,n) is defined by

(A ∗K)(i, j) =
∑︂
m

∑︂
n

A(i−m, j − n)K(m,n), (2.7)

where an asterisk represents the convolution operation and A ∗K is the resulting convo-
luted matrix. Convolutional neural networks are nowadays used widely due to their ability
to filter and extract patterns from input data with the help of convolutions. By treating
convolution kernels as weights and tuning them with respect to the inputs, the model can
learn to extract meaningful bits and patterns from the input data. Convolution operations
in particular gain a huge benefit from GPU execution as they are highly parallelizable by
nature. [23]

2.3.2 Proposed model

Audio feature extraction using a deep CNN is a fairly modern approach to audio similarity
problems. The CNN will be used to extract representative feature vectors from the input
sounds and the similarity is then calculated using cosine similarity between the vectors
(3.5). The CNN structure is based on an audio feature extractor by Kumar, Khadke-
vich and Fügen [24], which has a structure similar to VGG, which is a network that has
achieved great success in visual recognition challenges [25]. The network consists of
multiple convolutional banks of two convolutional layers with batch normalization followed
by a max pooling layer. The inputs for the network are mel-frequency power spectrums
of shape (128, 251) as illustrated in figure 2.4. Only the overall structure of the CNN is
adapted from previous work and no pre-trained weights are used.

The proposed network setup is to use five convolutional banks followed by a single con-
volutional layer of 512 filters as shown in figure 2.5. The max pooling layers and padding
sizes are chosen so that the output from the last convolutional layer is of size (1, 4, 512).
This output from the last convolutional layer is then followed by global average pooling
as described in figure 2.6, which outputs audio feature vectors of length 512. All of the
convolutional layers use rectified linear units (ReLu) as their activation functions, which is
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Figure 2.4. Input spectrograms

Figure 2.5. Baseline CNN architecture
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Figure 2.6. Global average pooling
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defined by

f(x) = max(0, x). (2.8)

ReLu is the most widely used activation function for deep neural networks, as it offers effi-
cient computation and good gradient propagation with less problems related to vanishing
gradient [21].

The whole network is trained as a classifier by using a fully-connected layer with softmax
activation as the final output layer. After training the network, the classification layer can
be omitted and the similarity between two audio samples is calculated using the cosine
similarity (3.5) of the average pooled feature vectors. The motivation behind this is that
being able to classify the samples should yield a representative feature vector of each
input as the global average pooled layer.

2.4 Evaluation

Evaluation audio similarity systems will be done by generating ranked queries with the
systems and calculating the mean average precision (mAP) for those queries.

Average precision (AP) is a measure of recall and precision for ranked retrieval results.
A single retrieval task (query) can be constructed by using the model to rank all the test
samples compared to a single reference sample from the most similar to least similar.
These results represent a ranked retrieval sequence, for which the average precision
equals the area under the precision-recall curve. In practise, the average precision for a
query with n results can be calculated as a finite sum defined by [26]

AP =

n∑︂
i=1

P (i)r(i), (2.9)

where P (i) is the precision score and r(i) the recall score of the sequence cut off at i.
Mean average precision (mAP) is the mean value of average precision scores over many
queries

mAP =

∑︁S
s=1AP (s)

S
, (2.10)

where S is the total number of sequences or in other terms, queries. The overall mAP
score for a model is easy to calculate by computing a similarity matrix that compares all
of the test samples to each other and then treating every column or row as a single query.
mAP will be used to rank and compare each of the models to one another.
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3 SIAMESE NETWORKS

Siamese neural networks were first introduced in the 1990’s by Jane Bromley and Yann
LeCun while working on a signature verification task [3]. Since then, they have been
succesfully adopted to different image and video related tasks, such as image matching,
verification and even object tracking [4]. Work in the audio domain has been quieter with
fewer notable publications such as the proposition of using deep Siamese networks for
feature extraction by Chen and Salman [27] and IMINET for vocal audio matching by
Zhang and Duan [28] which is also the source behind some ideas proposed in this thesis.

3.1 Basic structure of Siamese networks

A Siamese neural network concists of identical twin networks, sometimes referred to as
subnetworks, which share the same weights. These subnetworks accept separate input
samples and the output feature vectors of the networks are joined by a chosen distance
layer of some sort. Figure 3.1 illustrates the structure of a classic Siamese network
defined by Bromley and LeCun. [3]

Figure 3.1. Layout of a Siamese network.

Even though the merge layer of a classic Siamese model usually operates on 1-dimensional
feature vectors and distance-like functions, different Siamese-like implementations are
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also possible. Concatenating the feature vectors has proven to be a valid option [28] as
well as multi-dimensional correlation models [29]. These Siamese-like networks can in-
clude more network layers (convolutional or fully-connected) after the merge layer where
as the output of a classic Siamese network is usually right after the merge layer.

If a plausible output range is not directly yielded by the merge layer, the output of Siamese
networks is usually a logistic sigmoid function

σ(z) =
1

1 + e−z
. (3.1)

This is due to the fact that the sigmoid function maps the output in the range of (0,1)
which can be seen as a probability or, in this study, a similarity score.

3.2 Distance metrics

Assumed that the subnetwork outputs are 1-dimensional feature vectors and the output
of the merge layer is a single figure of similarity as described by Bromley and LeCun [3]
there are three most common distance measures to use: L1 distance, L2 distance and
cosine similarity. L1 or Manhattan distance between two vectors a,b in a real Cartesian
vector space can be written as

L1(a,b) =
N∑︂
i=1

|ai − bi|, (3.2)

where a,b are vectors of length N . The L2 or euclidean distance between the same
vectors a,b is defined by

L2(a,b) =

⌜⃓⃓⎷ N∑︂
i=1

(ai − bi)2. (3.3)

The L1 and L2 distances are both derived from the generalized Lm distance [30]. It is
argued that given a high value of N it may be preferable to use lower values of m, or in
other words, that the L1 distance may perform better when dealing with larger vectors
[31]. Cosine similarity is another widely used measure of similarity but unlike L1 and L2

distances it is not a true distance metric as it does not satisfy the requirement of triangle
inequality [32]. Cosine similarity of two vectors a,b can be derived from the formula of
Euclidean dot product

a · b = ∥a∥∥b∥cos(θ), (3.4)
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which can be arranged to represent the cosine similarity of vectors a,b

Simcos(a,b) = cos(θ) =
a · b

∥a∥∥b∥
=

∑︁N
i=1 aibi√︂∑︁N

i=1 a
2
i

√︂∑︁N
i=1 b

2
i

. (3.5)

If the vectors a,b are restricted to positive values only the cosine similarity ranges from 0
to 1, otherwise the range is from -1 to 1 [33].

The above examples of distance metrics do not include any trainable parameters but such
have been proposed and used with success. The Siamese implementation of DeepFace
[1] used the L1 distance in the following manner

L1(a,b) =
N∑︂
i=1

αi|ai − bi|, (3.6)

where αi are trainable parameters which act as weights for the distance components.

3.3 Advanced Siamese-like networks

The basic Siamese network architecture can be deviated from resulting in Siamese-like
structures. Instead of handling the distance layer as the model output the network can be
extended by using different merge layer techniques. One example of this is the merge-by-
concatenation proposed by Zhang and Duan with their IMINET structure which is outlined
in figure 3.2.

F(X1)

F(X2)

Weights w

Inputs Twin networks

X1

X2

Concatenation Output

f1

f2

σ

Fully connected network 

FC1 FC2 FC3

w1

w2

Optional
untied

weights

Figure 3.2. Layout of the IMINET network by Zhang and Duan [28].

IMINET presented the twin networks with some untied weights, which were speculated
to help the networks fine-tune to match the characteristics of varying inputs as one input
was a sound sample and the other input a vocal imitation [28].



12

To emulate the weighted distance behaviour described in equation (3.6) an element-wise
L1 or L2 distance can be calculated for the twin network output vectors resulting in a
distance vector. If this vector is then followed by a single fully-connected unit the output
will be the L1 or L2 distance of the feature vectors weighted by the weights of the fully-
connected unit. This structure was successfully implemented with a Siamese network on
a one-shot image recognition task [34].

The element-wise distance vector could also be followed by a fully-connected network
of multiple layers which could function as a classifier for the combined feature vector ex-
tracted by the twin networks, in a similar fashion as demonstrated by the IMINET-system
[28].

3.4 Proposed Siamese models

The Siamese model proposed for this task is based on the deep convolutional feature
extractor presented in section 2.3. The CNN is used as the twin legs of the network
while different merge strategies are implemented. The network inputs are mel-frequency
spectrograms of size (251,128) as with the baseline method in section 2.3 and the CNN
outputs are 512-dimensional vectors. The proposed merge strategies for this task are
cosine similarity, merge by concatenation and feature-wise L1 distance, of which the
latter two were further discussed in section 3.3. All of the proposed networks will output
either a similarity or distance score in the range of (0, 1).

Figure 3.3. Structure of the Siamese network using cosine similarity

Siamese network structure with cosine similarity is shown in figure 3.3. The overall struc-
ture is highly similar to the overall network used in the baseline method, shown in figure
2.5, which gives a great opportunity of comparing the performances of these two ap-
proaches.

The second Siamese approach, merge by concatenation as shown in figure 3.4, is mo-
tivated by the encouraging results by Zhang and Duan with their IMINET structure used
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for assessing vocal imitations [28]. Zhang and Duan proposed a structure with 3 fully-
connected layers after the concatenated convolutional network output. The last layer was
used with a sigmoid (3.1) activation which is the network output. The proposed network
for this task will also 3 fully-connected layers after the concatenation and the output of
the network will be a similarity score of the samples.

Figure 3.4. Structure of the Siamese network with concatenated merge layer

The final merge strategy for this task is feature-wise L1 distance which essentially acts
as a weighted L1 distance when followed by a fully-connected unit. First the feature-wise
L1 distance of the two CNN output vectors is calculated, resulting in a 512-d vector which
is followed by a sigmoid unit. This way each of the 512 features is applied with a weight
and summed together in the final stage of the network, resulting in a behaviour similar to
a weighted L1 distance as defined by equation (3.6).

Figure 3.5. Structure of the Siamese network using weighted L1 distance

We also propose to test these introduced models in a reduced form, i.e. with only using
the first three convolutional banks such that the global average pooled layer is of length
l = 64. These reduced models are much more lightweight to train and use and it should
be interesting to see how well the results compare to full-size networks.
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4 EXPERIMENTS AND RESULTS

This chapter will cover implementations of the varying audio similarity methods, the train-
ing phase and the obtained results with the presented methods.

4.1 Experimental setup

The ESC-50 dataset of environmental audio recordings was used in training and valida-
tion of the presented audio similarity methods. ESC-50 consists of 2000 labeled audio
samples from 50 different classes [35].

Table 4.1. ESC-50 classes arranged into major categories

Animals Natural soundscapes & water sounds Human, non-speech sounds Interior/domestic sounds Exterior/urban noises

Dog Rain Crying baby Door knock Helicopter

Rooster Sea waves Sneezing Mouse click Chainsaw

Pig Crackling fire Clapping Keyboard typing Siren

Cow Crickets Breathing Door, wood creaks Car horn

Frog Chirping birds Coughing Can opening Engine

Cat Water drops Footsteps Washing machine Train

Hen Wind Laughing Vacuum cleaner Church bells

Insects (flying) Pouring water Brushing teeth Clock alarm Airplane

Sheep Toilet flush Snoring Clock tick Fireworks

Crow Thunderstorm Drinking, sipping Glass breaking Hand saw

As seen from table 4.1 the ESC-50 dataset offers a great variety of audio classes which
is beneficial when trying to achieve a model with good generalization capabilities. The
dataset also includes a tagged subset of 10 classes referred to as ESC-10, which is
used as the test data while training is done on the rest of the data. The ESC-10 sub-
set includes three main categories of sound events: transient/percussive with temporal
patterns, events with strong harmonic content and noise/soundscapes. These main cat-
egories cover a broad area of sound types and the test results will therefore reflect the
general similarity classification performance of the model quite accurately.

4.1.1 Siamese networks with Keras

Keras was used to implement all neural networks presented in this thesis. Keras is a pop-
ular framework for building neural networks using Python, most commonly used together
with a TensorFlow backend [6]. Keras and its easy-to-use Sequential() model offers a
straightforward way of creating Siamese networks. The Sequential() model is used to
define the twin network by adding convolutional layers one by one. After this the output
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layers can be joined by whatever method one chooses to implement. It should be noted
that Keras offers native support for cosine similarity via their keras.layers.dot layer.

Dealing with a similarity related task most often leads to a large number of input data as
even a rather small dataset can be used to construct many positive and negative samples.
Due to the large amount of samples training can be quite challenging since loading all of
the samples will consume a notable amount of computer memory. Keras does have sup-
port for data generators which can be used to dynamically generate batches of samples
and load them during training, however no native support exists for loading data pairs as
needed for our Siamese network [36]. To overcome this a custom data generator class
was created utilizing the keras.utils.Sequence base object as shown in appendix A.1.
This generator class can dynamically yield a specified amount of samples per step during
training to minimize memory usage.

4.2 Experiments

All of the proposed audio similarity methods were tested on ESC-10 dataset. DTW sim-
ilarities were calculated using a toolbox provided by DTAI Research Group [37] and cal-
culated on the raw audio signals, even though a more common approach would be to
calculate DTW similarities for audio features, such as MFCCs. DTW similarities between
audio signals might not yield as robust results, but can be interpreted as a naive method
to which our Siamese results are compared to. To make DTW computations less expen-
sive, the audio samples were first downsampled by the factor of 3.

When calculating audio similarity based on MFCCs and KL-divergence as outlined in sec-
tion 2.1, the MFCCs were calculated so that the resulting spectrum was shaped 13x128.

All training was done on a subset of the ESC-50 dataset with the ESC-10 samples re-
moved, as they would be used for testing. This training dataset shall be called ESC-40.
Moreover, when training the networks, 20% of the ESC-40 training samples from each
class were randomly assigned as validation data. The training-validation split was identi-
cal for all the trained networks.

The baseline CNN was trained on the ESC-40 samples as a categorical classifier as
explained in section 2.3 using a categorical crossentropy loss function Lcc as defined by
[23]

Lcc = −
C∑︂
i

yi log(pi), (4.1)

where C is the total number of classes, yi the ground truth and pi is the predicted la-
bel. Adam optimizer was used due to it’s proven consistent performance on many deep-
learning applications [38]. The optimizer was used with a learning rate lr = 0.0001 and
decay d = 0.00001, which means that the learning rate is decreased by the value of de-
cay after each epoch. The model was trained until the validation loss stopped improving
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for 10 subsequent epochs and the top three performing checkpoints were selected to be
used on the test data.

The Siamese models were trained by constructing positive and negative pairs from the
training data. For this test setup, every training sample was matched with all of the
training samples belonging to the same class (positive pairs) as well as twice the amount
of random samples from other classes (negative pairs). The training samples were paired
with a binary output of either 1 or 0, denoting the positive and negative pairs. Thus the
ground truth similarity for samples of the same class is 1.

Binary crossentropy was used as the loss function and Adam was again selected to
be the optimizer with a learning rate lr = 5 × 10−6 as the models initally seemed to
converge extremely fast, leading to severe overfitting with higher learning rates. Binary
crossentropy Lbc can be derived from the equation for categorical crossentropy (4.1) and
is defined as [23]

Lbc = −[y log(p) + (1− y) log(1− p)], (4.2)

where y is the true class and p the predicted output.

A custom Keras class was used to calculate mAP score for the validation data between
epochs as it was quickly discovered that the binary classification accuracy does not ac-
curately represent the models performance on the actual test data. The structure of this
custom callback class is presented in appendix A.2.

4.3 Results

The mAP scores calculated on ESC-10 test data are presented below in table 4.2. For
each Siamese network, the results are also presented for reduced network configura-
tions with only three convolutional banks, as discussed in the end of chapter 3.3. These
reduced layouts are denoted with the suffix -R.

As per mAP definition by equation 2.10, a perfect information retrieval performance would
result in an mAP score of 1. This would mean that the model ranks all the samples
belonging to the same class more similar with the test sample than any sample belonging
to other classes.

In overall mAP scores, the baseline method of CNN feature extraction stands out as the
best performer. Among the full-sized Siamese networks, cosine similarity stands out as
the best merge strategy. The same conclusion can be drawn from the reduced Siamese
networks, where cosine similarity reaches even higher scores than the full-sized net-
work. Class-wise mAP scores for the top performing models are presented in table 4.3.
Even though CNN feature extraction method provides a higher score overall, the reduced
Siamese network is able to perform better with some classes. Judging from the scores
presented in table 4.3, CNN feature extraction method yields the most volatile results
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Table 4.2. Results on ESC-10 test data

Method mAP

MFCC-KL 0.442

DTW 0.300

CNN feature extraction + cosine similarity 0.634

Siamese cosine similarity 0.524

Siamese weighted L1 distance 0.499

Siamese fully-connected network 0.511

Siamese cosine similarity-R 0.588

Siamese weighted L1 distance-R 0.505

Siamese fully-connected network-R 0.491

Table 4.3. Class-wise mAP scores for ESC-10 test data

Class / Method Dog Chainsaw Crackling fire Helicopter Rain Crying baby Clock tick Sneezing Rooster Sea waves

Siamese cosine similarity 0.450 0.631 0.560 0.542 0.410 0.465 0.453 0.558 0.591 0.581

Siamese cosine similarity-R 0.574 0.695 0.531 0.594 0.549 0.627 0.529 0.594 0.540 0.653

CNN feature extraction +
cosine similarity

0.543 0.804 0.618 0.428 0.585 0.589 0.542 0.800 0.693 0.733

Table 4.4. Standard deviations of the class-wise mAP scores for ESC-10 test data

Method class-wise mAP standard deviation

Siamese cosine similarity 0.074

Siamese cosine similarity-R 0.056

CNN feature extraction + cosine similarity 0.122

amongst the top performers with the mAP score deviating a lot between different classes.
Standard deviations for the aforementioned models are presented in table 4.4. When
examining the models during training, CNN feature extraction performance did fluctuate
quite a lot between training epochs right from the start, possibly indicating overfitting and
generalization difficulties. The siamese models, however, were a lot more stable during
training and continuously improved their performance.
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5 CONCLUSION

This thesis covered several methods for general audio similarity measurements and com-
pared their overall performances. When researching the baseline methods, it became
apparent that many methods still in active use today may date back tens of years and
research on modern deep-learning based methods for audio similarity measurement was
a lot sparser when compared to the amount of publications in the field of visual deep
learning applications, for example.

Two similarity measurement techniques featuring deep neural networks were covered in
this thesis and they proved to provide superior results compared to the more classical
methods which have been proven and used for years. Main focus was on Siamese neu-
ral networks and their suitability for audio similarity measurement and the results were
likewise promising. From the results it is shown that Siamese networks have the capacity
and possibility to generalise well to audio similarity measurements with many different
types of sounds. Overall performance in the presented Siamese systems was not as
good as that of a presented non-Siamese deep neural network but the matter should be
investigated further with different architectures and possibly more complex datasets, as
Siamese networks can vary vastly in their internal structure and a more optimal architec-
ture for audio similarity measurements might yet to be found.
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A DATA PAIR GENERATOR CLASS FOR KERAS

1 import keras
2 import numpy as np
3 from tqdm import tqdm
4

5

6 class DataPairGenerator(keras.utils.Sequence):
7 """
8 Data generator class to dynamically load data pairs
9 """

10

11 def __init__(self , data_idx , data_array , labels , dim=(128, 251),
batch_size =20, shuffle=True):

12 """
13 Initialization
14 :param data_idx: List of data pair indexes in data_array
15 :param data_array: Actual data
16 :param labels: Labels for pairs
17 :param dim: Data dimensions
18 :param batch_size: Batch size in training
19 :param shuffle: Whether to shuffle the data between epochs
20 """
21 self.x0_idx = data_idx [0]
22 self.x1_idx = data_idx [1]
23 self.y = labels
24 self.batch_size = batch_size
25 self.dim = dim
26 self.data = data_array
27 self.shuffle = shuffle
28 self.indexes = np.arange(len(self.y))
29 self.on_epoch_end ()
30

31 def __len__(self):
32 """
33 Called by Keras when defining one epoch length
34 :return: Length of one epoch in steps of <batch_size >
35 """
36 return int((np.floor(len(self.x0_idx) / self.batch_size)))
37

38 def __getitem__(self , index):
39 """
40 Returns a <batch_size > slice of data from the samples for training.
41 :param index: Index to take the data from , incremented by Keras
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42 :return: List of input data and labels
43 """
44

45 # Load batch indices
46 indexes = self.indexes[index * self.batch_size : (index + 1) * self

.batch_size]
47

48 # Fetch corresponding data indices
49 x0_idx_batch = [self.x0_idx[k] for k in indexes]
50 x1_idx_batch = [self.x1_idx[k] for k in indexes]
51

52 # Load the actual data based on the indices
53 X_total , Y = self.__data_generation(x0_idx_batch , x1_idx_batch ,

indexes)
54

55 return X_total , Y
56

57 def on_epoch_end(self):
58 """
59 Called by Keras after every epoch. Shuffles the data and rearrages
60 :return:
61 """
62 self.indexes = np.arange(len(self.x0_idx))
63 if self.shuffle:
64 np.random.shuffle(self.indexes)
65

66 def __data_generation(self , x0_idx_batch , x1_idx_batch , y_idx_batch):
67 """
68 Load the data based on indexes
69 :param x0_idx_batch: x0 sample indices
70 :param x1_idx_batch: x1 sample indices
71 :param y_idx_batch: batch label indices
72 :return: Loaded data
73 """
74 X0 = np.empty((self.batch_size , *self.dim))
75 X1 = np.empty((self.batch_size , *self.dim))
76 Y = np.empty ((self.batch_size), dtype=int)
77

78 for i, index in enumerate(x0_idx_batch):
79 X0[i,] = self.data[:, :, index]
80 for i, index in enumerate(x1_idx_batch):
81 X1[i,] = self.data[:, :, index]
82 for i, index in enumerate(y_idx_batch):
83 Y[i] = self.y[index]
84

85 X0 = np.expand_dims(X0, axis =3)
86 X1 = np.expand_dims(X1, axis =3)
87

88 return [X0 , X1], Y

Program A.1. Custom data generator class for dynamically loading data pairs.

1 class MAPValidation(keras.callbacks.Callback):
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2

3 def __init__(self , x_idx , y, data , model , save_model=False):
4 """
5 :param x_idx: data indices
6 :param y: labels
7 :param data: actual data
8 :param model: network object
9 :param save_model: should the model be saved

10 """
11 self.model = model
12 self.data = data
13 self.x_indexes = x_idx
14 self.y = y
15 self.len = len(x_idx)
16 self.save = save_model
17 self.maps = [0]
18

19 # Load the actual data according to the indices
20 x = []
21 for i in self.x_indexes:
22 x.append(self.data[:, :, i])
23 x = np.array(x)
24 x = np.reshape(x, (self.len , 128, 251, 1))
25

26 self.x = x
27

28 def on_train_begin(self , logs=None):
29 """
30 Method run autamatically when training begins
31 :param logs: logged data
32 :return:
33 """
34 self.maps = [0]
35

36 def on_epoch_end(self , epoch , logs=None):
37 """
38 Method run after each epoch
39 :param epoch: epoch number
40 :param logs: logged data
41 :return:
42 """
43 print("Calculating␣validation␣mAP ...")
44 print()
45 similarity = self.__similarity_matrix(self.x)
46 mAP = self.__map_from_matrix(similarity , self.y)
47 print("mAP:␣%.2f" % (mAP))
48

49 if (mAP - max(self.maps)) >= -5:
50 model_name = "models/cosine_dropout_ %.3 f_map.h5" % mAP
51 self.model.save(model_name)
52

53 self.maps.append(mAP)
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54

55 def __similarity_matrix(self , x):
56 """
57 Constructs similarity matrix for the given data
58 :param x: dataset used
59 :return:
60 """
61

62 similarity = np.zeros((self.len , self.len))
63 # Left siamese input
64 left = x
65

66 # Calculate similarity between every possible sample
67 for i in tqdm(range(self.len)):
68 right = x[i, :, :, :]
69 right = np.expand_dims(right , axis =0)
70 right = np.tile(right , (self.len , 1, 1, 1))
71 preds = self.model.predict ([left , right], batch_size =32)
72

73 similarity[i, :] = preds.ravel ()
74

75 return similarity
76

77 def __map_from_matrix(self , similarity , labels):
78 """
79 Calculates mean average precision from given similarity matrix
80 :param similarity: similarity matrix
81 :param labels: correct labels
82 :return:
83 """
84

85 totalP = 0
86 for i in range(len(similarity)):
87 totalP += self.__average_precision_of_query(similarity [:, i],

labels , i)
88 return totalP
89

90 def __average_precision_of_query(self , scores , labels , true_label_n):
91 """
92 Returns average precision for a single information retrieval task
93 :param scores: predicted similarity scores
94 :param labels: correct labels
95 :param true_label_n: index for the actual class label
96 :return:
97 """
98

99 labels = np.array(labels)
100 true_label = labels[true_label_n]
101

102 # Change the order for similarity and distance metrics
103 p = scores.argsort ()[::-1]
104 scores_sorted = scores[p]
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105 labels_sorted = labels[p]
106

107 # Initialize some values and arrays
108 correct_found = 0
109 precision_total = np.zeros(self.len)
110 recall_total = np.zeros(self.len)
111 aveP = 0
112 recall_previous = 0
113

114 # Loop trough the query results
115 for i in range(len(scores_sorted)):
116 sample_label = labels_sorted[i]
117

118 if sample_label == true_label:
119 correct_found += 1
120 precision = correct_found / (i + 1)
121 recall = correct_found / 40
122

123 aveP += precision * (np.abs(recall_previous - recall))
124

125 else:
126 precision = correct_found / (i + 1)
127 recall = correct_found / 40
128

129 aveP += precision * (np.abs(recall_previous - recall))
130

131 precision_total[i] = precision # Debugging use
132 recall_total[i] = recall # Debugging use
133 recall_previous = recall
134

135 return aveP

Program A.2. Custom Keras callback to calculate mean average precision after each
epoch.
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