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ABSTRACT

Vili Sipila: Automatic Fall Detection Based on Data from a Wristband
Master of Science Thesis

Tampere University

Master’s Programme in Biotechnology and Biomedical Engineering
June 2022

The aim of the thesis was to create a proof-of-concept fall detection system that utilises data
produced by a wristband. The types of data that were studied were triaxial accelerometer data and
position data. The position data was gathered with ultra-wideband radio frequency signals.

The thesis started with a literature analysis about the currently available fall detection methods.
Fall detection can be done by many different means, such as wearable sensors, ambient sensors
and camera-based systems. Utilising wearable sensors in fall detection means that the users wear
a device that collects data that is then used to detect the possible falls of the user. The detection is
often done by using algorithms.

In the stage of practical tests, data from falls and activities of daily life was collected from 5
test subjects. The subjects wore a prototype wristband on their wrist and conducted falls in four
directions: to the back, to the front, to the left and to the right. The activities of daily life that
were conducted in data collection included walking, sitting down and getting back up and shaking
the wrist. The data was saved for later analysis. A threshold-based algorithm that utilised only
accelerometry data was developed because the position data proved to be inaccurate in the height
dimension. The features that the algorithm based the fall detection on were the height and width of
acceleration peaks and the distance between the peaks.

Based on the collected dataset and by using the algorithm that was developed during the thesis
work, the fall detection system detected falls with 85.2% sensitivity, 91.1% specificity and 88.6%
classification accuracy. The error rate was 11.4%, the positive predictive value 88.1% and the
negative predictive value 88.9%. This performance was reached with the acceleration threshold of
2500 mg.

The thesis work succeeded in creating a proof-of-concept fall detection system. The system
utilised acceleration data that was sent wirelessly from a wristband to a microcomputer for conduct-
ing the fall detection. The performance of the algorithm could still be optimised further by more
throrough testing. If accurate indoor positioning data could be collected and then utilised in the fall
detection algorithm, the performance of the fall detection could possibly improve.

Keywords: fall detection, wearable sensors, wearable technology, algorithm development, embed-
ded systems
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TIVISTELMA

Vili Sipila: Automaattinen kaatumisentunnistus rannekkeesta saadun datan perusteella
Diplomityd

Tampereen yliopisto

Bioteknologian ja bioldaketieteen tekniikan DI-tutkinto-ohjelma

Kesakuu 2022

Taman diplomitydn padmaarana oli luoda kaatumisentunnistusjarjestelma, joka hyddyntaa
rannekkeesta kerattdvaa dataa. Jarjestelman tavoitteena oli todistaa konseptin toimivuus ja toi-
mia prototyyppina. Tutkittuja datatyyppeja olivat kiihtyvyys- ja sijaintidata. Sijaintidata kerattiin
ultralaajakaista-alueen radiotaajuussignaaleilla.

Ty6 alkoi kirjallisuuskatsauksen tekemisella saatavilla olevista kaatumisentunnistusmenetelmis-
ta. Kaatumisentunnistusta voidaan tehda monella eri menetelmall, kuten puettavien antureiden,
ympéristdsséa olevien antureiden tai kameroiden avulla. Puettavia antureita kaytettdessa kayttajalla
on puettava laite, joka keraa dataa, jota kdytetdan tunnistamaan kayttajan mahdolliset kaatumiset.
Kaatumisten tunnistaminen tapahtuu usein algoritmien avulla.

Kaytanndn kokeiden vaiheessa kerattiin dataa kaatumisista ja paivittdisaktiviteeteista viidelta
koehenkildlta. Koehenkildt pukivat ranteeseensa prototyyppirannekkeen ja tekivat kaatumiskokeita
neljdan eri suuntaan: taakse, eteen, vasemmalle ja oikealle. Paivittaisaktiviteetit, joista kerattiin
dataa, olivat kavely, istuminen alas ja nouseminen ylés seka ranteen ravistaminen. Keratty data
tallennettiin myéhempéaé analysointia varten. Tyén aikana kehitettiin kynnysarvoihin perustuva
algoritmi, joka hyédynsi ainoastaan kiihtyvyysdataa, koska sijaintidata osoittautui epatarkaksi kor-
keussuunnassa. Algoritmin kaatumisentunnistus perustui kiihtyvyyspiikkien korkeuteen ja leveyteen
sekd piikkien véaliseen etaisyyteen aikatasossa.

Keratyn datasetin ja tydssa kehitetyn algoritmin perusteella kaatumisia tunnistettiin 85,2 %:n
herkkyydella, 91,1 %:n spesifisyydelld ja 88,6 %:n luokittelutarkkuudella. Virheprosentti oli 11,4 %,
positiivinen ennustearvo 88,1 % ja negatiivinen ennustearvo 88,9 %. Nama arvot saavutettiin
kayttamalla kiihntyvyyden kynnysarvoa 2500 mg.

Diplomity®én aikana luotiin onnistuneesti rannekkeen kerédmaan dataan perustuva kaatumisen-
tunnistusjarjestelmd, jolla saatiin osoitettua konseptin toimivuus. Ranneke 1&hetti kerddméaansa
kiihtyvyysdataa langattomasti mikrotietokoneelle kaatumisentunnistuksen tekemiseksi. Algoritmin
suorituskykya voitaisiin viela optimoida perusteellisemmalla testauksella. Jos tarkkaa sisatilapai-
kannusdataa saataisiin kerattyd ja sen jalkeen hyédynnettyd kaatumisentunnistusalgoritmissa,
kaatumisentunnistuksen laatu voisi mahdollisesti parantua.

Avainsanat: kaatumisentunnistus, puettavat anturit, puettava teknologia, algoritmikehitys, sulautetut
jarjestelmat

Taman julkaisun alkuperaisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

According to the World Health Organization (WHO), falls cause the second-highest number
of deaths due to unintentional injury in the world[1]. Especially for elderly people, falls are
often dangerous and cause severe injuries and even deaths. In Finland, unintentional falls
are the leading cause of fatal accidents in the Finnish elderly population[2]. According to
Statistics Finland, accidental falls caused 1151 deaths in 2020. Out of these 1151 deaths,
1048 deaths were in the age group of 65 years and older[3].

Multiple factors affect the risk of falling for each individual[2] and these underlying factors
cannot necessarily be diminished with technology. Hence, the technological solutions
have focused more on detecting falls instead of preventing them. There are also wearable
devices on the market that incorporate alarm buttons for the user to press in case of a fall
or other emergency. The problem is, however, that in some cases the user is unable to
press the button, for example in the case of unconsciousness. Alternatively, the user might
not understand the purpose of the button (e.g. if the user has a memory disorders) and not
press it when they should or press it constantly when there is no need for an alarm. One
additional problem is that the patients do not always want to press the button when needed
for example due to embarrassment or avoiding causing trouble to anyone. For these
reasons, it is important to have fall detection systems that send an alarm automatically
without input from the user.

Fall detection has been studied extensively. There are multiple surveys and comparisons
of different approaches and methodologies for fall detection[4]-[6]. One approach is to use
wearable sensors and devices, which are the focus of this thesis. A group of researchers
led by Maarit Kangas compared the accuracy of low-complexity algorithms for fall detection
for accelerometers attached on the body in an article published in 2008[7]. They found
that the wrist was not a suitable location for detecting falls, but the waist produced much
better results. The best-performing algorithm based on the waist-mounted accelerometer
reached a sensitivity of 97% combined with a specificity of 100%. However, the wrist would
be a very convenient location for a fall detection device because it offers high usability and
could be fitted with other functionalities. Therefore, further research on the suitability of
wrist-mounted sensors for fall detection is needed. In the article by Kangas et al. from 2008,
the algorithms utilised only accelerometry data[/]. The authors of the article also stated
that the conclusions "might be different if more complicated data processing methods



were used". Introducing other types of data in addition to accelerometry data, such as
three-dimensional (3D) location data, may produce better results in fall detection.

The aim of this thesis was to create a proof-of-concept-level fall detection system that
is based on data collected by a wristband. The main types of data that were used were
acceleration data from an accelerometer and position data provided by ultra-wideband
radio frequency (UWB) communication signals. The main practical tasks were to create a
fall detection algorithm based on the collected data. To achieve this, the devices in the
system were needed to be programmed to collect, receive and transmit data for further
processing. A ready-made positioning algorithm was utilised in the data collection. In the
case of a successful proof-of-concept study, the fall detection system could be further
developed into a commercial solution that could be used in a large scale in residential
homes, hospital settings and possibly private homes to help caretakers in their work.
The accuracy of the fall detection system was not aimed at being comparable with the
state-of-the-art solutions at the end of the thesis work.



2. BACKGROUND

The goal of fall detection is to notice if a person falls and get help to the person when
needed. To decrease the workload of nurses and other caretakers, technological assis-
tance is needed to detect falls accurately. There are multiple different existing methods for
fall detection. Usually the methods include an algorithm to detect falls from other activities.
Fall detection systems should detect falls with a high sensitivity, which means that no
falls or only a very small portion of the falls would go undetected. However, the system
should also have a high specificity to keep the number of false positives, in this case events
incorrectly classified as falls, low.

According to the Ministry of Social Affairs and Health of Finland, injury prevention can be
divided into primary prevention, secondary prevention and tertiary prevention[8]. Providing
approriate treatment based on its need, giving first aid and rescuing injury victims are
consireded as secondary help. Detecting falls that have already taken place is considered
as secondary help. Preventing injuries from happening in the first place is considered as
primary prevention. This is the most effective way to decrease the number and severity of
injuries and their consequences but, unfortunately in the scope of fall detection, it is a very
challenging task.

A major issue in healthcare units is alarm fatigue. The term means a set of factors that
make clinicians respond slower to clinical alarms or ignore some of them because alarms
occur too often[9]. The number of alarms a caregiver encounters can exceed 1000 in a
single work shift. Most of the alarms do not need to be acted upon or are avoidable[10].
This fact can make the caregivers to become less sensitive to the alarms, consequently
worsening the response time or rate of the caregivers. The phenomenon is important
to take into account, because it can have serious impacts on patient safety, potentially
causing life-threatening situations. Fall detection systems that create false alarms could
increase alarm fatigue.[9]

A number of examples about the effects of alarm fatigue were reported by Massachusetts
Nurses Association in 2011[11]. Between 2005 and 2011, a total of 11 deaths were
found to be linked to alarm fatigue in the state of Massachusetts alone. For instance, one
patient died because nurses did not respond to an alarm, even though they heard it for
approximately 1 hour and 15 minutes. The audible alarm that the nurses heard meant



that the battery of the heart monitor of the patient was in need of replacement. When the
nurses did not do anything about the alarm, the battery ran out and the alarm stopped.
The heart of the patient then stopped and as there was no alarm, the patient succumbed.
Another reported case in the same article represents a deadly course of events. The crisis
alarm of the heart monitor of an elderly man patient did not sound, due to the fact that the
cables of the machine had slipped off the chest of the man almost three hours earlier. This
caused another kind of alarm, a "leads-off" alarm, to signal the care staff to put the leads
back on the chest of the patient. Instead, someone had turned off the sound of the alarm
without fixing the root cause, leaving the leads unconnected. The next morning a nurse
found the patient dead in their chair. The two example cases show the worst possible
consequences of alarm fatigue.

Detecting the risk of falling or events when a user nearly falls based on sensor data would
be more beneficial than only detecting a fall that has already happened. The detection
of high-risk behaviour and situations would allow for preventative measures to be carried
out. This, however, is much more difficult to achieve than detecting falls, because it would
need a vast set of labelled data to actually pinpoint near falls from data. If a person loses
balance but manages to stay upright, it does not necessarily cause significant movement
or acceleration of the body, even though the user notices a momentary loss of balance.
Therefore, it is challenging to create a set of rules to detect events when the user nearly
falls. One possible way of creating the labelled data would be to have members of the
target group wear the fall detection device for long periods of time and make them press a
button after nearly falling. After this it would be easier for the algorithm developers to find
the near falls. The main problem is that near falls occur rather rarely and at random, which
is why the time frame for gathering data about them needs to span at least days, but most
likely weeks. When comparing this to simply conducting simulated falls with the sensor, it
is noticeably more time-consuming to gather data about near falls than actual falls.

2.1 Medical Alarms

Different types of medical alarms that healthcare staff encounter are presented in Fig-
ure [2.1] The division by Ruskin and Hueske-Kraus[9] divides alarms into two main
categories: clinical alarms and technical alarms. Clinical alarms are alarms that are
triggered by a change, typically an adverse one, in the physiological state of a patient.
Technical alarms, on the other hand, are alarms that mean that the medical device or its
related equipment needs to be checked, such as that there are loose connections or that
some cords are disconnected. Clinical alarms can be further split into true clinical alarms,
false clinical alarms and nuisance alarms.

Nuisance alarms are true alarms, but they do not require any actions from the care staff.
For example if the current heart rate of a patient is a little lower than the normal heart rate of



7N
Alarms

~

N

Clinical al Technical
inical alarms alarms
True clincial True technical False technical
alarms alarms alarms
S N i N
—/—\ /’"\
False clinical Avoidable technical
alarms alarms
N ~—_~
/’_‘\
Nuisance
alarms
S

Figure 2.1. Different types of alarms in a medical setting[9]

the patient, such as 5-10 beats per minute lower than usual, a heart monitor could trigger
an alarm even though the patient would be in good condition at that moment. Alarms of
this type are also called nonactionable alarms, because they do not need to be acted
upon. True alarms are the alarms that correctly identify when the condition of a patient
changes and they need attention. In an ideal situation, the only clinical alarms would be
true clinical alarms. False alarms mean that the medical device incorrectly identifies a
certain situation and triggers an alarm. For example, if an algorithm that triggers alarms is
not functioning as it should, it could classify certain situations incorrectly and cause false
alarms. In fall detection this could happen for instance when the patient moves very quickly
and a threshold acceleration value is exceeded. The system detects a fall even though
no fall happened. Another example could be that a pulse oximeter is giving readings too
low about the blood oxygen saturation level of the patient and therefore causing false
alarms.[9]

Medical alarm systems are designed to be highly sensitive in order to detect all the
important events[10]. The drawback of this choice is that the specificity decreases. The
lower specificity means that the number of false alarms in hospital environments is high.



Because of the development of medical technology, the number of monitoring devices and
alarm types is increasing, which makes the problem even worse. According to multiple
studies, the vast majority of alarms in a hospital environment are often either nuisance
alarms or false alarms|12]—[14]. The fall detection system used should not produce daily
false alarms and hence increase alarm fatigue, undermining the purpose of getting help
to a patient fast in the event of a fall. Having said that, the system still needs to prioritise
sensitivity over specificity to not miss falls.

2.2 Motivation for Detecting Falls

Falls are common, and cause devastating results. According to the World Health Orga-
nization, a staggering 37.3 million falls cause a need for medical attention every year
worldwide[1]. The number of deaths caused by falls is the greatest in adults over the
age of 60 years. The World Population Prospects 2019 published by the United Nations
Department of Economic and Social Affairs predicts that the worldwide life expectancy will
grow rather steadily all the way to year 2100, where the prediction ends. Figure 2.2 shows
how the worldwide life expectancy is projected to increase to 77 years by year 2050. This
also effectively means that the number of elderly people in the world will increase in the
future.
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Figure 2.2. The projected life expectancy over time worldwide. The red lines in the figure
represent the estimated human life expectancy in the future using different prediction
intervals.[15]

Detecting falls reliably decreases the time that it takes for help to arrive to the fall victims.
Getting the correct treatment quickly can decrease the effect of the sustained injuries and
prevent further trauma.

2.3 Fall Detection Approaches

One of the fundamental divisions in fall detection approaches is between using wearable
sensors [16], ambient sensors and vision-based systems[6]. Out of these three approaches,
using wearable sensors is the only one that requires the user to have anything in contact
with themselves. One of the positive attributes of wearable sensors is that the whole fall
detection system is rather easy to set up and does not require heavy modifications to the
environment of the user. Camera-based approaches can work well with modern advanced
signal processing methods, but they pose a greater security risk for privacy compared
with other methods without a camera because of the risk of leaking live video data of the
patient instead of only sensor data. Even though the communications of the camera can
be encrypted, which it often is, the feeling of having surveillance cameras in their home
can make people feel uneasy.



2.3.1 Wearable Sensors

Wearable technology is common both in the medical world and as customer products.
The development of high-performance, low-cost electronics has enabled manufacturers to
continuously add new features on wearable devices. For example, in the past, pedometers
that measure the number of steps taken were sold as individual products, but in the current
market pedometers are integrated in smart watches, phones or other devices that measure
a number of functions. Smart watches often measure heart rate and might have a Global
Positioning System (GPS) sensor that measures the location of the user as well. These
same features can be used in a medical setting to track the activities of daily living (ADL)
of patients.

There are commercial fall detection devices available. Apple Watches incorporate an
automatic fall detection feature that the user can choose to activate or disactivate[17]. If
the watch detects a fall, it will prompt the user to respond whether they need help or not. In
case the user does not react, the device will call the emergency services after 1.5 minutes
and notify the emergency contacts of the user after the call. The sensitivity of the fall
detection feature of the Apple Watches among wheelchair users was tested by Abou et
al. in 2021[18]. They found that the fall detection sensitivity of the Apple Watch was only
4.7% in the fall tests done with a wheelchair. A Finnish company, Suvanto Care, sells a
device that the users wear on their neck similarly as a keylace[19]. If the device detects
a fall, it will send an alert to a mobile application for the care staff. The users can also
press an emergency button on the device to make an alarm. The device has a built-in GPS
which allows locating the user after an alarm. Neither Apple nor Suvanto Care disclose
the working principle of their fall detection systems, but it is likely that the systems on both
devices include at least an accelerometer.

Accelerometers are devices that measure acceleration forces on a given axis or multiple
axes. Often an accelerometer has three axes (x, y and z) which are orthogonal. This
means that each axis is perpendicular with the others, meaning that the angle between
the axes is 90 degrees, as pictured in Figure [2.3] Accelerometers of this type are called
triaxial accelerometers. They are convenient in the sense that the combination of three
axes makes it possible to detect acceleration in any direction.

Since gravitation is constantly present, it causes a constant force towards the ground.
The gravitational acceleration (g) is approximately 9.81 (m:sz). Because of this force, the
orientation of the accelerometer in relationship to the ground can be deducted. If only
the gravitational acceleration is present, the absolute value of the total acceleration, as in
Equation (2.1), should equal to 1 g[20]. In the equation, X, y and z represent the absolute
acceleration values of each axis in g units. The direction of acceleration can be determined
as a vector in three-dimensional (3D) space according to Equation (2.2), where X, y and
z represent the absolute acceleration values of each axis in g units and i, j and k are



Z s

Figure 2.3. The three axes, x, y and z are orthogonal. The angle between each axis is
90 in respect to the other axes.

imaginary units. i corresponds to the X-axis, ] to the Y-axis and k to the Z-axis. The
acceleration can be scaled to mg units by multiplying the values by one thousand.

O
jawt) = P X2+ y2+ z2 (2.1)

Aot =X I+y j+z Kk (22)

Calculating the total acceleration ay in different points of time and adding the total
acceleration vectors up creates information about the changes in the direction and velocity
of the accelerometer. However, even small inaccuracies in the acceleration measurements
add up over time, and therefore they cause big errors in the estimated position. Due
to this error source, there are other methods that are better suited for positioning than
accelerometers, such as positioning with radio frequency technology.

Ultra-wideband radio frequency technology (UWB) devices can be utilised in indoor posi-
tioning systems. According to the ITU Radiocommunication Sector (ITU-R), a unit of the
International Telecommunication Union (ITU), UWB technology is defined as a "technology
for short-range radiocommunication, involving the intentional generation and transmission
of radio-frequency energy that spreads over a very large frequency range, which may
overlap several frequency bands allocated to radiocommunication services. Devices using
UWB technology typically have intentional radiation from the antenna with either a —10 dB
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bandwidth of at least 500 MHz or a —10 dB fractional bandwidth greater than 0.2."[21]

Two main benefits of UWB technology are its high data rate and very low power levels. This
combination makes the technology ideal to be applied to systems that need to transmit
a high amount of data and that cannot have a high power consumption for example due
to a limited battery capacity. Generally UWB technology devices are designed to be
robust against interference. The security of UWB signals may also be higher compared to
non-UWB signals, because UWB signals can be made to look like noise, the timing of the
signals can be randomized and, as mentioned, the bandwidth that the UWB signals cover
is large.[21]

Estimating the position of a UWB device requires accurate time measurements and
multiple, preferably four or more, UWB devices whose locations are known. In the case
of fall detection, the user of a wearable device with UWB technology is the target whose
position is not automatically known. There can be a set of UWB devices with known
locations fixed to walls. When the device of the user sends a message, the timestamp of
the message can be saved. Then, when the stationary devices on the walls receive the
message, most likely at different time points, the timestamps of the received messages
can be saved. With this information, the time of flight (i.e. the time that it takes for the UWB
signal to travel between the devices) can be calculated for each pair of devices separately.
To reduce errors, the time of flight can also be calculated as an average time of flight over
a few messages. The distance between the devices can be calculated as

s=c t (2.3)

where S is the distance between the devices, Cis the speed of light (c = 299 792 458 m)
and t is the time of flight in seconds. When the distances between the device of the user
and each of the wall-mounted devices are known, the position of the device of the user
can be estimated using trilateration, similarly as in GPS.

Wearable devices have their drawbacks. Sometimes the user does not want to wear the
device, maybe because they are ashamed of the device, it is bulky, ugly or uncomfortable,
or it might cause skin irritation. Hearing aid usage demonstrates this problem. According
to a customer study that was done to hearing aid owners, poor benefit, fit and comfort
issues as well as stigma all play a role in not wearing the devices[22]. These issues are
also possible in other types of wearable devices, such as wristbands. The device will not
serve its purpose if the user is not wearing it. The user might also simply just forget to
wear the device. The devices need to be durable, have a decent battery life and still be
small enough to be suitable for daily use.
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2.3.2 Camera-based Systems

A survey of the principles and approaches of fall detection conducted by Mubashir et
al. states that vision-based methods (i.e., using a camera) have a higher accuracy than
wearable devices or ambient sensors. The authors also state that by using a camera
allows for robust fall detection methods unlike wearable devices and ambient sensors. The
downsides are a higher price point and a more difficult setup. The price obviously depends
on the camera that is used, and there are also inexpensive cameras widely available. The
costs can be decreased if the fall detection algorithms work on a lower resolution or lower
frame rate, because these aspects affect the price of cameras significantly.[6]

Computer vision is a key element of camera-based fall detection. The systems utilise
advanced image analysis methods to detect and track certain parts of the body or the
whole body. In order for accurate camera-based fall detection, the computer vision system
needs to detect a person accurately from the video. This is referred to as segmentation.
Depending on the approach chosen, the whole body or only part of the body, such as the
head, is segmented. One approach of fall detection is to detect changes in the shape of
the body, which refers to movement and no change in shape refers to inactivity. Other
methods include tracking the posture of the subject or tracking the position of the head in
3D. [6]

2.3.3 Ambient sensors

According to a survey on fall detection, [6], ambient sensors used for fall detection can
use audio, video and vibrational data. Over half of the ambient sensor systems track and
detect the patient using pressure sensors, often integrated with the floor of the residence or
hospital room. Compared to camera-based systems, this type of system can be welcomed
better because of its better privacy. Pressure sensors cannot necessarily differentiate
which object is causing the pressure. For instance, if the user drops something heavy
on the floor, it can cause a high pressure reading from a single location and send out an
alarm even though no fall has occurred.

An interesting example of an ambient sensor system setup based on sensor floors was
introduced by a reseach group from RTWH Aachen University in 2010[23]. The main idea
of the research was that by using floor tiles with piezoelectric force sensors, the movements
of a person in a room could be monitored and possible falls detected as well. The authors
stated that given all concerns with usability and privacy, the sensor floor approach seems
to be the most promising in fall detection in a very private environment. In the study, the
researchers created a floor consisting of floor tiles. Underneath the tiles of 0.6 m x 0.6
m, there was a metallic grid forming squares of the same size as the floor tiles. Four
piezoelectric elements were installed in each cross point of the grid to support the tiles and
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measure the force from each corner of each floor tile. The piezoelectric sensor elements
were integrated in an acrylic support structure. The basic principle behind piezoelectric
measurements is that a piezoelectric element produces a changing voltage according to
its deformation. The magnitude of deformation, and thus the produced voltage, depends
on the force applied to the element, which makes it possible to use piezoelectric elements
as force sensors.

The benefit of using floor sensors is that there is no need for wearable devices that the user
would need to actually use and not forget to wear or recharge. Additionally, the system is
invisible for the user, and therefore the user does not feel like they are monitored. However,
the modifications needed for the floor are comparable to a floor renovation, which would
increase the installation costs considerably if the system were to be installed in an existing
room instead of to a completely new building. In a further study, the floor presented in [23]
was tested with four different test subjects[24]. The researchers found that the accuracy of
the floor sensor system in detecting steps taken varied depending on the weight of the
test subject. The study still provides a proof-of-concept on this technology. The study did
not include fall detection tests, but since the force sensors detect impacts, the technology
may be applicable for fall detection as well. A commercial product, Elsi Smart Floor, is
available in Finland to track the activities of a person in the room where the system has
been installed[25]. The Elsi Smart Floor utilises capacitive sensing and conductance
sensing to both track the position of a person in the room and detect falls. The system
sends an alarm to the care staff if it detects a fall or if the person is trying to leave their
room.

2.4 Fall Detection Datasets

Some publicly available datasets for fall detection exist[26]—[28], but often researchers
collect their own datasets for their algorithm development and do not make them publicly
available. The biggest limitation of effectively all collected datasets is that their data was
gathered with young, healthy subjects using simulated falls. This is understandably the
most convenient and ethical way to collect the data, but it poses some problems that need
to be taken into account. First of all, simulated falls can not accurately mimic all the details
of actual accidental falls and might also include features that are not present in accidental
falls. Additionally, young subjects may fall differently than elderly people. For instance,
having a better posture and stronger muscles can cause differences in the fall patterns of
young people compared to elderly people. Moreover, because falling on a hard surface
is dangerous or at least painful also for young and healthy subjects, some kind of pads
or mattresses are used in fall testing to soften the impact of the fall. The softened impact
affects the gathered fall data by decreasing the acceleration caused by the fall impact as
well as by decreasing the fall height.
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One of the most comprehensive and recent datasets for fall detection is called "KFall"[28].
To create the KFall dataset, Yu et al. had 32 participants wear an inertial sensor their lower
back region. The test subjects then performed 21 different types of daily life activities and
15 types of simulated falls. Yu et al. compared 16 earlier datasets and found that none of
them had temporal labels for determining the exact fall time. Hence, to make the dataset
more useful, the researchers included time-syncronised videos and temporal labels of
the fall times. This allows any researcher to compare actual events with the data that the
events produced. Examples of activities of daily life that were performed in the study are
standing, picking up an object from the floor, gently jumping to reach an object as well as
sitting down to a chair quickly and getting back up quickly. The performed simulated fall
types included falls in different directions and in different situations, such as when trying
to sit down, get up or slipping. Each subject performed 5 trials of each ADL and fall task
except for 4 static tasks where only one trial was tested. The static tasks were standing,
sitting on a chair, sitting on a sofa and lying on a bed for 30 s each.

2.5 Fall Detection Algorithms

An algorithm refers to a set of rules to follow to solve a given task or problem. In computing,
creating an alogrithm involves creating mathematical formulas that are incorporated in
computer programs. In the scope of fall detection algorithms, the input for the algorithm
is measurement data, e.g., accelerometry or positioning data, while the output is a pre-
diction whether a fall has taken place or not. Different applications require vastly different
algorithms, but there are still similarities. Two main approaches that can be chosen in the
development of fall detection algorithms are threshold algorithms and machine-learning
algorithms. A study by Yu et al. focused on pre-impact fall detection[28]. In pre-impact fall
detection, the fall is detected before the impact with the surface that the person falls on.
Therefore the start of the falling motion needs to be detected, which requires accurate ways
to differentiate features between normal activities and the start of the falling motion. Yu et
al. achieved the highest combination of sensitivity (99.32%) and specificity (99.01%) with
a deep learning (a subset of machine learning) algorithm. The next best combination was
reached with a support-vector machine (SVM) algorithm, which had a 99.77% sensitivity
and a 94.87% specificity. SVM is considered a part of machine learning also. The worst
performer of the three tested alternatives was the threshold-based algorithm, with a sensi-
tivity of 95.50% and a specificity value of 83.43%. In the study, the researchers collected
their own dataset, KFall, that was used to train and test the algorithms. The choice to
focus on pre-impact fall detection may have affected the results, since it is more difficult to
develop algorithms for pre-impact fall detection than for the more common post-impact fall
detection. It is still important to test pre-impact fall detection, because it could decrease
injuries. Helite Hip’Guard is a commercial product that utilises pre-impact fall detection[29].
The device inflates airbags around the hip of the user when an electronic system detects a
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lateral fall.

Aziz et al.[30] also found in their study that machine learning algorithms performed better
than threshold-based algorithms, but the difference between the results was not as clear
as in the study by Yu et al. Aziz et al. found that the best-performing machine learning
algorithm, which was an SVM algorithm trained by the authors, had a 96% sensitivity and
96% specificity. The best-performing threshold-based algorithm, which was developed
by Kangas et al.[7], had a 94% sensitivity and 94% specificity. Aziz et al. also found that
near-falls caused a significant number of false positives especially with threshold-based
algorithms. The authors acquired their own dataset by using 10 test subjects who were
fitted with 7 triaxial accelerometers with a range of 6 g and a frequency of 128 Hz.
The accelerometers were mounted on both ankles, both thighs, waist, sternum and head.
Only data from the waist-mounted accelerometer was used in testing the fall detection
capabilities of the algorithms.

The main benefit of threshold-based algorithms is that they are more simple than machine-
learning algorithms, and they can be modified rather simply. The complexity of machine
learning-based fall detection algorithms also means that the algorithms require more
computing power than threshold-based algorithms. With modern computing capacity this
does not always cause problems, but in an embedded system application the situation
is different. In embedded systems both the amount of memory available and processing
power can be limited. Also in the case of battery-powered devices the power consumption
should be mimimized. Complex calculations consume more power than more simple ones,
which favours simple algorithms in battery-powered systems.

2.5.1 Threshold-based Fall Detection Algorithms

Threshold-based algorithms feature a threshold or multiple thresholds for performing fall
detection, as the name implies. This means that when a certain measurement exceeds or
goes below a certain value based on the application, the system detects a fall. Finding
thresholds that combine high sensitivity with high specificity is a difficult task. When using
accelerometry data for fall detection, the threshold levels are easy to understand in their
most simple form. A simple algorithm could interpret any event where the acceleration
value exceeds a predefined threshold value, e.g. 2 g, as a fall. This kind of simple system
could potentially detect most fall events depending on the chosen threshold because the
impact at the end of a fall in general causes an acceleration peak.

A number of events other than falls can also cause an acceleration peak. For this reason,
a single threshold may not be enough on its own. Thus, having multiple thresholds
measuring different factors of the data can be useful. These thresholds can be combined
in the same algorithm to potentially provide more accurate fall detection. To present and
visualise the steps of an algorithm, a flowchart can be created. A flowchart is a useful aid
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Figure 2.4. Fall detection flowchart example when using a threshold algorithm

in algorithm development because it visualises the process that should take place and
also enables communicating it with others. When the flowchart is done well, it makes it
easier to convert the algorithm into actual code that would comprise of multiple nested
conditional clauses. Threshold algorithms can get rather complex, but avoiding complexity
makes the algorithms easier to understand also for all the people who have not created
them and in addition easier to modify for their developers.

An example of a flowchart when using a threshold algorithm for fall detection is presented
in Figure 2.4. The flowchart starts from the left. In the example, sensor data is fed to
the fall detection system continuously. The system then follows the acceleration values
in the input data. If the acceleration does not exceed the set acceleration threshold, the
system does not detect a fall. If the acceleration peaks over the threshold value, the event
is then investigated further. If the acceleration value is very low after the peak, meaning
for a given time and under another threshold value, the user is considered to be inactive
and hence possibly fallen. If not, the user is considered to be active and not fallen. If the
acceleration value after the peak is very low, the next step is to study whether the position
of the wristband in the height position is below or above a given threshold level. If it is
not, then no fall is detected. If the position is below the threshold height, as estimated by
UWB technology or some other method, the system will deduct that the user is on the floor
and that they have fallen. The system will detect a fall and send out an alarm about it.
This example consists of three steps of decision making, but the number of steps can be
greater or lower than in the example.

Setting the threshold levels just right is a time-consuming task that may involve some trial
and error. For example in the case of determining if the user is lying on the floor, the range
of values where the height threshold could be set is rather small. There could be overlap
with daily activities, such as sitting on a sofa or chair with the arm hanging towards the
floor, and if the patient is lying on the floor but trying to wave for help by extending their
arm towards the ceiling. If the user is not moving while they are on the floor it is more likely
that their wrist with the device is closer to the floor as well, which makes it easier to detect
the situation.
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2.5.2 Machine Learning-based Fall Detection Algorithms

Machine learning algorithms utilize labelled training data, and the resulting algorithms can
then be tested with test data. This basically means that for fall detection, a set of data
needs to be gathered with the information whether the data contains a fall or not. Both the
input, the measurement data, and the output, fall detected or not, are known. The machine
learning system then searches for features in the input data that affect the output. Then,
the system builds an algorithm which can combine the inputs with the correct outputs. The
process is called training a machine learning model. When the classes of the outputs
are known and told to the classifier in the training phase, it is called supervised learning.
The opposite of this is unsupervised learning, in which the output classes are unknown
beforehand. This type of approach is useful when the developer does not know beforehand
what to look for in the data. Then the developer can tell the machine learning training
system to divide the data in a given number of classes, after which the training algorithm
finds separating features in the data and produces outputs in the given number of classes
and an algorithm that would then predict the class for future test data. This is not very
useful in qualitative fall detection.

Neural networks are a part of machine learning that are inspired by the way neurons in
the human brain work. They are also called artificial neural networks to differentiate the
systems from the biological ones. Artificial neural networks consist of nodes that then form
discrete layers. Figure 2.5 represents the structure of a deep neural network. The depth of
the neural network refers to the number of layers that the network has. If a neural network
has at least three hidden layers, it is called a deep neural network[31]. The leftmost layer
of an artificial neural network is the input layer, while the rightmost layer is the output layer,
as stated in Figure 2.5. The input is the base data that the neural network uses to make
its predictions through a varying number of layers. In fall detection, the type of input data
depends on the system, but can be for example time series data from wearable sensors or
image sequences. The output, whether a fall took place or not, is then computed in the
network.

The output of each node is the result of a calculation or a series of calculations based on
the input node or nodes. The output is calculated as

Output = X W X; + bias = wiXy + WoXo + 11+ WXy, + bias; (2.4)

i=1
where X; is one input data value, while w;, on the other hand, is a weight factor, a numerical
value to multiply the input data value with. For example when using a triaxial accelerometer,
X; could be the acceleration value of a single axis at a certain time point. The biasis a
scalar value that shifts the output the same amount regardless of the values of the input
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Figure 2.5. The structure of a deep neural network[32]. The hidden layers apply weights
on the input nodes and produce output nodes. The output nodes can then be used as
the input for the next hidden layer. The output nodes of the final hidden layer are the final
output, the output layer, of the neural network.

data. The m in the sum function is the number of values in the input of the node. The
data of the input layer is not always numerical, and in these cases the data needs to be
converted to numerical values somehow. This can be done in multiple ways, for example
characters can be converted to numbers according to rules that can then be backtracked
at the end of the process.[32]

In deep learning, the Al learns the patterns that differentiate samples in different classes
without human experts. This feature takes some of the burden away from humans and
enables finding differentiating features that humans could not detect since the features can
be very diverse and difficult to quantify. Proceeding from left to right in Figure 2.5, a given
layer of the network uses the output of the previous layer, the layer on its left side, as its
input. The layer then produces its output for the next layer to use as input, unless there is
no next layer, in which case the output is the final result of the classification. The result is
numeric, and it may need to be converted to another format for it to be easily interpretable
for the user. For instance, all output values exceeding zero could be classified as falls, and
all output values below zero as non-falls.

Both in supervised and unsupervised learning, the algorithm needs to be tested with data
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that was not used in the training stage. In the testing phase, input data is given to the
algorithm, and the output class predicted by the algorithm is compared with the actual
class that is known. If they match, the result for that sample is correct and if they do not,
the result is considered incorrect. It is important that the algorithm is trained and tested
with a big amount of data. Having more training data reduces the formation of biases such
as overfitting, and therefore more data usually means reaching a more general classifier
that works better in different types of falls. Overfitting means that the algorithm finds and
exploits some details in the training data to reach a very high classification accuracy for
the training data, but fails to reach a high classification accuracy with test data that is not
part of the training data. This happens because the model puts too much weight on details
that may only be present in the training data samples but not necessarily in the test data,
thus leading to poor performance.

Machine learning algorithms are often referred to either as black box Al or white box Al.
The key difference between these models is that in a white box Al model, the algorithm of
the model is visible for its user and the logic of the algorithm can be understood[33]. On
the contrary, black box Al models create their conclusions without the end-user knowing
the logic behind them. Black box Al models can be more complex and thus potentially
more accurate compared to white box Al models because the logic does not have to
be easily understandable. The downside is that the users of black box Al may not fully
trust the system since they do not know how it actually works. Using white box Al offers
transparency and increases the users’ trust. The added transparency makes white box Al
a better choice for highly regulated industries.

According to Deutsch and Burgsteiner[34] the direction of movement is not needed for
detecting falls qualitatively (i.e., determining if a fall has taken place or not). In their study,
the absolute value of acceleration as defined in Equation (2.1) was enough to detect falls
based on triaxial accelerometry data gathered from a smartwatch at a rate of 50 Hz. The
absolute value of acceleration effectively measures the magnitude of acceleration. Deutsch
and Burgsteiner used windowed data of the 7 previous seconds from each time point
for developing their algorithms. In the preprocessing phase, the system measured the
maximum acceleration deviation from the resting potential (i.e., 1 g because of gravitational
acceleration) in the data frame. After this, more features were extracted from a data frame
of 3 seconds, which covered 1.5 seconds before and after the peak acceleration time
point. The researchers then proceeded with three different approaches to compare the
classification results. The best classification result was achieved by extracting multiple
features from the 3-second data frame to be used as the input nodes for training an artificial
neural network. The neural network used 8 input neurons, which are listed below.

1. Maximum acceleration deviation from the resting potential

2. Minimum acceleration value before the maximum acceleration deviation
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3. Fall intensity measured by the acceleration difference between the impact and the
end of the fall

4. Impact duration measured by the time between the acceleration peak and the end
of the fall

5. Fall duration

6. Mean value of the 3-second data frame

7. Average value of the 3-second data frame
8

. Acceleration difference between the starting point and end point of the fall

One of the two alternative options used only 5 input neurons, which were items 1-5 of
the list above. The other alternative method used all the samples of the 3-second data
frame as its input neurons. This meant 150 input neurons because of the 50 Hz sampling
frequency. The networks had only 1 hidden layer, and the number of neurons in it was
experimented with different values, but 10 neurons was the number that was chosen in
the end because of the performance. Each algorithm had 10 output neurons, each of
which represented the predicted probability that the input was caused by a certain event,
such as a fall to the left. The class with the highest output value was determined as the
classification result. For a fall to be reported, the highest output value had to be at least
89% and it had to be for one of the fall types: forward, backward, left or right.

Deutsch and Burgsteiner[34] chose to use a threshold value of 1.7 g for the total accel-
eration. Only if the total acceleration exceeded the threshold, the smartwatch started to
send data to a smartphone that was connected with the watch via a bluetooth connection.
The sent data included data from the previous 6 seconds of the time point where the
acceleration exceeded the threshold and 30 seconds after the peak. The effect was that
the runtime of the smartwatch battery increased by at least 180%, which is a substantial
increase.

The solution by Deutsch and Burgsteiner[34] had a safeguarding method in case the fall
detection algorithm left a fall undetected, because their system could detect also suspicious
inactivity. For example, if the user could not trigger an alert manually after a fall, a report
of unusual inactivity would be sent after at least 30 minutes of suspicious inactivity. The
authors stated that customising the fall detection algorithm for each user could improve its
results. In the setup phase, data from daily life activities could be gathered and then used
in conjunction with data from pre-recorded falls for training the fall detection neural network
of the device. The result would be a personalised fall detection algorithm. The sensitivity
and specificity of the algorithm could most likely be further improved by gathering data of
falls of the actual user. It is understandably not realistic to do it, because actual falls are
very dangerous for certain patient groups. Thus, pre-recorded fall data from test subjects
is the main source of fall data for training a classifier. An additional beneficial feature that
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Deutsch and Burgsteiner pondered is that the user could provide input for training the
neural network further. In the event of a false alarm, the user could press a button to
dismiss the alarm. This would make it possible to use the false alarm data as additional
training data labelled as activities of daily life.



21

3. MATERIALS AND METHODS

In this work, the main materials that were used included both devices and software. The fall
detection system will be integrated as part of an activity tracking system that will have other
monitoring functionalities as well, such as indoor positioning. This provided a framework
for the system. The system has four main components: a tag, an anchor, a gateway and a
cloud platform. The scope of the monitoring system is limited to indoor areas where the
system has been setup. After getting the devices and software setup correctly, fall tests
were carried out and their results analysed.

3.1 Devices

The main electronics components, which are a tag, an anchor and a gateway are presented
below in Figure 3.1. A tag refers to an integrated circuit (IC) board which will be located
inside the wristband that users will wear. Its purpose is to gather acceleration data and
send it to a set of anchors wirelessly. The anchors are IC board units that will be mounted
on the walls of the rooms where the system is needed. The purpose of the anchors is to
communicate both with all the tags in their range as well as with a gateway. The anchors
can also be used for location estimation together with the tags. The anchors will send data
to a gateway wirelessly. The gateway consists of two main parts: an |C board that is similar
with the tags and anchors, and a Raspberry Pi microcomputer (Raspberry Pi Foundation,
Cambridge, United Kingdom). The microcomputer can read input data coming from the
IC board through a universal asynchronous receiver transmitter (UART) connection, run
Python for running the fall detection algorithm and transfer information to a cloud platform
via an internet connection. The cloud platform serves many purposes. The platform can
store data for further analysis as well and, importantly for the scope of the thesis, send out
alarms for the caretakers when the monitoring system detects a fall.

The accelerometer model that was used in the project inside the tags was a digital MEMSIC
MC3419 3-axis accelerometer (MEMSIC Semiconductor Co., Ltd., Tianjin, China). ltis a
small device designed to be used in cell phones and other consumer products for sensing
acceleration and motion. This type of triaxial accelerometer was chosen because the
goal of the bigger project is to integrate the accelerometer in a wristband that will be
used by patients. The acceleration range can be chosen between 2, 4, 8, 12and
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Figure 3.1. The main electronics components of the tracking system: a gateway (left), a
tag (middle) and an anchor (right). The tag will be mounted inside the wristband that the
users will wear. It will send data to anchors mounted on walls and the gateway will gather
data coming from multiple anchors in the final system.

16 9. The accelerometer produces triaxial data with a sample rate of 0.5 to 1000 Hz.
The single sample resolution is 16 bits. This means that if the range is set bigger, the
smallest detectable difference in acceleration is higher than when using a smaller range.
The detailed specifications of the accelerometer are found in the device datasheet [35].
The chosen accelerometer can detect tilt and flip in addition to pure acceleration. The
standby current is approximately only 4 pA, which makes the device suitable for ultra-low
power applications.

The MC3419 is based on microelectromechanical systems (MEMS), and is therefore called
a MEMS accelerometer. The working principle of the MC3419 accelerometer is that the
accelerometer has a free mass that will move inside a housing along a single axis in
presence of acceleration in the direction of the given axis. Figure 3.2 shows the basic
structure of a MEMS accelerometer with variable capacitance for a single axis. The yellow
electrodes, labelled Fixed Electrode 1 and 2 in the figure will not move in relation to the
Fixed Support, the pink outer housing in the figure. The force required to move the proof
mass a certain type depends on the attachment of the proof mass and the fixed support.
The attachment can be executed with a set of springs, the features of which are known.
The amount of movement is measured indirectly by measuring the change in capacitance.
In equation

C= o0 -, (3.1)
C is the capacitance in F (Farads), o is the electric constant ( o 8:854 10 ?F m 1),
A is the overlapping parallel area of two capacitor plates in m? and d the distance between
the plates in metres. As can be seen in Equation (3.1), the capacitance of a capacitor is
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Figure 3.2. The basic structure of a MEMS accelerometer with variable capacitance[36]

inversely proportional to the distance between the capacitor plates. Using Equation (3.1),
the change in capacitance can be used to calculate the change in the distance between
the capacitor plates. The displacement is then converted to force based on the known
features of the spring system. Based on the second law of Newton, F = m a, which can
be converted to

a= E (3.2)
m

where a is acceleration in m=s?, F is force in N and m is mass in kg. Now, both the mass
of the proof mass and the force are known, and thus the acceleration can easily be derived.
It is common to convert the acceleration to the gravitational acceleration of the Earth, g.
19 = 9:81m=s?. With the MC3419, there are three orthogonal independent axes each of
which calculate an acceleration value for their respective axes separately from each other
but at the same frequency and phase.

The prototype IC board that was used in beginning of the study was connected to a
computer via a USB cable. The accelerometer was soldered on an IC chip. Segger J-Link
debug probe devices (Segger Microcontroller, Monheim am Rhein, Germany) were used
to program the tags, anchors and gateway boards and to debug the software. The J-Links
were connected to the tags, anchors and gateway via a dedicated connector and powered
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separately via a USB cable.

Decawave DW1000 transceivers (Decawave Ltd, Dublin, Ireland) were used to transmit
and receive data via UWB radio frequency technology [37] between the tags, anchors and
gateway. The term transceiver means that radio frequency signals can be both transmitted
and received with the same device. The DW1000 requires a certain data format for its
messages. The message consists of a preamble, a start frame delimiter, physical layer
header and then finally the actual data that is wanted to be transmitted in the first place[37].
The default data frame length of the Decawave device allows the transmitted data to be
up to 127 bytes (octets) long, while the extended length data frame allows for 1023 bytes.
In the MC3419 accelerometer, the acceleration values of each axis are stored in 16-bit
resolution[35]. In order to enable the tag to transmit messages with the acceleration values
less frequently, the acceleration values of a certain number of previous time points can be
stored in a buffer and then transmitted at once. The number of samples to be stored in
the buffer can vary depending on the sampling frequency of the accelerometer and how
often the values are chosen to be sent, which means that the maximum data frame length
should be chosen accordingly.

An STM32L071KZT6 microcontroller (STMicroelectronics, Geneva, Switzerland) was
integrated as a part of the IC. The STM32L071KZT6 is a microcontroller designed for
ultra-low-power applications. Since a wearable device needs to be rather small for it to
be convenient, it cannot have a physically big battery, which means that the capacity of
the battery is also limited. Therefore the device needs to have a low power consumption.
The microcontroller plays a part in decreasing the power consumption of the whole IC
board. One important aspect in reducing the power consumption is that the microcontroller
can be put to a sleep state when it is not needed, and then waken up quickly when
needed. The purpose of a microcontroller is to control processes according to programmed
instructions. A microcontroller switches between tasks quickly, but is only executing one
task at a time. A microcontroller needs to have a central processing unit (CPU) to process
instructions coming from computer programs. The clock frequency of the CPU found in the
STM32L071KZT6 can be set from 32 kHz to a maximum of 32 MHz. The STM32L071KZT6
requires a power supply of 1.65 V to 3.6 V, and works in a temperature range of -40 to
125 C. The wake up time of the microcontrolleris 5 s. [38]

In the final product the tag will be integrated to a wristband. The first prototype of the
casing is presented in Figure 3.3. As can be seen, the wristband is similar in size with a
smartwatch or smart bracelet. In this version the electronics were yet to be integrated in
the wristband, since the IC boards and batteries used in the development phase had a
slightly different shape and size than in the design of the final product, and thus they did
not fit inside the casing. The device that was used for the first fall tests was just the tag
with a battery attached to it. This combination was then gripped in the hand when falling.
This rather inconvenient approach was chosen because the prototype casing had not yet
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Figure 3.3. The first prototype of the wristband where the tag will be integrated. The final
design can change, but the basic concept and form factor is visible in the prototype.

been received at the time of the first test. After the prototype wristband had arrived, a tag
and a battery could be attached to the wristband. This prototype is shown in Figure 3.4.
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Figure 3.4. Prototype wristband with a tag and battery attached using tape and a rubber
band. This solution allowed collecting data from the wrist instead of from the hand as in
the very first approach.

All of the devices used were prototypes, which made them prone to faults and unexpected
behaviour. Situations where unexpected behaviour occurred were investigated to decrease
the likelihood of them happening again.

3.2 Software and Algorithms

Alongside the microcontroller, STM32CubelDE from the same company was used as the
integrated development environment (IDE). The IDE can be used on multiple operating
systems, which enables cross-platform development. The STM32CubelDE is designed for
programming in C and C++ languages. The C language[39] was used for programming
the microcontroller.

SEGGER J-Link V7.60e was used to control the Segger J-Link debug probe that was
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introduced in Section 3.1. The Segger J-Link debug probe was connected as a part of the
IC to aid in debugging the source code and promoting software development. The debug
probe communicates with the STM32CubelDE and enables the debugging functionalities
in the IDE. The debugger allows the programmer to set breakpoints in the source code
when debugging the code. Breakpoints stop the execution of the source code on the row
where the breakpoint is set. The values of variables in the code at the breakpoint can
be examined when the code execution is halted. The programmer can then continue the
execution of the program when they want. This makes it easier to decipher what exactly is
happening in certain parts of the program and, consequently, find flaws in the code.

Tera Term[40] open source software was used as the terminal to print the measurement
data to the screen for the user to examine. Tera Term allows the user to log data that is
printed to the terminal for later analysis. The software was used to see and save the data
that was printed on the screen in the debug mode.

For visualising the data and running the fall detection algorithm, Python 3[41] programs
were used. The programs utilised external Matplotlib[42], NumPy[43], Pandas[44] and Py-
Serial[45] packages. Jupyter Notebook[46] was also used in the visualisation process due
to its user interface. Visual Studio Code version 1.63.2 (Microsoft Corporation, Redmond,
Washington, United States) was used as the IDE due to its convenient functionalities.

3.3 Practical Tests

The first goal of the practical tests was to test that the device was working as intended,
meaning that the measurement results were credible and that the results were transmitted
successfully wirelessly. The first tests were done by having a tag with an accelerometer
connected to a computer with a USB cable, and the data was printed by the tag to the
Tera Term terminal. Because having a cable connected to the tag would cause troubles
in conducting actual fall tests, and the final product needs to be wireless, there was a
need to get the tag to transmit the information to an anchor. To do this, the measurement
results needed to be inserted to the messages that the tag transmitted in a binary format.
The first phase was to read the raw data coming from the accelerometer and include the
whole data to the transmitted message. It is both time-consuming and increases power
consumption to constantly send the data. Instead, the approach was to read 30 samples
of the acceleration data to a buffer before then transmitting the data at given time intervals.
Transmitting the 30 samples at once required extending the DW1000 data frames to a
non-standard mode that could support a maximum data frame length of 1023 bytes.

In the beginning, a sampling frequency of 100 Hz was used. Having a high sampling
frequency means more data, which could potentially make fall detection easier. However,
the 100 Hz sampling frequency did not function as intended when the data was read from
the accelerometer. The structure of the program made the rest of the program of the
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tag stop at the point where data was read to the buffer from the accelerometer. When
using the 100 Hz sampling frequency the reading of the samples took more time than the
buffer represented, which lead to a loss of a significant portion of the data. This was not
acceptable in this kind of application where missing samples could cause significant danger
because of undetected falls. Debugging the program and finding the point that caused the
delay was challenging, because setting breakpoints on different lines affected the execution
time that was printed on screen. After finding the root cause, the sampling frequency was
reduced to tackle the issue. With a 15.625 Hz sampling frequency, the reading of 30 of
samples from the accelerometer was quick enough to not miss any samples. 15.625 Hz
was chosen because of an article by Huynh and Tran[47] demonstrated that most of the
acceleration in both falls and daily activities is in the frequency range significantly below
15 Hz, and the accelerometer could be easily set to have a sampling frequency of 15.625
Hz. This gave confidence that the significantly reduced sampling frequency would still be
high enough to detect falls and other activities.

The transmitted data was received wirelessly by an anchor that was run in debugging
mode, and the data received data was printed to the Tera Term terminal. The prints in
the terminal were saved in a comma-separated values (CSV) file for further examination.
The end goal was to make a real-time fall detection algorithm, but for beginning algorithm
development it was enough to save the data and then study it afterwards with Python.
Visualising data is convenient with Python due to the availability of powerful mathematics
libraries that allow plotting different types of plots with relatively little effort. Python was
used to plot the acceleration vs. time graphs for each of the three axis of the accelerometer.
In addition, the total acceleration absolute value as in Equation (2.1) was also calculated
and plotted with Python at first.

After testing that it was possible to fit the absolute value in the message transmitted by the
tag, the approach was changed to do the calculation of the absolute value already at the tag
and then transmit the results alongside the raw accelerometry data. In general, algorithm
development in this case does not depend on the programming language, since the actual
algorithm logic and calculations are the same regardless of the programming language.
However, Python has a host of features and libraries for data analysis, visualisation and
computing, and the syntax of the programming language is rather simple. These features
make Python a more convenient language than C for developing an algorithm. Due to this,
a decision was made to do the initial algorithm development with Python and then at a
further stage decide what operations could be done before sending any data all the way to
the Raspberry Pi microcomputer.

The less data that needs to be transferred, the smaller the overall power consumption of
the system will be. Optimising the power consumption of the system is crucial in the long
term because the system is mostly battery-powered. Power consumption optimisation is
not the focus of this study, and therefore it is not discussed in detail in the thesis. It still had
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Figure 3.5. The flow of data in the fall detection system office setup. The tag communicates
with four anchors, all of which send the calculated distance betweeen the tag and anchor
to the tag. The tag fetches a set of acceleration values from the accelerometer inside the
tag. The tag then sends both the acceleration values and the calculated distances to the
gateway.

an impact on some of the software design choices of the thesis work because it is critical
in the final application. Decreasing the number and length of messages sent between the
devices reduces the power consumption. The length of the messages could be decreased
by programming the tag to transmit only certain features of the acceleration signal such as
described by Deutsch et al[34]. In these practical tests, the raw accelerometry data was
still transmitted to the gateway because the data was used in the algorithm development
process.

After successfully plotting the data, a few preliminary fall tests were carried out to get a
rough idea about how the acceleration plots would look like in the event of a fall. The first
tests were done with the tag and battery held in the hand of the test subject. The falls
were lateral falls cushioned by a sofa. It was a challenge for the test subject to fall naturally
because the tag was held in their hand and it had to be handled rather delicately. At this
point the device did not have a wristband, but instead it only had the circuit board with the
necessary electronics components and a battery.

After the first tests including only acceleration data, an office setup was planned. The office
setup includes one tag, four anchors and one gateway. The flow of data in the system is
presented in Figure 3.5. The functioning logic of the system is presented below.

1. The accelerometer inside the tag is measuring acceleration constantly at a frequency
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of 15.625 Hz.
2. The accelerometry data is fetched from a buffer between every 30 samples.

3. The tag is told to communicate with multiple anchors and do a ranging process with
them.

4. Once the distance between the tag and each anchor is calculated, each anchor
sends the calculated distance to the tag.

5. Once the tag has received the distance values from all anchors, the tag sends the
acceleration data from the previous 30 time points and the calculated distances to
the gateway.

6. The gateway circuit reads the message from the tag and transfers it to the connected
Raspberry Pi microcomputer via a UART connection.

7. A Python program running on the Raspberry Pi parses the data received via the
UART connection.

8. The parsed data is saved to CSV file for further analysis and fed into a preliminary
real-time version of the fall detection algorithm.

9. The preliminary algorithm prints an alarm on the screen if it detects a fall. Reaching
the result takes multiple message cycles, because the preliminary algorithm analyses
the data also after a potential fall before giving the final output.

The X- and Y-axes of the positioning system were horizontal axes along the floor level, and
both of the axes were set to be in parallel with different walls of the office for the purpose of
convenience. The Z-axis is vertical. All three axes are orthogonal. One corner of the office
was chosen as the origin of the coordinate system, and the position of each anchor was
measured relative to the origin. The anchor positions were then fed to the fall detection
system initialisation program in metres to get the output of the tag position estimation in
the same coordinates.

The goal of the office setup was to collect test data from simulated falls done by multiple
test subjects. The collected test data could then be utilised to test and develop the fall
detection algorithm. The data collected from fall tests was saved for further investigation
and comparing fall detection algorithm performance when using different parameters.
Investigating the similarities and differences in fall data between test subjects and different
fall types made it possible to search for new, additional features that could separate falls
and non-falls from each other. If new features that were relevant for fall detection were
found, they could be incorporated into the fall detection algorithm to improve the algorithm
performance, measured by sensitivity and specificity values.

To test the performance of the fall detection system, a dataset including both falls and
non-falls was collected. There were 5 test subjects, all of whom were healthy and able
to do the tests without impairment. Four different types of falls tests were done: falling
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Figure 3.6. A foam mattress, a sofa and a chair that were used in data acquisition. The
mattress was used to cushion falls, while the sofa and chair were used to collect data of
sitting down and getting up.

forwards, backwards, to the left and to the right. All fall tests were done from a standing
position and cushioned by a 22 cm thick foam mattress that was positioned on the floor. In
addition to fall tests, certain activities of daily life were done and the data recorded. The
daily activities included walking, sitting down to a sofa and chair, as well as standing up
from the chair and sofa. The mattress, sofa and chair that were used are presented in
Figure 3.6. The sitting height of both the sofa and chair were close to each other, but the
chair was firmer than the sofa.

Both the fall tests and activities of daily life tests were recorded with a smartphone camera
to make it easier to pinpoint which datapoint represents which event. Some preliminary
tests including both falls and activities of daily life were done before collecting data that
was used in evaluating the performance of the final algorithm. The data from these tests
was not considered as a part of the dataset that was used in evaluating the algorithm
performance. Each test subject was given the same basic set of instructions before the
tests. The test subjects were free to choose which wrist they held the wristband on. 4 out
the 5 test subjects chose to wear it on their left wrist. In the first part of data collection, the
fall test were carried out as presented below.

1. Start data collection and video recording.

2. Shake wrist
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Fall backwards, lay still for a short time and get back up. Repeat three times.

Fall forwards, lay still for a short time and get back up. Repeat three times.

Fall to the left side, lay still for a short time and get back up. Repeat three times.
Fall to the right side, lay still for a short time and get back up. Repeat three times.

Shake wrist

© N o o ~ w

Stop data collection and video recording.

The second part of the data collection included measuring the activities of daily life. The
process is presented below.

1. Start data collection and video recording.

Shake wrist

Walk around for 45 seconds.

Sit down on the sofa, and get back up after a few seconds. Repeat three times.
Sit down on the chair, and get back up after a few seconds. Repeat three times.

Shake wrist.

N o oo o~ N

Stop data collection and video recording.

After both phases had been done, the collected data was transferred from the Raspberry
Pi microcomputer to a laptop to utilise its higher computing power for the analysis phase.
The final algorithm was developed based on the collected data and was done to analyse
previously collected data instead of real-time data. The real-time version of the final algo-
rithm was decided to be implemented in the next stages of the fall detection development
process.

3.4 Statistical Methods

To develop and evaluate the fall detection system, a set of statistical methods are required.
These methods are commonly applied in science for characterizing and evaluating different
types of models. As the features are commonly used, different methods can be evaluated
on the same scale. Sensitivity, also known as true positive rate (TPR), is defined as

TP

TPR= ——
TP+FN’

(3.3)

where TP stands for the number of true positive cases (falls correctly detected as falls)
and FN for the number of false negative cases (falls that were not not detected). Often the
rate is represented as a percentage instead of a decimal value. Specificity, also known as
true negative rate (TNR), is defined as
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TN

NR= IN+FP

(3.4)

where TN stands for true negatives (non-falls correctly identified) and FP for false positives
(non-falls classified as falls). Although it is important to detect all the falls, the high sensitivity
should not come with the expense of specificity. Having a high specificity value is important,
because if there are a lot of false positives, they cause an equal number of false alarms.
This can be measured with the term positive predictive value (PPV), which is defined as

TP

PPV= Teerp

(3.5)

where the variables are labelled similarly as in Equation (3.3) and Equation (3.4). When the
number of false positives increases compared to the true positives, the positive predictive
value decreases. PPV measures the ratio of true positives against all the positive results
(true positives and false positives). For example, if the positive predictive value is 0.50,
only half of the positives cases are true. This is obviously not ideal. Negative predictive
value (NPV), on the other hand, is defined as

TN

NPV = TN+EN

(3.6)

where the variables are labelled as in the previous three equations. The purpose of the
negative predictive value is to measure the fraction of true negative cases out of all the
cases that were classified as negative. Positive and negative predictive values are useful
meters, because they tell the person interpreting the results what is the probability that the
classification or test result is correct. The combination of sensitivity, specificity, positive
and negative predictive value that can be considered good enough or excellent depends
heavily on the application. In some cases, such as screening for certain diseases, having
a lower PPV can be acceptable as long as the NPV is very high to keep the number of
missed disease cases minimal. In the case of fall detection, as stated earlier, all of the
four metrics should provide as high a value as possible. Reaching values of 100% is not
realistic, but the closer, the better. However, in case a need for compromises arises, higher
priority should be given to sensitivity over specificity. This is because undetected falls have
worse consequences than false alarms.

A common method of measuring classification performance of an algorithm is to create
a confusion matrix. The basic layout of a confusion matrix is presented in Figure 3.7. In
the final confusion matrix graph, the boxes labelled True positives, False positives, True
negatives and False negatives are replaced with the number of samples in their respective
categories. In an ideal confusion matrix, True positives would be equal with the true total
number of samples in the positive category, and True negatives would be equal with the



34
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Figure 3.7. The basic layout of a confusion matrix. The green areas are correct predictions
and the red areas are false predictions. In an ideal predictive model the number of false
predictions would be zero.

true total number of samples in the negative category. Both False positives and False
negatives would be zero. The matrix is a visual representation of the performance of the
model and can be used in conjunction with sensitivity and specificity values as well as with
positive and negative predictive values.

The confusion matrix can use colour coding, such as green and red with different saturation
values, to visualize the performance better. It is important to note that the confusion matrix
needs to be created using only test data and no training data as it would distort the results
and most likely make the model seem better than it actually is.

Other common measures of classification performance include classification accuracy and
error rate. Classification accuracy is defined as

Correct predictions

Classi cation accuracy = — ;
y Total predictions

(3.7)

where Correct predictionsstand for the sum of true positives and true negatives, and
Total predictions include all predictions. Total predictions can be presented also in the
form of

Total predictions = TP + TN + FP + FN. Error rate is related to classification accuracy
simply as
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False predictions _

Error rate = — =
Total predictions

Classi cation accuracy, (3.8)

where False predictionsis the sum of false positives and false negatives. If the results
need to be displayed as a percentage, the results are multiplied by 100%.



36

4. RESULTS

In the visulisation phase the collected acceleration data and positioning data was plotted.
The total acceleration calculated as in Equation (2.1) was plotted against the time axis.
In addition to the total acceleration, the estimated height of the tag from the surface of
the floor was plotted. An example plot including falls in four different directions as well
as walking is presented in Figure 4.1. This data was collected as an example and was
not a part of the dataset that was used in evaluating the performance of the fall detection
algorithm. As can be seen, the falls caused distinct acceleration peaks. The Z-axis values,
which represent the height position, had significant inconsistencies with the actual events.

The X position showed changes that were related to the fall patterns. Figure 4.2 shows how
the estimated X position value increased after falls and decreased when the test subject
got up from the mattress. The direction of the horizontal X-axis was approximately the
same as the fall direction due to the orientation of the mattress. The change in X position
from standing before the falls to lying on the mattress after the falls is approximately
1.5-2.5 meters depending on the fall.

In Figure 4.3, all the falls were detected and the wrist shaking was filtered out by the
algorithm due to the repetitive nature of the acceleration peaks. The red dashed line is the
chosen threshold value that needed to be exceeded, 2500 mg in this example, that the
algorithm considered the point as a peak. Peaks that were closer than 15 sample indices
from each other were considered as a single peak. After this filtering, the found peaks
were plotted with the orange crosses. If two filtered peaks were closer than 30 sample
indices from each other, the peaks were considered to be caused by repetitive movement,
such as shaking, and not by a fall. The red triangles represent the falls that the algorithm
detected. As can be seen, not all peaks were considered as falls.



Shaking wrist on
purpose

\

|
‘*‘J\fMIM 'VW\\ M’««JM\

Fall backwards

/

Fall forwards

—

7

Fall to the left

Fall to the right

N\
T

3000

ation (mg)

2000

Total accele

MMW«W

37

Shaking wrist on
purpose

\ —— Total_acc

|
M U)WW L‘”M%

Time (s)

|

F

T

|
)

|l

- M”IL

Z position (m)

aljlplbfjbwﬂ

—— Z_position

Time (s)

Figure 4.1. Total acceleration plotted on the upper subplot and the estimated height, Z
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Figure 4.3. The acceleration data of the fall tests of one test subject plotted against
the sample index. The red triangles represent the detected falls from the data with the
acceleration threshold value of 2500 mg. The fall detection algorithm detected every fall

from this test subject.

In Figure 4.4, the results of the fall dedection algorithm using the threshold value of 2500
mg are presented from the activities of daily life tests of one test subject. The fall detection
system incorrectly labelled two non-falls as falls. The first false positive on the left side of
the figure was caused by wrist shaking, while the second one on the right side of the figure

was caused by sitting on the chair.
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Figure 4.4. The acceleration data of the activities of daily life tests of one test subject
plotted against the sample index. The red triangles represent the detected falls from the
data with the threshold value of 2500 mg. The fall detection algorithm detected two false

positives.

Figure 4.5 shows the effect of varying the acceleration threshold value on the specificity
of the fall detection. Both graphs have the data of the ADL tests of the same test subject.
With the 2200 mg threshold, there were two false positives as shown in the upper graph,
but with the 2500 mg threshold value there was only one as shown in the lower graph.
The false positive that was eliminated by increasing the threshold was caused by walking.
The other false positive that is shown on the right side of both graphs was caused by the
shaking of the wrist. None of the three tested threshold values could not eliminate this

false positive.
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Figure 4.5. The classification results of the ADL tests of a test subject using two different
acceleration thresholds: 2200 and 2500 mg. The upper graph shows the results when the
threshold was set at 2200 mg, and the lower graph shows the results with the threshold of
2500 mg. One of the two false positives was eliminated when the threshold was increased.

Table 4.1 shows the performance of the fall detection system based on the collected data
from 5 test subjects using 3 different acceleration threshold values: 2200, 2500 and 2800
mg. The algorithm that was used in calculating the results utilised only the acceleration
data, namely the total acceleration as defined in Equation (2.1). The position data was
collected simultaneously but was not used in the algorithm. The total number of falls was
61, which consisted of 13 falls backwards, 12 forwards, 12 to the left and 12 to the right.
There were 13 falls backwards because one test subject unintentionally fell backwards
4 times instead of 3. In the analysis of activities of daily life, also known as non-falls,
shaking the wrist on purpose was considered as a separate non-fall event that was taken
into account in the specificity analysis. The total number of non-fall cases was 79, which
consisted of 5 cases of walking, 15 cases of sitting on a sofa, 15 cases of getting up from
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