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ABSTRACT

Aapo Syvänen: Sentiment analysis performed on Forum discussions using RNNs
Bachelor’s Thesis
Tampere University
Computing Sciences
May 2022

Especially online, emotional discussion is prevalent in today’s discourse. The rise of polarity in
online discussions motivated the research of how emotions can be regulated, or implicitly affected
using natural language processing (NLP) techniques.

Many pre-trained sentiment analysis NLP models are available online, but few or none of them
are trained on data that produce good results when analysing messages from forum discussions.
The aim of this thesis was to produce a model with which emotional messages can be labelled
and presented with affect labelling to the participants of online discussion. The Bi-directional
Recurrent Neural Network model was trained with 27,000 sentences that were labelled with three
labels, corresponding to the polarity of the sentence - negative, neutral or positive. The model
achieved 72.2 % accuracy during training.

During testing, the model performed well in some cases; most notably short, very negative
sentences were labelled correctly with a high confidence but the model incorrectly predicted very
long sentences as positive with a high confidence. The most common classification was neutral
with over 75 % of all sentences receiving this classification. This might be the result of a biased
training data set, which also had the highest number of sentences labelled as neutral with similar
percentage.

The main reason this model was created was the experimentation of affect labelling in a con-
trolled setting. These experiments will be carried out in 2022 and further results will then be
available.

Keywords: Machine learning, Natural Language Processing, Sentiment Analysis, Neural Net-
works, Recurrent Neural Networks

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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TIIVISTELMÄ

Aapo Syvänen: Foorumikeskustelujen tunteiden analysointi RNN mallilla
Kandidaatintutkielma
Tampereen yliopisto
Tietotekniikka
Toukokuu 2022

Keskustelukulttuurin luonne erityisesti verkossa on täynnä vahvoja tunneilmauksia. Implisiitti-
nen tunteiden säätely tai niihin vaikuttaminen on tärkeä tutkimusaihe keskustelun polarisaation li-
sääntymisen vuoksi. Yksi implisiittisen vaikutuksen keino on koneälypohjainen, luonnollisen kielen
käsittelyn menetelmiin perustuva tunteita säätelevä korostaminen.

Verkossa on saatavilla useita esivalmennettuja luonnollisen kielen käsittelyyn pohjautuvia mal-
leja, mutta vain harva niistä on koulutettu aineistolla, joka tuottaa hyviä tuloksia keskustelupals-
taviestien analysoinnissa. Tämän tutkielman tavoitteena oli tuottaa neuroverkkomalli, jonka avulla
voimakkaita tunteita sisältäviä viestejä voidaan luokitella ja luokitellut viestit, joihin on kiinnitet-
ty tunnearvion sisältävä korostus, voidaan näyttää verkkokeskustelun osapuolille. Luotu malli oli
kaksisuuntainen takaisinkytketty neuroverkko, joka koulutettiin 27,000 lauseella, jotka olivat luoki-
teltu kolmeen tunneluokkaan niiden tunnesisällön perusteella. Luokat olivat negatiivinen, neutraali
tai positiivinen. Malli saavutti 72.2 % tarkkuuden koulutusvaiheen aikana.

Mallin suorituskyky oli joissakin tapauksissa hyvä; etenkin lyhyiden ja erittäin negatiivisten
lauseiden luokittelussa, jotka malli luokitteli suurella varmuudella oikein. Toisaalta erittäin pitkät
lauseet malli luokitteli suurella varmuudella väärin. Yleisin luokittelu oli viestin luokitteleminen
neutraaliksi, jonka arvion malli antoi yli 75 %:lle kaikista viesteistä. Tämä saattaa johtua siitä, että
koulutusaineosto oli vääristynyttä. Koulutusaineistossa suurin osa viesteistä oli luokiteltu neutraa-
liksi myös noin 75 % kaikista lauseista.

Luodulla mallilla on tarkoitus tutkia, miten tunteita säätelevä korostaminen valvotussa ympä-
ristössä vaikuttaa ihmisen verkkokeskustelun tunnesisältöön. Laboratoriokokeet tullaan järjestä-
mään 2022 vuoden aikana, jonka jälkeen kokeista saatuja tuloksia voidaan tutkia lisää.

Avainsanat: Koneoppiminen, Luonnollisen Kielen Käsittely, Tunneanalyysi, Neuroverkot, Takaisin-
kytketyt neuroverkot

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

We all have either participated in or observed online discussions where emotions arise

and the intercourse becomes more and more agitated. This phenomenon has spawned

a new field of NLP research - sentiment analysis, where the aim is to identify emotions

in messages. Sentiment analysis has been an extremely active field after the year 2000

boom of social media [1].

Sentiment analysis can be divided into two categories - classifying the polarity of texts

(positive - neutral - negative) or categorizing them in pre-determined emotion classes,

for example, the Plutchik’s core emotions (anger, joy, anticipation, surprise, trust, fear,

disgust, sadness) [2]. It is also important to note that sentiment analysis can be performed

on multiple levels of depth - from individual words to sentences or even complete papers

[3].

The aim of this thesis is to create and train a machine learning model which aims to iden-

tify the polarity of forum messages as a part of the Tampere University research project

EmoDiM (Emotions in Digital Media) [4]. The aim of the research project is to discover

how implicit emotion regulation can affect online discourse. A laboratory experiment is to

be carried out, in which said neural network will be used to annotate comments within a

comment thread providing feedback to the participant in different levels of intervention (a

frowning or smiling emoji, a text labelling the messages polarity or both annotations). The

code for the project is available at [5].
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2. RELATED WORK

An in-depth, comprehensive analysis on previous related work regarding sentiment anal-

ysis in Finnish was done by Lindén, Jauhiainen and Hardwick in 2020 [6]. Their research

lists most of the important studies released from the year 2012 to year 2018. They also

present data sets available in multiple different languages. Finally, they present most of

the Finnish studies and data sets available in late 2020. In their paper, they present the

first and only Finnish data set of forum messages classified by humans by their sentiment.

2.1 Pre-trained NLP models

There are multiple models trained for specific NLP tasks available, but most of them are

trained on data that is not applicable to predict forum discussion’s sentiment. In the

huggingface [7] model hub, multiple BERT (Bi-directional Encoder Representations from

Transformers) [8], roBERTa (robustly optimized BERT pretraining approach) [9], BART

(Bidirectional and Auto-Regressive Transformer) [10] and GPT (Generative Pre-Training)

based [11] NLP models, that can be fine-tuned to do most NLP tasks can be found.

Some of the models are multi-lingual, but most are language specific since the training

necessitates large amounts of data for the desired language.

2.2 NLP applications

NLP touches every aspect of written text from many different angles. From algorithms to

generate text, correct written text (colloquially referred to as autocorrect), translate text

into different languages, complete autonomous chatbots, to algorithms that predict senti-

ment. Probably the most famous application for NLP is email filtering, where spam is au-

tomatically recognised and categorised as such. The most popular ML-based algorithms

are Support Vector Machines (SVM), Bayesian Networks (specifically Naïve Bayes) and

neural networks. In this thesis, the focus is on applications of neural network- based

models.

SVM is a supervised ML algorithm, suitable for numerous different learning tasks with

state-of-the-art performance. Most of the SVM applications work similarly, utilising the

following steps: transforming the problems into multi-class classification tasks and con-
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verting the multi-class problem further into multiple binary classification problems. The

SVM classifier is then trained separately for each binary classification task and finally the

results are combined to obtain solutions to the original NLP classification tasks [12].

Since NLP tasks typically represent instances by high dimensional and very sparse fea-

ture vectors, positive and negative examples are distributed into two distinctly different

areas of the feature space. SVMs benefit from this when searching for a classification hy-

perplane in the feature space, also the generalisation capability of the classifier achieves

greater results thanks to this. This is why SVM’s can achieve excellent results in a va-

riety of NLP tasks. High dimensional representations can be achieved by forming the

feature vectors explicitly from texts, utilising a great amount of language specific features

and in many cases by exploring the kernel function to map the feature vectors into higher

dimensional space [12].

The naïve Bayes method is a simple and powerful Bayesian classifier based on Bayes’

theorem from probability theory. When used for textual data analysis, such as NLP, the

naïve Bayes classification yields good results for its fast learning rate and easy design

[13]. The basic principle behind the naïve Bayes classification technique is finding prob-

abilities for categories when presented text by using joint probabilities of words and cate-

gories [14].

The current state-of-the-art models are built on top of huge, pre-trained language mod-

els, such as BERT. There are many such models, but as the time of writing this the-

sis, SMART-RoBERTa Large [15] is considered to perform the best in sentiment anal-

ysis tasks, with reports of an astounding 97.5 % accuracy on binary classification with

the SST-2 benchmark dataset [16]. The fine-tuning of a massive pre-trained language

model yields good results, but often leads to the model over-fitting to the fine-tuning data.

The SMART-RoBERTa Large model has found success in eliminating this downfall by in-

ducing smoothness with regularisation and optimising the model with Bregman Proximal

Point Optimisation, which at each iteration performs trust-region-type regularisation, and

only updating the model with a small neighbourhood of the preceding iteration [15]. The

improvements of state-of-the-art models are represented in Figure 2.1.
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Figure 2.1. The improvements in accuracy of state-of-the-art models from 2014 to 2022.
Taken from [17].

The state-of-the-art models are fine-tuned models built upon transformer models trained

on terabytes of data, often in many different languages. If one does not have such vast

amount of data available, experience has shown that the same level of performance can-

not be easily achieved. Thankfully, the fine-tuning seems to provide promising results

even with smaller amounts of data. Having the underlying transformer model contain the

nuances and complexities of language, the sentiment analysis models are not required to

contain an unrealistic number of parameters.
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3. METHODS

The human brain is a complex system with great capabilities, so in the early 1940’s the

first attempts to recreate and utilise similar systems to digitally make predictions or learn

patterns was proposed [18]. These so called Artificial Neural Networks work by algorith-

mically simulating the connections between neurons inside the brain. Modelled after a

mammalian brain, a neural network consists of a large amount of processing units often

referred to as neurons that are organised in layers which work in unison. The basic prin-

ciple behind classification or prediction with a neural network is to adjust the weights and

biases by minimising the error via backpropagation, imitating the learning processes that

take place inside a biological brain [19].

3.1 Neural Networks

Neural networks have become the industry standard for predicting the results for compli-

cated problems. Neural network models are designed to replicate the complexity of the

human brain and perform calculations based on the signals the artificial neurons receive

and transmit to other connected neurons. The network is fed a series of numerical data

often called tensors, which vary from numbers to multi-dimensional matrices, nd-arrays.

The tensors can be represented as numerical nd-arrays - for example, an nd-array con-

taining coordinates and the red, green, blue values for each pixel is a representation of a

tensor of an image. A simple one-layer network is presented in Figure 3.1.
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Figure 3.1. Neural network with one hidden layer.

Each neuron has unique adjustable weight, which adapts to the data it sees by minimising

a loss function attached to the neuron. These neurons are sometimes referred to as

perceptrons, which are the simplest neural networks with only one output and hidden

layer, and n number of features in the dataset. The data passing through the network is

called forward pass, which enables the weights associated to be adjusted. The output y

of a neuron in a forward pass [20] can be presented with a formula

y =
n∑︂

i=1

ωixi + bi, (3.1)

where n is the number of neurons in the preceding layer, ωi are the randomly initialised

weights, xi are the inputs and bi is bias of neuron i. By adding the bias, the linearity

of the neural network is decreased, which almost always improves learning. In each

perceptron, the newly acquired values are passed through an activation function, such as

the Rectified Linear Unit (ReLU) [20] defined as

f(x) = ReLU(x) = max(0, x), (3.2)

pictured in Figure 3.2.



7

−6 −4 −2 2 4 6

1

2

3

4

5

Figure 3.2. Rectified Linear Unit.

After the forward pass, all the weights are adjusted, which is not yet sufficient to achieve

learning. To learn, error backpropagation and optimisation must be performed. backprop-

agation, or the backward propagation of errors, is an algorithm where a gradient of the

loss function relative to the weights is calculated.

The tuning process is based on derivation of the error gradient, where the cost function,

often called the loss function, is usually the Mean Square Error (MSE) [20]. The loss

function L can be written as

L =
1

N

N∑︂
i=1

(ti − yi)
2, (3.3)

where N is the number of layers in the network, ti is the target data value (the ground

truth) for layer i. New values for the weights and biases for the next layer are calculated

with following formulae [20]

ωi = ωi−1 −
(︃
α
∂C

∂ωi

)︃
(3.4)

bi = bi−1 −
(︃
α
∂C

∂bi

)︃
, (3.5)

where α is a learning rate hyperparameter that controls how much the weights and biases

are adjusted, ωi the weight and bi is the bias of layer i. A common way to find weights

is the Stochastic Gradient Descent (SGD) algorithm [20]. The last layer in every neural

network is the output layer, which produces the final predictions from the model. The

output layer is usually a dense layer with k number of neurons, where k is the number of

classes. The relevant output layer activation function in this thesis is the softmax function
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[21]

f(zi) =
ezi∑︁k
j=1 e

zj
,

where zi is an output value for class i. The softmax function is pictured in Figure 3.3.

Figure 3.3. Softmax activation function.

The softmax function returns the probability per class that the model predicts, so the sum

of all outputs is always 1. For k = 3, the softmax function returns a vector containing

three fractions, summing up to 1.

3.2 Word Embedding

Most Natural Language Processing (NLP) tasks rely on representing natural language in

documents as vectors. It is appealing, since they are intuitive for humans and computers

and can be used in useful operations like addition or multiplication. Thanks to this, vectors

are very well suited for ML algorithms and strategies [22].

Word embedding is an integral part in many deep neural network (DNN) NLP models.

The embedded words can be used as input features in a DNN. In feature learning tasks

such as sentiment analysis, word embedding is a technique where a vocabulary of words

is transformed into vectors of real numbers. Usually, word embedding is performed math-

ematically by performing transformation from a high-dimensional sparse vector space,

(one-hot encoding vector space), where words occupy a dimension each, to a vector

space of a lower dimension. The dimensions of the embedding vector represent some

potent feature of a specific word [19].
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In NLP, finding similarity between words is the simplest form of word embedding, since

similar words have similar vectors. The similarity can be represented mathematically by

the cosine similarity of the vectors. Cosine similarity is calculated by measuring the cosine

of the angle between two vectors in a multi-dimensional plane with the following formula

[23]

similarity = cos(θ) =
A · B

|A| × |B|
=

∑︁n
i=1 AiBi√︁∑︁n

i=1 A
2
i

√︁∑︁n
i=1 B

2
i

, (3.6)

where A and B are two vectors of attributes for specific words. Also, the fact that similar

words tend to appear in similar context creates a problem with antonyms, which receive

a great similarity even when their meaning is the exact opposite - for example, words like

’love’ and ’hate’ or ’hot’ and ’cold’ are similar when they are each other’s opposites. These

kinds of problems have been solved [24] but will not be explored in this thesis.

3.3 Recurrent Neural Networks

In the late 1980s, a new form of neural network was proposed - a recurrent neural network

(RNN), that has an internal feedback connection and a feed forward connection to the

next artificial neuron [25]. RNN is a special type of neural network, where connections

are made between units which form a directed cycle, that allows it to exhibit a dynamic

time related behaviour for the model [26].

An RNN has an input layer, variable number of hidden layers and an output layer. Basic

RNN’s are a network of neuron-like nodes, each with a directed (one-way) connection to

every other node and a self-connection, in which all connections have a modifiable real-

valued weight. These weights are constantly updated through successive iterations of the

neural network [26]. By memorising past states, RNN is able to process sequences of

inputs.

An RNN can be seen as an extension to feedforward networks, where processing variable-

length sequences is plausible. Simple RNN’s suffer from a common neural network prob-

lem - the vanishing gradient. The further in time the sequence is from a neuron, the partial

derivative in the gradient becomes ever smaller, eventually vanishing. This problem has

been solved with advanced RNN architectures, such as the Long Short-Term Memory

(LSTM) or the Gated Recurrent Unit (GRU) cells. A simple representation of an RNN is

presented in Figure 3.4.



10

Figure 3.4. Traditional RNN architecture. Taken from [27].

A neuron receives activation data a from preceding neurons and sequences of input data

x at different timesteps t. Parallel neurons process different timesteps in the sequence of

the input vector and receive contextual data from succeeding neurons. After backpropa-

gation through time (BPTT), the weights are adjusted and output to the next layer.

The activation a<t> and the output y<t> parameters for each timestep are calculated with

following formulae [27]

a<t> = g1(Waaa
<t−1> +Waxx

<t> + ba) (3.7)

y<t> = g2(Wyaa
<t> + by), (3.8)

where Wax,Waa,Wya, ba, by are weight and bias coefficients that are temporally shared

and g1, g2 are the activation functions, usually tanh or ReLU. These functions represent

the inner workings of a neuron in RNN’s and they can be presented as displayed in Figure

3.5.

Figure 3.5. RNN cell. Taken from [27].

RNN’s learn via BPTT, which is done at each point in time. Calculating BPTT can become

computationally heavy as the amount of timesteps increases. Truncated BPTT, where the

calculation of gradients is terminated when sufficient amount of timesteps is reached, is
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faster to compute and provides numerical stability. To tackle the weaknesses of simple

RNN’s, a more sophisticated approach to recurrent computing was required. The remedy

arrived in the form of LSTM cells thanks to its more intricate composition, that introduced

"long short-term memory" to the network.

3.4 LSTM network

RNN’s problem with vanishing gradient was partially solved with the introduction of LSTM

networks, which is an extension to RNN networks that advantages its gates, enabling

the LSTM network to capture long-term dependencies [28]. Numerous theoretical and

practical publications on the subject of this sort of RNN have been published since the

initial 1997 LSTM study [29], many of them reporting on the remarkable results attained

across a wide range of application domains where data is sequential [30].

The impact of the LSTM network has been notable in many NLP applications such as sen-

timent analysis. The impressive benchmarks reported in the literature inspired academia

and private industries to develop and research LSTM networks further, to see it’s applica-

bility in research or practical use-cases. Most machine learning frameworks and libraries

(Tensorflow, pyTorch, Keras) offer researchers and developers efficient, production ready

RNN and LSTM network architectures. These libraries can be utilized with little know-how

but understanding how the sum of it’s parts work requires more in-depth orientation.

In a standard LSTM cell, a self-connection’s weight is fixed to ’1’ to preserve the cell state

over time. As time passes, the cell states grow linearly when presented a continuous

input stream, which leads to the cell losing its memorisation capabilities, which regresses

the LSTM network to function like a regular RNN neuron. This problem can be fixed

by implementing forget gates in the LSTM cells, that reset the state of the cell at the

beginning of each sequence [31]. An adaptive forget gate, attached to the cell, limits the

cell’s growth by learning to reset the internal state of the memory cell when the stored

information is no longer needed [32].

LSTM performs extraordinarily on tasks that require a limited amount of data to be memo-

rized for extended periods of time due to the usage of memory blocks, which possess the

access control of information acting as input and output gates, preventing unnecessary in-

formation’s access to the memory block. As previous information becomes unnecessary

for certain cells, the forget gate is able to reset the state of different cells inside the mem-

ory block. Forget gates make continuous prediction possible by making cells completely

forget their previous state. This prevents bias from occurring in predictions [30].

The initial step in how a LSTM functions is to conclude which data from the cell state will

be disposed of with the forget gate. After choosing the data, the second step is figuring

out new data to be saved in the cell state. The values to be updated first are chosen with
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the input gate of the LSTM. With a tanh function, a candidate value vector is generated.

The cell state can be updated with the candidate values [33]. The output gate’s job is to

output numbers between 0 and 1, indicating the amount of data that should be allowed

through. The three gates control how much information flows in and out of the LSTM cell,

allowing it to remember information for a varying period of time. The input gate determines

which of the values passed through by the forget gate will be modified. The cell’s output

is a filtered version of the current cell state after passing through a sigmoid function that

determines what aspects to output of the cell state. The values are normalised with a tanh

function and multiplied with the sigmoid functions output, so only the chosen information

is output [33]. A generic presentation of an LSTM cell is presented in Figure 3.6.

Figure 3.6. An LSTM cell. Taken from [34].

The functions inside the cell are

tanh =
ez − e−z

ez + e−z
(3.9)

σ =
1

1 + e−z
, (3.10)

where σ is the sigmoid function and tanh is the hyperbolic tangent function. The gates

update their state with functions [35]

ft = σ(wi[ht−1, Xt] + bi) (3.11)

it = σ(wf [ht−1, Xt] + bf ) (3.12)

ot = σ(wo[ht−1, Xt] + bo), (3.13)

where ft is the forget gate, it is the input gate, ot is the output gate, wx are the weights for

each gate, ht−1 is the output of the previous memory block, Xt is the input at the current

timestep t and bx are the biases for each gate.
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The equations to calculate the cell states [35] are

˜︁Ct = tanh(wc[ht−1, Xt] + bc) (3.14)

Ct = ft ⊙ Ct−1 + it ⊙ ˜︁C (3.15)

ht = ot ⊙ tanh(Ct), (3.16)

where Ct is the cell state at timestep t and ˜︁Ct is the candidate for cell state at timestep

t. N.B. ⊙ stands for elementwise multiplication of the vectors. After passing the output ht

through a softmax layer the predicted output yt from the current block is acquired.

3.5 Natural Language Processing

With the rise of NLP, researchers and practitioners have harnessed the ability of ANNs

with good results. Recently, the use of DNNs has seen a surge in popularity, which has

led to great advances in all areas of NLP and its applications [36].

The GRU architecture for RNN has been proposed as an alternative to LSTM. GRU has

empirically been found to outperform LSTM on nearly all tasks, except language modelling

with naive initialization [37]. At the time of writing this thesis, a bi-directional Recurrent

Neural Network (BRNN) model with LSTM cells is considered the state-of-the-art model

for language modelling and most NLP tasks.

For any given point in a sequence, traditional RNNs analyse just one direction during pro-

cessing, which is the past. BRNNs enable the possibility of analysing both the future and

the past of a given point in the context of LSTM [31]. At the highest level of abstraction, bi-

directionality dictates that the input is presented forwards and backwards separate LSTM

networks, which both are connected to the same output layer [31]. Bi-directional training

has an advantage over unidirectional training thanks to its architecture if used to classify

phonemes, which is often done in NLP. Bi-directional LSTM removes the one-step trunca-

tion in a traditional LSTM, and introduces a full error gradient calculation, which eases the

implementation of bi-directional LSTM, and allows it to be trained using standard BPTT

[31].
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4. EXPERIMENTS

The basis for the project was to build upon a pre-existing, word-based analysis tool that

utilizes a Finnish emotion Lexicon [38]. The tool would divide a sentence into tokens

and find the base form for the words using the Python library Voikko [39]. The Lexicon

included some 400 Finnish words and a human-annotated rating for valence, arousal and

dominance [40] for each word.

After extracting the base form, a key matching the word is searched for by iterating over

the dataframe made from the Lexicon. If a matching key is found, the ratings can be

used, but otherwise a parsebank is used to find the nearest neighbours for the word and

some 20 iterations are performed to find the ratings for a nearest neighbour. If this fails,

no rating is assigned for the word and the algorithm moves on to evaluate the next word.

This algorithm proved inefficient and inaccurate quickly, so a better sentiment analysis

method had to be devised. The replacement method for sentence-level analysis is intro-

duced in this thesis. After researching what has been done in the field, it was quickly

apparent that this specific case had not been a focus of great research, at least specifi-

cally in Finnish. No readily available working models were published, so a new one had

to be designed and trained.

4.1 Data

The data set used in training the RNN model was compiled from two pre-existing, human

annotated data sets [41] [6]. There are multiple sentiment-annotated data sets in English,

but since languages are so different from one another the model had to be trained on

Finnish sentences.

The XED data set had 25,000 lines of subtitles from an open movie database OPUS, that

were annotated based on their emotional contents. The sentences were given classifica-

tions in Plutchik’s 8 core emotions by 100 different annotators. For the sentences labelled

with categories ’anger’, ’disgust’, ’fear’ or ’sadness’ were classified as negative sentences

and sentences labelled with emotions ’anticipation’, ’joy’ or ’trust’ were classified as posi-

tive.

The FinnSentiment2020 study chose 100,000 sentences randomly from Suomi24-forum
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messages and picked 27,000 viable sentences for three people to annotate. The sen-

tences were annotated as -1 for negative sentiment, 0 for neutral and 1 for positive. Since

each sentence had three evaluations, a majority sentiment score, where at least two an-

notators agreed on the sentiment, was used as a ground truth score and the sentences

were split into three categories according to the majority score.

The training data was then fed to the model after a series of modifications. The sentences

were split into three text files - each containing thousands of sentences in their respective

categories. The negative, neutral and positive sentences were labelled as 0, 1 or 2 and

concatenated into a python list of sentence-label tuples. The list was then shuffled and a

10–90 % split of training and testing data was separated. A text vectorization layer was

used to form a vocabulary of over 50,000 words, and to encode the sentences into lists of

integers corresponding to the index in the vocabulary, then padded with zeroes to all be

the same, fixed length. This data was used to train and validate the model.

4.2 RNN model

Due to the nature of written text, a RNN model excels at predicting sentiment, it being

a sequence learning model that connects nodes between hidden layers and learns se-

quence features dynamically [42]. A BRNN model used in predicting the sentiment was

modified from a Tensorflow [43] text classification notebook.

The sequential BRNN model used consisted of an embedding layer, two bi-directional

layers with LSTM cells as parameters and dropout layers encapsulating a dense layer

with L1 and L2 regularizers to minimise overfitting during training [44]. The model’s output

layer is a dense layer with three output categories and its activation function is softmax

since it is desired to get the probabilities of each class prediction. After the model and

data was ready, a process of training and predicting could be begun. The process is

described in Figure 4.1.
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Figure 4.1. A flowchart describing the process of training and predicting.

The model itself was not enough to perform the laboratory experiments, but it will work in

unison with a front-end component [45], with which the discussions will be presented.

4.3 Forum simulator

The sentiment analysis model was designed to be utilised in laboratory experiments,

where the effectiveness of intervention amidst online discourse would be measured.

There had to be some sort of a medium to present a meaningful, polarising discussion

with strong emotional messages. A JavaScript-based react app was utilised to simulate

forum discussion. The word- and sentence-based analysing tools were implemented to

highlight emotional words and the polarity of sentences. The forum simulator was set up

to run in a server in a Docker [46] environment. One of the interventions was the high-

lighting of words that were classified as very negative (-1 to -0.5) or very positive (0.5 to 1)

in a different colour and a slightly bigger font size. Negative words were highlighted with a

red background and positive words with a green background. The sentence classification

processed each message and fed the sentences into the BRRN model. The probabilities

from the model’s output were visualised with an emoji - a sad, neutral or happy emoji

for each different class according to the output vector of the sentiment analysis model.

Different levels of annotations are visualised in Figure 4.2.
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Figure 4.2. A view of the forum simulator with all forms of annotations visible and with no
annotations.

The annotations can be mixed and matched, so when the laboratory tests are under way,

the subjects can be presented with 8 different variations of intervention.

4.4 Performance of the model

After training the model with a 90–10 training-validation split, the final model achieved

testing accuracy of 72.2 % and test loss of 0.82. The training was terminated after vali-

dation loss increased between two epochs and the model with lowest validation loss was

used. The model started overfitting to the relatively small amount of training data rather

quickly, only in 5 epochs.

Without having access to large amounts of annotated sentences except the sentences in

the training data, the accuracy of the model with new sentences could only be acquired

when training the model. To see how the model predicts actual forum messages, it was

presented with 18,286 new sentences from the Suomi24 2017 data set, and predictions

for the polarity of those sentences were fetched. Only a few sentences, around 0.6 %

were classified with a confidence of under 40 %. Most of these were either short two-word

sentences or sentences in different language. Over 75 % of all sentences were classi-

fied neutral, 10 % were classified negative, and 13 % positive. The most often received

classification was neutral with over 90 % confidence, in which 27 % of all sentences were

classified.

These results show that the data presented included similar percentage of sentences per
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class with the training data set - both had around 75 % neutral sentences and a little over

10 % of both negative and positive sentences. The model was also the most confident

with the neutral classification, and least confident with negative classification. The results

are presented in Table 4.1.

Table 4.1. The confidences and the proportional shares for a set of 18,286 sentences.

Confidence- % neg neut pos

30—39.9 0.18 % 0.24 % 0.15 %

40—49.9 1.74 % 3.54 % 0.98 %

50—59.9 2.92 % 7.49 % 1.98 %

60—69.9 2.17 % 8.68 % 1.51 %

70—79.9 1.74 % 11.1 % 1.55 %

80—89.9 1.04 % 18.1 % 1.63 %

≥ 90 0.34 % 27.3 % 5.62 %

10.13 % 76.45 % 13.42 %

Some sentences got the wrong classification, for example the Finnish sentence "Olisi

hienoa tulevaisuutta ajatellen tuhota tämä juottola.", which translates roughly to "Thinking

of the future, it would be great to destroy this pub.", was labelled as positive with 58 %

confidence. A human annotator can clearly tell that the sentiment behind such a sentence

is not positive or neutral. The neural network misclassifies this probably because of the

start of the sentence "Thinking of the future, it would be great.." and the model gives more

emphasis to this rather than the end of the sentence.

The sentence "Tällainen tapaus on monille tuttu jo hiekkalaatikkoajoilta: manipuloija saa

sinut tekemään jotain tyhmää tai irrelevanttia, jolloin sinä joudut ongelmiin – ja hän taas

ei.", which translates to "This kind of incident is familiar to many from their times on the

playground: a manipulator makes you do something stupid or irrelevant, which gets you

trouble - and they do not.", got misclassified as positive with 99 % confidence. This

might be caused by the length of the sentence, since most of the negative sentences in

the training data set were short, and almost all the long sentences were neutral. Short

and concise sentences were most likely to be correctly classified with a high confidence

rating, which is probably because of the training data set did not have enough long and

well-fitting sentences.

Many sentences were difficult to classify without more context, as they might be even for

humans when presented the sentence by itself. An example of a sentence like this is

"miksi haiset pahalle?", which means "why do you smell bad?" in English. The neural
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network was not confident with the label and predicted the sentence to be negative with

48 % confidence and neutral with 46 % confidence. The short sentence was correctly not

labelled as positive but proved difficult for a lack of context. A second example of this is

the sentence "meillä on kaksi lasta.", "we have two children.", which got almost an even

split between all three labels.

Many were classified correctly, for example "Melkoisen tyhmä olet kun et tajua." - "You

are rather dumb for not getting it.", which was labelled as negative with 92 % confidence.

"Rakastan sinua." - "I love you." was labelled positive with a very high confidence of 97

%.

Most of the discussion online consists of neutral language when observed on a sentence-

by-sentence level. Majority of the sentences in the training data and in the annotated

sentences received neutral classification, which seems to follow how people naturally

discuss. Even an extremely heated discussion may be composed of mostly neutral sen-

tences. Questions such as "Were you at the club yesterday?" can be extremely negative

or positive, depending on the broader context. The neural network can not take into

consideration how the people feel about the subject matter or where they stand on the

possible issues at hand. Isolating sentences can provide feedback, but can never get the

complete picture, so implicit emotion regulation must be performed with caution.

If a sentence included words that got an "UNK", "unknown", token, so the word was

not included in the vocabulary, the polarity of the whole sentence might be the opposite

of what it should be classified as. Incorrectly typed words or foreign language words

are always labelled as UNK’s so sentences containing many such words were probably

misclassified.
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5. CONCLUSION

Before the laboratory tests are performed, the effect the system had on emotion regulation

can only be speculated on. The laboratory experiments will be carried out in 2022. When

writing this thesis, the designing process is still underway. The plan is to present two

subjects the same forum discussion with and without affect labelling to study how implicit

emotion regulation effects the participant’s online behaviour [47].

The quality of the annotated data makes the model perform poorly when presented with

forum discussions (too much religious speech in data set, not representative of actual

messages). The aim for this thesis was met adequately, with the model performing with

acceptable level of precision and being usable in the planned laboratory experiments.

Without the context of the full discussion and not only single sentences, the model often

predicts the sentiment wrong. Sentence-based sentiment analysis does not always pro-

vide a good insight on how specific messages invoke emotions, since most of the context

is in this case missing. Us as humans can most often differentiate if a sentence is in jest,

but for the model this has proven difficult.

There is only one suitable data set for this kind of task available in Finnish. Compiling a

larger, expanded data set would improve the performance of similar sentiment analysis

models.

A BERT-based model can be fine-tuned to perform NLP tasks such as sentiment analysis,

so a point of future research could be to fine-tune such a model for better performance.

Also, employing a convolutional layer to the model could prove useful and provide better

accuracy in sentiment analysis tasks. Such models have already been trained and fine-

tuned for different languages and tasks, so doing this for the Finnish data has precedent

and can be done.
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