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ABSTRACT

Pasi Väkeväinen: Longitudinal Mixture Modeling With Box-Cox Transformation
Master of Science Thesis
Tampere University
Master’s Degree Programme in Computational Big Data Analytics
April 2022

This thesis examined Box-Cox transformation as a method to improve the performance of
longitudinal mixture models with non-normal data. Mixture models are know to over-estimate the
number of classes when the assumption of normality is violated. In a simulation experiment, the
transformation was found to significantly improve the accuracy of the estimation of the number of
latent classes compared to assuming normality with the non-normal data. With the transformation,
the models were better at producing clusters that resemble the latent classes. The computational
cost of the transformation was quite high.

In another simulation experiment, trajectory analysis with Box-Cox transformation was com-
pared to skew-t growth mixture models, which have been the most popular method for mixture
modeling longitudinal non-normal data. After optimizing the transformation, computations were
only slightly slower than the skew-t GMMs. The transformation method was much better at finding
the number of latent classes with small sample size (n = 200 with 6 measurements) or uneven
class proportions (π = {0.8, 0.2}). The clusters produced by the transformation method were
closer to the latent classes than the skew-t method’s across the board.

Keywords: mixture modeling, trajectory analysis, box-cox transformation, simulation, non-normality,
longitudinal data

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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TIIVISTELMÄ

Pasi Väkeväinen: Pitkittäinen sekoitemallinnus ja Box-Cox-transformaatio
Maisterintutkielma
Tampereen yliopisto
Laskennallisen suurten tietoaineistojen analysoinnin maisterikoulutus
Huhtikuu 2022

Tässä tutkielmassa tutkittiin Box-Cox-transformaatiota mahdollisuutena sekoitemallien suo-
rituskyvyn parantamiseksi ei-normaalijakautuneella pitkittäisaineistolla. Sekoitemallien tiedetään
yliarvioivan luokkien määrää silloin, kun oletus aineiston normaalisuudesta ei pidä. Simulaatio-
kokeessa transformaatio paransi merkittävästi latenttien luokkien määrän estimoinnin tarkkuutta
verrattuna normaalisuuden olettamiseen vinoutuneessa aineistossa. Transformaation kanssa se-
koitemallien tuottamat klusterit olivat enemmän latenttien luokkien kaltaisia. Suoritusaikaa trans-
formaatio nosti selvästi.

Toisessa simulaatiokokeessa trajektorianalyysiä Box-Cox-transformaation kanssa verrattiin kas-
vusekoitemalleihin (GMM) skew-t -jakaumalla, jotka ovat olleet suosituin menetelmä ei-normaa-
lijakautuneen pitkittäisaineiston sekoitemallinnuksessa. Transformaation optimoinnin jälkeen suo-
ritusajat olivat hieman pidempiä kuin skew-t -malleilla. Transformaatiomenetelmä oli selvästi pa-
rempi latenttien luokkien määrän arvioimisessa pienellä otoskoolla (n = 200 ja 6 mittauspistettä)
tai epätasaisilla luokkasuhteilla (π = {0.8, 0.2}). Transformaation kanssa muodostetut klusterit
olivat kaikissa vertailuissa lähempänä latentteja luokkia kuin skew-t -mallien klusterit.

Avainsanat: sekoitemallit, trajektorianalyysi, box-cox transformaatio, simulaatio, ei-normaalijakau-
tuneisuus, pitkittäisaineisto

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.



iii

CONTENTS

1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2.1 Mixture models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2.1.1 Parameter estimation with the Expectation-Maximization algorithm 4

2.1.2 Example: Old Faithful waiting time . . . . . . . . . . . . . . . . . 6

2.2 Box-Cox transformation . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.2.1 Example: Artificial data . . . . . . . . . . . . . . . . . . . . . . . 10

3 Background literature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.1 Overextraction of clusters . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.2 Other approaches to non-normal data with mixture models . . . . . . . . 15

4 Simulation experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

4.1 The effects of the transformation . . . . . . . . . . . . . . . . . . . . . . 17

4.1.1 Implementation of methods . . . . . . . . . . . . . . . . . . . . . 18

4.1.2 Results of the first experiment . . . . . . . . . . . . . . . . . . . 22

4.2 Optimizing the Box-Cox transformation . . . . . . . . . . . . . . . . . . . 25

4.3 Comparison with skew-t . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

4.3.1 Results of the second experiment . . . . . . . . . . . . . . . . . 28

4.4 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

Appendix A Old Faithful example: Model parameters at each iteration of the EM

algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

Appendix B R implementation: Brute-force application of Box-Cox transformation

for FlexMix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

Appendix C R implementation: Optimized application of Box-Cox transformation

for FlexMix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44



iv

LIST OF FIGURES

2.1 Mixture model example: Old Faithful . . . . . . . . . . . . . . . . . . . . 7

2.2 Old Faithful clusters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.3 Box-Cox transformation example 1 . . . . . . . . . . . . . . . . . . . . . 11

2.4 Box-Cox transformation example 2 . . . . . . . . . . . . . . . . . . . . . 12

4.1 Examples of data before and after transformation . . . . . . . . . . . . . 19

4.2 Examples of data with different class proportions and sample sizes . . . . 27



v

LIST OF TABLES

4.1 Cluster purity example . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4.2 First simulation experiment: Convergence . . . . . . . . . . . . . . . . . 22

4.3 First simulation experiment: Average iterations . . . . . . . . . . . . . . . 23

4.4 First simulation experiment: Runtime of analysis . . . . . . . . . . . . . . 23

4.5 First simulation experiment: Components in model - Original data . . . . . 24

4.6 First simulation experiment: Components in model - Transformed data . . 24

4.7 First simulation experiment: Cluster purity means and standard deviations 25

4.8 First simulation experiment: Cluster-wise normality of residuals . . . . . . 26

4.9 Second simulation experiment: Convergence . . . . . . . . . . . . . . . . 29

4.10 Second simulation experiment: Runtime of analysis . . . . . . . . . . . . 29

4.11 Second simulation experiment: Components in model selected using BIC 30

4.12 Second simulation experiment: Cluster purity means and standard devia-

tions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31



vi

LIST OF SYMBOLS AND ABBREVIATIONS

C Number of classes

c Class index (1 . . . C)

f Probability density function

g Iterarion counter in EM algorithm

i Individual index (1 . . . n)

j Measurement point index (1 . . . p)

K Number of components/clusters

k Component/cluster index (1 . . . K)

λ Power parameter of Box-Cox transformation

N Total number of measurements; N = np

n Number of individuals

p Number of measurement points

π Prior probability

τ Posterior probability

θ Distribution parameter

υ Outcome variable of scaled Box-Cox transformation

x Predictor variable data

y Response variable data
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1 INTRODUCTION

Mixture models are a method for modeling complex distributions using normal mixture

components. Since the complexity or non-normality can be caused by a variety of different

reasons, the mixture components can have different interpretations. It is possible that the

data consists of latent groups of individuals with different distributions and relationships,

or that the scale of the variable is simply skewed or otherwise complex. As such, the

mixture components can be representative of the latent classes or simply computational

tools used for approximation that carry little interpretable information. Mixture models are

commonly used to look for latent classes, but the method is not guaranteed to produce

clusters that correspond to a class structure.

When the assumption of normality is violated, mixture models are known to over-estimate

the number of latent classes. This property is not a bug, but a feature, as the model is

still approximating the non-normal distribution using normal components. This raises a

question: what if the interest is on the latent classes when the method is in reality using

the mixture components only as a tool to model the distribution? Several alterations

to mixture models have been suggested, including some transformations and skewed

distributions. Most previous research has found skew-t models to perform the best with

non-normal data.

This thesis will consider the Box-Cox transformation as a method for improving the perfor-

mance of mixture models with longitudinal non-normal data using simulation experiments.

Methods, including mixture models, trajectory analysis, EM algorithm and Box-Cox trans-

formation are briefly explained first. Next, an overview of past research on the issue of

overextraction of clusters is given as well as other approaches to dealing with the non-

normality. The experimental part of the thesis consists of two simulation experiments. In

the first experiment, the effects of the transformation are examined by comparing the fitted

models before and after a transformation is applied. The second simulation experiment

involves comparing the Box-Cox transformation to skew-t distribution to find out which

method is better at handling the non-normality. Finally, the findings are discussed along

with possible avenues for future research.
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2 METHODS

2.1 Mixture models

Mixture modeling is a method for modeling heterogeneity that has become widely used

in the last few decades, in part due to the adaptability to model complex distributions with

little prior knowledge of the area or the individuals. A mixture model is a model, where

instead of assuming a continuous distribution across the whole population, multiple latent

classes with different distributions and relationships are allowed to exist. However, the fact

that the classes are latent means that it can not be directly observed whether an individual

belongs in a class or not, or if such class structure even exists. In the longitudinal case

this assumption of non-uniformity allows searching for different developmental trajectories

within the data.

The probability density of a mixture distribution can be written as a weighted sum of K

mixture component distributions,

f(y;θ) =
K∑︂
k=1

πkfk(y;θk) (2.1)

where y is the response variable, θ contains distribution parameters, fk is the probability

distribution of component k and the prior probability πk represents the proportional weight

of component k, so that

0 ≤ πk ≤ 1 (2.2)

and
K∑︂
k=1

πk = 1. (2.3)

The prior probabilities can be interpreted as the probabilities of a random individual drawn

from the population belonging in each class. Mixture components can be interpreted as

models fitted to a subset of the data. Each component k has its own distribution param-

eters θk. The analysis looks for the best possible combination of K mixture components

to approximate the data.

Mixture models can be used as a method of model-based clustering. Since it is often more

convenient to view an individual as belonging in one cluster rather than multiple compo-



3

nents with different probabilities, individuals are typically assigned to a cluster according

to the posterior probabilities. For each individual i, the posterior probability τik represents

the probability of that individual having emerged from the distribution of component k. As

such, the same properties of probability

0 ≤ τik ≤ 1 (2.4)

and
K∑︂
k=1

τik = 1 (2.5)

are true. For example, an individual with τi = {0.8, 0.2} can be assigned to cluster 1

based on the higher posterior probability, or alternatively the assignment could be done

at random so that individual i has a 80 % chance of being assigned to cluster 1 and 20

% chance for cluster 2. The assignment according to the highest posterior probability is

used much more commonly. In mixture models, the components’ parameter estimates

are calculated using all observations weighted with the posterior probabilities, rather than

just the individuals assigned to the cluster corresponding to that component. Although the

words cluster and component are sometimes used interchangeably, the key distinction is

that every individual belongs to each component to some degree, but only one cluster.

The clustering is done only after the final posterior probabilities have been calculated.

In the longitudinal case of mixture modeling, y contains multiple measurements for each

individual and the predictors include time-dependent covariates. Much of the research

on longitudinal mixture models has been within the paradigm of Structural Equation Mod-

eling, where the method is generally referred to as Growth Mixture Modeling (GMM). In

GMM, the intercept and slope terms are assumed to be latent factors that can be unique

to each individual. Here, a more cluster-oriented approach is taken: it is assumed that

each class has a shared mean trajectory (intercept and slope, possibly more growth pa-

rameters, e.g. quadratic or logarithmic), and that the random errors within each class are

independent and identically distributed. In other words, the expectation for component k

is of form

µk = Xiθk (2.6)

where Xi is the vector of covariates for individual i and θk contains the model parameters

for component k. The assumed structure of the variance-covariance matrix of component

k can be expressed as

Σk = σ2
kI, (2.7)

where σ2
k is the variance of random errors in component k and I is the identity matrix.

This means that the variance within each mixture component does not change across

time and that the measurements at different time points are uncorrelated. Under these

assumptions, the method can be referred to as Trajectory Analysis (Nagin 2005), which is
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also the primary method used in the simulation experiments later on. All deviations from

the mean trajectory are assumed to be random errors, for which a normal distribution is

most commonly used. In addition to simplifying the interpretation of the results, these

assumptions specify that the interest of the analysis is particularly on the mean trajecto-

ries. While these assumptions might not always hold under scrutiny with real-world data,

it can still be interesting to see what the analysis finds when looking for components of

this type. Nonetheless, the fit can usually be improved by finding the right predictors, as

the underlying model could be overshadowed by time-dependent covariates.

2.1.1 Parameter estimation with the Expectation-Maximization

algorithm

Although similar methods had been considered earlier, the Expectation-Maximization

(EM) algorithm was pioneered and named by Dempster et al. (1977). The algorithm is a

method for maximum likelihood estimation from incomplete data, and has emerged as the

most prominent method for obtaining maximum likelihood estimates in mixture modeling.

The algorithm is named after its two steps, which are iterated alternately. The E-step

(Expectation) uses the current parameter estimates to find the expectation of the missing

data, which in the context of mixture modeling is the latent class membership information.

The M-step (Maximization) updates the parameter estimates based on the expectation of

the missing data so that the log-likelihood is maximized. These steps are iterated until ei-

ther a convergence or a maximum number of iterations is reached. This chapter is based

on the explanation of the application of the algorithm for mixture modeling by McLachlan

and Peel (2000).

The unobserved class membership information is denoted by z. Imagine the data matrix

is supplemented with a column zk for each mixture component k. Each column zk con-

tains values for each individual i, so that zik = 0 for those that do not belong in a latent

class corresponding to component k and zik = 1 for those that do belong. Intuitively,

each individual can only belong in exactly one class, so each row much have exactly one

value 1,
K∑︂
k=1

zik = 1. (2.8)

Since the class memberships are latent, z need to be estimated (If z were observed, the

analysis could be simplified into an ordinary regression analysis). Posterior probabilities

τ are the conditional expectation of z, calculated as the probability of observing yi from

the distribution of mixture component k proportional to the probability of observing yi from
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any component distribution,

τik =
πkfk(yi;θk)∑︁K
h=1 πhfh(yi;θh)

. (2.9)

If z were available, the prior probabilities π could be estimated simply with the proportion

of individuals in each class k,

π̂k =
n∑︂

i=1

zik
n
. (2.10)

The complete-data log-likelihood for the unknown parameters π and θ is of the form

logL(π,θ) =
n∑︂

i=1

K∑︂
k=1

zik(log πk + log fk(yi;θk)), (2.11)

where π are the prior probabilities, θ the component-specific parameters and fk is the

probability distribution of component k, typically the normal density.

The fact that the posterior probabilities τ depend on the unknown parameters π and θ,

which in turn depend on the latent class membership data z creates a type of a chicken

and egg situation that can be solved using the EM algorithm. First, initial values π(0)

and θ(0) are needed to get the algorithm started. As the result of the algorithm can

change depending on the initial values, the process should be repeated several times

with different starting values in order to find the globally optimal solution rather than a

local one.

At the E-step of each iteration g, the conditional expectation of the missing data z is

calculated by substituting π and θ in (2.9) with the current estimates π(g) and θ(g),

Eπ(g),θ(g)(zij|yi) = τ
(g)
ik =

π
(g)
k fk(yi;θ

(g)
k )∑︁K

h=1 π
(g)
h fh(yi;θ

(g)
h )

. (2.12)

The M-step involves the calculation of updated parameter estimates π(g+1) and θ(g+1)

that maximize the log-likelihood using τ (g). The estimated prior probabilities are simply

the component-wise averages of the posterior probabilities, calculated by replacing z in

(2.10) with its expectation τ (g),

π
(g+1)
k =

n∑︂
i=1

τ
(g)
ik

n
. (2.13)

The parameter estimates θ(g+1) are calculated by replacing z in (2.11) with τ (g) and
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finding the root of the derivative of the log-likelihood function,

n∑︂
i=1

K∑︂
k=1

τ
(g)
ik

∂ log fk(yi;θk)

∂θ
= 0. (2.14)

Since in practice all posterior probabilities τik > 0, each individual contributes to the

distribution parameter estimates of each component. According to (2.5), each individual

i has the same total effect, which is distributed between the components according to the

posterior probabilities.

Since the likelihood (2.11) increases after every iteration, a stopping criterion has to be

defined. The algorithm ends after a maximum number of iterations is reached, or a con-

vergence is reached, meaning that the increase in likelihood between consecutive itera-

tions

L(π(g+1),θ(g+1))− L(π(g),θ(g)) (2.15)

is negligible.

2.1.2 Example: Old Faithful waiting time

To demonstrate fitting a mixture model using the EM algorithm, consider the Old Faithful

geyser data (Härdle 1991; Azzalini and Bowman 1990), which consists of 272 measure-

ments from the waiting times between eruptions and the durations of eruptions of the Old

Faithful geyser in Yellowstone National Park. The Old Faithful data is freely available in R

as faithful. The data is a classic example of a mixture distribution, as the geyser appears

to exhibit two different geothermal processes. In figure 2.1 A, the distribution of the wait-

ing time between eruptions looks like a mixture of two relatively normal distributions. A

mixture model with only an intercept as a predictor was fitted to the waiting time variable.

In figure 2.1 B, model selection criteria are compared for models fitted with K = 1 . . . 5

mixture components, and each of the three criteria favours the two-component model.

Next, let’s take a closer look at the fitting of this two-component model.

Appendix A contains the log-likelihood, prior probabilities π and model parameters θ cal-

culated at each iteration of the EM algorithm. The model parameters θ in this case consist

of intercepts µ and standard deviations σ. The algorithm converged after the 42nd iter-

ation. The iteration data in appendix A is also visualized in figures 2.1 C-F. Plot C shows

that the log-likelihood improved slowly at first, then quickly between the 20th and 30th

iterations and afterwards slower again as the algorithm started to approach convergence.

Plots D, E and F show that the model parameters shifted faster between 20th and 30th

iterations as well. The intercepts were quite close at first, but diverted towards the two

peaks of the distribution. Both standard deviations were around the overall standard de-

viation at first, but went down as the clusters started to form and were almost equal at
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A: Histogram of Old Faithful waiting time
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Figure 2.1. Old Faithful example: Plot A contains a histogram of the waiting time between
eruptions of the Old Faithful geyser, B is a plot of model selection criteria, C-F show the
development of log-likelihood and model parameters through the iteration process while
fitting the two-component model.
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Figure 2.2. Clusters formed in the Old Faithful data using only the waiting time variable.

the end. At first, the EM algorithm was rather slow to progress, as the intercepts of the

components were very close to each other in the beginning. This highlights that not only

the results, but also the speed of the algorithm can be affected by the choice of starting

values.

The clusters formed from the two-component model are plotted in figure 2.2. Note that

since the model did not use the eruptions variable or any other predictors, the clustering

is equivalent to drawing a vertical line in the plot to divide the measurements. Still, the

clusters correspond quite well to the two groups of measurements that can be seen in the

data.

2.2 Box-Cox transformation

Transformations are mathematical operations designed to alter the distribution in a set

of data, e.g. so that an assumption of normality in an analysis would hold. Box-Cox

transformation looks for the most optimal transformation for the specific data by going

through many values of the power parameter λ and finding the one that maximizes the

log-likelihood. The transformation in its basic form is (Box and Cox 1964)

y
(λ)
ij =

⎧⎨⎩(yλij − 1)/λ, if λ ̸= 0

log(yij), if λ = 0,
(2.16)

where y
(λ)
ij is a data point in the transformed space, yij is the original point of data and

λ is the power parameter of the transformation. The transformation is defined piecewise

for continuity at λ = 0. This transformation is applicable when each yij > 0. For y with

non-positive values, see the version of the transformation with a shift parameter in Box
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and Cox (1964). After the transformation the log-likelihood of θ and λ becomes a sum

of the original log-likelihood with y substituted by y(λ) and the logarithm of the Jacobian

determinant of the transformation,

logL(θ, λ | y) = logL(θ | y(λ)) + log J(λ;y) (2.17)

where θ is a vector of unknown parameters and the Jacobian is

J(λ;y) =
n∏︂

i=1

p∏︂
j=1

⃓⃓⃓
∂y

(λ)
ij

∂yij

⃓⃓⃓
=

n∏︂
i=1

p∏︂
j=1

⃓⃓⃓
∂(yλij−1)/λ

∂yij

⃓⃓⃓
=

n∏︂
i=1

p∏︂
j=1

yλ−1
ij

= ỹN(λ−1)

(2.18)

where

ỹ = (
n∏︂

i=1

p∏︂
j=1

yij)
1
N

is the geometric mean of y, n is the number of individuals, p the number of measurements

for each individual and N = np the total number of measurements. In order to make

the likelihood independent of λ, Box and Cox (1964) introduced a scaled version of the

transformation that uses the geometric mean of y:

υ
(λ)
ij =

⎧⎨⎩(yλij − 1)/λỹλ−1, if λ ̸= 0

ỹ log(yij), if λ = 0.
(2.19)

The Jacobian of this scaled transformation becomes

J(λ;y) =
n∏︂

i=1

p∏︂
j=1

⃓⃓⃓
∂υ

(λ)
ij

∂yij

⃓⃓⃓
=

n∏︂
i=1

p∏︂
j=1

⃓⃓⃓
∂(yλij−1)/λỹλ−1

∂yij

⃓⃓⃓
=

n∏︂
i=1

p∏︂
j=1

yλ−1
ij

ỹλ−1

=
ỹN(λ−1)

ỹN(λ−1)

= 1

(2.20)
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which means that the log-likelihood becomes zero-Jacobian, implying that the maximiza-

tion of the likelihood for the transformed data υ(λ) with a fixed λ is equivalent to the max-

imization of the likelihood for the original observations y with respect to θ. This means

that likelihood and likelihood-based metrics can be used to find the best value of λ by

comparing models fitted to data transformed with different values of λ.

The application of the Box-Cox transformation requires computations with many values

of λ. The transformation operates more reliably with relatively small absolute values of

λ and in general the range [−5, 5] should be sufficient, though smaller ranges such as

[−3, 3] or [−2, 2] are also used commonly. The interval between the calculation points of

λ should not be too large so that the optimal transformation can be found accurately. E.g.

0.1 is a commonly used interval for λ values. At each calculation point of λ, the maximum

likelihood estimates of θ are computed and the overall likelihood is noted down. The value

of λ that produces the highest likelihood is deemed to provide the best fit for the data. The

best value of λ can be interpreted such that the predictors are approximately proportional

to Y λ if λ ̸= 0 or log Y if λ = 0. In practical applications, the λ value is often rounded for

more interpretable results, though confidence intervals or other statistical tools should be

used when rounding the estimated λ. It is a common practice to use testing to determine

if the estimated value of λ is significantly different from another value. E.g. λ = 1 can

be used as a null hypothesis that can be tested against the best λ value with a likelihood

ratio test. Since the transformation with λ = 1 is simply y
(λ)
ij = yij − 1, this test can be

interpreted as a test of whether or not the transformation improves the fit significantly.

Since the transformation shifts the scale of the response variable, the parameter esti-

mates θ are not directly interpretable in the original parameter space. As Box-Cox trans-

formation has not been considered before for mixture models, reparameterizations of θ

have not been explored broadly. For reparameterizations in different models, see e.g.

Gurka et al. (2006), Tsai (1988), Liu et al. (2021).

2.2.1 Example: Artificial data

To demonstrate the application of the Box-Cox transformation, a linear regression model

is fitted to an artificial data set in this chapter. A total of 1000 data points were generated

such that an independent variable x was drawn from N(10, 1) and a dependent variable

y was generated using x and random errors from χ2
4. The data is plotted in figure 2.3

along with a regression line fitted using x as a predictor. The normal Q-Q plot and the

histogram of residuals in figure 2.3 suggest that the assumption of normality would not

hold.

In figure 2.4, the top-left plot depicts the log-likelihood of a regression model as a function

of the power parameter λ in the Box-Cox transformation. The plot is drawn by the boxcox

implementation of the transformation in R library MASS (Venables and Ripley 2002) and
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Figure 2.3. Example: Artificial data and residual diagnostics.

includes a 95 % confidence interval for the λ parameter. The optimal value of the power

parameter apprears to be λ = −1 and as such rounding the power parameter would

not be necessary. In the top-right plot, the data is transformed using λ = −1 and a

regression line is drawn again. Note that the scale of the dependent variable has shifted

because of the scaled transformation. Now, the residuals appear to have a nice and

normal distribution in the bottom plots of figure 2.4. In addition to improving the distribution

of the residuals, the transformation increased the coefficient of determination from R2 =

0.08 to R2 = 0.12, though both are quite low.

This example showed that the transformation can help with the analysis by rendering the

distribution of the random errors normal. However, not every type of non-normality can

be fixed with a Box-Cox transformation, nor any other transformation for that matter.
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Figure 2.4. Example: Log-likelihood as a function of the power parameter λ, data trans-
formed with λ = −1 and residual diagnostics.
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3 BACKGROUND LITERATURE

3.1 Overextraction of clusters

In the article that sparked discussion on the overextraction of clusters from non-normal

data, Bauer and Curran (2003a) highlighted that finite mixture models were developed

for two purposes. The first and more common purpose is identification of distinct classes

of individuals in the data. The second and less common purpose is modeling of com-

plex distributions using normal mixture components. In practice, these situations can be

tricky to distinguish from one another. Traditional metrics used for model selection such

as AIC or BIC do not differentiate between mixture components that represent classes of

individuals that might correspond to latent classes and components that are simply com-

putational tools that approximate the complex distribution and carry no interpretable infor-

mation about the population. Using a simulation experiment, Bauer and Curran (2003a)

showed that model selection criteria can favour two-component models in non-normal

data with a single group.

In response to Bauer and Curran finding that the number of clusters can be over-estimated

easily, Cudeck and Henly (2003) state that there are no true models to discover. In the

real world, the data that we observe is not generated from any specific model, but rather

a realization of much more complex phenomena. Even the best statistical models are

still only approximations of these phenomena. According to a quote attributed to George

Box, All models are wrong, but some are useful. As shown by Bauer and Curran, a two-

component mixture model can emerge from data without any group structure. Cudeck

and Henly add that a two-component model can also be the optimal approximation for a

population with many more latent classes, if the classes overlap. Thus using e.g. different

response variables or cross-validation is recommended to find a number of clusters that

performs consistently.

B. Muthén (2003) commented on Bauer and Curran with remarks about whether or not

the overextraction of clusters is a major issue, as well as proposed the Lo-Mendell-Rubin

likelihood ratio test (Y. Lo et al. 2001) and skewness and kurtosis tests as alternatives

that might perform better than BIC in model selection with non-normal data. However, in

response to the comments, Bauer and Curran (2003b) point out that the LMR LRT also

preferred the two-component model over the one-component model with the single-group
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non-normal data, as did many other model selection criteria. The skewness and kurtosis

test suggested by B. Muthén and Asparouhov appears to have never reached publication.

Rindskopf (2003) responded to Bauer and Curran by pointing out that a model with too

many clusters could be identified by model-checking measures. Rindskopf also discusses

the appropriateness of modeling complex non-normal distributions using mixtures, stating

that the poor fit of a one-component model could be caused by insufficient selection of

predictors.

Bauer and Curran (2003b) concludes by pointing out that the overextraction of clusters

might not be an issue if the aim is in description and prediction. Many different models can

be used to describe a set of data and make more or less accurate predictions. Outside of

simulation experiments, correct models do not exist. However, applied research is more

often focused on finding explanations for the phenomena behind the data and forming an

understanding on the subject. A misidentified cluster model can become problematic, if

it is used to draw conclusions or answering research questions. As an example, Bauer

and Curran (2003b) points out that either a geocentric or a heliocentric model of our solar

system can be used to predict the position of the moon, yet the models are not equal as

only the latter could be consistent with the laws of physics and helpful at understanding

the solar system.

There has been a lot of discussion about using mixture models with non-normal data, the

issues that might arise and possibilities for better model selection. However, the root of

the problem has been mostly sidelined. Whether fitting a model with one or more normal

components to non-normal data, the fit will often be poor. Instead of looking for the model

with the least bad fit, using a transformation could allow the applied researcher to find a

model that actually provides a good fit for the data. It is worth mentioning that the over-

extraction of clusters is not a bug in the method, but a feature. When the data is assumed

to be a mixture of normal components, such components are fitted to the data. If the

assumption of normality is violated, the non-normality is modeled using normal mixture

components. In many practical applications, this can be an inconvenient property of the

method, which is why researchers should be aware of it when using mixture models.

In regard to the two use cases of mixture models outlined by Bauer and Curran (2003a),

using a transformation to render the distribution normal could enable the use of the anal-

ysis for identifying latent classes within the data even if the distribution is non-normal,

where without transformation the analysis would end up only approximating the distri-

bution instead. In applied research, mixture models are more commonly used to look

for groups that correspond to latent classes. Hence, it is useful to have tools available

that enable the researcher to look for latent classes whether or not the data is normally

distributed.
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3.2 Other approaches to non-normal data with mixture models

Several methods have been studied for non-normal data and mixture models in the non-

longitudinal case, most notably K. Lo and Gottardo (2010) compared the ordinary normal

and t-distributions, their skew-variants and Box-Cox-transformed distributions using both

real-world data and simulation experiments. The Box-Cox-transformed t-distribution was

found to perform the best both in terms of model identification and clustering accuracy. In

addition, the skew-t models have been studied in depth by Lin et al. (2007), skew-t and

skew-normal models by Lee and McLachlan (2013a) and Lee and McLachlan (2013b),

while George et al. (2013) considered classifying the non-normal variable to an ordinal

class variable and Melnykov et al. (2020) examined approaches with several transforma-

tions. Recently, some focus has shifted to longitudinal mixture models as well, where

skew-t models have emerged as the most popular method. Transformations have not yet

been widely examined as an alternative with longitudinal mixture models.

B. Muthén and Asparouhov (2015) considered using growth mixture models with skew-t

distribution to tackle the overextraction of clusters from non-normal data. In their exper-

iments, the skew-t models selected using BIC did have fewer cluster than those with

normal distribution. The skew-t mixture models provided a better fit to the non-normal

data, allowed for a simpler model and reduced the risk of over-estimating the number of

clusters. However, the computations were far slower compared to those using normal

distribution and the analysis required more repetitions with different starting values due

to the less smooth nature of the skew-t likelihood function. In addition, the skew-t models

ran into problems with small class sizes. While mixture models that use the normal distri-

bution can deal with minor infringements to the assumption of normality, skew-t models

do appear to be an useful tool for non-normal data.

Depaoli et al. (2019) found that skew-t and skew-normal GMMs performed relatively well

when the separation of the classes was high, but struggled when the classes were closer

together. Son et al. (2019) compared using t, skew-normal and skew-t distributions in

GMMs with non-normal data and found that only the skew-t models performed ade-

quately. It was also determined that skew-t models were robust against uneven class

sizes (π = {0.75, 0.25}) at large sample sizes (n = 1500 with 8 measurement points).

Nam and Hong (2021) recently compared the performance of GMMs with skew t-distribution,

adjusted logarithmic transformation and using van der Waerden quantile normal scores

on non-normal data. They found that the logarithmic transformation had a faster com-

putation time than the skew-t method, though the skew-t method yielded more accurate

estimates and was more robust in different conditions. The parameter estimates obtained

using van der Waerden quantile normal scores were more biased than those obtained

using the adjusted logarithmic transformation. Nam and Hong (2021) suggest that the

skew-t approach is better for obtaining accurate parameter estimates than either of the
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transformation methods regardless of the sample size, class proportions or the skewness

of the data.
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4 SIMULATION EXPERIMENTS

4.1 The effects of the transformation

The first simulation experiment is designed to examine the effects of a Box-Cox trans-

formation on latent class identification in trajectory analysis. A total of 300 samples are

generated from populations with one, two and three latent classes. Each data consists

of n = 200 individuals with p = 10 measurements each. The measurements of individ-

ual i are represented by the vector yi and the time point is represented by xj = j−1
9

,

j = 1 . . . 10. The random error in each population is ϵij ∼ N(0, 0.52). First 100 samples

are generated such that the measurement vector for each individual i are drawn from the

one-class distribution

yi = e1+0.2x+ϵi . (4.1)

Another 100 samples are generated by drawing measurement vectors from the two-class

distribution

yi =

⎧⎨⎩e1+ϵi with π1 = 0.6 probability

e1+x+ϵi with π2 = 0.4 probability.
(4.2)

The last 100 samples are generated using the three-class distribution

yi =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
e1+ϵi with π1 = 0.5 probability

e1+x+ϵi with π2 = 0.3 probability

e1+x+x2+ϵi with π3 = 0.2 probability.

(4.3)

The selected growth parameters determine the separation between the classes and there-

fore are of great interest to whether or not the algorithm will be able to separate the

classes into different clusters. However, for the task of separating the classes, the growth

only matters in relation to the random errors; the effect of a growth parameter β = 1

would change significantly if the variance of the random error was e.g. V ar(ϵ) = 100

rather than V ar(ϵ) = 0.25. Thus, the ratio of growth and variance in the random errors is

important to the experiment. The values for growth parameters as well as the distribution

of ϵ were selected such that separating the classes would be a possible, yet not a trivial

task. If the classes were separated by wide enough margins, identifying them into sepa-
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rate clusters would not be difficult. If the classes have a lot of overlap, separation would

be more or less impossible.

The prior probabilities π were selected such that no class would have too small represen-

tation in the sample. A small prior probability (e.g. πk ≤ 0.1) could result in generating

samples where the already small class would be underrepresented, which can in turn lead

to the analysis favoring models with fewer clusters and some outliers rather than models

where the small class has been correctly identified into a separate cluster. Since the

aim is to examine how the skewness of data affects class identification, having too small

classes could unnecessarily complicate the analysis e.g. by canceling out the effect of

over-extraction of clusters from skewed data. With the smallest prior in this simulation ex-

periment being π3 = 0.2, the expected number of individuals from any class in a sample

of size n = 200 is E(nk) ≥ 40.

Examples of the generated samples are plotted in figure 4.1. The original skewed data on

the left have frequent extreme values above the mean but none below. On the right, the

transformed data appear more symmetrical. The classes are not entirely separate with

or without the transformation, but in the last measurements the classes with growth (red

and blue) are, on average, clearly higher than the no-growth (black) class.

The set-up used is a small-scale example of a Taylor series. As Taylor series are lim-

ited to a fixed interval, they are not ideal for forecasting tasks beyond the limited range.

However, since mixture models are not typically used for predicting the future, using a

Taylor series approximation on the fixed interval is justifiable. In this simulation set-up, the

data are also generated using x and x2 for growth parameters. If extended beyond the

time interval x ∈ [0, 1], especially the quadratic growth might quickly become unrealistic.

Using different mechanisms with similar characteristics on the closed interval would be

possible but would not have any effect on the analysis, and therefore would unnecessarily

complicate the set-up.

4.1.1 Implementation of methods

Analysis was done in RStudio using R version 4.1.2. Trajectory analysis was done us-

ing the implementation in library flexmix (Leisch 2004; Grün and Leisch 2007; Grün and

Leisch 2008). The R program code used to implement the transformation with the trajec-

tory analysis can be found in appendix B.

A longitudinal mixture model was fitted to each set of data. The response variable y

was predicted with x and x2 as predictors. Models were fitted with K = 1 . . . 5 mixture

components. Since the EM algorithm is not deterministic and can yield different results on

the same data depending on the starting values of the algorithm, a total of 10 repetitions

were used with each data and each number of components to decrease the probability
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Figure 4.1. Samples with one, two and three classes before and after transformation with
λ = 0. Each line represents the observed values for one individual and colours represent
different classes. Note that the transformation shifts the scale of y-axis.
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of ending up with a solution that is only locally optimal. The algorithm was allowed a

maximum of 200 iterations to converge, and the required number of iterations was noted

down.

The data is transformed using the scaled Box-Cox transformation in (2.19). The transfor-

mation was done using 81 calculation points of the power parameter λ ∈ [−2, 2] at 0.05

intervals. The analysis on the transformed set of data was done separately for each K.

Models were fitted with each value of λ and the likelihood of the model was noted down.

The model with the highest likelihood was determined to provide the best fit, and the λ that

was used to transform the data was noted down as the optimal value of the power param-

eter. The best-fitting models with different number of components were compared using

Akaike Information Criterion (AIC), Bayesian Information Criterion (BIC) and Integrated

Completed Likelihood (ICL). AIC and BIC are famous and widely used model selection

criteria, and ICL is a criterion designed for mixture models in particular. It is described by

its authors as being similar to BIC but with an additional penalty to the estimated mean

entropy (Biernacki et al. 2000). ICL has also been found to be more robust against vio-

lations of model assumptions, so it will be interesting to find out if ICL can perform better

with the skewed data. BIC was used to choose the model to be used in comparing results

of the results of the analyses with and without transformation.

To compare the accuracy of clustering between transformed and non-transformed analy-

ses, cluster purity was computed for the model with the lowest BIC from each data. Purity

was selected as the measure of accuracy due to its applicability even if the number of

clusters does not match the number of actual classes, or if the clusters do not roughly

correspond to the classes. Purity is computed as the proportion of observations that be-

long to the most common class within their cluster. In the clustering example of table 4.1,

the most common class in cluster 1 is class A with 60 individuals, and in cluster 2 class B

with 25 individuals. Thus, the cluster purity is (60 + 25)/(60 + 10 + 5 + 25) = 0.85.

Cluster purity example

Class

A B

Cluster 1 60 10

2 5 25

Table 4.1. Example of a clustering. Here, cluster purity would be the sum of row-wise
maximum values divided by the total sample size: (60+25)/(60+10+5+25) = 0.85.

The possible values of cluster purity will be in range

purity ∈ [max(
nc

n
), 1], (4.4)

where the lower bound is the proportion of individuals that belong in the most common



21

class within the data. A higher purity value indicates a better clustering result. Cluster

purity is not an informative metric in situations where the data consists of only one class,

as the purity will be 1 no matter how the individuals are divided into clusters. The metric is

punitive to under-estimation of the number of clusters. E.g. if the number of clusters is 1,

the cluster purity will be equal to the lower bound of the range. When comparing cluster

purities of models with different numbers of clusters, the metric tends to favour models

with more clusters; for example, if a data set of size n was split into n clusters with each

having only one individual, cluster purity would get the highest possible value 1 despite

no actual information being conveyed in the clustering. Therefore, purity should be used

carefully if the average size of a cluster is small. In this experiment, the number of clusters

is no more than 5 for samples of size n = 200, which should not be problematic.

Residuals in each model selected with BIC were tested for normality within each cluster

using Shapiro-Wilk normality test (Shapiro and Wilk 1965). The proportion of clusters

where the residuals passed the test for normality at α = 0.05 was noted down for each

run of the analysis.

The execution time of transformed and non-transformed analyses were recorded. All

analyses were run on the same computer with no other simultaneous computationally

intensive tasks. Since the runtimes are heavily dependent on the specific computer and

the implementation used, they are not comparable with runtimes recorded in different

environments. In this experiment, the runtimes are used to compare the computation

times between transformed and non-transformed runs, as well as comparing the runtimes

of data with different number of classes. As the transformed analysis involves an analysis

similar to the non-transformed run to obtain the likelihood value for each point of λ, the

runtime is expected to depend heavily on the number of calculation points used in the

transformation. With 81 values of λ being used in this experiment, the intuitive assumption

would be that a transformed analysis takes at least 80 times as much time as the non-

transformed analysis. With modern computers and relatively small sample sizes, the

computation time should not be an issue, but if the sample size is in the tens of thousands

or higher, the speed of the transformation could become relevant. However, there are still

several possible ways of reducing the computational cost of the analysis, e.g. using fewer

values of λ, fewer repetitions at each λ or allowing fewer iterations of the algorithm.

For practical reasons, the decisions in this simulation experiment related to e.g. model

selection and choosing the best value of λ are made strictly based on chosen criteria

or metrics. This is not reflective of actual statistical analysis of real-world data, where

such decisions should be made with consideration towards prior knowledge of the area,

other research as well as multiple criteria and fit metrics. However, since this is purely

a simulation experiment with the structure behind the data fully known beforehand and

hundreds of analyses being performed, making decisions based on the pre-determined

metrics is justifiable.
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4.1.2 Results of the first experiment

The values of λ that maximized the likelihood in the transformation were in range [−0.3, 0.15]

for models with any K and in [−0.1, 0.1] for the models selected using BIC, which sug-

gests that the range λ ∈ [−2, 2] was sufficiently broad.

Table 4.2 shows the proportion of analyses that reached a convergence before the maxi-

mum of 200 iterations. With the original data, all data with two or three classes converged

to a solution with each number of mixture components, while a handful of the one-class

samples failed to converge to solutions with four or five mixture components. However,

with the transformed data, the non-convergence was much more frequent, with as many

as 39 out of 100 one-class samples failing to converge to a five-component solution. All

samples converged to a solution when the number of mixture components matched the

number of classes, regardless of the transformation. In addition, every model selected

using BIC had reached convergence.

Convergence

Original Transformed

Classes 1 2 3 1 2 3

Components 1 100 100 100 100 100 100

2 100 100 100 99 100 100

3 100 100 100 85 98 100

4 99 100 100 74 94 100

5 92 100 100 61 90 99

Table 4.2. Number of solutions that reached a convergence before 200 iterations. Fre-
quencies out of 100 samples per number of classes.

Table 4.3 shows the average number of iterations that the EM algorithm needed in the

analysis with and without the transformation. In one-component models, the prior and

posterior probabilities are trivial, which leads to the algorithm converging after the second

iteration. The iteration counts of the transformed analyses are based on the final run of

the analysis with the best value of λ found for each data. Iterations from the runs with

different values of lambda were not recorded. Hence, these results can be interpreted as

the iterations with skewed data compared with data transformed using the optimal λ. In-

terestingly, the transformed data required (on average) more iterations in most cases, with

the only exceptions being two-component models constructed from data with two or three

classes. With the transformed data, the average number of iterations increases steeply

as the number of components gets higher than the number of classes. For example,

a 3-component model took on average 112 iterations to converge with the transformed

one-class data, while the 3-component models on the 3-class data converged in under

20 iterations on average. This is consistent with the non-convergence seen in table 4.2.
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Average iterations

Original Transformed

Classes 1 2 3 1 2 3

Components 1 2.00 2.00 2.00 2.00 2.00 2.00

2 18.22 12.28 17.52 53.55 10.77 8.11

3 46.94 23.00 14.12 112.41 48.09 19.65

4 79.37 37.82 28.35 120.99 81.40 45.31

5 102.32 53.05 41.98 134.84 89.65 67.77

Table 4.3. Average number of iterations in 100 samples of data.

The execution times of analyses with and without transformation are in table 4.4. The

recorded time includes fitting models with K = 1 . . . 5 components. As expected, the

analyses without transformation were much faster. The transformation was applied using

81 calculation points of the power parameter λ, in each of which the trajectory analysis

was run separately. Consistent with the iteration table 4.3, the data with one class were

far slower to analyse than data with two or three classes. On average, the transformation

increased the runtime by a factor of 92, higher than the expected 81. This is consistent

with the fact that the transformed data required more iterations with higher numbers of

components at the best value of λ, though the convergence could also have been faster

at other calculation points of λ.

Runtime of analysis (seconds)

Classes min mean max sd

Original 1 5.74 11.88 20.00 2.54

2 4.37 6.83 13.96 1.55

3 3.41 5.50 9.63 0.95

Transformed 1 729.29 975.70 1260.05 103.09

2 514.24 630.12 942.58 66.27

3 425.22 514.85 638.61 41.93

Table 4.4. Averages, minimums, maximums and standard deviations of runtimes in sec-
onds. Recorded times include fitting models with K = 1 . . . 5 components.

Tables 4.5 and 4.6 show the cluster models preferred by each of three model selection

criteria. For example, out of the 100 original one-class data, AIC didn’t see the one-

cluster model as the best fit for any. In 11 out of 100 samples, the two-cluster model was

preferred and in 51 samples the three-cluster model was selected. Out of the three model

selection criteria, none were accurate at finding the number of classes from skewed data.

AIC had the worst performance with the original data, as with most samples the number

of clusters was at least 2 higher than the number of classes. BIC performed slightly better,
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as the number of clusters was 1 or 2 higher than the number of classes. In a majority of

samples, ICL managed to select the model with the number of clusters 1 higher than the

number of classes. Notably, the number of clusters was found to match the number of

classes only a handful of times using any of the criteria, though more commonly with ICL

than the others.

Components in model selected by criterion - Original data

Criterion AIC BIC ICL

Classes 1 2 3 1 2 3 1 2 3

1 0 0 0 0 0 0 0 0 0

2 11 0 0 75 0 0 88 7 0

Components 3 51 0 5 17 27 6 6 73 13

4 19 28 7 5 67 35 5 18 61

5 19 72 88 3 6 59 1 2 26

Table 4.5. Number of mixture components in the models chosen by criteria AIC, BIC
and ICL with the original data. Frequencies out of 100 samples per number of classes.
Solutions where number of components matches number of latent classes in bold.

As seen in table 4.6, the transformation improves the situation significantly, as AIC chose

the correct cluster model at least 83 times out of 100 with each number of classes. BIC

performed even better, managing to find the correct number of components in each of the

300 transformed data. ICL managed to identify each one- and two-class sample correctly,

as well as 92 out of 100 three-class samples. Interestingly, in each of the 8 errors, the

preferred number of clusters was 2, which is lower than the number of classes.

Components in model selected by criterion - Transformed data

Criterion AIC BIC ICL

Classes 1 2 3 1 2 3 1 2 3

1 85 0 0 100 0 0 100 0 0

2 12 83 0 0 100 0 0 100 8

Components 3 3 15 85 0 0 100 0 0 92

4 0 1 13 0 0 0 0 0 0

5 0 1 2 0 0 0 0 0 0

Table 4.6. Number of mixture components in the models chosen by criteria AIC, BIC
and ICL after the transformation. Frequencies out of 100 samples per number of classes.
Solutions where number of components matches number of latent classes in bold.

As seen in the table 4.7, the transformation improved cluster purities in the data with 2 or

3 classes despite the disadvantage of having fewer components. However, even without

the transformation the cluster purities were decent, especially with 2 classes. The cluster
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purities were higher with the two-class data compared to the three-class data both with the

transformation and without. None of the 100 two-class samples were correctly identified

without the transformation, so the statistics could not be calculated. In the 6 three-class

data where the number of components in the model selected using BIC matched the

number of classes, the average purity was only slightly higher than the overall average.

With the transformation the correct number of components was correctly identified in

all cases, thus the overall means and standard deviations match those of the correctly

identified models. The standard deviations were slightly smaller with the transformation

than without, suggesting that the consistency was also improved with the transformation.

Cluster purity means and standard deviations

Classes mean (all) sd (all) mean (correct K) sd (correct K)

Original 2 0.926 0.03 - -

3 0.880 0.04 0.884 0.02

Transformed 2 0.969 0.01 0.969 0.01

3 0.941 0.02 0.941 0.02

Table 4.7. Means and standard deviations of cluster purity by number of classes. Statis-
tics separately for all samples and samples where the number of components was cor-
rectly identified using BIC. The one-class models were not included in the table since
cluster purity is an uninformative metric in one-class cases.

Table 4.8 contains the results of the cluster-wise residual normality tests. The results

show that the residuals were almost never normally distributed with the original data. Only

twice in 300 data a cluster was formed so that the assumption of normality of residuals

held. After the transformation, the residuals passed the test for normality in most cases.

In only three data out of the 300 samples all clusters failed the test of normality, which is to

be expected with the risk level; sometimes samples generated from normal distributions

aren’t normal enough to pass the test. In eleven cases a cluster failed the test of normality

while the rest passed, which is also expected.

4.2 Optimizing the Box-Cox transformation

After the first simulation experiment, steps were taken to speed up the execution of the

model fitting with transformation. Rather than going through the entire range λ ∈ [−2, 2]

with intervals of 0.05 between values of λ, the analysis is first done with 11 values of λ in

[−5, 5] with interval one tenth of the range, 10/10 = 1. The value of λ that provides the

highest likelihood after fitting the mixture model is selected as the new midpoint λ(1)
mid, and

another 11 calculation points are selected so that the new interval is [λ
(1)
mid − 1, λ

(1)
mid +1].

Since the log-likelihood in relation to λ has the general shape of a downward opening

parabola, though not necessarily symmetric, the global maximum can be assumed to fall

within the new interval. The interval between the calculation points is 2/10 = 0.2 at the
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Cluster-wise normality of residuals

Classes All failed Some passed All passed

Original 1 99 1 0

2 100 0 0

3 99 1 0

Transformed 1 2 0 98

2 1 4 95

3 0 7 93

Table 4.8. The proportion of clusters where the residuals passed the Shapiro test for nor-
mality at α = 0.05. The analysis assumes that residuals are independent and identically
distributed within each component. Models selected using BIC.

second iteration. A third and final iteration is done in a similar manner, by selecting the

value of λ that provides the highest likelihood as the new midpoint, λ(2)
mid, and using 11

calculation points in [λ
(2)
mid − 0.2, λ

(2)
mid + 0.2] with 0.4/10 = 0.04 intervals. The value of

λ that provides the highest likelihood on the third iteration is then selected as the final

λ. The total number of calculation points is 33, although this will include some repeated

points.

Compared to the brute-force method used in the first simulation experiment, this method

requires 59 % fewer calculation points and is expected to be much faster, while also

covering a longer range of possible values and using a slightly smaller interval between

the points. It should be noted that the likelihood function in relation to λ is often not

perfectly smooth, as the likelihood of a mixture model will involve some randomness due

to different starting values and the fact that the iteration process is interrupted when a

convergence is reached. However, these changes are typically quite small, unless the

EM algorithm fails to find the global maximum likelihood estimates and lands on a local

maximum instead.

When used with e.g. linear regression, the efficiency of the transformation is usually not

an issue, since a closed-form solution for the model exists and can be computed directly

without iteration. However, since mixture models require iterative computations that tend

to be much slower, the efficiency can become an issue with large sample sizes.

The R implementation of this optimized version of the Box-Cox transformation for trajec-

tory analysis using flexmix can be found in appendix C.

4.3 Comparison with skew-t

A second simulation experiment was designed to compare the transformation method

with skew-t growth mixture models. The aim of the experiment is to find out if the trans-
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Figure 4.2. Data with different class proportions and sample sizes. Each line represents
the observed values for one individual and colours represent different classes.

formation can improve on the known issues of the skew-t GMMs and at what cost. In

order to make the set-up fair for both methods, the data was generated using a distribu-

tion that won’t be a perfect fit for either method. Using e.g. the log-normal distribution

of the previous experiment would most likely give the transformation a home-ground ad-

vantage. A Gamma distribution was selected for the random errors. Sample sizes are

n ∈ {200, 500} and p = 6. All data were generated using a two-class distribution

yi =

⎧⎨⎩1 + ϵi with π1 probability

1 + 2x+ ϵi with π2 probability
(4.5)

where x is a vector of the time points xj = j−1
5

, j = 1 . . . 6 and the random errors

are i.i.d. ϵij ∼ Gamma(2, 1). Both even π = {0.5, 0.5} and uneven π = {0.8, 0.2}
class proportions were used to find out how the prior probabilities affect the performance

of each method. With each combination of n ∈ {200, 500} and even or uneven class

proportions, 100 samples were generated for a total of 400 runs of the analysis. Examples

of data are plotted in figure 4.2.
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The Box-Cox transformation method was performed using the optimized application de-

scribed in section 4.2. The skew-t GMMs were fitted using the implementation in Mplus

software (L. Muthén and B. Muthén 1998-2017; Jung and Wickrama 2008) through an R

interface in library MplusAutomation (Hallquist and Wiley 2018). As the implementations

of the methods are vastly different and even run on different software, the runtimes are

once again only roughly approximate. In addition, the runtimes can be affected signifi-

cantly by the number of repetitions of the EM algorithm and the number calculation points

of the transformation. Earlier literature has recommended using a high number of start-

ing points for the skew-t models especially with noisy data (B. Muthén and Asparouhov

2015), and trial runs showed that the results were inconsistent with 10 repetitions with

different starting values, so 40 repetitions were used.

Models were fitted with each method using 1 . . . 4 mixture components. The methods

will be compared in terms of accuracy of the estimation of the number of components,

convergence, runtime and cluster purity. Model selection is done using BIC. With both

methods, the maximum allowed number of iterations was left at the default of the imple-

mentation. In the flexmix implementation of the transformed analysis, the maximum was

200 iterations and in the Mplus implementation of skew-t GMMs the maximum was 500

iterations.

4.3.1 Results of the second experiment

The optimal values of λ in the transformation were in range [−0.32, 0.2] for models with

any K and in [−0.32, 0.08] for the models selected using BIC. Since the Gamma distri-

bution is not directly coercible to a normal distribution, there is no correct value for the

power parameter λ.

The convergences in each method are tabulated in table 4.9. Similar to the first simulation

experiment, the transformation method encounters some non-convergence as the num-

ber of components gets higher than the number of classes. On the other side, the skew-t

models converged in nearly all cases, only failing to converge thrice with four-component

models and once with one-component model. It is worth noting that the Mplus software

was unable to finish the analysis properly in two of the cases when convergence wasn’t

reached, and as a result the runtimes of those runs couldn’t be recorded. The higher

number of allowed iterations for the skew-t method explains the more frequent conver-

gence at least partially. Regardless, both methods converged every time with two mixture

components. The transformation method appeared to converge slightly more often with

the even class proportions. The sample sizes seem more or less insignificant factors in

terms of convergence. The one-component skew-t model that failed to converge was sur-

prising, since the one-component models should be trivial and not require iteration. The

non-convergence was reproducible with the specific data and might be an issue with the
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software or the implementation rather than the method.

Convergenve

Transformation Skew-t

Class prop. Even Uneven Even Uneven

n 200 500 200 500 200 500 200 500

Components 1 100 100 100 100 100 100 99 100

2 100 100 100 100 100 100 100 100

3 99 100 90 88 100 100 100 100

4 87 93 79 84 98 99 100 100

Table 4.9. Number of solutions that reached a convergence before iteration limit (200 for
transformation and 500 for skew-t). Frequencies out of 100 samples per sample size and
class proportion.

Table 4.10 contains the minimum, maximum, mean runtimes of each method as well as

the standard deviations. It is worth noting once again that the runtimes are at best approx-

imate representations of the time complexity of each method and not entirely comparable,

as the implementations run of different software, different number of iterations were al-

lowed and the skew-t method had more random starts in the EM-algorithm. That being

said, the skew-t method was slightly faster on average. Increasing the sample size from

n = 200 to n = 500 roughly doubled the runtime of each method. With the transforma-

tion method, the data with even class proportions was slightly faster to analyze, while the

opposite was true with the skew-t method.

Runtime of analysis (seconds)

Class prop. n min mean max sd

Transformation Even 200 121.6 183.7 249.4 26.79

Even 500 255.8 341.6 459.8 46.55

Uneven 200 131.2 211.3 327.8 43.80

Uneven 500 270.9 407.9 552.5 68.95

Skew-t Even 200 114.5 149.0 382.8 31.68

Even 500 298.2 357.3 769.0 67.60

Uneven 200 78.0 132.6 483.0 46.91

Uneven 500 224.1 324.2 487.5 38.35

Table 4.10. Runtimes of analyses in seconds.

The models selected using BIC are tabulated in table 4.11 by the number of compo-

nents. The transformation method found the correct number of components in 99 out of

100 times with the smaller data and even class proportions. Interestingly, the situation

got worse with a larger sample size, as the number of components was over-estimated
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almost a quarter of the time with n = 500 and even class proportions. With uneven

class proportions, the transformation method failed to separate the classes 13 times with

n = 200. However, this time increasing the sample size helped, as all 100 samples were

correctly identified with n = 500 and uneven class proportions.

On the other side, the skew-t method was unable to identify the two classes in most

cases. The only adequate results were obtained with even class proportions and n = 500,

where the correct number of components was found 86 times out of 100. With the smaller

sample size or uneven class proportions the correct number of components was found

only 13 and 12 times respectively. With both the smaller sample size and uneven class

proportions, the correct model was found a mere 2 times. Notably, the skew-t method

never over-estimated the number of components, as all of the errors were towards the

one-component model.

Components in model selected using BIC

Transformation Skew-t

Class prop. Even Uneven Even Uneven

n 200 500 200 500 200 500 200 500

Components 1 0 0 13 0 87 14 98 88

2 99 76 86 100 13 86 2 12

3 1 24 1 0 0 0 0 0

4 0 0 0 0 0 0 0 0

Table 4.11. Number of mixture components in the models chosen by BIC. Frequencies
out of 100 samples. Solutions where number of components matches number of latent
classes in bold.

Table 4.12 contains the cluster purity means and standard deviations in all models se-

lected using BIC, and separately those in which the correct number of components was

found (the bold row in table 4.11). The transformation method was able to produce a de-

cent result, as the purities were close to 0.9 with each sample size and class proportion

with relatively small deviations. The skew-t method was punished heavily, as the purity

metric penalizes the under-estimation of the number of clusters harshly. In the 100 data

with even class proportions and n = 200, the average purity was only 0.565. This is

explained by the fact that in 87 of the 100 data, the skew-t method favoured the one-

component model. As per (4.4) cluster purity can never be lower than the proportion of

the largest class in the data. With that in mind, the 0.799 and 0.806 average purities in

the data with uneven classes look really bad, as the expected size of the largest class

was 0.8.

When looking only at the results where the methods were able to find the correct number

of components, the transformation still performs more or less the same, with purities
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around 0.9 with small deviations. The purities of the skew-t models are improved, though

still clearly lower than the transformation method. The highest average purity with the

skew-t method was 0.868, obtained with the uneven class proportions and n = 200,

where the correct model was found only twice in 100 samples. The rest were slightly

below with purities between 0.835 and 0.855.

Cluster purity means and standard deviations

Class prop. n mean (all) sd (all) mean (K̂=2) sd (K̂=2)

Transformation Even 200 0.900 0.03 0.900 0.03

Even 500 0.907 0.02 0.905 0.02

Uneven 200 0.894 0.04 0.905 0.03

Uneven 500 0.910 0.02 0.910 0.02

Skew-t Even 200 0.565 0.11 0.835 0.03

Even 500 0.793 0.12 0.838 0.03

Uneven 200 0.799 0.03 0.868 0.07

Uneven 500 0.806 0.03 0.855 0.02

Table 4.12. Means and standard deviations of cluster purity by number of classes. Statis-
tics separately for all solutions and the solutions where the number of components was
correctly identified using BIC.

4.4 Conclusions

In the first simulation experiment, the transformation was found to be quite costly in

terms of computation time. In addition, convergence was less consistent with a high

number of components compared to the original data and more iterations were usually

required. Convergence became easier as the number of components was reduced, as

non-convergence seemed to be prevalent only in models that had more components than

those selected by model selection criteria. It seems that the transformation does not

speed up convergence in models with too many components, but the opposite; it is more

difficult to overextract clusters from transformed data. In summary: the more components,

the higher the computational cost.

The extra time invested in the transformation seems well worth the price, as the la-

tent class identification was vastly improved with the transformation. Barely any models

were correctly selected without the transformation, and with the transformation the cor-

rect model was found every time using BIC and most of the time using AIC or ICL. The

performance of model selection criteria is consistent with prior knowledge: with skewed

data, AIC favoured the more complex models most often, while ICL was slightly more

robust against the violation of assumption of normality (Biernacki et al. 2000). With the

transformed data, AIC still over-estimated the number of clusters in 15.7 % of cases. BIC
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and ICL were very accurate, with 100 % and 97.3 % of correctly identified cluster models

respectively.

In addition, cluster purity was higher with the transformation, suggesting that the cluster-

ing was more accurate with transformed data than the original skewed data. In conclu-

sion, the interpretation of mixture components as latent classes appears to be far more

accurate with the transformed data compared to skewed data.

As hypothesized by Rindskopf (2003), the models with an over-estimated number of clus-

ters were relatively easy to identify with simple normality tests of residuals. However,

especially with real-world data, passing such test is usually not as easy as it was with

the simulated data. The data in this experiment was drawn from a log-normal distribution,

meaning that after a transformation with λ = 0, the probability density becomes normal.

Hence, results this polarized should not be expected with real-world data. Either passing

or failing the cluster-wise tests of normality does not imply the correctness of the identified

cluster model in either direction. However, paired with other model diagnostics, passing

the test is a good sign.

The skewness of the simulated data was quite extreme. This was done on purpose, so

that the effects of the non-normality would become obvious, as the aim of the experiment

is to compare the results of the analysis with data that is skewed and data that is normally

distributed. Since most real-world data would be skewed more subtly, all of the effects of

non-normality found in this experiment might not be present with skewed real-world data,

at least not to the same extent.

In the second simulation experiment, the transformation method encountered some con-

vergence issues again while fitting models with more components than there were classes

in the data, although the situation would get better by allowing more iterations in the EM-

algorithm. The skew-t method reached convergence in almost all runs of the analysis.

While the skew-t method was slightly faster overall than the optimized version of the trans-

formation, the runtimes were in a similar range. Both methods could still be sped up e.g.

by fitting the skew-t GMM directly in Mplus rather than through an R interface, reducing

the number of repetitions or maximum iterations or by further optimizing the transforma-

tion method described in section 4.2. However, aside from the first, these alterations

could affect the results negatively.

The transformation was fairly good at dealing with the skewness of the data, as the num-

ber of components was only over-estimated in a quarter of the times with n = 500 and

even class proportions. This is a curious result, as the intuitive hypothesis would have

been that the analysis is easier with more data and even class proportions. The fact

that the only 13 cases of under-estimation of the number of clusters happened with the

smaller n and uneven class proportions suggests that the transformation method is still

quite robust against small sample sizes in terms of latent class identification.
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The skew-t method handled the skewness of the data flawlessly, as the number of com-

ponents was never over-estimated. However, under-estimation of the number of compo-

nents was more of a rule than an exception, as the method found one component to fit the

data better than two in most cases with either the smaller sample size or uneven classes.

With the best results from even classes and n = 500, the under-estimation was still more

frequent than in the transformation method’s worst case, n = 200 and uneven classes.

The transformation method was quite accurate at producing clusters that resemble the la-

tent classes regardless of sample size or class proportions. Although the skew-t method

was punished harshly by the under-estimation of the number of clusters, the transforma-

tion method still performed better when considering only those runs where the correct

number of components was found.

The simulation set-up was quite difficult in the experiment, as the classes were relatively

close to each other, the sample sizes were not very big and the distribution didn’t properly

match the assumptions of either method. This was done on purpose, as the skew-t

method had been found to perform quite well under better conditions (Depaoli et al. 2019;

Son et al. 2019; Nam and Hong 2021). Since the transformation method performed

very well in the first simulation experiment, the natural step was to make things more

difficult for the second experiment. After all, finding out that both methods perform well in

easy conditions would not be the most interesting result. Instead, the aim of the second

simulation experiment was to push the methods to their limits and find out which breaks

first. Both methods were able to handle the skewness in the data adequately, but the

small sample size and uneven classes proved to be too much for the skew-t method with

this level of class separation. A possible avenue for future experiments on the subject

could be to examine how these methods perform with more extreme skewness in the

data, i.e. which method can produce better results as the skewness is increased. Such

experiments should be designed so that the sample size, class proportions and class

separation would be sufficient for each method with data that is less skewed.

Although the computational cost of the Box-Cox transformation was quite high, the run-

times were in a similar range as the skew-t GMMs. Another issue that could be stud-

ied further is the optimization of the Box-Cox transformation through more sophisticated

methods of finding the power parameter that produces the highest likelihood.

A noteworthy point is that although the distribution of the random errors wasn’t a perfect

match for either method, the additional assumptions of trajectory analysis on the expec-

tation (2.6) and the form of the variance-covariance matrix (2.7) held. Whether or not that

would be the case with real-world data is not obvious, and as such, more experiments on

real-world data should be done to compare the methods.
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5 DISCUSSION

Latent class identification consists of two parts. First, being able to accurately find the

number of latent classes and second, forming clusters that correspond to those latent

classes. If either is lacking, the conclusions could become dubious. Correctly identifying

that the data consists of two latent classes is not very useful if the analysis can’t find

clusters that resemble the latent classes, since applied research will often be interested

in modeling the latent classes. In our simulation experiments, the model parameters were

not looked into. The rationale is that the parameters are not directly interpretable after

the transformation and the true model was known. If the clusters represent the latent

classes accurately, then the mixture components will most likely find a more or less ideal

approximation for the model. However, the inability to produce interpretable parameters is

definitely a weakness of the transformation method, since the parameter estimates might

still be biased after reparameterization. A possible avenue for future research could be

the reparameterization of model parameters computed in the transformed space into the

original parameter space.

The Box-Cox transformation was found to significantly increase the computation time

compared to the regular trajectory analysis without a transformation, by a factor slightly

higher than the number of calculation points in the transformation. In the simulation exper-

iment, the transformation massively improved the accuracy of identifying the number of

latent classes. In addition, the clustering was more accurate than without the transforma-

tion. Residual testing was found to be an accurate measure of whether or not the number

of components was too high, though real-world data might yield different results. It would

also be interesting to experiment with trajectory analysis when the assumption of inde-

pendence between consecutive measurements of an individual is purposefully broken.

Would the method still produce decent results or would the analysis deteriorate?

Compared to skew-t GMMs, the runtimes were similar after optimizing the transformation.

The skew-t method was found to perform poorly in situations with small sample size

or uneven class proportions, as the number of latent classes was under-estimated in

most cases. The transformation method managed to find the correct number of latent

classes adequately in all tested set-ups. Even when the number of classes was identified

correctly, the transformation method was still more accurate in clustering the individuals.

The improvement in model identification and clustering accuracy can quite easily justify
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the small increase in computation time.

While the sample size in a real-world study could be affected by the researcher, the sep-

aration and proportions of latent classes can not be affected. Therefore, the inability to

identify small classes is a substantive weakness for the skew-t GMMs, although previous

research has shown that the method is somewhat robust against uneven class propor-

tions at higher sample sizes (Son et al. 2019). Regardless, the transformation method

appears to perform better with both small sample sizes and uneven class proportions.

More experiments are still needed to evaluate the performance, including simulations

with larger sample sizes, more skewness and different levels of class separation in the

data as well as experiments with real-world data. In addition, the Box-Cox transforma-

tion could be paired with growth mixture models and different distributions. However, the

transformation does seem like a useful tool that the applied researcher should consider

when looking for latent classes in non-normal data.
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A OLD FAITHFUL EXAMPLE: MODEL PARAMETERS AT

EACH ITERATION OF THE EM ALGORITHM

Iteration logL π1 µ1 σ1 π2 µ2 σ2

1 -1095.27 0.56 71.40 13.52 0.44 70.26 13.67

2 -1095.25 0.56 71.43 13.45 0.44 70.22 13.75

3 -1095.25 0.56 71.48 13.41 0.44 70.16 13.79

4 -1095.23 0.56 71.55 13.39 0.44 70.07 13.81

5 -1095.22 0.56 71.62 13.36 0.44 69.98 13.84

6 -1095.20 0.56 71.71 13.33 0.44 69.87 13.86

7 -1095.18 0.56 71.80 13.29 0.44 69.75 13.89

8 -1095.16 0.56 71.91 13.25 0.44 69.62 13.91

9 -1095.12 0.56 72.02 13.20 0.44 69.47 13.94

10 -1095.08 0.56 72.16 13.15 0.44 69.30 13.97

11 -1095.03 0.56 72.30 13.09 0.44 69.12 14.00

12 -1094.96 0.56 72.47 13.02 0.44 68.91 14.04

13 -1094.88 0.56 72.66 12.94 0.44 68.68 14.07

14 -1094.77 0.56 72.87 12.84 0.44 68.41 14.10

15 -1094.62 0.56 73.11 12.73 0.44 68.12 14.13

16 -1094.43 0.56 73.38 12.59 0.44 67.78 14.15

17 -1094.16 0.56 73.70 12.42 0.44 67.40 14.17

18 -1093.79 0.55 74.06 12.22 0.45 66.97 14.17

19 -1093.24 0.55 74.50 11.96 0.45 66.47 14.16

20 -1092.40 0.55 75.02 11.62 0.45 65.88 14.12

21 -1091.00 0.55 75.66 11.17 0.45 65.19 14.03

22 -1088.53 0.54 76.44 10.55 0.46 64.38 13.87

23 -1083.89 0.53 77.41 9.68 0.47 63.42 13.58

24 -1075.30 0.53 78.55 8.49 0.47 62.33 13.10

25 -1062.69 0.53 79.70 7.07 0.47 61.15 12.35

26 -1052.29 0.53 80.54 5.94 0.47 60.02 11.37

27 -1047.40 0.54 80.95 5.44 0.46 59.05 10.36

28 -1044.55 0.56 81.06 5.30 0.44 58.22 9.48

29 -1042.04 0.57 81.00 5.29 0.43 57.46 8.71

30 -1039.66 0.59 80.87 5.33 0.41 56.77 8.03

31 -1037.56 0.60 80.72 5.41 0.40 56.17 7.44

32 -1035.98 0.61 80.57 5.49 0.39 55.69 6.94

33 -1034.98 0.62 80.44 5.58 0.38 55.33 6.57

34 -1034.45 0.63 80.33 5.66 0.37 55.08 6.32

35 -1034.20 0.63 80.26 5.72 0.37 54.91 6.16

36 -1034.09 0.63 80.20 5.77 0.37 54.81 6.06

37 -1034.04 0.64 80.16 5.81 0.36 54.74 5.99

38 -1034.02 0.64 80.14 5.83 0.36 54.70 5.95

39 -1034.01 0.64 80.12 5.85 0.36 54.67 5.93

40 -1034.01 0.64 80.11 5.86 0.36 54.65 5.91

41 -1034.00 0.64 80.10 5.87 0.36 54.64 5.90

42 -1034.00 0.64 80.10 5.87 0.36 54.63 5.90
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B R IMPLEMENTATION: BRUTE-FORCE APPLICATION

OF BOX-COX TRANSFORMATION FOR FLEXMIX

# Brute-force application of scaled Box-Cox transformation in flexmix
boxcoxmix <- function(y, x, id, lambdas, K, classes, plot=TRUE){

### Arguments:
# y: Response variable (in long format)
# x: Predictor(s) as a vector or a matrix (in long format)
# id: Identifier unique to each individual (in long format)
# lambdas: Sequence of lambda calculation points
# K: Number of mixture components, single value or a vector
# classes: (optional) Known classes of the individuals
# plot: If TRUE, a model selection plot is drawn
#-----------------------------------------------
### Values:
# K: number of mixture components
# lambda: Best value of lambda found
# AIC: Akaike Information Criterion
# BIC: Bayesian Information Criterion
# ICL: Integrated Completed Likelihood
# purity: (If classes are known) Cluster purity, higher is better
# pass: Proportion of clusters that pass Shapiro test
# for normality of residuals at alpha=0.05
# conv: 1 if algorithm converged before reaching maximum
# number of iterations, 0 otherwise
# iter: Number of iterations
# logL: log-likelihood of model
# models: flexmix model objects fitted with best
# lambda value for each K
#-----------------------------------------------
### Helper functions
# Scaled power transformation
tran <- function(y, lambda){
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gm <- exp(mean(log(y)))
if (lambda==0){ yt <- gm*log(y) }
else{ yt <- ((y^(lambda))-1)/(lambda*(gm^(lambda-1))) }
yt

}
# Cluster purity
purity <- function(classes, clusters){

tab <- table(classes, clusters)
n <- length(classes)
pure <- 0
for(i in 1:length(tab[1,])){

pure <- pure + max(tab[,i])
}
pure/n

}
# Performs a Shapiro test of normality for each cluster
# in a model and returns the proportion of clusters
# that "pass" the test at alpha = 0.05
test.resid <- function(model, y){

preds <- c()
for(i in 1:length(y)){

preds <- c(preds, fitted(model)[i,model@cluster[i]])
}
resids <- y-preds
ps <- c()
for(i in unique(model@cluster)){

ps <- c(ps, shapiro.test(resids[model@cluster == i])$p)
}
sum(ps >= 0.05)/length(unique(model@cluster))

}
#-----------------------------------------------
require(flexmix)
nlambda <- length(lambdas)
data <- list(y=y, x=x, id=id)
res <- matrix(nr=0, nc=10)
models <- c()

for(k in K){
likelihood <- c()
for(l in 1:nlambda){
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likelihood <- c(likelihood,
logLik(stepFlexmix(tran(y, lambdas[l])~x|id,
data=data, k=k, nrep=10, verbose=F)))

}
best_lambda <- lambdas[which.max(likelihood)]
best <- stepFlexmix(tran(y, best_lambda)~x|id,

data=data, k=k, nrep=10, verbose=F)
if(hasArg(classes)){

pur <- purity(classes=classes,
clusters=best@cluster[1:length(unique(id))])

}
else{

pur <- NA
}
pass <- test.resid(best, tran(y, best_lambda))
conv <- best@converged
iter <- best@iter
logL <- best@logLik

res <- rbind(res, c(k, best_lambda, AIC(best),
BIC(best), ICL(best), pur, pass,
conv, iter, logL))

models <- c(models, best)
}
res <- as.data.frame(res)
names(res) <- c("K", "lambda", "AIC", "BIC", "ICL",

"purity", "pass", "conv", "iter", "logL")

if(plot){
uplim <- max(c(res$AIC, res$BIC, res$ICL))
lowlim <- min(c(res$AIC, res$BIC, res$ICL))
plot(res$AIC, xaxt="n", type="b", col="blue",

xlab="Mixture components",
ylab="Score", ylim=c(lowlim, uplim),
pch=ifelse(res$AIC == min(res$AIC),16,1))

points(res$BIC, type="b", col="red",
pch=ifelse(res$BIC == min(res$BIC),16,1))

points(res$ICL, type="b", col="green",
pch=ifelse(res$ICL == min(res$ICL),16,1))

legend(x="topright", legend=c("AIC","BIC","ICL"),
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col=c("blue","red","green"), pch=1)
axis(1, at=K)

}
list(summary=res, models=models)

}
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C R IMPLEMENTATION: OPTIMIZED APPLICATION OF

BOX-COX TRANSFORMATION FOR FLEXMIX

# Optimized application of scaled Box-Cox transformation in flexmix
boxcoxmix_opt <- function(y, x, id, K, classes, plot=TRUE){

### Arguments:
# y: Response variable (in long format)
# x: Predictor(s) as a vector or a matrix (in long format)
# id: Identifier unique to each subject (in long format)
# K: Number of mixture components, single value or a vector
# classes: (optional) Known classes of the individuals
# plot: If TRUE, a model selection plot is drawn
#-----------------------------------------------
### Values:
# K: number of mixture components
# lambda: Best value of lambda found
# AIC: Akaike Information Criterion
# BIC: Bayesian Information Criterion
# ICL: Integrated Completed Likelihood
# purity: (If classes are known) Cluster purity, higher is better
# pass: Proportion of clusters that pass Shapiro test
# for normality of residuals at alpha=0.05
# conv: 1 if algorithm converged before reaching maximum
# number of iterations, 0 otherwise
# iter: Number of iterations
# logL: log-likelihood of model
# models: flexmix model objects fitted with best
# lambda value for each K
#-----------------------------------------------
### Helper functions
# Scaled power transformation
tran <- function(y, lambda){

gm <- exp(mean(log(y)))
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if (lambda==0){ yt <- gm*log(y) }
else{ yt <- ((y^(lambda))-1)/(lambda*(gm^(lambda-1))) }
yt

}
# Cluster purity
purity <- function(classes, clusters){

tab <- table(classes, clusters)
n <- length(classes)
pure <- 0
for(i in 1:length(tab[1,])){

pure <- pure + max(tab[,i])
}
pure/n

}
# Performs a Shapiro test of normality for each
# cluster in a model and returns the proportion
# of clusters that "pass" the test at alpha = 0.05
test.resid <- function(model, y){

preds <- c()
for(i in 1:length(y)){

preds <- c(preds, fitted(model)[i,model@cluster[i]])
}
resids <- y-preds
ps <- c()
for(i in unique(model@cluster)){

ps <- c(ps, shapiro.test(resids[model@cluster == i])$p)
}
sum(ps >= 0.05)/length(unique(model@cluster))

}
#-----------------------------------------------
res <- matrix(nr=0, nc=10)
data <- list(y=y, x=x, id=id)
models <- c()

for(k in K){
# The method first checks 11 values of lambda
# in range [-5,5] with interval 1.
# The lambda with highest likelihood is selected
# as a mid-point for the next iteration.
# On the second iteration the range is of length 2
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# and the interval between values is 0.2.
# The final iteration is done similarly with
# a range of length 0.4 and interval 0.04.
lambda <- seq(-5, 5, 1)
likelihood <- c()
for(l in 1:11){

likelihood <- c(likelihood,
logLik(stepFlexmix(tran(y, lambda[l])~x|id,
data=data, k=k, nrep=10, verbose=F)))

}
mid <- lambda[which.max(likelihood)]

lambda <- round(seq(mid-1, mid+1, 0.2),2)
likelihood <- c()
for(l in 1:11){

likelihood <- c(likelihood,
logLik(stepFlexmix(tran(y, lambda[l])~x|id,
data=data, k=k, nrep=10, verbose=F)))

}
mid <- lambda[which.max(likelihood)]

lambda <- round(seq(mid-0.2, mid+0.2, 0.04),3)
likelihood <- c()
for(l in 1:11){

likelihood <- c(likelihood,
logLik(stepFlexmix(tran(y, lambda[l])~x|id,
data=data, k=k, nrep=10, verbose=F)))

}
final_lambda <- lambda[which.max(likelihood)]

best <- stepFlexmix(tran(y, final_lambda)~x|id,
k=k, nrep=10, verbose=F, data=data)

if(hasArg(classes)){
pur <- purity(classes=classes,

clusters=best@cluster[1:length(classes)])
}
else{

pur <- NA
}
pass <- test.resid(best, tran(data$y, final_lambda))
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conv <- best@converged
iter <- best@iter
logL <- best@logLik

res <- rbind(res, c(k, final_lambda, AIC(best),
BIC(best), ICL(best), pur, pass,
conv, iter, logL))

models <- c(models, best)
}
res <- as.data.frame(res)
names(res) <- c("K", "lambda", "AIC", "BIC", "ICL",

"purity", "pass", "conv", "iter", "logL")

if(plot){
uplim <- max(c(res$AIC, res$BIC, res$ICL))
lowlim <- min(c(res$AIC, res$BIC, res$ICL))
plot(res$AIC, xaxt="n", type="b", col="blue",

xlab="Mixture components", ylab="Score",
ylim=c(lowlim, uplim),
pch=ifelse(res$AIC == min(res$AIC),16,1))

points(res$BIC, type="b", col="red",
pch=ifelse(res$BIC == min(res$BIC),16,1))

points(res$ICL, type="b", col="green",
pch=ifelse(res$ICL == min(res$ICL),16,1))

legend(x="topright", legend=c("AIC","BIC","ICL"),
col=c("blue","red","green"), pch=1)

axis(1, at=K)
}
list(summary=res, models=models)

}
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