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ABSTRACT
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Master of Science Thesis

Tampere University

Science and Engineering

February 2022

Cloud platforms are the modern solution to host applications as a SaaS. The cloud platforms
share standard practices, but the services as simple as cloud storage differ significantly between
each provider. This master’s thesis goes through a case study about Profit Software’s application
hosted in the AWS cloud environment, aiming to transfer to Azure and Google Cloud.

The transfer of already existing cloud applications requires identifying the key services on
the original cloud platform and planning the appropriate counterpart in another cloud platform.
When cloud architecture is designed for desired cloud platforms comes the question of how one
implements them to keep the infrastructure in check. The use of laC tools helps the setup of cloud
infrastructure and maintenance while providing consistent results during the development process
and when moving to production.

The laC tools considered for the Profit Software’s application were Terraform, Pulumi and cloud
providers’ AWS CDK, ARM and Google Cloud Deployment Manager. And since the application
uses AWS ECS as its container orchestrators, a new orchestrator had to be also evaluated. Con-
sidered orchestrators were Docker Swarm, Kubernetes and each cloud platforms’ orchestrator.

The first cloud transferability evaluation was done against the Profit Software’s application by
checking if the two other clouds have the necessary services to check if they had the required
services to run the application. The use of AWS Batch presented a problem since Google Cloud
doesn’t yet have a corresponding service. A similar service is a Google Cloud Run, but their
service logic differs so that the application requires some modifications before the transfer. On the
other hand, Azure had the necessary services, and they function similarly enough to their AWS
counterparts.

The laC and container orchestrators were evaluated with help on a smaller project with key
features similar to the Profit’s application. The various laC tools were tested how they would suffice
to build the infrastructure for this smaller project. The rest of the services that weren’t present
in the project were checked through laC tools’ documentation if it would be possible to create
them. The best of the considered laC tools were Pulumi and Terraform, but Pulumi takes edge
over the Terraform with the flexibility of its way of infrastructure defining compared to Terraform.
The considered container orchestrators were all enough for the smaller project and the actual
application. But when considering the benefits they provide, Kubernetes took the lead by far since
all of the planned cloud platforms support Kubernetes clusters.

Keywords: cloud, AWS, IaC, Google Cloud, Azure, container
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Diplomityd

Tampereen yliopisto

Teknis- luonnontieteellinen

Helmikuu 2022

Pilviymparistdt ovat moderni ratkaisu sovellusten tarjoamiseen SaaS-palveluina. Pilvipalvelui-
den tarjoajat jakavat yhteisia kaytantéja palveluissaan, mutta yksikertaisetkin palvelut, kuten pilvi-
varasto, vaihtelevat merkittavasti eri palvelun tarjoajien valilla. Tama diplomityd késittelee tapaus-
tutkimusta, jossa Profit Softwaren olemassa oleva pilvisovellus pyritdan siirtdmaan AWS pilviyma-
ristdsté Azuren ja Googlen pilviin.

Olemassa olevan pilvisovelluksen siirto muihin pilviin vaatii oleellisimpien kéytettyjen pilvipal-
veluiden tunnistamista, ja selvittimalla niitd vastaavat palvelut muista pilvista. Kun sopiva pilviark-
kitehtuuri on suunniteltu halutuille pilvialustoille, tulee selvittda miten infrastruktuuri kannattaa pys-
tyttaa, jotta yllapidettavien infrojen maarittelyiden ja tydkalujen maéara pysyisi vahaisena. Tahan
tarkoitukseen on laC tydkalujen kaytté suotavaa, silla ne helpottavat infrastruktuurin pystytysta ja
sen yllapitoa tuottamalla saman tuloksen joka ajon yhteydessé, oli kyseessa kehitys- tai tuotanto-
kayttd.

Seuraavia laC ty6kaluja arvioitiin Profit Softwaren pilvisovelluksen kayttdén: Terraform, Pulumi
ja pilvialustojen tydkalut AWS CDK, ARM ja Google Cloud Deployment Manager. Sovellus kayttaa
nykyiselladn AWS ympéristdssd AWS ECS palvelua konttien hallinnointiin, niin sovelluksen siirtoa
varten tarvitsi tydssa arvioida myods uusi korvaava konttien hallinnointipalvelu. Tahén tarkoituk-
seen arvioitavat tydkalut olivat Docker Swarm, Kubernetes ja kunkin pilvipalvelun oma konttien
hallinnointipalvelu.

Ensimmainen siirron arviointi kohdentui Profit Softwaren pilvisovelluksen AWS infrastruktuu-
riin ja 16ytyykd tarvittavia pilvipalveluita Googlen ja Azuren ymparistdista, jotta sovellus pystyy
toimimaan. AWS Batchin riippuvuus aiheutti haasteita Googlen ymparistéa suunnitellessa, silla
Googlella ei ole vield vastaavaa palvelua. Googlella on sen sijaan hyvin saman kaltainen palvelu
Google Cloud Run, mutta tdman ja AWS Batchin palvelulogiikat eroavat merkittédvasti, joka vaatisi
alkuperaisin sovelluslogiikan uudelleen ohjelmointia. Azuressa sen sijaan 16ytyy kaikki vastaavat
palvelut, joita kaytettiin tuotteen AWS ymparistossa.

Arvioitavat laC ty6kalut ja konttien hallinnointi palvelut arvioitiin pienemman projektin avulla, jo-
ka sisalsi merkittdvimmat ominaisuudet alkuperaisesta sovelluksesta. laC tydkalut testattiin kokei-
lemalla, kuinka hyvin ne pystyvat pystyttdmaan infrastruktuurin pienemmaélle projektille. Palvelut,
joita ei ollut mukana pienemmassa projektissa, todennettiin laC tyékalujen dokumentaation kautta.
Parhaat arvioiduista tydkaluista Profit Softwaren tuotetta varten osoittautuivat Terraform ja Pulumi,
mutta Pulumi paatyi valituksi tydkaluksi, silla tdma tarjoaa enemman valinnanvaraa infrastruktuu-
rikoodin suhteen verrattuna Terraformiin. Kaikki arvioidut konttihallintapalvelut osoittautuivat riitta-
vaksi tuotetta varten. Konttihallintatydkaluksi paadyttiin kuitenkin valitsemaan Kubernetes, silla se
tarjosin eniten hy6tyja verrattuna muihin palveluihin suurimmaksi osin sen vuoksi, etta jokainen
arvioiduista pilvistd omasivat erillisen tuen Kubernetesille.

Avainsanat: pilvipalvelu, AWS, laC, Google Cloud, Azure, kontti
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1. INTRODUCTION

Nowadays, it is popular to move the servers required by the software to the cloud plat-
forms, thus facilitating the maintenance and resourcing of the software. There are many
cloud platform providers in the market today, but three of these are clearly at the top of the
market lists. This thesis explores how to maintain cloud infrastructure in multiple cloud
platforms, either individually in a single cloud or in parallel in numerous.

This thesis test case provider, Profit Software, has an existing product in the Amazon
Web Service (AWS) cloud environment. They aim to transfer it to two other major cloud
platforms: Google Cloud and Azure. The ability to function in multiple cloud platforms
enables better marketing possibilities for potential customers since they may have existing
cloud platform applications in other clouds than AWS.

The transfer to other clouds presents a few questions: Is it even transferable, and do
the two other clouds have the required services the application needs to function? In
addition, is there a tool that can handle the infrastructure building for all of the platforms?
This thesis aims to find answers to these questions to achieve the state where customers
can freely choose any of the three cloud providers as their test case platform.

At the beginning of the thesis, the Profit software’s product, the test case, is presented
in more detail, how the research takes place, and what the work aims to achieve. This
is followed by a brief presentation of the cloud operating principles and the three largest
cloud platforms. Next, software containers are introduced. The containers are the pri-
mary method of running applications in cloud environments since they work the same
everywhere, given that they are provided with enough CPU and memory. The software
containers chapter will go through the containers superficially with software container
operations and how to control several software containers in parallel with the help of con-
tainer orchestrators.



After the software containers, cloud infrastructure tools are introduced. First, the con-
sidered test case’s infrastructure as code (laC) tools are introduced and how they differ.
Then, after the 1aC tools, a smaller example application is built within the constraints of
the test case. Then, different infrastructure tools and container orchestrators are com-
pared to the application’s needs by creating the necessary infrastructure for the example
application. Finally, at the end of the thesis, results are presented, a summary is made of
the comparisons obtained, and a reflection is made on what could have been different.



2. RESEARCH TASK

In this master’s thesis, different cloud infrastructure tools are researched for infrastructure
management for multiple cloud platforms. The subsections of this chapter review the
backgrounds of the problem solved in work, summarising the specific features of the
target application and introducing research questions and research methods.

2.1 Background

The test case provider for this master’s thesis is Profit Software. Profit Software spe-
cialises in fintech (Financial Technology), and its focus is to be a leading fintech company
in Nordic countries. Profit Software has an existing product Mortgage Bank Manager [1],
later referred to as the test case, which provides core functionalities needed for running
a mortgage banking business. These functionalities include automated pooling of mort-
gage loans for emitting and managing covered mortgage bonds and an automated credit
rating agency, regulatory and business reporting and analytics. The product is hosted
and developed on the AWS cloud platform. The desired state for the product is to be able
to set up the product to run on any major cloud platform. Choosing the desired cloud
platform enables better customisation to fit the product to customers’ needs.

Product’s services are containerised with docker and deployed to the cloud using different
AWS services. Backend and frontend containers are hosted on AWS ECS (Elastic Cloud
Service), which acts as a container orchestrator, which is looked more into in section
The product uses many other AWS services, setting up some restrictions for other
cloud providers. These restrictions are further looked into in sections|2.2/and

2.2 Research questions and restrictions

The desired state for the test case is to be able to choose freely between three major
cloud platforms. Selecting the preferred cloud platform enables product’s customers to
use their existing cloud resources. This desired state sets multiple questions for this
master’s thesis. The first question is, do all of the three major cloud providers meet the
service requirements the current product has? These cloud providers are AWS, Google
Cloud and Azure. Since the product is already hosted on AWS, the first question is to



check if Google Cloud and Azure have services similar to AWS.

The second question emerges from making infrastructure scripts for all three platforms.
The desired state is to have common infrastructure code between different cloud providers
as much as possible. The current solution uses AWS CloudFormation to build the required
infrastructure for the application to AWS. The CloudFormation is an laC tool that uses
YAML files to describe the resources and configurations that your application needs to
run. [2] Since CloudFormation is an AWS product, it can not be used on Google Cloud or
Azure. So the question is, which would be the best 1aC tool to use for AWS, Google and
Azure to achieve the desired state, where there are most common infrastructure codes
between different cloud providers.

The product is containerised and hosted on AWS ECS. The product requires a different
container orchestrator when moving to other cloud platforms. The various cloud providers
support their orchestrators and common orchestrators like Docker Swarm and Kuber-
netes. The need for a common orchestrator creates the third question: which container
orchestrator should be used when deploying and hosting the product.

2.3 Research method

This master’s thesis aims to find solutions to the research questions presented in the
previous section through a case study. A case study is a detailed study of a specific
subject, such as a person, group, place, event, organization, or phenomenon. Case
studies are commonly used in social, educational, clinical, and business research. [3]

The test case in this thesis is the Profit Software’s product’s, Mortgage Bank Manager’s,
transfer onto other cloud platforms and the research questions are reflected upon it. In
this thesis, the case study is an appropriate research design since it aims to gain concrete,
contextual, in-depth knowledge about the test case and its problem. Therefore, the case
study begins by identifying the issues and the research questions, which were identified

in section 131

After identifying the research questions follows the building of theoretical framework around
the test case. The theory framework exemplifies the theory by explaining the topic and the
tools under investigation. The theory in this thesis involves cloud platforms, containers,
and how they are run in cloud platforms, and laC tools used to build the cloud setup. After
the theory around the test case and the considered tools for it have been revised comes
the test case analysis. The research is accessible using a proof of concept (POC) project
representing the test case. The considered tools are tested against the POC project to
see if which of the tools satisfy the research questions and, therefore, would be suitable
for the test case’s actual tools for production use. The POC is also required for this thesis
since the actual test case isn’t yet in a condition to be run in different cloud environments,



and transforming it is not in the scope of this thesis. [3]

Finally comes the analysis of the results for the test case. This thesis test case is not
meant to be a generic example of how to implement cloud applications that work in mul-
tiple cloud platforms and leaves room for future studies on how to design software that
aims to be that, to begin with. Instead, this thesis tries to clarify what to consider when
moving an application from one cloud to another.



3. CLOUD PLATFORMS

Cloud platforms have gained solid ground as an application platform next to more tradi-
tional bare-metal servers. This chapter introduces the basics of cloud platforms, virtual
machines and their logic in cloud platforms and cloud service models. This is followed by
introducing the three most popular cloud platform providers.

3.1 Basics of cloud

The definition of cloud computing includes the basics and requirements for some ser-
vices to be a cloud service. The National Institute of Standards and Technology (NIST)
came up with the definition, which has evolved over the years. The NIST cloud comput-
ing model is composed of five essential characteristics, three service models, and four
deployment models [4]. The following clarifications of the characteristics, service models
and deployment models are heavily lean on the NIST definitions [4].

Essential characteristics of the cloud model:

On-demand self-service. A consumer can request and receive access to a service
offering without requiring human interaction. The request processes and fulfilment pro-
cesses are all automated.

Broad network access. Capabilities are available over the network and accessed
through standard mechanisms that promote heterogeneous thin or thick client plat-
forms.

Resource pooling. The provider’s computing resources are pooled to serve multiple
consumers using physical or virtual resources, then allocated or reallocated according
to consumer demand.

Rapid elasticity. The ability of the cloud environment to grow to satisfy consumers’
demand. It adds flexibility to the consumer’s environment by growing resources in high
demand and decreasing them in low demand.

Measured service. The cloud service must be capable of measuring the levels of usage.
Usage can be quantified using various metrics, such as time, bandwidth and data.
Resource usage can be monitored, controlled and reported, providing transparency for



providers and consumers.
Service models of the cloud model:

Software as a Service (SaaS). SaaS provides application and data services. The ser-
vice provider offers all required infrastructure required by the applications. The applica-
tions are accessible from various client devices through client interfaces, such as web
browsers or program interfaces. The consumer does not have access to underlying
cloud infrastructure except for limited user-specific application configuration settings.

Platform as a Service (PaaS). PaaS provides an operating system and either or both
development and database platforms. The consumer does not manage or control the
underlying cloud infrastructure, including network, servers, operating systems and stor-
age. However, the consumer controls the deployed applications and possibly the con-
figuration settings for the application-hosting environment.

Infrastructure as a Service (laaS). 1aaS provides essential infrastructure services to
consumers. These services contain processing, storage, networks, and other funda-
mental computing resources where the consumer can deploy and run arbitrary soft-
ware, including operating systems and applications. The consumer can build whatever
is needed on top of the managed infrastructure. The consumer does not manage or
control the underlying cloud infrastructure but controls operating systems, storage and
deployed applications. They also have limited control over selected networking compo-
nents, including firewall configurations.

Deployment models of the cloud model:

Public cloud. Public clouds are the most common type of cloud deployment. The re-
sources for the services are owned and operated by a third-party cloud service provider
and accessed over the internet. The cloud provider owns and manages all infrastruc-
ture in the public cloud deployment model. With the public cloud model, consumers
share the same hardware, storage and network devices with other consumers. [9]

Private cloud. In a private cloud, the systems and resources providing the services are
only accessible to consumers organisations internally. This can be achieved with a local
area network (LAN) or vast area network (WAN) with the possibility for remote users
to connect through the internet or a more secure virtual private network (VPN). The
private cloud infrastructure may be owned, managed and operated by the organisation,
a third party or a combination of them.

Community cloud. Community clouds are semi-public clouds exclusive to consumers
from selected organisations that share a common purpose or mission. Community
cloud’s infrastructure may be owned, managed and operated by one or more of the
organisations in the community, a third party or a combination of them.



Hybrid cloud. A Hybrid cloud model combines two or more other cloud model infras-
tructures that remain unique entities, but they are all linked together. A hybrid cloud
model adds complexity to the cloud environment but at the same time more flexibility to
organisations objectives.

The cloud presents consumers with new opportunities by bringing easy access to de-
ploy applications in various system environments without investing in the infrastructures.
There are also many factors pushing organizations toward the cloud and many factors
keeping organizations away from doing so. Each organization must evaluate cloud offer-
ings to see what best fits its needs. [6]

3.2 Cloud platform service models

The three cloud service models that are part of NIST cloud definition [4] are SaaS, PaaS
and laaS. However, since cloud providers adapt over time to satisfy customer needs,
these models may vary. Each service model has its structure and characteristics, which
are vaguely represented in the figure

Client systems D G i
Network Connectivity

Applicati ‘ SaasS
pplications 03365 __________________
Infrastructure Software .NET 32\?:6’{: Server P PaaS
Operating system ] in OWS
am Windows10

Virtualization Layer -- M'ﬁ;?ioﬂ &n J\)‘Kv M laas |

Users

Physical Servers

g

]
Networking and Storage I}I
[

-l (({

Mechanical and Electrical ;

Figure 3.1. Software, platform and infrastructure service models ,@, edited]

In the SaaS model, the software is hosted on a server, and the consumer uses the soft-
ware through the internet on a web browser or some client application. SaaS model
provider is responsible for all the maintenance, from the application updates to hardware
maintenance. The more specific responsibilities of service model providers can be seen
in figure[3.2 In cloud environments, upgrades and fixes to the applications do not require



user actions, and they can be configured to roll out so that the consumer is not inter-
rupted. These characteristics make SaaS applications attractive alternatives compared
to more traditional desktop applications. An example product of SaaS is Outlook.com.
Outlook.com is part of the Office 365 service pack, which is present in figure Like
Outlook, many SaaS applications provide free versions with limited use or with commer-
cial add-ons, bypassing by paying for the use. [6]

PaaS is a service offering platform for the customer and their computing needs. This plat-
form is most commonly used as a development platform. The platform can be as simple
as an operating system or full development platform that includes a Web server and appli-
cation programming interfaces (APIs). The cloud provider takes care of the platform and
the underlying infrastructure, and they can also provide additional services to ease appli-
cation development, like authentication and load-balancing services. Responsibilities in
PaaS offering are distributed between the consumer and the provider. The responsibilities
are described in figure The provider takes care of everything from the development
platform and below. The consumer is generally responsible for everything above the de-
velopment platform and operating system levels. An example of a PaaS platform is AWS
Lambda. AWS Lambda is a serverless compute service that lets the consumer-run code
without provisioning or managing servers, creating workload-aware cluster scaling logic,
maintaining event integrations, or managing runtimes [7]. Similar PaaS environments can
be found from Microsoft Azure and Google’s App Engine. [6]

laaS model provides core services such as computing power, storage, networking and
operating systems. Cloud providers provide consumers with virtual machines (VMs) in-
stances on a physical server. These VMs can run Windows, Linux or some other OS.
Due to virtualisation, the provider can take advantage of multitenancy. The responsibili-
ties in laaS deployment is mainly on the consumer’s side. The provider is responsible for
the hypervisor layer and below (see figure [3.2), which includes physical hardware, stor-
age and networking. The consumer is responsible for everything on the VM, including
OS, antivirus and application maintenance. An example of an laaS provider is Amazon
Elastic Compute Cloud (EC2). In Amazon EC2, the consumer can choose some compo-
sition of storage, computing power and operating system, set up as VM by Amazon. The
consumer accordingly for the size of the chosen components of the VM. [6]

3.3 Cloud platform providers

There are multiple different cloud platform providers, and everyone has some features
that make them unique compared to others. Choosing a suitable platform is a complex
task since the services needed for the application may vary or be completely missing
between platform providers. Therefore, choosing the right platform is vital for the cloud-
ification process. Furthermore, in the case of making the application capable of running
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on multiple cloud platforms, the restrictions of different cloud providers need to be con-
sidered in the design process. This section reviews the three biggest cloud providers in
the cloud platform market.

3.3.1 Amazon Web Service

The first big cloud computing platform was Amazon Web Services. Amazon became
available to the public in 2006 when they launched Amazon Simple Storage Service (S3)
and Amazon Elastic Compute Cloud (EC2) beta. [8, 9] Later on, Amazon released vari-
ous cloud services under the name AWS. Today Amazon EC2 offers nearly 400 different
instances with predefined different size settings. The instance in AWS terms means VM.

Today AWS is the cloud platform with the most services and features for those services
compared to other cloud providers. In addition, AWS is the oldest of the three major cloud
providers available to the public, so it also has many use cases about its services, from
example cases to actual customer stories. [10]

AWS was listed as a leading cloud infrastructure and platform service provider by Gart-
ner’s 2021 report of cloud providers [11]. Their report indicates that AWS’s future focus is
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on owning increasingly significant portions of the supply chain to deliver cloud services to
customers. In addition, its operations are geographically diversified, and its clients tend
to be early-stage startups to large enterprises.

As for AWS’s strengths compared to its competitors, the Gartner’s report indicates that
AWS has the edge over the others in its technology choices. AWS provides CPUs with
better price/performance compared to competitors. The technology advantage is enabled
through another listed strength: AWS isn’t afraid to make significant financial commit-
ments for their platform. The third listed strength is innovation leader since AWS has
materially more mind share across a broad range of personas and customer types than
all other providers. [11]

However, according to Gartner’s report, there are some cautions if one decides to use
AWS. Since the number of solutions for services, containers, database instances, and
data management is numerous, it takes familiarisation to choose the proper setup for
one’s needs. For more significant projects, this often needs assistance from third-party
companies. AWS’s new services are usually not ready for meaningful enterprise con-
sumption for prolonged periods because these bare-bones offerings are matured in pub-
lic. [11]

3.3.2 Azure

Microsoft Azure became available for the public on the 1st of February, 2010. The first
version of Azure had few but four essential services for the platform’s future. These ser-
vices were a compute service, Azure Blob storage service, SQL Azure database service
and Azure Service Bus message service. [12]

Today Azure cloud platform is more than 200 products and cloud services. Azure works
well for most use cases, including extended cloud and edge computing. One of Azure’s
appeals is that it works well with other Microsoft’s products and languages. Microsoft
has an investment focus on making architectural improvements to the Azure platform and
providing a broad range of enterprise-focused services. Its operations are geographically
diversified, and its clients tend to be midsize and large enterprises. [11,13]

In Gartner’s 2021 report of cloud providers, Azure is the second of the three leading cloud
provider platforms. One of its biggest strengths listed in Gartner’s report is that Azure is
broadly appealing as a cloud platform. First, it has the broadest sets of capabilities,
covering a full range of enterprise IT needs compared to any provider in this market.
The second listed strength is that it is an appealing provider for enterprises. Since many
enterprises already use Microsoft products, the provider is already familiar to customers.
The third listed strength is Azure’s data service adaptations. Azure has a variety of data
services, from operational databases to big data solutions, which have been markedly
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successful. [11]

However, according to Gartner’s report, Azure has some downsides even though it is one
of the leading cloud platform providers. Microsoft has improved resiliency with critical
services, but they experience some outages, particularly with updates and maintenance
events. Also, Microsoft has complex licensing and contracting and a complex account
management structure with uneven cloud skills in the field. Microsoft sales pressures to
grow overall account revenue prevent it from effectively deploying Azure to bring down a
customer’s total Microsoft costs. And despite Microsoft Azure’s beginnings as an appli-
cation PaaS provider, Azure’s product execution and adoption in this segment have been
somewhat mixed. [11]

3.3.3 Google Cloud

In April 2008, Google announced a preview release of App Engine, a developer tool that
allowed users to run their web applications on Google infrastructure. App Engine’s goal
was to ease web app creation and deployment and scale when the app reaches the point
where it's receiving significant traffic and has millions of users. The initial services were
dynamic web serving, persistent storage, load balancing, authentication services and
local development environment. [14]

Google is the third of the three cloud platform leaders, according to Gartner’s 2021 re-
port. Google Cloud Platform (GCP), like AWS and Azure ahead of it, is strong in every
cloud area and is slowly improving its edge capabilities. Google continues investing as
a provider of laaS and PaaS by expanding its capabilities and the size and reach of its
marketing operations. Its operations are geographically diversified, and its clients vary
from startups to large enterprises. [11,/19]

One of Google’s strengths and advantages is its significant revenue growth. It means
Google gains ground amongst cloud providers, providing more use cases and customer
stories as reference for future projects and companies. In addition, Google continues with
impressive yearly improvements that see GCP close, significant gaps with both AWS and
Microsoft Azure, in some cases, accelerate past them. For example, GCP has the most
fully-featured Kubernetes service of any provider in this market. [11]

According to Gartner’s report, the risks of using Google lie in the fact that GCP is still
rapidly growing and the organisational immaturity that it results in. GCP is currently at-
tracting clients with aggressive pricing relative to its competition. Still, the discounting is
likely to eventually fall off as the company matures for revenue and customers. The end
of the discount period may result in significant billing changes when the pricing settles
down. [11]
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4. CONTAINER SERVICES

Developing software for multiple different platforms and environments is challenging. Con-
tainers can solve this by ensuring that the application environment is identical in develop-
ment and production. The developer can focus on developing software that works in the
container, thus making sure it works on every platform. This chapter introduces the con-
cepts of containers. It follows how to manage a collection of containers with orchestrators
and the considered different providers for the test case.

4.1 Container

To ensure that software works as intended, it needs hardware, libraries, and frameworks
to be compatible. To ensure that these criteria requirements meet the software require-
ments, one could set up a VM. But using VMs for distributing a single software is not
a cost-efficient solution. On the other hand, software containers are a more lightweight
solution to distribute software since they can run on top of most operating systems. More-
over, as seen from figure [4.7], the containerised applications do not require a separate OS,
which the VM model needs. [16]

—

Containerised Applications

Guest OS
| Cuestos JR Sues )

Infrastructure
-

Infrastructure

— I

Containers

Virtual Machines

Figure 4.1. Virtual machine and container stacks. edited]

Containers include necessary dependencies of the software, such as its framework, li-
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braries and configurations, and distributed software itself. These containers can be de-
scribed as black boxes which can run on top of any working container engine, with few
exceptions. Running a container requires a container engine like Docker, which take care
of all the containers in the platform. Containers are instantiated from images consisting
of filesystem layers and some necessary metadata representing all the files required to
run a containerised application. A specific container can exist only once; however, you
can easily create multiple containers from the same image. |16, [18]

The container engine can be installed on top of the OS, and generally, there are no
requirements for the OS’s hardware. So, for example, developers can develop and test
their application containers on their computers during the development process. Then,
when the application is ready for shipping, they can run the container on a bare metal
platform or a VM in the cloud environment.

4.2 Container orchestrator

Bigger applications or microservice applications require communication access between
the different containers. These applications lead to challenges to the management of
the containers. There are tools to manage the container clusters, called container or-
chestration. The container orchestration is used to control and automate tasks such as
provisioning and deploying containers, redundancy and availability of containers, scaling
up and removing containers, replication of containers, routing between and outside of
containers, load balancing and health monitoring. [19]

The orchestrators consist of multiple containers, and they run either imperatively or declar-
atively. The imperative way is to specify steps for the system, such as Docker daemon,
how to run the application, and how to react if an unexpected situation occurs. The declar-
ative way is to declare the Docker engine the desired state and reconcile if the system
deviates from it. Orchestrators prefer the declarative form, where it chooses the routes to
achieve the declared state of the application. [18]

The container orchestrators operate by forming clusters which run the necessary tools
and the application containers. Clusters typically have two nodes called managers and
workers. The node naming convention depends on the orchestrator provider. The or-
chestrator usually uses a manager node exclusively to manage the cluster and does not
run other workloads. Worker nodes run the actual containerised software. A worker node
can run two types of services: replicated and global services. A replicated service is a
service that is required to run in a specific number of instances. In turn, a global ser-
vice is required to have exactly one instance running on every single worker node of the
cluster. An example of replicated service can be the containerised software, and an ex-
ample of a global service could be the kubelet service used in Kubernetes clusters. Once
the cluster is up and running, the orchestrator ensures that every node has the desired



15

replicated and global services running. In cloud environments, clusters can be created
across multiple different availability zones. Diversion of clusters ensures up-time if one of
the availability zones becomes unavailable. [16]

The orchestrator can also be configured to handle changes in the workloads. The orches-
trator handles this by increasing or decreasing the number of worker nodes and distribut-
ing the traffic accordingly with a load balancer. In addition, the orchestrator makes sure
that the services required by the application exist in other nodes when dropping nodes
so that the application does not need to suffer from uptime issues. Finally, the orchestra-
tor also handles distributing the containers to different availability zones, protecting from
service downtime when the availability zone goes offline. [18]

With an orchestrator, it is also possible to achieve a self-healing system. A self-healing
system can be achieved with specific service implementations by automatically replacing
crashed or unresponsive instances with new ones. Orchestrators can detect defective
services by implementing health checks to services. Health checks tell the orchestrator
whether the service is running correctly. The orchestrator define probes that application
services communicate through. There are two fundamental types of probes: the service
tells it is healthy or not, and the service tells if it is ready or temporarily unavailable. When
the service answers health checks negatively, it can be killed and replaced with a healthy
instance. [18]

4.2.1 Cloud platform container orchestrators

This section will go through Cloud providers’ container orchestrators: Amazon Elastic
Container Service (AWS ECS) and Azure Container Instances, inclusive of those clouds-
only. Google Cloud uses Kubernetes as their container orchestrator service, not an inclu-
sive container orchestrator. Kubernetes is introduced in section

Generally, AWS ECS works as a container orchestrator described in the previous sec-
tion and provides the traditional orchestration services: scheduling, health monitor-
ing, failover control, scaling, networking and service discovery. Container orchestrator
services like load balancing and service discovery are implemented using AWS’ other
services. Load balancing is implemented to ECS by integrating it with AWS Elastic Load
Balancing (AWS ELB), which handles the load-distributing between the containers. Com-
munication between containers comes from AWS Cloud Map, which allows the container-
ised services to discover each other. [20]

However, AWS ECS allows support from other AWS services, which give additional fea-
tures to ECS. For example, the ECS can achieve serverless container hosting using Far-
gate and on-premise hardware usage with ECS Anywhere. By deploying the containers
with ECS and setting launch type as Fargate, the AWS checks the container’s resources
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and hosts it somewhere within the availability zone. The Fargate setting releases the need
to upkeep clusters and focus on deployments. Furthermore, the on-premise hardware us-
age is made possible with ECS Anywhere, allowing external hardware to be included in
the ECS cluster. ECS Anywhere enable the user to host the cluster on their servers. [20,
21]

Azure Container instances provide, similarly to AWS ECS, all the traditional orchestration
services. While it does not cover the higher-value services other orchestration platforms
like Docker Swarm and Kubernetes provide, Azure Container Instances can complement
them. In contrast to traditional orchestrators, Azure Container Instances enables a lay-
ered approach to orchestration. This layered approach provides all of the scheduling and
management capabilities required to run a single container while allowing orchestrator
platforms to manage multi-container tasks on top of it. [22]

Azure Container instances function as an underlying infrastructure for container instances
freeing the orchestrator platform from finding an appropriate host machine to run a single
container. The elasticity of the cloud ensures that one host is always available. Instead,
the orchestrator can focus on the tasks that simplify the development of multi-container
architectures, including scaling and coordinated upgrades. [22]

4.2.2 Docker Swarm

Docker Swarm is Docker’s answer for the user base’s demand for a simple yet powerful
orchestrator. The first version of Docker Swarm, also known as classic swarm, emerged
in 2014. [23] The classic Docker swarm required a lot of complicated manual steps, which
Docker focused on fixing. In 2016, Docker presented Docker Swarm’s future which was
SwarmKit. SwarmKit comes integrated with all new versions of Docker and gives the tools
to set up a swarm. [18]

Docker Swarm also uses two types of nodes called manager nodes and worker nodes.
In Docker Swarm, any node can be a manager and worker node, but it is recommended
that manager nodes stay as manager nodes in more critical environments like production.
The Docker Swarm begins with one node becoming a manager node. After that, multiple
manager nodes can be added to the swarm, but one manager node will be known as
a leader node, and the other managers will be follower nodes. The swarm’s manager
nodes work together using the Raft consensus protocol. The Raft consensus protocol
must have an odd number of members in the so-called consensus group. An example of
the group can be seen in figure When the leader node leaves the consensus group,
the follower nodes elect a new leader. The newly elected leader node will remain as a
leader node even when the original leader comes back online. [18]
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Figure 4.2. High-level architecture of Docker Swarm [24, edited]

When the consensus group needs to decide, the leader synchronously asks all followers
for agreement. If most manager nodes answer positively, the leader node executes the
task. Since this process is made synchronously, the decision-making process becomes
slower with the number of nodes in the consensus group. The swarm can tolerate a loss
of at most (IV — 1)/2 managers, where N is the original number of manager nodes. The
recommendation of Docker is to use a maximum of seven manager nodes simultaneously.
[18, 24]

Swarm’s manager nodes take care of tracking states for every node. The states are stored
in a high-performance key-value store (kv-store). In the case of having multiple manager
nodes, the managers keep their kv-stores in sync, so when one manager goes offline, the
others know the current state of the cluster and no information about the states is lost.
(18]

Docker Engine swarm handles service discovery with an ingress overlay network by de-
fault. The worker nodes use a gossip network provided by the ingress for communication
inside the cluster. The gossip network can be seen in figure Outside service discov-
ery is handled by publishing ports for services available to resources outside the swarm.
[25]

Worker nodes are the ones hosting the actual applications. In Docker Swarm, application
services are based on a specific image and have a fixed number of containers based on
that same image. Hosting one container is called a task. Manager nodes decide where
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they should schedule tasks to meet configured requirements. One worker node can run
multiple tasks, and manager nodes act as a load-balancer by distributing task hosting.
The visualisation of the relationship between task and services can be seen in figure

Stack

yaml| -file
Service web version: “3.5"
pmts [ T
T inv services:
Task — web:

. m image: example/web:1.0
mnmmn iy deploy:
i ) S replicas: 4

pmts:
| image: example/payments

inv:
| image: example/inventory

4

Figure 4.3. Diagram showing the relationship between Docker Swarm’s stack, services,
and tasks [18, edited]

The number of replicas and hosted services is described in a so-called stack. Stack is
presented in YAML syntax. An example of the stack file concept is seen on the right side of
figure The stack includes all the hosted services and information about them like the
name of the service, which images they are based on, the number of replicas, network(s)
that containers of the service are attached to, and ports that should be mapped. [18]

4.2.3 Kubernetes

Kubernetes, also known as K8s, was designed initially on Google and released in 2014.
A year later, in 2015, Google donated Kubernetes to Cloud Native Computing Founda-
tion (CNCF). The CNCF was initially formed with the primary aim of making Kubernetes
vendor-neutral. Vendor-neutrality allowed Kubernetes to thrive on major cloud vendors
with different brand themes. Major cloud providers also host managed versions of Ku-
bernetes, giving additional monitoring tools when hosting in cloud environments. For
example, AWS has Amazon Elastic Kubernetes Service (AWS EKS), Azure has Azure
Kubernetes Service (AKS), and Google has Google Kubernetes Engine (GKE). [26]

Kubernetes is a declarative tool where the user declares the desired state as the number
of nodes. Kubernetes cluster then figures out how to achieve the desired state. Kuber-
netes cluster operates using two types of nodes; master nodes and cluster nodes. The
cluster must consist of at least one master node that runs the Kubernetes cluster tools
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and the desired cluster nodes that run the actual containerised software. The basic ar-
chitectural structure of Kubernetes clusters is shown in figure [4.4] In the figure, only one
master node is used. However, multiple master nodes can be used as backup nodes, so
in case of one master node becoming unavailable, the cluster remains operational with
other master nodes. [18, [27]

Master nodes

-~ ~
[ \
: API| Server |
| Controller :
|
| manager l
: Scheduler :
! |
: etcd |

|
\ /

= Service I

Service

o ———————— — — —

Cluster nodes

Figure 4.4. Basic architectural structure of Kubernetes clusters. edited]

Master nodes have essential tools for the Kubernetes cluster to work. These are an API
server, a controller manager, a scheduler and an etcd. These can be seen inside the
master node in figure The API server is the entry point for communicating with the
cluster with Ul, APl or CLI. The controller manager keeps track of what is happening in
the cluster and acts if something needs to be repaired to ensure that cluster runs in the
desired state. The scheduler is responsible for scheduling containers on different nodes.
It is an intelligent component that decides which cluster node the next container should
be scheduled on based on each cluster node’s workload and available server resources.
The last essential component is etcd which acts as key-value storage. It stores the current
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states and configurations of the cluster and its components at any time. The etcd holds
even the hosted containers’ state data from every cluster node, which can be used to
restore individual containers or the whole cluster. [18, 27]

Cluster nodes are the actual nodes that run the containerised applications. These usually
require more resources than master nodes since a single cluster node can run hundreds
of containers. Initially, worker nodes could only be configured on Linux. However, since
version 1.10 of Kubernetes, worker nodes can also be configured to run on Windows
Server. The smallest configured entity for the cluster node is a pod. A pod is an ab-
straction of co-located containers that share the same Kernel namespaces, such as the
network namespace. [18]

Each cluster node has three services that need to run. These are kubelet service, con-
tainer runtime and kube-proxy. Kubelet is a primary node agent. The kubelet service uses
configured specifications to make sure all of the containers of the corresponding pods are
running and healthy. Configurations for each worker node come from the master node’s
API server. The container runtime is responsible for managing and running the individual
containers of a pod. Furthermore, the last service, kube-proxy runs as a daemon and
acts as a simple network proxy and load balancer for all application services running on
the node. [18]

Microservice applications can be spread out in clusters on different pods, even on differ-
ent cluster nodes. Application containers that exist within the same pod share a names-
pace. These containers can communicate with each other through localhost. Illustration
of communication can be seen in the pod on the left of the figure [4.5]
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When the application needs to access a service or container from a different node, it can
use Kubernetes Service. The Service provides a reliable cluster-wide IP address and re-
liable port that’s unique in the whole cluster for selected pods. Pods IP addresses change
when the kubelet recreates them, and the Service’s task is to act as the endpoint for the
pods. When a pod is dropped, the Service stops tracking that IP and vice versa when a
new one is created. The pods that the Kubernetes service is proxying are determined by
the Selector defined in the service specification. For example, in figure the Selector
looks for pods that have app labelled as web.
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5. CLOUD INFRASTRUCTURE TOOLS

One of the service models of cloud platforms is laaS which was introduced in chapter
The typical way to host applications in the cloud is to build required infrastructure
from cloud providers services which then can be used to run the applications. Cloud
platform’s infrastructure setup can be done by hand from cloud providers web clients,
but it becomes tedious when the application’s requirements become more demanding.
Infrastructure as code (IaC) solves this manual process of infrastructure setup. In this
chapter, the concepts of 1aC are introduced, and some potential laC tools are looked at
more thoroughly as possible answers for research questions.

5.1 Infrastructure tool types and basics

The idea of laC is to have executable code used to define, deploy, update and remove
infrastructure. The laC tools that handle these codes are split into five broad categories:
ad hoc scripts, configuration management tools, server templating tools, orchestration
tools and provisioning tools. The orchestration tools were introduced in chapter[4] In this
section, the other four types of 1aC are introduced in order from strictly imperative to more
declarative tools.

The ad hoc scripts are discrete steps of executing some task that can be done by hand.
The script can be coded in the desired language like Bash, Ruby or Python and then
executed on the server. The steps in the script can be things like fetching a git repository
and installing the software. Ad hoc scripts are a great tool for small, one-off tasks, but
the required amount of scripts increases dramatically when managing all infrastructure as
code. [29]

Configuration management tools are laC tools used to install and manage software on
existing servers. Chef, Puppet, Ansible and SaltStack are examples of configuration
management tools. These tools work like ad hoc scripts, but with major improvements
like unified coding conventions, scripts work correctly no matter how many times they are
run and the distribution of scripts to multiple servers. [29]

Server templating tools take a different approach as an infrastructure tool. The idea
behind these is to define an image of a server that includes a fully self-contained snapshot
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of the OS, the software, the files and all other relevant details. These images can be either
virtual machines or container images. Examples of server templating tools are Packer,
Vagrant and Docker. [29]

Previous tools are used to define the code that runs on each server. Next, provision-
ing tools are used to define and create the servers themselves. They can also be used
to create databases, caches, load balancers, queues, monitoring, subnet configurations,
firewall settings, routing rules and almost every other requirement of server’s infrastruc-
ture needs. Terraform, AWS CloudFormation, Pulumi and OpenStack Heat are just some
examples of provisioning tools. [29]

5.2 Cloud inclusive infrastructure tools

For every major cloud platform, there is at least one laC tool inclusive to that cloud. For
example, for AWS, there are AWS CloudFormation and AWS Cloud Development Kit;
for Azure, there is the Azure Resource Manager; and for Google, there is Google Cloud
Deployment Manager. This section will focus on how these 1aC tools operate.

5.2.1 AWS Cloud Development Kit

AWS Cloud Development Kit (AWS CDK) is the second of AWS’ laC tools for defining
and building infrastructure for AWS cloud environment, the first tool being AWS Cloud-
Formation. AWS CDK was first released in 2019 [30] and today it has two major release
versions. AWS CDK differs significantly from its predecessor in how the infrastructure
defining is handled. AWS CDK gives the users the freedom to define the infrastructure in
any supported programming language, which provides variety to users to pick one they
are comfortable with. The supported languages include TypeScript, JavaScript, Python,
Java, C#/.Net, and (in developer preview) Go. [31]

AWS CDK uses CloudFormation as the deployment engine. The CDK app produces
CloudFormation templates used to deploy the AWS CloudFormation. Users can define
infrastructure with AWS CDK using programming idioms like parameters, conditionals,
loops, composition, and inheritance to model system design from building blocks pro-
vided by AWS and others. First, the CDK app deployment process is invoked from CDK
CLI with the deploy command. The deployment process can be seen in figure After
the deployment has been invoked from the CDK CLlI, the deployment pipeline starts with
constructing all the defined constructs and links them together. Most of the app code
is executer in this stage. The second step of deployment is preparation, which invokes
prepare method for all the constructs. This action runs automatically, and it is not advised
to use it independently. After the preparation phase comes the validation step, which
ensures that constructs are in a state that constructs will correctly deploy. The validation
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step is invoked for constructs that have implemented validate method. The CDK app’s
final stage is a synthesise that creates all the CloudFormation templates, AWS Lambda
application bundles, file and Docker image assets, and other deployment artefacts ac-
cording to the constructs and dependencies. These file outputs are then passed on to
CloudFormation to do the actual deployment. [32]

CDK CLI (cdk deploy)

The CDK CLI .. then sends

calls your output to

app .. CloudFormation
CDK App — CloudFormation

— Construct —» Prepare |[—» WValidate —» Synthesize —b: and other :—b Deploy

| | |_ _artifacts _|

Figure 5.1. Diagram showing AWS CDK app deployment pipeline [32]

Infrastructure defining with AWS CDK starts by creating an app with chosen programming
language. Then, the app users can define stacks, which are deployment units in the AWS
CDK. All AWS resources defined within the scope of a stack, either directly or indirectly,
are provisioned as a single unit. Therefore, users can determine any number of stacks
inside the AWS CDK app. An example of the AWS CDK app and stack can be seen in

figure[5.2 [31,[33]

The basic building blocks of AWS CDK apps are called constructs. A construct repre-
sents a cloud component and encapsulates everything AWS CloudFormation needs to
create the component. The AWS CDK includes a collection of constructs called the AWS
Construct Library, containing constructs for every AWS service. AWS CDK also allows
third-party and open-source constructs, which helps users build even more complex in-
frastructure with ease. Constructs can also be self-implemented to serve specific pur-
poses and components. Inside constructs, new infrastructure resources can be created
or interacted with existing ones. An example of constructs can be seen in figure 5.2 [34]
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Figure 5.2. Diagram showing high level architecture of AWS CDK deployment edited]

The AWS CDK stack’s constructs can be built into other constructs, creating a depen-
dency between constructs. In this way, an AWS CDK app defines a hierarchy of con-
structs known as the construct tree. The root of the construct tree is the app itself, where
the app class is defined. Then, within the app stacks, users can instantiate either AWS
CloudFormation resources or higher-level constructs, which may themselves instantiate
resources or other constructs, and so on down the tree. Constructs are always defined
within the scope of another construct. These predefined relationships are explicit and
do not change during the execution. In addition, this kind of dependency chain allows
resource and construct outputs to be used as inputs for other constructs or resources.
The construct tree defines how constructs are synthesised to resources in the final AWS
CloudFormation template.

5.2.2 Azure Resource Manager

Azure Resource Manager (ARM) is the deployment and management service for Azure.
It enables a user to create, update and delete resources in the user’s Azure account.
When a user sends a request from any Azure tools, APIs, or SDKs, the Resource Man-
ager receives the request. First, it authenticates and authorizes the request. Then, the
Resource Manager sends the request to the Azure service, which takes the requested
action. Because all requests are handled through the same API, you see consistent re-
sults and capabilities in various tools. A high-level diagram of ARM API can be seen in
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figure 5.3} [35]
Azure portal Azure PowerShell Azure CLI REST clients
SDKs
v
>0

(] Azure Resource Manager <« Authentication

R R
: o g -

Data Web App Virtual Service Other
Store Machine Management services

Figure 5.3. Diagram showing the usage of ARM API [35]

This section will focus on ARM templates that is a way to implement infrastructure as
code for Azure solutions. Templates are JavaScript Object Notation (JSON) files that
define the infrastructure and configuration for the projects. The template uses declarative
syntax, which lets users state what to deploy without writing the sequence of programming
commands to create it. This difference between template and non-template deployments
is illustrated in figure [5.4] The planned resources and their properties for the project are
specified in the template files. [36]

Resource Manager Non-template
Template infrastructure as code
One template Multiple imperative
submitted PUT calls
¥ L L L L L
. !
(N
Azure Resource
Manager
|
Resource Providers

Figure 5.4. Diagram showing difference between ARM template deployment and non-
template deployment [36]

ARM templates provide the development team with the same architecture across differ-
ent environment deployments, like development, test, and production environments, for
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example. Before the deployment can begin, ARM API checks the template for errors to en-
sure the deployment will succeed. The ARM API recognises the required resources and
dependencies and deploys them correctly with an ARM template. These dependencies
are identified from resources that use other resources outputs as inputs for themselves.
In addition, ARM API tries to run the deployments in parallel if there are no dependencies
between resources to speed up the deployment. [36]

ARM templates can be split into modular files, which provide smaller, reusable compo-
nents. Templates can also be nested into another template creating a more structured
template by dividing it into more extensive segments. A typical template approach is for
one template to have all of the resources of a resource group in one template. The re-
source group is a collection of resources that the user wants to define as a group. Once a
group is deployed by hand or by ARM template, it can be extracted from the Azure client
as an ARM template. [35, 36]

5.2.3 Google Cloud Deployment Manager

Google Cloud Deployment Manager is a Google Cloud’s provision as their 1aC tool. It op-
erates with configuration files written in YAML syntax that lists each of the resources and
their properties that a user wants to deploy. A resource represents a single Google Cloud
Platform service or resource, for example, a Compute Engine or a Cloud SQL instance
and so on. A deployment can contain many resources across various Google Cloud
Platform services. When a user creates a deployment, Deployment Manager creates all
of the described resources in the respective Google Cloud Platform APIls. An example
of deployment is presented in figure The Google Cloud Deployment manager calls
are made with Google Cloud CLI, which reads the configuration file and passes it to the
Deployment Manager. |37, [38]

A configuration can contain templates, which are separate configurations that have been
abstracted into individual building blocks. After creating a template, they can be used
across deployments as necessary. Similarly, you can abstract the shared parts into tem-
plates for configurations that share very similar properties. Templates are more flexible
than individual configuration files and intended to support easy portability across deploy-
ments. The template files are written in Python or Jinja2. The Deployment Manager API
interprets each template file recursively and produce YAML syntax for the template’s re-
sources. The use of templates is illustrated in figure Using Python or Jinja2, users
have all the power of a full-fledged programming language to modularize and process l1aC
solutions for Google Cloud. Using templates requires a YAML file that defines and calls
the used template. When invoked, the Google Cloud CLI does the full configuration file
by combining the templates and the YAML configuration. |39, 40]
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Figure 5.5. Diagram showing an example how a deployment is made in Google Cloud
Deployment Manager

Resources that are defined in configuration files come from providers types. A base type
creates a single primitive resource, and they are supported by a RESTful API that sup-
ports create, read, update and delete (CRUD) operations. Additional type providers can
be added if the Google-owned types do not meet the requirements for the deployment’s
needs. When a deployment is made, the Deployment Manager checks the states of the
resources and adjusts them with the CRUD operations through API to meet the configu-
ration file’'s deployment. [38]

5.3 Terraform

Terraform is an open-source tool created by HashiCorp, and it is written in the Go pro-
gramming language. Terraform was initially released in 2014, and 1.0 version of Ter-
raform was released in the summer of 2021 [41]. Terraform is a provisioning tool used to
define and create servers. In addition, it can manage PaaS and SaaS deployments with
providers like Kubernetes and Fastly, but its strength lies in the 1aaS. [42]

Terraform operates using binary which takes two inputs: configuration and state. The
state comes from Terraform’s API, which tells the current state of the infrastructure stack.
The configurations are the user’s definitions of the desired state of the server stack. The
configurations are written in a declarative format. The configuration file describes which
providers and which resources will be used. A sample of a configuration file is shown on
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the left side of the figure[5.6] [29]

TF-config

resource "aws_instance” "example" {
ami ="ami-0c55b159cbfafe1f0"
instance_type = "t2.micro"

}

resource "google_dns_record_set" "a" {
name = "demo.google-example.com"

managed_zone = "example-zone"
type —upn

ttl =300
rrdatas = [aws_instance.example.public_ip]

4

(o ;i

Provider

+}-

Figure 5.6. Diagram showing the high-level architecture of Terraform deployment

Terraform relies on providers’ plugins to interact with cloud providers, SaaS providers and
other APIs. Examples of providers are AWS, Azure, Kubernetes and Fastly. A provider
must be specified for each resource so Terraform can use the resource. Additionally,
some providers require configuration, for example, endpoint URLs or cloud regions, be-
fore they can be used. Resources are the most important element in the Terraform lan-
guage. Each resource block describes one or more infrastructure objects, such as virtual
networks, compute instances, or higher-level components such as DNS records. For ex-
ample, in figure [5.6]the right side of the picture shows the provider which is used to install
three resources. [43], [44]

There are four basic commands for Terraform’s different stages; refresh, plan, apply and
destroy. Refresh command fetches the current state from the Terraform API. Plan com-
mand creates an execution plan based on the state from Terraform API and the configu-
ration file to achieve the state that the configuration file describes. The idea is to update
the same configuration file used to create the infrastructure in the first place. Using the
same configuration files as the base of infrastructure makes the infrastructure stack main-
tenance easier for the users since they can see what setup is currently running. Apply
command runs the execution plan, and if there is no plan, it runs the previous two com-
mands first. Finally, destroy command destroys the infrastructure stack. [45]

5.4 Pulumi

Pulumi is a modern open-source infrastructure as code platform. Pulumi’s 1.0 version
came out in September of 2019, and its current version number at 3.8.0 [46]. Pulumi can
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be used with multiple programming languages, giving the developer the edge to create
the infrastructure stack with standard technologies. Pulumi currently supports TypeScript,
JavaScript, Python, Go and .NET. These native ecosystems interact with cloud resources
through Pulumi SDK. [47]

Similarly to Terraform, Pulumi also uses the desired state model for managing infrastruc-
ture. A chosen language runtime executes a Pulumi program to compute the desired
state for a stack’s infrastructure. The backend of the state can be chosen freely from
Pulumi’s service to cloud services. It can be Pulumi Service, AWS S3, Microsoft Azure
Blob Storage, Google Cloud Storage, any AWS S3 compatible server such as Minio or
Ceph, or a local filesystem [48]. The deployment engine compares this desired state with
the stack’s current state and determines what resources need to be created, updated or
deleted. The engine uses resource providers to manage individual resources. As the
engine operates, it updates the current state of infrastructure with information about all
resources provisioned to the state backend. The deployment engine is embedded in the
Pulumi CLI. This process deployment process is shown in the diagram [49]

State backend

l I Write new state Providers
. ] Create, update, delete
CLI and Engine J > AWS
I new Resource() > Azure
'd ™
L | le Cloud
I . . >
| index.js | Google Clou
G |
Language host > Kubernetes
L S

Figure 5.7. Diagram showing the high level architecture of Pulumi deployments [49,
edited]

The language host is responsible for running a Pulumi program and setting up an environ-
ment to register resources with the deployment engine. The language host consists of two
major components; A language executor and a language runtime. A language executor
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is a binary that comes with Pulumi CLI. It is responsible for launching the runtime for the
Pulumi program’s language. A language runtime is responsible for preparing the program
and observing its execution to detect resource registrations. When a resource is regis-
tered, the language runtime sends the registration request back to the deployment engine.
In diagram [5.7] the language host is chosen to be JavaScript and the resources are de-
fined in index. js. In JavaScript, new resources are introduced with new Resource(),
which are then sent to the deployment engine. [49]

Pulumi programs describe how the cloud infrastructure should be composed. The infras-
tructure is built by allocating resource objects whose properties correspond to the desired
state of the infrastructure. These properties can be used between resources to handle
any necessary dependencies and exported outside of the stack. The Pulumi program
resides in a project, a directory containing source code for the program and metadata
on how to run the program. When the program is ready to be deployed, the Pulumi CLI
handles the deployment. The CLI creates an isolated and configurable instance of the
program, called a stack. Stacks are similar to deployment environments that can be used
when testing and rolling out application updates. The Pulumi program structure can be
seen in the diagram [5.8] [47]

\

Project

4 )
Program Stack (dev)

Resource Stack (qa)

Inputs/Outputs

Resource

Inputs/Outputs

Resource

Stack (prod)

- J

- /

Figure 5.8. Diagram illustrating the structure and major components of Pulumi [47]

Pulumi executes resource operations in parallel when possible. Exceptions are resources
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that have dependencies between other resources. For example, resource outputs can be
provided as inputs for another resource, as seen in figure[5.8] The engine keeps track of
linked resources by having their states linked together. [49]
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6. EXAMPLE CASE

This section describes the proof of concept project, later called the POC project, and the
restrictions it inherits from Profit Software’s Mortgage Bank Manager. The POC project
aim is to find solutions for the research questions, which were introduced in chapter
The first research question checks if all three major cloud platforms satisfy the project’s
needs. The cloud platform comparison is made in section[6.2] Then the second research
question is checked by comparing which 1aC tools or combinations would be suitable for
the software. In this thesis following 1aC tools are tested: Terraform, Pulumi and cloud
platforms’ own laC tools, which are AWS CDK, ARM and Google Cloud Deployment Man-
ager. The laC tool comparisons are presented in section Lastly, the third and final
research question of which container orchestration tool would suit the project. Container
orchestrators candidates for this thesis are Docker Swarm, Kubernetes, AWS ECS and
Azure Container Instances. The container orchestrator comparison is presented in sec-
tion

6.1 Proof of concept application

The Profit Software’s test case product, Mortgage Bank Manager, which was introduced
in chapter[2] is used as a parent software for the POC project. This thesis aims to find a
suitable laC tool and container orchestrator for the test case with the POC project. Testing
these various tools is done by simply testing how they succeed in doing their jobs with the
POC application. The actual test case is not used in laC or orchestrator testings since it
is not in a state which would allow it to be run in other cloud platforms than AWS.

The POC projects infrastructure has been narrowed down to include the core parts of the
actual project, which can be seen in figure[6.1] The core parts include the actual software,
without daily business logic. The original architecture of the Profit Software’s test case
product is shown later on in section [6.2.1] The rest of the infrastructure components are
confirmed by laC tools’ documentation to generate them.
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Figure 6.1. The generic architecture of POC project.

The POC project’s infrastructure consists of a load balancer, a Kubernetes cluster that
hosts frontend and backend containers, and a container registry that provides the frontend
and backend images. Cloud providers’ specific names for the services are presented in
section The Kubernetes was chosen as POC projects container orchestrator since
all three cloud providers provide a service to host a Kubernetes cluster, which keeps the
cloud-specific code minimal since the Kubernetes configurations can be used on every
cloud.

The various container orchestrators are tested with the POC application by changing the
Kubernetes in figure to another container orchestrator and checking if it would still
work in the cloud platforms. In addition, other evaluations are how the POC would run
as an on-premise solution with the container orchestrator and whether the orchestrator
provides maintenance views in cloud platforms.

6.2 Cloud platform comparison

Since the Profit Software’s test case application is already functioning in the AWS en-
vironment, it is safe to say that AWS has needed services and resources to host the
application. In this section, the original AWS infrastructure of the test case and the other
two major cloud platform providers, Google Cloud and Azure, are looked into to whether
they meet the requirements of the AWS infrastructure. This section’s objective is not to
compare platforms on a general level and instead focuses more on how the Profit Soft-
ware’s test case could be transferred to other cloud environments.
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6.2.1 AWS

The Profit Software’s test case’s high-level architecture is shown in figure 6.2} This archi-
tecture is by no means the complete design and shows only the critical components of
the architecture. Therefore, this thesis will not go through the entire setup and focuses
on the presented architecture, which can describe any web application with occasional
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Environment
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Figure 6.2. Profit Software’s test case’s original high-level AWS architecture.

The original architecture is wrapped around Amazon Virtual Private Cloud (Amazon VPC),
which gives complete control over the virtual networking environment, including resource
placement, connectivity, and security [50]. The application is accessed via an internet
gateway, allowing communication between the VPC and the internet. The application itself
is placed in a private subnet. The private subnet cannot send outbound traffic directly
to the internet, but it can use a public subnet that has a route to an internet gateway.
Outbound traffic is handled with the NAT gateway, which takes the configured routes
from the private subnet and forwards them outside the VPC. These routes can be, for
example, HTTP requests to third party software. The NAT gateway allows the application
to securely connect services outside of the VPC, but external services cannot initiate a

connection to the application. 52,

The traffic towards the application is handled through Amazon Elastic Load Balancing
(Amazon ELB), which, when configured, automatically distributes incoming traffic across
multiple targets, which in this case are AWS Elastic Compute Cloud (AWS EC2) instances
that host the application containers. These instances are grouped and monitored together
in Amazon Elastic Container Service (Amazon ECS). The Amazon ECS was introduced in
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more detail in section[4.2.1] The original project has two continuously running containers
that host frontend and backend. [54], [55]

The backend uses databases that in the AWS environment are configured to run in Ama-
zon Relational Database Service (Amazon RDS). AWS RDS is managed service that
handles infrastructure and software needs and offers administration tasks to be run au-
tomatically. AWS Batch is also using the application’s databases. AWS Batch handles
heavy workload computing jobs that require large amounts of processing power. The
AWS Batch starts a batch job when triggered by the backend or by some business logic
like timed events via AWS Lambda. The job submitted to the AWS Batch includes the
name for the job and parameters that specify how and which containerized application is
being run. For example, in the Profit Software’s test case’s solution, the batch job image
comes from AWS Elastic Container Registry (ECR). When the batch job has finished its
task, it releases the resources to save costs. [56] 57

In total, the application requires the following services to function in a cloud environment;
a service that handles load balancing, a container orchestration engine that can host
the actual application, a SQL database host, storage for output and input files and a
way to host asynchronous workloads that are run in containers when needed. Optional
requirements are the services that can handle the business logic to run the batch jobs,
but these can be implemented on the backend side if such services are not available.

6.2.2 Google Cloud

The first new platform for the Profit Software’s test case looked into is Google Cloud. One
possible solution for Google Cloud Platform is presented in figure This architectural
design is just one solution to implementing the application in the Google Cloud environ-
ment. It aims to be as similar as possible compared to the AWS version presented in
figure (6.2
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Figure 6.3. One solution for the Profit Software’s test case’s architecture for Google
Cloud.

The architecture presented above mainly consists of very similar components, but the
batch job side of the application differs to some extent which requires modifications in
the application code. Like the AWS version, this solution also uses a load balancing
service, which in Google is Google Cloud Load Balancing. In addition, the traffic from the
private subnet outwards in Google Cloud can be handled with Cloud NAT. These services
function similarly to the corresponding components in the AWS environment for the POC
project.

The application containers in this solution are hosted with Kubernetes in GKE. Another
solution for running the application containers would be to run Google Compute Engines,
which gives or instead requires complete control over container environments but gives a
choice in orchestration tools. [58]

The batch job side of the application requires some modifications in contrast to the AWS
version. The AWS Lambda can be replaced with Google Cloud Functions in this appli-
cation since the requirement is to handle the trigger logic of timed events and imports.
One major limitation is that the available languages that the functions can be written in
comparison to AWS Lambda [59, 60]. Google Cloud’s equivalent for AWS Batch requires
a bit of work. The requirement for this is to have a service that on request runs a con-
tainer and releases the resources after completion. One solution is to use Google Cloud
Run, which similarly can scale up from zero to N containers asynchronously. The one key
difference is that Cloud Run services, the containers, need to be implemented as APIs.
These services can be called upon with commands that specify the runtime resources
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like CPU and memory. Since AWS does not require containers to function as APls, it
requires modifications for the batch job containers.

The SQL Server databases that the application uses can be hosted in Google Cloud SQL,
which acts very similarly to AWS RDS. Another data-related service the application needs
is the storage service for input and output files. Google’s answer to this is Google Cloud
Storage. Its availability can be configured to be accessed from within the project and from
outside of the project with given credentials. [61]

6.2.3 Azure

One possible solution of Azure’s architecture for the Profit Software’s test case is pre-
sented in figure The solutions selection of managed services resembles more of
AWS’s selection than Google Cloud’s when considering the Profit Software test case’s
services. However, there are still some choices since there is no replica of AWS ECS in
either Google or Azure.
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Figure 6.4. One solution for the Profit Software’s test case’s architecture for Microsoft
Azure.

This Azure architecture solution is as close as it gets to the original architecture. The ap-
plication is wrapped in a VPC which in Azure is called Virtual Network. In the virtual net-
work, there are public and private subnets. Like AWS and Google, Azure’s public subnet
also has services that handle load balancing and outbound traffic handling: Azure Load
Balancer and Virtual Network NAT. Again, these operate similarly to AWS and Google
counterparts. [62]
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The only major difference compared to the AWS version in the private subnet is how
the application containers are hosted. In this solution, containers are hosted as services
in Azure Kubernetes Services (AKS), which, similarly to Google Cloud’s GKE, uses the
Kubernetes as a container orchestrator. Another solution, just like in Google Cloud, would
be to host individual Azure Container Instances and set up a container orchestrator of
choice to manage these instances. This solution, however, lacks the administrative tasks
that Azure’s managed service AKS offers. |63, |64]

The batch side of the application works very similarly to the AWS version. Azure has a
managed service called Azure Batch. Their user can define a job, which consists of job
image, VM size and memory configurations, node count and other configurations similar
to any container hosting. These batch jobs are launched from Azure Queue Storage, an
asynchronous message queue platform that gets the job queues from the backend and
Azure Functions. The Azure Functions in this solution function similarly to AWS Lambda
and check if there are enough resources to run batch jobs or other business logic. [65,
66]

6.2.4 Summary

In total, the Profit Software’s test case application could be transferred to Google Cloud
and Azure, but it requires some level of modification before the transfer. The biggest issue
with the current setup is the services needed for the batch jobs. At the moment, Google
doesn’t provide one to one solution for the AWS Batch. The Azure Batch, however, is
very straightforward compared to AWS Batch. The Google solution suggested in figure
uses Google Cloud Run, which functions similarly but would require changes in the
test case’s application logic.

Another minor issue that these architectural solutions faced was the replacement of the
AWS ECS. Orchestrator choices are evaluated more in detail in section But from
an architectural point of view, it would be the best solution to have the same container
orchestrator in every cloud. Kubernetes would be the best container orchestrator for all
of the three cloud platforms since it is supported as a separate service in all of them. Of
course, the orchestrator change would require work in the original architecture. Still, the
necessary amount of work is not groundbreaking compared to its benefits in transparency
between cloud providers.

6.3 Comparison of infrastructure tools

In this section, the POC project is used to determine which of the considered laC tools
succeed in building the infrastructure described in figure The evaluated things are
if the 1aC tool successfully constructs the infrastructure in every cloud platform and how
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much code can be reused between the different cloud providers. The sections [6.2]infras-
tructure components that are not present in the POC project but are planned as parts of
the Profit Software’s test case product are evaluated from the laC provider’s documenta-
tion if building them would be possible.

6.3.1 Terraform

Terraform uses its configuration language in its scripts which resemble JSON like struc-
tures. Terraform’s most significant advantages are clear documentation, understandable
configuration language and real-time execution plans. Also, one significant upside of the
Terraform is the possibility of having a clear infrastructure structure by splitting the infras-
tructure scripts into separate files. These files then consist of cloud providers resources,
and when combined into to single file, they can be called a module. For example, in the
figure [6.1] the significant components can be placed into separate modules: Kubernetes
cluster module, registry module and Kubernetes deployment module. [67]

Since Kubernetes was chosen as the POC project’s container orchestrator, the Kuber-
netes services of Terraform can also be used for POC’s advantage. Terraform provides
a Kubernetes resource called Kubernetes Service which was introduced in When
configured as Load Balancer, it uses the cloud providers load balancer service, which
creates the load balancer service. Only the public IP of owned domain needs to be pro-
vided for the service if one desires to connect the load balancer to a specific external
address. [68]

Terraform succeeds in building the POC projects architecture that was present in figure
[6.1] with every cloud provider. However, the code’s reusability between platforms is weak,
which is not that surprising since the cloud providers have entirely different resource
providers. However, when combined with the Kubernetes, the Kubernetes deployment
module stays the same regardless of the environment. [69]

The infrastructure components that were not in the POC project’s narrowed scope but
are planned for the Profit Software’s test case in section are presented as Terraform
resources in the following table[6.1] The table is based on resources that can be found at
Terraform Registry [70] where providers list all the available public resources.
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Terraform’s Google

resource

NAT gateway

aws_nat_gateway

azurerm_nat_gateway

nat_gateway

File storage

aws_s3 bucket

azurerm_storage_blob

google_storage_bucket

Queue service

for batch job

aws_batch_job_queue

azurerm_storage_queue

google cloud_tasks

_queue

Batch job

executioner

aws_batch_compute

_environment *

azurerm_batch

_application *

google_cloud_run

_service *

SQL database host

aws_db_instance

azurerm_sql_server

google_sql_database

_instance

Business logic

service (functions)

aws_lambda_function

azurerm_function_app *

google_cloudfunctions

_function

Table 6.1. Terraform resources that could be used when building original application’s
infrastructure. The (*) indicates that the functionality is formed from group of resources
with same namespace.

In the table, a few resources are not trivial, for example, the batch job services. In every
environment, the batch job logic needs to be built as separate modules, and they all
are different from each other. The concept is the same for AWS and Azure, but Google’s
Cloud Run requires its logic to bring down the resources when they are not being invoked.
Therefore, the tables resources come from different providers, and their scripts cannot be
used when building another cloud environment.

For the research question, does Terraform achieve the desired state for the product using
different cloud providers’ services? Unfortunately, the short answer is no. Since cloud
providers do not share any services, the Terraform scripts cannot be used for multiple
providers. An exception is the Kubernetes configurations and other third-party orchestra-
tion tools if one decides to use them. However, Terraform scripts can be split into different
entities like cluster creation which would serve as a high-level architectural block that can
be implemented differently on each cloud provider.

6.3.2 Pulumi

Pulumi’s strength and key selling point are that users can choose a programming lan-
guage they are familiar with when creating the infrastructure. Then, the infrastructure can
be placed in the code as best seen to fit, for example, splitting the resources into classes
or functions that implement different entities. When using Pulumi, the user can notice that
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it behaves similarly to Terraform. Pulumi appearing similar to Terraform is no accident
since Pulumi can use any of Terraform’s Providers. Pulumi even offers a tool to convert
Terraform scripts into Pulumi scripts of a given language. [71]

Pulumi operates differently from Terraform because the state management happens through
Pulumi Service instead of a self-managed platform. The Pulumi Service gives an edge
when spinning up the infrastructure by not needing the state files that tell the state of each
resource. These infrastructure states are instead fetched from the Pulumi Service. The
Pulumi Service also enables team-wide operations without sharing the state files. How-
ever, there is a possibility to use Pulumi without the service, when it works a lot more like
Terraform, but it requires self-management of state and concurrency issues. [71]

Pulumi succeeds in building the POC projects architecture that was present in figure
[6.] with every cloud provider. The resources are almost the same as those used in
Terraform scripts for the POC. However, the AWS resources differ to some extent since
AWS resources are created by using AWS SDK instead of Terraform’s providers [72].
In addition, Pulumi handles well the building and pushing Docker images to the created
registries, which was not a requirement for this project, but an excellent addition when
building the POC environment. The only reusability between different cloud providers
comes in the Kubernetes deployments and classes abstractions for separate entities if
one decides to use them.

The infrastructure components that were not in the POC project’s narrowed scope but
are planned for the Profit Software’s test case in section are presented as Pulumi
resources in the following table The table is based on resources that can be found
at Pulumi Registry [73] where providers list all the available public resources. The re-
source naming in the table is in TypeScript format, but all of the table’s resources are also
available in other Pulumi’s supported languages.
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NAT gateway

aws.ec2.NatGateway

azure.network.

NatGateway

gcp.compute.RouterNat

File storage

aws.s3.Bucket

azure.storage.Blob

gcp.-storage.Bucket

Queue service

for batch job

aws.batch.JobQueue

azure.storage.Queue

gcp.cloudtasks.Queue

Batch job

executioner

aws.batch.

ComputeEnvironment *

azure.batch.

Application *

gcp.cloudrun.Service *

SQL database host

aws.rds.Instance

azure.mssql.Server

gcp.sqgl.Databaselnstance

Business logic

azure.appservice.

gcp.cloudfunctions.

service (functions)

aws.lambda.Function
Function

FunctionApp *

Table 6.2. Pulumi resources that could be used when building original application’s in-
frastructure. The (*) indicates that the functionality is formed from group of resources with
same namespace. Resource naming is in TypeScript format.

Like in Terraform, Pulumi also has the same non-trivial resources. In every environment,
the batch job logic needs to be built as their modules, and they all are different from each
other. The concept is the same for AWS and Azure, but Google’s Cloud Run requires its
logic to bring down the resources when they are not being invoked. The tables resources
come from different providers, and their scripts cannot be used when building another
cloud environment.

For the research question, does Pulumi achieve the desired state for the product using
different cloud providers’ services? The short answer is sort of. Since cloud providers
do not share any services, the common code between providers is limited to class and
function abstractions. However, these class abstractions serve the research question
well since the Pulumi code can be designed in a way where the different cloud platforms
implement classes through interfaces which helps keep the overall project architecture in
check.

6.3.3 Inclusive cloud platform tools

This section evaluates cloud inclusive 1aC tools with the POC project. These are ARM,
Google Cloud Deployment Manager and AWS CDK. ARM and Google Cloud Deployment
In ARM, the
configuration file is written as JSON and Google’s Deployment Manager uses YAML. AWS

Manager use configuration files that describe the wanted infrastructure.
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CDK works similarly to Pulumi, where users can choose from supported programming
languages and define the infrastructure in that language. Supported languages for AWS
CDK are TypeScript, JavaScript, Python, Java and C#.

Each of the cloud inclusive 1aC tools succeed in building the POC infrastructure, which
is by no means surprising since the previous tools, Pulumi and Terraform, use these 1aC
tools to build the infrastructure. However, there is even less reusability between these
tools since the syntax is completely different. Like the previous tools, only the Kubernetes
configuration file states the deployments.

ARM and Google Cloud Deployment Manager fall off significantly compared to AWS CDK
since the resources that need outputs from other resources as inputs make the config-
uration files very complex. AWS CDK gives freedom to split the code as seen fit, giving
an edge for readability. It is also possible to separate the Azure’s and Google’s configu-
ration files by entities, which do not require outputs from one another. However, Google
Cloud Deployments can be implemented as Python templates, which gives some free-
dom over the configuration syntax but still requires the main configuration file that states
the deployments.

The infrastructure components that were not in the POC project’s narrowed scope are
presented as cloud providers’ resources in the following table The table is based
on resources that are found in cloud provider's documentation and through the interfaces
that build the infrastructure [74, |75, [76]. The table’s naming convention differs since the
tools don’t share a common programming language.
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Google Cloud

Deployment Manager

Microsoft.Network/

NAT gateway aws-ec2.NatProvider compute.vi.router
natGateways
Microsoft.ClassicStorage/

File storage aws-s3.Bucket storageAccounts storage.v1.bucket
/blobServices

Queue service

Microsoft.ClassicStorage/

aws-batch.JobQueue | storageAccounts/ Not available
for batch job
queueServices
Batch job aws-batch. _ _
Microsoft.Batch * Not available

executioner

ComputeEnvironment *

SQL database host

aws-rds.

Databaselnstance

Microsoft.Sql/

managedInstances

sgladmin.vibeta4

.instance

Business logic

service (functions)

aws-lambda.

Function

Microsoft.Web/

functionAppStacks *

cloudfunctions.v1

function

Table 6.3. Cloud inclusive laC tools’ resources that could be used when building original
application’s infrastructure. The (*) indicates that the functionality is formed from group of
resources with same namespace. Resource naming varies between different tools.

As seen from the table, the AWS CDK and Azure Resource Manager share almost identi-
cal naming and schema with Terraform’s and Pulumi’s resources. However, Google Cloud
Deployment Manager falls off since it cannot spin up all the needed infrastructure. Google
Cloud Run and Google Cloud Tasks components, planned as the solution for batch jobs
in Google Cloud, are not supported in Google Cloud Deployment Manager. These would
need a manual setup, using another 1aC tool or third-party type providers for missing
resources.

For the research question, do these 1aC tools in question achieve the desired state for the
product using different cloud providers’ services? The short answer is that these do not
serve the research questions purpose. The desired state for the research question was
finding an 1aC tool that would share as much common code between providers as possi-
ble. But as seen in Terraform and Pulumi, this is impossible since all possible sharable
code is the container orchestration configurations. At least in previous tools, the coding
conventions stay the same between different cloud providers, which helps maintenance
once the technology has been familiarised.
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6.3.4 Summary

From the POC project’s point of view, all of the considered laC tools manage to do their
job. But when taking into account the planned infrastructure in section Google Cloud
Deployment Manager falls off. However, when considering the goal of the second re-
search question, the cloud platform provided laC tools are not possible options to begin
with since they cannot be used outside their platform.

Pulumi and Terraform are both excellent candidates for the original application. Both suc-
ceed in building the POC, and their documentation states that the planned infrastructures
in[6.2]are possible to make with them. However, the reusability of the code is a tricky part
of the evaluation. This section established early on that none of the cloud providers’ ser-
vices match each other in different clouds. However, Pulumi gains an edge in this since
one can build the code in such a way it just implements code entities, classes or functions
that serve the same purpose in different cloud environments.

6.4 Container orchestrator comparison

Container orchestrator choices for the original product and POC project were Docker
Swarm, Kubernetes and cloud inclusive orchestrators, AWS ECS and Azure’s Container
Instances. Google’s solution for container orchestration is GKE which uses Kubernetes
as the orchestrator, so it will not be looked into as a separate entity. Table lists re-
quirements for the orchestrators considering the original product and POC project.
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Azure Container
Docker Swarm | Kubernetes AWS ECS
Instances
Works on Yes
every cloud (on self-hosted | Yes No No
platform instances)
Works
Yes Yes Yes * Yes *
on-premise
Provides overall
management
No Yes Yes Yes
view in cloud
platforms
Provides health
Yes Yes Yes Yes
check service

Table 6.4. Comparison of considered container orchestrators. (*) implicates that orches-
trator requires additional resources.

The table above lists a summary of the major findings and requirements for the orchestra-
tors. A clear winner for these choices is Kubernetes since it works on every cloud platform
and on-premises. In addition, all three cloud platforms provide a managed service that
also has a management view of the clusters used in Kubernetes, helping the manage-
ment of the applications. Kubernetes can also have the same configuration file, with
slight changes like where the images for containers come from. Finally, the on-premise
solution can be handled by simply installing Kubernetes to the platform.

Docker Swarm is also a good choice but falls off significantly since it requires self-hosting
the clusters. Self-hosted clusters do not have the same level of management view in
cloud environments like Kubernetes or cloud inclusive orchestrators. However, Docker
Swarm’s on-premises solution is by far easier to set up than others since it comes with
Docker, which in any case is used to develop the containerised software.

Azure Container Instances and AWS ECS work great in their environments. However,
their on-premise solutions require additional help. For AWS ECS, this is ECS Anywhere,
which enables the use of external clusters that can be the local hardware. For Azure
Container Instances, the external clusters require a connection through a VPN gateway
or ExpressRoute, allowing on-premises networks to extend users Microfost cloud over a
private connection. However, these external cluster setups are a bit clumsy for develop-
ment purposes. They work and provide centred management with the cloud platforms’
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consoles for production use. [21, 64, |77]

For the research question, which of these orchestrator tools would work when develop-
ing and in production use in major cloud environments, the answer would be all. But
when thinking of one unified orchestrator for every cloud environment, Kubernetes takes
the lead by far since it is supported in all major cloud providers. Docker Swarm would
be a good candidate, but the lack of existing support in cloud environments drops it off
compared to Kubernetes.

6.4.1 Summary

All of the considered container orchestrators do their job for both POC project’s and Profit
Software’s test case’s perspectives. The only major issue is with the AWS ECS and Azure
Container Instances since they cannot be used outside their platforms, so they are not
suitable as the test case’s final choice. But the choice between Kubernetes and Docker
Swarm has to be made with the conveniences they provide on their own and the cloud
platforms.

Docker Swarm has a more appealing feel when starting the development since it comes
with the Docker installation, almost always the container tool used to develop container-
ised software. But when looking at the complete application that should run on cloud
and on-premise, the Kubernetes is the way to go from these two. In addition, AWS,
Google and Azure all have different services for Kubernetes, which gives better mainte-
nance options than Docker Swarm, which would require some setup to have some kind
of maintenance view.
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7. RESULTS

This section presents the results of chapter[6] The results aim to choose the best answers
and tools for the research questions raised in section The example case did the
findings by evaluating the original product and how it would transfer to other clouds. In the
example case chapter, a POC application was made to prove that laC tools and container
orchestrators would suit the original product and achieve the research questions desired
states.

7.1 Cloud platforms

The Profit Software’s test case application is already hosted in the AWS cloud environ-
ment, and its cloud infrastructure is presented in section The Google Cloud and
Azure platforms were then evaluated to host the application while preserving as similar as
possible infrastructure compared to the test case AWS version. Azure platform, which is
presented in section [6.2.3] shows that Azure has all the needed resources and services
to achieve similar architecture compared to AWS. The only significant difference was the
container orchestrator change because AWS architecture used an orchestration service
only available in AWS.

Google Cloud infrastructure for the test case product was not a straight conversion from
the AWS. The Google Cloud’s planned infrastructure is presented in section Google
Cloud does not have a service that would correspond to the AWS Batch entity. Google
Cloud’s Cloud Run replaced the AWS Batch, which is similar but works very differently.
AWS Batch’s logic is to spin up containers when needed and release the resources when
the job is finished when the Google Cloud Run has containers that can be run on request
and scaled down to zero resources when not in use. The call logic for these is quite differ-
ent, which requires the test case application to change the batch jobs to be implemented
as RESTful APls.

In total, both Google Cloud and Azure have the required services to run the test case ap-
plication. However, in section[6.2.4]it is also advised to do modifications for the test case’s
AWS infrastructure to achieve some transparency between the cloud providers. A minor
change suggested was to replace the AWS ECS with some other container orchestrator
that would also work in Google Cloud and Azure.
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7.2 Infrastructure tools

The infrastructure tools were evaluated with the POC project presented in The ser-
vices that POC didn’t include and were present in the planned infrastructures for the Profit
Software’s test case in section [6.3| were evaluated with the corresponding laC tool’s doc-
umentation. The evaluation focused on if it would be possible to build them with the tool.
The considered tools for every platform were Terraform and Pulumi. In addition, the cloud
providers laC tools were evaluated for the corresponding cloud platform. These cloud
providers laC tools were AWS CDK, ARM and Google Cloud Deployment Manager.

The cloud platform laC tools were very different from each other. AWS CDK was quite
similar to Pulumi but more strict about implementing it. But by far, it was the most flexible
of these three cloud platform laC tools since it supports various programming languages
that can be used to implement the infrastructure. Google Cloud Deployment Manager
has the opportunity to use Python or Jinja2 when implementing the infrastructure. Still,
the Google Cloud Deployment Manager’s resources do not currently support the Cloud
Run service required for the planned infrastructure in section ARM supports all the
needed resources, but it uses JSON style formatting as its infrastructure definition, which
is not as flexible and readable as other laC tools.

Pulumi and Terraform are potential candidates for the test case’s 1aC tool. Both success-
fully build the POC application’s infrastructure and provide the planned resources for all
the cloud platforms. The second research question’s desired state was a tool that would
successfully build the infrastructure in all the planned cloud platforms and have the most
reusable code. These two don’t quite meet the second requirement of the desired state,
but both have their way of giving some form of entities that can be used as common parts
between the cloud platforms. They just would be implemented differently. But in the over-
all comparison, Pulumi takes the lead compared to Terraform since it is more flexible on
the implementation side. Terraform uses a JSON like format in the infrastructure code,
and Pulumi can use its supported languages as the infrastructure code platform.

7.3 Container orchestrators

The container orchestrator comparison was made with the POC project. The POC project’s
containers function similarly to the test case’s containers. The considered container or-
chestrators were Docker Swarm and Kubernetes and two cloud platform orchestrators,
AWS ECS and Azure Container Instances. The testing was done by replacing the POC
projects Kubernetes cluster, which can be seen in figure with another container or-
chestrator’s cluster.

All of the mentioned orchestrators would suffice as the test case’s orchestrator since min-
imal requirements. But when considering the benefits that the considered orchestrators
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provide, Kubernetes takes clear advantage over the others. For starters, AWS ECS and
Azure Container Instances work only on their platforms and require the cloud providers
interface, even on on-premise solutions. Docker Swarm, however, is the most appealing
on-premise solution, but it requires self-defined and configured VMs to form the clus-
ter in cloud environments. On the other hand, Kubernetes is supported by all three cloud
providers providing its cluster forming and management views. Moreover, the Kubernetes
deployment configurations stay the same from an on-premise solution to any cloud, pro-
viding it transparency between application platform solutions. Another advantage Kuber-
netes has over Docker Swarm is that it's supported by all of the tested laC tools directly,
and Docker Swarm would require the use of third-party or self-made resources.
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8. SUMMARY

As a whole, the example case for this thesis was a success. The example case managed
to find out if the original Mortgage Bank Manager product could convert from one cloud
to another with the help of the three research questions. The first question was to see
if it would suit all three major cloud providers. The second question set out to find what
laC tool should be used to keep the number of infrastructure scripts in check for all of the
different cloud providers. And the last question was which container orchestrator should
be used while developing the product and when moving to cloud environments.

The original product is already hosted in AWS environment, so the challenge was to find
the equivalent services such as database host service and load balancing services in
Google Cloud and Azure. Architectural solutions for both of these clouds was presented

in sections [6.2.2/ and [6.2.3] The most complex parts of the architecture were the batch

jobs. Azure has almost equivalent services compared to AWS, but Google required a bit
of innovation. The Google solution for the test case is a great example of how developing
cloud software for multiple platforms becomes complicated if they rely on inclusive cloud
services. The use of cloud-specific services could be avoided, for example, by using
Kubernetes for implementing complex needs for the cloud infrastructure since Kubernetes
is supported in all of the three major cloud platforms.

When considering the laC tools for the test case, the following tools were evaluated:
Terraform, Pulumi and cloud inclusive laC tools: AWS CDK, Azure Resource Manager
and Google Cloud Deployment Manager. Terraform, and Pulumi managed to create the
required infrastructure for every cloud platform. However, it became clear that the desired
state for the second research question was out of reach. The desired state was a tool
where infrastructure code could be reused for all cloud platforms to save some code lines.
Even though cloud platforms provide services that work similarly and do not differ much
from each other, the resources they are used through are entirely different from laC tools’
point of view. However, Terraform’s and Pulumi’s code can be built as modules that serve
the same purpose between cloud platforms. These modules then have to be implemented
for every cloud platform. For Pulumi, this works better since the coding conventions are
much more flexible than Terraform’s since one can choose the coding language and style
that suits them the best.
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The cloud inclusive laC tools were considered different solutions as laC tools for the test
case. These, however, do not serve the second research question at all since a user can-
not use them outside of their platform. As standalone solutions for the test cases, they
would work, but for Azure Resource Manager and Google Cloud Deployment Manager,
the JSON type of infrastructure declaration feels a bit outdated compared to more flexi-
ble solutions that AWS CDK and Pulumi provide. And as seen in table the Google
Deployment Manager is not able to build the test case’s infrastructure, which suggests
using the open-source laC tools for the Google Cloud, at least for the test case. These
tools were evaluated more as a backup since the AWS laC tools are already in use for the
test case, so the possibility to use Google’s and Azure’s tools alongside was the backup
option if Pulumi and Terraform would be unable to build the infrastructure.

The last research question was about which container orchestrator should be used for
the test case. Open source orchestrators that were considered were Docker Swarm and
Kubernetes. Cloud inclusive orchestrators also evaluated Azure Container Instances and
AWS ECS. Google uses Kubernetes as their container orchestrator service. All of the
orchestrators work as solutions for the test case. However, by considering the additional
perks and if the orchestrator could be used in all cloud platforms, the Kubernetes takes
clear victory over the others. Only Docker Swarm and Kubernetes work on every cloud
platform from the considered choices. Kubernetes is also supported by each cloud plat-
form, which gives access to a management console over the cluster, which Docker Swarm
doesn’t provide by default.

However, the test case could be implemented without the container orchestrator. The
frontend and backend exist on separate singular containers, and the frontend is a static
website. Static websites could be hosted on AWS S3, Google Cloud Storage and Azure
Storage. Hosting the frontend in cloud storage would eliminate the need for orchestrators
since the application would have only one container that could be then hosted on AWS
ECS, Google Container Engine and Azure Container Instances. However, the on-premise
would then require another website hosting method that requires additional configuration
compared to the container orchestrator configurations. Container orchestrator configura-
tions would be the same from cloud to on-premise. The orchestrators also give a possi-
bility to scale the number of backend containers if the application requires more power,
which would be harder on non-orchestrated solutions.
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When considering cloud application development for multiple cloud platforms, the infras-
tructure should be planned so that every cloud meet the infrastructure requirements be-
fore starting the actual development. For example, even though this thesis’ test case
managed to find solutions for infrastructure for the other two cloud platforms, it did not
exist yet; it will require significant code side reworking to be hosted somewhere else than
AWS. Also, when planning the infrastructure, the complex infrastructure solutions should
be minimal since the cloud providers’ available services differ when moving out from laaS
to SaaS and PaaS.
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