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Ensemble methods can improve prediction accuracy of machine learning models,

but applying ensemble methods in time series analysis is not feasible due to high

dimensionality of time series. Augmenting time series data with features that are

extracted from the original time series is an approach that can make traditional

machine learning methods applicable also for analysing time series.

Echo state network is a type of recurrent neural network with a special property

that only its output layer is trained. In this research the weights of the echo state

network output layer are used as time series features. These novel features are

compared to more conventional set of time series features extracted using Tsfresh

software library.

Several input feature combinations based on features derived from an echo state

network and features extracted using Tsfresh library are evaluated in the experi-

ments. Main differences in the input combinations are whether there are no time

series features at all involved or there is a certain combination of features included.

Additionally, different feature selection methods area applied. All analysis are con-

ducted using a 5-fold cross-validation with validation and test set. Data set that is

used in the research is from M4 time series analysis competition. The best submitted

methods from the M4 competition are taken as the base learners for the ensembles.

It is shown that the time series features derived from an echo state network can

improve the performance of ensembles for time series prediction. However, it is also

shown that the conventional time series features outperform the echo state network

features with a high margin. It is to be shown in a future research whether some non-

linear dimensionality reduction methods could improve the features derived from

echo state network weights.

Keywords: Time series features, Ensemble methods, Echo state networks, Feature

selection.

The originality of this thesis has been checked using the Turnitin Originality Check

service.
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1 Introduction

In machine learning, there are lots of methods available and it is not always clear

which method to choose in a particular case. Fortunately, it is well known that

combining results from multiple models can yield better prediction accuracy (c.f.

Dietterich 2000). A model that combines prediction results from multiple models is

called ensemble. Ensemble models can either use different methods, be trained on

different training data, or be trained using different learning parameters.

Ensemble methods can improve prediction accuracy. However, because ensem-

bles build on multiple models, training time of an ensemble can grow significantly

and can become a hindrance in many application areas.

In this research, we will study applying ensemble methods to univariate time

series data. Time series is a set of data where data points are ordered in successive

order over some period of time. Univariate means that each data point consists of

only one scalar value.

There are different ensemble methods, that is, approaches how to combine the

results and build ensembles, averaging being one of the simplest. As an example,

ensemble methods have been successfully applied in many machine learning compe-

titions (c.f. Al-Taie, Salim, and Obasa 2017).

In broad sense, there are three types of data related to time series (Elmasri and

Lee 1998). First, there are the actual time series data points. Second, there can

be some unchanging information on the time series readily available. This kind

of data can include for instance information on seasonality (i.e. what is the time

interval between consecutive observations in the time series), domain information of

the time series (i.e. from which field or sector the time series data content origins),

and prediction horizon ( i.e. how many time steps ahead the predictions span).

Third, there can be data that is related to the time series and is not constant but

changes infrequently. This data might not be readily available but can be extracted

from the actual time series. These infrequently changing aspect of time series are

called features. A simple example of a time series feature would be maximum and

minimum value of a time series.

In this research we will focus especially on the last type of information in time

series and. We will experiment with adopting different sets of time series features in

building ensembles. We will use Tsfresh (Christ, Braun, et al. 2018) software library

that can automatically extract hundreds of features.

There are a vast amount of features that can be extracted from a time series.

What is common to all these features is that they all aim at capturing some essentials

aspect of a time series. Beside already existing features, we will experiment with
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a new kind of features that can be generated by echo state networks. Echo state

networks are recurrent neural networks that consist of a large reservoir network

that is randomly initialized and fixed (not trained). Only the weights connecting

the reservoir network and its output layer are optimized. The approach that we will

experiment with is demonstrated by Gianniotis et al. (2016) to work pretty well in

visualizing clusters of different types of time series.

From literature we can see that there are examples of applying ensemble methods

successfully to time series. However, in many reports, benchmarking of the proposed

method is based on limited number of time series (mostly only one). This makes

it hard to see how the findings would generalize to some other time series. Also,

the number of other methods the proposed method is compared to, is often limited.

In order to mitigate these risks, we will use time series data from M4 competition,

which is a well known machine learning competition for time series forecasting. The

competition data sets are publicly available for analysis. The data sets cover multiple

domain areas and seasonalities from hourly to yearly time series.

Instead of proposing a set of our own methods for the base learners, we will

take advantage of the predictions from the 25 best methods submitted to the M4

competition. Even if all the methods themselves have not been publicly released, the

predictions produced by the methods have been published and the results from the

25 best methods can be accessed conveniently via R package M4comp2018 (Montero-

Manso, Netto, and T. Talagala 2021).

In our experiments, we will compare the performance of different kind of ensem-

bles. First, we will evaluate performance of ensembles that have only the submitted

forecasts as base learners. Second, we will extend the library of base learners with

base learners that utilize different combinations of features either derived from the

an echo state network or extracted by Tsfresh library. In order to improve relia-

bility of the comparison, stratified k-fold cross-validation is used. We will use the

real results from the time series forecast competition results as a benchmark for the

experiments.

The report is structured as follows. In Chapter 2, the previous work in the

subject area is described. First, ensembles are discussed in general before focus-

ing on ensembles specifically in time series analysis domain. Time series features,

approaches to extract those features and different strategies to limit the number

of features are all dealt with. In Chapter 3, the data set, different preprocessing

phases, the methods and all the research settings are described in detail. Chapter 4

gathers and presents all the results. The results are further discussed in Chapter 5

and conclusions are provided in Chapter 6.
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2 Background

High dimensionality is one of the main characteristics of time series when considering

time series as a whole and, at the same time, an obstacle to applying existing

machine learning methods. For this reason, approaches to convert information from

time domain to other domains are popular. In a review of time series data mining

tasks, Fu (2011) identified 4 major time series data mining areas: Pattern discovery

(and clustering), time series classification, discovering rules from time series, and

summarizing time series information. What is common to all of these tasks is that

their goal is to extract information from a time series (classes, patterns, rules or

summaries).

In this research, focus is on any infrequently changing properties of time series.

These properties are referred to as time series features. Because time series features

represent some relevant aspects of a time series, these features can be used in lieu

of time series themselves. For this reason, the role of the time series features can be

described as a bridge from the realm of time series to the realm of machine learning:

with the help of time series features, machine learning methods that require a fixed

feature set can be applied to time series.

More specifically, in this research time series features are applied to ensemble

methods. In the following, ensemble methods will be described. Then, a short

review of ensembles in time series analysis is given. In the latter part of this chapter

different approaches to extract features from time series will be reviewed and also

the methods to select the best features for further analysis.

2.1 Ensemble methods

The benefits of applying ensemble methods stem from statistical, representational

and computational reasons (Dietterich 2000). The statistical reason is related to the

issue of a single learning algorithm finding many equally good prediction candidates,

especially when trained with insufficient data. In this case, the learning algorithm is

said to have high variance (Zhou 2012, p. 67). The representational reason is related

to the issue that in most cases a machine learning model cannot fully represent the

true function that would capture information of the data. In this case, the learning

algorithm is said to have high bias (Zhou 2012, p. 68). The computational reason

is that even in cases where there is a sufficient amount of data available, it can

be difficult for machine learning methods to find a globally optimal prediction. By

combining results from different models, it has been shown that both variance and

bias can be reduced (Zhou 2012, p. 68).
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There are several types of ensemble methods. The underlying principle common

to these methods is that they combine predictions from multiple methods. That is,

instead of using results from method A directly, we can first apply methods A, B

and C, one by one, and then combine the results by using some ensemble method

that takes the predictions from methods A, B and C and produces final predictions.

As a result, the predictions from the ensemble will likely outperform the predictions

using any single method, either A, B or C.

2.1.1 Bagging

In the following, bagging ensemble strategy is shortly described. Bagging (i.e. boot-

strap aggregation) is a simple way of reusing the same data set in order to improve

performance of an ensemble model.

Training data sets are generated by sampling from the same data set using a

bootstrap strategy (that is, sampling with replacement). Each sampled data set is

then used to train a new model. In regression modelling the output of the ensemble

is computed by averaging the outputs of the base models. In classification modelling

voting is used. (Sewell 2021)

2.1.2 Boosting

Boosting is a meta-algorithm that can transform weak learning algorithms into ar-

bitrarily accurate learning methods.

The requirement for a weak learning algorithm is that it will just barely outper-

form random guessing. Boosting ensemble is built incrementally by training each

subsequent model with the data set weights updated. More precisely, the weights

of previously wrongly classified (when doing classification) or inaccurately predicted

(when doing regression) data items are increased. (Schapire 1989)

Gradient boosting

In the gradient boosting method the general idea is to approximate modelled func-

tion F with incremental functions. In ( 2.1), fm(x) are the incremental functions

that make up the function F .

F =
M∑
m=0

fm(x) (2.1)

In the gradient boosting algorithm, incremental functions are estimated by ( 2.2).

The vector am represents the parameters of the simple function, i.e. the parameters

am define the function h with respect to the function family. For example, if the
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function h is a regression tree, the parameters fully define the splits and leaf values

of the function (Friedman 2001).

F (x; {βm, am}) =
M∑
m=0

βmh(x; am) (2.2)

The gradient boosting algorithm is depicted in Algorithm 1. In the algorithm,

L(yi, ŷi) is the loss function, yi being the true value and ŷi the prediction. Commonly

used loss functions for regression include squared error L(yi, ŷi) = |yi − ŷi|2, and

absolute error L(yi, ŷi) = |yi − ŷi|.
Initial increment F0 is an average of targets yi, i = 1...N . Each new incremental

function fm is determined based on the negative gradient of the loss function. In the

algorithm, ỹi, i = 1, ..., N are the (unconstrained) negative gradients and are also

called pseudoresponse. They give the steepest-descent direction for the search of the

new incremental function. To simplify computations, a parameterized (constrained)

function βh(x; a) is fitted to represent the pseudoresponses yi. Parameters am rep-

resent the fitted function h(x; am) i.e. the optimal direction of the search. This

simplification makes it possible to optimize only a single parameter ρ with respect

to the actual loss function L in the final phase in order to get the optimal multiplier

ρm for the new incremental function ρmh(x; am).

Algorithm 1 Gradient Boost (Friedman 2001 )

Ensure: F0 = arg minρ
∑N

i=1 L(yi, ρ)
for m← 1 to M do
ỹi ← −[∂L(yi,F (xi)

∂F (xi))
]F (x)=Fm−1(x)

am ← arg mina,β

∑N
i=1[ỹi − βh(xi; a)]2

ρm ← arg minρ
∑N

i=1 L(yi, Fm−1(xi) + ρh(xi; am))
fm ← ρmh(x; am)
Fm ← Fm−1 + fm

end for

2.1.3 Stacked generalization

In stacking a meta-learning method or methods are used on top of base learners. It

is notable that a stacking ensemble can consist of more than two layers. In case of

N-level stacking ensemble, the second level learner will not produce final predictions

but inputs for the next level. Finally, the Nth level learner will produce the final

predictions. To avoid overfitting, each learner is trained on part of the data and

used to predict the target values on rest of the data. According to Wolpert (1992),

stacked generalization can be viewed as a refined version of cross-validation.
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One drawback of multiple layers is the increase in complexity and the number

of hyperparameters that needs to be set. With the hyperparameters we refer to

all parameters that are required to be fixed before applying the ensemble method,

such as the number of layers, the methods that are to be used in each layer and the

parameters needed for the methods that are applied. For example, when a neural

network is used as a single learning method in ensemble, its architecture must be

fixed, as well.

Due to the increased complexity, finding a good composition of methods and

hyperparameters is a tedious task for an ensemble that consists of multiple stacked

layers. Related to this, Wolpert (1992) refers to stacked generalizations as a ”black

art”, and he states that the user of stacked generalizations is required to make

intelligent guesses. Nevertheless, Wolpert (1992) argues that stacked generalization

should be used almost in any problem to minimize prediction error.

Michailidis (2017a) builds his StackNet framework on Wolpert’s theory of stacked

generalizations. StackNet resembles the architecture of a neural network. The dif-

ference is that in StackNet the hidden units of the neural network are replaced with

different machine learning algorithms. A tool like StackNet can greatly facilitate the

procedure of training a complex stacked ensemble. An implementation of StackNet

framework is available as open-source software (Michailidis 2017b).

2.2 Ensembles in time series analysis

In their seminal work, Newbold and Granger (1974) compared forecasting perfor-

mances of Box-Jenkins, Holt-Winters and stepwise autoregression on multiple em-

pirical data sets. They also tested methods in combination and found combining

methods to be frequently beneficial.

Fildes et al. (1998) reviewed lessons learned from M competitions and 263 telecom-

munications related time series. They conclude that simple methods can produce

surprisingly accurate forecasts. Further, combining forecasts can improve results.

Imam et al. (2020) also report significantly lower error rate for their ensemble

compared to the base learners. Their work provide an example of predicting com-

plex, volatile and non-stationary time series using ensemble method. In their study,

they modelled an index representing international shipping activities (Baltic Dry

Index). They used recurrent neural networks as the base learners (i.e. the first

level learners) and averaged results from the first level learners to produce the final

prediction. The types of the recurrent neural networks they used were recurrent

neural network (RNN), long short-term memory (LSTM) and gated recurrent unit

network (GRU).

Liao et al. (2017) used linear stacking ensemble to predict cloud computing

workload. They compared their linear stacking method to three other ensemble
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methods: one that used genetic algorithm, one that refreshed ensemble weights

based on previous errors and one that chose the best first level model and used only

that. The base learners (i.e. the first level learners) were kept intact, but the second

level learners were changed. They concluded that the linear stacking appeared to

be superior compared to the others.

Nguyen et al. (2016) also used ensemble methods to predict workload estimates

for data centers providing cloud computing services. They built their ensemble

on various linear models. For the second level learner they used recurrent neural

network with an autoencoder for input feature extraction. Their experiments showed

improved results compared to combining base learner results otherwise (that is, with

optimal weights).

Chitra and Uma (2010) applied heterogeneous first level learners. In their ex-

periments on three datasets, an ensemble model performed best on all cases. Cheng

et al. (2012) studied financial time series data forecasting using ensemble methods

and found that a bagging ensemble provided the best results compared to other

ensemble methods.

Rahman et al. (2019) used ensemble stacking in EEG signal analysis. In their

work, raw EEG signal was first preprocessed using variational mode decomposition

and discrete wavelet transform. Ensemble method was then used on the preprocessed

data. According to the authors, their proposed method produced results of state-

of-the art accuracy.

Otok et al. (2012) applied an ensemble method to one data set (monthly rainfall

in Indonesia). They used ARIMA and a feedforward neural network as first level

learners. As the second level learner, they used regression. The results from their

experiment were mixed: the statistical method (ARIMA) provided the most accurate

forecasts in the training set, and the feedforward neural network provided the best

results on the test set. Surprisingly, the ensembles underperformed. The authors

conclude that their results are in line with the results from M3 competition, that is,

simple statistical methods perform better than more complicated machine learning

methods. The poor results of the ensemble are surprising and are something that

would need more investigation.

Ko et al. (2019) introduce an ensemble method that consists of base learners that

were trained ahead of time and on-line learning algorithm that is applied when new

data is received. Authors used deep neural networks as the base learners (i.e. the

candidate models). The idea is to change the weights of the base learners according

to new incoming data instances. In the article, they present results from several

areas where they had adopted the on-line ensemble model: simulated, financial and

other non-financial data sets. Ko et al. (2019) show that their ensemble method had

several advantages over the base learners. Their on-line ensemble algorithm showed
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sustainability when exposed to sudden changes in input data. One interesting aspect

was robustness to intentional attacks. These kind of attacks use slightly modified

inputs to machine learning algorithm and aim to cause the algorithm to produce

erroneous prediction or misclassification. Thus, beside reducing bias and variance,

ensembles could have also other benefits.

Szegedy et al. (2014) found that machine learning models can be vulnerable to

adversarial inputs. An adversarial input or example is one that is slightly modified

from correctly classified example. For example, in case of image classification task,

a correct example image and adversarial example image can be indistinguishable for

a human observer. An interesting result – in contrast to Szegedy et al. (2014) –

from (I. J. Goodfellow, Shlens, and Szegedy 2015) showed that ensembles as such

are not resistant to adversarial examples.

2.3 Time series features

Elmasri and Lee (1998) have defined three forms or categories for time-dependent

data. This conceptual characterization of time-dependent data is important for our

research:

Time-invariant Values of time-invariant objects do not change in time.

Time-varying Values of time-varying objects may change at some points in time

with an undefined frequency.

Time-series Values of time-series objects change their value with a particular fre-

quency.

In this study, M4 competition data set is used. Although the data is mainly in

time-series form, there is also certain time-invariant information related to each

individual time series: seasonality and domain of the time series data. The base

learners that are used are perceived as black boxes: They mainly operate on the

time-series data but can also use information that is time-invariant or extract some

time-varying information on their own.

The focus of this study is on the time-varying objects. T. S. Talagala et al.

(2018) define such time series features as ”any measurable characteristics of a time

series”. Christ et al. (2017) use the following formal notation for continuously

evolving system state in in time:

si,j(t1)→ si,j(t2)→ ...→ si,j(tv)→ ...→ si,j(tnt) (2.3)

In ( 2.3), si refers to a system or device si and si,j(tv) is some continuously changing

attribute j of system si. Measurements are made repeatedly at time tv with fixed
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time interval between consecutive tnt measurements. Further, they define time series

feature as function ( 2.4):

θk(si,j) : Rnt → R (2.4)

Some examples of a feature mappings are given in 2.5.

θmin(si,j) = min{si,j(t1), si,j(t2), ..., si,j(tnt)}
θmax(si,j) = max{si,j(t1), si,j(t2), ..., si,j(tnt)}

θmean(si,j) = mean{si,j(t1), si,j(t2), ..., si,j(tnt)}
θσ2(si,j) = σ2{si,j(t1), si,j(t2), ..., si,j(tnt)}

(2.5)

2.4 Extracting features from time series

In the following the methods that are used in the research to extract features from

time series will be described.

2.4.1 Extracting features using echo state network

There is a promising approach how to extract time series metadata using echo state

networks and autoencoders by Gianniotis et al. (2016). Echo state networks are

recurrent neural networks that consist of a large reservoir network that is randomly

initialized and fixed (not trained). Only the weights connecting the reservoir net-

work and its output layer are optimized (see Wout in Figure 2.1). With the approach

introduced by (Gianniotis et al. 2016) each time series can be coupled with a ”fin-

gerprint” – or set of features – representing some of the aspects of the original time

series.

This fingerprint is a compressed representation of weights of the input layer.

Some dimensionality reduction method, such as principal component analysis (PCA),

can be used to compress the weights.

2.4.2 Echo state network

In the following we will describe the echo state network based on the definitions

from Jaeger (2001) and from Lukoševičius (2012).

Figure 2.1 represents information flow in an echo state network. In the center

of the figure there is the weight matrix W and the current echo state x(n). The

weight matrix W is used in updating the current echo state x(n) to the next echo

state x(n + 1) together with the current inputs u(n) which are transformed by the
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input weight matrix Win. Optionally also the previous output values can be used in

evaluating the new echo state x(n) if the weight matrix Wback 6= 0.

There are certain conditions for the weight matrix W that should be fulfilled

in order to enable echo state property. First, W should be randomly initialized

and sparse. That is, most of the weights in W should be set to zero and only a few

percent of the values should be non-zero. Second, the spectral radius ρ of the weight

matrix W should be less than 1. The spectral radius of a matrix W is defined as

the maximum of the eigenvalues of the matrix W : ρ(W ) = max{|λ1|, |λ2|, ..., |λn|},
where λi is the ith eigenvalue of the matrix W . The input weight matrix Win

should also be initialized randomly. This can be accomplished for example by setting

Wini ∈ [−σ, σ], where σ is a positive real number.

y(n)

Win Wout

Wback

W

x(n)

u(n)

Figure 2.1 Echo state network.

Lets denote dimensions of different units as:

• K input units

• N internal units

• L output units
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Then, the weight matrices are as following:

• Win ⊂ RN×K

• W ⊂ RN×N

• Wout ⊂ RL×(K+N+L)

• Wback ⊂ RN×L

Echo state x is updated by ( 2.6):

x(n+ 1) = f(Winu(n+ 1) +Wx(n) +Wbacky(n)) (2.6)

where u(n+ 1) is the input, x(n) is the previous echo state, x(n+ 1) is the updated

echo state and y(n) is the previous output. The output y is used during echo

state update only if there is a backwards connections weight matrix Wback defined.

f = (f1, ..., fn) are usually sigmoid functions.

The name echo state network reflects the idea that the state x(n) ”echoes” the

previous inputs. Figure ( 2.2) illustrates two input functions and some examples of

their respective echo states.

The output is computed using ( 2.7). The next predicted output value y(n+ 1)

is based on the echo state x(n). The output can also optionally depend on the input

u(n+ 1) and the previous output y(n) values. In the equation, f out = (f out1 , ..., f outn )

are the optional output functions.

y(n+ 1) = f out(Wout[u(n+ 1) x(n+ 1) y(n)]) (2.7)

As said earlier, the weight matrices Win and W are initialized randomly. According

to Lukoševičius (2012), the feedback weights Wback should be used only when they

are necessary for the task because they can cause stability issues (Lukoševičius 2012).

If the feedback weight matrix Wback is used, it is initialized randomly as well. The

only weights that are trained are the outputs weights Wout. For each time series, echo

states are computed using ( 2.6). Wout is then solved for each time series by using

ridge regression method. Matrix Wout is computed for each time series and attached

as feature or meta-data to corresponding time-series data. Note that although Win

and W are initialized randomly, they should be similarly initialized for all the time

series so that resulting output weights would be commensurable between different

time series.
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(a) Sin function as an example input u(n). (b) Example echo states x1(n), x2(n), ..., x6(n)
from sin function input.

(c) Stepwise function as input u(n). (d) Example echo states x1(n), x2(n), ..., x6(n)
from stepwise function input.

Figure 2.2 First example function sin shown in (a) and 6 of its echo states in (b).
Second example function stepwise shown in (c) and some of its respective echo states in
(d).

2.4.3 Tsfresh time series feature extraction and filtering al-

gorithm

Tsfresh (Time Series FeatuRe Extraction on basis of Scalable Hypothesis tests,

Christ, Braun, et al. 2018) is a feature extraction algorithm and methodology that

computes a large array of time series features (at the time of writing almost 800

features are supported). Additionally it can be used to detect statistically signif-

icant features. The Tsfresh algorithm in feature extraction is dealt with in 3.4.5.

The usage of the algorithm in feature filtering is covered in more detail in 2.6.2 and

in 3.4.6.
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2.5 Model selection

There are two approaches to forecasting a vast array of time series. One can i.)

use one method for all the time series, or ii.) choose a suitable method for each

time series individually. According to T. S. Talagala et al. (2018), it is unlikely that

one would be able to have a single method that would outperform all competing

methods tailored especially for forecasting a specific time series. Thus, the second

option, i.e. focusing on selecting the most suitable method for each time series, is

more realistic approach.

2.5.1 Model selection problem

Rice (1976) conceptualizes model selection problem by following concepts of Problem

space, Algorithm space and Performance measure.

Problem space is a set that covers all the possible problem instances that the

model should be able to handle. There are a lot of different independent traits that

affect the model selection and the capability of the model. Unfortunately, there is

also a lot of uncertainty about these traits.

Algorithm space covers all the algorithms that are relevant in the given problem

context. There is a lot of uncertainty how the characteristics of the algorithms are

linked to model performance.

Performance measure is non-trivial as criteria may vary between different prob-

lems. For example, execution time, algorithm complexity and prediction accuracy

are all possible performance measure criteria, thought they are incommensurable.

x ∈ P
Problem space

α ∈ A
Algorithm space

p ∈ Rn

Performance measure space

||p||
Algorithm performance

S(x)

Selection
mapping

p(A, x)

Performance
mapping Norm

mapping

Figure 2.3 Basic model for the algorithm selection problem by Rice (1976).

The main goal in Rice’s model (Rice 1976) is to determine the algorithm selection

mapping S(x) so that the selected algorithm maximizes the performance measure.

This conceptualization is applicable also to time series forecasting as one of the most

important things is to choose a method that suits well enough for the data. T. S.

Talagala et al. (2018) see a need for a generic algorithm to automate the method

selection. They refer to this as forecast-model selection.
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2.5.2 Forecast-model selection problem

Let x ∈ P be a time series and let f(x) ∈ F represent its features. Let A represent

all the available algorithms and let S be a mapping function from time series features

F into algorithms A. Then, the problem is to find a mapping α = S(f(x)) so that

the chosen algorithm α will minimize the predicting error on the test set of the time

series.

T. S. Talagala et al. (2018) propose a framework for automating time series model

selection (FFORMS) based on time series features. Their framework consists of

two main stages.

Offline stage is responsible for training a classifier based on the reference set of

time series. During offline phase, ARIMA and ETS models are first fitted to

time series xi, i ∈ {1, ..., n}. A new time series is simulated for each original

time series using the fitted model. The reference set R is then formed from

both the original time series and simulated ones. For each time series xi in

the reference set R, xi is cut into train and test periods. For train period

a.) features F are calculated, and b.) L models are fitted. Based on the

performance of the methods L on forecasting the test period, the model Lbest

with the lowest error is chosen. From this procedure we get the values for

the features F and output label Lbesti that are used to train the FFORMS

classifier model.

Online stage is responsible for predicting new time series. Given a new time series

ynew, first features F are computed for ynew. Based on these labels, FFORMS

model is used to predict the model m ∈ L to be used to be used for predicting

ynew.

One clear advantage of FFORMS framework is that choosing the model in

online phase is computationally lightweight. Thus, the framework is applicable in

use cases where there is a need to forecast large amount of time series in a short

time window.

FFORMS (T. S. Talagala, Hyndman, and Athanasopoulos 2018) framework

uses 33 features out of which 25 features are used for non-seasonal and 30 features

for seasonal data. Features include length of time series, strength of trend and

seasonality, linearity, curvature, spikiness, to name but a few. Noticeable share of the

features (14 out of 33) is based on partial autocorrelation (PACF) or autocorrelation

functions (ACF).
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2.5.3 Cross-validation

When a model is trained to predict some target feature of a data set, it is crucial

to make sure that the model can be successfully applied to unseen data of the same

type (Hawkins, Basak, and Mills 2003). A straightforward way to accomplish this

is to have a separate hold-out data set that is not used in training phase but only

to validate the model. However, a better way is to use cross-validation technique.

Although there are multiple variations of cross-validation, one of the main ideas

in cross-validation is to take advantage of the whole data set. In K-fold cross-

validation, the data set is divided into K groups and for each group of the data,

a model is trained on the data set excluding the data in the current group. The

resulting model is then used to predict output values on the current group of the

data. Finally, the model performance is estimated based on the averaged prediction

errors.

Cross-validation is a common technique in machine learning to evaluate and

compare performance of models. However, in time series analysis it is not that

common according to Bergmeir and Beńıtez (2012). The authors have listed several

obstacles to applying cross-validation in time series. For example, in cross-validation

the training and test data sets should be independent and identically distributed.

Unfortunately, for time series this is not trivial to achieve.

In this research, cross-validation is not applied to time series data as such. In-

stead, cross-validation is used to evaluate the performance of models that are trained

to predict the error of actual time series analysis methods. Importantly, these models

use time series features extracted from the actual time series as input. The cross-

validation strategy is discussed in detail in 3.4.1, and the error estimation model

approach is dealt with in 3.7.4.

2.6 Feature selection

Large feature sets cause multiple problems. First of all, handling of huge data

sets requires extensive amount of computing resources. Secondly, accuracy of many

learning algorithms decrease when data set includes features that are not contribut-

ing to the learning task. Feature selection is used for improving model’s prediction

accuracy, making model training faster and making it easier to understand the data

by simplifying it. (Iguyon and Elisseeff 2003)

Feature selection is used to improve prediction accuracy. The main aim is to

select a subset of features that are useful to construct a model that is capable to

predict unseen data. This is not trivial — as Iguyon and Elisseeff (2003) point out,

selecting the most relevant variables is usually not the best way to build a successful

predictor because some of the most relevant variables can be redundant.
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An optimal feature selection algorithm would be one that tests all possible combi-

nations of the possible input features and then selects the combination that produces

the best result for a certain algorithm with optimal hyperparameters adjusted. Un-

fortunately, this approach would be possible only for a small data set with a few

input features. The reason is that the number of possible input combinations grow

exponentially as the number of input features grow. With 2 input features I1 and I2,

there are 3 options, {I1}, {I2} and {I1, I2}. For 3 input features there are 7 options:

{I1}, {I2}, {I3}, {I1, I2}, {I1, I3}, {I2, I3} and {I1, I2, I3}. In general, when n is the

number of features, there are 2n − 1 possible input feature combinations.

There are many algorithms that aim to reduce the amount of variables from the

data set. In the following, some of the main strategies and methods there exist for

feature selection will be covered.

2.6.1 Ranking features

Simple and scaleable way of selecting features is ranking. For continuous features

Pearson correlation coefficients can be used for ranking (see 2.8).

R(i) =
cov(Xi, Y )

σXiσY
(2.8)

The higher the correlation is between feature Xi and the target Y the more

relevant is the feature. If features Xi and Xj are perfectly correlated, they are also

redundant. However, highly correlated features can still be non-redundant. Feature

selection methods that focus on an individual variable are not capable of handling

this scenario.

2.6.2 Feature filtering by Tsfresh algorithm

Tsfresh feature selection procedure have 3 steps (Christ, Kempa-Liehr, and Feindt

2017). First step is to compute a set of time series features Fi, i = 1, ...,m. The

next step is to apply a statistical test to all features F1, ..., Fi, ...., Fm to check the

hypotheses defined in ( 2.9). If Fi and Y are not statistically independent, then Fi

is relevant for the prediction of Y (and also the other way around).

Hi
0 = {Fi is irrelevant for predicting Y }
Hi

1 = {Fi is relevant for predicting Y }
(2.9)

Each test results a p-value ps, with a low p-value indicating that a feature is

relevant. The type of statistical test is chosen for each feature depending on the

type of the feature (continuous or binary). Exact Fisher test of independence is

used if both the feature and target are binary valued. Kolmogorov-Smirnov test is
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used in cases when the evaluated feature is binary and the target is continuous or in

the case the other way around (i.e. the evaluated feature is continuous / the target

is binary). Kendal rank test is used when both the evaluated feature and the target

are non-binary.

It is always possible that a hypothesis is rejected by chance and a feature that

should not be accepted is included. This is especially a problem when multiple

hypotheses are tested. False discovery rate (FDR) means the ratio of the number of

expected wrong rejections to all rejections. In the third step, the Tsfresh algorithm

apply the Benjamini-Yekutieli (Benjamini and Yekutieli 2001) procedure to control

FDR. In this procedure, hypotheses are first sorted in ascending order according to

their p-values: p(1) ≤ p(2) ≤ ... ≤ p(m), where m is the total number of hypotheses

(i.e. number of features in this case). Then, the threshold limit for false discovery

rate q is defined.

k = max

{
i : pi ≤

iq

m
∑m

i=1
1
i

}
(2.10)

Finally, equation ( 2.10) defines the number of hypotheses to be rejected (k). That

is, all the hypotheses with p-value less than or equal to p(k) are rejected. If k cannot

be defined, then no hypothesis is rejected.

2.6.3 Wrapper methods

Wrapper methods combine variable selection with a given predictor that is used

to evaluate the selected feature candidates. For wrapper methods, one needs to

1.) define the strategy how feature subsets are formed, 2.) define what is the

performance metrics that is used to evaluate the selected feature candidates, and 3.)

choose the predictor that is used in evaluation. The most common search strategies

are forward selection and backward selection.

Wrapper algorithms are computationally more expensive than filtering features

based on ranking. Nevertheless, wrapper methods are required to overcome the

limitations of simpler methods that only take one feature at a time into account.

2.6.4 Forward selection

In forward selection features are added one-by-one so that the feature that improves

the model performance the most is selected. The feature set is considered to be

completed when there is no such feature left whose addition would improve the

model.
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2.6.5 Backward selection

In backward selection, all features are included in the beginning. During the process,

features are removed from the selection one-by-one. The feature to be removed is

that one whose removal improve the model performance the most.

2.6.6 Boruta feature selection

Boruta algorithm (Kursa and Rudnicki 2010) is a wrapper type feature selection

algorithm that aims to find all the relevant features.

The algorithm has the following steps:

1. Duplicate each feature in the data set with a shuffled copy of the original

feature. A duplicated feature with shuffled values is referred as a shadow

feature. A shadow feature shares the same distribution with the original feature

but correlation with the target feature is removed by shuffling.

2. A random forest method is applied on the new extended data set. Standardized

loss of prediction accuracy (Z score) is evaluated for each of the features. The

maximum Z value of randomized shadow features (MZSA) is first defined.

This value will be the benchmark for the other features. That is, every feature

that beats the benchmark is considered as important.

3. For the remaining features that do not have importance defined yet, evalu-

ate the importance based on the Z score comparisons between the feature in

concern and the MZSA score using Student’s two-tailed t-test:

• Mark a feature which appears to have significantly higher Z score than

MZSA as important.

• Mask the feature which appears to have significantly lower Z than MZSA

as unimportant and remove those features from the data set.

4. Remove all the shadow attributes.

5. Repeat the procedure from step 1 unless either all the remaining features are

marked as important or if some iteration limit has been set and is reached.

2.7 The M-Competitions

Wikipedia has an index page for data sets used in academic research and cited

in peer reviewed articles (List of Datasets for Machine-Learning Research 2021).

Data sets have been divided into 9 main categories: image, text, sound, signal,
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physical, biolocigal, anomaly, question answering and multivariate data. Most of

the categories are further divided into subcategories.

There are multiple sources for example data sets. For example, Kaggle (Kaggle

2021) is a famous platform for data science competitions and many of the competi-

tion data sets are open for analysis after the competition has ended. UCI Machine

Learning Repository maintains a collection of machine learning data. The contents

of the repository are freely accessible and the service is widely used by researchers

and students (Dua and Graff 2017).

We searched for univariate time series data sets from UCI repository. Out of

588 data sets, we filtered such data sets that were categorized as univariate time

series. 7 data sets out of 588 met the search criteria. Three of the 7 data sets were

related to human activity based on some sensory data. The rest of data sets covered

following areas: Stock exchange, classical music patterns, car parking and synthetic

data set related to periodicity.

Time series analysis is one specific area of data analysis. If one wants to test or

benchmark a time series analysis method using generic data set, the data set should

represent the whole variety of time series there can be. Thus, picking for example

one or a few data sets from the previously mentioned data sets would not necessarily

pass a critical judgement. One should be prepared to answer the question why those

specific data sets were picked and not some other and would the results generalize

to other data sets as well?

For time series tasks, M competitions (Makridakis Competitions 2021) provide

data sets for benchmarking a new method and the state-of-the art methods for

comparison. M competitions are widely known time series forecast competitions.

Altogether 4 competitions have been arranged since 1982. Choosing data sets from

M competitions helps to maintain research integrity for following reasons. First, time

series data sets from the latest M competitions (M3 and M4) are publicly available

making these data sets a convenient choice for benchmarking a new method. Second,

the results of the state-of-art methods are available for benchmarking, as well.

When proposing a new forecasting method and claiming superiority of that

method over other methods, the problem of providing evidence for the claim is

apparent. What kind of data sets should one use for benchmarking? Which are the

other methods one should take into comparison? M competitions provide both the

data sets for benchmarking a new method and the state-of-art methods for compar-

ison. As Makridakis, Spiliotis, and Assimakopoulos (2020) have stated, the purpose

of these competitions has been in improving accuracy of time series forecasting and

contributing both theory and practice of time series forecasting.
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3 Methodology

In the research setting, we are going to build several ensembles with and without

additional information from time series features. The features that are included are

either extracted by Tsfresh algorithm or generated by echo state network. Because

feature selection can have an impact on the results, several feature selection methods

and PCA are applied.

The research setting will cover a variety of model combinations. For that rea-

son a huge number of machine learning models need to be trained and evaluated.

Consequently, speeding-up the learning method is also kept in the scope.

In this research, time series data from M4 competition is applied. M competitions

are well known time series forecasting competitions and the data has been widely

used as a benchmark work time series methods. One of the major benefits of using

M-competitions is the huge number and variety of time series that are included in

the competitions data sets.

3.1 Dataset

In the following M4 Competition and the time series data set are described in detail.

In addition the actual competition data set, also the submitted models are utilized

in the research. For that reason the submitted models will be covered in this section

as well.

3.1.1 Description of M4 Competition dataset

M4 competition dataset includes 100 000 time series. Time series are categorized

by seasonality and domain (see Table 3.1). There are six different seasonality op-

tions: yearly, quarterly, monthly, weekly, daily and hourly. Domains include ‘Micro,

‘Industry, ‘Finance‘, ‘Democraphic‘, and ‘Other‘. (Makridakis, Spiliotis, and Assi-

makopoulos 2020)

The data set was originally divided into training and test data sets, and only the

training set was available to the contestants during the competition. The test data

set was released to the public after the competition was closed.

In the training data set, the number of observations in a single time series varies

from a dozen to several thousand observations. In the test data set, there are 6 to

48 observations depending on the seasonality of the time series (see Table 3.2). The

task in the competition was to produce the required number of forecasts for each

time series based on the training data set only.
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Table 3.1 Seasonalities and domains of M4 competition: number of time series related
to each seasonality and domain. (Makridakis, Spiliotis, and Assimakopoulos 2020).

Application domain
Seasonality Micro Industry Macro Finance Demography Other Total

Yearly 6538 3716 3903 6519 1088 1236 23000
Quarterly 6020 4637 5315 5305 1858 865 24000
Monthly 10975 10017 10016 10987 5728 277 48000
Weekly 112 6 41 164 24 12 359
Daily 1476 422 127 1559 10 633 4227
Hourly 0 0 0 0 0 414 414

Total 25121 18798 19402 24534 8708 3437 100000

Table 3.2 Number of observations in training and test data sets.

Seasonality Number of observations
Training set Training set Test set
minimum maximum

Yearly 13 835 6
Quarterly 16 866 8
Monthly 42 2794 18
Weekly 80 2597 13
Daily 93 9919 14
Hourly 700 960 48

3.1.2 Submissions to M4 competition

Altogether 49 submissions from both individuals and teams were received in the

competition. The number of submissions can be considered significantly low, es-

pecially when compared to the number of participants who had registered to the

competition (248). According to the organizers, the huge competition data set had

dispirited many of the participants. Moreover, many participants were reluctant to

submit their results after learning that their results would not improve the bench-

mark methods. (Makridakis, Spiliotis, and Assimakopoulos 2020)

The organizer of the competition have catagorized the submitted methods into

following categories:

• Statistical

• Combination

• Machine learning

• Hybrid
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Statistical methods include all such methods that have applied only pure statistical

methods.

Combination is a method that is a combination of two or more methods. It is notice-

able that method combinations succeeded the best: Among the 10 most successful

methods 5 of them were combinations. Further, none of the 10 least successful

methods was a combination. A good example of the power of combining methods is

the method ‘Comb‘ in the submitted methods which is ranked 19th. It is a mean of

3 statistical methods: Single exponential smoothing (ranked 34th), Holt exponential

smoothing (ranked 33th) and Damped exponential smoothing (ranked 22th).

Machine learning methods did not perform particularly well in the M4 competition:

among the 25 most successful submissions only one is machine learning method

(ranked 25th). All machine learning methods share the idea of training a computer

by a set of examples (i.e. train data set) so that it can perform afterwards the task

with unseen data. (Louridas and Ebert 2016). In supervised learning, example data

contains the data and expected output for the specific data and task. Supervised

learning can be further divided into classification and regression. In the former, the

task is to learn to predict to classify a data example to a correct class, whereas in

the latter the task is to learn to predict a value as closely as possible.

Hybrid method comprises multiple methods in such a way that they are inseparable.

The only method in the competition that was categorized as a hybrid was the best

ranked method in the whole competition. This method uses exponential smoothing

statistical method and a recurrent neural network. The parameters of the methods

are trained concurrently: both the initial coefficients for exponential smoothing and

the coefficients for the recurrent neural network are optimized simultaneously.

3.2 The best submitted methods as base learners for en-

sembles

In this research settings we used 25 best methods submitted to the M4 time series

forecasting competition as the base learners for the ensembles. Each published

submission contains a description of the method and predicted values for the test

set.

Although the competition submission was not required to contain the actual code

for the method, many of the forecasters provided their code. For the submissions

that included also the code, M4 competition organizer have been able to replicate

the results. Based on the replication, also the time complexity have been reported

for those methods.
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Table 3.3 lists the error measures for the best submitted methods. The error

metrics sMAPE, MASE and OWA are defined later in 3.5. Correlation matrix for

the predictions from different models is depicted in Figure 3.1. The correlations are

computed on standardized, pointwise predictions. That is, if the prediction horizon

of a certain time series spans over h time steps, then each of the h prediction points

is included individually and standardized with respect to predictions from all the

learners.

In Figure 3.2, the performance of each submitted model is depicted by a his-

togram of its rankings. Each histogram has 25 bars for rankings 1...25. The more

the histogram is leaning or skewed to the left, the better the performance of the

model is.

Table 3.3 Error measures of the 25 best submissions to M4 competition (Makridakis,
Spiliotis, and Assimakopoulos 2020).

Rank Type sMAPE MASE OWA

1. Hybrid 11.374 1.536 0.821
2. Combination 11.72 1.551 0.838
3. Combination 11.845 1.547 0.841
4. Combination 11.695 1.571 0.842
5. Combination 11.836 1.554 0.843
6. Combination 11.887 1.565 0.848
7. Combination 12.020 1.595 0.860
8. Statistical 11.986 1.601 0.861
9. Combination 11.924 1.627 0.865
10. Combination 12.114 1.614 0.869
11. Statistical 12.148 1.628 0.874
12. Combination 12.183 1.633 0.876
13. Statistical 12.198 1.644 0.880
14. Combination 12.496 1.633 0.888
15. Combination 12.146 1.706 0.894
16. Statistical 12.279 1.693 0.895
17. Combination 12.553 1.657 0.896
18. Statistical 12.309 1.696 0.897
19. Combination 12.555 1.663 0.898
20. Statistical 12.669 1.666 0.903
21. Combination 12.370 1.724 0.907
22. Statistical 12.661 1.683 0.907
23. Statistical 12.726 1.680 0.908
24. Combination 12.507 1.717 0.910
25. Machine Learning 12.894 1.682 0.915
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Figure 3.1 Correlation matrix of the competition submission predictions.

3.3 Learning method: XGBoost gradient tree boosting

In this research we will extensively use XGBoost method (Chen and Guestrin 2016)

which is a well-known and widely used gradient tree boosting method.

The XGBoost is used both in preprocessing phase by Boruta method and in

actual ensemble models. A huge amount of models is to be trained both during

the preprocessing phase and in actual ensemble cconstructing phase. This sets high
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Figure 3.2 Visualizing the performance of the 25 best submissions to M4 competition.

standards for the machine learning performance.

Fortunately there is an option to use histogram-based gradient boosting in XGBoost

algorithm which can yield to a significant speed-up in training. For further accel-

eration, there is an option to use GPU with histogram-based gradient boosting. In

our case, we achieved ca. 10-fold speed-up with histogram-based GPU accelerated

XGBoost compared to default gradient boosting without GPU.

Although there are a lot of hyperparameters in XGBoost to adjust, we will mostly

do the training with the defaults. Only hyperpararameter that is adjusted is the

learning rate (eta) that is set to 0.1. Also, in ensemble training early stoppling

strategy is applied.
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3.3.1 Early stopping

Early stopping is a strategy to overcome over-fitting by stopping the training when

the validation error is at its lowest (I. Goodfellow, Bengio, and Courville 2016,

p. 241). In the model training process, validation data set represents unseen data.

When training a complex model, it is usual that validation error reaches its minimum

at certain point of time and starts to rise again. At the same time training error

still keeps improving. In this case, continuing to train the model can lead to severe

over-fitting of the model. That is, model will learn some peculiar details of the train

data set that will inhibit it from predicting target features on unseen data. Thus,

stopping model training when the validation error is at the lowest, usually yields to

a model that can generalize better to unseen data.

3.4 Data preprocessing

In multiphase ensemble method building, the boundary between preprocessing and

actual modelling is not that clear-cut.

In the following, preprocessing phase covers all such operations that are required

before the actual model training can be done.

3.4.1 Cross-validation strategy

In this research, k-fold cross-validation with validation and test set is used. In the

following the cross-validation strategy is described in more detail.

Partitioning data set

Time series data set is first divided into 5 disjoint partitions DSi, i = 1...5 using

stratified sampling method. Stratification is used to guarantee that different subsets

are homogeneous. In this case, stratification is implemented so that it maintains

similar seasonality and domain distributions between subsets.

Building train, validation and test data sets from partitions

Partitioned data sets are used as building blocks for composing actual train, val-

idation and test sets. Each train set consist of 3 partitioned data sets. Test and

validation sets are made of one partitioned data set. This data arrangement leads

to 20 different settings.

In the following, let i be index of all the data set combinations 1...20 and let n be

the number of items in the whole data set. Following rules apply to train, validation
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and test data sets.

• Train(i) ⊂ {1...n}, V alidation(i) ⊂ {1...n}, and Test(i) ⊂ {1...n}

• Train(i) ∪ V alidation(i) ∪ Test(i) = {1...n}

• Train(i) ∩ V alidation(i) = Train(i) ∩ Test(i) = Test(i) ∩ V alidation(i) = ∅

The data set partitioning scheme and train, validation and test set combinations are

shown in Figure 3.3.

DS3 ⊂ Train1

DS4 ⊂ Train1

DS5 ⊂ Train1

DS3 ⊂ Train2

DS4 ⊂ Train2

DS5 ⊂ Train2

DS2 ⊂ Train3

DS4 ⊂ Train3

DS5 ⊂ Train3

DS2 ⊂ Train4

DS3 ⊂ Train4

DS5 ⊂ Train4

DS2 ⊂ Train5

DS3 ⊂ Train5

DS4 ⊂ Train5

DS2 ⊂ Train6

DS4 ⊂ Train6

DS5 ⊂ Train6

DS1 ⊂ Train7

DS4 ⊂ Train7

DS5 ⊂ Train7

DS1 ⊂ Train8

DS4 ⊂ Train8

DS5 ⊂ Train8

DS1 ⊂ Train9

DS3 ⊂ Train9

DS5 ⊂ Train9

DS1 ⊂ Train10

DS3 ⊂ Train10

DS4 ⊂ Train10

DS2 ⊂ Train11

DS3 ⊂ Train11

DS5 ⊂ Train11

DS1 ⊂ Train12

DS3 ⊂ Train12

DS5 ⊂ Train12

DS1 ⊂ Train13

DS2 ⊂ Train13

DS5 ⊂ Train13

DS1 ⊂ Train14

DS2 ⊂ Train14

DS5 ⊂ Train14

DS1 ⊂ Train15

DS2 ⊂ Train15

DS4 ⊂ Train15

DS2 ⊂ Train16

DS3 ⊂ Train16

DS4 ⊂ Train16

DS1 ⊂ Train17

DS3 ⊂ Train17

DS4 ⊂ Train17

DS1 ⊂ Train18

DS2 ⊂ Train18

DS4 ⊂ Train18

DS1 ⊂ Train19

DS2 ⊂ Train19

DS3 ⊂ Train19

DS1 ⊂ Train20

DS2 ⊂ Train20

DS3 ⊂ Train20

DS1 ⊂ Test1

DS2 ⊂ V alid1

DS1 ⊂ V alid2

DS2 ⊂ Test2

DS1 ⊂ V alid3

DS3 ⊂ Test3

DS1 ⊂ V alid4

DS4 ⊂ Test4

DS1 ⊂ V alid5

DS5 ⊂ Test5

DS1 ⊂ Test6

DS3 ⊂ V alid6

DS2 ⊂ Test7

DS3 ⊂ V alid7

DS2 ⊂ V alid8

DS3 ⊂ Test8

DS2 ⊂ V alid9

DS4 ⊂ Test9

DS2 ⊂ V alid10

DS5 ⊂ Test10

DS1 ⊂ Test11

DS4 ⊂ V alid11

DS2 ⊂ Test12

DS4 ⊂ V alid12

DS3 ⊂ Test13

DS4 ⊂ V alid13

DS3 ⊂ V alid14

DS4 ⊂ Test14

DS3 ⊂ V alid15

DS5 ⊂ Test15

DS1 ⊂ Test16

DS5 ⊂ V alid16

DS2 ⊂ Test17

DS5 ⊂ V alid17

DS3 ⊂ Test18

DS5 ⊂ V alid18

DS4 ⊂ Test19

DS5 ⊂ V alid19

DS4 ⊂ V alid20

DS5 ⊂ Test20

Figure 3.3 Data set partitioning and cross-validation scheme.

3.4.2 Standardizing time series

Each time series is standardized (i.e. µ = 0, σ2 = 1). In standardization it is

important not to leak information from the true predicted values to the train set. For
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that reason, the standardization is done by first computing the mean and standard

deviation for the known values of a time series and then standardizing the true

predicted values using the computed mean and standard deviation values.

3.4.3 Calibrating echo state network hyperparameters

Echo state network training is done by applying ReservoirComputing.jl (Reservoir-

Computing.Jl 2021) module written in Julia. The module provides utility functions

to build a variety of echo state network models.

In this research a Simple Cycle Reservoir (SCR) echo state network is used (see

Figure 3.4). SCR type of echo state network was proposed by Rodan and Tino

(2011). The authors show that the reservoir can be constructed without random

initialization. They propose 3 reservoir topolologies that follow a deterministic pat-

tern.

SCR is a minimum complexity echo state network. What is common to all

different minimum complexity ESNs reservoir is that their reservoir is initialized

deterministically. This is in contrast to ”vanilla” echo state networks where the

reservoir W is initialized randomly. Figure 3.4 depicts an overview of the SCR echo

state network. The initialization of the SCR reservoir W is defined in ( 3.1). In the

equation, N is the size of the reservoir. As it can be seen from the equation, all the

reservoir connection weights are defined by a single parameter r.

Wi+1,i = r, where i ∈ {1, 2, ..., N − 1}
Wi,n = r

(3.1)

Randomness in SCR echo state network is limited only to signs of the input

weights V . The initialization of input weights is defined in ( 3.2). In the equation,

N is the size of the reservoir and K is the number of input units. In this research, N

was set to 50 in all the research settings and K was set to 1. The signs of the weights

of the input connections are drawn from Bernoulli distribution (mean = 0.5)1. For

the absolute values of the input weights, it is sufficient to have one parameter v.

xi,j ∼ Bern(0.5), where i ∈ {1, ..., N} and j ∈ {1, ..., K}
Vi,j = (2xi,j − 1)v

(3.2)

Gianniotis et al. (2016) use SCR type of echo state network in their work on

time series visualization and clustering. In their work, they searched optimal values

for hyperparameters using grid search to find optimal values for v and r. The grid

they used was [10−2, ..., 1.0]× [10−2, ..., 1.0]. They took 10 values for each parameter,

1According to Rodan and Tino (2011), aperiodic deterministic sequence of -/+ signs would also
be suitable.
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x(t)

s(t) y(t)

V UW

Figure 3.4 Simple Cycle Reservoir (SCR) echo state network.

10× 10 = 100 in total.

In our research, we did grid search in a 20 × 20 grid using logarithmic scale:

(v, r) ∈ {10
3(1−1)

19 , 10
3(1−2)

19 , ..., 10
3(1−20)

19 } × {10
3(1−1)

19 , 10
3(1−2)

19 , ..., 10
3(1−20)

19 }.
Grid search was done for each validation data. In all validation sets, the optimum

values were the same: v = 0.236 and r = 0.336. In Figure 3.5, a contour plot of grid

search on one validation set is depicted. The optimum value point is marked as a

dot in the plot.

3.4.4 Computing echo state network based features

A echo state network is trained for each (standardized) time series. Although a new

echo state network is trained for each time series, it is crucial that a fixed reservoir

W and input weights V are used for each ESN in order to get commensurable output

weights (U in Figure 3.4). Train set for a time series i is Y i
t , t ∈ {1, ..., ni}. Test

set for a time series i would be Y i
t , t ∈ {ni + 1, ..., ni + hi} where hi is the number

of predictions for time series i. However, the test set is not needed in this phase.

For each time series, the output weights of the echo state network are stored

as echo state network features for each particular time series. In this research 50

output weights are used (Wout is 1× 50 matrix).

3.4.5 Computing Tsfresh based features

To speed-up computation, we did not use all the features Tsfresh provides in class

ComprehensiveFCParameters. Instead, we used the class EfficientFCParameters
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Figure 3.5 Using grid search for SCR echo state network hyperparameters.

that excludes computationally the most expensive feature extraction algorithms.

As as a result, a total number of 773 features were computed by Tsfresh. Table 3.4

lists 10 example features that Tsfresh can extract from time series.

Some of the features are with pararameter(s) and some of them are without.

Those features with parameters are evaluated with different parameter values re-

sulting to multiple feature values for the same base feature. As an example of

parameterized feature, autocorrelation(x, lag) is computed using a set of different

lag values.

3.4.6 Filtering Tsfresh based features

Tsfresh filtering method was discussed earlier in 2.6.2. For filtering, target feature

is required. Later we will discuss the ensemble model construction in more detail

but at this point it is enough to know that we are building an error estimator model

for each base learner. For this reason, we will do filtering for each base learner and

use that specific learner’s error as target feature for filtering.

Filtering is done independently for each train set (see 3.3). For each learner the

filtering is done twice — first using the raw error values as targets and then using

the standardized values. The details of the raw and standardized target values will

be discussed in 3.6.2.
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Table 3.4 Examples of Tsfresh features in alphabetical order.

Appreviation Description

abs energy(x) The absolute energy of the time series
absolute maximum(x) The highest absolute value
absolute sum of changes(x) The absolute value of consecutive changes summed
agg autocorrelation(x, param) The autocorrelation of the time series
agg linear trend(x, param) The linear trend
approximate entropy(x, m, r) The approximate entropy algorithm
ar coefficient(x, param) The unconditional maximum likelihood of

an AR(k) process
augmented dickey fuller(x, param) Unit root test
autocorrelation(x, lag) The autocorrelation of the specified lag
benford correlation(x) Anomaly detection

3.4.7 Selecting features using Boruta method

Boruta method was discussed in 2.6.6. As Boruta is a wrapper method, it requires

a black box model that it will use to train and evaluate the selected feature subsets

during the iterations.

What is similar to Tsfresh filtering is that also in Boruta the filtering is done indi-

vidually for all the train sets and twice for each base learner for raw and standardized

error targets. There are 20 train sets altogether in the cross-validation scheme and

25 base learners. Thus, we need to do Boruta filtering for 20× 2× 25 = 1000 times.

For each filtering, Boruta will iterate feature subsets until all the features have been

able to be marked either as accepted or rejected or if a limit for iterations is met.

In this research we set the limit to 100 iterations. Consequently the upper limit

for required model training in the Boruta filtering process is 1000 × 100 = 100 000

XGBoost models.

In Figure 3.6, Tsfresh features are ranked after applying Boruta filtering. In the

plot the features are listed in the order of their incidence in the models. It is notable

that most of the actual realizations of the features are parameterized, i.e. there are

multiple instances of the same base feature with different parameters. The base

features that are on the left side of the red vertical line in the plot occur in more

than 50 % of the models. Table 3.5 lists the most important Tsfresh base features

and their occurrence percentage in the models.

3.4.8 Principal component analysis (PCA)

Principal ccomponent analysis is a statistical technique to represent original, possi-

bly dependant variables as a new set of uncorrelated, orthogonal variables. These

new variables are called principal components. PCA can be used to reduce the di-
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Figure 3.6 Occurrence of Tsfresh base features in models after Boruta filtering.

mensionality of the data set by extracting the most important information, i.e. a

subset of the principal components that explain the most of the variance in the data.

PCA is an unsupervised method to convert feature space to orthogonal principal

components. What is the role of a certain PCA component in training a model to

predict a certain target variable cannot be deduced from PCA component weight

alone. If PCA component value is really small, its influence on any model would be

small but this does not work the other way around: A component with a high value

can be meaningless in training a model to predict certain target value.

In this research setting, PCA is applied to echo state network features. Two

different explanation ratio thresholds are used: 95 % and 99 %.

3.5 Model evaluation

According to M4 competition rules models are evaluated using the following 3 dif-

ferent metrics:

• Symmetric mean absolute percentage error (sMAPE)

• Mean absolute scaled error (MASE)

• Overall weighted average (OWA)

sMAPE is defined in ( 3.3) and MASE in ( 3.4).

sMAPE =
n+h∑
t=n+1

|Yt − Ŷt|
|Yt|+ |Ŷt|

∗ 100% (3.3)
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Table 3.5 The most important Tsfresh base features

Feature In % of models

agg linear trend 100.0
fft coefficient 100.0
change quantiles 98.6
partial autocorrelation 98.0
permutation entropy 97.5
augmented dickey fuller 96.3
fft aggregated 96.1
ar coefficient 96.0
energy ratio by chunks 95.3
spkt welch density 95.0
mean second derivative central 92.4
index mass quantile 92.1
cid ce 91.8
linear trend 89.5
abs energy 89.0
lempel ziv complexity 89.0
friedrich coefficients 88.5
cwt coefficients 88.3
last location of minimum 88.3
number peaks 88.0
fourier entropy 87.5
autocorrelation 87.1
minimum 85.3
quantile 85.3
ratio value number to time series length 85.3
percentage of reoccurring values to all values 84.8
maximum 84.3
first location of minimum 82.8
mean 82.8
skewness 82.8
percentage of reoccurring datapoints to all datapoints 82.6
binned entropy 73.5
agg autocorrelation 68.8
variation coefficient 65.6
first location of maximum 64.1
mean change 61.9
absolute sum of changes 55.7
kurtosis 54.4

MASE =
1

h

∑n+h
t=n+1 |Yt − Ŷt|

1
n−m

∑n
t=m+1 |Yt − Yt−m|

(3.4)

In both ( 3.3) and ( 3.4), n is the number of known observations in a time series

and h is the number of predicted time points.
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OWA (Overall weight average). Final ranking of a model is based on OWA. OWA

is calculated by first dividing sMAPE and MASE error values by the respective

error values of the reference method Näıve2 2. Finally, scaled sMAPE and MASE

errors are averaged to get the OWA error.

3.6 Model configurations

There are multiple model configurations whose performance characteristics are mod-

elled and compared. In the following, configuration options are described by elabo-

rating first the input feature configurations and then the target feature options.

3.6.1 Input feature configurations

There are multiple ways to arrange input features. To begin with, there are two

broad categories of features available: Echo state network (ESN) based features

and all the features that Tsfresh generates. Consequently, for ESN features there

are several options. For example, all features can be chosen or features can be

converted to principal components first and then certain number of components can

be selected. Further, Boruta method can be used. For Boruta, there are further two

options regarding whether tentative features are selected or not. Tentative features

are such features that have been neither confirmed to be important nor unimportant.

For Tsfresh features the software package contains own filtering method that can

be used. Table 3.6 lists all the 22 feature configurations. Each row and column

of the table shows which filtering method is applied to ESN and Tsfresh features

respectively. All ESN and Tsfresh features that are included in a configuration are

concatenated into one vector.

In Table 3.6, Boruta T denotes ”relaxed” Boruta strategy where tentative fea-

tures also selected. Boruta S means ”strict” strategy, i.e. only accepted features are

taken into account. PCA 0.99 and PCA 0.95 refer to principal component analysis

with explanation threshold set to 95 % and 99 %, respectively.

3.6.2 Target feature options

In each model configuration, the aim is to train a model per each base learner ψk to

predict that learner’s sMAPE error. In the first setting, sMAPE value is used as

such. In the second setting, sMAPE values are standardized:

2Näıve2 is seasonally adjusted version of a random walk model that assumes that future values
will be the same as the last known value (Makridakis, Spiliotis, and Assimakopoulos 2020)
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Table 3.6 All the different Tsfresh and ESN feature configurations to be modelled.

Tsfresh
(All)

Tsfresh
(Filtered)

Tsfresh
(Boruta T)

Tsfresh
(Boruta S)

Tsfresh
(None)

ESN (All)
X X X X

ESN (PCA 0.95)
X X X X

ESN (PCA 0.99)
X X X X

ESN (Boruta T)
X X X

ESN (Boruta S)
X X X

ESN (None)
X X X X

sMAPEstd(ti, ψj) =
sMAPE(ti, ψj)− 1

Nψ

∑Nψ
k=1 sMAPE(ti, ψk)

σsMAPE(ti)

(3.5)

In 3.5, ti denotes the time series index of which the error is related. ψj is the

jth base learner and Nψ is the total number of base learners.

3.7 Ensemble models

In the following we will describe the machine learning models that are trained and

evaluated.

First two models are considered as reference models. They do not use any time

series features. The third reference model is the best submitted model to the M4

competition.

Later when describing the ensemble models in more detail, we will use the fol-

lowing weighted sum ( 3.6) to express the ensembles of the competition submissions.

A single forecast vector computed by the submitted model k for the time series ti

is denoted as ψk(ti), where t1 = 1...100 000 in M4 competition and k = 1...Nψ, Nψ

being the number of submissions (25 best submissions are used).

ψ̃(ti;α) =

Nψ∑
k=1

αkψk(ti) (3.6)

3.7.1 Reference model I: Simple averaging model

The simplest ensemble model is one that has all the weights equal: αk = 1/Nψ.
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3.7.2 Reference model II: Computing the weighted average

In the first improvement to previous simple averaging model we want to adjust

weights based on the true performance of the individual base learners ψk. For that

reason we want to find the optimal value for coefficients αk with respect to error

function L which in our case is sMAPE ( 3.3). In the equation Yti denotes the true

predictions of the ti
th time series.

α̂ = argmin
α

L(Yti , ψ̃(ti;α)) (3.7)

Weights α are optimized on the train set. Optimization is done using Adaptive

Particle Swarm algorithm (Zhan et al. 2009) from Julia language’s (Bezanson et al.

2017) Optim.jl module (K Mogensen and N Riseth 2018). The reason for using

Particle Swarm algorithm is that it is a gradient free method that converges quickly

and performs well in finding the global optimum.

3.7.3 Reference model III: The best submitted estimator

The third reference model is the best submitted model in the M4 competition. It

reached sMAPE = 11.374, MASE = 1.536, and OWA = 0.821.

3.7.4 Ensemble model: Boosting the best estimated model

From Figure 3.2 we can notice that the performance profiles of individual base

learners differ a lot from each others. Also we can notice that many of the profiles

are multimodal, i.e. they have more than one peak value. This phenomenon is most

apparent in the 25th learner which has ranked both as the best and the worst more

often than any other method.

This raises a question whether one could somehow estimate a.) which methods

are the most probable to perform well, and/or b.) which methods are in risk to fail

in forecasting a certain time series Yti .

For this goal in mind, we will train for each base learner ψk an error estimation

model. These models are trained on train set. Validation set is used for controlling

the possible early stopping of the training.

The error estimation model uses time series features as its input features. All

the combinations shown in Table 3.6 are applied. Using the error estimation model,

error estimation is computed for each time series in validation and test sets.

A new learner ˆψ(i) is computed in the following way:

ˆψ(i) = ψki(i), ki = argmin
k

ˆψ(i)
smape

k (3.8)
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The new learner ˆψ(i) chooses for its prediction that predictor’s value which has the

smallest error estimation. Finally, new α values are optimized for ψk and ψ̂, and

the final ensemble model is in ( 3.9).

ψ̃(i;αnew) =

Nψ∑
k=1

αnewk ψk(i) + αnewNψ+1
ˆψ(i) (3.9)

One interpretation for the new ensemble ( 3.9) is that the included new learner
ˆψ(i) boosts the learner it expects to be the best by the weight αnewNψ+1.
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4 Results

In this chapter a summary of all the trained ensembles is given. Ensemble models

were trained on 20 train sets (depicted in Figure 3.3) and error estimation models

were trained for all 25 base learners. There were 22 different input feature set

combinations (shown in Table 3.6) and 2 target feature options (defined in the

section 3.6.2). Altogether the number of trained models was 22 000.

4.1 Target feature without standardization

The results of the evaluated ensembles that used raw sMAPE values as target

feature are listed in Table 4.1.

Table 4.1 Summary of results: Raw sMAPE values used as targets for the models.

Combination of features sMAPE MASE OWA

Reference 1: Simple average 11.589 1.531 0.828
Reference 2: Weighted average 11.273 1.515 0.812
Reference 3: Best estimator 11.374 1.536 0.821
ESN weights 11.258 1.511 0.810
ESN weights (PCA 0.99) 11.257 1.510 0.810
ESN weights (PCA 0.95) 11.260 1.511 0.810
Tsfresh (All) 11.166 1.495 0.803
Tsfresh (Filtered) 11.166 1.499 0.804
Tsfresh (Boruta S) 11.171 1.498 0.804
Tsfresh (Boruta T) 11.163 1.492 0.802
Tsfresh (Filtered) & ESN weights 11.171 1.493 0.802
Tsfresh (Boruta S) & ESN weights 11.173 1.500 0.804
Tsfresh (Boruta T) & ESN weights 11.166 1.495 0.802
Tsfresh (Filtered) & ESN weights (PCA 0.99) 11.166 1.493 0.802
Tsfresh (Boruta S) & ESN weights (PCA 0.99) 11.166 1.496 0.803
Tsfresh (Boruta T) & ESN weights (PCA 0.99) 11.161 1.494 0.802
Tsfresh (Filtered) & ESN weights (PCA 0.95) 11.167 1.492 0.802
Tsfresh (Boruta S) & ESN weights (PCA 0.95) 11.166 1.493 0.802
Tsfresh (Boruta T) & ESN weights (PCA 0.95) 11.160 1.492 0.802
Tsfresh (Filtered) & ESN weights (Boruta S) 11.164 1.497 0.803
Tsfresh (Boruta S) & ESN weights (Boruta S) 11.164 1.493 0.802
Tsfresh (Boruta T) & ESN weights (Boruta S) 11.160 1.492 0.801
Tsfresh (Filtered) & ESN weights (Boruta T) 11.166 1.494 0.802
Tsfresh (Boruta S) & ESN weights (Boruta T) 11.170 1.493 0.802
Tsfresh (Boruta T) & ESN weights (Boruta T) 11.165 1.492 0.802

From Table 4.1 we can see that the simple average is clearly the worst performer.

When comparing the ESN and Tsfresh time series feature classes, it is obvious that

Tsfresh outperforms the ESN features. However, the ESN ensembles perform slightly
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better when compared to weighted average ensembles. Thus, we can say that ESN

features provide some relevant information.

4.2 Target feature standardized

The results of evaluated ensembles that used standardized sMAPE values as target

feature are listed in Table 4.2.

Table 4.2 Summary of results: Standardized sMAPE values used as targets for the
models.

Combination of features sMAPE MASE OWA

Reference 1: Simple average 11.589 1.531 0.828
Reference 2: Weighted average 11.273 1.515 0.812
Reference 3: Best estimator 11.374 1.536 0.821
ESN weights 11.193 1.490 0.802
ESN weights (PCA 0.99) 11.188 1.489 0.802
ESN weights (PCA 0.95) 11.202 1.492 0.803
Tsfresh (All) 10.949 1.432 0.778
Tsfresh (Filtered) 10.953 1.433 0.779
Tsfresh (Boruta S) 10.973 1.441 0.781
Tsfresh (Boruta T) 10.960 1.434 0.779
Tsfresh (Filtered) & ESN weights 10.954 1.432 0.778
Tsfresh (Boruta S) & ESN weights 10.980 1.441 0.782
Tsfresh (Boruta T) & ESN weights 10.995 1.440 0.782
Tsfresh (Filtered) & ESN weights (PCA 0.99) 10.954 1.433 0.778
Tsfresh (Boruta S) & ESN weights (PCA 0.99) 10.972 1.442 0.782
Tsfresh (Boruta T) & ESN weights (PCA 0.99) 10.967 1.435 0.779
Tsfresh (Filtered) & ESN weights (PCA 0.95) 10.951 1.434 0.779
Tsfresh (Boruta S) & ESN weights (PCA 0.95) 10.965 1.435 0.780
Tsfresh (Boruta T) & ESN weights (PCA 0.95) 10.960 1.434 0.779
Tsfresh (Filtered) & ESN weights (Boruta S) 10.950 1.431 0.778
Tsfresh (Boruta S) & ESN weights (Boruta S) 10.965 1.436 0.780
Tsfresh (Boruta T) & ESN weights (Boruta S) 10.954 1.432 0.778
Tsfresh (Filtered) & ESN weights (Boruta T) 10.955 1.432 0.778
Tsfresh (Boruta S) & ESN weights (Boruta T) 10.966 1.436 0.780
Tsfresh (Boruta T) & ESN weights (Boruta T) 10.960 1.434 0.779

From Table 4.2 we can see that all the ensemble models that included any time series

features performed better than the ensemble models using target feature without

standardization. Tsfresh features outperform ESN features with a clear margin. The

ESN ensembles perform much better than the weighted average ensemble. However,

when compared to Tsfresh features, including the ESN features bring hardly any

improvement.
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4.3 Summary of the results: Results ranked according to

sMAPE values

In Table 4.3 both target feature options are combined in a single table. Ranks

are first computed according to sMAPE values for standardized values and non-

standardized values, respectively. Total rank is computed according to the sum of

standardized and non-standardized rank values.

Table 4.3 Summary of results

Combination of features Rank Rank Rank sMAPE
Tot. Std. Raw Std. Raw

Tsfresh (Filtered) & ESN weights (Boruta S) 1 2 5 10.95 11.164
Tsfresh (Boruta T) & ESN weights (Boruta S) 2 7 2 10.954 11.16
Tsfresh (All) 3 1 8 10.949 11.166
Tsfresh (Boruta T) & ESN weights (PCA 0.95) 4 10 1 10.96 11.16
Tsfresh (Boruta T) 5 9 4 10.96 11.163
Tsfresh (Filtered) 6 4 9 10.953 11.166
Tsfresh (Filtered) & ESN weights (PCA 0.99) 7 6 11 10.954 11.166
Tsfresh (Boruta T) & ESN weights (PCA 0.99) 8 15 3 10.967 11.161
Tsfresh (Boruta T) & ESN weights (Boruta T) 9 11 7 10.96 11.165
Tsfresh (Filtered) & ESN weights (PCA 0.95) 10 3 15 10.951 11.167
Tsfresh (Boruta S) & ESN weights (Boruta S) 11 13 6 10.965 11.164
Tsfresh (Filtered) & ESN weights (Boruta T) 12 8 14 10.955 11.166
Tsfresh (Filtered) & ESN weights 13 5 18 10.954 11.171
Tsfresh (Boruta S) & ESN weights (PCA 0.95) 14 12 13 10.965 11.166
Tsfresh (Boruta S) & ESN weights (PCA 0.99) 15 16 12 10.972 11.166
Tsfresh (Boruta T) & ESN weights 16 19 10 10.995 11.166
Tsfresh (Boruta S) & ESN weights (Boruta T) 17 14 16 10.966 11.17
Tsfresh (Boruta S) 18 17 17 10.973 11.171
Tsfresh (Boruta S) & ESN weights 19 18 19 10.98 11.173
ESN weights (PCA 0.99) 20 20 20 11.188 11.257
ESN weights 21 21 21 11.193 11.258
ESN weights (PCA 0.95) 22 22 22 11.202 11.26
Reference 2: Weighted average 23 23 23 11.273 11.273
Reference 3: Best estimator 24 24 24 11.374 11.374
Reference 1: Simple average 25 25 25 11.589 11.589
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5 Discussion

The problem of selecting a proper method for a specific machine learning task is

well known. In theory, one approach would be to search for an optimal method

that would suit all the problems. Unfortunately this is unrealistic for multiple

reasons. According to Rice (1976), the basic algorithm selection problem consists

of four parts: problem space, algorithm space, performance measure space and

algorithm performance. The performance measure space links the problem at hand

and the algorithm to a multi-dimensional performance space. The actual algorithm

performance is defined by a norm mapping from the performance space to some real

value and the norm mapping itself is defined by the task at hand. Thus, the task

at hand dictates the performance measuring and this severely hinders the idea of

finding a generic method that would outperform all the other methods regardless

of the task at hand. The norm mapping conceptualizes the idea that preferred

performance characteristics are inherently task dependent. For example, in one task

it might be crucial to get the forecasts in certain time window. At the same time, in

some other task it might be crucial to get as accurate forecasts as possible without

a strict limit for the execution time.

Dividing time series analysis into time series model selection and application of

a model can speed-up time series prediction. An example of this kind of approach is

the FFORMS framework by T. S. Talagala, Hyndman, and Athanasopoulos (2018).

The time series model selection can be trained in advance (i.e. during offline phase)

and in actual prediction phase (i.e. online phase) it is only required to compute the

required time series features and apply the time series model selection algorithm to

get the suggested algorithm for the particular time series. Based on the result from

the selection algorithm, the prediction algorithm is chosen and applied to the time

series in order to get the final predictions. In this framework, there can be dozens of

different base learners for the time series but only one algorithm is chosen. Thus, the

approach can both limit the time complexity and improve the prediction accuracy.

In our experiments, we focused on the prediction accuracy of the models. The

metrics that we used to measure the accuracy were the same as in M4 time series

competition. Thus, time complexity was not a main objective in our research.

Instead of choosing the best model, we tried to find as good ensemble as possible.

In our research, the most successful approach was boosting the best estimated model.

In this approach, we first train a model for each base learner that predicts the error

for that model based on a set of time series features. Based on the error estimates

the best estimated model and its predictions are chosen for each time series. The

ensemble comprises all the bases learners and the best estimated model. The final
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prediction is weighted sum of all the predictions where the weights are optimized

using the validation set.

The results of this research attest to the role of time series features in improving

time series forecasting ensembles. In the experiments it became apparent that both

the features from echo state network and the features generated by Tsfresh algorithm

improved the ensembles when compared to models without time series features at all.

When comparing echo state network features to Tsfresh features, it appeared that

the features from Tsfresh significantly outperformed echo state network features.

Combining Tsfresh features and echo state network features with a feature selection

method applied could possibly lead to the best result. The combination including

all Tsfresh performed surprisingly well when target was standardized. It must be

noted that this is also the most complex model with 773 features. Thus, from

model complexity point of view, using Boruta selection (with tentative features

accepted) or filtering method for Tsfresh features would be recommended according

to the experiments. For echo state network features the Boruta (strict, no tentative

features included) or PCA would suit the best.

Although we did not focus on time complexity, that has not been completely out

of the picture. As a comparison, the simple averaging model would require always

all the base learners values to be computed and thus its performance would be poor

with respect to both time complexity and prediction accuracy. On the contrary,

in our approach of boosting the best model, the weights of poor base learners that

would not contribute to the prediction accuracy would be set to 0. In other words,

time complexity of our boosting the best model -approach is at least as good as

simple averaging model and at the same the prediction accuracy performance is

much better.
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6 Conclusions

Infrequently changing aspect of time series are called time series features. In this

work we have studied how different types of time series features could be used to

improve time series forecasting. There are promising examples of using time series

features in time series analysis selection method. In this research we have applied

time series features into ensembles methods that combine several machine learning

methods in one model.

An important challenge in all research is to assure that the results are general-

izable outside the research context. To mitigate this challenge, this study is tightly

coupled with the M4 time series analysis competition data set that is aimed at

providing a vast diversity of time series. Both the actual time series data and the

base learners are from the M4 competition. The decision to use a huge and diverse

data set effectively prevents from cherry picking either some specific data or some

specific base models that would make the proposed approach to appear better than

it actually is.

The chosen approach causes also certain limitations. Due to the fact that the

submitted competition methods do not include the actual method implementation,

the methods are essentially ”black boxes” from the perspective of our study. This

puts certain limits to research settings as the methods cannot be applied as such to

any new data. For example, time series in the train data set cannot be split in order

to generate new, unseen train examples. Although the feature extraction methods

could be applied to any new time series, there is no way to get predicted values from

base learner methods for these new time series.

Another practical limitation stemming from the chosen approach and the huge

data set size is related to computational complexity. Data set size is not the only

source of computational complexity in this research. Other sources are the models

being trained in multiple train-validation-test splits of the data set, the multiple

configurations for the input features and two target feature options. All these sources

of complexity add up and lead to 22 000 models trained and evaluated. To mitigate

the complexity challenge, all the research settings are chosen so that the focus is in

evaluating the impact of different kinds of time series features to prediction accuracy

of ensemble models.

There were two categories of time series features that were evaluated. In the first

category were the features that were derived from the output layer weights of an

echo state network. The second category was based on generic time series features

generated by Tsfresh library. The echo state network (ESN) features were fixed to

50 units. For feature dimensionality reduction principal component analysis (PCA)
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was applied to ESN.

The main results from the research are related to time series features derived from

echo state network. It was shown that the time series features derived from echo state

network can improve the prediction accuracy of an ensemble model. Nevertheless,

it was also shown that the features derived from echo state network output layer

weights turned out to be rather weak at least when compared to other kinds time

series features.

In future research it would be interesting to investigate how changing the number

of echo state network units would affect the ensemble model performance and could

some other dimensionality reduction method than principal component analysis im-

prove the results. In this research we did not experiment with changing the size of

the echo state network reservoir and only used PCA in dimensionality reduction.
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APPENDIX A. The 25 best submissions to M4

competition

Table 1 Authors of the 25 best submissions to M4 competition (Makridakis, Spiliotis,
and Assimakopoulos 2020).

Rank Author(s) Affiliation

1. Smyl Uber Technologies
2. Montero-Manso, et al. University of A Coruna & Monash University
3. Pawlikowski, et al. ProLogistica Soft
4. Jaganathan & Prakash Individual
5. Fiorucci & Louzada University of Brasilia & University of Sao Paulo
6. Petropoulos & Svetunkov University of Bath & Lancaster University
7. Shaub Harvard Extension School
8. Legaki & Koutsouri National Technical University of Athens
9. Doornik, et al. University of Oxford
10. Pedregal, et al. University of Castilla-La Mancha
11. Spiliotis & Assimakopoulos National Technical University of Athens
12. Roubinchtein Washington State Employment Security Department
13. Ibrahim Georgia Institute of Technology
14. Tartu M4 seminar University of Tartu
15. Waheeb Universiti Tun Hussein Onn Malaysia
16. Darin & Stellwagen Business Forecast Systems (Forecast Pro)
17. Dantas & Cyrino Oliveira Pontifical Catholic University of Rio de Janeiro
18. Theta - Benchmark
19. Comb - Benchmark
20. ARIMA - Standard for comparison
21. Nikzad Individual
22. Damped - Benchmark
23. ETS - Standard for comparison
24. Segura-Heras, et al. Universidad Miguel Hernandez &

Universitat de Valencia
25. Trotta Individual
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