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Container virtualization technologies have been proven to improve software de-
ployment velocity and because of the low resource overhead compared to native
applications, edge computing is adapting to use more and more containers. One
apparent product to orchestrate these containers is Kubernetes, which has be-
come a de-facto container orchestrator on cloud environments. There have been
endeavours to develop more lightweight distributions of Kubernetes which would
be more suited for edge computing context. To be able to evaluate the fitness
of these distributions in resource-constrained edge devices, real-world resource
utilization metrics are needed to be collected.

In this thesis, a test setup was developed to measure resource utilization metrics
of two lightweight distributions. To provide a baseline resource utilization, metrics
of standard Kubernetes were also collected with the same setup. The metrics of
these three distributions were then compared and analyzed.

The results concluded that resource usages of tested lightweight distributions are
not significantly less compared to standard Kubernetes. On the contrary, in most
of the metrics, the lightweight distributions utilized resources similarly or more
compared to the standard distribution. However, there are some benefits for uti-
lizing these lightweight distributions.

The originality of this thesis has been checked using the Turnitin Originality Check
service.
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Reunalaskennassa (engl. edge computing) on alettu käyttämään konttiteknolo-
gioita, koska ne nopeuttavat palveluiden käyttöönottoa ja ne käyttävät vain mar-
ginaalisesti enemmän resursseja natiivi palveluihin verrattuna. Yksi ilmeinen jär-
jestelmä näiden konttien orkestroimiseen on Kubernetes, josta on tullut viime vu-
osina suositttu etenkin pilviympäristöissä. Markkinoille on kehitetty Kubernetek-
sesta kevyempiä versioita, joita markkinoidaan soveltuvan paremmin reunalas-
kenta ympäristöihin. Jotta näiden versioiden sopivuus resurssirajatuilla laitteilla
voidaan todeta, niistä tulee kerätä erilaisia resurssikäyttömetriikoita.

Tässä tutkimuksessa kehitettiin testiympäristö kahden kevyen Kubernetes ver-
sion resurssikäyttömetriikoiden testaamiseksi. Näitä metriikoita verrattiin nor-
maalin Kuberneteksen metriikoihin, jotka kerättiin samalla testiympäristöllä. Tut-
kimusasetelman tavoitteena oli selvittää minkälaisia eroja näiden versioiden re-
surssikäytöissä on.

Tutkimuksessa havaittiin että testatut kevyet Kubernetes versiot eivät tuoneet
merkittäviä etuja. Päinvastoin, suurimmassa osassa metriikoista kevyet versiot
käyttivät vastaavasti tai enemmän resursseja verrattuna normaaliin Kubernetek-
seen. Tästä huolimatta kevyissä versioissa on joitakin etuja Kubernetekseen ver-
rattuna.

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin "Originality Check" ohjel-
malla.
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1 INTRODUCTION

Over the last decade, the Internet of Things (IoT) services has been relying heav-
ily on cloud-based infrastructure to support the increasing number of connected
devices. This is because cloud computing platforms can support cost-efficiently
IoT-centric operations, like service management, computation offloading, data
storage, and offline analysis of data. But due to the increasing performance re-
quirements of IoT services, transferring all computation to the cloud is not viable
for all use cases due to increased latency. [1]

One of the emerging paradigms to solve the challenges of the highly fragmented
and heterogenous IoT landscape is edge computing. Overall it improves infras-
tructure efficiency by enabling low-latency, bandwidth-efficient, and resilient ser-
vices. It can also be used to expand the cloud by adding computation and storage
resources to the edge of the network. [1] Gartner predicted in 2018 that 75% of
all enterprise-generated data will be created and processed with edge computing
by 2025 [2].

In recent years, container virtualization has become a popular technology to pack-
age and run applications in cloud environments. This is due to container’s low re-
source overhead and fast starting times compared to traditional virtual machines
[3]. Containers enable single applications and their dependencies to be pack-
aged to a single runtime environment. This abstracts the differences in operating
system distributions and underlying infrastructure [4].

Devices and gateways utilized on edge computing have gained enough storage
and processing power to utilize these lightweight virtualization technologies, like
containers, to manage applications running at the edge of a network [5]. Although
there are significant engineering challenges like resource constraints, resilience
and security [6, 7], containers have been proven to be a sufficient platform for
edge computing applications [8, 9].

While there are numerous tools to develop, manage and orchestrate container
workloads on cloud environments, most of them are not applicable to edge com-
puting environments without modifications. This is because of different charac-
teristics and assumptions about the environment, like network quality, resource
limitations, and device homogeneity. The lack of suitable tools has led to research
that aims to develop tools to manage container workloads on edge environments
while using the same technologies and standards as their cloud-native counter-
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parts [10].

One of the apparent tools to adapt to edge environments is container orchestrator
Kubernetes [11] because of its high popularity in cloud environments [12]. Like
most of the other container orchestrators, Kubernetes was initially designed to
work in a cloud environment that has predictable and homogenous infrastructure.
But in recent years, multiple lightweight Kubernetes variants have been devel-
oped, which have been designed to work at the edge of the network.

1.1 Objective and scope

The objective of this thesis is to measure the resource usage metrics of existing
lightweight Kubernetes distributions and compare them to the usage metrics of
standard Kubernetes distribution. By measuring the resource requirements, we
can see how applicable the selected distributions are for typical edge computing
scenarios and how much resource overhead there is caused by the orchestration
system. The main criteria for selecting a distribution is that it is generally available,
open-source and designed to be used for edge computing environments. For the
scope of this thesis, only distributions that currently have a substantial userbase
will be selected. Security and long term resilience of these distributions will not
be evaluated in this research.

1.2 Research Questions

The main research question for this thesis can be stated as "what are the com-
puting resource usage differences between currently generally available
lightweight Kubernetes distributions designed for edge computing scenar-
ios?".

The research sub-questions, which need to be studied before answering the main
research question, are the following:

• What is edge computing?

• What is Kubernetes?

• What kind of generally available lightweight Kubernetes distibutions there
exist?

1.3 Outline

This document starts with having a literature review on chapter 2. Chapter 3
will present the most relevant technologies and solutions regarding implementing
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container orchestration on the edge. Chapter 4 describes the methods and the
setup of how to compare the selected Kubernetes distributions. Finally, chapter 5
presents the conclusions of the work and summarizes the results.
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2 LITERATURE REVIEW

2.1 Industrial Internet of Things

In literature, there are multiple names used for the Industrial Internet of Things
(IIoT), like "Industrial Internet" by GE (General Electric), "Internet of Everything"
by Cisco and "Internet 4.0". Even though the names are very similar to the
boarder horizontal concept of the Internet Of Things, the IIoT has distinct tar-
get audiences, technical requirements and strategies. The IIoT provides vertical
IoT strategies for the consumer, commercial and industrial forms of the Internet.
[13] Industrial Internet of Things is also used synonymously to Industry 4.0 or
its other name, the fourth industrial revolution. Differences between these terms
primarily concern stakeholders, geographical focus, and representation [14].

Up until recent years, the IIoT has been still quite immature, despite the Internet
being applicable for nearly 20 years. Industrial leaders have been uncertain how
the IIoT would affect their business, productivity, and products. But still, in big
industries, even a couple of per cent savings achieved by the IIoT would be desir-
able. For example, in the aviation industry, 1% fuel savings per annum correlates
to $30 billion. [13]

The IIoT is a combination of key technologies and their interconnections: self-
aware components, big data and advanced analytics [13, 15, p. 4]. The IIoT
provides ways for an industrial factory or facility to merge the physical and the
virtual world [16]. This enables enterprises to gather data from their assets and
get better insights from processes through advanced analytics [13]. As can be
seen in the figure 2.1, the data can be processed at different levels depending on
the deployment scenario. The blue line in the figure presents some of the require-
ments of edge computing, which vary depending on the scale of the deployment.
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Figure 2.1 Edge continuum for a typical industrial environment [17]

To collect data from the edge of the network and transfer it to the cloud requires
a decentralized computing infrastructure. For this, an edge computing paradigm
emerged to meet the requirements of the IIoT applications. Authors of Industrial
Ethernet Book believes that this Industrial edge technology is one of the key tech-
nologies to enable the digital transformation of industrial companies and smart
manufacturing [18, p. 6].

2.2 Edge Computing

The first appearance of edge computing was in the late 1990s when a company
called Akami started to use content delivery networks (CDNs) to accelerate web
performance. A CDN can serve cached web content from nodes at the edge
of the network, which is closer to the consumers compared to the main data
centres. Serving cached content significantly saves bandwidth, especially when
transferring large media files, such as video content and images. In addition to
transferring content, CDN edge nodes can also be used for other functions, such
as injecting locationally relevant advertisements to the content. [19] CDNs are still
widely used today because of the growing demand for online streaming services,
and they are an excellent example of the effectiveness of edge computing.

Edge computing refers more generically to technologies enabling computation to
take place at the proximity of data sources [20]. In literature, edge computing
is variously referred to as cloudlets [21], micro data centres, or fog nodes [22].
The computation capacity of the edge can be used to offload downstream data
processing from cloud services or upstream data processing from IoT services.
In addition to computation offloading, resources on the edge can also be used to
implement features to the system, such as data storage capabilities and network
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load balancing. [20] This helps to overcome challenges that are specific to a
certain geological location.

There is no unambiguous definition of where "the edge" is located since it is a
logical layer rather than a physical location. The location in a specific system can
be determined by the business problem and usage viewpoints. These viewpoints
can be usage requirements, used technologies, and application characteristics.
[19, 17]

2.2.1 Advantages of using Edge Computing in IoT

Using edge computing in the IoT context is beneficial due to the drawbacks of
using cloud computing. Running computational tasks on the cloud has been the
de facto solution for a while because of the nearly unlimited resource capaci-
ties of the cloud. However, compared to the continuously increasing speed of
data processing, there has been no significant improvements in network capa-
bilities [20]. This causes a bottleneck for the cloud-based computing paradigm,
especially when the number of data producers is growing because of the high de-
mand for IoT applications. Not only could there be 21.5 billion IoT devices active
in the year 2025 [23], but the quantity of collected data is also increasing. For
example, one market research report [24] forecasted there would be 0.2 million
autonomous vehicles in use in the year 2024, and each vehicle can create giga-
bytes of raw data every second [25]. Processing of that data has to happen with
minimal latency so that the decision making can happen in real-time, similar to
high-frequency stock market trading [26]. Li et al. [27] concluded that the average
round-trip from optimal vantage points to their Amazon Web Services (AWS) vir-
tual machines takes 74ms. So by adding latency overhead from mobile networks
to the average round-trip, real-time data processing may be achievable, but the
costs are too high to do it daily. Edge computing has to be utilized to improve per-
formance for time-sensitive tasks and reduce operational costs. Also, IoT devices
are often energy-constrained, so transmitting a lot of data via wireless networks
can deplete available energy storage quickly. As stated in [8], table 2.1 shows
the summary of the differences in edge computing compared to cloud computing.

Edge computing can also improve cloud service responsiveness, scalability and
outage mitigation by the computation offloading. By sending compact and ag-
gregated data from edge nodes, it enables lower end-to-end latency and a better
user experience on the cloud services. Since each new edge location contributes
to the systems data processing, systems that utilize edge computing can be cost-
effectively scaled horizontally. [19]

In systems that contain sensitive or classified data, there can be a considerable
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Table 2.1 Advantages of Cloud Computing versus Edge Computing. [8]

Requirements Cloud Computing Edge Computing
Latency High Low
Delay Jitter High Very low
Location of service Within the Internet At the edge
Distance client and server Multiple hops One hop
Location awareness No Yes
Geo-distribution Centralized Distributed
Support mobility Limited Supported
Real time interaction Supported Supported

amount of issues about privacy, regulatory and compliance. Therefore cloud ser-
vice providers often have tools for fine-grained access management to the data,
but using these tools can be unwieldy and costly. Edge computing allows sen-
sitive data to be handled accordingly near the data source, so fewer services
downstream are required to be compliant with the data privacy standards. [19,
17]

2.2.2 Resource orchestration

Orchestration refers to automated management and coordination of computing
resources and software between multiple computers. Orchestrating resources on
the edge can be challenging due to the distributed nature of edge computing. The
elasticity of the edge resources is hampered by the following challenges:

• Computational resources cannot communicate with each other because of
the physical separation

• Accessing computing resources can be challenging and costly because of
the location

• Ruggerized and custom-made enclosures of the devices are not often ex-
pandable

• Difficulties to have a technician to perform work on-site [17]

Because of these limitations, it is critical to have an understanding of the ca-
pabilities of the edge resources to enable functioning software deployments. If
not planned carefully, the inelasticity of the resources can cause overuse of the
resources and system failures. Once the software has been deployed, an orches-
tration solution needs to manage, monitor and secure the entire lifecycle of the
deployment. The solution has to have the following four features to guarantee
a reliable and robust system: differentiation, extensibility, isolation and reliability
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[20]. The orchestration solution must also perform infrastructure management to
commission and provision new resources and dismantle old resources. [17]

Heterogeneity of edge devices and software platforms also introduces challenges
to the infrastructure management system. The system needs to have capabilities
to manage a wide spectrum of devices with different architectures, communi-
cation protocols and operating systems. For the software layer, some level of
homogeneity can be achieved by utilizing virtualization and containerization tech-
nologies. [17]

From the IIoT perspective, the edge orchestration solution provides an essential
platform for IT departments. The solution provides tools to coordinate and deliver
new services to the edge, but also provides transparency to the system, which
helps operation teams to detect issues in the system. Like in cloud environments,
controlled software deployments with rollback capabilities enable teams to test
and deploy new services with minimum lead time without inflicting the overall
quality of the service. [17]

2.3 Container-based Virtualization

Resource virtualization has been one of the key technologies which have been
thrusting cloud computing forward. Virtualization allows computing and other re-
sources to be shared and split up dynamically and process isolation. Process
isolation improves the predictability of the system’s configuration. Virtualization
uses an intermediate software layer between the hardware and an operating sys-
tem to provide an abstraction layer for virtual resources. These virtual resources
are commonly known as Virtual Machines (VMs). [28] Virtual Machines are a
complete implementation of the operating system and provide isolated execution
contexts. This means that any operating system which runs on bare metal can be
virtualized. [29]

Thomas Berndorfer from TTTech Industrial thinks that CPU virtualization is one
of the key technologies to enable IIoT applications on the edge. Berndorfer said
that Virtualization allows applications to run side-by-side on the same standard
industrial PC hardware. Running applications as containers or in Virtual Machines
at the edge reduces hardware costs, improves resource efficiency, and gives easy
access to data straight from the machine. [18, p. 6]

Hypervisor based virtualization is one of the most utilized virtualization tech-
niques. It uses Virtual Machine Monitor (VMM) to facilitate multiple VMs on a
single host operating system. [28] This enables high elasticity but with a cost of
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additional resource usage and bigger size because even VMs with the same op-
erating systems can not share any common components, for example operating
system kernel. Another popular alternative virtualization technique for hypervi-
sors is container-based virtualization, which uses containers instead of VMs.

Container-based virtualization, also known as Operating System Level virtualiza-
tion, partitions the host machine resources, creating multiple isolated user-space
instances [30]. These instances are referred to as containers. All the contain-
ers on a single host share the same operating system kernel and a set of sys-
tem libraries and executables [31]. Figure 2.2 depicts the difference between
hypervisor-based and container-based virtualization.

Figure 2.2 Comparison of hypervisor-based and container-based virtualization

Containers are more lightweight compared to VMs because they provide the
same type of isolation and resource control without requiring an additional op-
erating system kernel [32]. Both of them use still quite similar techniques for
resource isolation like physical resource multiplexing [31]. Applications inside
containers share the host operating system resulting in smaller deployment sizes
compared to hypervisor deployments. Because of this, a single physical host can
run a significantly higher number of containers compared to VMs. [29]

The idea for containers can be traced back to chroot command, which was in-
troduced as part of Unix version 7 in 1979. The command provided to a given
process some degree of isolation by restricting root file system access to a des-
ignated directory tree. Later the command was extended to provide isolation for
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other resources as well, like processes, network resources, and privileged oper-
ations. After Linux became the dominant open platform, the isolation commands
and technologies were used to create the container technology called Linux Con-
tainers (LXC) which is used to run multiple isolated Linux systems on a single
host. [29, 33]

2.3.1 Docker

Docker is "an open-source project providing a systematic way to automate the
faster deployment of Linux applications inside portable containers" [29]. It extends
LXC container technology by introducing a high-level Application Programming In-
terface (API), which provides a lightweight virtualization solution to run processes
in isolation [34]. Along with several other significant changes, these new features
make Docker containers more portable and flexible to use compared to LXC con-
tainers [33]. Combined with the strongly opinionated architectural and workflow
choices, Docker flattens the learning curve for container adaptation [35]. Main
advantages of Docker compared to LXC are portability, image versioning and
reusability [34].

Docker uses a single object called image to encapsulate all dependencies of
the application to a single object and construct a container environment. These
images can be used as a base image for other images to provide component
reusability. Images can be versioned so that they reflect a specific commit in a
software version management system. This provides a high level of traceability
and version control for container deployments. Docker images can be moved
across any servers that support the container runtime environment because of the
operating system abstraction. This also means that applications running inside
containers do not need to be tied to the host operating system and the hardware.
[34]

The image format used by Docker has been the most widespread container im-
age format among its several competitors. To standardize the container image
format, Open Container Initiative (OCI) project was created by Docker, Inc., and
others. OCI released a set of standards in the year 2017, but the adoption of
these standards has been slow, and the Docker image format continues to be the
most used in the industry. [36, p. 14] OCI also created a specification for Con-
tainer Runtime Interface (CRI) to standardize container execution and Container
Network Interface (CNI) [37] to standardize container networking.
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2.4 Kubernetes

Kubernetes (also known as K8S) is an open-source orchestrator for deploying
and managing distributed containerized applications [36, p. 1]. The initial version
of Kubernetes was developed by Google and it was announced in 2014 [38] as
a predecessor for Google’s internal container management systems called Borg
and Omega [39]. Since then, the open-source community around Kubernetes
has grown substantially, and it has become the de facto container orchestration
tool on the cloud-computing industry [12].

2.4.1 Architecture

Kubernetes architecture can be split into a control plane and worker nodes. The
components running in the control plane and on the worker nodes can be seen in
the figure 2.3.

Figure 2.3 Structure of the Kubernetes components [11]

The control plane is "the container orchestration layer that exposes the API and
interfaces to define, deploy, and manage the lifecycle of containers" [11]. The con-
trol plane usually runs across multiple nodes, providing fault tolerance and high
availability. It is made of five components, which together make global decisions
about the cluster. These control plane components are kube-apiserver, etcd,
kube-scheduler, kube-controller-manager and cloud-controller-manager, as can
be seen in the figure 2.3. The control plane usually runs across multiple nodes.

kube-apiserver is the API server that exposes the Kubernetes API. It acts as a
frontend for the control plane, so all components which want to query or edit the
state of the cluster has to use the API. The API server is designed to be scaled
horizontally to enable high availability for the cluster. [11]
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etcd is a key-value store used as Kubernetes’ database for all cluster related
data [11]. It is highly distributed and strongly consistent to provide a reliable way
to store data that needs to be accessed by a cluster of machines [40].

kube-scheduler is responsible for scheduling newly created containers to suit-
able worker nodes. More specifically, it schedules Pods, which represents a
group of one or more containers running in the same execution environment.
The scheduler takes into account resource requirements, hardware and software
constraints, affinity specifications, data locality, inter-workload interference, and
deadlines before determining the node for a Pod. [11]

kube-controller-manager runs controller processes in the cluster. A controller is
a control loop that inspects the shared state of the cluster through kube-apiserver
and applies necessary changes if the current state has deviated from the desired
state. [11]

cloud-controller-manager embeds cloud-specific control logic to the control plane.
This enables cloud providers to integrate the cluster to their cloud’s API to provide
external cloud resources to the cluster. These resources can be for example
virtual machines, load balancers and routing tables. [11]

To join a worker node to the cluster, three components are required on the node:
kubelet, kube-proxy and container runtime.

kubelet is an agent which manages containers running in a Pod and makes sure
that they are running and healthy. The agent receives Pod specifications from
the kube-apiserver and creates the required containers and infrastructure to run
these Pods. [11]

kube-proxy acts as a network proxy between the nodes. It maintains the network
rules which allow network communication between Pods running in the cluster. It
also handles the traffic outside of the cluster. [11]

To run the actual containers in a node, a container runtime is required. There are
multiple possible runtimes to use, but after Kubernetes version 1.5, the runtime
must implement the Container Runtime Interface standardized by OCI [41].

2.4.2 Benefits

Reasons for wide spread usage of Kubernetes and other similar container or-
chestrators can be traced back to one of these benefits:

• Velocity

• Scalability
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• Infrastructure abstraction

• Efficiency [36, p. 2]

Kubernetes increases software deployment velocity by providing tools to roll out
new versions of an application while maintaining its high availability. The core
concepts, like immutable resources and self-healing capabilities, enable improved
velocity. [36, p. 2] Immutability in Kubernetes is achieved by using container im-
ages and declarative configuration. In immutable systems, artefacts can not be
mutated once they are created in the system. Because of the immutable nature
of container images and declarative configuration files, all of the updates to these
have to go presumably through a version control system. This enables traceability
of the changes and allows a rollback of a change in the case of a faulty release.
As the declarative configuration represents the desired state of the system, Ku-
bernetes continuously monitors the realized state and take action if it detects
anomalies compared to the desired state. [36, p. 3-4]

Scaling services horizontally in a Kubernetes cluster is trivial due to the immutable
and declarative architecture. The number of instances of a particular service
is defined as a number in a declarative config, and after changing the number,
Kubernetes releases or allocates required resources from a cluster. If there are
not enough available resources in the cluster to allocate for the new instances, the
deployment stays pending until there are enough resources to allocate. Scaling
up the cluster itself is also straightforward because each node in the cluster is
identical to one another. [36, p. 6]

Kubernetes favours decoupled architecture also to improve scalability. In the de-
coupled architecture, components are separated from each other by APIs and
load balancers. Load balancers abstract service consumers from producers, so
service can be scaled without the need of reconfiguring other parts of the sys-
tem. Using APIs between services supports development team scalability since
well-defined APIs decreases the required amount of communication between de-
velopment teams of different services. [36, p. 5]

Often when development teams deploy applications to Kubernetes, the under-
lying infrastructure can be completely abstracted with the help of specific Kuber-
netes plugins. For example, in the case of an application requiring persistent stor-
age, Kubernetes resources like PersistentVolume and PersistentVolumeClaims
can be used to abstract a specific storage implementation from the application.
The abstractions enable the application to be deployed to a wide variety of differ-
ent environments. [36, p. 9]
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2.5 Utilizing Kubernetes in Edge Computing

Most of the container orchestration solutions like Kubernetes was initially de-
signed to run in cloud environments, but there has been a lot of research efforts
to make it suitable for edge environments. According to Goethals et al., "edge
devices have become powerful enough to be able to run containerized microser-
vices while remaining flexible enough in terms of size and power consumption to
be deployed almost anywhere" [10]. This also enables more complex orchestra-
tion tools to be deployed to edge devices, and the potential of utilizing Kubernetes
on the edge has been noticed by the industry [42, 43, 44, 45]. The requirements
for a modern container orchestrator for edge environments can be defined as
follows:

• Compatibility with modern container (orchestration) standards, or providing
an adequate alternative

• Securing communications between the edge and the cloud by default, with
minimal impact on local networks

• Low resource requirements, primarily in terms of memory but also in terms
of processing power and storage [10]

Before considering Kubernetes as an orchestrator for edge environments, there
are some major technical challenges to overcome.

2.5.1 Challenges

Many of the challenges related to using Kubernetes on edge computing environ-
ments is caused by the limitations of the network at the edge. Kubernetes control
plane needs to request often status information from the nodes to schedule and
manage the workloads properly throughout the cluster. Often edge computing
environments have restricted connectivity to the internet in terms of bandwidth
and latency, so the control plane can not communicate to the edge nodes as
much as it would need. This becomes a major issue especially when a new ap-
plication needs to be rollout to the edge. Pulling new images to the edge can use
a lot of network bandwidth, which can deteriorate the communication even more
between the control plane and edge nodes.

Another challenge caused by the edge network is to enable edge nodes to com-
municate with each other so that applications running on the cluster could use
services from other sites. Edge networks might have a dynamic outbound IP and
firewalls to allow traffic only from specific services from the internet, so it can be
very complicated to set up peer networks between edge sites.
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Since normally Kubernetes does not need to be cautious about resource con-
sumption, somemodifications have to be made to make it suitable for low-resource
devices. Additionally, application deployments on cloud environments are often
considered to be generic and scalable, whereas deployments to edge environ-
ments are more focused on local computing and often does not need horizontal
scaling [10].

2.6 Related Work

Böhm et al. compared resource usages of lightweight Kubernetes distributions
(K3s and MicroK8s, which are presented in next chapter) to the standard im-
plementation of Kubernetes [46]. They concluded that the lightweight distribu-
tions may have similar resource usages as Kubernetes. Still, they consider that
lightweight distributions can be beneficial in edge computing environments due to
the highly varying number of nodes in the cluster.

Kayal described Kubernetes networking model and demonstrated how suitable it
is for edge computing environments in his work [47]. He pointed out that the scor-
ing algorithm in the default Kubernetes scheduler does not take communication
costs between containers into account.

Fathoni et al. performed similar research as has been done in this thesis, where
they compared lightweight Kubernetes distributions designed for edge computing
environments [48]. More specifically, they compared distributions named K3s and
KubeEdge. They measured RAM and CPU resource usages when the system is
idling and when the simulator application is deployed to the nodes. However,
these measurements can not be reproduced, since they did not mention the ver-
sions of the distributions they used. Also, their results are imprecise. Firstly, it
can be seen from figure 5 and figure 6 of their paper that they measured K3s’
container runtime process’ CPU and RAM instead of KubeEdge process they
claimed. Secondly, they picked only the process which used the most resources.
The software may use multiple processes, so all relevant processes should con-
tribute to the measurement. Thirdly, they did not separate the resource require-
ments of the components required to run the control plane from the actual work-
load running inside the cluster.

Goethals et al. designed their own Kubernetes compatible container orchestrator
for edge computing scenarios called FLEDGE [10]. They compared the resource
usages of FLEDGE to standard Kubernetes, and concluded that FLEDGE uses
around 50% less resources on x64 architecture.

There is a lot of research about evaluating containers as a foundation for an edge
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computing platform [5, 8, 9, 49, 50, 51]. A study by Pahl et al. [52] gives a general
overview of how to create edge cloud clusters using containers. There are also
studies about different container placement strategies, from simple but effective
resource requests and grants [53], to using deep learning for allocation and real-
time adjustments [54].

Studies exist that focus on security between the edge and the cloud, for example
[55] which identifies possible threats, and [56] which proposes a Software Defined
Membrane as a novel security paradigm for all aspects of microservices.
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3 RELEVANT TECHNOLOGIES AND SOLUTIONS

There are various open-source technologies and solutions which enable running
Kubernetes in an edge computing context. In this chapter, some of those will be
introduced. These solutions are studied to form an understanding of the possible
options to be selected for further evaluation.

3.1 Virtual Kubelet

Virtual Kubelet is an open-source Kubernetes kubelet implementation that mas-
querades as a normal kubelet to Kubernetes API [57]. It allows custom runtime
solutions to be utilized to run application workloads in the Kubernetes cluster.
These runtimes do not necessarily need to be CRI compatible container runtimes,
and developers can use alternative APIs to implement the kubelet interface. The
figure 3.1 shows a set of kubelet interface methods which are required to be
implemented for a custom runtime solution.

Figure 3.1 Architecture of Virtual Kubelet [57]

Virtual Kubelet is interesting from an edge computing standpoint since the edge
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device doesn’t necessarily need to have capabilities to run standard container
runtime to be able to integrate the device to Kubernetes API as a node. Instead,
edge computing platform developers can utilize their existing custom orchestra-
tion APIs to make the platform Kubernetes compatible.

But since Virtual Kubelet is just an enabler for a Kubernetes-based orchestration
system rather than a Kubernetes distribution itself, it can not be selected as a
candidate for the evaluation stage of this thesis.

3.2 KubeEdge

KubeEdge is an open-source edge computing environment based on Kubernetes
[58]. Instead of being just a Kubernetes distribution, it uses external services
to handle communication between cloud and edge nodes and also used to im-
plement additional features to the edge. The components and dependencies
between them can be seen in figure 3.2.

Figure 3.2 Architecture of KubeEdge [58]

One of the main benefits of KubeEdge compared to other solutions introduced in
this chapter is that KubeEdge can be integrated into an existing standard version
of Kubernetes cluster running on the cloud. CloudCore service runs outside of the
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Kubernetes cluster and communicates with the cluster through the API server, as
illustrated in figure 3.2. To make the existing cluster compatible with KubeEdge
environment, the service handles the registration of edge nodes and applies cus-
tom resource definitions to the Kubernetes cluster byCloudCore service to enable
device management functionalities of edge nodes.

On edge nodes, EdgeCore agent is responsible for running the applications de-
ployed by the Kubernetes running in the cloud. More specifically, the embed-
ded Edged component manages containerized applications and it uses exter-
nal CRI to run the containers. In addition to container orchestration capabilities,
EdgeCore provides additional features, such as offline operation in a case of net-
work failure and publish and subscribe capabilities to other components [58].

3.3 K3s

K3s is a lightweight Kubernetes distribution created by Rancher [59]. It is tar-
geted to be used in resource-constrained environments and low touch opera-
tions, like edge and IoT environments. Rancher strongly believes that Kuber-
netes will be the dominant way to orchestrate software on the edge in the future
[60]. To achieve a lower memory footprint compared to standard Kubernetes, the
database of the master server has been replaced with a more lightweight, em-
bedded alternative. A drawback of this approach is that K3s servers can not be
scaled out to achieve high availability, since servers do not share the same stor-
age backend by default. However, K3s supports a high-availability mode where
servers can be configured to use an external database. The architecture of a
single master node K3s cluster can be seen in figure 3.3. Minimum hardware
resource requirements for a K3s node are 512 megabytes of RAM and 1 CPU
core, which makes it feasible for edge computing use cases.
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Figure 3.3 Architecture of a single server K3s cluster [59]

Unique to K3s compared to other Kubernetes distributions is that it is packaged as
a single binary. The same binary contains both server and agent implementation,
so the same version of the binary can be distributed across the whole cluster. In
addition to the Kubernetes implementation, the binary contains all the required
external dependencies, like CRI, CNI, load balancer and other network utilities.
This makes the cluster installation process straightforward on the nodes.

3.4 MicroK8s

MicroK8s is a Kubernetes distribution developed by Canonical. It has a smaller
footprint compared to the standard Kubernetes, but it is still fully conformant with
the Kubernetes API. It focuses to be easy to use with sensible default configura-
tions and requires low maintenance by having automatic security updates. The
recommended resource requirements are 4 gigabytes of RAM. [61]

MicroK8s run on top of snapd, which is Canonical’s proprietary package manager
[62]. A snap applications are non-standard containers in a sandboxed environ-
ment. Since MicroK8s need to have additional container runtime to run pods
inside the cluster, some resource overhead is expected compared to other candi-
dates.
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4 EVALUATION

From the solutions described in the previous chapter, Kubernetes distributions
K3s and MickoK8S was selected for further evaluation. These distributions were
selected because of their architectural similarities, which makes them compara-
ble. To be able to answer the main research question, various resource utilization
metrics were measured from these distributions. Additionally, utilization metrics
of a standard distribution of Kubernetes was collected to work as a control group.

4.1 Defining the setup

There are three possible architecture models to use Kubernetes in edge-computing
scenarios. The first model contains a common master node on the cloud and de-
ploys worker nodes to the edge. This model is common in cloud environments,
where the master node is separated from worker nodes to achieve high avail-
ability. Having a common control plane for edge nodes on the cloud reduces
operational costs, lowers required hardware requirements on the edge and sim-
plifies service deployments. But since each worker node has to communicate to
the master node through the network, this model requires greater network us-
age compared to other models. The second model is to deploy both the control
plane and worker node to each edge device. This model is the simplest to set
up since all Kubernetes related software can be installed to the same node. But
since there isn’t a shared control plane between edge nodes, orchestrating work-
loads between nodes is challenging. Kubernetes can orchestrate deployments
on a single node, but additional systems are required to orchestrate workloads
between the nodes. The third model is similar to the first model, but instead of
using kubelets on the worker nodes, Virtual Kubelet is utilized to abstract nodes
and pods on the edge. This allows Kubernetes to be used as the container work-
load orchestrator, but in the edge non-compatible Kubernetes container runtimes
could be used. [63]

In this thesis, the first model was selected to be used for the evaluation phase be-
cause it is the most common one and the model provides a lightweight and simple
setup on the edge node. This thesis focuses on measuring resource consump-
tions of the edge node. This is because the control plane node is often located
on the cloud, and it can be often scaled on demand. Since edge nodes are often
more difficult and laborious to change after the initial installation, it is more critical
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to correctly size the hardware requirements for the edge nodes. Resource con-
sumptions of the control plane node can be found in the research conducted by
Böhm et al. [46].

To be able to compare the selected solutions comprehensible to each other, mul-
tiple metrics are needed to be collected. Based on related research [46, 10, 48],
CPU, RAM and disk utilization are central metrics to be collected. In addition
to these, required disk space and network utilization were also collected. The
amount of required disk space shows an estimation of how much storage capac-
ity is required on the edge device. Network utilization is also important in the edge
computing context, since the edge devices may use mobile network connections,
which might have consumption-based pricing for network usage. As a summary,
the following utilization metrics were collected:

• CPU

• RAM

• Disk read/write

• Disk space

• Network bandwidth

To measure resource usages accurately, metrics were collected from only rele-
vant processes running in the test setup. Only the processes of the orchestrator
contribute to the total resource usage. This allows additional processes like data
collection tools to be used without affecting the test results. The processes of
an orchestrator are determined by installing each orchestrator on the same base
image and comparing the running processes after the installation. The processes
that are not present in other installations can be determined to be part of that or-
chestrator. The processes of each orchestrator can be seen in the table 4.1. In
addition to these processes, the process of a Container Runtime (CR) and Kuber-
netes Network Plugin is also included to be part of each orchestrator, since they
are a critical part of the orchestrator as a whole. There are multiple options for CR
and network plugins which could be used in the setup, so these two components
will be selected so that the same component can be used in each orchestrator
setup. The selection of these components is described in the section 4.2.

Table 4.1 Orchestrator processes

Kubernetes distribution Processes
K3s k3s-agent
MicroK8s kubelite, python3, snapd
Kubernetes kubelet, kube-proxy



23

Due to the resource limitations of this thesis, the metrics were collected from
a cluster containing only one edge node. This can reduce the edge node’s re-
source utilization by eliminating possible node-to-node communication on the
edge. However, in scenarios where edge nodes can only communicate with the
master node on the cloud, measuring only one edge node can provide accurate
results.

To simulate a typical edge computing scenario, a simple simulator application
was developed for this thesis. The simulator transmits MQTT[64] messages with
a configured size and interval from the edge node to Mosquitto[65] MQTT broker
running on the master node. Simulator instances can be replicated to simulate
high concurrency scenarios. The simulator has been developed using Go pro-
gramming language. The source code can be found in appendix A. The simulator
was configured so that it sends a message with 16kB payload size every one
second.

In order to measure resource consumptions in a realistic environment, metrics
will be collected with different amounts of workload running on the edge node.
This way we can detect does the amount of workload affect the resource usage
of the orchestrator process. The workload will be generated by the simulator
application. To change the workload on the node, the simulator application is
scaled up horizontally on the node. In this thesis, the workload was quantified to
five different scenarios: 0, 5, 10, 20 and 40 simulators running in parallel. Each
selected resource utilization metric was measured on these scenarios.

4.2 Setup

The testing setup contains two computers and a network router. One of the com-
puters acts as an edge node in the Kubernetes cluster and the other one as a
control plane node. All the metrics will be collected from the edge node.

Raspberry Pi 4 with 2GB memory was selected to represent an edge device in
the setup. The Rasperry Pi uses kernel version 5.4.0-1038-raspi. The control
plane node is Intel NUC model NUC7i7BNH equipped with 256GB SSD. Both
edge and control plane node use 64-bit Ubuntu Server version 20.04.2 as an
operating system.

Versions of the distributions were selected so that all of them implement the same
major Kubernetes API version. This allows a fair comparison between the distri-
butions. Selected versions for the Kubernetes distributions can be found on the
table 4.2. These versions were the latest releases of the distributions before
the data collection began. Both K3s and MicroK8s version number represents
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the Kubernetes API version they use, so all three distributions are comparable
to each other in terms of supported feature set. MicroK8s does not release mi-
nor versions of the Kuberenetes API, so MicroK8s’ version could not be exactly
matched with the other two distributions.

Table 4.2 Orchestrator versions

Kubernetes distribution Version Release Date
K3s 1.21.2 21.06.2021
MicroK8s 1.21 09.04.2021
Kubernetes 1.21.2 17.06.2021

A Kubernetes distribution might have an embedded container runtime, but in
some distributions, it can be selected from multiple options. K3s and K8s sup-
port multiple different container runtimes, while MicroK8S supports only a runtime
called containerd. For this reason, containerd will be used on all distributions as
the container runtime for a fair comparison. containerd and containerd-shim pro-
cesses are taken into a account for each distribution when collecting the utilization
metrics.

Each Kubernetes cluster deployment will be configured so that they have the
same core services running in them. These services enable the simulator ap-
plication to work in the cluster and also enables monitoring of the application.
The core services are metrics server, DNS-server and networking plugin. The
metrics server enables the collection of metric data from pods across the clus-
ter. The DNS server called coredns allows simulator pods to use Kubernetes
service domain names instead of direct Pod IPs to connect to the MQTT server.
The networking plugin is required to provide an internal network for Pod-to-Pod
communication. In this setup, a network plugin called Calico was used.

During the data collecting, the status of the cluster was monitored by using K9s
[66] command-line tool. It uses the standard Kubernetes API to fetch various
information about the cluster, such as running pods and their health statuses.
Usage of a tool like this might affect the CPU and memory usages of the orches-
trator processes, since the tool requests statistics from the Kubernetes API in
some interval.

4.3 Results

This section presents the utilization metric results from each selected orchestra-
tor. Each measured metrics is presented in a separate subsection.

After each metric data set was collected from the edge node, it was processed
and visualized by using Matlab [67] version R2021a. The script used to process
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the data can be found in appendix B. In each figure has the same colours rep-
resenting the same Kubernetes distribution. Each figure also contains the same
scenarios based on the amount of concurrently running simulators.

4.3.1 CPU utilization

Utilization of the CPU was measured by using pidstat [68] command with -u pa-
rameter. It measures the total percentage of CPU time used in a single CPU
for the running processes. The maximum theoretical value a process can utilize
CPU is 100% × total number of CPU cores, which is 400% in the defined setup.
The measurements were captured every 5 seconds for 15 minutes. The results
of the CPU utilization measurements can be seen in the figure 4.1.

Figure 4.1 Average CPU utilization

Interestingly, in certain scenarios, MicroK8s used as twice as much CPU com-
pared to the other two distributions. The most significant process for microK8s
was kubelite, which used around 70% of the total CPU usage of the orchestrator.
Also, calico-node process of microK8s used around 2% more CPU compared to
the same process in other orchestrators. K3s and Kubernetes had similar CPU
usages in all scenarios. The most significant process for K3s (k3s-agent) and for
Kubernetes (kubelet) had the same CPU utilization with margin of ±1%.
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Since the X-axis of the figure is increasing exponentially, the trend of the CPU uti-
lization seems to increase also exponentially. By interpolating the measurements
it can be concluded that the utilization is linearly proportional to the number of
containers running on the node.

4.3.2 Disk utilization

Similarly to CPU utilization measurements, disk utilization was measured by using
pidstat [68] command with -d parameter. The command reports disk utilization
statistics of the running processes in terms of kilobytes of reading and writing per
second. Like the collection of CPU utilization metrics, these metrics were also
captured every 5 seconds for 15 minutes.

Figure 4.2 Disk read utilization

As we can see from the figure 4.2, disk read utilization is more unpredictable
compared to other metrics. When the orchestrator is idle (no running simulators),
read utilization is higher than average compared to other scenarios. This is prob-
ably because the measurements started soon after the orchestrator was started
and ready to use, and there was still progress on some initialization routines which
utilized the disk. This could have been mitigated by letting the orchestrator run for
15 minutes before the beginning of the measurements.
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For K3s and MicroK8s, containerd and containerd-shim processes utilized disk
the most in all scenarios. For Kubernetes, in addition to the container runtime
processes, the main kubelet process utilized more disk compared to other distri-
bution main processes. This can be seen in the figure 4.2, as in almost every
scenario, Kubernetes’ utilization is higher than the others.

To make sure that the results for MicroK8s’ utilization when running 40 simulators
in parallel was not an anomaly, the given measurement was done multiple times.
The disk read utilization was consistently higher compared to the other two dis-
tributions. In one of the measurement, the average utilization of MicroK8s was
fifteen times higher compared to the others. It could be possible that these read
utilization spikes could occur also in other scenarios.

Figure 4.3 Disk write utilization

Based on the results of disk write utilization in the figure 4.3, write operations are
more predictable across all orchestrators compared to read operations. The only
deviation from the average was when the system was idle. This is most likely due
to the same reason as for disk read utilizations.

The results show that disk read and write utilizations does not correlate linearly
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with the amount containers running in the cluster. The deviations from the av-
erage utilization are most likely caused by some other routines, which are not
dependent on how many containers are running on the node.

4.3.3 Memory utilization

Like Goethals et al. stated in their work, determining process’ memory usage is
complex due to shared memory between multiple processes [10]. To compare or-
chestrator distributions fairly to each other based on process memory usage, the
Proportional Set Size (PSS) [69] is calculated for each process. PSS is calculated
according to:

Mtotal = P +
i∑

Si/Ni

where P is private memory, Si are various sets of shared memory, and Ni is the
number of processes using any piece of shared memory. [10]

In this thesis, smem [70] tool was used to determine the PSS of each process. The
memory usages of processes were collected every 15 seconds for 15 minutes.

Figure 4.4 Average memory utilization
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In the figure 4.4 we can see that memory utilization behaves similarly as in CPU
utilization in figure 4.1: K3s and Kubernetes use approximately the same amount
of memory while MicroK8s’ utilization is roughly double compared to the other
two. The memory usages of orchestrator main processes were relatively steady
across all the scenarios. The containerd processes caused the increasing trend
between the scenarios.

Like orchestrator CPU utilization in figure 4.1, the memory usage increases when
the workload increases in the node. However, the figure shows a linear trend for
utilization. Therefore the relation of the memory utilization is logarithmic to the
number of containers running in the node.

4.3.4 Network utilization

Network utilization was measured by monitoring network traffic between the edge
node and the control plane node. The network traffic was captured by using
tcpdump [71] utility tool. It captured all network packets through the network
interface and saved them to a file. The file was then processed with Wireshark
[72] software to filter out any packets which are not related to the communication
between the edge node and the control plane node. Also, the MQTT messages
generated by the simulator were filtered out from the dataset. This ensures that
only the network traffic related to orchestration processes will affect the results.
The network traffic was captured for 15 minutes for each scenario.

After filtering, the dataset was then processed and aggregated with Matlab to
calculate the network bandwidth usage in terms of bytes per second. The results
of the network usage measurements can be seen on the figure 4.5 as a box plot.
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Figure 4.5 Average network utilization after filtering

Similarly as already observed for CPU and memory utilization, MicroK8s utilizes
significantly more network resources compared to the other two distributions.
Since the network traffic is encrypted between the nodes, it is unknown what
kind of network packets are causing higher bandwidth usage for MicroK8s.

From the results, it can be concluded that the amount of containers on the node
does not affect the network usage of the orchestration process, since the network
usages are similar in all scenarios for all distributions. Only major deviations
from the average results are K3s’ lower quartile on scenarios "20" and "40", and
Kubernetes’ median in scenarios "0" and "5".

There seems not to be any significant network optimization mechanisms imple-
mented for the two lightweight distributions when comparing the two distributions
to standard Kubernetes. However, since this setup only tests scaling containers
on the node, there still might be optimizations for different orchestration processes
like when adding new nodes to the cluster or deploying new applications.

4.3.5 Disk space usage

Storage requirements are measured by using df command [73] after each step of
the orchestrator installation setup. Firstly, a base level is determined by examining
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the current total disk usage before an installation of the given distribution. Then
after each step of the installation, the total disk usage was checked again, and
the new amount was subtracted from the base level. As a result, a cumulative
list is generated which shows how much disk space is consumed after each step.
This approach takes into account the orchestrator binaries and all dependencies
and related libraries as well.

In the figure 4.6 we can see the total disk space utilization for each distribution
before any containers are running on the node. The blue bar represents the size
of all the binaries and dependencies required for the operation of the orchestrator.
The red bar represents the additional disk space used after the orchestrator has
been started for the first time. As we can see in the figure, the disk space required
for the initialization can be significant related to the total disk space use.

Figure 4.6 Disk space utilization

For the first time, both lightweight distributions consume less resources compared
to the standard distribution. We can see on the figure 4.6 that K3s uses dras-
tically less total disk space compared to the other two distributions. Especially
initialization phase of K3s takes a fraction of disk space that other distributions
use. This is likely due to the usage of SQLite instead of etcd as a database. The
difference between K3s and MicroK8s is most likely due to the overhead caused
by the snap packaging of MicroK8s instead of being a single binary.
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5 CONCLUSIONS

The aim of this thesis was to investigate the current status of lightweight Kuber-
netes distributions marketed for edge computing environments. In this chapter,
the results of the research are summarized and the future directions are pro-
posed.

5.1 Summary

The research question of this thesis was "what are the computing resource us-
age differences between currently generally available lightweight Kubernetes dis-
tributions designed for edge computing scenarios?". To answer this question, a
literature review and empirical research were conducted.

The literature review comprised topics about the Internet of Things, edge com-
puting and the challenges when orchestrating applications on the edge of the
network. Then a container orchestrator Kubernetes was introduced. It was con-
cluded in the review that Kubernetes is not suited for edge computing environ-
ments as is, but there are solutions and distributions of Kubernetes available
which are marketed to work on this environment. These solutions were exam-
ined further and some of these were selected to be compared to the standard
version of the Kubernetes. The selected solutions were K3s from Rancher and
MicroK8s from Canonical.

A test setup was created to measure different resource usage metrics of the dif-
ferent distributions. The selected metrics to be measured from the edge node
were CPU, RAM, disk read and write, network bandwidth and disk storage utiliza-
tion. A simulator application was developed to simulate a typical edge computing
scenario in the test setup. This simulator was used to generate different amounts
of workload running on the edge node. These workload variations were quantized
to five different scenarios, and the metrics were collected on all of these scenar-
ios. The goal of measuring the orchestrator utilizations in all of these scenarios is
to see if the amount of workload running on the node affects the utilizations. The
data sets were processed and filtered so that only processes related to orchestra-
tion affected the results. So for example the resource utilization of the simulator
application containers does not affect the results.

The results indicate that the selected lightweight Kubernetes distributions K3s
and MicroK8s does not overall consume significantly less resources compared
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to the standard Kubernetes. On the contrary, in most of the tested metrics, Mi-
croK8s utilized more resources than the standard distribution. A similar pattern
was recognized also in the research conducted by Böhm et al. [46]. MicroK8s’
main process kubelite was consuming more resources than the other distribution
counterparts, but it is unknown what kind of logic is causing it inside the process.

For somemetrics, like CPU and memory, the utilization correlates with the amount
of workload running on the node. The CPU utilization was linearly proportional
to the number of containers running on the node, while memory utilization was
logarithmically proportional. For other metrics, there was no indication of a rela-
tionship between the utilization and the amount of workload.

Even though K3s and MicroK8s do not necessarily provide resource usage opti-
mizations, there are other reasons why using these distributions might be bene-
ficial. In both distributions, the setup process is a lot simpler due to the software
packaging. K3s combines all necessary binaries and dependencies to a single
binary, while MicroK8s uses snap package manager to abstract the installation
process. Also as seen in the results, disk space requirements can be significantly
less compared to the standard Kubernetes.

5.2 Limitations and future work

One of the limitations of this thesis was having only one edge node in the test
cluster. In a realistic edge computing environment there is likely multiple edge
nodes on one physical location and these nodes could also communicate with
each other. This communication could increase the resource utilization of the or-
chestrator process on the node. Also, the network between the edge and master
node in the test setup was ideal compared to a realistic edge computing environ-
ment, where the network performance is more unpredictable.

The main focus of this research was to measure resource utilizations of the dis-
tributions, and a possible extension to this research would be to test the more
holistic suitability of the distribution to the edge computing use cases. Future
work could include topics from security and long time resiliency, and testing la-
tency to downstream devices, like sensors and actuators. Based on the literature
review conducted on this thesis, there were not enough scientific articles about
these topics.

Since the resource utilization measurements were done on a process level, it
remained unclear what kind of functions and features inside the orchestration
processes caused the utilization differences between the distributions. Deeper
analysis on network traffic and disk operations and examination of distribution
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source codes could have revealed the major differences. Another limitation was
having only one kind of synthetic workload running on the cluster while collecting
the utilization metrics. More organic workload compared to the workload gener-
ated by the simulator applications could have affected the test results.

Although containerd was the recommended container runtime for both K3s and
MicroK8s, testing other alternatives too could have clarified the impact of the
container runtime on the overall resource usage. However, selecting unrecom-
mended container runtime could affect the cluster’s reliability, which is not desired
in complex edge computing environments.
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Appendix A. Simulator application source code

1 package main
2

3 import (
4 "crypto/rand"
5 "encoding/base64"
6 "fmt"
7 "os"
8 "os/signal"
9 "strconv"

10 "syscall"
11 "time"
12

13 MQTT "github.com/eclipse/paho.mqtt.golang"
14 )
15

16 func main() {
17 topic := os.Getenv("TOPIC")
18 broker := os.Getenv("BROKER_URL")
19 qos := 0
20 payloadSize , _ := strconv.ParseInt(os.Getenv("PAYLOAD_SIZE"), 10, 64)
21 interval , _ := strconv.ParseInt(os.Getenv("INTERVAL"), 10, 64)
22

23 opts := MQTT.NewClientOptions ()
24 opts.AddBroker(broker)
25

26 client := MQTT.NewClient(opts)
27

28 if token := client.Connect (); token.Wait() && token.Error () != nil {
29 panic(token.Error ())
30 }
31

32 sigChan := make(chan os.Signal)
33 signal.Notify(sigChan , os.Interrupt , syscall.SIGTERM , syscall.SIGINT)
34 timeChan := time.Tick(time.Duration(interval) * time.Millisecond)
35

36 fmt.Println("Publisher Started")
37 for {
38 select {
39 case <-timeChan:
40 payloadBytes := make ([]byte , payloadSize)
41 rand.Read(payloadBytes)
42

43 payload := base64.StdEncoding.EncodeToString(payloadBytes)
44

45 token := client.Publish(topic , byte(qos), false , payload)
46 token.Wait()
47 case <-sigChan:
48 client.Disconnect (250)
49 fmt.Println("Publisher Disconnected")
50 return
51 }
52 }
53 }
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Appendix B. Matlab data processing and
visualization script

1 %% Common
2

3 Labels = {’K3S’, ’MicroK8S ’, ’Kubernetes ’};
4 Colors = {[0.000 0.447 0.741] [0.851 0.325 0.098] [0.929 0.694 0.125]};
5

6 Scenarios = [0,5,10 ,20 ,40];
7

8 k3s_processes = {’k3s -agent ’, ’containerd ’, ’calico -node’};
9 mk8s_processes = {’kubelite ’, ’containerd ’, ’python3 ’, ’snapd ’, ’calico -node’};

10 k8s_processes = {’kubelet ’, ’containerd ’, ’kube -proxy ’, ’calico -node’};
11

12 %% CPU usage
13

14 X = [];
15

16 for i = 1: length(Scenarios)
17 X(i) = Scenarios(i);
18

19 M(i,1) = sum(loadCPUDataSet(strcat(’data/cpu/k3s/’, string(Scenarios(i)), ’.csv
’), k3s_processes).result);

20 M(i,2) = sum(loadCPUDataSet(strcat(’data/cpu/microk8s/’, string(Scenarios(i)),
’.csv’), mk8s_processes).result);

21 M(i,3) = sum(loadCPUDataSet(strcat(’data/cpu/k8s/’, string(Scenarios(i)), ’.csv
’), k8s_processes).result);

22 end
23

24 figure
25 bar(categorical(X),M);
26 ylabel(’CPU utilization (%)’);
27 xlabel(’Number of running simulators ’)
28 ylim ([0 67]);
29

30 legend(’K3S’, ’MicroK8S ’, ’Kubernetes ’)
31

32 f = gcf;
33 exportgraphics(f,’img/graphs/cpu -usage.png’,’Resolution ’ ,300)
34

35 %% Memory usage
36

37 X = [];
38

39 for i = 1: length(Scenarios)
40 X(i) = Scenarios(i);
41

42 M(i,1) = loadMemoryDataSet(strcat(’data/memory/k3s/’, string(Scenarios(i))),
k3s_processes);

43 M(i,2) = loadMemoryDataSet(strcat(’data/memory/microk8s/’, string(Scenarios(i))
), mk8s_processes);

44 M(i,3) = loadMemoryDataSet(strcat(’data/memory/k8s/’, string(Scenarios(i))),
k8s_processes);

45 end
46

47 y = M / 1000; % KB -> MB
48
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49 figure
50 bar(categorical(X),y);
51 ylabel(’Memory (MB)’);
52 xlabel(’Number of running simulators ’)
53 ylim ([0 1050]);
54

55 legend(’K3S’, ’MicroK8S ’, ’Kubernetes ’)
56

57 f = gcf;
58 exportgraphics(f,’img/graphs/memory -usage.png’,’Resolution ’ ,300)
59

60 %% Network usage
61 % Template from https :// stackoverflow.com/a/29156850
62

63 Data = {};
64

65 % K3s
66 Data {1} = [
67 loadNetworkDataSet(’data/network/k3s /0. csv’), ...
68 loadNetworkDataSet(’data/network/k3s /5. csv’), ...
69 loadNetworkDataSet(’data/network/k3s /10. csv’), ...
70 loadNetworkDataSet(’data/network/k3s /20. csv’), ...
71 loadNetworkDataSet(’data/network/k3s /40. csv’)];
72

73 % MicroK8S
74 Data {2} = [
75 loadNetworkDataSet(’data/network/microk8s /0. csv’), ...
76 loadNetworkDataSet(’data/network/microk8s /5. csv’), ...
77 loadNetworkDataSet(’data/network/microk8s /10. csv’), ...
78 loadNetworkDataSet(’data/network/microk8s /20. csv’), ...
79 loadNetworkDataSet(’data/network/microk8s /40. csv’)];
80

81 % Kubernetes
82 Data {3} = [
83 loadNetworkDataSet(’data/network/k8s /0. csv’), ...
84 loadNetworkDataSet(’data/network/k8s /5. csv’), ...
85 loadNetworkDataSet(’data/network/k8s /10. csv’), ...
86 loadNetworkDataSet(’data/network/k8s /20. csv’), ...
87 loadNetworkDataSet(’data/network/k8s /40. csv’)];
88

89 N = numel(Data);
90 delta = linspace (-.15,.15,N); % define offsets to distinguish plots
91 width = .3; % small width to avoid overlap
92 cmap = hsv(N); % colormap
93 legWidth = 0.5; % make room for legend
94

95 figure;
96 hold on;
97

98 for ii=1:N
99 labels = string(Scenarios);

100 boxplot(Data{ii},’Color ’, Colors{ii}, ’boxstyle ’,’filled ’, ...
101 ’position ’ ,(1: numel(labels))+delta(ii), ’widths ’,width , ’labels ’,labels , ’

symbol ’, ’’)
102 plot(NaN ,1,’color ’,Colors{ii}); %// dummy plot for legend
103 end
104 xlabel(’Number of running simulators ’); ylabel(’Network usage (B/s)’); grid on;
105 xlim ([1+2* delta (1) numel(labels)+legWidth +2* delta(N)]) %// adjust x limits , with

room for legend
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106 ylim ([-10 550]);
107

108 legend(Labels);
109

110 f = gcf;
111

112 exportgraphics(f,’img/graphs/network -usage.png’,’Resolution ’ ,300)
113

114 hold off;
115

116 %% IO usage (Read)
117

118 X = [];
119

120 for i = 1: length(Scenarios)
121 X(i) = Scenarios(i);
122

123 M(i,1) = sum(loadIODataSet(strcat(’data/io/k3s/’, string(Scenarios(i)), ’.csv’)
, k3s_processes).result (:,1));

124 M(i,2) = sum(loadIODataSet(strcat(’data/io/microk8s/’, string(Scenarios(i)), ’.
csv’), mk8s_processes).result (:,1));

125 M(i,3) = sum(loadIODataSet(strcat(’data/io/k8s/’, string(Scenarios(i)), ’.csv’)
, k8s_processes).result (:,1));

126 end
127

128 figure
129 bar(categorical(X),M);
130 ylabel(’Average read (kB/s)’);
131 xlabel(’Number of running simulators ’)
132

133 legend(Labels)
134

135 f = gcf;
136 exportgraphics(f,’img/graphs/io -read -usage.png’,’Resolution ’ ,300)
137

138

139 %% IO usage (write)
140

141 X = [];
142

143 for i = 1: length(Scenarios)
144 X(i) = Scenarios(i);
145

146 M(i,1) = sum(loadIODataSet(strcat(’data/io/k3s/’, string(Scenarios(i)), ’.csv’)
, k3s_processes).result (:,2));

147 M(i,2) = sum(loadIODataSet(strcat(’data/io/microk8s/’, string(Scenarios(i)), ’.
csv’), mk8s_processes).result (:,2));

148 M(i,3) = sum(loadIODataSet(strcat(’data/io/k8s/’, string(Scenarios(i)), ’.csv’)
, k8s_processes).result (:,2));

149 end
150

151 figure
152 bar(categorical(X),M);
153 ylabel(’Average write (kB/s)’);
154 xlabel(’Number of running simulators ’)
155

156 legend(Labels)
157

158 f = gcf;
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159 exportgraphics(f,’img/graphs/io -write -usage.png’,’Resolution ’ ,300)
160

161 %% Disk usage
162

163 x = {’k3s’ ’microk8s ’ ’k8s’};
164

165 for i = 1: length(x)
166 S = readtable(strcat(’data/storage/’, string(x(i)), ’.csv’));
167 S.Properties.RowNames = S.Name;
168

169 switch string(x(i))
170 case ’k3s’
171 Y(i,1) = S({’after ’}, :).Size - S({’download ’}, :).Size;
172 Y(i,2) = S({’download ’}, :).Size - S({’initial ’}, :).Size;
173 case ’microk8s ’
174 Y(i,1) = S({’after ’}, :).Size - S({’snap_microk8s ’}, :).Size;
175 Y(i,2) = S({’snap_microk8s ’}, :).Size - S({’initial ’}, :).Size;
176 case ’k8s’
177 Y(i,1) = S({’after ’}, :).Size - S({’kube -deps’}, :).Size;
178 Y(i,2) = S({’kube -deps’}, :).Size - S({’initial ’}, :).Size;
179 end
180 end
181

182 Y = Y / 1000; % KB -> MB
183

184 X = categorical(Labels);
185 X = reordercats(X,string(X));
186

187 figure
188 bar(categorical(X), Y, ’stacked ’);
189 ylabel(’Storage (MB)’);
190 legend(’Installation ’, ’Initialization ’)
191 ylim ([0 1300]);
192

193 f = gcf;
194 exportgraphics(f,’img/graphs/disk -usage.png’,’Resolution ’ ,300)
195

196 %% Helper functions
197

198 function M = loadMemoryDataSet(directory , processes)
199 files=dir(strcat(directory , "/", "*. csv"));
200 M = zeros(1, length(files));
201 for k=1: length(files)
202 t = readtable(strcat(files(k).folder , ’/’, files(k).name));
203 t = t(contains(t.Name , processes), :);
204 M(k) = sum(t.PSS);
205 end
206

207 M = mean(M);
208 end
209

210 function N = loadNetworkDataSet(file)
211 N = readtable(file);
212 N.frame_time_relative = floor(N.frame_time_relative );
213

214 N = varfun(@mean ,N,’InputVariables ’,’ip_len ’, ’GroupingVariable ’, ’
frame_time_relative ’);

215

216 N.frame_time_relative = seconds(N.frame_time_relative );
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217 N = table2timetable(N);
218 N = retime(N, ’secondly ’, ’fillwithconstant ’, ’Constant ’, 0);
219

220 N = N(N.frame_time_relative < seconds (15*60) , :);
221 N = N.mean_ip_len;
222 end
223

224 function R = loadCPUDataSet(file , processes)
225 t = 15;
226 d = 5;
227

228 T = readtable(file , ’Delimiter ’, ’ ’, ’ConsecutiveDelimitersRule ’, ’join’);
229 T = rmmissing(T);
230

231 T.Properties.VariableNames = {’Time’,’UID’,’PID’,’P_usr ’,’P_system ’, ’P_guest ’,
’P_wait ’, ’P_CPU ’, ’CPU’, ’Command ’};

232

233 T.Time = T.Time - T.Time (1); % Start duration from zero
234 T = T(T.Time < minutes(t), :); % Scope data set to "t" minutes
235

236 [group , id] = findgroups(T.Command);
237 func = @(p) (sum(p)/(60*t/d));
238 result = splitapply(func , T.P_CPU , group);
239

240 R = table(id , result);
241 R = R(contains(R.id , processes), :);
242 end
243

244

245 function R = loadIODataSet(file , processes)
246 t = 15;
247 d = 5;
248

249 T = readtable(file , ’Delimiter ’, ’ ’, ’ConsecutiveDelimitersRule ’, ’join’);
250 T = rmmissing(T);
251

252 T.Properties.VariableNames = {’Time’,’UID’,’PID’,’Read_kBs ’,’Write_kBs ’,’
Cancel_kBs ’, ’IO_delay ’, ’Command ’};

253

254 T.Time = T.Time - T.Time (1); % Start duration from zero
255 T = T(T.Time < minutes(t), :); % Scope data set to "t" minutes
256

257 [group , id] = findgroups(T.Command);
258 func = @(p,q) [sum(p)/(60*t/d), sum(q)/(60*t/d)];
259 result = splitapply(func , T.Read_kBs , T.Write_kBs , group);
260

261 R = table(id , result);
262 R = R(contains(R.id , processes), :);
263 end
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