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ABSTRACT

Tarig Harb: Deep open-domain chatbots
Bachelor’s thesis

Tampere University

Information Technology

May 2021

Natural language processing has seen many advancements in recent years due to the avail-
ability of large amounts of data and breakthroughs in deep learning. One evolving field of NLP
is dialogue systems which are used for conversation with others. These systems can be roughly
divided into two categories: task-oriented and open-domain chit-chat. Task-oriented systems fo-
cus on a single task while open-domain systems are capable of discussing a wide range of topics.
This work focuses on the latter.

Certain open-domain conversation models are reaching levels comparable to humans in met-
rics such as engagingness and interestingness. This work aims to explain the architecture and
methods used to implement the ParlAl BST model. The methods include the training data and
the evaluation methods for the model. Then experiments with the model are done to study its
performance. Finally, a system that can be used to integrate this model onto other systems is
made publicly available.

The model examined was able to produce very human-like utterances, but had major flaws in
the following areas of conversation: contradiction, memory and factual correctness. These flaws
occur less often in short conversations compared to longer ones. Model size also affects how
prominent these flaws are and large models show them less compared to small models. More
research has to be done to mitigate the current flaws and to allow for longer conversations. An-
other area that also requires more research, is the automatic evaluation of open-domain models.
Many of the available methods do not correlate with human judgments well, which makes human
evaluations almost a requirement for accurate evaluation.

Keywords: machine learning, chatbot, natural language processing
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Tarig Harb: Avoimen aihealueen syvat keskustelubotit
Kandidaatin tutkielma
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Luonnollisen kielen kasittelyssa on edistytty paljon viime vuosina, koska saatavilla oleva da-
tamaara on kasvanut ja syvaoppimisessa on tapahtunut lapimurtoja. Yksi kehityksen alueista on
vuoropuheluun keskittyvat jarjestelmat, joita kaytetdan keskusteluun muiden kanssa. Nama jar-
jestelmat voidaan jakaa kahteen kategoriaan: tehtavapainotteisiin ja avoimen aihealueen jérjes-
telmiin. Tehtavapainotteiset jarjestelmat keskittyvat yhden tehtavan suorittamiseen, kun taas avoi-
men aihealueen jarjestelmat kykenevat keskustelemaan useasta eri aihealueesta. Tama tyd kes-
kittyy naista jalkimmaiseen.

Joillain avoimen aihealueen keskustelumalleista paastaan jo ihmisten tasoiseen keskustelun
laatuun. Yksi tdméan tason malli on ParlAl BST-malli. Taman tydn tarkoitus on selittdd BST-mallin
arkkitehtuuri ja metodit, joita kaytettiin sen luomiseen. Nama metodit sisaltavat opetusdatan ja
mallin evaluointikeinot. Metodien l&pikaynnin jalkeen mallia testataan sen suorituskyvyn arvioimi-
seksi. Viimeisena julkaisen ohjelmiston, jonka avulla kyseisen mallin voi integroida muihin jarjes-
telmiin komentoriviohjelman avulla.

Tarkastelemani malli kykenee tuottamaan hyvin ihmismaisia lausumia, mutta sill& on hyvin suu-
ria heikkouksia néaissa keskustelun osa-alueissa: ristiriitaisten lausahduksien tuottaminen, sanot-
tujen asioiden muistaminen ja tiedon oikeellisuus. Nama heikkoudet iimenevat enemman pitkissa
kuin lyhyissé keskusteluissa. Mallin koko vaikuttaa myds heikkouksien ilmenemiseen ja suuris-
sa malleissa ne esiintyvat vahemman kuin pienissa. Naiden heikkouksien korjaaminen ja pidem-
pien keskustelujen mahdollistaminen vaatii viela enemman tutkimusta. Toinen osa-alue, joka vaa-
tii enemman tutkimusta, on avoimen aihealueen keskustelumallien automaattinen evaluointi. Moni
nykyisistd menetelmista ei korreloi ihmisten tekemien arviointien kanssa. Tdméan vuoksi ihmisten
tekema evaluointi on lI&hes vaatimus tarkan evaluointituloksen saamiseksi.

Avainsanat: koneoppiminen, keskustelubotti, luonnollisen kielen kéasittely

Taman julkaisun alkuperaisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

Dialogue systems have gained a lot of traction due to the availability of large amounts of
data and breakthroughs in deep learning. These dialogue systems can be roughly divided
into two categories: task-oriented and open-domain chit-chat. Task-oriented systems
have a clear goal, such as question answering, while chit-chat does not. Task-oriented
systems have had commercial success, for example, voice assistants are widely available
and they can perform a wide variety of tasks [1]. Open-domain chit-chat has not yet seen
this level of usage as the technologies and possible applications such as target-guided
conversation are still being actively researched [2].

While open-domain chit-chat models are rapidly progressing as new research is pub-
lished [3, 4, |5, 6], one has to wonder how good are the state-of-the-art models at the
moment, and what possible challenges are still unsolved. In recent research, a couple of
models have been able to get close to a human-level conversation in key metrics such as
engagingness [6]. In this work, | examine one state-of-the-art chatbot (also called a con-
versation agent) by going through its architecture and performance. One cherry-picked
conversation with the implemented chatbot is shown in Figure [1.1]

| also implement a simple open-source system that can be used to integrate this model
into other systems. The integration is done using a Python script that can work either
with text files or plain script arguments. This makes it easy for other systems to interact
with the model. The goal of this integration is to create a virtual talking head that one can
converse with. To my knowledge, no virtual head systems like this along with the models
and code have been made publicly available.



Paper author Generative 360M distilled model

My dream is to be an astronaut someday.

I'm a full time student still. But one day I'll be an astronaut

I'm studying astrophysics. | like working out in my free time.

| like resistance training and cardio. What do you like?

I'd have to say hamburgers. Who doesn't like a good hamburger.

Figure 1.1. Cherry-picked example of the author (left) talking with the 360M parameter
generative model (right).

Chapter [2|goes through a few of the recent works related to natural language processing
(NLP). The architecture of the model and the methods used in it are described in Chapter
The training data used to train the model is described in Chapter[d] Evaluation methods
of open-domain conversation are discussed in Chapter The integration process to
the rest of the system is explained in Chapter [6| Then the experiments with the model
describing its behavior in different situations are discussed in Chapter Finally, the
conclusions of this paper are written in Chapter 8]



2. RELATED WORK

The state-of-the-art methods for natural language processing (NLP) have begun to move
from recurrent neural networks (RNNSs) to attention mechanisms with models such as the
Transformer [6, 7, 8, |9]. This is because attention mechanisms avoid the fading gradient
problems recurrent layers such as long-short term memory (LSTM) and gated recurrent
unit (GRU) have. This problem would make it more difficult for the model to learn larger
and more complex sentence structures. [9]

One big advancement are new methods for transfer learning in the context of NLP. Trans-
fer learning is the process of using information learned in one task in another related task
[9,10]. Transfer learning is used for pre-training networks, as they can be then used for
multiple purposes without the need for training large models with large amounts of data
every time [10} [11]. A major breakthrough was the BERT [12] model that was made open
source and the improvements made to it to form the RoBERTa [13] model. This new ar-
chitecture that is based on the Transformer architecture makes transfer learning possible
for NLP tasks. [9]

Another large advancement made in text generation is the GPT-3 [14] model, which is a
175 billion parameter language model. It can create completely original content, such as
poems, that can be indistinguishable from human-written ones. While being state-of-the-
art, it still contains many flaws and limitations. A few of these problems are contradiction,
longer texts being sometimes incoherent and the inability to understand simple physics-
related questions.

Recent research on open-domain chatbots has focused on modeling the understanding
between the chatters [15], better evaluation methods [16, (17, [18] and models with spe-
cialized skills [19, |20]. Even with these advancements, the field has a lot of unsolved
problems such as bias (with pronouns for example) and long-term memory [6].



Virtual avatars, that can speak and converse with people, have already been made with
projects such as Xiaoice [21], Kuki' and digital humans by UneeQ?. However, neither the
models nor implementations of these systems have been made publicly available. Not all
models are kept private though and a few open-domain chatbot models have been made
publicly available [4, 6, 22].

"https://www.kuki.ai
*https://digitalhumans.com
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3. ARCHITECTURE

The model examined in this work is the 2.7B parameter (experiments use the 360M pa-
rameter distilled version unless told otherwise) generative model published by Roller et
al. [6]. It consists of 2 encoder layers, 24 decoder layers, 2560 dimensional embeddings,
and 32 attention heads. It uses a Transformer [7] as the base and in addition, different
techniques are used to improve the quality of generated utterances. These techniques
are beam search, beam blocking of trigrams and minimum beam length. [6]

The model was trained using the Maximum Likelihood Estimation (MLE) method. For the
dataset D = {(x®,y®)}, it minimizes

0

L5 5me. XD yD) = =3 log pa(ys” | X, y%)), (3.1)
t=1

where x( is a gold standard input context, y(*) is a gold standard next utterance, and 4"

is the ¢-th token of y ;). [6]

3.1 Byte-Level BPE tokenization

Byte Pair Encoding (BPE) itself is a data compression method, which replaces the most
frequently appearing pair of bytes with a byte that is not used in the sequence. For word
segmentation, a character or character sequence is merged instead of a byte. [23] For
example, if the most common pair of characters or sequences are ’'a’ and ’'b’ they would
be merged into ’ab’. Then if 'ab’ and ’c’ would be the next most commonly occurring pair
they would be merged into ’abc’. These pairs are learned from an input vocabulary given
to the BPE tokenizer. The tokenizer used for implementing the generative model is the
BPE tokenizer from HuggingFace’s Tokenizers'. This method allows the model to handle
words that are not in its vocabulary [23].

"https://github.com/huggingface/tokenizers
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3.2 The Transformer

The Transformer is a model architecture that relies solely on attention mechanisms. This
differs from prior state-of-the-art sequence modeling systems, which used RNNs such
as LSTM. [7] The Transformer employs an encoder-decoder structure. The encoder and
decoder are two neural networks that are trained and used together. The encoder is
responsible for turning a variable-length input sequence into a fixed-length output se-
quence. This output sequence is then given as input to the decoder, which will generate
a variable-length output sequence based on the input. [7, [24]
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Figure 3.1. The transformer architecture [7]. The encoder is on the left and the decoder
on the right.

The encoder consists of stacked identical layers which contain two sub-layers. The sub-
layers are a self-attention layer and a feedforward layer. The decoder consists of the same
stacked identical layers, except it has a third sub-layer that does multi-head attention over
the encoder output. [7] This architecture is displayed in Figure The Transformer
used in the generative model is based on the ParlAl version [25] of a seq2seq generative
Transformer.



3.3 Beam search

Beam search is a deterministic approach to decoding and a special case of greedy
search. While greedy search returns the token with the highest probability for each time
step, beam search considers multiple tokens. The number of tokens is determined by the
beam width (or beam size) parameter. The beam width of 10 was chosen for the genera-
tive model, as it appeared to provide the best results out of beam widths between 1 and
30. [6] How beam search works in practice is shown in Figure[3.2]
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Figure 3.2. Beam search takes the highest probability items according to beam width
and generates hypotheses for those items, repeating the process for each resulting set of
hypotheses. Here the beam width is 3 and the vocabulary is {¢, a, b} [26].

The model uses beam blocking of trigrams (n-gram where n=3) to avoid repeating similar
sequences in a single utterance. The beam blocking takes into account the generated
utterance and previous inputs from both speakers. Beam blocking is used because se-
quence generation models tend to repeat subsequences, especially with beam search
[6]. The reduced repetitiveness has a positive effect on the evaluated performance of the
model [27].

Minimum beam length is a simple method to force longer output sequences. It does not
allow the end token to generate until a minimum sequence length is reached. A minimum
beam length of 20 BPE tokens is utilized for the chosen model, as it improves results over
not controlling length at all [6].



4. METHODOLOGY

4.1 Pre-training data

The data used to pre-train the generative model is the pushshift.io Reddit dataset [28].
The method for the training is to generate a comment based on the full thread leading
up to that comment. The dataset contains 1.5B training samples over a wide variety of
subreddits, which translates to a wide range of topics. This is ideal for an open-domain
model, as it must be able to understand a wide variety of topics. [6]

The data is first filtered to make it cleaner. The filtering is done by removing the comment
and all subsequent child comments if they match any of the following conditions [6]:

1. The author is a known bot.

It comes from a known non-English subreddit.

The comment is marked as removed / deleted.

It is longer than 2048 characters and does not contain spaces.
It is longer than 128 BPE tokens.

It is shorter than 5 characters.

It contains a URL.

It starts with a non-ASCII character.

© ® N o o Bk~ 0 D

It is further than depth 7 in the thread.

The filtered data is then split into 4096 chunks of roughly equal size and grouped by
thread ID. The purpose of the grouping is to prevent comments from the same thread
from appearing across folds. [6]

4.2 Fine tuning

While the pre-training data contains a lot of text on different topics it is still too noisy even
after filtering. Also, the data is of group discussions rather than one-on-one conversa-
tions. The academic community however has produced many smaller, but higher quality,
datasets that focus on specific tasks. Four of these datasets are used for fine tuning the



model [6], and they are described in more detail below.

The Wizard of Wikipedia (WoW) dataset provides expert knowledge on multiple differ-
ent topics. The data consists of conversations between two participants referred to as
apprentice and wizard in the paper. The apprentice is eager to learn about different top-
ics on a deeper level while the wizard’s role is a knowledgeable expert. The topics for
each conversation are chosen beforehand out of a set of 1365 different topics related to
a Wikipedia article. The wizard has access to paragraphs from Wikipedia possibly re-
lated to the chosen topics. They must use that information to form an engaging response
without directly copying the shown information. [19]

The ConvAl2 [4] dataset is based on the PERSONA-CHAT [3] dataset and its purpose is
to help the model maintain a consistent persona while also being engaging. Two example
personas from the dataset are shown in Table The dataset contains crowdsourced
dialogues between two people who were randomly paired and each was given a randomly
chosen persona (also crowdsourced). Their task was to chat naturally while getting to
know each other. [3] The ConvAl2 dataset modifies the original PERSONA-CHAT by
adding 100 new personas and over 1015 dialogues. Some personas were also rewritten
to avoid word overlap, which can happen when the persona is contained almost word for
word in the conversation. |3, 4] One example revision mentioned in the ConvAlI2 paper is
changing "l am on a diet now" to "l need to lose weight." [4].

Table 4.1. Two example personas from the PERSONA-CHAT dataset [3].

Persona 1 Persona 2

| like to ski | am an artist

My wife does not like me anymore | have four children

| have went to Mexico 4 times this year | | recently got a cat

| hate Mexican food I enjoy walking for exercise

| like to eat cheetos I love watching Game of Thrones

The Empathetic Dialogues (ED) dataset contains around 25k crowdsourced one-on-one
conversations focusing on empathy. In the conversations, one person tells about a per-
sonal situation that relates to a given emotion, while the other is responding accordingly.
A total of 32 emotions are used for labeling the conversations covering a wide range of
different emotions. The task was set up so that both workers first were presented with an
emotion and they had to describe a situation where they felt that emotion. The workers
would then be paired with other workers to have short, 4-8 utterances long, discussions
about those situations. Neither worker can see what emotion label the other had. [20]
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All of the skills mentioned in the datasets above are combined in the Blended Skill Talk
(BST) dataset. It consists of roughly 5k crowdsourced one-on-one conversations where
the workers were instructed to be empathetic, knowledgeable, and give details about
their persona when it was appropriate. Each worker is given a persona from the ConvAlI2
dataset and they cannot see their partner’s persona. The conversations begin with a
selected pair of dialogue from any of the datasets mentioned above each having equal
probability. The workers would then continue the conversation from there. Each turn
one of the workers was shown three responses from a model specializing in one skill
(One of ConvAl2, Empathetic Dialogues or Wizard of Wikipedia) while the other worker
was shown nothing. This can prevent the conversation from getting stuck on one skill or
becoming too generic. [5]
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5. EVALUATION

Evaluation of open-domain text models is not a straightforward task unlike in tasks such
as object recognition, where the ground truth is clear. While the models have improved
at producing natural text that is sometimes indistinguishable from human-written text, au-
tomatic evaluation metrics have not progressed as fast [29]. This results in the necessity
for human evaluation of the models as can be seen in the ConvAl2 competition [4], the
BST model by Roller et al. [6] and the Xiaoice model [21]. All of these used some kind
of human evaluation for the final evaluation of the model. This results in the development
of new models being slower and more expensive. It also discourages rapid and iterative
development due to the resource constraints. [16]

One of the larger problems in automatic metrics is their inability to measure the per-
formance of the model in its task [29]. In open-domain chit-chat many of the existing
evaluation metrics fail to measure the features important to humans, such as the balance
of questions and answers to those questions, meaning a good result in these automatic
evaluations does not correlate with human judgments [4, 16}, [30].

Research on conversation attributes that affect how humans judge the quality of a con-
versation has been done [27]. In their paper, See et al. [27] observe that controlling
different conversational attributes affects how engaging and interesting humans perceive
the model. These attributes are

* Repetition

» Specificity

* Question asking

* Response relatedness

and by controlling them, the quality of the responses can be improved [27].

5.1 Automatic evaluation

Automatic metrics such as BLEU [31] and METEOR [32] have been shown to have a poor
correlation with human judgments [18| [33]. These metrics were originally designed to
evaluate machine translation, and they measure the word overlap between the generated
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response and the ground truth using n-grams [31, [32]. These types of word overlap
metrics have a poor correlation to human judgments in open-domain chit-chat. This is
because this type of task is too open-ended, as it can have multiple correct responses that
have little or no words in common. [33] For example, think of the possible responses to the
sentence "How are you today?". It has many valid but completely different answers. They
are also unable to understand the context of the conversation, which is an important part
of a conversation [18]. For these reasons, newer models use other, usually architecture-
specific, metrics such as Recall @ K or Top-1 Accuracy for ranking models and perplexity
for generative models. Research of learned metrics has been done [18,|34], but they have
not gotten wide adoption [30].

Perplexity, which was used for the automatic evaluation of the BST generative model [6],
measures how well the model can represent an input sequence by calculating its average
log probability. First, the probability of a sequence must be defined. By using the fact that
the probability of an item in a sequence is p(w; | wy, ws, ..., w;_1), the probability of a
sequence w = wq, Wo, ..., Wy, can be defined as

m

p(w) = Hp(wj | w1, wa, ., wi—1), (5.1)

j=1

where m is the length of the sequence. [35] Perplexity is then calculated by getting the
average log probability of the sequence using the following formula [4, [35]

1 m
EZlogp(wj | wy, wa, ..., wj_q). (5.2)
=1

For nonsensical inputs perplexity should give a large value and for sensible inputs, the
value should be low.

Table 5.1. The perplexity of the fine-tuned generative models for each dataset (ConvAl2,
Wizard of Wikipedia, Empathetic Dialogues and Blended Skill Talk). The 90M parameter
model is not comparable to the other models, as it does not use the same dictionary. [6]

Model size ConvAl2 WoW  ED BST Avg.

90M 11.36 1756 11.48 14.65 13.76
2.7B 8.74 8.78 8.32 10.08 8.98
9.4B 8.36 861 7.81 957 8.59

Perplexity of the BST generative models can be seen in Table The largest model
achieves the lowest perplexity, making it the best model out of the three if only perplexity
is considered.



Hi how are you today

Hi, I'm pretty good! Just listening to some
aerosmith, they're my fave :) whatre you
up to?

| am listening to some italian music

Italian music, nice! What do you do for

work?
I'm a professional wrestler

Oh wow! I'm a construction worker, I've
been doing it since | was 16.

What do you do for a living

I'm a construction worker haha, just told
you! Whats your favorite type of food?

My favorite is garlic bread

Yum! | love mexican food, so good :) do
you have any hobbies?

Hello there, how are you?

| am doing great. How are you?

| am great, | did something crazy for me
and colored my hair blue!

| have a daughter and a son who also love
blue colored balls. You should meet them

Well that neat, | got a new car my mother
gave so maybe | could see them!

It is a beautiful city. And, | try to be... Just
cannot afford a bigger house atm.

| am sorry to hear that, | feel bad going
out of town for spring break now.

Ok. | going to school in the spring for

casino manager

Well | turn 29 next week, | wonder if that
is a good age to apply as one.

13

M dmoth t died fi I
| like to workout and go to the gym caig:"g[:z;:s er JUst ciectirom lung

We're a bit different- | love watching
nascar and ufc. They're so fun!

Who would you prefer to talk to for a long conversation?
| would prefer to talk to [SJeELEE] | would prefer to talk to SJELCI#

Please provide a brief justification for your choice (a few words or a sentence)
Please enter here...

Figure 5.1. In ACUTE-EVAL humans are asked to compare two multi-turn conversations
and choose one of the colored speakers @]

5.2 Human evaluation

While human evaluation does fix the problems of automatic evaluation, designing an eval-
uation task that is easy to measure while mitigating individual score bias is not straight-
forward. Human evaluation is also expensive and time-consuming.

One method for human evaluation is called ACUTE-EVAL, which fixes problems of previ-
ously used methods such as single-turn pairwise evaluation which is used by J. Li et al.
and multi-turn Likert scores as seen in the paper by See et al. [27]. Single-turn pair-
wise evaluations, while being cheap to use and resistant to individual score bias, fail to
account for the fact that conversations last multiple turns. Thus they fail to evaluate traits
of the model such as consistent persona or repetition. [16]

Multi-turn Likert scores are able to capture the multi-turn nature of conversation better
than single-turn evaluations, as they require a human to have a multi-turn conversation
with the model and then scoring it [16, 27]. This makes them a lot more time consuming
compared to pairwise evaluation. Also, the scoring suffers from individual scoring bias,
which makes comparing the results difficult.
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ACUTE-EVAL, which was used to evaluate the models by Roller et al. [6], attempts
to combine the benefits of these two methods while mitigating their problems. This is
achieved by showing the human who'’s evaluating the models two conversations of differ-
ent models on the same screen, and asking them a question related to the engagingness,
interestingness, knowledge or humanness of the model. The person must then choose
one of the models as an answer to the question alongside a short elaboration on why they
chose that model. This setup is shown in Figure 5.1l The conversations shown can be
between a human and a model or a self-chat, which means that both of the participants
are the same model. [16]

210 ‘..........,.,,... ———————————
g W

08+ !
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Q ] }

£ 0.6 1 Likert {
2 1 == = Human-model ACUTE-EVAL
%5 0.4 1 N = = Self-chat ACUTE-EVAL
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Figure 5.2. Cost-effectiveness of self-chat and human-model ACUTE-EVAL and Likert
tests. ACUTE-EVAL is able to get statistically significant results faster than the Likert
evaluation. [16]

The effectiveness of this approach is seen in Figure as the ACUTE-EVAL method
is able to gain statistically significant results in a shorter time compared to using Likert
scoring.

Table 5.2. ACUTE-EVAL of engagingness comparing generative models to humans using
human-model and human-human chatlogs [6].

Model size Model vs. Human

90M 42 58
9.4B 45 55
2.7B 49 51

While Table [5.1] shows that the 9.4B model achieved the lowest perplexity, it did not per-
form as well as the 2.7B model in the human evaluation as can be seen in Table
The reason why the larger model performs more poorly than the smaller model is not yet
known [6], but it does demonstrate the weakness of current automatic metrics.
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6. INTEGRATION

Integration to the other parts of the virtual talking head is done by combining multiple sub-
systems that are written in Python and Node.js. Communication with the other systems
is done using text files. The structure of the whole system is shown in Figure The
source code for this implementation can be found on GitHub'.

[ Websocket server }

A

A 4

[ API server }

A

3 A 4
. . g ) Integration command .
input file 4’[Node.js file watcherJfon file changeAP[ line script J—V output file

Figure 6.1. The integration pipeline where the user’s input is in the input file and the
model’s response in the output file.

6.1 File watcher

The file watcher is a Node.js program and its purpose is to watch a file until the contents
of that file are modified. A speech-to-text system is responsible for writing text to this file.
After the file contents have been modified this program calls the python script described
in the next section using the file contents as the input to that script.

6.2 Interaction script

The interaction script is a Python script that is used to converse with the model. It sends
the given text input to the APl and outputs the response that the API returns. This re-

"https://github.com/sOhv/chatbot
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sponse is then written either to the console or into a file if an output file is specified. The
script provides a way to reset the conversation (effectively clearing the dialogue history of
the model) with the *--reset’ argument. Example usage of the program is shown below.

$ python interact.py -i "input.txt" --is-file -o "output.txt"
Here an input is read from input.txt and the output is written into output.ixt.

The output in the virtual head system is written to a file. A text-to-speech system is
watching this file for changes and when it detects that the contents of the file are modified
it will turn that text into speech.

6.3 API and WebSocket servers

The API and WebSocket servers are background services that are constantly running.
This is required as the dialogue history of the conversation must be kept in system mem-
ory for the duration of the conversation. Another reason is the fact that loading the model
takes time so it is best to only load it once.

The WebSocket server contains the model and is responsible for initializing it before the
start of a conversation. The implementation is based on the WebSocket service of ParlAl
chat services. The main two differences are support for personas and removal of the
requirement to send "begin" before the conversation can start.

The API server is responsible for handling WebSocket connections. Its main responsibility
is keeping the WebSocket connection alive after a conversation has started, since closing
the connection would also end the conversation. It also makes sure that a new connection
is made in case the WebSocket server closed the connection due to timeout.
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7. EXPERIMENTS

Experimentation of the model was done to better understand its capabilities. A distilled
version (360M parameters) of the 2.7B parameter model was used, as it is roughly 5x
faster while performing on a level between the 90M and 2.7B parameter models [6]. No
human evaluations were done on the distilled model, which makes it unclear how well the
model performs compared to the other models.

7.1 Conversations with the model

During testing, it was noticed that the model can recall names as shown in Figure[7.1] On
the left the model was given a name it knows and on the right it was given a name it does
not know. As can be seen, the model is capable of remembering a name as long as it is
contained in the training data. If the name is not contained in the training data, the model
tries to recreate it. It should be noted that the model does not want to repeat names and
forcing it to repeat them, results in unnatural conversation.

Paper author Generative 360M distilled model

Paper author Generative 360M distilled model
Hi, what's your name
Hi, what's your name

My name is Barack Obama. | like fishing
My name is Tarig Harb and | like fishing

Any kind offishing)is fine by me Usually once in a week. What was my name

| dont usually eat while fishing. Only after | stop fishing. What's

My name is Tariq Harb
my name

My name is barack obama I like red. What is my name

X P
Barack. Are you married? I've been with my husband for 10 Taylor. What kind of car do you drive? drive a toyota corolla.

years. We have two kids.

Figure 7.1. Forcing the model to recall a name. It succeeds on the left for a name it
already knows but fails on the right for a name it does not know.
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Figure[7.2]shows how the model will start making up or retrieving wrong information when
it does not fully understand the question. Then when confronted with the fact that it is not
making any sense the model says it did not mean to make any sense. This might be a
consequence of the model trying to be empathetic while not getting the wording right.

Human Generative BST 2.7B

Why did the mushroom go to the party?

Paper author Generative 360M distilled model

Who is the president of Finland
No, it was supposed to be a joke.

| was asking who the president was, not where the EU The answer is, "because he's a fun guy." Do you get it?
headquarters was located

Yes. Mushrooms are fungi, and "fungi" is pronounced like "fun
guy"
what is?

Are you sure you understand? Can you explain it to me?
you're not making any sense

Close enough.

Figure 7.2. The model understands the questions wrong and generates responses that
are false and do not make sense (left). The model displays its knowledge without under-

standing it (right). ,@]

The model is not capable of learning about recent world events. As such it can only know
what was available to it at training time. This can be seen in figure [7.3) where the model
is not aware that a new president has been elected. However, as the model is capable
of generating completely new information, it could generate responses that match recent
real-world events. The likelihood of this happening is low and the model is more likely to
generate completely made up or old information.

Paper author Generative 360M distilled model

Hi, who's the president of the United States

Figure 7.3. The model does not have up to date information on the current president of
the United States.

The model tends to repeat similar sentences during the initial phases of the conversation if
it has not been given a persona and the other speaker does not provide any talking topics
(for example just saying hi). If it is given a two-sentence persona from the PersonaChat
dataset, the start of the conversation produces a lot more varied results. This is likely
because without any persona the model has little to base the start of the conversation
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on unless the other participant provides that information. This would cause it to use
similar topics for the first sentence (in this case it was mostly related to pets and hobbies).
However, with a persona the model produces a lot more varied initial responses.

Paper author Generative 360M distilled model

What's 1+1?

Figure 7.4. The model gets sometimes confused when presented with a simple summa-
tion.

Math is not a strong suit of the model and confusing it using simple calculus is quite easy,
as is seen in Figure [7.4] However, the model usually responds by telling that it does not
understand and then switching to another topic.

When interacting with the model on multiple occasions, clear patterns related to the gen-
erated utterances start to emerge. For example, the model tends to ask the question
"What hobbies do you have" in one form or another very often. The repetition of similar
questions can be seen in full effect in the conversation logs released by Roller et al. [6].
This behavior causes the model to steer the conversation to the same topics often unless
it is forced to another topic. This behavior is likely caused by the fact that the ConvAlI2
and BST datasets are focused on knowing the other person and these questions are well
suited for that task. However, the model tends to ask them even when not necessary.
This type of behavior is not taken into account by ACUTE-EVAL, as that method only
takes a single conversation into account. Measuring the effect of this behavior is difficult
or impossible with current methods.

7.2 Flaws of the model

While the model does perform generally well, it has clear flaws in a few areas of a con-
versation. One of them is the inability to remember information the human speaker has
provided such as their name or hobbies. The model might proceed to ask what your
hobbies are even if you told them before.

This phenomenon, assuming the information about the hobby is in its dialogue context, is
caused by the fact that the model does not realize it should not make that question rather
than forgetting. This problem is not observed often, especially in shorter conversations.

(€]
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Another related problem is contradiction. This does not happen often, especially in the
larger models, but it remains an issue. Roller et al. believe that the small number of
contradictions is caused by the fact that typical conversation does not contain them either.
Unusual responses could expose this behavior more. [6]

The third issue is related to knowledge and the factual correctness of that information [6].
While the model has been trained on the Wizard of Wikipedia [19] dataset, it sometimes
has trouble with using the learned data correctly. This manifests as the model mixing
information and creating something nonfactual. This can be something small as getting a
date wrong or completely fabricating a part of the information.

These same flaws can be found in another state-of-the-art 175 billion parameter language
model called GPT-3 [14]. Since the same flaws are present on a model trained with a
magnitude larger number of parameters, one could assume that these problems can not
be solved just by increasing the number of parameters. Thus solving these problems
requires more research of mitigation methods.
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8. CONCLUSIONS

In this work, | examined one of the state-of-the-art chatbot models. The model was able to
produce extremely human-like conversations as long as they were kept short (around 12
utterances). In addition, | created software for integrating that model into other systems.

The model examined is the 2.7B parameter generative model by Roller et al. [6], as it
scored best in their evaluation. The experiments were done using a distilled version of
that model as it can run on less powerful hardware. The model uses a Transformer as
a base and beam search for decoding. Beam blocking and minimum beam length are
utilized to reduce repetition and stop the generation of short utterances. BPE is used for
tokenization as it allows the model to generate words that are not present in its vocabulary.

The methods used for the evaluation of models rely a lot on human evaluations for the best
models. This is not optimal, as human evaluations are expensive and take a lot of time.
The current automatic metrics rely on old techniques that do not correlate with human
judgments that well. However, new automatic metrics for open-domain conversation are
being researched in order to fix this problem. The human metrics for open-domain con-
versation have also been improved in order to get more accurate results in less amount
of time as can be seen with the ACUTE-EVAL method.

Utterances generated by the model are sometimes indistinguishable from human-written
ones. The model works quite well in short conversations since those hide its weaknesses
better. While the model can perform well, it still has clear weaknesses especially related
to memory (remembering things said earlier), understanding more complex conversa-
tions (such as jokes) and repetition. Even the 175B parameter GPT-3 model suffers from
these flaws, suggesting that the problem can not be fixed just by adding more and more
parameters.
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