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ABSTRACT

Noora Pöysti: Implementing a speech-to-text module for a conversational avatar
Bachelor’s Thesis
Tampere University
Bachelor’s Programme in Computing and Electrical Engineering
May 2021

Machine learning, or more specifically deep learning, has been gaining more and more pop-
ularity in complex computer science applications. One of these is speech recognition, where
speech is translated into text by a computer. The current trend in speech recognition is to use
end-to-end models, where a single deep learning model produces the desired outputs from given
inputs without the need for pre- or post-processing.

The purpose of this thesis was to explore different speech recognition models to find a suitable
one for the Deep Speaking Avatar project’s speech-to-text module. The purpose of the project is
to implement a virtual avatar that tracks users with face detection and responds to audio inputs.
The speech-to-text module is responsible for translating audio inputs into text files which are then
passed on to other parts of the project. In this use case, a suitable speech recognition model is as
accurate as possible while still leaving enough memory and computational capacity for the other
modules.

Three different speech recognition models were explored in detail: DeepSpeech, Jasper 10x5
DR, and QuartzNet 15x5, where DeepSpeech was used as a baseline when comparing how the
other models perform. All three are open-source end-to-end models, and they were evaluated on
four different LibriSpeech datasets.

The results show that Jasper 10x5 DR and QuartzNet 15x5 both perform significantly better
than the baseline model in terms of word error rate and average execution time. When it comes
to model size and memory requirements, QuartzNet 15x5 is significantly smaller and Jasper 10x5
DR larger when compared to the baseline. Both models achieve similar word error rates on all
evaluation datasets, but QuartzNet 15x5 is more efficient in terms of execution time and memory
usage than Jasper 10x5 DR. Because of this, QuartzNet 15x5 is better suited for the speech-to-
text task in the Deep Speaking Avatar project.

Keywords: deep learning, neural network, speech recognition, speech-to-text
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TIIVISTELMÄ

Noora Pöysti: Puheentunnistusmoduulin toteuttaminen keskusteluavatarille
Kandidaatintyö
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Toukokuu 2021

Koneoppiminen on saavuttanut jatkuvaa suosiota tietotekniikan eri sovellusaloilla. Yksi näistä
on puheentunnistus, jossa tietokone kääntää puhetta sisältävän audiosignaalin tekstimuotoon. Tä-
mänhetkinen suuntaus puheentunnistuksessa on käyttää päästä-päähän -malleja, jotka tuottavat
halutun ulostulon annetulle äänitulolle ilman esi- tai jälkikäsittelyä.

Tässä työssä tutkitaan eri puheentunnistusmalleja ja niiden soveltuvuutta Deep Speaking Ava-
tar -projektin puheentunnistusosuuden toteuttamiseen. Projektin tarkoituksena on toteuttaa vir-
tuaalinen keskusteluavatar, joka seuraa käyttäjien liikkeitä kasvojentunnistuksen avulla ja vastaa
äänituloihin. Puheentunnistusosuus vastaa äänitulojen kääntämisestä tekstitiedostoiksi, jotka vä-
litetään eteenpäin projektin muille osille. Tälle käyttötapaukselle sopiva puheentunnistusmalli on
mahdollisimman tarkka jättäen silti riittävästi muistia ja laskentatehoa projektin muille komponen-
teille.

Työssä esitellään tarkemmin kolme eri puheentunnistusmallia: Jasper 10x5 DR, QuartzNet
15x5 ja näiden kahden vertailukohtana toimiva DeepSpeech. Kaikki kolme mallia ovat esikoulu-
tettuja avoimen lähdekoodin malleja ja niiden suoritusta arvioidaan neljän eri LibriSpeech tietoai-
neiston avulla.

Työn tulokset osoittavat, että Jasper 10x5 DR ja QuartzNet 15x5 ovat molemmat tarkempia
ja niillä on lyhyempi suoritusaika verrattuna vertailumalliin. Muistinkäytön ja koon osalta Quartz-
Net 15x5 on pienempi ja Jasper 10x5 DR on suurempi kuin DeepSpeech. Molemmat mallit saa-
vuttivat vastaavia sananvirhemääriä (engl. word error rate) kaikissa vertailuarvioinneissa, mutta
suoritusajan ja muistinkäytön suhteen QuartzNet 15x5 on tehokkaampi. Täten QuartzNet 15x5
soveltuu parhaiten Deep Speaking Avatar -projektin puheentunnistusosuuden toteutukseen.

Avainsanat: koneoppiminen, syväoppiminen, puheentunnistus, neuroverkot

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

Voice commands are a common way to use modern smart devices, but for these com-

mands to work the device needs to translate human speech to text that it can understand.

For adult humans, understanding their native language and translating it into text is a rel-

atively easy task, but for computers, this is not the case. Instead, they need to rely on

complex speech recognition algorithms to achieve the same results.

In recent years, machine learning in speech processing has been rapidly advancing along

with other machine learning applications. Due to this advancement, it is common for

speech recognition, also known as speech-to-text (STT), systems to use neural networks

(NN) for modeling acoustic and linguistic characteristics of spoken languages. The first

appearances of NNs as a concept can be traced back to 1943 [1], but using them in

speech recognition did not gain popularity until the 1980s when the increase in available

computing power made it a viable option [2]. With the increase in available computing

power and speech data, it has also become common to combine separate speech recog-

nition components into a single deep learning model [3].

State-of-the-art (SOTA) speech recognition uses deep neural networks (DNNs), which

have multiple layers between input and output layers. These networks usually utilize con-

volution operations or recurrence to achieve the lowest possible word error rate (WER).

Over four years ago STT systems were already able to reach similar WERs as profes-

sional human transcribers in controlled test environments [4].

In this thesis, the goal is to implement an STT software solution, that will be used as a part

of a larger project called Deep Speaking Avatar (DSA). The project aims to implement a

virtual avatar that tracks users with face detection and responds to audio inputs. This

is implemented with five different modules: speech-to-text, text-to-text, text-to-speech,

face detection, and graphics of the virtual avatar. The STT module was designed to

use an open-source pre-trained speech recognition model. The main focus of this thesis

is to explore different models and select the most suitable one to be used in the final

implementation. A baseline version is implemented to serve as a comparison point for

more accurate models. Explored models include only those which utilize deep learning.

Selecting the most suitable speech recognition model is not as straightforward as simply

selecting the model with the lowest WER. Since the model is going to be used as a part



2

2014 2017 2019 2022
0

2

4

6

8

10

Deep Speech [5]

Deep Speech 2 [6]

Jasper 10x5 DR [7]

QuartzNet 15x5 [8]

Conformer L [9]
Conformer XXL [10]

Year

W
or

d
er

ro
rr

at
e

(%
)

2014 2017 2019 2022

0

500

1000

Deep Speech 2 [6]

Jasper 10x5 DR [7]

QuartzNet 15x5 [8]

Conformer L [9]

Conformer XXL [10]

Year

P
ar

am
et

er
s

(M
)

Figure 1.1. Word error rate and the number of parameters for different speech recognition
models. Word error rates are achieved on the LibriSpeech [11] test-clean dataset.

of a larger project, it cannot be too greedy when it comes to available computing power

or memory. As figure 1.1 shows, current SOTA speech recognition models can achieve

below two percent WER, but they often use large amounts of parameters. Because of

this, they require more memory and computing power.

Chapter 2 introduces related works on different types of speech recognition models.

Chapter 3 details the architectures of the models used in this thesis and the theory related

to them. How the STT module relates to the DSA project is detailed in Chapter 4. Chapter

4 also describes the evaluation process for the explored models and what the results are.

Finally, Chapter 5 summarizes the results of this thesis and presents ideas for possible

future work.
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2. RELATED WORK

Traditionally speech recognition used generative models, such as the hidden Markov

model or Gaussian mixture model, that are based on modeling the probability density of

the data, given the recognition units (e.g., phonemes or words) of interest [12]. The con-

tinuous development of graphics processing units (GPUs) and the consequent increase

in computing power made it possible to combine generative models with deterministic

NN models. These hybrid models are usually used as acoustic models in a multi-model

approach, where speech recognition is performed with multiple models [13].

When performing speech recognition with the multi-model approach, the classical case

is that the STT system has two models: an acoustic model and a language model [13].

The acoustic model is a type of classifier, which classifies short-term speech frames into

phonemes or similar linguistic units. The language model then maps the output phoneme

sequence of the acoustic model into a word sequence with the use of a pronunciation

dictionary. Both of these models can be learned together or separately.

Recent research has been focused on end-to-end (E2E) speech recognition, which com-

bines acoustic and language models into a single deep learning network. The network

takes audio as input and returns predicted transcription without any additional data pro-

cessing. This makes building STT systems easier since E2E models do not require train-

ing data with phoneme representation [14]. Because of this, there are larger amounts

of usable training data available that can be used as-is without any additional manual

adjusting. Also, the E2E speech recognition approach eliminates the need to optimize

interfaces between different components. E2E models often use either recurrent neural

networks or convolutional neural networks.

2.1 Speech recognition with recurrent neural networks

The use of E2E models in speech recognition originates from 2014. During that year,

multiple research papers relating to the subject were published [5], [14], [15]. One of

these research papers presented an STT system called Deep Speech. It used a large

recurrent neural network (RNN), multiple GPUs, and thousand hours of speech data, but

it was still simpler than top STT systems at the time [5]. Deep Speech was followed

by another publication [6], where the second generation of Deep Speech called Deep
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Speech 2 was presented. It explored deep RNN architectures to be able to handle even

larger sizes of speech data. This made it possible to modify Deep Speech 2 to recognize

either English or Mandarin speech [6].

2.2 Speech recognition with convolutional neural networks

Convolutional neural network (CNN) models have gained more popularity in speech recog-

nition tasks partly because they use weight sharing, which helps to reduce the number

of trainable parameters [16]. The fewer parameters a model has the less computation

power and memory it will use [17]. Models with fewer trainable parameters also are eas-

ier to train since they require less training data. For some time, E2E RNN models held

the advantage of lower WERs, but with recent studies, this has been changing [9] [10].

In 2019 a paper was published that presented a collection of E2E speech recognition

models that utilize CNN [7]. The collection contains several block-based models that are

named according to the number of blocks and sub-blocks in each model. For example, the

Jasper BxR model has a B amount of blocks with an R number of sub-blocks, where most

of the compute-intensive operations are performed [7]. The block structure is explained

in more detail in section 3.5.1. The Jasper architecture has been used in other models,

such as the QuartzNet models. The models were motivated by the desire to achieve

SOTA WER results using fewer parameters and less computing power [8]. The methods

used to achieve that are based on MobileNets [18] and Xception [19].

Conformer is one of the latest E2E speech recognition models presented in a publica-

tion, where the focus was on combining CNNs with transformer [20] models. The pro-

posed convolution-augmented transformer model outperforms previous speech recogni-

tion models [9]. The Conformer model has been combined with semi-supervised learning

methods in a recently published research paper [10]. In the study, the used model was

combined with pre-trained network encoders and an iterative self-training pipeline. Cur-

rently, this modified Conformer model has the lowest recorded WER on the LibriSpeech

test-clean and test-other datasets [11] that contain English audio data [10]. The downside

is that the model uses significantly more parameters than any other speech recognition

model, as seen in figure 1.1.
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3. METHODOLOGY

The STT module in the DSA project uses available open-source speech recognition mod-

els. This chapter explains the necessary theory related to those. Three different models

were tested: a baseline model introduced in section 3.4 and two more recently published

models introduced in section 3.5. Before explaining the details of each model, the neces-

sary theory on neural networks is explained.

3.1 Neural networks

Neural networks (NN) are often used in machine learning. They consist of multiple el-

ementary processing units called neurons, that are connected to each other and form

layers. This structure loosely mimics the human brain’s neural network to classify given

input information [21]. Figure 3.1 illustrates the three main parts of a NN neuron: input,

summation function and activation function f . First, the neuron applies weights to given

inputs, sums them together with a bias term b, and then applies a non-linear activation

function to get the final output. The weight values are updated when the model is trained.

Activation functions are used to introduce nonlinearity into the NN. This helps the network

to learn complex patterns from the given data. In this thesis, the most relevant activation

x1

x2

x3

xn

f

w1

w2

w3

wn

Output

b

Figure 3.1. An example of a neural network neuron structure
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Input layer Hidden layer Output layer

Figure 3.2. An example of a feedforward neural network structure

functions are rectified linear unit (ReLU)

f(x) = max(0, x) =

⎧⎨⎩x, if x ≥ 0

0, if x < 0,
(3.1)

sigmoid

f(x) = σ(x) =
1

1 + e−x
, (3.2)

and softmax

f(zi) =
ezi∑︁
j

ezj
. (3.3)

Softmax is often used in multi-class models to return probabilities for each class [22].

In its simplest form, NN has one hidden layer between input and output layers. This is

demonstrated in figure 3.2, which shows an example of a feedforward neural network,

where connections between nodes do not form any cycles [23]. NNs size can be grown

by making the network deeper or wider. Depth is defined as the number of layers in the

network and width is the maximum number of neurons in one layer. A deep neural network

(DNN) is an NN that has been made deep by adding multiple hidden layers between input

and output layers.

Before NNs can be used to classify information, they need to be trained. Supervised

learning is a training method where the network is trained with training data that con-

tains input and corresponding ground truth values for desired network outputs. Inputs are

given to the NN and it calculates outputs from them in a process called forward pass.

From the outputs and ground truths, the error in prediction can be calculated using a

loss function [21]. The network weights are then updated in a process called backward

pass. Backpropagation refers to the process of calculating a gradient from the result of
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Figure 3.3. An example of a recurrent neural network structure

the loss function. This gradient is used when calculating the change in network weights

in each forward-backward pass iteration so that the value of the loss function is as small

as possible [23].

All the models in this thesis are trained with a loss function called Connectionist Tempo-

ral Classification (CTC) loss, which can predict sequences from unsegmented input data

[24]. Unsegmented input data means that for each given input audio file we have a cor-

responding ground truth transcription, but we do not know how they are aligned together,

since different speakers have different speaking rates. For each input sequence, CTC

calculates a distribution over all possible predictions. CTC training is derived from the

maximum likelihood estimation and it aims to minimize the negative log probabilities of

the correct classifications [24].

3.2 Recurrent neural network and long short-term memory

A recurrent neural network (RNN) is a type of NN that contains loops between the neu-

rons as illustrated in figure 3.3. The network retains information between time steps by

maintaining a hidden state vector, that contains a representation of all the previous inputs.

For a given sequence of inputs (x1, x2, ..., xT ), RNN computes the hidden state vectors

(h1, h2, ...hT ) and output vectors (y1, y2, ..., yT ) by iterating over the following equations:

ht = f(Wxhxt +Whhht−1) (3.4)

yt = Whyht (3.5)

where f is the hidden layer activation function and W terms are weight matrices. Wxh

denotes the input-hidden matrix, Whh the hidden-hidden matrix and Why the hidden-

output weight matrix [25].

A standard RNN may encounter a problem with vanishing or exploding gradients. This

happens during training when an RNN backpropagates gradients over time, and the gra-
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Figure 3.4. Long short-term memory unit

dient term goes exponentially fast to zero or infinity. Long short-term memory (LSTM) is

a variant of RNN that uses memory cells and gate units to regulate the flow of information

to solve the problem of vanishing gradients [26].

Figure 3.4 illustrates the structure of an LSTM unit that has three gates formed with sig-

moid activation function σ and pointwise multiplication operation. These gates are called

forget ft, input it, and output ot gates. Each gate uses the previous hidden state ht−1

and current input xt to determine what information should be retained from the previous

memory cell state ct−1 according to equations

ft = σ(Wfxxt +Wfhht−1 + bf ) (3.6)

it = σ(Wixxt +Wihht−1 + bi) (3.7)

ot = σ(Woxxt +Wohht−1 + bo), (3.8)

where W are weight vectors and b are bias values [27]. All these equations output vectors

consisting of values between 0 and 1 that represent how much of the information in ct−1

should be forgotten. The smaller the value is, the smaller amount of the information is

going to be retained.

The output vectors of the three gates are used when updating the LSTM unit’s current

memory cell c and hidden states h. This is done according to equations

ct = ft ⊙ ct−1 + it ⊙ ct̃ (3.9)

ht = ot ⊙ tanh(ct), (3.10)

where ⊙ represents pointwise multiplication of two vectors and c̃ is an intermediate state

vector containing new candidate values generated with tanh activation function:

ct̃ = tanh(Wcxxt +Wchht−1 + bc). (3.11)
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Figure 3.5. An example of 1D convolution operation

*

*

*

*

Figure 3.6. An example of depthwise convolution operation

RNNs are very effective for mapping sequences to sequences but the alignment between

inputs and outputs needs to be known ahead of time [28]. This can be remedied using

other E2E methods during model training. For example, CTC specializes in handling

unaligned input data [25].

3.3 Convolutional neural network

A convolutional neural network (CNN) is a variation of a feedforward network, where the

hidden layers include convolution layers. Discrete convolution is mathematically defined

as

y(t) = (x ∗W )(t) =
∞∑︂

a=−∞

x(a)W (t− a), (3.12)

where x is the input, W is the kernel, and y is the output [23]. Sometimes the kernel is

referred to as the filter and in 1D convolution, it can be described as a vector of discrete

values that act as weights. Convolution in one dimension is illustrated in figure 3.5.

Depthwise and pointwise convolutions differ from the convolution definition presented in

equation 3.12. Depthwise convolutions apply one weight or kernel to each input channel

[19]. For example, depthwise convolution with a three-channel kernel can be applied

to an image with three color channels by breaking kernel and color channels into three

separate channels. Each channel can then be convolved with the corresponding kernel

channel and the result is stacked back together. This is illustrated with a simple example

in figure 3.6.
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*

Figure 3.7. An example of pointwise convolution operation

Pointwise convolution, also known as 1x1 convolution, is performed with a 1x1 kernel.

The kernel depth is the same as the number of channels in the input as illustrated in

figure 3.7. Performing convolution with a 1x1 kernel creates a linear combination of the

given input [8].

A typical convolutional layer in CNN consists of three steps: convolution, activation func-

tion, and pooling function [23]. In the convolution step, the given input is convolved with a

set of kernels. After that, the convolution output is put through an activation function, for

example, the ReLU function. Finally, the pooling function is used to modify the final output

of the layer by replacing outputs with statistic summaries. The pooling function helps to

make the output invariant to small translations in the input [23].

3.4 Baseline model

The baseline model used in this thesis is Mozilla DeepSpeech, which was originally based

on the Deep Speech [5] research paper. The model now differs from the original it was

based on but it still uses an RNN trained to generate English transcriptions from audio

spectrograms.

Figure 3.8 illustrates the DeepSpeech model architecture. The model’s input features

are a vector of Mel-frequency cepstral coefficients (MFCCs) extracted from audio spec-

trograms. MFCC features are extracted by windowing the input audio signal, applying

discrete Fourier transformation, and taking the logarithm of the magnitude. Then the

frequencies are warped on a perceptual pitch scale called the Mel scale. Finally, the fea-

tures are extracted by applying inverse discrete cosine transform. [29] These are then

converted into a sequence of character probabilities with an RNN that has five hidden

layers, one of which is the recurrent LSTM layer.

All the layers in the DeepSpeech model use clipped ReLU activation function, defined as

f(z) = {min{max{0, z}, 2}}. (3.13)

The non-recurrent layers in the DeepSpeech model first add weights and biases to the

input and then apply the activation function according to equation

yl = f(wlyl−1 + bl), (3.14)
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Figure 3.8. DeepSpeech model architecture. Adapted from source [30].

where wl and bl are the weight and bias for layer l. The output of layer l is yl with the

convention that the input feature vector is denoted as y0 [30].

For the output layer, DeepSpeech uses a softmax layer that produces a vector corre-

sponding to the predicted character probabilities. This is calculated with equation 3.3.

During training the DeepSpeech model uses the Adam algorithm for optimizing learning

rates [30]. Adam algorithm adjusts the network weights with momentum, which takes into

account the gradients of previous time steps to determine the adjustment direction [31].

The first and second moment estimates are calculated as

mt = β1 ·mt−1 + (1− β1) · gt (3.15)

vt = β2 · vt−1 + (1− β2) · g2t , (3.16)

where mt and vt are the biased first and second moment estimates, β1 and β2 are are

decay rates that control the moments, and gt is the gradient. From these values, the

bias-corrected moment estimates are calculated with equations

mtˆ = mt/(1− βt
1) (3.17)

vt̂ = vt/(1− βt
2). (3.18)

The bias-corrected moments are used when updating the network weights with equation

Wt = Wt−1 − α ·mtˆ /(
√︁
vt̂ + ϵ), (3.19)
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Figure 3.9. Jasper BxR DR model architecture. Adapted from source [7].

where α is the learning rate and ϵ is a small non-zero value that prevents division by zero.

RNN models require aligned input data but in speech recognition timing of words is vari-

able. Because of this DeepSpeech uses CTC loss to measure the error in predictions [5].

The gradient is calculated for all model parameters via backpropagation.

3.5 Proposed models

NVIDIA NeMo toolkit offers pre-trained models for speech recognition. Its two best per-

forming models are Jasper 10x5 dense residual (DR) and QuartzNet 15x5, the first of

which achieves a slightly better WER according to NeMo toolkit documentation [32].

QuartzNet 15x5 model follows the same block and sub-block architecture first presented

in the Jasper research paper [7] [8].

3.5.1 Jasper 10x5 DR model

Jasper is a collection of block-based models where a Jasper BxR model has a B amount

of blocks that all have R amount of sub-blocks. The best performing version of Jasper

models is Jasper BxR dense residual (DR), where the output of each convolutional block

is added to the inputs of all the following blocks. All block inputs are connected to the last

sub-block with a residual connection, which allows gradients to go through the network

layer without going through all other sub-blocks. Figure 3.9 illustrates this structure.
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(a) A standard neural network (b) A standard neural network after using
dropout

Figure 3.10. A standard neural network before and after using dropout. Adapted from
source [34].

A single sub-block in a Jasper model consists of 1D convolution, batch normalization,

ReLU activation function, and dropout. 1D convolution is performed with equation 3.12

and it is illustrated in figure 3.5. Batch normalization [33] is used to regularize convolution

results before applying the non-linear ReLU activation function according to equation 3.1.

Dropout is also a regularization method that is used to prevent overfitting by dropping

out neurons. Dropped neurons are randomly selected and temporarily removed from the

network along with their input and output connections [34]. This is illustrated in figure

3.10, where crossed-out neurons have been dropped.

Jasper models also have four blocks in addition to the blocks that contain sub-blocks:

one for pre-processing and three for post-processing. These blocks do not have any

sub-blocks under them.

Similar to the DeepSpeech model, Jasper models use CTC loss to calculate error in

predictions. But instead of using the same Adam optimizer algorithm, Jasper uses a

similar one called NovoGrad [7]. The main difference between these two algorithms is

that NovoGrad calculates moments per layer instead of per weight. The second and first

moments are calculated with the following equations [7]:

vt = β2 · vt−1 + (1− β2) · ||gt||2 (3.20)

mt = β1 ·mt−1 +
gt√
vt + ϵ

. (3.21)

The weights are updated using the first moment according to equation

Wt+1 = Wt − αt ·mt, (3.22)

where αt is the learning rate at time step t [7].
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Figure 3.11. QuartzNet model architecture. Adapted from source [8].

3.5.2 QuartzNet 15x5 model

QuartzNet models are based on Jasper model architecture. Both models use a similar

block-based model architecture with convolution layers The biggest change, when com-

pared to Jasper, is that QuartzNet replaces 1D convolutions with depthwise separable

convolution implementation, which is a combination of depthwise and pointwise convolu-

tion [8]. QuartzNet also uses residual connections between blocks but the connections

are only added to the last sub-block instead of the inputs of all following blocks.

Depthwise and pointwise convolutions can be combined as such that the pointwise con-

volution creates a linear combination of the outputs of the depthwise convolution. As

previously stated, this combination is called depthwise separable convolution and it is

usually used in image processing because of its efficient use of model parameters [19].

QuartzNet uses a variation of this called 1D time-channel separable convolution, where

the input’s third dimension is time [8]. Time-channel separable convolutions are per-

formed in sub-blocks as shown in figure 3.11. They are followed by batch normalization

and ReLU activation layers.

Since QuartzNet 15x5 is based on the Jasper model architecture, it is also trained with

CTC loss. Also similar to the Jasper models, it uses NovoGrad optimizer [8].
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4. EXPERIMENTS

STT implementations with each of the models presented in chapter 3 were done with the

Python programming language. All of the models use the NVIDIA CUDA toolkit, which

allows them to utilize available GPUs [35]. Each model comes with its own Python pack-

ages that contain pre-defined machine learning libraries. The DeepSpeech model uses

an open-source library called Tensorflow and the NeMo toolkit models use PyTorch which

is also an open-source library.

STT was implemented as a part of the Deep Speaking Avatar (DSA) project and its con-

nection to the project is discussed in chapter 4.1. Models evaluation process and the

results are presented in chapter 4.2.

4.1 Deep Speaking Avatar

The DSA project consists of five different modules that all focus on one aspect of the

avatar. These modules form two pipelines: one for responding to the user’s speech and

one for visual interaction. The flow of information between all modules is shown in figure

4.1.

As figure 4.1 shows, this thesis’ topic, the STT module, is the first piece on the audio

pipeline. It takes the user’s speech as input and translates it into text that will be given

to the text-to-text module. Text-to-text generates a response to the input text, much like

an online chatbot. The text-to-speech module converts the response text to speech with

speech synthesis.

The visual part of the DSA project is formed with face recognition and virtual head mod-

ules. Face detection detects a face from a live camera feed and the virtual head turns to

Speech-to-
text Text-to-text Text-to-

speech

Face
detection Virtual head

Person Avatar
response

Input audio

Figure 4.1. Module structure of the Deep Speaking Avatar project
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look at the detected person. The virtual head’s mouth is planned to move in sync with the

synthesized speech coming from text-to-speech, which ties the two pipelines together.

4.2 Evaluation

In speech recognition, word error rate (WER) is the most common way to evaluate the

performance of a model. It is defined as the ratio between the number of errors and the

number of words in the input [36]:

WER =
S +D + I

C + S +D
, (4.1)

where S is the number of substitutions, D the number of deletions, I the number of

insertions, and C is the number of correct words. [36].

The models were evaluated using WER results. In addition to this, the number of param-

eters in each model and STT execution time for a single audio file were also considered.

These two metrics were also taken into account since the STT module will be running in

real-time simultaneously with other DSA components that also need to utilize the GPU.

Evaluation was performed on selected datasets from the LibriSpeech corpus [11]. These

datasets are described in more detail in section 4.2.1. Evaluation results are discussed

in section 4.2.2.

4.2.1 LibriSpeech Dataset

The LibriSpeech dataset is a large-scale corpus of English speech based on public do-

main audiobooks [11]. It contains 1000 hours of speech data that is divided into two

pools: "clean" and "other". These two sets were obtained by ranking each speaker based

on their WER. Low WER speakers were assigned as "clean" and higher WER speakers

as "other" [11].

The evaluation of speech recognition models was done with the LibriSpeech test and dev

datasets. Both of these have "clean" and "other" versions that contain audio files and

ground truth transcriptions. As the values in table 4.1 demonstrate, the used datasets

contain a total of 21.2 hours of speech data that is almost equally divided between female

and male speakers. Inside the datasets, each speaker has an equal amount of speech

time.

The used datasets contain audio files with varying durations. Figure 4.2 illustrates the

audio file lengths and words in ground truth transcriptions with histograms. As the figure

shows, the lengths of audio files used in evaluation range from short two-second clips to

over half-minute long recordings. Similarly, the transcription lengths vary from a couple of
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Table 4.1. Used LibriSpeech datasets, amount of audio files and speaker information
[11].

Dataset Audio files Hours Minutes /
speaker

Female
speakers

Male
speakers

Total
speakers

test-clean 2620 5.4 8 20 20 40

test-other 2939 5.1 10 17 16 33

dev-clean 2703 5.4 8 20 20 40

dev-other 2864 5.3 10 16 17 33
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Figure 4.2. Evaluation data audio duration and transcription word count distributions

words to longer sentences.

The evaluation datasets were used as is, without any pre-processing or modification.

Longer audio clips could have been filtered out, but since most of the audio files are on

the shorter side, I decided that it is not necessary.

4.2.2 Results and analysis

In total 11,126 audio files were transcribed with the three models. The results presented

in this chapter were achieved on a system with a GTX 1070 GPU. Table 4.2 shows how

many seconds each model took on average to execute STT for one audio file. The results

clearly indicate that Jasper 10x5 DR and QuartzNet 15x5 both outperform the baseline

implementation when it comes to time. For DeepSpeech it takes almost three seconds

to perform STT for a single audio file whereas for Jasper 10x5 DR and QuartzNet 15x5

it takes only a fraction of a second. Additionally, QuartzNet 15x5 is approximately three

times faster than Jasper 10x5 DR.

WER for each model on the four different datasets was calculated with the equation 4.1

and the results are presented in table 4.3. The table also shows WERs for the current
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Table 4.2. Speech-to-text average execution time (s) for one audio file using each model

Model
STT time per one audio file

test-clean test-other dev-clean dev-other

DeepSpeech 2.88 2.50 2.76 2.46

Jasper 10x5 DR 0.088 0.080 0.085 0.078

QuartzNet 15x5 0.027 0.024 0.026 0.024

Table 4.3. Word error rate (%) results and number of parameters in each model. The
results for the SOTA models have been retrieved from related research papers.

Model Parameters
WER

test-clean test-other dev-clean dev-other

Baseline

DeepSpeech 47M 7.27 21.45 7.16 20.26

Proposed

Jasper 10x5 DR 211M 3.69 10.50 3.46 10.40

QuartzNet 15x5 18.9M 3.86 10.05 3.79 10.05

SOTA

Conformer S [9] 10.3M 2.7 6.3 - -

Conformer L [9] 118.8M 2.1 4.3 1.9 4.4

Conformer XXL [10] 1.05B 1.5 2.7 1.3 2.7

SOTA Conformer models as a reference. QuartzNet 15x5 accomplished exactly the same

results on dev-clean and dev-other datasets as documented in the NeMo toolkit documen-

tation [32]. The WER results achieved by Jasper 10x5 DR differ from the ones reported in

NeMo documentation but are similar to the WERs reported in the Jasper research paper

[32][7]. Overall, the results show that Jasper 10x5 DR and QuartzNet 15x5 give signifi-

cantly more accurate transcriptions than DeepSpeech. On the test-clean and dev-clean

datasets, Jasper 10x5 DR achieves the smallest WER, but the same goes for QuartzNet

15x5 on test-other and dev-other datasets. The differences are all less than 0.5 %, so

their performances differ only slightly.

The number of parameters in each model is also shown in table 4.3. The number of

parameters used in an NN tells how big the network is and it is directly tied to the amount

of computation power required since all parameters need to be re-calculated and updated

during backpropagation. The number of parameters shows that Jasper 10x5 DR is the

largest out of the three models and the smallest is QuartzNet 15x5.

When comparing the evaluation results in table 4.3 to current SOTA, the Conformer mod-

els outperform Jasper 10x5 DR and QuartzNet 15x5 models when it comes to WER.

The best performing version of Conformer in terms of accuracy uses over one billion pa-

rameters, so its small WER comes at the expense of memory usage and computational
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efficiency. On the other hand, the smallest version of Conformer uses only 10.3 million

parameters while still achieving smaller WER than Jasper 10x5 DR or QuartzNet 15x5.

Overall, the results showed that the two proposed models perform faster and with greater

accuracy when compared to the baseline model. There was still room for improvement

when compared to the current SOTA. Since both QuartzNet 15x5 and Jasper 10x5 DR

achieved similar WER results on all four datasets, the final model choice was based on

execution time and model size. QuartzNet 15x5 performed slightly faster than Jasper

10x5 DR and it also has significantly fewer parameters, leaving more computation power

and memory for other DSA modules. Therefore, QuartzNet 15x5 was chosen to be used

in the DSA project’s STT module.
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5. CONCLUSION

The goal of this thesis was to find a suitable speech recognition model for the STT imple-

mentation in the DSA project. Two models from the NVIDIA NeMo toolkit were proposed

for the STT task. These models were Jasper 10x5 DR and QuartzNet 15x5. In addi-

tion to this, a baseline version was implemented with a pre-trained Mozilla DeepSpeech

model that was used for comparing the performance of the proposed models. The code

used in this thesis and instructions for downloading the pre-trained models are available

at GitHub1.

Experiments showed that while both of the proposed models outperform the baseline

model in terms of average execution time and WER, QuartzNet 15x5 was the most suit-

able for the STT task in the DSA project. As stated in Chapter 4, QuartzNet 15x5 has

fewer parameters and is smaller than Jasper 10x5 DR. This leaves more memory and

computation power for other DSA modules since they all are quite GPU intensive. De-

spite QuartzNet 15x5 having a smaller network, both models achieved similar WERs on

all evaluation datasets. Furthermore, experiments indicated that QuartzNet 15x5 per-

formed slightly faster than Jasper 10x5 DR, which helps make the avatar’s response time

as quick as possible.

The work on this thesis relied on available pre-trained speech recognition models. While

these pre-trained models achieve good WER results, it is possible to achive smaller error

rates with models that do not as of yet have pre-trained versions available. One such

model is the Conformer model mentioned in Chapter 2. It is also worth noting that the

used LibriSpeech datasets do not contain background noise or heavily accented speech.

Further studies could focus on implementing and training a more accurate speech recog-

nition model detailed in newer research papers. Further research could also be done

regarding noise filtering, accented speech, or speaker recognition.

1https://github.com/Norskiii/speech-to-text-translation

https://github.com/Norskiii/speech-to-text-translation
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