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The internet video traffic has multiplied several times over the past decade due to the rising de-
mand of emerging high-quality formats such as 4K UHD and omnidirectional 360-degree video.
The increasing popularity of video-on-demand services and the high bandwidth requirements of
the latest video formats drive the need for improving coding efficiency of video encoders. The
demand has been addressed by introducing new, more efficient video coding standards, of which
High Efficiency Video Coding (HEVC/H.265) is one of the most popular at the moment.

Video encoders aim to remove redundant spatial and temporal information from the video stream.
Modern encoders are able to compress video very efficiently, reaching compression ratios of over
1:100 and still maintaining most of the relevant visual information. To preserve acceptable per-
ceived quality, the limits of the human visual system (HVS) need to be taken into account during
encoding. Redundant information can be removed up to a certain point, after which the coding
artifacts become visible to an average observer and better compression comes with the price of
reduced visual quality.

This work explores two methods to improve the subjective visual quality of HEVC encoding: 1)
variance adaptive quantization (VAQ) and 2) Boolean map saliency (BMS). The experiments are
carried out with an open-source Kvazaar HEVC encoder that is being developed by Ultra Video
Group at Tampere University.

VAQ is an adaptive quantization method that seeks to emphasize quality in regions, where coding
artifacts are more noticeable to the human eye. The algorithm adjusts quality based on the relative
spatial activity of each coding block of a video frame. BMS is a gaze point estimation algorithm,
which attempts to mark salient areas which can be encoded with increased quality. The algorithm
generates saliency maps based on color channel features, which are used to affect the quantiza-
tion strength of each coding block.

The VAQ implementation was shown to improve the coding efficiency of Kvazaar by 3.03% with
the SSIM metric. With PSNR and VMAF metrics, coding efficiency degraded by 3.75% and 4.62%,
respectively. Due to the impact on PSNR and VMAF metrics, the possible use cases for VAQ
were narrowed down. In its current form, it is most effective as a tuning tool for the SSIM metric.
Video content with flat colored, textured surfaces benefit the most from the inclusion of VAQ. The
subjective testing with the BMS algorithm implied that it does not produce enough quality im-
provement with respect to its high computational overhead. The BMS algorithm was tested with
two strength settings. On the lower strength setting, the impact on objective metrics was 2.10%,
1.72% and -0.57% and on the higher setting 25.18%, 27.79% and 16.13% for PSNR, SSIM and
VMAF, respectively. Based on the scores, BMS could be used with lower strength settings if its
performance was improved, but on the higher strength settings, it is not seen viable.

Keywords: video coding, subjective video quality, High Efficiency Video Coding (HEVC), Kvazaar
HEVC encoder, variance adaptive quantization (VAQ), saliency detection, boolean map saliency
(BMS)

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.



TIIVISTELMA

Kari Siivonen: Subjektiivisen kuvanlaadun parantaminen Kvazaar HEVC enkooderissa
Diplomityd, 52 sivua, 2 liitesivua

Tampereen yliopisto

Tietotekniikan diplomi-insindérin tutkinto-ohjelma

Toukokuu 2021

Suoratoistovideon osuus internet-likenteesséd on moninkertaistunut viime vuosikymmenen
aikana uusien korkealaatuisten videoformaattien yleistymisen myo6ta. Runsaasti kaistaa vaativien
formaattien, kuten 4K UHD videon ja 360-asteen videon kysynndn kasvaessa myos
videonpakkauksen tehokkuuden on parannuttava, jotta alati kasvavaan kaistantarpeeseen
voidaan vastata. Pakkaustehokkuutta on parannettu kehittdmalla uusia ja entista tehokkaampia
pakkausstandardeja, joista High Efficiency Video Coding (HEVC/H.265) edustaa tamanhetkista
parhaimmistoa.

Videoenkooderit pyrkivat poistamaan ajallista ja paikallista redundanssia videodatavirrasta
pakaten dataa pienempaan tilaan. Nykyaikaiset enkooderit saavuttavat yli 1:100 pakkaussuhteen
sailyttden kuitenkin riittdvan kuvanlaadun. Kuvanlaadun sailyttamiseksi enkooderien on
huomitoitava ihmisen nakdaistin maarittamat rajat. Videodatasta voidaan poistaa redundanssia
tiettyyn pisteeseen asti, minka jalkeen pakkauksen aiheuttamat vaaristymat ovat ihmissilman
havaittavissa ja pakkaustehokkuutta nostetaan kuvanlaadun kustannuksella.

Tassa tyossd tarkastellaan kahden pakkaustyokalun vaikutusta HEVC enkoodauksen
subjektiiviseen kuvanlaatuun. Nama tyokalut ovat 1) varianssiin perustuva adaptiivinen
kvantisointi (VAQ) seka 2) Boolen merkittavyyskartoilla avustettu pakkaus (BMS). Analysointityd
suoritetaan avoimen lahdekoodin Kvazaar HEVC enkooderilla, jota kehitetdan Tampereen
yliopiston Ultra Video Group- ryhmassa.

VAQ on adaptiivinen kvantisointimenetelma, joka pyrkii korostamaan kuvanlaatua alueilla, joilla
pakkausvaaristymat ovat helpommin ihmissilman havaittavissa. BMS on algoritmi, joka pyrKkii
arvioimaan, mihin videon osiin katsepisteet todennakdisesti kohdistuvat. Arvioiduilla katsepisteilla
painotettuja alueita pakataan paremmalla laadulla.

Tassa tydssa VAQ:n osoitettiin parantavan SSIM:I1& mitattua laatua 3.03% kun vastaavasti laatu
heikkeni 3.75% ja 4.62% mitattuna PSNR:lla ja VMAF:lla. Tdman johdosta algoritmi soveltuu
parhaiten kayttdtarkoituksiin, jossa SSIM pisteytys halutaan maksimoida. Videosisaltd, jossa on
tasavarisia, teksturoituja pintoja, hyotyy eniten VAQ:n kayttdédnotosta. BMS algoritmia testattiin
kahdella voimakkuudella. Subjektiiviset testit osoittavat, etta algoritmi ei paranna riittavasti laatua
sen vaatimaan suureen laskentatehoon nadhden. Heikommalla voimakkuudella mitattiin arvot
2.10%, 1.72% ja -0.57% PSNR:lla, SSIM:lla ja VMAF:lla, tassa jarjestyksessa. Vahvemmalla
saadolla tulokset olivat vastaavasti 25.18%, 27.79% ja 16.13%. Mittausten pohjalta algoritmilla
voi olla potentiaalia alemmalla voimakkuussaadolla, mikali sen tarkkuutta kyetdan parantamaan.
Suuremmalla voimakkuudella algoritmin ei koeta olevan kayttdkelpoinen.

Avainsanat: videonpakkaus, subjektiivinen videokuvan laatu, Kvazaar HEVC videokooderi,
varianssiin adaptoituva kvantisaatio, merkittavyyden tunnistus, boolen merkittavyyskartta
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1. INTRODUCTION

In the last few decades, fidelity of digital video content has improved significantly. Due
to increased video resolutions and frame rates, the demand for storage space and
bandwidth have also increased dramatically. To keep up with increasing demands, more

efficient coding methods are required.

In 2013, the High Efficiency Video Coding (HEVC/H.265) [1] standard was ratified and it
has since grown in popularity as hardware manufacturers have started to support the
standard. The standards predecessor, Advanced Video Coding (AVC/H.264) [2], is still
very popular but is slowly being phased out by the newer standard [3]. The successor of
HEVC, Versatile Video Coding (VVC/H.266) [4] has been standardized. Each generation
of standard has improved the coding efficiency compared with its predecessor. Although
the complexity of the encoders has increased over time, they are able to encode the
same video with less bits for the same quality as their predecessors. Computing power
of available machines have also improved over the years, therefore the increased

complexity is not an issue for modern devices.

Even though VVC is already emerging, research on improving existing HEVC coding
methods and related techniques is actively ongoing with the goal of optimizing
complexity, bit rate, and/or quality. Usually, improving one aspect of encoding comes at
the expense of the others, e.g., improving the subjective or objective quality comes with

increased complexity, bits used, or both.

In this work, the focus is on improving the subjective video quality of a practical Kvazaar
HEVC encoder [5] by implementing and measuring the effects of variance adaptive
quantization (VAQ) and salient encoding driven by Boolean map saliency (BMS)
algorithm. Both tools affect the quantization process of Kvazaar which is covered in more

detail in this work.

VAQ is an adaptive quantization technique, which has been used in other video encoders
such as x265 [6], but has not before been implemented into Kvazaar. In earlier encoders,
like MPEG-1 from the nineties, adaptive quantization has been used to assist in bit
allocation [7]. The VAQ algorithm emphasizes quality on surface areas, where distortion
is easily noticed by a human viewer. By eliminating distortion on those areas, the

perceived quality can be improved.



BMS is a gaze point estimation algorithm mostly used with still images. The algorithm
was also applied in a study on target detection in infrared video feed [8]. The purpose of
BMS is to enable region of interest-based quality enhancement of video content. The
algorithm attempts to mark areas that could attract the gaze of a human viewer and
enhance the quality of said region. This attempts to mimic the effect of using actual eye
tracking data for quality improvement [9]. Compared with VAQ, BMS is more
experimental in nature, as the effects of VAQ have already been proven in other works
[10].

The rest of this work is structured as follows. In Chapter 2, a general introduction to video
encoding is given and a short summary of HEVC encoding workflow is presented with
emphasis on features which are most relevant to this work. Chapter 3 explains how the
performance of the implemented coding tools is measured and the metrics used in the
evaluation. In Chapter 4, the VAQ and BMS coding tools are introduced in more detail
and the proposed implementations for them are described in Chapter 5. In Chapter 6,
the results of the performance evaluation are presented. Finally, Chapter 7 concludes
the work and discusses possible future work involving the improvement of the coding

tools.



2. VIDEO ENCODING CONCEPTS

In this chapter, general concepts of video encoding and an overview of HEVC is
presented. For a more comprehensive summary, the reader is advised to look at the

HEVC overview paper by G.J. Sullivan et al [11].

Most important concepts of video encoding are presented in Section 2.1. In addition, the
current popular video formats are discussed and the known successors to current
technologies are introduced. In Section 2.2, a general HEVC encoder structure is
presented and the key techniques of HEVC coding are discussed. Section 2.3 focuses
on how quality is controlled during encoding and lastly in Section 2.4, the human visual

system and its effects on video compression are explored.

2.1 Video encoding

Video data in digital systems are represented as sequential pictures called frames. Each
frame consists of an array of pixels which in turn contain a few bytes of data, of which
each are used to represent a distinct color. The range of colors a pixel can represent
depends on the number of color channels and their bit depth. For example, a typical RGB
pixel contains a channel for each base color; red, green, and blue. The bit depth of each
channel describes how many intensity levels each channel can represent.

Raw, uncompressed digital video content takes up enormous amounts of storage space.
For example, one frame of 8-bit 4K video with three color channels contains
3840%2160x%3 bytes of data. 60 frames (or one or two seconds depending on frame rate)
would therefore be roughly 1.5 gigabytes of data. Therefore, transferring video content
in this format would be highly impractical if not impossible. Luckily, the bulk of this
uncompressed pixel data is spatially and temporally redundant. The purpose of an
encoder is to remove redundancy and useless information like noise while retaining

mostly the same salient information present in the original.

The compression carried out by the encoder can be either lossy or lossless. With lossy
compression, some of the information contained in the raw data will be lost, but the
resulting compressed video will be much smaller in size. Conversely, lossless
compression results in the encoding to be much larger in size, but the original data can

be completely reconstructed during decoding.
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Figure 1. A frame with YUV-color channels separated.

The raw pixel format used in most encoders is YUV, which consists of three channels:
one luma channel which defines brightness and two chroma channels which define color
as depicted in Figure 1. In this format, there is always one luma value for each pixel, but
the amount of chroma values can vary depending on which YUV sub sampling scheme
is being used. The most common schemes are 4:4:4, 4:2:2, 4:1:1 and 4:2:0. In 4:2:0
scheme, the chroma channel resolution is halved both vertically and horizontally, and in
4:2:2 scheme only the horizontal resolution is halved. In 4:4:4 scheme, the chroma
channel resolutions are the same as the luma channel resolution. The 4:1:1 has the
same amount of data as the 4:2:0 scheme, but the ordering of samples is different.
Reduction of chroma samples is possible due to the fact that the human eye is not as
sensitive to color as it is to luminance. In this work, all pixel data is assumed to be in
4:2:0 scheme since it is currently the only three channel scheme supported in Kvazaar
HEVC encoder.

At the time of writing, the most widely used formats are AVC, HEVC, MPEG-2, VP9, and
AV1 [3]. Although being an old technology, MPEG-2 is still widely used due to extensive

hardware support as it is used in digital television broadcasts and DVD-video. AVC,



HEVC, and MPEG-2 are all joint projects of ITU-T Video Coding Experts Group (VCEG)
and Motion Picture Experts Group (MPEG) [12]. VP9 is a royalty free direct competitor
for HEVC, developed by Google and originally used in Google’s video-on-demand
service YouTube [13]. AV1 is a successor to VP9, which is being developed by Alliance
for Open Media, of which Google is a part of. Similar to VP9, AV1 is also royalty free
alternative to HEVC, with reported bit reductions over 40% compared with AVC [14].

The coding tools described in this work could arguably be implemented into any of the
existing encoders, assuming the code base being open. The HEVC standard was chosen
as the basis for this work, and Kvazaar HEVC encoder specifically, due to the author’s
familiarity with the Kvazaar code base. The rest of this work will focus solely on the HEVC

standard.

2.2 High Efficiency Video Coding (HEVC)

Similarly to previous standards, HEVC employs the classical hybrid video codec model.
The input video frames are divided into square blocks called coding tree units (CTU).
The first frame and each frame at a given interval is coded as an intra frame (l-frame)
which contain only spatial prediction within the said frame and is not dependent on any
other frame. Frames between I-frames are called prediction frames (P-frame), which use
inter-picture predictions based on previous frames, and bi-prediction frames (B-frame),
which use predictions based on both preceding and subsequent frames. The
arrangement of |-, P- and B-frames are called a group of pictures (GOP). A valid
bitstream is produced in the end by compiling all the relevant information produced
during encoding and passing it over to entropy encoder. For entropy encoding, context-
adaptive binary arithmetic coding (CABAC) is used. The structure of a HEVC encoder is
depicted in Figure 2. [11]
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Figure 2. Common HEVC encoder structure [11].

2.2.1 Block partitioning structure
HEVC supports CTU sizes of up to 64x64 pixels. A CTU consists of coding blocks (CBs):

one for luma channel and one for each chroma channel, all of which together form a

01010
11100

coding unit (CU). The size of a CU can vary down to 8x8 and the maximum size can be

only as large as that of the CTU. A CTU may contain only one CU, or it can be divided

into smaller CUs in a quad-tree fashion, each containing its respective luma and chroma

CBs. The size of chroma CBs depends on the YUV sub sampling scheme, but in this

work the scheme 4:2:0 is assumed. In this case, the size of a chroma CB is one quarter

of the luma CB. A CU is further partitioned into prediction units (PUs) and transform units

(TUs), of which each contain corresponding luma and chroma prediction blocks (PBs)

and transform blocks (TBs). [11]



2.2.2 Prediction modes
The prediction mode, whether it is intra- or inter-prediction, is decided at the CU-level.

Spatial, or intra-picture prediction, is achieved using the information of the boundary
samples of the neighboring TBs. In HEVC, three different prediction methods are
available: DC, planar and angular prediction. Prediction modes in HEVC are numbered
from 0 to 34, where 0 and 1 correspond to planar and DC, respectively. The rest

correspond to the different angular modes as depicted in Figure 3.

In planar mode, an amplitude surface is formed with its horizontal and vertical slope
derived from the boundary samples. In DC mode, a flat surface is formed based on the
average of boundary samples. In angular mode, the surface is formed by copying
boundary samples according to the angular direction as demonstrated in Figure 3. All
modes are available in luma prediction, but chroma prediction comes with some
restrictions. Chroma prediction mode can be either of the following five: planar, DC,
horizontal angular (10), vertical angular (26) or derived, which is the same angular mode

as used in the corresponding luma block. [11]

Angular mode 29

0: Planar
1:DC

Vi

ik

Boundary samples

Current PU

Figure 3. Intrapicture prediction modes [11].

Temporal, or inter-picture prediction of a block is based on motion data consisting of
selected reference frame and a motion vector (MV). Suitable MV is found by comparing
the contents of the CU being encoded to its neighboring regions in previous frames. The
frames are arranged into a GOP whose size may differ depending on the encoder and
settings. The relations between frames depend on their position in the GOP structure as
depicted in Figure 4. [11]



Figure 4. GOP 8 structure [15].

2.2.3 Transform and quantization
During a block prediction, either intra- or inter-picture prediction, a residual signal is

calculated as a difference between the original block and the prediction result. The
residuals are later used in reconstruction of pictures to be added into the decoded picture
buffer which is used for predictions in the subsequent frames. The residuals are
transformed into frequency components, as depicted in Figure 5, by discrete cosine

transform (DCT) which allows efficient compression [16].

The frequency component coefficients produced by DCT are then quantized. The
amount of quantization is dependent on the quantization parameter (QP) assigned to the
CU being encoded. The QP can have a value in range [0, 51], where higher value means
stronger quantization, which in turn results in lowered quality and reduced bit rate. HEVC
supports setting QPs on CU level, which enables coding frame areas with differing
quality. The original residuals can be reconstructed by performing inverse-DCT on the
quantized coefficients. The quality of the reconstruction depends on how strongly the

coefficients were quantized.
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Figure 5. DCT coefficients in 8x8 grid [17].

The QP has a huge impact on the resulting video quality [9], as more heavily quantized
residuals cause significant distortion during picture reconstruction. As a result, the
difference in QP values between neighboring CUs cannot be too great, otherwise clearly
visible artifacts will be formed between CU borders, diminishing the perceived quality of
the encoding. The effect of different QPs is demonstrated in Figure 6.



Figure 6.A close up of a frame from Kimono sequence encoded with QP values of
22, 27, 32, and 37.

2.3 Quality control

As stated earlier, the encoding quality is mostly controlled by the strength of applied
quantization, which in turn is controlled by the QP. Quantization can be either constant
or adaptive, usually controlled by some bit rate control algorithm referred to as rate
control (RC) [18]. Compared with RC driven quantization, constant quantization
guarantees more uniform quality over the whole encoded video as the same QP is used
for all the frames of the same type. Whether constant or rate-controlled quantization is
in use, the I-frames usually have the lowest QP and the frames in a higher temporal layer
inside the GOP structure have higher QPs. This is because lower layer frames are used
as references more often and therefore their distortion will propagate to all frames which
use the lower layer frames as references. When constant quantization is being used,
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there are no bit rate restrictions bestowed upon the encoder. Therefore, the bit rate

fluctuation between GOP's is far greater than with the quantization managed by RC.

Adaptive quantization (AQ) is a technique used to modify quantization according to
scene content. AQ has been present in early video coding standards like MPEG-1 where
it was used together with RC for bit allocation purposes [7]. AQ modifies QP on each
coding block based on some features found inside said block. Most-used feature is
spatial activity, which is measured as variance of raw pixel values in the luma channel.
Other features, such as edge information and motion data can also be used to affect
quantization [6]. Based on the features found inside a CU, a delta-QP value can be
assigned to said CU. It will modify the final QP used during quantization. It is worth noting
that when using AQ, proper care needs to be taken not to assign too strong delta-QP
values to neighboring CUs since sharp quality differences may attract attention and

diminish the overall subjective quality of the encoding.

2.4 Human visual system (HVS)

The perceived quality of an coding is dependent on the properties of the human visual
system (HVS), which largely dictate the amount of distortion, that can be safely
introduced by AQ techniques. As stated in the previous chapter, using too strong AQ
may cause clearly visible distortions. By knowing the limitations of HVS, AQ can be tuned

to cause distortions barely visible to the human eye.

The HVS has been extensively studied for many decades. The characteristics of HVS
are important in the context of video encoding for purposes of coding efficiency. Much
like in the case of audio, visual content can also be divided into frequency components,
but in a two-dimensional plane having both a vertical and horizontal frequency
component. Some of these frequencies are undetectable by the HVS and can therefore

be discarded by the encoder.

The sensitivity to different spatial and temporal frequencies can be defined with contrast
sensitivity function (CSF) which is a property of HVS [19]. CSF tells whether a stimulus
with certain characteristics, its spatial and temporal frequencies, can be perceived by an
average human. According to a study done on spatial and temporal sensitivity [20], the
human eye is less sensitive to the frequency extremities; extremely low and high
frequencies, no matter whether the frequency is spatial or temporal. The sensitivity falls
drastically if either frequency component rises too high or falls too low. It is also worth
noting that the eye is much more sensitive to changes in luminance (brightness) than

chrominance (difference in color).
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In practice, a low spatial frequency in the luma channel for example could look like a flat
gradient, where the brightness slowly changes over an area. Although it is easy to see
the brightness difference at the opposite ends of the gradient, it would be impossible to
tell neighboring pixels apart by their luminance. On the other hand, a high spatial
frequency could look like a set of pixel columns where every other column would be
bright and every other dark. If the resolution is high enough, the human eye would not
be able to tell the columns apart. Instead, the area containing said frequency would look
as if it had flat brightness. The same examples also hold true in the temporal domain; a
low frequency would mean a slowly changing luminance over time whereas a high
frequency would mean a flickering luminance. Whether the flicker is noticeable or not,
depends on the frame rate at which the subsequent frames are presented. The
information about contrast sensitivity at different frequencies can be used during video
compression to decide, which areas of the video should have more bits allocated for
coding. Less bits can be allocated to areas containing frequencies, either spatial or
temporal, to which the HVS is less sensitive to. The distortion caused in these areas will

most likely go unnoticed by the average viewer.

Macular
18°

Figure 7. Segments of field of vision [19].

The sensitivity to stimuli changes based on the position of the stimulus on the field of
view. The HVS loses sensitivity the further away a stimulus is from the center of view, or
fovea, where the visual acuity is strongest [19]. The field of view can be separated into
regions based on visual angle, as depicted in 0, where the central vision with strongest
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visual acuity holds only a tiny fraction of the whole field of vision. The cone of central
vision is used for the most taxing pattern recognition tasks, e.g., recognizing letters while
reading. To understand how small this area of acute vision is, the reader may try to read
a few words ahead while fixating their gaze on a single word. It quickly becomes apparent
that recognizing letters with non-central vision is difficult and becomes even harder the

further the letters are in peripheral vision.

The contrast sensitivity is greatest in central vision and degrades as the visual angle
grows. This information becomes very useful in the video encoding process if the
encoder would be able to predict where gaze points would land, lowering the encoding

quality based on distance from the predicted center of vision.

Since it is possible to lower encoding quality within the constraints of the HVS, it is
important to also define the actual upper limit of distortion that can be introduced without
affecting perceived quality. This upper limit or threshold of distortion, which is barely
noticeable by a human viewer, is called just-noticeable distortion (JND). According to the
characteristics of the HVS, a general JND for video content can be measured, which in
turn can be used to optimize the quantizer or general encoding flow. For example, in [21]
a JND model was proposed which could compute the maximum tolerable error in each
DCT coefficient. The model was tested by introducing noise to images and videos,

without affecting the perceived quality.
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3. RESEARCH METHODS

The main purpose of this work is to explore, whether the subjective quality of Kvazaar
HEVC encoder can be improved by incorporating algorithms which affect the
quantization flow. The research conducted for this thesis consists of several phases: 1)
Finding potential algorithms from earlier work in the field and evaluating whether they
can be meaningfully used to adjust quantization, taking the difficulty of implementation
also into consideration. 2) Implementing the most promising methods into Kvazaar and

3) evaluating the performance of said implementations.

The performance of each method is measured with traditional objective metrics and with
additional subjective tests if the method cannot be accurately tested with objective
metrics alone. All the testing is done with the open source Kvazaar HEVC encoder, which

is developed by Ultra Video Group at Tampere University.

When evaluating video encoder performance, the three most important factors are
quality, bit rate, and complexity. Improvement in one factor usually comes at the expense
of the other two. Whereas measuring bit rate and complexity is straightforward,

measuring quality is relatively difficult, especially when considering subjective quality.

Quality can be measured with objective metrics, but the results do not always strictly
correlate with perceived quality. Therefore, acquiring accurate subjective quality
measurements involves recruiting test subjects to compare and score all the test cases.
This is obviously cumbersome (and more expensive) when compared to testing with
objective metrics. In this work, the subjective testing is outsourced to a third party with

experience in gathering subjective test scores [22].

Table 1. Test server hardware configuration.
Test server hardware
Processor i9-7980xe
Base clock frequency 2.60 GHz
Boost clock frequency 4.20 GHz
Number of cores 18
Number of threads 36
Processor cache 24.75 MB
Motherboard MSI X299
Memory | 64GB DDR4 3200 MHz
Operating system Ubuntu 17.10
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All test encodings were done using the veryslow preset which aims to maximize the
encoding quality at the cost of encoding time. An in-house developed encoder testing
software was used for the objective testing and the tests were run on a dedicated server
machine, tabulated in Table 1. Speed was measured as an average of two encoding
runs to reduce errors. Since using veryslow preset tends to have stable encoding times,
each test was performed only twice. During test runs, other workload on the server was

restricted.

In Section 3.1, quality and coding efficiency measurements are explained and a brief
introduction is given to each objective and subjective metric used in this work. Section
3.2 introduces the test set which is used in performance evaluation and finally, Section

3.3 explains the subjective test setup in more detail.

3.1 Measuring quality and coding efficiency

The objective quality metrics used in this work are peak signal-to-noise ratio (PSNR)
[23], structural similarity index measure (SSIM) [24] and Video Multimethod Assessment
Fusion (VMAF) [25]. Compared with VMAF, which is a relatively new metric, PSNR and
SSIM are quite simple and lightweight. VMAF is a fusion of several quality metrics and
features, therefore its score calculations are relatively resource intensive. Both PSNR
and SSIM are originally designed to be used as image quality metrics. Therefore, neither
of them considers the temporal aspect present in video. VMAF on the other hand,

contains a component for measuring the temporal difference between frames.

When encoders are being compared, quality should always be combined with bit rate to
gain insight into the actual coding efficiency difference between the competing methods.
Coding efficiency can be measured with Bjgntegaard delta bit rate (BD-BR) [26] which

combines a quality metric with bit rate.

3.1.1 PSNR

Of the objective metrics, PSNR is the simplest and least resource intensive, as it can be
directly derived from the mean square error (MSE) between the original image and its
distorted counterpart. The calculation of PSNR is described in (1) and (2).
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In (1), MSE is calculated from the original image I and its distorted counterpart K. Both
images have the same color channel dimensions m x n. In (2), MAX, is the maximum
possible color intensity value (e.g. 255 for 8-bit color channels) in the channel being
computed. Although simple to calculate, PSNR does not correlate with subjective quality
very well and the PSNR scores are heavily dependent on video content [27]. In practice,
this means that PSNR scores from different video content cannot be compared with each
other meaningfully. When measuring distortion with PSNR, a lower value means less

distortion and if PSNR is zero, the compared images are identical.

Even though PSNR does not correlate well with perceived quality, it is still widely used
in the field due to its low complexity [23]. The low complexity allows it to be used in time
critical tasks, e.g., the internal error measurement in some video encoders. PSNR is a
useful tool in absolute error measurement, but it is important to understand that in a
subjective quality sense, in some cases even high differences in PSNR can be
meaningless. A good example of this behavior is measuring the PSNR of a reference
image against the same image with its pixels slightly shifted into any direction. To a
human viewer, the images would look identical, but the PSNR measurement would be

high, suggesting severe distortion.

3.1.2 SSIM

Unlike PSNR, SSIM does not measure absolute error between the pixels of source image
and distorted image. Instead, it attempts to measure structural degradation which
correlates better with perceived quality. The SSIM index is calculated by sliding a window
of fixed size across the source image. The SSIM for window samples x and y is

calculated as

(Z,uxuy + cl)(Zoxy + cz)

SSIM = )
(12 + 13 + c1)(0F + 0} + ¢3)

(3)

where p, and u,, are the averages and o? and 033 are the variances of their corresponding

windows. ay,, is the covariance of x and y.

c; and ¢, are used to stabilise the function in case of a weak denominator. Their values
are (k,L)? and (k,L)?, respectively. L is the range of pixel values depending on pixel
depth, usually L = 2PPP — 1. k, and k, are constants with default values 0.01 and 0.03,
respectively. After calculating all the SSIM indices by sliding the window pixel-by-pixel,
a final SSIM quality map is formed. The final SSIM score can be represented as a mean
value calculated from this map. In video coding context, only a subset of all possible

window positions are calculated in order to reduce computational cost [28].
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3.1.3 VMAF

Even though VMAF is a relatively new metric, it has been adopted as an industry
standard since it is a good contender for approximating subjective quality scores. The
metric has been shown to correlate with subjective scores better than PSNR or SSIM
[25], [29]. VMAF is a fusion of existing video quality metrics which include Visual
Information Fidelity (VIF) [30], Detail Loss Metric (DLM) [31], Mean Co-Located Pixel
Difference (MCPD), and anti-noise signal-to-noise ratio (AN-SNR). The combination of
above metrics are weighted into a single final score with a support vector machine,
making it possible to measure several quality impairing factors. The measured
impairments include detail loss, visual information fidelity loss, and the emergence of
distracting artifacts. With the inclusion of MCPD, also temporal differences can be

measured [25].

The VMAF code and a pre-trained VMAF model can be obtained at [32]. The default pre-
trained model can predict quality in certain viewing conditions, which should be sufficient
in most use cases. In case a custom quality model is required, the code base has tools

included for the training of custom models. In this work, the pre-trained model is used.

3.1.4 BD-BR

The metrics discussed earlier are only for quality, ignoring the bit rate used during
encoding. A quality metric alone cannot be used to measure coding efficiency; it needs
to be combined with bit rate. BD-BR is metric which is used to compare the performance
of competing encoders or methods. It combines a quality metric with bit rate and presents
the performance difference as a single, easy to understand value.

To calculate BD-BR, the test material must be encoded with at least four different quality
parameters [26]. When using constant quality encoding, the chosen QP values are
usually 22, 27, 32 and 37, which are selected according to the common HEVC test
conditions [33]. A third degree polynomial is fitted to pass through the four distortion
measurement points [26] to gain a rate distortion curve (RD-curve). For each encoder, a
RD-curve is calculated and the BD-BR can be calculated as the integral difference of
these curves as depicted in Figure 8. Negative BD-BR means the encoder produces
similar quality with a lesser bit rate than the anchor, therefore having a better coding

efficiency.
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Bitrate (log)

Encoder 1
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Quality

Figure 8. Example RD-curves. BD-BR is calculated from the integral difference of
the two encoder RD-curves.

3.1.5 Subjective quality

Since objective quality metrics correlate poorly with actual perceived quality, actual
human input is necessary to obtain accurate subjective quality scores. Subjective testing
can be arranged in several ways, depending on the use case. The International
Telecommunication Union (ITU) has provided common guidelines for subjective test
setups [34]. This helps organizing tests and makes test results obtained from similar

setups somewhat comparable.

If the quality of a single method is tested, single stimulus tests can be conducted, where
the subjects score the stimulus on a predefined scale. In this case, scoring systems such
as the mean opinion score (MOS) can be used which is calculated as a mean of all
subjective scores collected for a certain stimulus. Scoring is done on a pre-defined scale,
one commonly used scale being the absolute category rating (ACR) scale, where scores
are given in discrete range [1, 5]. In this scale, each number represents an adjective
describing the perceived quality. 1 (bad) represents the worst possible score and 5
(excellent) represents the best. A different scale may be used depending on the goal of
the subjective tests. In these kind of tests, the stimuli are shown to subjects in a random
order, with a few seconds of voting time between each stimuli [34].

When the effects of two or more encoding techniques are compared, pair-wise testing
can be conducted. In this type of setup, the videos encoded with the competing methods
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are presented after each other and the subjects are tasked to pick the stimulus with better
perceived quality. Other way of scoring a pair-wise test is the degradation category rating
(DCR), where encodings are compared with a source reference. In this setup, the
reference is always shown first, and the subjects are tasked to grade the encoding based
on visible distortion. Similar to ACR, the DCR scale has a discrete range [1, 5], where 1
(imperceptible) is the lowest possible distortion and 5 (very annoying) highest. In pair-
wise tests, the stimulus pairs are shown to subjects with a few seconds pause between

stimuli and up to ten seconds long voting period after each pair [34].

In this work, a pair-wise approach was taken, but the exact details such as the pause
time between stimuli and voting time, could not be specified as the actual tests were
delegated to a third-party online service [22]. The test procedure is explained in Section
3.3.

The online platform uses the Bradley-Terry model [35] to compute scores after collecting
enough pair-wise judgements for each test case. The model can be used in most
problems where qualitative measurements can be reliably taken. The final score for each
tested method can be interpreted as ‘higher is better’. The model assumes the probability

of a subject selecting method A with score 6, than method B with score 85 (4).
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The scores 6, and 05 are derived from the pairwise judgements.

3.2 Test material

The test sequences used in this work are mostly the same as stated in the common HM
test conditions [33]. The sequences have varying content and resolution for testing
several use cases. The test material is divided into six different classes based on
resolution or content type. Classes A, B, C and D are separated by resolution while
classes E and F contain specific type of content. Class E has videos with video
conferencing type of content and class F has content which feature computer graphics
or overlay text. The sequences are tabulated in Table 2.
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Table 2. Test sequences.

Class Sequence Resolution Frame rate (fps) | Frames | Length (s)
heve-A PeopleOnStreet 2560x1600 30 150 5.0
Traffic 2560x1600 30 150 5.0
BasketballDrive 1920x1080 50 500 10.0
BQTerrace 1920x1080 60 600 10.0
hevc-B Cactus 1920x1080 50 500 10.0
Kimonol 1920x1080 24 240 10.0
ParkScene 1920%x1080 24 240 10.0
BasketballDrill 832x480 50 500 10.0
BQMall 832x480 60 600 10.0

hevc-C

PartyScene 832x480 50 500 10.0
RaceHorses 832x480 30 300 10.0
BasketballPass 416x240 50 500 10.0
heve-D BlowingBubbles 416x240 50 500 10.0
BQSquare 416%240 60 600 10.0
RaceHorses 416x240 30 300 10.0
FourPeople 1280x720 60 600 10.0
hevc-E Johnny 1280%720 60 600 10.0
KristenAndSara 1280x720 60 600 10.0
BasketballDrill Text 832x480 50 500 10.0
heveF ChinaSpeed 1024x768 30 500 16.7
SlideEditing 1280x720 30 300 10.0
SlideShow 1280%720 20 500 25.0

The test sequences contain diverse features in order to properly test the capabilities of
encoders. These features include scene cuts, camera movement, foreground

movement, and so on.

3.3 Subjective quality tests

The subjective quality tests were carried out by using an external crowd sourcing service
[22] dedicated to subjective evaluation of images and video. As the service could not use
native HEVC/H.265 video streams for comparisons, the test sequences needed to be
transcoded into AVC/H.264 streams. Proper care was taken during transcoding to
ensure that no visible distortions were generated. The latest stable version of FFmpeg
[36] was used with x264 selected as the codec. The encoding parameters passed to
x264 were as follows:

-preset veryslow -tune psnr -crf 12

The veryslow preset was chosen to enable most of the coding tools, ensuring good

overall quality. The tune psnr switch was enabled to minimize absolute error and finally
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a low enough constant rate factor (CRF) was selected to ensure visually lossless quality.
The transcoding caused artifact issues in one test sequence (PeopleOnStreet) which
was cut out from the final selection of test sequences. In addition to normal test
sequences, verification pairs were added to filter out invalid answers. The participants
used their own hardware to view each test case in enforced full screen mode and needed

to answer both verification questions correctly to validate their results.

The comparisons were shown to test subjects in sequence and the order of the
sequences were randomized. Each comparison pair consisted of a ground-truth
reference and an encoding with the proposed coding tool enabled. The participants were
asked to select the encoding with better visual quality. There was also an option to omit
answer if no visual difference was detected. Each participant answered 12 questions,
including the two verification questions. For each test case, at least 15 answers were

collected to ensure statistical significance.
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4. PROPOSED METHODS

In this chapter, the proposed methods are explained in detail. In Section 4.1, previous
work leading to the selection of the proposed methods is discussed. In Section 4.2, the
concepts behind VAQ are explained and in Section 4.3, the BMS algorithm is described
in detail.

4.1 Previous work

Generally, video content contains regions, which particularly catch the viewers’ attention.
These regions usually contain something relevant to the topic of the video where the
viewer will naturally look at. For example, in a video of people playing football; the ball,
the player controlling the ball and other nearby players would very likely be at the center
of the viewers attention, i.e., would be considered more salient compared with the rest
of the scene. Subjective quality of such content can be enhanced by detecting and
enhancing the quality of the most salient regions in the video. The obvious problem for
enhancing quality this way is the actual detection of salient areas. Although a human
viewer can reliantly mark salient areas, it is much more difficult to do so algorithmically,

and the results are hardly on par with what a human could accomplish.

Saliency can be modeled in several different ways. Currently, the most accurate
algorithmic methods model saliency by detecting distinct objects inside the video frame
[37]. Object detection methods usually involve a neural network architecture which mimic
the inner workings of a human brain and are very resource intensive to run. These
networks require a significant amount of training material and computing power to

complete the actual training.

Saliency can also be modeled by estimating gaze points. For example, areas in video
frames, which naturally attract the gaze of a human viewer such as regions containing
sharp changes in contrast, can be detected by an algorithm. Although these kinds of
algorithms are less resource intensive than a neural network approach, they may
sometimes mark areas which make no sense to a human viewer. An example of this kind

of behavior is demonstrated in Figure 9.
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Figure 9. Erroneous gaze point estimation by BMS algorithm.

Saliency data can also be generated by collecting actual gaze point data from human
viewers. If the same video sequence is shown to multiple people, an aggregate from all
collected gaze points can be formed and accurate saliency information can be extracted.
The obvious drawback of this method is the need of external hardware and the

requirement of human subjects.

A general benchmark for different object detection and gaze point estimation algorithms
was done in [37]. There were several promising algorithms which could be used to drive
quantization based on the saliency data they generate. All of them were tested on still
images but could arguably also work in a video coding context. A gaze point algorithm
was eventually chosen over an object detection model since its performance could be
evaluated against the gaze data collected in [38].

Some of the good all-rounders in terms of speed and accuracy was BMS [39], a spectral
residual approach [40] and an image signature approach [41]. The spectral residual
algorithm, which generates saliency based on image spectral residuals, produces similar
saliency maps as BMS and is roughly ten times faster. However, it could not beat BMS
in accuracy and only had Matlab code available, requiring translating into C/C++. The
image signature algorithm, which generates saliency by attempting to highlight sparse
foreground objects, was also very fast but lacked in accuracy compared with BMS.
Additionally, the algorithm seemed difficult to implement and it did not have code

available online.
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BMS is a gaze point estimation algorithm and its performance has been tested on still
images [37]. BMS was ultimately selected for this work for several reasons; it is coded in
C++ which can be made compatible with Kvazaar C-code with a simple wrapper and its
source code is available online. Even though speed is not a priority in this work, BMS is
quite fast and lightweight compared with other similar algorithms and it could possibly be
run at almost real-time speed by trading accuracy. The downside of BMS is its reliance

on third party code, namely the OpenCV computer vision library [42].

In addition to saliency detection methods, an AQ technique was also considered. VAQ
was selected to be implemented in this work for a few reasons, mainly for its relative
simplicity. Especially the implementation described in [10] was considered almost trivial
to implement into the quantization flow of Kvazaar. Since it is easy to implement, it was
thought to give a significant improvement to quality with relatively little effort. A similar
AQ method is also implemented into other popular encoders such as x264 and x265,
where it is present in most presets focused on visual quality. It is only excluded from the

fastest presets designed for real-time encoding.

4.2 Variance adaptive quantization (VAQ)

A primary method to increase subjective quality of an encoding is to enhance the quality
of regions to which the HVS is particularly sensitive. HVS is less sensitive to distortions
in areas containing complex textures, where high-frequency DCT coefficients are more
dominant [10]. Therefore, it is safe to apply stronger quantization on such regions. Other
characteristic of such regions is their relatively high variance in raw pixel values. The
idea of VAQ is based on this characteristic. By calculating the average pixel variances
of each coding block, stronger quantization can be applied to blocks with high variance
and vice-versa. This results in increased video quality on regions with homogenous
textures, which in turn results in slight improvement in subjective quality. This effect can
be seen in Figure 10 where the court floor, which contains a relatively flat texture, has a
noticeable quality boost when VAQ is enabled.
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Figure 10. A frame from the BasketballDrive sequence. The magnified area
shows the difference with VAQ disabled (left) and enabled (right).

4.3 Boolean map saliency (BMS)

The BMS gaze point estimation works by computing Boolean maps by randomly
thresholding the feature maps of a given image. The thresholding is done with a fixed
step size in range [0, 1] and the color channels of the image are used as feature maps
[39]. It is also possible to use other features such as motion which could be useful in
video coding context. Equal importance is assumed between the different color channels
and a whitening step is performed to rectify the color space. The step is performed

according to
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In (5), the mean color vector x is calculated. In (6), the color covariance matrix Q is

calculated using the results gained from (5). In (5) and (6), n is the number of pixels in

the image and x; is the color vector (xil,xiz,x?)T for the i:th pixel. The color vector in the

whitened space is finally calculated as

yi=(Q+D72-x, %)

where A (in the code, A = 50.0 ) is a regularization parameter, I is the identity matrix, and
y; is the color vector in the whitened space. After whitening, the Boolean maps are

created by sampling the feature channels with a threshold as explained earlier.

For each Boolean map generated in the previous phase, an activation map is calculated.
This is done by separating the pixels into two sets: the white set (Boolean true) and the
black set (Boolean false). The activation is done per pixel based on pixel
surroundedness. A pixel is considered surrounded if it is enclosed in pixels of the
opposite set. Basically, if a pixel does not have a clear path to the image borders, it is
considered surrounded, and therefore, active. From the activation map, two sub-

activation maps are generated as
Mt =M(B)AB (8)

M~ =M(B)A-B C))

The sub-activation maps are then normalized to emphasize activation maps which have
small concentrated active regions. Before the actual normalization, a dilation step is done
to prevent maps with extremely small scattered active areas from dominating the
process. The sub-activation maps are dilated with a kernel of width w. The whole pipeline

can be seen as depicted in Figure 11.
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Sub-activation maps

Boolean map Activation map Attention map
Figure 11. Attention map generation [39].

A mean attention map is calculated from all the attention maps generated in the previous
steps. Finally, the mean attention map is post-processed by a dilation step and Gaussian
blur step to generate the final product, the saliency map. The dilation step is done before
the blur step to protect small peaks which will be otherwise lost during blurring. The
dilation kernel size is governed by parameter k. The parameters are explained in detail

in the next chapter.
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5. IMPLEMENTATION

The subjective quality tools described in earlier chapters were implemented into the
academic open-source Kvazaar HEVC encoder. The codebase is publicly available on
GitHub [43]. Kvazaar was chosen for this work as the codebase is open and familiar to
the author. Kvazaar is written mainly in C, whereas some optimizations are written in
Assembly. VAQ is implemented only using C and BMS implementation is mostly C++ as
it is heavily reliant on OpenCV [42]. The original BMS code can be obtained at [44]. The

VAQ implementation is explained in Section 5.1 and BMS implementation in Section 5.2.

5.1 VAQ implementation

The implementation of VAQ was done in a similar fashion as in [10] with a few
exceptions: The strength of VAQ is controllable and chroma channels are also
considered, although a luma-only version was also implemented. For each CTU in a
frame, a delta-QP value is calculated based on the luma and chroma pixel values inside

the CTU. The delta-QP values are calculated as

8QP = D x (log(Very) = 10g(Virame) ) (10)

The reference implementation uses value 1.5 [10] for the constant D, whereas the
optimal value for the proposed implementation is explored later. Vcry is the combined
variance of luma and chroma pixels of the current CTU and Vjame is the variance of the
current frame. The variances of different channels are added together as in the VAQ
implementation of x265 [6]. The block variances are calculated with

% =%;(xi —%)?, (11)

where x; is the channel pixel value of the i:th pixel and x; is the average channel pixel
value of the CTU block.

Since video dimensions are often not divisible by the CTU size (64x64), the edge CTUs
in the right and bottom sides of frames may be smaller in size. To deal with different
sized edge CTUs, two methods were tried. First, the edge CTUs were padded to full size
by copying CTU edge pixels to fill the empty spaces. This allowed easy single-instruction
multiple-data (SIMD) optimization as the inputs were always standard sized. In practice,
this allows the processor to perform the same operation on multiple data points in
parallel. The other approach was to calculate only the variance of existing pixel data. In
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this case, the SIMD optimized calculator had to calculate the remnants in a separate

loop.

Both edge CTU calculation methods were tested on the luma-only version of VAQ
against a reference with VAQ disabled. The results are tabulated in Table 3. No
significant difference was found in either quality or speedup. In theory, the edge-padded
version is slightly faster and the version without padding is more accurate. Based on the
results, the difference between quality is so miniscule it can be mostly ignored. The same
holds true for speed, even though there seems to be slight fluctuation, the difference is
well within the error margin of speed testing and can be ignored. The version without
padding was selected for the final implementation since it is not inferior in terms of speed
and should have better accuracy in theory.

Table 3. Edge CTU padding methods.

Edge padding

Class BD-BR (PSNR) BD-BR (SSIM) BD-BR (VMAF)  Speedup
hevc-A 1.96% -4.64% 3.74% x1.11
hevc-B 5.57% -3.58% 7.11% x1.32
hevc-C 1.18% -4.38% 2.22% x0.97
hevc-D 1.34% -4.11% 2.59% x0.76
hevc-E 12.35% 3.18% 14.32% x0.63
hevc-F 2.54% -2.80% 1.78% x0.64

Total 4.05% -2.85% 5.11% x0.92

No padding

Class BD-BR (PSNR) BD-BR (SSIM) BD-BR (VMAF) Speedup
hevc-A 1.96% -4.64% 3.74% x1.11
hevc-B 5.58% -3.58% 7.14% x1.32
hevc-C 1.18% -4.39% 2.21% x0.98
hevc-D 1.34% -4.13% 2.58% x0.78
hevc-E 12.34% 3.18% 14.26% x0.63
hevc-F 2.59% -2.82% 1.72% x0.63

Total 4.06% -2.86% 5.09% x0.92

The delta-QP values calculated by the VAQ algorithm are stored and used by a RC
algorithm later in the encoding process. As the user is allowed to freely alter the strength
of the VAQ algorithm by altering the D value, the delta-QP values are clipped to a safe
range during rate control. The maximum delta-QP range, from negative to positive, is set
according to ITU-T H.265 specification [1]. In Kvazaar, the range is further divided by

two to ensure the final value is in a valid range.



30

According to [10], the optimal value for constant D, which influences the effective
strength of the VAQ algorithm, is 1.5. The same value is also used by other HEVC
encoders such as x265. For the Kvazaar implementation, different values were tested.
Testing was done with D values ranging from 0.5 to 2.0. The results are tabulated in
Table 4. Based on the results, a negative correlation between the PSNR and VMAF
metrics can be seen. This indicates that if a negative strength value was used, the PSNR
and VMAF metrics would likely improve. Although this is not the intended purpose of the
VAQ algorithm, it is an interesting matter worth exploring as there are no technical

limitations which would invalidate negative strength values.

The strength values in the table are divided by 10 to get the final D value. The strength
value 8, which produced a good SSIM BD-BR without affecting the other scores too
much, was chosen as the default. For SSIM tuning purposes, the value 11 is chosen
instead. The strength tests showed that the VAQ implementation does not work well with
PSNR or VMAF. As SSIM and VMAF are both supposed to correlate with perceived
quality, the disparity between these too metrics is an issue that needs to be addressed

with further research. The current implementation may be best suited for tuning SSIM.

Table 4. VAQ strength test results.

BD-BR BD-BR BD-BR
Strength | Bit rate (PSNR) (SSIM) (VMAF)
5 3243986 | 0.84% -1.94% 1.33%
6 3335396 | 1.18% -2.16% 1.77%
7 3440927 | 1.57% -2.41% 2.28%
8 3548263 | 1.97% -2.70% 2.71%
9 3674960 | 2.57% -2.82% 3.36%
10 3804397 | 3.14% -2.88% 3.98%
11 3951428 | 3.75% -3.03% 4.62%
12 4104848 | 4.57% -2.96% 5.55%
13 4282142 | 5.50% -2.75% 6.46%
14 4465839 | 6.48% -2.59% 7.52%
15 4676281 | 7.87% -2.13% 8.94%
16 4910406 | 9.40% -1.58% 10.56%
17 5150331 | 10.98% | -1.00% 12.08%
18 5425606 | 12.84% | -0.26% 13.99%
19 5701940 | 14.86% 0.62% 16.09%
20 5991437 | 16.89% 1.51% 18.17%

5.2 BMS implementation

The source code of BMS is provided online [44] by [39] and was implemented into

Kvazaar as is. The BMS is written in C++ and it utilizes OpenCV [42] library. Since
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Kvazaar is written in C, a simple wrapper was written to act as an interface between
Kvazaar code and the BMS functions. The wrapper also handles color space conversion
and processing the output from BMS to a format which can be used in Kvazaar.

The YUV picture format used by Kvazaar is not directly compatible with BMS which uses
the CIELAB color space for its internal calculations. The BMS function accepts pictures
in the RGB format and therefore the wrapper converts YUV frames to RGB before

passing them on.

The BMS function expects some parameters to be passed for it to work correctly. These
are hardcoded into the wrapper since they do not need to be changed during runtime.
The default parameters are for the example Matlab code which was shipped with the
BMS code [44]. The values are tabulated in Table 5. It was recommended that the default
values, except for sample_step, should be left as is, therefore no changes were made to
the default values.

Table 5. Default parameters.

Parameter Value

sample_step
dilation_width_1
dilation_width_2
blur_std
colorspace
whitening

= IN|O |||

Parameter sample_step affects how many attention maps are generated. The larger the
step, the less maps are calculated and therefore the algorithm will be faster but less
accurate. The dilation parameters define the kernel sizes used in the dilation steps:
dilation_width_1, or w, defines the kernel size used during dilating sub-activation maps
and dilation_width_2, or k, defines the kernel size used during post-processing the mean
attention map. The blur_std parameter affects the Gaussian blur strength applied during
post-processing. The colorspace parameter governs which color space the algorithm
should use internally. It can have values of 1, 2 or 4, for RGB, CIELAB, and CIELUV,
respectively. The whitening parameter governs whether the feature channel whitening

step is done.

After the BMS algorithm has processed the input frame and produced an output, it is
further post-processed into a format, which can be used by Kvazaar. The raw output map
is depicted in Figure 12. The output from BMS is converted to a delta-QP map, as
depicted in Figure 13. The map is used to modify the QP-offsets, which in turn are used
in deciding the final QP-values for each CTU in a frame. The delta-QP map includes a
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separate value for each CTU. Positive values raise the QP of its corresponding CTU,

lowering its encoding quality.

In this implementation, only positive values are used to lower the quality of non-salient
areas, but there are no technical limitations why negative values could not be used
instead, which would increase the quality. The reason the quality adjustment is
implemented this way is that when encoding with high base quality, the decreasing
quantization in salient areas would give diminishing returns. For example, encoding with
high QP, e.g., QP 22 when using constant quality encoding, the perceived quality would

remain mostly the same whereas the bit rate would increase dramatically.

Figure 12. Raw BMS output (right) for a frame from Traffic-sequence (left).

During the conversion from BMS output to delta-QP map, the three strongest saliency
hotspots are enlarged with a Gaussian distribution. Selecting three hotspots was deemed
a suitable general amount, as in most videos three hotspots seemed to cover most of
the salient objects. This is naturally untrue for sequences such as ‘PeopleOnStreet’ and
‘Traffic’ as they have the whole surface area littered with salient objects such as people
or cars. Having too many hotspots would only result in covering the whole surface area

with better quality, defeating the purpose of the algorithm.

The hotspot centers will remain at the best possible quality and when moving away from
the center, the quality slowly fades to the minimum quality value. The maximum delta-
QP value can be given with a command line option. The enlargement is done in a fashion
that the resulting area of good quality is large enough to cover the most sensitive cone

of HVS in case the viewer would be looking directly at the center of the hotspot.

The temporal aspect of saliency is also considered when BMS output is converted. The
salient areas from previous frames are added to the current frame with a linear reduction
based on the sequence frame rate. This causes the salient hotspots to fade smoothly as
to not cause sudden and distracting quality drops. A salient hotspot will completely fade
in one second unless it is refreshed in the next frame. The resulting map can be seen in

Figure 13. When compared with the raw BMS output, the delta-QP map contains the
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same three strongest hotspots in their enlarged form and also some temporal saliency

from previous frames.

e e 2w B b s W & W G
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Figure 13. Delta-QP map generated from BMS output.
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6. RESULTS

This chapter presents the performance evaluation results for the proposed methods. The
performance of VAQ was evaluated with objective tests and BMS with both objective and
subjective tests. In the case of VAQ, it was deemed that enabling the tool did not cause
enough visible difference for meaningful subjective testing. This conclusion was based
on mock subjective tests including 20 volunteers.

6.1 VAQresults

VAQ was tested with the Kvazaar encoder using the veryslow preset. Two different VAQ
implementations were tested: one which calculates variance based on luma channel only
and the other which includes the chroma channel variances in the calculation. The results
are tabulated in Table 6 and Table 7. Both versions of VAQ were tested against a
reference encoder with VAQ disabled. Strength 11 was used for the VAQ encodings to
tune for a better SSIM score. The AQ algorithms of x265 were also tested for comparison

purposes. The results for each AQ mode are tabulated in Table 8 and Table 9.

Both versions of the VAQ implementation improve SSIM in all classes, except the hevc-
E class. Since hevc-E class contains videos with high amount of flat colored background,
the VAQ algorithm emphasizes flat regions too strongly. This causes the more complex
areas to be encoded with less bits than needed, causing the drop in objective metrics.
On the test set as a whole, the luma and chroma versions improved SSIM BD-BR by
2.85% and 3.03%, respectively. However, whereas the SSIM score mostly improves,
both PSNR and VMAF suffer. The luma version degraded PSNR and VMAF BD-BR by
4.05% and 5.11%, respectively, and the degradations for chroma version were 3.75%

and 4.62%, respectively

The impact on encoding speed is quite significant for both versions. The luma and
chroma versions degrade the encoding speed by x0.78 and x0.86, respectively. The
greatest impact is on the hevc-E class with speeds, x0.61 and x0.69, respectively. In
theory, the luma-version should be faster since it performs less calculations, but the
chroma version had better speeds on average. This can be explained due to the fact that
quantization affects the intra- and inter-search decision process in Kvazaar. Therefore,

difference in quantization can lead to differing encoding times.
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Table 6. Results for VAQ luma-channel only implementation.

BD-BR BD-BR BD-BR
Class Sequence (PSNR) (SSIM) (VMAF) | Speedup
PeopleOnStreet 2.01% -3.90% 2.41% x0.81
hevc-A Traffic 1.91% -5.37% 5.06% x0.74
Total 1.96% -4.64% 3.74% x0.77
BasketballDrive 5.00% -6.10% 5.52% x0.77
BQTerrace 11.35% -3.46% 12.88% x0.57
heve-B Cactus 6.05% -2.45% 6.01% x0.65
Kimonol 3.47% -1.83% 7.83% x0.71
ParkScene 1.98% -4.06% 3.30% x0.71
Total 5.57% -3.58% 7.11% x0.68
BasketballDrill -1.06% -9.53% 1.87% x0.89
BQMall 1.90% -2.32% 1.97% x0.83
hevc-C PartyScene 1.34% -1.58% 1.16% x0.85
RaceHorses 2.54% -4.08% 3.88% x0.84
Total 1.18% -4.38% 2.22% x0.86
BasketballPass -0.10% -5.50% 1.29% x0.92
BlowingBubbles 0.53% -1.20% 1.04% x0.86
hevc-D BQSquare 3.32% -5.99% 4.03% x0.84
RaceHorses 1.62% -3.73% 3.99% x0.90
Total 1.34% -4.11% 2.59% x0.88
FourPeople 4.34% 0.40% 5.27% x0.74
heve-E Johnny 17.85% 5.16% 23.59% x0.50
KristenAndSara 14.87% 3.98% 14.11% x0.58
Total 12.35% 3.18% 14.32% x0.61
BasketballDrillText -0.12% -8.15% 1.18% x0.88
ChinaSpeed 7.94% -0.49% 4.10% x0.81
hecv-F SlideEditing 0.68% 0.40% 0.67% x0.95
SlideShow 1.66% -2.97% 1.17% x0.84
Total 2.54% -2.80% 1.78% x0.87
Grand Total 4.05% -2.85% 5.11% x0.78

Overall, when compared with each other, the chroma-version produced slightly better
results with all metrics than the luma-version. Compared with the luma-version, the
chroma-version improves SSIM and PSNR with all classes except hevc-C class which
has a minor drop in PSNR and SSIM and a slight improvement in VMAF.



Table 7. Results for VAQ with chroma-channels included.
BD-BR BD-BR BD-BR
Class Sequence (PSNR) (SSIM) (VMAF) | Speedup
PeopleOnStreet 1.83% -3.98% 2.18% x0.91
hevc-A Traffic 1.66% -5.48% 4.84% x0.85
Total 1.74% -4.73% 3.51% x0.88
BasketballDrive 4.34% -6.84% 4.69% x0.84
BQTerrace 10.00% -4.09% 11.51% x0.64
heve-B Cactus 5.71% -2.48% 5.66% x0.73
Kimonol 2.99% -2.10% 7.25% x0.81
ParkScene 1.70% -4.20% 2.93% x0.82
Total 4.95% -3.94% 6.41% x0.77
BasketballDrill -1.09% -9.28% 1.46% x0.97
BQMall 1.68% -2.44% 1.79% x0.93
hevc-C PartyScene 1.24% -1.46% 1.17% x0.95
RaceHorses 2.85% -3.64% 3.76% x0.92
Total 1.17% -4.21% 2.04% x0.94
BasketballPass -0.19% -5.88% 1.22% x1.02
BlowingBubbles 0.48% -1.02% 0.74% x0.95
hevc-D BQSquare 3.27% -5.93% 4.25% x0.94
RaceHorses 1.63% -3.93% 3.60% x0.99
Total 1.30% -4.19% 2.45% x0.97
FourPeople 4.10% 0.32% 5.05% x0.83
heve-E Johnny 16.38% 4.72% 21.46% x0.58
KristenAndSara 13.62% 3.44% 11.62% x0.67
Total 11.36% 2.83% 12.71% x0.69
BasketballDrillText 0.00% -8.50% 0.82% x0.95
ChinaSpeed 8.08% -0.98% 4.16% x0.87
hevc-F SlideEditing 0.41% 0.09% 0.40% x0.96
SlideShow 1.89% -2.94% 1.03% x0.90
Total 2.59% -3.08% 1.60% x0.92
Grand Total 3.75% -3.03% 4.62% x0.86
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The comparison for x265 AQ modes were run on veryslow preset against a reference
with AQ disabled. The default AQ mode of x265 (mode 2) is able to improve SSIM without

a significant impact on VMAF.
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Table 8. Results for x265 AQ modes 1 and 2.
Mode 1: AQ enabled

Class BD-BR (PSNR) BD-BR (SSIM) BD-BR (VMAF) Speedup
hevc-A 3.39% -7.97% 6.24% x1.05
hevc-B 3.98% -5.29% 5.35% x1.01
heve-C 3.87% -4.89% 4.17% x1.05
hevc-D 3.59% -8.61% 5.41% x1.08
hevc-E 8.35% 2.22% 10.29% x1.00
hevc-F 15.38% 1.99% 12.58% x1.01

Total 6.50% -3.72% 7.21% x1.03

Mode 2: AQ with auto variance

Class BD-BR (PSNR) BD-BR (SSIM) BD-BR (VMAF) Speedup
hevc-A -0.38% -7.12% 0.97% x0.99
hevc-B 0.02% -4.78% 0.29% x0.96
hevc-C 0.51% -4.72% 0.30% x0.98
hevc-D 0.71% -6.98% 1.11% x0.99
hevc-E 1.84% -1.26% 2.53% x0.96
hevc-F 1.91% -4.08% 0.44% x0.98

Total 0.79% -4.77% 0.83% x0.98

Although the degradation of PSNR BD-BR of the Kvazaar implementation can be
ignored, the degradation of VMAF BD-BR is concerning. As shown with the x265 tests,
the implementation should not affect VMAF scores severely. The Kvazaar
implementation may be lacking in some aspects, or the surrounding encoder structures
do not react well to the changes made to the quantization by the VAQ algorithm. The
disparity could also be explained by the differences found in the presets of Kvazaar and
X265.
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Table 9. Results for x265 AQ modes 3 and 4.
Mode 3: AQ with auto variance and dark scene bias
Class BD-BR (PSNR) BD-BR (SSIM) BD-BR (VMAF) Speedup
hevc-A 0.76% -8.31% 2.27% x0.98
hevc-B 0.83% -5.78% 0.97% x0.94
hevc-C 1.52% -5.22% 1.06% x0.97
hevc-D 1.71% -7.86% 2.39% x0.99
hevc-E 3.40% -0.78% 3.85% x0.95
hevc-F 9.16% 0.45% 7.72% x0.97
Total 2.97% -4.47% 2.98% x0.97
Mode 4: AQ with auto variance and edge information
Class BD-BR (PSNR) BD-BR (SSIM) BD-BR (VMAF) Speedup
hevc-A 4.65% -8.56% 7.26% x1.07
hevc-B 7.25% -4.21% 8.12% x1.02
hevc-C 6.54% -3.79% 6.85% x1.07
hevc-D 5.11% -8.90% 6.70% x1.11
hevc-E 10.38% 2.74% 11.71% x1.01
hevc-F 6.01% -4.37% 3.24% x1.02
Total 6.70% -4.46% 7.16% x1.05

The optimal strength for VAQ is heavily dependent on video content. In general sense,

strength 11 produces best SSIM results when averaged over the whole test set. When
looked at a per class basis in Table 10, the results are somewhat different as some
classes prefer stronger VAQ with some individual test sequences gaining over 10%
improvement in SSIM BD-BR. For example, all test sequences with basketball content
favor a stronger VAQ strength. On the other hand, all class-E videos with video
conferencing content suffer from a strong VAQ strength. One factor driving this disparity
may be camera movement, as most of the basketball sequences contain camera
movement whereas the video conferencing sequences have a static camera. These facts

indicate that a content adaptive strength selector could improve the VAQ performance

significantly.
Table 10. Optimal VAQ strength per video class.
BD-BR BD-BR BD-BR
Class Strength | (PSNR) (SSIM) (VMAF)
hevc-A 16 4.61% -5.38% 6.98%
hevc-B 11 4.95% -3.94% 6.41%
hevc-C 20 4.74% -5.65% 5.98%
hevc-D 20 4.37% -5.86% 6.45%
hevc-E 5 2.94% -0.17% 3.89%
hevc-F 19 7.37% -3.40% 6.04%




39

Based on the individual test sequence results, it would seem that VAQ works really well
with content with flat colored but somewhat textured surfaces such as the basketball
courtroom floors and walls in the basketball sequences. Instead, the VAQ algorithm
works poorly on content with untextured, flat colored surfaces found in the video
conferencing content, namely the ‘Johnny’ and ‘KristenAndSara’ sequences. Both
aforementioned sequences have a lot of surface area covered with a flat blue colored

wall.

6.2 BMS results

The delta-QP maps generated with the BMS output was compared with the maps
generated from gaze data of actual human subjects. The overall difference is shown as
the MSE of delta-QP values of each CTU, tabulated in Table 11. Lower MSE means
better correlation. The comparison was made on delta-QP maps with a value scale in
range [0, 10]. Therefore, the maximum error between the delta-QP values of two CTUs
is 10 and if all CTUs had maximum error, the MSE would be 100.

Table 11. Delta-QP map comparison.

Class Sequence MSE
PeopleOnStreet 7.60
Traffic 15.32
BasketballDrive 12.44
BQTerrace 16.30
hevc-B Cactus 14.11
Kimonol 8.19

ParkScene 15.69
BasketballDrill 11.71
BQMall 16.80

PartyScene 17.28
RaceHorses_832x480 12.41
BasketballPass 13.09
hevc-D BlowingBubbles 10.99
BQSquare 19.75
FourPeople 14.84
hevc-E Johnny 9.73
KristenAndSara 11.54
BasketballDrill Text 16.36
ChinaSpeed 18.51
SlideEditing 17.25
SlideShow 11.79

hevc-A

hevc-C

hevc-F
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The BMS test encodings were done with the veryslow preset with extra options --owf=0
--no-early-skip to diminish possibility of coding artifacts. RC was enabled to quarantee
similar file sizes as the reference encodings. The BMS enabled encoding was tested with
two strength settings, 5 and 10. Answers were collected from a total of 416 participants
of which 31 failed to answer the verification questions correctly. From the 385 valid

participants, a total of 3850 pair-wise judgements were collected.

Rank

strength

Figure 14. Overall score for BMS with two strength settings.

The overall result with the Bradley-Terry model is depicted in Figure 14 and the raw data
on pair-wise judgements is tabulated in Table 12 and Table 13. Scores grouped by
quality parameters are tabulated in Table 14. In the tables, the GT column tells how many
times the ground-truth encoding was selected the better alternative and the BMS column
vice-versa. The x column tells how many participants could not pick either as the better
encoding. The score column is the ground-truth answers subtracted from the BMS

answers, the unsure answers being ignored in the final score value.

The overall results for BMS were poor as neither strength setting provided clearly better
perceived quality than the reference encoding. In many cases, perceived quality was
degraded. The rank scores obtained from the Bradley-Terry model for reference,
strength 5 and strength 10 were 0.21+0.0, 0.20+0.09 and 0.09+0.09, respectively. Even
though the error margins are large, a trend can be seen between the two strength
settings as the higher strength setting produces clearly worse results than the lower one,
which produces nearly the same quality as the reference. The relatively high amount of

unsure answers causes the high error margins. There can not be seen any meaningful
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correlation between video class and score either, as most classes contained both high

and low score test sequences.

However, some trends emerge from the otherwise fluctuating data. Generally, the BMS
encodings had better results on test cases with lower base quality and the weaker
strength setting worked better for most sequences. The amount of unsure answers

remains roughly at one third on all base quality levels.

Table 12. Total pair-wise judgements for BMS strength 5.

Sequence GT X BMS Score
BasketballDrill 32 20 43 11
BasketballDrillText 35 27 34 -1
BasketballDrive 31 25 31 0
BasketballPass 32 29 24 -8
BlowingBubbles 28 20 39 11
BQMall 24 26 37 13
BQSquare 49 22 34 -15
BQTerrace 26 24 30 4
Cactus 46 19 31 -15
ChinaSpeed 41 17 32 -9
FourPeople 36 26 32 -4
Johnny 31 41 27 -4
Kimonol 34 22 34 0
KristenAndSara 30 33 25 -5
ParkScene 38 27 30 -8
PartyScene 33 15 39 6
RaceHorses_416x240 28 19 34 6
RaceHorses_832x480 43 18 38 -5
SlideEditing 31 38 35 4
SlideShow 29 26 31 2
Traffic 27 32 32 5
Total 704 526 692 -12

The high amount of unsure answers indicate that the technique does not generate
enough perceived difference in many sequences. In many cases, the ratio of unsure
answers is over one third, e.g., the ‘Johnny’ sequences which had an especially high

amount of such answers (77 out of the total 197 for both strength settings).

From the irregular data, it is difficult to tell which individual sequences benefitted (or
suffered) the most from the BMS algorithm. A general trend was established that the
stronger strength setting worked poorly overall, but some sequences seemed to benefit
from it, e.g., the ‘BQSquare’ sequence which had the largest benefit on the stronger

setting and the worst degradation on the lower setting.
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Table 13. Total pair-wise judgements for BMS strength 10.

Sequence GT X BMS Score
BasketballDrill 36 27 34 -2
BasketballDrillText 49 18 26 -23
BasketballDrive 38 18 32 -6
BasketballPass 42 23 20 -22
BlowingBubbles 32 19 37 5
BQMall 34 21 31 -3
BQSquare 35 21 48 13
BQTerrace 31 19 28 -3
Cactus 38 21 38 0
ChinaSpeed 37 25 29 -8
FourPeople 47 25 23 -24
Johnny 32 36 30 -2
Kimonol 34 27 28 -6
KristenAndSara 38 31 22 -16
ParkScene 40 24 31 -9
PartyScene 41 18 27 -14
RaceHorses_416x240 23 29 29 6
RaceHorses_832x480 39 28 40 1
SlideEditing 38 32 33 -5
SlideShow 26 33 27 1
Traffic 29 33 28 -1
Total 759 528 641 -118

Table 14. Scores grouped by quality parameter.

Strength 5
BPP GT X BMS Score
0.05 183 122 191 8
0.1 167 147 169 2
0.15 178 122 170 -8
0.2 176 135 162 -14

Strength 10

BPP GT X BMS Score
0.05 185 131 183 -2
0.1 184 129 164 -20
0.15 199 142 142 -57
0.2 191 126 152 -39

The objective evaluation results are tabulated in Table 15 and Table 16. Similarly to the
subjective results, the stronger BMS strength caused clear distortion according to all
metrics, whereas the weaker strength caused mixed results. For all classes except class-
B, the weaker strength was able to improve VMAF BD-BR. The SSIM BD-BR improved
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slightly in classes C, D and F, though the improvement was miniscule. Surprisingly, there

was also miniscule improvement in PSNR BD-BR in classes C and D.

The BMS implementation can achieve roughly half the speed of the reference and there
was no meaningful difference between the speeds of different strength settings. The
overall speed degradation for strengths 5 and 10 was x0.51 and x0.52, respectively.

Table 15. Objective results for BMS strength 5.

BD-BR BD-BR BD-BR
Class Sequence (PSNR) (SSIm) (VMAF) | Speedup
PeopleOnStreet -2.51% -0.20% -7.20% x0.40
hevc-A Traffic 7.53% 10.45% 0.31% x0.40
Total 2.51% 5.12% -3.45% x0.40
BasketballDrive 4.85% 5.67% 4.56% x0.60
BQTerrace 8.36% -4.79% 19.67% x0.45
heve-B Cactus 9.01% 8.58% 17.65% x0.46
Kimonol 2.49% 3.55% -2.72% x0.50
ParkScene 2.60% 2.51% 3.69% x0.41
Total 5.46% 3.10% 8.57% x0.48
BasketballDrill 2.08% 3.90% -1.33% x0.54
BQMall 0.97% -0.37% -1.03% x0.54
hevc-C PartyScene -4.73% -6.61% -0.02% x0.51
RaceHorses -0.26% 0.22% -4.66% x0.53
Total -0.49% -0.71% -1.76% x0.53
BasketballPass 2.66% 3.44% 1.85% x0.69
BlowingBubbles -1.28% -5.37% -1.97% x0.63
hevc-D BQSquare -0.98% -3.55% -1.13% x0.67
RaceHorses -0.90% 0.73% -4.27% x0.64
Total -0.12% -1.19% -1.38% x0.66
FourPeople 7.06% 8.01% 0.66% x0.50
heve-E Johnny 4.44% 13.11% | -13.55% x0.50
KristenAndSara 2.99% 9.36% -5.02% x0.48
Total 4.83% 10.16% -5.97% x0.49
BasketballDrill Text 0.19% 0.83% -0.98% x0.53
ChinaSpeed -0.76% -3.99% -5.68% x0.49
hevc-F SlideEditing -0.53% -3.08% -5.22% x0.42
SlideShow 3.00% -4.57% -6.13% x0.32
Total 0.48% -2.70% -4.50% x0.44
Grand Total 2.10% 1.72% -0.57% x0.51




Table 16. Objective results for BMS strength 10.
BD-BR BD-BR BD-BR
Class Sequence (PSNR) (SSIM) (VMAF) | Speedup
PeopleOnStreet 2.92% 12.15% -8.38% x0.40
hevc-A Traffic 53.03% | 71.45% | 27.07% x0.43
Total 27.97% | 41.80% 9.35% x0.41
BasketballDrive 21.55% 22.29% 17.38% x0.61
BQTerrace 41.32% 12.68% | 73.56% x0.46
heve-B Cactus 46.22% | 44.33% | 67.84% x0.48
Kimonol 24.94% | 28.21% 8.22% x0.51
ParkScene 36.18% | 43.88% | 29.40% x0.42
Total 34.04% | 30.28% | 39.28% x0.50
BasketballDrill 22.22% | 32.09% 8.79% x0.52
BQMall 21.76% 24.06% 8.78% x0.55
hevc-C PartyScene 12.48% 13.80% 16.55% x0.52
RaceHorses 10.28% 14.00% -2.07% x0.52
Total 16.68% | 20.99% 8.01% x0.53
BasketballPass 16.92% | 21.91% 11.38% x0.70
BlowingBubbles 17.25% 15.22% 7.98% x0.62
hevc-D BQSquare 24.50% 23.65% 22.03% x0.69
RaceHorses 7.78% 15.44% -2.16% x0.62
Total 16.61% | 19.05% 9.81% x0.66
FourPeople 63.96% | 61.93% | 47.25% x0.50
heve-E Johnny 32.77% | 45.80% -3.91% x0.52
KristenAndSara 40.00% 54.66% 17.36% x0.48
Total 45.58% | 54.13% | 20.24% x0.50
BasketballDrillText 17.06% 26.96% 6.55% x0.53
ChinaSpeed 4.82% 0.41% -4.74% x0.49
hevc-F SlideEditing - - - x0.44
SlideShow 10.76% -1.35% | -10.18% x0.36
Total 10.88% 8.67% -2.79% x0.46
Grand Total 25.18% | 27.79% | 16.13% x0.52
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In the BMS strength 10 table, the BD-BR for the ‘SlideEditing’ sequence could not be
calculated due to irregular BD-curve shapes and is omitted from the results.
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7. CONCLUSIONS

In this chapter, the conclusions for this work are presented. In Section 7.1, the viability
of both VAQ and BMS is commented on. The future possibilities and paths to

improvement is discussed in Section 7.2.

7.1 Viability of VAQ and BMS

Based on the objective test results, the current implementation of VAQ can be used as
a tuning tool to improve the SSIM metric since even on the lower strength settings, it
degrades both PSNR and VMAF BD-BR. In a general sense, the sweet spot for VAQ
strength is at 11 where the gain in SSIM BD-BR is at its peak value of -3.03%. After that,
also SSIM starts to drop. Some test sequences benefit more from VAQ than others, even
on higher strength settings, implicating that content adaptive strength selection may be
an option to consider. Until further improvements are made, higher strength settings
should be avoided as they are highly likely to degrade the perceived quality. The overall
BD-BR values for the VAQ implementation were, 3.75%, -3.03% and 4.62%, for PSNR,
SSIM and VMAF, respectively.

The encoding speed degradation caused by VAQ is significant enough to deter its usage
on high speed presets. The tool works best on low speed, high quality presets, where
the increased complexity is not an issue. Overall, the VAQ implementation degrades the

speed compared with the reference by x0.86.

According to the subjective test results, assisting encoding with the BMS gaze point
estimation does not seem viable. Since the algorithm uses a significant amount of
computing power with a speed degradation of roughly x0.52 without providing clearly
visible quality improvements, its use in its current state cannot be justified. The test
results indicate that the method does not generate enough subjective quality
improvement to be considered useful. This can be clearly seen as the number of unsure
answers were extremely high in the results. The overall score for BMS assisted encoding

at strengths 5 and 10 were -12 and -118, respectively.

However, according to the objective results, there may be marginal use for BMS in tuning
VMAF scores as some sequences gained a slight boost in VMAF BD-BR when a weaker
strength setting was used. It should be noted that there were also sequences, e.g., the

‘BQTerrace’ sequence, which suffered severely on both strength settings.
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7.2 Future work

Based on the results of objective and subjective testing, there is room for improvement.
The VAQ algorithm in particular could become a very useful tool if its implementation can
be brought to the same level as its x265 counterpart. Due to the weak performance of
the BMS assisted encoding, it is questionable whether further resources should be
allocated on improving it.

7.2.1 Possible ways of improving VAQ

There are several ways VAQ could be further improved. Based on tests for finding the
optimal VAQ strength parameter, it was found that the optimal strength depends heavily
on the video content. Therefore, by making the VAQ strength selection content adaptive,
instead of using the same parameter for all test sequences, the performance of VAQ
could be improved. The main issue with this approach is finding the content
characteristics which would algorithmically drive the strength adaptation. A machine
learning approach could be viable but would require more training material than the

common HEVC test set contains.

Based on the tests done on x265 AQ modes, it should be possible to improve the VAQ
implementation to diminish the negative impact on the VMAF score. This would require
finding the reasons why the Kvazaar implementation causes such degradation. For
example, how the algorithm interacts with other parts of the encoder, such as the RC,

should be explored more thoroughly.

7.2.2 Possible ways of improving BMS

Due to the overall poor performance of the BMS assisted encoding, it may be worthwhile
to explore the reasons for its low performance which may provide insight into whether
gaze point estimation is a viable technique at all. If the speed of the algorithm was
improved drastically, its usage could be justified with specific type of content as was

shown in the objective evaluation.

BMS requires a relatively high amount of processing power. Its speed can be improved
by reducing redundant calculations. For example, in the implementation described in this
thesis, the algorithm calculates saliency for every frame. Since there is a large amount
of redundancy in subsequent video frames, it is possible to reuse the saliency
calculations from previous frames, reducing the running time of the BMS tool drastically.
This will naturally affect the accuracy of the tool depending on how frequently the
calculations are performed. The need for calculations could also be driven by the

encoder itself. For example, in the case of a scene cut, the encoder could request a
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recalculation before the next scheduled calculation. This behavior would naturally require

some complexity to be added to the encoder itself.

7.2.3 Other subjective quality methods worth investigating
As distortion under the JND threshold is imperceivable to the HVS, a JND model driven

quantization scheme is a concept worth exploring. As JND models already exist [21], a
similar model could be incorporated into an encoder to drive quantization, possibly

working along or completely replacing other AQ methods.

A simple center-bias method could possibly be used to improve quality in the central
areas of videos, where the interesting content is usually focused. It has been shown that
many saliency models incorporate a central bias in order to improve overall performance
[45]. This kind of method would naturally work poorly with content which has interesting
elements near the screen edges. Examples of such content include sports broadcasts,
which often have scores and other text elements near the top and bottom of the screen,
and video gaming content which often has heads-up display elements near the screen
edges.

A hardware assisted approach to quality improvement could also be a viable as
presented in [9]. Naturally, this kind of technique would be limited to use cases with real-
time encoding, such as video conferencing, since eye tracking data can only be used
during encoding. Another drawback would be the requirement of physical hardware,
such as eye tracking equipment. The tracking could be arguably made to work with more
common hardware like web cameras. A gaze point estimation based on web camera
feed will not be as accurate as output from dedicated eye tracking hardware, but may be
cheap and accurate enough for the purpose of quality enhancement.
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APPENDIX A: PAIR-WISE JUDGEMENTS FOR
BMS STRENGTH 5

BPP 0.05 BPP 0.1
Sequence GT X BMS Score GT X BMS Score
BasketballDrill 6 2 15 9 7 8 15 8
BasketballDrill Text 8 4 12 4 10 11 7 -3
BasketballDrive 9 4 9 0 6 8 7 1
BasketballPass 9 11 4 -5 9 4 5 -4
BlowingBubbles 4 4 14 10 8 5 13 5
BQMall 6 6 9 3 6 5 8 2
BQSquare 14 3 12 -2 10 7 12 2
BQTerrace 10 6 9 -1 5 6 6 1
Cactus 11 4 11 0 12 7 7 -5
ChinaSpeed 11 5 11 0 13 5 6 -7
FourPeople 8 10 7 -1 9 7 4 -5
Johnny 9 9 4 -5 4 10 8 4
Kimono1l 11 6 9 -2 6 8 6 0
KristenAndSara 5 9 5 0 11 8 4 -7
ParkScene 11 3 7 -4 7 8 12 5
PartyScene 8 1 11 3 6 6 10 4
RaceHorses_416x240 7 7 8 1 5 2 10 5
RaceHorses_832x480 13 3 12 -1 11 7 7 -4
SlideEditing 8 13 7 -1 10 10 6 -4
SlideShow 6 5 8 2 4 9 8 4
Traffic 9 7 7 -2 8 6 8 0
Total| 183 122 191 8 167 147 169 2
BPP 0.15 BPP 0.2
Sequence GT X BMS Score GT X BMS Score
BasketballDrill 9 5 9 0 10 5 4 -6
BasketballDrill Text 7 4 10 3 10 8 5 -5
BasketballDrive 9 8 5 -4 7 5 10 3
BasketballPass 6 7 10 4 8 7 5 -3
BlowingBubbles 10 5 5 -5 6 6 7 1
BQMall 8 8 10 2 4 7 10 6
BQSquare 9 5 2 -7 16 7 8 -8
BQTerrace 6 4 8 2 5 8 7 2
Cactus 13 4 6 -7 10 4 7 -3
ChinaSpeed 10 3 8 -2 7 4 7 0
FourPeople 7 4 11 4 12 5 10 -2
Johnny| 10 13 5 -5 8 9 10 2
Kimono1l 9 2 10 1 8 6 9 1
KristenAndSara 9 7 9 0 5 9 7 2
ParkScene 10 11 7 -3 10 5 4 -6
PartyScene 11 4 8 -3 8 4 10 2
RaceHorses_416x240 7 4 9 2 9 6 7 -2
RaceHorses_832x480 8 3 11 3 11 5 8 -3
SlideEditing 7 7 12 5 6 8 10 4
SlideShow 8 4 7 -1 11 8 8 -3
Traffic 5 10 8 3 5 9 9 4
Total| 178 122 170 -8 176 135 162 -14




APPENDIX B: PAIR-WISE JUDGEMENTS FOR
BMS STRENGTH 10

BPP 0.05 BPP 0.1
Sequence GT X BMS Score GT X BMS Score

BasketballDrill 11 5 8 -3 13 9 8 -5
BasketballDrill Text 14 3 6 -8 12 9 6 -6
BasketballDrive 10 5 7 -3 8 5 9 1
BasketballPass 8 9 6 -2 11 2 5 -6
BlowingBubbles 11 2 8 -3 8 6 12 4
BQMall 8 5 9 1 7 4 7 0

BQSquare 6 5 17 11 11 4 13 2
BQTerrace 10 8 5 -5 8 2 5 -3

Cactus| 11 5 10 -1 7 6 13 6
ChinaSpeed 16 3 8 -8 7 8 9 2
FourPeople 10 9 6 -4 14 2 5 -9
Johnny 7 9 7 0 7 5 8 1

Kimono1 9 7 9 0 8 7 6 -2
KristenAndSara 7 7 6 -1 11 7 6 -5
ParkScene 9 7 6 -3 12 6 10 -2
PartyScene 6 3 12 6 10 5 5 -5
RaceHorses_416x240 5 9 9 4 5 5 7 2
RaceHorses_832x480 4 9 17 13 6 10 8 2
SlideEditing] 10 7 12 2 8 10 7 -1
SlideShow| 7 6 5 -2 5 9 8 3

Traffic 6 8 10 4 6 8 7 1
Total| 185 131 183 -2 184 129 164 -20

BPP 0.15 BPP 0.2
Sequence GT X BMS Score GT X BMS Score

BasketballDrill 8 8 8 0 4 5 10 6
BasketballDrill Text 12 4 4 -8 11 2 10 -1
BasketballDrive 11 4 8 -3 9 4 8 -1
BasketballPass 12 8 3 -9 11 4 6 -5
BlowingBubbles 7 8 7 0 6 3 10 4
BQMall 10 7 9 -1 9 5 6 -3

BQSquare 6 4 8 2 12 8 10 -2
BQTerrace 5 6 8 3 8 3 10 2

Cactus 10 6 8 -2 10 4 7 -3
ChinaSpeed 6 7 8 2 8 7 4 -4
FourPeople 12 4 5 -7 11 10 7 -4
Johnny| 10 11 8 -2 8 11 7 -1

Kimono1 7 6 9 2 10 7 4 -6
KristenAndSara 11 10 5 -6 9 7 5 -4
ParkScene 10 6 10 0 9 5 5 -4
PartyScene 18 4 1 -17 7 6 9 2
RaceHorses_416x240 7 8 6 -1 6 7 7 1
RaceHorses_832x480 15 5 8 -7 14 4 7 -7
SlideEditing 11 6 8 -3 9 9 6 -3
SlideShow! 4 10 5 1 10 8 9 -1

Traffic 7 10 6 -1 10 7 5 -5
Total| 199 142 142 -57 191 126 152 -39




