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ABSTRACT 

Topi Miekkala: 3D object detection using lidar point clouds and 2D image object detection 

Master of Science Thesis 

Tampere University 

Automation Engineering 

May 2021 
 

 
 
This master thesis is about the environmental sensing of an automated vehicle, and its ability 

to recognize objects of interest such as other road users including pedestrians and other vehicles. 
Automated driving is a popular and growing field of research, and the continuous increase in the 
demand of self-driving vehicles requires manufacturers to constantly improve the safety and en-
vironmental sensing capabilities of their vehicles. Deep learning neural networks and sensor data 
fusion are significant tools in the development of detection algorithms of automated vehicles. 

 
This thesis presents a method combining neural networks and sensor data fusion to implement 

3D object detection into a self-driving car. The method uses an onboard camera sensor and a 
state of the art 2D image object detector YOLO v4, combining its detections with the data of a 
lidar sensor, which produces dense point clouds of its environment. These point clouds can be 
used to estimate distances and locations of surrounding targets. Using inter-sensor calibration 
between the camera and the lidar, the 3D points outputted by the lidar can be projected on a 2D 
image, therefore allowing the 3D location estimation of 2D objects detected in an image. 

 
The thesis first presents the research questions and the theoretical methods used to imple-

ment the algorithm. Some background on automated driving is also presented, followed by the 
specific research environment and vehicle used in this thesis. The thesis also presents the soft-
ware implementations and vehicle system integration steps needed to implement everything into 
a self-driving car to achieve a real-time 3D object detection system. The results of this thesis show 
that using sensor data fusion, such a system can be integrated fully into a self-driving vehicle, 
and the processing times of the algorithm can be kept at a real-time rate. 
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Tämän diplomityön aiheena on kehittää automatisoidulle autolle menetelmä, jonka avulla se 

voi havainnoida ympäristöään, ja siinä liikkuvia muita tienkäyttäjiä kuten jalankulkijoita ja muita 
ajoneuvoja. Lisäksi työ käsittelee tälläisen sovelluksen integraatiota oikeaan automatisoituun au-
toon. Automatisoitu ajaminen on suosittu ja kasvava tutkimuksen ala, ja itseohjautuvien ajoneu-
vojen kasava kysyntä vaatii valmistajia luomaan jatkuvasti parempia turvalisuusominaisuuksia 
ajoneuvoihinsa. Syväoppiminen, neuroverkot ja sensoridatafuusio ovat merkittäviä menetelmiä 
tällaisten ajoneuvojen kehityksessä. 

 
Tässä työssä esitellään menetelmä, joka yhdistää neuroverkot ja anturidatafuusion saavut-

taakseen 3D-objektintunnistuksen automatisoidussa autossa. Menetelmä hyödyntää ajoneuvon 
kamerasensoria, 2D-objektitunnistinta nimeltä YOLO v4, sekä ajoneuvon lidar-anturia, joka tuot-
taa ympäristöstään tiheän pistepilven jonka avulla voidaan arvioida esimerkiksi ympäröivien koh-
teiden etäisyyttä ja sijaintia. Anturien välisen kalibroinnin avulla lidarin tuottamat 3D-pisteet voi-
daan projisoida 2D-kuvaan, minkä avulla voidaan arvioida 2D-kuvassa havaittujen objektien si-
jaintia ympäröivässä 3D-tilassa, jota lidar-anturi havainnoi. 

 
Tämä työ esittelee aluksi tutkimuskysymykset sekä teoreettiset menetelmät, joihin esiteltävä 

järjestelmä perustuu. Lisäksi esitellään taustatietoa automaisoidusta ajamisesta, ja tässä työssä 
käytetystä tutkimusympäristöstä ja tutkimusajoneuvosta. Työssä esitellään myös suunnitellun jär-
jestelmän vaatimat ohjelmistot, sekä ajoneuvointegraation vaiheet, jonka avulla saavutetaan ajo-
neuvossa toimiva järjestelmä, joka kykenee reaaliaikaiseen 3D-objektintunnistukseen. Työn tu-
lokset osoittavat, että anturidatafuusion avulla on mahdollista integroida tällainen järjestelmä ko-
konaisuudessaan automatisoituun ajoneuvoon, ja lisäksi algoritmin prosessointiajat voidaan pitää 
reaaliaikaisina. 

 
 
Avainsanat: 3D objektintunnistus, anturidatafuusio, neuroverkot, automatisoitu auto 
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1. INTRODUCTION 

1.1 Motivation 

Autonomous vehicles are a quickly evolving field of industry. Demand is increasing on 

self-driving transport applications, which are gradually getting more common and replac-

ing human-operated vehicles. With increasing amounts of self-driving vehicles getting 

integrated into everyday use, the question of safety becomes a major issue. A self-driving 

car should be aware of its continuously changing surroundings, especially in busy urban 

environments. In these areas the vehicle can be surrounded by several pedestrians, cy-

clists, and other vehicles. These environments are challenging even to a human driver 

because of the narrow spaces and unexpected behavior of other road users. This means 

that an automated vehicle must have extremely accurate methods to detect the sur-

rounding road users, constantly estimate possible scenarios and make resulting deci-

sions. 

When moving forward on a road, the most critical area of observation is the immediate 

frontal area of the vehicle. The vehicle has to be able to detect obstacles quickly and 

effectively to avoid accidents. Observing the wider surroundings helps the vehicle to es-

timate possible upcoming dangerous scenarios. A solution to the larger-scale observa-

tions is to use a lidar sensor (Light Detection and Ranging). A lidar sensor can be used 

to process the data so that the objects can be detected around the vehicle, and their 

motion estimated. The lidar sensor gives a large angular coverage, but the vehicle usu-

ally requires additional dedicated sensors for more reliable detection of obstacles. Lidars 

give a sparse point cloud of distance measurements. Since classification of the obstacles 

and gathering detailed information is crucial, an RGB camera can be used to provide 

high resolution data. Sensor data fusion means combining different types of data from 

different sensors to provide information that could not be obtained from a single sensor 

on its own. 

The data acquired from these sensors must be processed, so that the vehicle can detect 

and classify interesting object such as vulnerable road users and other vehicles. Deep 

neural network applications are a quickly evolving field of technology, and they offer sev-

eral solutions for recognizing interesting targets from sensor data. These networks are 

commonly used with image and video data, but networks have also been developed for 

lidar point cloud data. 
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1.2 Objectives and research questions 

In this thesis, a method of detecting and classifying objects in a 3D environment for self-

driving cars is introduced, and its usefulness evaluated. The method is based on 2D 

RGB image object detection, and lidar point cloud processing, while introducing sensor 

data fusion between these two data types. The goal is to use the detection result output 

from an image object detector, and combine it with 3D point clouds provided by a lidar. 

To achieve sensor data fusion, 2D neural network detection outputs’ 3D location can be 

estimated using accurate inter-sensor calibrations between a camera and a lidar. 

The first objective examined in this thesis is to implement an algorithm for directly map-

ping the 2D object detections to a 3D space and to evaluate it against a public dataset 

to examine its usability. The algorithm is also tested as a preprocessing method to im-

prove the performance of 3D neural networks. Third topic of research is the implemen-

tation of such and algorithm and the hardware and software related to it in an actual self-

driving vehicle. 

These general objectives form into three specific research questions. The first is, how 

well does a sensor data fusion algorithm combining lidar point clouds, and a state-of-the 

art neural network for recognizing objects from camera images, detect 3D objects in an 

automated vehicle environment? The second question is how are the detection accura-

cies and computation times of a state of the art lidar point cloud neural network affected, 

when using sensor data fusion techniques to preprocess the input data of the neural 

network? The third research question is what are the required configurations and optimi-

zations for software and hardware, to utilize a computationally heavy neural network data 

fusion system in low-power computational units and the varying sensor setup of a self-

driving vehicle? 

The presented research questions shall be answered using a software implementation 

of a data fusion algorithm for lidar point clouds and 2D image object recognition neural 

network. More precisely, the first two questions are answered by testing the implemented 

algorithm on a public autonomous driving dataset to verify its functionality. The third re-

search question will be answered by implementing the data fusion algorithm, along with 

the necessary sensor data collection, as a complete functional system in an actual self-

driving vehicle. 

This thesis will first present the theoretical background relevant to the research questions 

implementations. Then, background about autonomous driving is presented along with 

the research environment used in this thesis. After this, the proposed algorithm imple-

mentations and vehicle integration are presented, followed by description and results of 
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the evaluation. Finally, the conclusions and answers to the research questions are sum-

marized in the end. 
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2. METHODS FOR SENSOR DATA FUSION AND 
OBJECT DETECTION 

This chapter introduces the basic concepts of the methods and tools used in this thesis. 

The first part introduces fusion of camera and lidar sensor data. The second part de-

scribes neural networks applied to 2D image and 3D point clouds, and some more spe-

cific network models chosen for this thesis.  

2.1 Sensor data fusion 

Different types of sensors have their own strengths and weaknesses in sensing the sur-

rounding environment. An RGB camera is useful in observing things with clear visual 

features, for example, detecting and recognizing a traffic sign or telling the difference 

between colours of objects. However, a camera can be easily disturbed by poor lighting 

conditions. In comparison, lidar and radar sensors can observe physical objects even 

from long distances, but they usually provide only positional information about the sur-

roundings and reflection intensity information. 

Together, different types of sensor data yield information, which would not be available 

using just one sensor type on its own. RGB camera data is a common data type for 

detecting targets that stand out visually. In a large variety of applications, image data is 

analyzed with neural networks. Detection of vehicles, pedestrians and traffic signs is a 

common example in autonomous driving. A single camera and a neural network model 

can produce information about interesting targets detected in the image, but they cannot 

directly give accurate information about characteristics such as the distance of the target, 

or its 3D shape. With a stereo camera setup 3D information is obtained. Stereo camera 

sensing, however, is not as accurate and does not cover as long range as a lidar sensor. 

Another option for distance estimation of objects is an automotive radar sensor, which 

can detect obstacles from ranges of up to 300 meters [23]. Radars, however, have a 

limited field of view in horizontal and vertical directions compared to lidars. Two automo-

tive lidar sensors were chosen for this study for their accurate 3D environmental data 

with a broad field of view. Their output data was combined with camera imaging. The 

hardware is described in more detail in chapters 3.3 and 4.1. 
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2.1.1 Camera calibration 

Camera data can be combined with distance measuring sensors such as a lidar to pro-

duce more accurate information about detected targets. This, however, requires some 

knowledge about the intrinsic and extrinsic parameters of the camera. The process of 

determining these parameters is called camera calibration [7]. Calibration can be done 

for a single camera to find out the intrinsic parameters, which are used to correct distor-

tion in the image.  

To understand the intrinsic camera matrix, some basics of 2D image formation must be 

defined. A 2D image is a plane of 2D coordinates (𝑥, 𝑦) referred to as pixels. The pixels 

have numerical values representing colors, and the consistancy of the color values 

changes based on the type of the image. The 2D pixels in the image are generated from 

the surrounding 3D world perceived by the camera. The 3D world space can be defined 

with 3D coordinate points (𝑥, 𝑦, 𝑧). To transform the surrounding world space into a 2D 

image representation, a mathematical operation known as projection is applied. 

 Figure 1 shows the image projection operation for a pinhole camera model. To project 

points from a higher dimension to a lower one, specific operations must be applied to the 

points. A 2D point (𝑥, 𝑦) can be expressed also as (𝑥, 𝑦, 1) or in a generalized notation 

(𝑘𝑥, 𝑘𝑦, 𝑘) as a coordinate triplet. To change back to the original point from this notation, 

the first two coordinates can be divided by the third [35]. This can be generalized as 

[
𝑥
𝑦] = (

𝑘𝑥

𝑘
,
𝑘𝑦

𝑘
)     (1) 

Figure 1: Image projection on a plane [36] 
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and from this can be derived that any 2D points represented as triplets which have a 

common multiple 𝑘 are actually the same 2D point. This coordinate representation with 

an added extra coordinate is called the homogenous coordinate, and it is very important 

when projecting points from a higher dimension to a lower one. This principle of extend-

ing the Euclidean space to a projective space with homogenous coordinates can be ap-

plied to points of any dimension. 

Figure 1 shows an illustration of the image projection operation. The intrinsic camera 

parameters describe the geometric properties of the pinhole camera. They must be 

known to project the points to the image plane more accurately and are presented as 

𝐾 = [
𝑎𝑥 𝛾 𝑢0 0
0 𝑎𝑦 𝑣0 0

0 0 0 0

]    (2) 

where 𝑎𝑥 and 𝑎𝑦 represent the focal length in pixels, and they are calculated as  

𝑎𝑥 = 𝑓𝑚𝑥      (3) 

𝑎𝑦 = 𝑓𝑚𝑦      (4) 

where 𝑓 is the physical focal length (distance between the pinhole and image plane) of 

the camera, and 𝑚𝑥 and 𝑚𝑦 are the inverses of pixel size in the projection plane. In the 

intrinsic matrix 𝐾 the variable 𝛾 represents the skew between the 𝑥 and 𝑦 axis. 𝑢0 and 

𝑣0 represent the principal point which is ideally at the center of the image. 

When combining the data from a camera with another sensor data, knowing the pose of 

the camera in world space is critical. The transformation between the camera 3D coor-

dinates and world 3D coordinates is defined by these extrinsic parameters. The extrinsic 

parameters contain rotation matrix 𝑅 and translation vector 𝑇 which tells the location of 

world origin wrt. to the camera coordinate system. The extrinsic matrix is presented as 

𝑃 = [
𝑅3𝑥3 𝑇3𝑥1

01𝑥3 1
]
4𝑥4

.    (5) 

where 𝑅3𝑥3 is a rotation matrix representing the yaw, pitch and roll angular differences 

between the camera and the lidar. 𝑅3𝑥3 is written as  

𝑅3𝑥3 = 𝑅𝑧(𝛼)𝑅𝑦(𝛽)𝑅𝑥(𝛾)    (6) 

where 𝛼 is the yaw angle and 𝑅𝑧(𝛼) is the yaw rotation matrix which is 

𝑅𝑧(𝛼) = [
cos (𝛼) −sin (𝛼) 0
sin (𝛼) cos (𝛼) 0

0 0 1

],   (7) 

and 𝛽 is the pitch angle and 𝑅𝑦(𝛽) is the pitch rotation matrix which is  
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𝑅𝑦(𝛽) = [
cos (𝛽) 0 sin (𝛽)

0 1 0
−sin (𝛽) 0 cos (𝛽)

],   (8) 

and 𝛾 is the roll angle and 𝑅𝑥(𝛾) is the roll rotation matrix which is 

𝑅𝑥(𝛾) = [

1 0 0
0 cos (𝛾) −sin (𝛾)
0 sin (𝛾) cos (𝛾)

].   (9) 

𝑇3𝑥1 is the 3D translation vector between the camera and the lidar is  

𝑇3𝑥1 = [

𝑡𝑥
𝑡𝑦
𝑡𝑧

]      (10) 

2.1.2 Combining data from multiple lidars 

A sensor setup may contain multiple lidars, which are used to observe the same sur-

roundings. This results in more points in the point cloud, giving more accuracy to the 

detections in the surroundings. Combining the point clouds from separate lidar sensors 

requires a transformation matrix. The transformation can mean remapping the cloud of 

one sensor to the coordinate system of another sensor, or remapping the clouds of both 

sensors to some common coordinate system. 

In chapter 2.1.1 the concept of homogenous points was introduced. A homogenous 3D 

point can be remapped with a transformation matrix containing a desired rotation and 

translation for the point. The transformation is presented as 

[

𝑥′
𝑦′

𝑧′
1

] = [
𝑅p3𝑥3 𝑇p3𝑥1

01𝑥3 1
]𝑝4𝑥1    (11) 

where 𝑅𝑝3𝑥3 corresponds to eq. (6) and is the desired rotation for the point, 𝑇𝑝3𝑥1 corre-

sponds to eq. (10) and is the desired translation, and 𝑝4𝑥1 is the original point in homog-

enous notation. 

When combining the point clouds of two lidar sensors installed in a moving vehicle, the 

factor of time differences during data capture must be addressed. If the two lidars have 

a capture time difference of 0.05 seconds at a speed of 40 km/h, the shift error between 

the two point clouds even after precise coordinate transforms would still be slightly over 

0.56 meters. Therefore, the capture timestamps of the point clouds should be compared, 

and the point clouds corrected using inertial data from the vehicle together with these 

timestamps. The camera data must also be considered in the correction operation, since 

the eventual goal is the combination of the camera and lidar data. 
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2.1.3 Combining camera and lidar data 

To combine the useful information of a camera and a lidar, some connections between 

them must be defined. Their locations in the world coordinates should be known. The 

goal is to be able to know which pixels in a camera image correspond to a point in the 

3D point cloud of the lidar. This calibration can be achieved by manually selecting points 

from an image and a point cloud which correspond to each other.  

 

 

 

 

 

 

 

 

 

 

 

For accurate calibration, several correspondences must be selected. Then an algorithm 

is selected for estimating the intrinsic and extrinsic parameters of the camera. There are 

several iterative algorithms like these. Their result is a transformation matrix which can 

be used to project 3D points to 2D pixels, and also reproject 2D pixels to 3D coordinates 

[9]. A 3D point can be projected to a pixel with the equation 

𝑠 [
𝑢
𝑣
1
] = 𝐾[𝑅c3𝑥3 𝑇c3𝑥1] [

𝑋
𝑌
𝑍
1

]   (12) 

where 𝐾 is an intrinsic matrix from eq. (3), 𝑅𝑐3𝑥3 is the rotation from lidar to camera 

corresponding to eq. (6), 𝑇𝑐3𝑥1 is the translation from lidar to camera corresponding to 

eq. (10), 𝑢 and 𝑣 are the projected pixel coordinates, and 𝑠 is a scaling factor. 

As explained in chapter 2.1.2, the capture delays between the camera and lidar sensors 

must also be considered to maximize the accuracy of the 3D to 2D point projections. In 

a setup where there is a camera and two lidar sensors, a way to synchronize the cap-

Figure 2: 3D to image plane projection [27] 
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tured images and point clouds together is to compare the timestamp between the cap-

tured camera image to the point cloud capture timestamps, and apply delay shift correc-

tion to the two point clouds to match them with the timestamp of the captured camera 

image. When only the yaw angle and translation of the vehicle is considered, the delay 

correction estimation can be applied to an 𝑥𝑦𝑧 point of the lidar sensor with the matrix 

𝑇𝑑 = [
cos (ρ) −sin (𝜌) 0 𝑥𝑐

sin (ρ) cos (𝜌) 0 𝑦𝑐

0 0 1 0

]   (13) 

where 𝜌 is the vehicles angular shift during the delay time between a camera image 

capture, and a lidar point cloud capture. 𝑥𝑐 and 𝑦𝑐 are the shifts of the vehicles 𝑥 and 𝑦 

coordinates during the same delay. 

2.2 Neural networks’ principles  

This part presents the general idea of neural networks, followed by a summary about 

convolutional neural networks, which are prominent in the processing of image data. A 

specific convolutional network model named YOLO v4 is described. The latter part of this 

chapter introduces point cloud neural networks in general, and the specific network 

model PV-RCNN (Point-Voxel Region-Based Convolutional Neural Network) [6] used in 

this thesis.  

2.2.1 Neural network 

Artificial neural networks are a popular field of study in artificial intelligence (AI). They 

are constructed from layers of interconnected calculation nodes, which are commonly 

Figure 3: Example of a neuron [28] 
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referred to as neurons [1]. A single neuron commonly has a number of input values, a 

calculation function, and an output. 

In Figure 3 is an example of a neuron. A neuron can take a vector of inputs, which also 

have a weight term connected to them. In addition, a bias term is added to allow shifting 

for the output function as it is learning. The common representation of the output y of a 

neuron is 

𝑦 = 𝑓(𝒘𝒙 + 𝑏)     (14) 

where 𝒘 is the weight vector, 𝒙 is the input vector, 𝑏 is bias and 𝑓 is a non-linear activa-

tion function [1]. 

A neural network is constructed from a connected system of these neurons. The network 

can contain up to millions of neurons, which can be connected in several ways. This 

results in computational systems with great complexity.  

 

 

 

 

 

 

 

 

 

In Figure 4 is shown a basic concept of a neural network. It is a system with inputs and 

outputs, and between them are the hidden layers [1]. In Figure 4, there is only one hidden 

layer, but the number and complexity of these layers can be theoretically anything. 

Supervised training is the term for feeding large amounts of data through the networks 

to adjust the weights of the neurons in a way that for a specific type of input, the network 

will output a value such that the sum of squares of differences between the desired out-

puts and the network outputs is minimized. 

Figure 4: Neural network architecture [29] 
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2.2.2 Convolutional neural network 

For images, convolutional neural networks (CNN) [2] have long been a popular tool for 

analyzing image features. The feature extraction of the CNN is based on repeating con-

volution operations.  

In Figure 5 is an example of a 2×2 convolution kernel convolving a 4×3 image. The kernel 

is placed on the top left corner, where it is applied on the underlying pixel values of the 

image so that each kernel value is multiplied by the underlying value of the image. These 

products are then summed together, resulting in the value 12 for the top left corner of 

the Figure 5 example output image. The kernel window then moves a desired amount of 

pixels and repeats the process. In Figure 5, the convolution kernel moves one step be-

tween every convolution operation. This window movement is referred to as stride. 

The 4×3 image in Figure 5 has a single numerical value on each of its pixels. This is 

known as a single-channel image, and one example of this is a grayscale (black and 

white) image. However, color images contain more information than a grayscale image, 

and color images are used commonly as the input for a CNN. A common example of a 

color image is a three-channel RGB (Red, Green, Blue) image. In an RGB image, a 

single pixel contains three separate values. One for red, one for blue and one for green. 

Combined these three values produce the color of the pixel. The number of channels in 

an image is referred to as the image depth. If a CNN is using color images as input, the 

convolution operation for a three-channel image must be defined. An option is to define 

an additional third dimension to the 2D kernel to match the three channels of the RGB 

image. For example if the image of Figure 5 was an RGB image of shape 4×3×3, then 

the kernel would be 2×2×3. Another option is to apply the same 2D kernel to all of the 

RGB images channels separately. 

Figure 5: Convolution [2] 
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As the name CNN suggest, this type of network contains convolutional layers, which 

extract features from image data, and apply supervised training presented at the end of 

chapter 2.2.1. For a CNN performing an object detection task (object detection presented 

more accurately in chapter 2.2.3) an example input is an RGB image, and the desired 

output for that image is a set of separate objects with classifications, and their locations 

mapped in the RGB image. To minimize the error between the desired output and the 

CNN output, the coefficients of the convolutional kernels are adjusted. 

Figure 6 shows a generic CNN. The idea is that the input image is convolved using a 

kernel. In Figure 6 for example, the kernel size is always 5×5 pixels and the depth is the 

same as image depth. Another operation is pooling, which means downscaling the data, 

and preserving interesting features. In Figure 6, the important feature has been chosen 

to be the maximum value of a sub-area, therefore the term max pooling, but other pooling 

methods also exist [2]. Figure 7 shows a max pooling window with a stride of (2,2). 

 

 

 

 

 

 

Figure 6: Convolutional neural network [32] 

Figure 7: Max pooling 
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Other operations can also be included between layers. For example dropout, which 

means randomly ignoring some neurons of a layer during training. This can help to pre-

vent overfitting. Overfitting means that the network gets too ‘familiar’ with the training 

data, giving great results during training, but poor results when applied to some other 

test data. This can happen for example if the neural network model picks up unwanted 

noise features in the training data and mistakes them for relevant features and wrongly 

adjusts the model parameters based on that. In a classification task, at the end of the 

CNN there can be a fully connected layer to convert from the multi-dimensional convo-

lution data to a flattened vector, and eventually to a predicted class. 

By convolving images both basic and sophisticated features are discovered. The first 

convolution layers can find simple features like edges. After several repeated convolu-

tion, pooling and other layers, the network can find more complex features, such as the 

shape of an object, derived from edges found in previous convolutions. 

2.2.3 YOLO v4 object detector 

Neural networks for single images, classify, and detect objects. In image classification, 

the input image is processed as a whole, and a classification is given for a single object 

in the image. When object detection is applied to an image, the expected output is the 

location and classes of several objects in the image [4]. 

 

 

 

 

 

 

 

There are several models created for the purpose of object detection. One of these is 

the  YOLO (You Only Look Once) architecture. It is a popular state of the art CNN, which 

has had four major releases so far. The first release of YOLO in 2015 by the author 

Joseph Redmon improved the real-time performance of object detection. The following 

two releases improved upon the first design, and the fourth release was published by 

other authors continuing Redmons work in April of 2020 [3]. A controversial fifth release 

Figure 8: Classification vs object detection [30] 
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of YOLO exists, but the authors of the previous versions have stated that they are not 

affiliated with it, and that version number four is the latest official version. 

 

The architecture of the YOLO v4 network in Figure 9 is very complex and is presented 

accurately in [3]. In short, the network consists of a backbone, neck and a head section. 

The backbone is a term used for the first part of the network consisting of convolution 

blocks, which produce several feature maps from the input image. The YOLO v4 archi-

tecture uses the CSPDarknet-53 as their backbone. The CSPDarknet-53 is a modified 

version of the CSPDenseNet [37], which is presented in Figure 10. CSPDenseNet 

(Cross-Stage Partial DenseNet) divides each of its basic convolutional layers to two 

parts, and then merges them together through a cross-stage hierarchy. 

The neck of the network refers to a part of the network where feature maps from different 

stages of the backbone are collected and analyzed. More specifically, YOLO v4 performs 

feature aggregation between these different backbone stages using the PANet (Path 

Figure 9: YOLO v4 architecture [31] 

Figure 10: CSPNet [37] 
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Aggregation Network) method [3]. In Figure 9, this is the ‘Dense Connection Block’. Its 

main purpose is to preserve spatial information using instance segmentation. When the 

input image passes through the several convolution layers, the feature complexity in-

creases, but the spatial size of the image decreases. It is important to know which spatial 

areas of the original image correspond to the features found in these spatially smaller 

convolution layers. PANet is a method, which handles these connections with top-down 

and down-top convolution feature level connections [38]. 

The other significant component in the networks neck part is the SPP (Spatial Pyramid 

Pooling) block. The SPP block allows flexibility on the input images size by max pooling 

the features outputted by the last convolution block of the backbone, and generating 

outputs of a fixed size. These output features are passed into the head part of the net-

work [3] [39]. 

The head term refers to the final part of the network. It handles the object classification 

and regression based on the features acquired in the backbone and neck. The head of 

the YOLO v4 network forms the detection boxes and class probabilities through dense 

prediction. This means that initially the network makes several proposals of the final de-

tection boxes around the regions of interest obtained from the previous stages of the 

network. Based on the class probabilities in the image, the final detection boxes and 

class probability scores are computed as the final output of the YOLO v4 network. 

2.2.4 Neural networks for point clouds 

Point clouds are sets of points defined in 3D space. Point clouds have become increas-

ingly important in robotic applications with the development in the quality of laser scan-

ners such as lidars, as point clouds provide higher resolution and thus more accurate 

descriptions of 3D environments. Furthermore, processing point clouds with neural net-

works is becoming increasingly popular. One challenge of meaningful point cloud pro-

cessing has been the large computing cost resulting from the 3rd dimension, but with 

constantly increasing hardware power, the use of point clouds is rapidly increasing. The 

neural networks created for 3D point clouds apply similar techniques as 2D networks. 

This includes previously introduced convolutions, pooling and fully connected layers, but 

adapted to 3D [5]. 

When compared to neural networks which use 2D image data as input, the 3D neural 

networks face some new challenges. One problem is the irregular spacing of the 

scanned points. For example, a lidar could scan a near-lying object with quite even and 

dense distribution of points, but an object far away will have rather unevenly distributed 
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points on its scanned surface. Secondly, there is no predetermined structure for the dis-

tribution of scanned points compared to a 2D image. In a 2D image, the number of cap-

tured pixels and their relationships to each other are known before the image capture 

occurs. In a laser scan, these types of features are not known directly, and consecutive 

scans often place many of the points to slightly different positions and distances [5]. 

The third important challenge is that the laser scans do not store the thousands of points 

in any ordered manner. The indexing order of the scanned points is not relevant to the 

formation of the cloud itself, but in deep learning applications, especially in CNN, this 

creates challenges since convolution is normally applied to an ordered and structured 

set of data, such as the pixels of a 2D image [5].  

The earlier solutions tackle the problems of uneven point cloud structure by creating a 

structure to which the points are ordered. These structures are divided into voxel-based 

and multiview-based approaches. 

Voxelization means expressing a point cloud with sub-areas of known amount and loca-

tions [5]. That way the 3D point cloud scene can be observed in an ordered manner. The 

information stored in a voxel varies. It could be a binary voxel telling only if there are any 

points inside the voxel area. A voxel can also have information about the number of 

points, and their normal vector to represent a shape inside the voxel. 

Currently, there are also 3D network models made for processing the points in the cloud 

directly, instead of voxelizing them. The first major model to do so is considered to be 

the PointNet model [22], and many of the current state of the art models are based on 

its architecture. It is based on sampling, grouping and non-linear mapping. 

Figure 11: Voxelization [5] 
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Sampling means reducing the original point cloud to a smaller set of points. Examples 

are random sampling and farthest point sampling, which means selecting points which 

are as far from each other as possible. The sampled points are then grouped in clusters. 

Then the points are used to compute features inside the clusters. The convolution is then 

applied to the feature map.  

2.2.5 PV-RCNN 

Voxelization and direct convolving of point clouds have also been combined. A 3D object 

detection model commonly referred to as PV-RCNN is one example of this [6]. The PV 

stands for Point-Voxel and RCNN stands for region-based convolutional neural network. 

A network combining both of these methods straightforwardly would be computationally 

very demanding, which is overcome by keypoint encoding with voxel set abstraction.  

First, the point cloud is voxelized in the usual manner. Then, from the voxels some key-

points are selected using the farthest point sampling method. The voxelized point cloud 

is also encoded through a common 3D CNN. The voxels surrounding the keypoints now 

contain this CNN based information, and they are grouped to clusters around the key-

points similarly to PointNet, while also using multiple radii for the cluster search range. 

This results in more information and efficient encoding of the environment with these 

selected keypoints. The clusters of voxels and their features are then combined in to a 

feature map like in PointNet. The PV-RCNN architecture applies this to the outputs of all 

the convolution layers of the 3D CNN, giving a multi-scale semantic feature vectors for 

the keypoints [6]. 

The keypoint features are calculated throughout the scene, so many of them will contain 

features from the irrelevant background areas such as ground or the walls of buildings. 

Figure 12: PV-RCNN [6] 
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The feature vectors of the keypoints are fed through a predicted keypoint weighting 

(PKW) module. The module is a three-layer multi-layer perceptron (MLP) network with a 

sigmoid activation predicting the probability whether a specific keypoint is containing 

foreground or background data [6]. 

The final significant part of the network is the ROI-grid (Region of Interest) pooling mod-

ule. It takes a proposal from the 3D CNN, and divides it to 6×6×6 grid points. For each 

of these grid points the same feature abstraction from the previous phases is performed. 

This time the clustering is performed with a grid point as the centroid, and clustering the 

keypoints calculated in the previous phases. After this, a single proposal ROI will have a 

vector of feature information from these grid points, and these features are fed through 

a two-layer MLP. After this the prediction confidence is calculated, and the proposed 

target is classified accordingly [6]. 
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3. AUTONOMOUS DRIVING AND ENVIRONMEN-
TAL SENSING 

Automated vehicles (AV) are self-driving vehicles which do not require human operators 

or intervention to complete their tasks. The potential of fully automated and self-govern-

ing vehicles is widely acknowledged, and they have been a topic of research and inno-

vation for many decades [10]. With advancements in technology, the potential of AVs 

increases constantly. Modern cars already implement some automated features such as 

adaptive cruise control and parking assistance. Fully autonomous cars which could op-

erate continuously in traffic without human interference have not been created yet. How-

ever, the competition between car manufacturers who constantly improve automated 

features of cars is leading to automated vehicles being the dominant form of road traffic. 

3.1 History and current objectives 

A major milestone for the development of autonomous cars was in the 1980s when vision 

guided autonomous vehicles gained publicity [10]. Even today, modified versions of 

these early techniques are being used in autonomous features, such as lane assistants 

and automatic braking. Since the 1980s, the focus of AV development has been on vi-

sion-based systems which use lidar, radar, Global Positioning System (GPS) and com-

puter vision [10]. 

In recent years, research and development of AVs has been an increasingly interesting 

topic for many companies, national and international research groups. Between 1987-

1995 the largest research project in history of AVs was conducted. This was known as 

the Prometheus project by the European EUREKA group [12]. It was worth €749m in 

investments, and provided advancements in areas such as vehicle-to-vehicle communi-

cation, methods and systems of AI, driver assistance by computer systems and methods 

and standards for communication. DARPA, Defense Advancement Research Project 

Agency of the United States Department of Defense was able to create an AV which was 

able to follow a road using computer vision and lidar [10]. 

Automated driving has been a major challenge of modern vehicle industry in the past 

decades. An example where the challenges related to it are most obvious are urban 

driving environments.The challenges of urban driving come from the large amount of 

other road users in the near vicinity of the vehicle, and the narrow and occluded spaces 
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common in cities. In the past, the task of automated driving was often divided into sub-

categories. Examples of the tasks are location mapping, path planning and sensing the 

operating environment. Today, more end-to-end approaches are being developed with 

the current rise of deep learning. The Society of Automotive Engineers (SAE) has defined 

a widely adopted classification for complexity levels of automation [11]. This classifica-

tion divides autonomous vehicles to levels 0-5 and is presented in Figure 13. 

Most companies and research groups are in consensus about this classification of auto-

mation levels, though there are disagreements also, since the levels cover such broad 

properties of AVs. In addition to the technical challenges in achieving full automation, the 

car industry faces completely new questions regarding the responsibility of the driver and 

manufacturer. In many cases, the traffic laws governing traffic with traditional vehicles 

do not suit well for the developments towards AVs. An important question for example is 

that if a level 4 vehicle is involved in an accident, how is the liability distributed? If a 

driverless AV clearly causes an accident, the blame would be on the manufacturer. If a 

driverless AV is merely involved in a road accident where the culprit would be unclear 

even with human drivers, who is liable? This is just one example, but many ethical issues 

Figure 13: SAE levels of automation [33] 
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are pushing the safety requirements of AVs towards the traffic awareness of human driv-

ers. 

3.2 Environmental sensing and safety 

Safety of AVs is the most important challenge, which needs to be solved for autonomous 

driving to become an everyday feature. According to NHTSA, 94% of road accidents are 

caused by human errors [12]. A major motivation for the support of AV research is the 

possibility to improve road safety with software guided cars. In AVs, reaction times and 

optimization of decisions can be several times faster than with a human driver. 

The challenges come from observing the surroundings of the vehicle accurately to be 

able to generate situational awareness of each traffic encounter for making decisions. 

This comes naturally to an experienced human driver, but adopting these kind of capa-

biliies of multi-variate decision-making to an AV is complicated. In urban driving environ-

ments, a self-driving car will face several potentially dangerous situations even over short 

distances. Simple situations, such as slowing down for a pedestrian crossing a road are 

natural to human drivers, and require little effort. But when a driverless robot car faces 

the same situation, both the car manufacturer and the road users would most likely want 

to be absolutely sure that the car will detect the pedestrian, and slows down like an 

observant human driver would. This relies eventually on sensors, data processing meth-

ods, and algorithms implemented in the software. Since the manufacturers of the vehi-

cles are responsible for any driverless accidents, the threshold of deploying driverless 

cars to public roads is very high. 

Being able to detect other road users, including other cars, cyclists and pedestrians, is a 

problem, which researchers are trying to solve in various ways. Neural networks are 

currently a popular solution for object recognition. Sensors, such as cameras and lidars 

are evolving quickly. They are constantly able to provide more data, which in turn re-

quires more computing power. As real-time requirements are critical in driving, the com-

putation units of automated vehicles must be powerful enough to process the ever in-

creasing amount of high-performance sensors’ data.   

3.3 Test environment 

VTT Technical Research Centre of Finland has been studying automated driving and 

robot navigation continuously since the 1990s. The current research team of Automated 

Vehicles has had several research vehicles, including the current three passenger cars. 

One of these is an electric Volkswagen Golf 2019 model name eLvira (Elvira from here). 
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This vehicle is equipped with sensors for various tasks. As in this thesis, not all sensors 

of the research platform are always included in every test conducted with the vehicle. 

This chapter is an overview of the vehicle and the sensors and hardware for this thesis. 

The vehicle has been modified for AV research purposes. This includes actuator modifi-

cations, and several sensor installments, many of which are placed on a special casing 

on the roof of the car. Data processing is divided among the several computers housed 

inside the vehicle. 

Elvira has GPS units, Inertial Measurement Unit (IMU) sensors, automotive radars, RGB 

cameras, and two lidar sensors, which are used in this thesis. The first lidar is a 32-beam 

Robosense RS-LiDAR-32 [15], which is installed on top of the car, covering a 360° view 

around the vehicle. Another lidar is installed above the windshield of the vehicle. This 

lidar is a 16-beam Velodyne Puck [16], and it is specifically installed with a tilt to obtain 

a better view from the immediate frontal area of the vehicle. To combine the data from 

the two lidars and the RGB camera, the physical distances ang angular rotations be-

tween the sensors need to be measured to complete the calibrations. 

When capturing point clouds and image data with a moving vehicle, the possible time 

delay between these captures must be considered. When moving at faster speeds, a 

Figure 14: Elvira research vehicle 
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small time delay between the captured camera image and the point cloud can result in a 

distortion of the point projection algorithm as explained in chapter 2.1.3. The Elvira vehi-

cle contains an IMU that captures vehicles’ motion data, so that the capture delay could 

be compensated. The IMU is an Xsense MTi-30-AHRS [13]. Together with the vehicle’s 

RTK-GPS it outputs various types of movement related data, but for this task, the rele-

vant ones are the vehicle velocity, and angular yaw. These values, combined with the 

sensor timestamps, can be used to compensate the vehicle motion and inter-sensor cap-

ture delays using eq. (13). 
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4. EXPERIMENTS 

This chapter describes implementing a 3D object detection method, while also present-

ing the software design choices made to implement the system to the Elvira test vehicle. 

First, the calibration of the sensors is presented, followed by implementation of the lidar 

data capture, YOLO v4 object detector implementation, and the resulting data fusion and 

point cloud 3D object extraction. The hardware for these implementations is presented. 

All software and algorithms used are described as block diagrams or pseudocode. 

4.1 Sensor data fusion 

The methods studied fuse camera and lidar data. To properly combine the data, the 

sensor system must be calibrated as described in chapter 2.1. In the beginning of this 

thesis work, a new RGB camera had to be installed on the Elvira vehicle. 

For this purpose, the Basler a2A2590-60ucBAS [14] camera was selected. Two of these 

cameras were installed on the rooftop box to have a high enough viewpoint, while also 

being quite close to the lidar sensors. The setup is shown in Figure 15.  

Looking to the vehicles forward direction, the right-side Basler camera was used in all 

tests. The distance between the camera and the lidars has an effect on the accuracy of 

Figure 15: Sensor setup 
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the inter-sensor calibration, which affects the 2D projection accuracy of 3D points. The 

errors are generally smaller when the distance between the sensors is small. A small 

distance between the two sensors means that their line of sight of the surrounding area 

is almost the same, which helps prevent situations where one sensor has a clear view of 

an object, but the other sensors view is occluded by terrain for example. 

A common 3D coordinate system was agreed for the lidar sensors. The origin was placed 

at the center of the rear axle, at ground level. This is the coordinate system into which 

the data from both lidars must be transformed before any other processing. The common 

coordinate system has the vehicles forward direction as positive 𝑥, the vehicles left di-

rection as positive 𝑦, and positive 𝑧 going upwards.  

4.1.1 Combining the lidar data 

To apply the proper transformations from the lidar coordinate systems to the coordinate 

system of the vehicle, the install locations of the sensors must be measured, translated 

and rotated to match the vehicles coordinate system.  

This matching was done by first making measurements by hand to make an initial guess 

of the translations and rotations. Then, by repeating a process of visualizing a point cloud 

Z 

X Y 

Figure 16: Elvira coordinate system 



33 
 

from both of the sensors in the same window and adjusting, the remaining error was 

corrected until the point clouds were perceivably matching each other. The final trans-

form matrices were 

𝑇𝑉𝐸 = [
−0.998 −0.0610 0 1.52
−0.0582 0.952 −0.299 0
0.0180 −0.298 −0.954 1.48

]  

for the Velodyne sensor and 

𝑇𝑅𝑆 = [
0 1.00 0 0.75

−1.00 0 0 0
0 0 1.00 1.90

]  

for the Robosense. 

4.1.2 Calibration between camera and lidar data 

For calibrating the Basler camera with the point clouds transformed in to the vehicles 

coordinate system, a software tool was created for labelling the 2D-3D correspondence. 

To calibrate the camera with point clouds, it was necessary to capture several scenes 

simultaneously with the camera and lidars, while the vehicle was standing still. Then the 

scenes were observed in software, and matching pixel and 3D points were paired to 

obtain a set of labelled pairs. This was done manually by making use of clear landmarks 

in the scenes such as the corners of buildings or other objects, which clearly stood out 

both in the camera and lidar data. No corner searching algorithms were used in the la-

belling software, but the coordinates of the 3D lidar points and the corresponding 2D 

image points were located by hand. 
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For calibration, 30 labels were collected. The calibration was computed with a MATLAB 

tool by Yecheng Lyu [24]. The calibration tool has an option for both pinhole and fisheye 

camera models. It only requires the pixel-3D point pairs as an input to obtain the intrinsic 

camera matrix 𝐾 from eq. (2), and the rotation matrix 𝑅𝑐 from eq. (6) and translation 

vector 𝑇𝑐 from eq. (10) between the camera and the vehicle 3D coordinate system. 

 

 

 

 

 

 

 

 

 

Figure 17: Labelling tool for camera-lidar calibration 

Figure 18: Standard genetic algorithm 
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The calibration software uses a Genetic algorithm [8] to seek parameters for either pin-

hole or fisheye camera projections. The pseudocode of the algorithm can be written as 

seen in Figure 18. 

The algorithm creates a set of random candidates for solution. This is the first generation 

of the algorithm. In the case of camera calibration, each candidate consists of a value 

set for intrinsic and extrinsic camera parameters. A candidate 𝛾 of camera parameters 

can be denoted as 

𝛾 =

[
 
 
 
 
 
 
 
 
 
 
𝑢0

𝑣0
𝑚𝑥
𝑚𝑦

𝑓
𝜃
𝜔
𝜎
𝑡𝑥
𝑡𝑦
𝑡𝑧 ]

 
 
 
 
 
 
 
 
 
 

      (15) 

where the first 5 values correspond to the intrinsic parameters in equations (2), (3) and 

(4). The values 𝜃,𝜔 and 𝜎 represent the roll, pitch and yaw angles between the camera 

and lidar, and 𝑡𝑥 , 𝑡𝑦 and 𝑡𝑧 the translation between the camera and lidar. 

The Genetic algorithm is selects promising candidates from a generation and alters them 

using crossover and mutation. The fitness function to be maximized is the negative of 

the squared Euclidean norm of the error of projection. In Figure 18, the select_new_par-

ents function selects a pair of candidates with lower projection errors, i.e. higher fitness. 

Then the two candidates are crossed over, which means swapping some of the elements 

of the candidate vectors. After this, the mutate function alters the two candidates by im-

plementing a local gradient-descent search with randomly choosing both a positive or 

negative direction, and magnitude for the gradient. This mutation method searches for 

relatively nearby values which improve the fitness value of the parameters. The two al-

tered candidates are added to the next generation list to be processed similarly in the 

next iteration of the genetic algorithm. Using the collected custom calibration data, the 

algorithm reached a distance-error of approximately 12.8 pixels and provided the matrix 

𝐾 which is the obtained camera matrix of the Basler and corresponds to eq. (2). The 

external rotation and translation between the Basler camera and the vehicle coordinates 

𝑅𝐶 and 𝑇𝐶, corresponding to eq. (6) and (10), were also given by the algorithm. These 

calibration matrices are presented in Table 1. 
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BASLER CAMERA - VEHICLE COORDINATE SYSTEM CALIBRATION MATRICES 

𝐾 
[
878.16 0 341.84

0 862.80 232.01
0 0 1.0

] 

𝑅𝐶 
[
0.075 −1.00 0.0054
0.0084 −0.0047 −1.00
1.00 0.075 0.0080

] 

𝑇𝐶 
[
−0.48
1.64

−1.16
] 

Table 1: Camera-lidar calibration results 

4.2 Point cloud segmentation with YOLO detections 

The implemented 3D object detection algorithm consists of four major components. The 

first is the lidar data reading module, which processes the raw lidar sensor data, and 

publishes it to the vehicle network. The second sensor module processes image data 

with the YOLO v4 network and publishes the output data to the vehicle network. Third 

module is the data fusion and object detection module. These three modules are pre-

sented in this chapter. The fourth module provides the IMU data and is not presented in 

detail, as it was an existing component of the test vehicle, providing only supporting data. 

4.2.1 Point cloud capture software 

The software used to capture the data from the two lidars was similarly structured for 

both sensors, with only the device driver being modified for the different lidar models. 

The software architecture is presented in Figure 19. 

 

 

 

 

 

 

 

 

 
Figure 19: Point cloud capture software 
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The lidar capture software consists of four significant modules. The first is the Main-

window, which handles the UI, user input and device configuration information. The 

Mainwindow is connected to the Controller module, which creates the lidar driver module 

and the data publisher module. The Controller also handles all signal-slot connections 

and data transfer between the other three modules. 

The lidar module consists of the device driver, and this is the module that differs for the 

Robosense and Velodyne capture software. However, the lidar module creates the point 

cloud for both sensor software, and transforms it to the Elvira coordinate frame. This is 

done using PCL (Point Cloud Library). The transformed point cloud is sent to the pub-

lisher module. 

The publisher module receives the point cloud and the capture timestamp and sends 

them to a receiving computer using OpenDDS [19] messages or alternatively TCP/IP 

(Transmission Control Protocol / Internet Protocol). 

4.2.2 Nvidia Jetson and TensorRT 

Many state-of-the-art neural networks require powerful hardware to run smoothly and in 

real time. Systems with modern GPUs are powerful enough to run networks, such as 

YOLO v4, conforming to the real time requirements. However, commonly these GPUs 

are included in desktop computer systems, which is inconvenient in automated driving. 

In automated vehicle integration projects, the physical space is limited, and power con-

sumption should be kept as low as possible. Furthermore, as the lidars operate at a 10 

Hz rate, it would be desirable to have hardware capable of running the YOLO object 

detector in at least similar rates. The solution was to embed an Nvidia Jetson Xavier 

AGX and to deploy the custom software. The entire YOLO object detection software was 

adapted or created in C++ in Qt Creator environment.  

Nvidia released their first model of the Jetson series in 2014. The main goal of the Jetson 

devices according to Nvidia is to accelerate machine learning applications significantly, 

while also keeping the device as a compact and energy efficient embedded device, fit 

for industrial and automotive applications. 
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The Jetson Xavier AGX [17] applied in this thesis was released in December 2018 and 

is marketed as the most powerful of the Jetson devices at the time of writing this thesis. 

The Jetson devices are designed to run on a specific operating system. Nvidia offers the 

JetPack software development kit (SDK) which is installed to an empty Jetson device. 

The JetPack contains a Jetson-specific Linux OS, drivers for the OS, and CUDA instal-

lations, which are critical for the deep learning applications. Jetson devices use Ten-

sorRT SDK [18] to achieve efficient deep learning processing . It is built on CUDA, and 

its main point is to apply inference optimizers for deep learning models to optimize the 

models based on the CUDA hardware, which is being used to run the model. 

 

 

 

 

 

 

 

 

 

 

The Xavier AGX applied in this thesis had JetPack 4.3 installed. However, JetPack did 

not include all the necessary features to run YOLO v4 at the required rate. In order to 

achieve the required rate, an open project named tkDNN [25] was the solution. tkDNN is 

a library which applies TensorRT optimization to some common neural networks, with 

YOLO v4 among them. tkDNN is specifically designed to optimize the performance on 

Jetson devices. The tkDNN, see Figure 21, was the key component for eventually 

achieving approximately 15-16 Hz inference rate with the YOLO object detection soft-

ware. The exact YOLO version used during testing was YOLO v4 with input size of 

608×608 and inference precision of FP16, meaning 16-bit floating-point operations. 

Figure 20: Jetson Xavier AGX 
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4.2.3 YOLO v4 detector software 

The software to detect objects from the Basler camera stream was built in several mod-

ules similarly to the lidar capture software. Figure 21 shows the basic architecture of the 

YOLO object detector software. It has five main specific purpose modules. The Main-

window module is used for visualization and user input control. It also reads sensor set-

ting data from the configuration files. The Controller module is manages the the Basler 

driver module, YOLO module and DDS module. The Controller also manages all signal-

slot communications between the other modules. 

 

The Basler module acts as the device driver for the camera. The device communication 

is implemented using the Pylon SDK offered by the manufacturer of the device. The 

module also receives user commands to start or stop capturing and informs the user of 

the state of the module. Its most important function is to retrieve images from the Basler 

device and send them to the Controller, which redirects the raw image to the YOLO 

module and Mainwindow. The YOLO TRT module in Figure 21 acts as a simple wrapper 

to the tkDNN software. The YOLO TRT module inputs raw images through the tkDNN 

pipeline, and sends the outputted YOLO detections, along with the original raw image, 

to the DDS module (and to the Mainwindow for visualization). 

Figure 21: YOLO object detector software 
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The final module of the full YOLO object detection pipeline is the DDS module. The data 

publishing of the entire system is built upon OpenDDS [19], which is an open source C++ 

project by the Object Management Group. The DDS module publishes a predefined mes-

sage to a known topic. The message can then be received by another computer listening 

to this topic. The DDS message of the YOLO software module contains the raw image 

and YOLO detections. Timestamps are included in the message to allow delay correc-

tion.  

4.2.4 Segmenting the point clouds 

The motivation behind the calibration of the camera and the lidar, along with obtaining 

YOLO detection boxes, is to combine this information to extract interesting areas from 

the point clouds of the Robosense and Velodyne lidars. The YOLO detection boxes are 

the 2D reference for the areas of interest, and the goal is to project points from 3D to 2D 

to approximate the 3D location of the corresponding detection in the point cloud. The 

main flow of the software is presented in Figure 22. 

The program first receives through the OpenDDS network a new YOLO frame, including 

the raw image, information about detection boxes, and the capture timestamp of the raw 

image. The capture delay is compensated based on sensor timestamps and IMU data. 

After the YOLO frame, the velocity and angular turn rate data of the IMU is received from 

the OpenDDS network. 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 22: Point cloud segmentation software 
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Then, the lidar data is received so that point clouds from the two different lidar sensors 

are acquired and combined. When loading the individual points of the clouds, each point 

goes through an operation of delay compensation based on the IMU velocity and turn 

rate data combined with the timestamp difference of YOLO and both lidars. In these 

tests, only the yaw angle of the vehicles turn rate was considered in the delay correction 

calculations. The IMU was not calibrated with the camera, as both sensors were installed 

on the same flat surface on top of the vehicle, and only the rates of changes (speed and 

turn rate) in the values were required for the data fusion algorithm. After the compensa-

tion, the point is projected from 3D to 2D using the transform matrices obtained in chapter 

4.1.2. Then it is checked whether the 2D projection is inside a YOLO box on the 2D 

image originally obtained from the Basler camera. If the projected 3D point is inside a 

detection box, it is tagged for the this detection box for later processing. All 3D points are 

stored for later processing even if they are not inside a YOLO detection box. 

 Before the 3D location estimations are extracted, a ground surface removal algorithm is 

applied on the full point cloud, to eliminate unnecessary data. Without ground removal, 

the part of the data fusion algorithm estimating the final object point clusters would mis-

takenly include ground surface points into the object clusters, which would create errors 

in the 3D object detection. The algorithm applied is an approximate progressive morpho-

logical filter (APMF). The APMF is implemented in the Point Cloud Library (PCL) software 

package, and it is a more inaccurate, but significantly faster version of the progressive 

morphological filter (PMF) presented in [20] and in Figure 23. 
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In standard morphological filtering, an area of a point cloud is studied to find its lowest 

point. Then, according to set elevation parameters, the other points are classified to be 

either ground or non-ground points. The problem of standard morphological filtering is 

that the result depends greatly on the window size. With a smaller window, more details 

can be preserved, and smaller objects can be extracted as non-ground, while larger ob-

jects can be confused to be ground level, since the window is not large enough to ‘see’ 

the full form of the larger object. With a large window size, the problem is reversed. 

The progressive morphological filter addresses this problem by filtering the point cloud 

with several window sizes from small to large. This allows the algorithm to discover ob-

jects of many sizes and assign them as non-ground. To support this, an additional ele-

vation parameter is included, to observe sudden changes in the estimated ground sur-

face. For example, if the ground surface suddenly elevates greatly in relation to the win-

dow size, the algorithm deduces that there is some non-ground object at that area of the 

point cloud [20]. For this research, the elevation range was set to 0.1-0.4 meters. 

After ground point removal, the next task is to approximate the 3D location of each YOLO 

detection box. The approximation is done in two parts based on the point projections and 

Figure 23: Progressive Moprhological Filter 
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is explained in more detail later in this chapter. Before these approximations, the issue 

of YOLO detection boxes being occluded by other objects must be addressed. In these 

cases, the tagged points could also be reflections from the occluding obstacles, giving 

biased 3D coordinate information. Figure 24 shows an example: the rightmost detection 

box is occluded by a traffic sign. When tagging the 3D points to this box, some of the 

tagged points can be the reflections from the traffic sign pole, giving false information of 

the location of the detected car. 

 

A normal-sized YOLO box is drawn in a way that the background of the scene can be 

seen from the corners of the detection box. For example, in Figure 24, the rightmost 

detection of the car has ‘empty’ space on its upper corners, showing some of the back-

ground forest inside the detection box. Situations like these need to be taken into account 

when approximating the 3D location. 

To eliminate the problem of projecting background points from YOLO boxes, the detec-

tion boxes are dynamically made smaller in size to only cover an area of the image, 

which is more likely to only contain the detected object, and no background. This box 

resizing is done with the physical properties of the detected classes in mind. For example 

the detection box of a car or a truck is resized in a way that only the lower body of the 

Figure 24: YOLO detection box occlusion 
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car is included. This way the points that are tagged will most likely be reflections from 

the lower body of the car, and it is also less likely that laser reflections passing through 

the vehicle windows are included. The detection box focusing is seen in Figure 25 The 

detection box focusing takes into account the YOLO class. This means that the detection 

box focusing has slightly different parameters for car and pedestrian classes. With a car, 

the box focuses on the lower middle area, and with a pedestrian the focus is aimed at 

the center part of the body. For example, a car detection box 𝐵 that is defined in the 

image by 𝑥1, 𝑦1, 𝑥2 and 𝑦2, would be altered to 

𝐵 = {

𝑥1 = 𝑥1 + 0.35 ∗ (𝑥2 − 𝑥1)
𝑥2 = 𝑥2 − 0.35 ∗ (𝑥2 − 𝑥1)
𝑦1 = 𝑦1 + 0.35 ∗ (𝑦2 − 𝑦1)
𝑦2 = 𝑦2 − 0.3 ∗ (𝑦2 − 𝑦1)

   (16) 

where the coefficients were determined by hand after visually estimating the shape of 

the altered detection box. The pedestrian classes location estimation is more challenging 

than that of the car class, due to the detection boxes smaller general sizes. In Figure 25, 

there are smaller boxes drawn inside the original detection box. Especially from the left-

most truck and rightmost car it can be seen, that this way background is effectively elim-

inated, and the smaller box does not include vehicle windows, which are often not de-

tected by a lidar beam. 

Figure 25: Focusing the YOLO detection boxes 
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Two methods were implemented to determine the correct 3D location. These are the 

averaging method, and median method. To reduce the effect of occluding objects with 

the median method, the tagged 3D points are sorted by the 𝑥-coordinate, which is the 

forward direction from the vehicle’s point of view. In the case of Figure 25, the points 

tagged to the rightmost car would contain mostly correct points, but also a few faulty 

ones reflected from the traffic sign pole.  

The averaging method considers all the 3D points which were previously tagged inside 

the detection box. The average 𝑥𝑦𝑧-coordinates of these points are used as the first 

approximation of the location. The median method takes advantage of the distance-

based sorting of the points. With the median method, the 3D point whose 𝑥-value is the 

median of all the 𝑥-values of the tagged points, is used as the initial approximation of the 

location. 

To obtain the final estimate of the object location in the 3D point cloud, an area surround-

ing the initial approximation is extracted from the cloud. Two different methods were im-

plemented for this final extraction. The first method is a simple 3D box filter with static 

dimensions around the initial approximation point. The second method is a 3D box filter 

which is shaped according to the 2D YOLO detection box shape, and rotated according 

to its location on the 2D image.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 26: Example of object detection 
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For either of these extraction methods, the final optimal result is a point cloud, which only 

contains the true points of the individual objects detected originally by YOLO, with no 

extra points included. Figure 26 shows an example result of a mostly successful opera-

tion on a single YOLO–lidar frame pair, with slight noise in front of the rightmost truck.  

The meaning of the APMF ground removal is emphasized in the final extraction. Since 

the ground points are assumed removed, a box filter can be used more confidently, with-

out unwanted ground points mixing up the extraction result. 

As can be seen from Figure 26, the point cloud only contains objects of interest, with 

only a little extra noise such as a few ground points around the rightmost vehicle. 

There are several parameters that can be tuned to change the final results of the seg-

mentation. These include the YOLO box shrinking parameters, the choice of median and 

average location approximation, the settings of the final object extraction, and the pa-

rameters for the APMF. A summary of these parameters is in Table 2. 

TUNABLE PARAMETERS IN THE DATA FUSION ALGORITHM 

PARAMETER VALUE RANGE EFFECT 

Detection box shrinking size Percentage size decrease of 

detection box width and 

height 

3D to 2D point projections 

more likely to originate from 

a desired object 

Location approximation 

method 

Average method or median 

method 

Changes the starting point of 

the box filtering.  

3D box filter size in final ob-

ject extraction 

𝑥𝑦𝑧-dimensions between 0.5 

to 4.0 meters, and yaw rota-

tion 

Defines which 3D points will 

be included to represent the 

object. 

APMF parameters Slope value 0.8-2.0, eleva-

tion ranges 0.1-0.8 meters, 

window size 5-10 meters 

Affects location approxima-

tion through ground point re-

moval accuracy 

Table 2: Tunable parameters in the data fusion algorithm 

4.3 Implementing the point cloud object detector 

The 3D objects obtained with the previously presented algorithm were used as an input 

to 3D point cloud neural networks. The motivation was to see whether the previously 
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presented algorithm could function as a type of preprocessor and increase the effective-

ness of the 3D neural networks. Since the filtered point clouds optimally do not contain 

anything except the objects themselves, the number of false positives is expected to 

decrease, and the execution speed of the network is expected to increase. 

The 3D object detection was done in Python using the PyTorch library, and OpenPCDet 

open source framework. For this thesis, several pre-trained models were tested on the 

vehicle integration, and on a public dataset. The apparent problem when using the pre-

trained models in the custom integration was that the research vehicle only had a 32-

beam roof-mounted lidar, with an additional support of the tilted Velodyne 16-beam sen-

sor. This causes problems because the pre-trained 3D neural network models that were 

tested for this thesis were trained using the KITTI dataset with 64-beam sensor. Custom 

training was also tested by changing the parameters of existing networks and modifying 

the KITTI dataset point clouds.  

4.3.1 OpenPCDet framework and KITTI 

The framework which was used to test the 3D object detection networks is called Open-

PCDet [26]. It is an open source project by Open MM-lab, aiming to offer a straightfor-

ward Python and PyTorch based system for testing and training of 3D object detectors. 

The authors are also responsible for designing and publishing some of the offered object 

detector models, such as the PV-RCNN network used in this thesis. 

The authors have released several models for the public. The training of the OpenPCDet 

models has used KITTI, Waymo and NuScenes datasets, each having their own meth-

ods of collecting lidar data. For this thesis, the KITTI models were chosen for ‘vanilla’ 

testing without any modifications to the network models. 

The KITTI dataset [21] is a popular autonomous driving dataset containing sequences of 

urban driving. The data includes point clouds from a 64-beam Velodyne lidar, stereo and 

RGB data from two color cameras, stereo and image data from two mono color cameras, 

and inertial data from a GPS/IMU sensor. Most importantly, the dataset contains human-

annotated objects as ground truth targets, for result validation. The dataset is widely 

used for benchmarking the performance of various algorithms, including 3D object de-

tection.  

As the test vehicle had a combination of roof-mounted 32-beam lidar, and a tilted ground 

facing 16-beam lidar, whereas the KITTI data consists of a roof-mounted 64-beam lidar, 

the point cloud consistencies of the test vehicle sensors, and the KITTI sensor will have 
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differences. This in turn has an effect on the output of 3D object detectors with custom 

point clouds compared to a 64-beam point cloud. 

The initial 3D object detector was tested with several networks using the vanilla KITTI 

models. The model showing the most promise was the PV-RCNN network. While the 

object detector pipeline itself was unmodified, some other aspects of the source code of 

OpenPCDet were slightly modified for later evaluation calculation purposes. 

The OpenPCDet code was executed using an Nvidia Titan RTX GPU with 24 Gigabytes 

of memory, an AMD Threadripper 32-core processor and 32 gigabytes of RAM. The in-

ference times were measured for the inference event, excluding all other operations like 

data preparation. 

4.3.2 Custom training of OpenPCDet models 

Vehicle integration was a major goal of this thesis. Since the integrated sensor setup of 

Elvira used in the testing differed from the setup of the KITTI dataset, custom training 

was also tried out to make the models fit better to the differing beam amounts and direc-

tions of the custom sensor setup. The voxel sizes were changed larger to counter the 

sparser point clouds. The KITTI data was used for this custom training, but during the 

training phase, the KITTI point clouds were downsampled to better match the point spar-

sity of Elvira’s lidar sensors. Training was tested with various modifications by combining 

different size increases for voxels, and randomly dropping differing amounts of points. 

Figure 27 shows an example of a test at custom training a network for the 32-beam 

Robosense lidar. 

Figure 27: Custom trained 3D point cloud object detector 
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The quality of the results did not match the performance of the vanilla networks with 64-

beam sensors. Therefore, the examination of using the object extraction algorithm as a 

3D neural network preprocessor was implemented only for the KITTI dataset, and not for 

the vehicle integration environment. 

4.3.3 The point cloud segmentation software as a 3D point cloud 
neural network preprocessor 

To use the algorithm presented in 4.2.4 for improvement of 3D point cloud neural network 

performance, only slight modifications are needed. In Figure 22, the part 5.2 is slightly 

modified so that instead of trying to accurately obtain the object directly from the raw 

point cloud, a slightly larger area around the object is extracted. The general idea is, that 

instead of having to directly extract points presenting an object, only the general area 

containing the object is needed, and the actual detection part is delegated to the 3D point 

cloud NN. By using a point cloud with only the approximate whereabouts of the objects 

as input, the false positives from challenging areas such as forests and other terrain are 

expected to be reduced. The small size of an extracted point cloud in relation to a raw 

point cloud also reduces the inference time of the 3D point cloud NN. An example is 

presented in Figure 28. 

 

Figure 28: Filtering the input of PV-RCNN network 
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In Figure 28, the left point cloud with detection boxes is the result of inputting a raw KITTI 

point cloud to PV-RCNN network. The network detects the two vehicles in the near vi-

cinity correctly, but there are also false detections of two cars and three pedestrians 

resulting from the forest areas, which easily confuse the network because of their unpre-

dictable shapes and point formations. The right side is the result of first filtering the raw 

point cloud using the object extraction algorithm, and then using that as the input of the 

PV-RCNN network. Thre result is the correct detection of the two cars, and no false 

detections. In this scenario, the YOLO v4 network detections help eliminate the false 

positives, while also reducing the PV-RCNN inference time. 
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5. EVALUATION 

The location estimation algorithm was evaluated in two aspects. Firstly, the algorithm 

was applied to a public dataset to test the accuracy of the 3D location estimation. The 

same dataset was also used to evaluate the usefulness of the algorithm as a pre-pro-

cessing method for 3D point cloud neural networks. 

Secondly, the vehicle integration aspects of the algorithm are discussed. The examina-

tion is based around the hardware descriptions and software implementations presented 

throughout chapter 4. 

5.1 KITTI evaluation 

For the public dataset evaluation, the KITTI 3D object detection dataset was chosen. The 

dataset contains eight labelled classes, but for this evaluation, only the classes Car and 

Pedestrian were used. The dataset also includes information about the degree of occlu-

sion and truncation of each labelled object. Truncation is the decimal value between 0-1 

describing if a portion of the object is only partly in the RGB image. For example, a car 

with exactly two thirds of its body showing at the edge of an image would have a trunca-

tion value of 0.33, as one third would be outside of the image. 

The KITTI dataset has three difficulty levels defined for evaluation. The difficulty of KITTI 

means that only ground truth objects of certain visibility are included in the evaluation. 

The easy setting means that only ground truth objects with truncation level of under 15%, 

2D pixel height of over 40, and occlusion level of 0 (fully visible) are included in the 

evaluation. Using the evaluation method presented in chapter 5.1.1 with the easy thresh-

old resulted in a total of 4170 evaluated objects, of which 3098 were cars, and 1072 were 

pedestrians. The moderate difficulty includes truncation levels of under 30%, 2D pixel 

height of over 25, and occlusion levels of 0 and 1 (partly occluded). Using the evaluation 

of chapter 5.1.1 with the moderate threshold resulted in a total of 9008 objects, of which 

7585 were cars, and 1423 were pedestrians. The hard difficulty includes truncation levels 

of under 50%, 2D pixel height of over 25, and occlusion levels 0, 1 and 2 (largely oc-

cluded). Using the evaluation of chapter 5.1.1 with the hard threshold resulted in a total 

of 10666 objects, of which 9170 were cars, and 1496 were pedestrians. 

 



52 
 

5.1.1 The algorithm as a 3D object detector 

The algorithm was first evaluated by counting the number of times that a YOLO detection 

box was correctly placed in the 3D point cloud, so that an output object of the algorithm 

matched a KITTI 3D label. First, a KITTI scene with YOLO v4 detections is loaded. This 

includes the RGB image from KITTI camera 2, the corresponding point cloud, camera 

calibrations, KITTI labels and YOLO detection box information. Then the algorithm is 

applied to the scene, with the output being the estimated point clusters representing ob-

jects detected originally by YOLO. For each scene, the YOLO detections are matched 

with Pedestrian and Car KITTI labels in the image pixel coordinates. Only those KITTI 

labels, which are detected by YOLO are used for evaluation. All point clusters outputted 

by the algorithm are compared to the KITTI 3D box labels. The mean point of an esti-

mated point cluster is calculated by averaging the 𝑥, 𝑦 and 𝑧 dimensions of the points of 

the cluster representing an object. Then it is evaluated if this mean point is inside a KITTI 

3D label, and if the label’s class matches that of the YOLO detection. If this is the case, 

the detection of the algorithm is considered a success, whereas else is counted as a 

failure. This process is repeated for each estimation by the algorithm. An example of the 

evaluation can be seen in figure 29. 

In Figure 29, the KITTI label file contains six labels for the ‘Car’ class. All of these are 

detected by YOLO, and the projection estimation has located the six cars correctly. In 

addition a seventh detection by the algorithm can also be seen. The furthest away car is 

detected by YOLO, and also located in the point cloud by the algorithm as indicated by 

the white sphere, but because the KITTI dataset has labelled the object as ‘DontCare’, it 

is excluded from the evaluation.  

To check if the mean point is inside a ground truth box, the directional vectors of the 

sides of a ground truth box were calculated, and dot product-based Euclidean distance 

was used as a measure. Assume that 𝑥𝑔𝑡 , 𝑦𝑔𝑡 and 𝑧𝑔𝑡 are the dimensions of the ground 

Figure 29: Evaluation on the KITTI dataset 
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truth box, 𝑝𝑔𝑡 is the center of the ground truth box, and 𝑝𝑑𝑖𝑠𝑡 is the distance from the 

calculated object mean point to 𝑝𝑔𝑡. Additionally, 𝑑𝑥 , 𝑑𝑦 and 𝑑𝑧 are the normalized direc-

tions of the ground truth box sides. With these variables, the truth value 

𝜏 = |𝑝𝑑𝑖𝑠𝑡 ⋅ 𝑑𝑥| ≤
𝑥𝑔𝑡

2
∧ |𝑝𝑑𝑖𝑠𝑡 ⋅ 𝑑𝑦| ≤

𝑦𝑔𝑡

2
∧ |𝑝𝑑𝑖𝑠𝑡 ⋅ 𝑑𝑧| ≤

𝑧𝑔𝑡

2
 (17) 

shows if the estimated object mean point is inside the ground truth 3D box.  

 

 

 

 

 

 

 

 

Figure 30 is an example showing the 𝑥𝑦𝑧-directions of a ground truth box. In the same 

figure is also the larger white sphere representing the initial approximation of the object 

location. The red points are the extracted points representing the object, and the larger 

yellow sphere is the mean of these red points. The yellow mean point is the one being 

used in the evaluation to determine a correct or an incorrect estimation. 

The total accuracy for the algorithm is marked as 𝛼 and is evaluated as  

𝛼 =
𝑐𝑜𝑟𝑟𝑒𝑐𝑡 3𝐷 𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑖𝑜𝑛𝑠

𝑡𝑜𝑡𝑎𝑙 𝐾𝐼𝑇𝑇𝐼 𝑙𝑎𝑏𝑒𝑙𝑠 𝑠𝑒𝑒𝑛 𝑏𝑦 𝑌𝑜𝑙𝑜
   (18) 

where 𝑐𝑜𝑟𝑟𝑒𝑐𝑡 3𝐷 𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑖𝑜𝑛𝑠 includes the succesful estimations for the chosen clas-

ses, in this case ‘Car’ and ‘Pedestrian’. When all occlusions and truncations were in-

cluded, the total amount of ground truth objects was 13494. Initially, all these ground 

truth objects were included to find the best parameter settings. After finding the optimal 

settings, the algorithm was evaluated on the KITTI ‘easy’, ‘moderate’ and ‘hard’ thresh-

olds. The accuracy was estimated as a total and separately for both classes. 

The KITTI estimation was performed with various parameter settings to determine which 

methods provide the most accurate results. This included altering the APMF parameters, 

changing between the averaging and median method for the initial approximation, chang-

ing between a simple box filter and a more sophisticated box filter in the final object 

extraction part, and also tuning the YOLO detection box focusing parameters. 

dx 

dz 

dy 

Figure 30: Checking if detection matches GT label 
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The YOLO v4 network used in all evaluation runs was the 608×608 FP16 network, with 

a detection threshold of 0.24. First, evaluation was compared between the averaging 

and median method for the initial approximation. Simultaneously the simple box filtering 

was compared to the more advanced box filtering. The size of the box filter in 𝑥𝑦-dimen-

sions was 0.5×0.5 meters for pedestrians, and for cars, the dimensions varied between 

2-4 meters based on the YOLO detection box shape. 

 

 

 

 

 

Table 3 presents the accuracy of the algorithm on all of the 13494 ground truth objects. 

However, majority of these objects belong in the Car class. 11957 of the objects are 

labeled as Car, and 1537 are labeled as Pedestrian. Therefore class-specific evaluation 

of the accuracy was also studied. Tables 4 and 5 present the class-specific accuracy 

results for the same settings as in Table 3. 

 

 

 

 

 

The optimal settings for the ‘Car’ class are thus obtained with the median approximation, 

and a using the more complex box filtering. 

 

 

 

 

 

For the ‘Pedestrian’ class, the median approximation is clearly more effective than using 

the averaging method. From these tables the optimal settings for these combinations 

TOTAL Simple box filter Complex box filter 

Averaging 71.51 % 73.62 % 

Median 82.64 % 83.64 % 

Table 3: Accuracy for all KITTI targets 

CAR Simple box filter Complex box filter 

Averaging 75.43 % 77.90 % 

Median 81.98 % 83.10 % 

Table 4: Accuracy for the Car class 

PEDESTRIAN Simple box filter Complex box filter 

Averaging 41.05 % 40.34 % 

Median 87.83 % 87.90 % 

Table 5: Accuracy for the Pedestrian class 
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can be seen. The combination of using the median method for initial location approxima-

tion, while using the complex box filtering for final object extraction is the most accurate 

way of detecting the object correctly. This combination was chosen for the rest of the 

tests, where other parameters were altered to evaluate their impact on the result. This 

meant changing the APMF parameters and the three dimensions of the extraction box 

filters. For APMF the maximum window size was altered between the values of 5–10 

meters, the slope parameter varied between 0.8–2.0, and the maximum elevation dis-

tance between 0.4–0.8 meters. The effects were minor, as this resulted in total accura-

cies between 83.05 % and 83.64 %. The most optimal settings seen in Table 1 resulted 

from a maximum window size of 7 meters, slope value of 1.0, initial elevation distance of 

0.1 meters, and the maximum elevation distance of 0.4 meters.  

With the optimal settings obtained, a final evaluation was performed for the official easy, 

moderate and hard difficulty settings of the KITTI 3D object detection dataset. The results 

are shown in table 6. 

 

5.1.2 The algorithm as support for 3D point cloud neural net-
works 

The algorithm’s usability as a preprocessor for 3D point cloud neural networks was eval-

uated on the same set of KITTI objects as in chapter 5.1.1. The algorithm extracts a 

rough area which would contain the desired object, so that the PV-RCNN 3D object de-

tector could detect the car and pedestrian targets at a faster rate, while better avoiding 

the detection of false positives created by difficult portions of the raw point cloud. 

The settings of the algorithm for this test were the same as the settings in the first eval-

uation, except that ground-removal was excluded, and the size of the eventual extracted 

area of points was 5×5×3 meters for cars, and 0.8×0.8×3 for pedestrians. The input cloud 

of the PV-RCNN network was created from these small areas similarly to Figure 28. 

KITTI DETECTION ACCURACIES 

DIFFICULTY TOTAL CAR PEDESTRIAN 

Easy 97.91% 99.29% 93.94% 

Moderate 92.28% 92.58% 90.72% 

Hard 87.64% 87.50% 88.50% 

 

Table 6: Object detection accuracies on all KITTI difficulties 
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The 3D output detections of PV-RCNN were compared between the raw point cloud, and 

the filtered point cloud created by the algorithm, using the ‘Car’ and ‘Pedestrian’ classes. 

For the raw point clouds, the amount of correct detections by PV-RCNN was counted 

using the KITTI ground truth labels as reference. The metric used was the KITTI hard 

difficulty setting, and a 3D Iintersection-over-Union (IoU). The 3D IoU in this case 

measures the value of how well a detection box matches a ground truth box. IoU can be 

calculated from 

𝐼𝑜𝑈 =
𝑉𝑜𝑙𝑢𝑚𝑒 𝑜𝑓 𝑂𝑣𝑒𝑟𝑙𝑎𝑝

𝑉𝑜𝑙𝑢𝑚𝑒 𝑜𝑓 𝑈𝑛𝑖𝑜𝑛
    (19) 

where 𝑉𝑜𝑙𝑢𝑚𝑒 𝑜𝑓 𝑂𝑣𝑒𝑟𝑙𝑎𝑝 is the overlapping 3D area between a ground truth box, and 

a detection box being compared to it. 𝑉𝑜𝑙𝑢𝑚𝑒 𝑜𝑓 𝑈𝑛𝑖𝑜𝑛 is the 3D area inside either one 

of the two 3D boxes, or both of them. The resulting values range from 0.0-1.0. 

According to the KITTI 3D object detection challenge, the 𝐼𝑜𝑈 threshold for a correct 

detection is 0.7 for the ‘Car’ class, and 0.5 for the ‘Pedestrian’ class. With these settings, 

the point clouds were fed to the PV-RCNN network, and correct detections counted for 

all targets, and for both classes separately. For the raw point clouds, every ground truth 

label under the hard difficulty constraint was included. For the filtered clouds, the evalu-

ation included all ‘Car’ and ‘Pedestrian’ ground truth labels which belonged to the hard 

difficulty and were also detected by YOLO v4.  

 

 

Table 8: KITTI PV-RCNN performance on filtered point clouds 

KITTI HARD DIFFICULTY - RAW POINT CLOUDS 

CLASS Total Car Pedestrian 

ACCURACY 88.83 % 90.87 % 78.31 % 

AVERAGE INFERENCE TIME 153 ms 

Table 7: KITTI PV-RCNN performance on raw point clouds 

KITTI HARD DIFFICULTY - FILTERED POINT CLOUDS 

CLASS Total Car Pedestrian 

ACCURACY 87.63 % 89.02 % 79.14 % 

AVERAGE INFERENCE TIME 63 ms 
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The conclusion from these results is that using this method, the detection rate for cars 

suffers slightly, and the detection rate for pedestrian increases slightly. The slight in-

crease is possibly related to the more accurate data from smaller targets provided by an 

RGB camera compared to a lidar point cloud. The inference time improves significantly. 

An inference time of 0.153 results to about 6.5 FPS. Inference time 0.063 seconds is 

about 15.9 FPS, which is a major improvement considering the real time requirements 

of possible vehicle integrations.  

The KITTI dataset labels several far away and greatly occluded objects as a class named 

‘DontCare’. Objects of this class do not have a 3D ground truth location defined in the 

dataset. This makes it troublesome to reliably estimate the amount of false positives in 

the KITTI data, because there are several occasions where networks like PV-RCNN de-

tect an object which actually is there (i.e. can be seen physically in the camera image), 

but does not have a 3D ground truth label attached to it, and thus not allowing 3D IoU 

calculations. 

Another point to consider is that he KITTI analysis applies a 64-beam lidar sensor, and 

calibration is very accurate. In the custom vehicle integration there are lidars with less 

beams which provides less data for processing. Therefore, it is possible that the KITTI 

testing provides more accurate detection than the vehicle integrated system. 
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5.2 Vehicle integration 

 An objective of this thesis was to design a 3D object detection method using lidar and 

camera data fusion, but the larger motivation was to integrate such a system into an 

actual automated vehicle, and install the corresponding hardware and system. The inte-

gration of a complete system like this involves setting up computers for running the soft-

ware, setting up networks for communication between hardware components, and also 

recognizing and solving various unexpected challenges like compatibility issues and 

hardware and software bottlenecks throughout the process. The final architecture of the 

vehicle integration accomplished in this thesis is presented in Figure 31. 

 

The system was divided into four modules with each completing their own task and trans-

mitting only the necessary information to the other modules. In practice, this meant that 

the sensor data processing modules of the system consisted of four computers: A vehicle 

computer processing and distributing the lidar point clouds over OpenDDS; a similar linux 

computer processing and distributing the IMU data; an Nvidia Jetson Xavier AGX for the 

RGB camera and neural network processing and output data distribution; and the data 

fusion computer which processed the output of the other modules and performed the 3D 

object detection. 

Figure 31: Architecture of the vehicle integration 
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This modular division was a significant feature of the system. Running the sensor data 

processing software in their separate computers, and having a separate computer re-

ceiving the data allows to flexibly add/remove sensors to/from the vehicle system. Since 

the processed data from the sensors is transmitted in a pre-determined format over 

OpenDDS, the other modules of the vehicle system do not need to be changed even if 

the software or hardware of one of the modules must later be modified. OpenDDS was 

chosen for the data transfer partly because of its flexible publish/subscribe messaging, 

and previous hands-on experience with it. Initially problems arose with OpenDDS when 

transmitting the processed lidar data to the computer performing the data fusion: due to 

the large amounts of data transfer, the communication setup suffered from packet losses. 

Direct TCP communication turned out to be a stable temporary solution for the lidars, 

and the data transfer was later stablilized with OpenDDS as well. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 32: Running the algorithm in the test vehicle 
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The method that eventually improved the lidar related OpenDDS performance and the 

processing times of the data fusion module, was the trimming down of the point clouds 

in the lidar sensor software. In practice, this meant that only certain 3D points within 

certain coordinates were included in the lidar data that was transmitted forward. 3D 

points that would certainly be out the cameras field of view were dropped out in the lidar 

sensor driver module. This resulted in less network traffic, and less lidar points to be 

processed in the data fusion module. Communications and data transfer of the other 

computers processing the camera, YOLO and IMU data worked in a stable manner with 

OpenDDS. 

In Figure 32, the algorithm is detecting other road users in real-time and calculating their 

distances from the test vehicle. The most important challenge of implementing this sys-

tem was to run it in high enough camera and lidar frame rates to have real-time status 

information about the surrounding objects. A common rule-of-thumb goal for automotive 

environmental sensing algorithms is to be able to calculate updates at least at 10 Hz 

rate. This was also the point cloud capture rate of the lidar sensors used. More exact 

requirements are specific to each application and targeted driving speeds. 

With several data collection modules, data transfer and the final data fusion algorithm, 

there were several potential bottlenecks to slow down the processing. The most im-

portant one was the final data fusion and object extraction part. This was due to the large 

amount of lidar points being projected and processed individually. The most effective 

solution to this bottleneck was multithreading with the OpenMP library. Because the point 

Figure 33: Inference times histogram 
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cloud processing was a task of repetitive operations and loops over large amounts of 

data, multithreading significantly improved the performance of these bottleneck points.  

The inference times were recorded in a test run. This included driving an approximately 

728 second test run around central Hervanta in Tampere, and recording each inference 

time to a file. The file was then examined with a Python script. The distribution of the 

inference times are shown in Figure 33. 

In total there were 7391 measurements. The histogram shows that occasionally the in-

ference can take over 200 milliseconds, but there are also some occasions where the 

duration is below 50 milliseconds. This could be explained by the heavily multithreaded 

processing in the data fusion end, combined with the varying rates of data transfer be-

tween the sensors in the OpenDDS network. For example, sometimes a lidar or IMU 

data transmission can be received instantly after the data fusion algorithm has processed 

a single scene, and sometimes the data fusion module might have to wait for a longer 

time before it receives the required data from all the three sensor modules. 
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6. CONCLUSIONS 

This thesis implemented sensor data fusion using 2D image object detection combined 

with lidar point clouds to achieve 3D object detection. Specifically, this thesis had three 

research questions. The first was the question of how well does a sensor data fusion 

algorithm combining lidar point clouds, and a state-of-the art neural network for recog-

nizing objects from camera images, detect 3D objects in an automated vehicle environ-

ment? This question was answered by designing and implementing such an algorithm in 

a C++ and Qt Creator environment, and evaluating its performance against a public au-

tonomous driving dataset, which was selected to be the KITTI dataset, on three difficulty 

settings. With the custom evaluation method presented in chapter 5.1.1, a detection ac-

curacy of 87.64 % was reached on the hard difficulty setting of the KITTI dataset. 

The second research question was how are the detection accuracies and computation 

times of a state of the art lidar point cloud neural network affected, when using sensor 

data fusion techniques to preprocess the input data of the neural network? This was 

answered through testing in a Python and PyTorch based environment and the results 

were evaluated with the KITTI dataset. The detection accuracy and inference times of 

the PV-RCNN neural network were observed with unprocessed and pre-processed point 

cloud inputs. While the processed input lost almost two percent accuracy with cars, it 

slightly improved the detection rate of pedestrians, and the inference was about 2.4 times 

faster. The comparison between The number of false positive detections for the two dif-

ferent inputs were not compared due to the ambiguities caused by the KITTI objects 

labelled ‘DontCare’. 

The third research question of this thesis was what are the required configurations and 

optimizations for software and hardware, to utilize a computationally heavy neural net-

work data fusion system in low-power computational units and the varying sensor setup 

of a self-driving vehicle? This was answered by integrating a modular system consisting 

of individual sensor data processing computers, and a separate computer unit perform-

ing the data fusion and 3D object detection. Operating speeds of 10 Hz were achieved 

for the full system by filtering out unused lidar data outside the cameras field of view, 

using OpenDDS data transfer and OpenMP multithreading operations, which enabled 

the system to function mostly at a stable real-time rate, with some occasional longer 

processing cycles occurring. 
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The final system was sometimes able to make stable detections of cars as far as 100 

meters from the test vehicle in clear weather. A limitation in the current system is the 

horizontal field of view of the camera. In future work, a wider field of view for the camera 

or multiple cameras should be considered to obtain a wider vision. Another limitation is 

the number of beams of the lidar sensors. Using lidar sensors with more beams could 

provide higher resolution environmental data and improve the estimation accuracy. How-

ever, this could also present the need for more powerful data processing computers in 

the vehicle. The implementation of tracking algorithms is also a possible next step for 

the system. 
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