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ABSTRACT 

Teemu Paananen: FAST FOURIER TRANSFORM POWER CONSUMPTION OPTIMIZA-

TION 

Master of Science Thesis 

Tampere University 

Master’s Degree Programme in Information Technology 

April 2021 
 

Fast Fourier Transform (FFT) is a signal processing algorithm used to obtain spectral content 
of a time domain data sequence. It is a computationally intensive algorithm, so it can form a 
substantial part of the power consumption of the system it is used in. Therefore, optimizing the 
FFT can bring cost savings in power supply and cooling of the system.  

In this thesis, an existing FFT design is optimized to reduce its power consumption. The opti-
mization is done on Register-Transfer Level (RTL) using VHDL. The theoretical background of 
the topic is first covered, presenting various ways the FFT can be implemented and how the 
power consumption can be reduced. This information is then taken into the implementation, where 
the original design is optimized by updating it to use a more efficient FFT algorithm. The algorithm 
used in the original design was radix-22, which can be optimized by reducing the number of com-
plex multiplications in it. To do this, the radix-23 algorithm was implemented. It decomposes and 
combines the complex multiplications, so that part of the operations can be done by using simpler 
multiplication logic.  

The RTL implementation of the design is described, showing what updates were done to the 
original design. The two are then simulated for average power consumption, using all supported 
transform sizes and numbers of parallel samples. The results are compared to determine the 
gained savings and the new design is found to reduce the power consumption by 10% at best. 
This is achieved with an 8192-point transform and 8 parallel samples, which are the maximum 
the design supports. 

 
Keywords: FFT, Radix-22, Radix-23, SDF, Power Consumption, Constant Multiplication  
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Nopea Fourier-muunnos (Fast Fourier Transform, FFT) on signaalinkäsittelyssä käytettävä 

algoritmi, jolla voidaan muuttaa aikatason dataa taajuustasoon. Se on laskennallisesti raskas al-
goritmi, joten sen tehonkulutus voi muodostaa merkittävän osan sen järjestelmän tehonkulutuk-
sesta, jossa algoritmia käytetään. Tästä syystä FFT:n tehonkulutuksen optimoinnilla voidaan 
saada säästöjä muun muassa järjestelmän virtalähteen ja jäähdytyksen toteutuksissa. 

Tässä diplomityössä käsitellään olemassa olevan FFT-toteutuksen optimointi tehonkulutuksen 
pienentämiseksi. Optimointi on tehty rekisterisiirtotasossa käyttäen VHDL-kieltä. Aiheen teoreet-
tinen tausta käsitellään ensin, sisältäen eri tekniikoita joilla FFT voidaan toteuttaa ja kuinka algo-
ritmin tehonkulutukseen voidaan vaikuttaa. Tämän tiedon pohjalta vanha FFT-toteutus päivite-
tään käyttämään optimaalisempaa algoritmia. Alkuperäisessä toteutuksessa käytetty algoritmi oli 
radix-22, jota voidaan optimoida yksinkertaistamalla sen kertolaskulogiikkaa. Tätä varten radix-23 
algoritmi valittiin toteutettavaksi. Siinä osa radix-22:n kompleksista kertolaskuista jaetaan osiin, 
joissa toinen osa operaatiosta voidaan laskea yksinkertaisemmalla logiikalla. Nämä osat järjes-
tellään sitten niin, että kompleksisten kertolaskujen kokonaismäärä pienenee. 

Työssä esitellään alkuperäinen FFT-toteutus sekä siihen tehdyt päivitykset. Tehonkulutuksen 
selvittämiseksi sekä uusi että vanhan toteutus simuloidaan käyttäen kaikkia tuettuja muunnosko-
koja sekä rinnakkaisuuksia. Molemmista versioista kerätään tulokset keskimääräisestä tehonku-
lutuksesta ja näitä vertaillaan saadun hyödyn selvittämiseksi. Tulosten perusteella uusi päivitetty 
versio kuluttaa parhaimmillaan 10% vähemmän tehoa kuin alkuperäinen toteutus. Tämä saavu-
tetaan käyttämällä 8192 pitkää muunnoskokoa ja 8 rinnakkaista näytettä, jotka ovat maksimi mitä 
kyseinen FFT tukee. 

 
Avainsanat: FFT, Radix-22, Radix-23, SDF, Tehonkulutus, Vakiokertoja 
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1. INTRODUCTION 

Fast Fourier Transform (FFT) is a term covering a group of algorithms used to compute 

Discrete Fourier Transform (DFT) more efficiently. These algorithms are used widely in 

Digital Signal Processing (DSP) field and have been subject of vast research since 

1960s. The reason for the interest in computing DFT efficiently come from the diverse 

applications it has. The DFT is used to obtain spectral content of a time domain signal, 

as depicted in Figure 1. 

 

Figure 1. Time domain to frequency domain conversion 

There are many situations where this is needed, ranging from sound and image pro-

cessing to communication systems and radar [4]. The problem of the basic DFT however 

is its requirement of 𝑂(𝑁2) arithmetic operations, where N is the transform length. This 

makes processing of long data sequences demanding, as the hardware requirements 

grow in same proportion. As the operation count increases, more power is required to 

perform the task, which leads to more complex power source and cooling systems. Also, 

the number of available processing elements limit how much of the processing can be 

done in parallel, causing the total processing time to increase. Together, these aspects 

set great limitations on what sizes of N are practical to compute with the DFT. 

To reduce the operation count, a number of algorithms have been proposed. These al-

gorithms are generally called Fast Fourier Transforms, as they optimize the DFT to run 

with fewer operations and therefore less resources. However, even though the FFTs are 

more efficient than the DFT, they are still very computationally intensive algorithms. This 

has led to development of many different algorithms and several architectures to imple-

ment them in hardware. These different variants have different properties and the best 

option depends on the requirements, set by the application.  

x(t)

t

|X(f)|
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In this thesis, the aim was to optimize the power consumption of an existing FFT imple-

mentation. As mentioned, FFT is a computationally intensive operation. Therefore, the 

interest was to determine if the existing design could be optimized to gain savings in the 

power consumption. The work was started by studying different ways the FFT can be 

implemented and how they affect the power consumption. It was found that the two main 

sources of power consumption are the memory and the multipliers of the design. To 

optimize these, an algorithm with a minimal number of multiplications should be used. 

Likewise, an architecture that allows the required throughput, but utilizes minimal amount 

of memory and processing elements, should be selected. The architecture of the original 

design was found already optimal for the application, but the algorithm could still be op-

timized further. Therefore, a more efficient algorithm was chosen to be implemented, to 

replace the original one. The original design was targeted for Application-Specific Inte-

grated Circuit (ASIC) systems and written in Very High-Speed Integrated Circuit Hard-

ware Description Language (VHDL). Therefore, also the new design was written in VHDL 

and overall, the optimization work concentrated on Register-Transfer Level (RTL). 

This thesis discusses first the theoretical background of the topic, introducing different 

algorithms and architectures with brief description of how they work. The focus is kept 

on the popular radix-2 type algorithms. Next, the RTL implementations of the original 

design and the new improved one are described. Finally, the two designs are simulated 

for power consumption and compared to determine the gained savings.  

The structure of the thesis is following: Chapter 2 discusses the theoretical background 

of the topic, presenting what FFT algorithms have been developed, how they work and 

how they can be implemented. Chapter 3 provides a brief overview of the similar FFT 

designs found in literature. Chapter 4 describes how the thesis was done, presenting the 

optimization, design, verification, and simulation methods. Chapter 5 describes the RTL 

implementation and Chapter 6 the simulation results of the design. Finally, Chapter 7 

concludes the thesis. 
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2. FAST FOURIER TRANSFORM 

2.1 History 

To ease up the computational cost of the DFT, a number of algorithms have been pro-

posed. The current understanding is that the first person to propose an algorithm, re-

sembling what is now known as FFT, was Carl Friedrich Gauss in 1805 in his work with 

trigonometric interpolation algorithms. This work however did not receive much interest 

at the time and was mostly forgotten for over hundred years. [22] The real upcoming of 

the FFT came in 1965, when James Cooley and John Tukey published their method for 

calculating the DFT more efficiently [8]. At the time, computers were used for calculating 

DFTs and the complexity of the algorithm caused the machines to use hundreds of hours 

in processing [9]. The method proposed by Cooley and Tukey, now known as Cooley-

Tukey algorithm, reduced this computational complexity from 𝑂(𝑁2) to 𝑂(𝑁 log 𝑁). This 

had major implications, as it made the use of DFT greatly more feasible. This caught the 

attention of the science world and resulted a tide of research that is still going on today.  

In addition to the work by Cooley and Tukey, other early developments include the Prime 

Factor algorithm published in 1958 [18] and the Winograd Fourier Transform algorithm 

published in 1975 [46]. More modern versions of the FFTs cover various improvements 

done to the radix-2 variant of the original Cooley-Tukey algorithm. In 1996, He and Tor-

kelson published the radix-22 algorithm [20] and two years later the radix-23 algorithm 

[21]. Next, came the radix-24 by Oh and Lim in 2005 [35] and in 2009, a generalized 

radix-rk algorithm was introduced by Cortes et. al. [10]. All these algorithms share the 

structure described by Cooley and Tukey but optimize the multiplicative complexity of 

the design.  

Also, work has been done with non-fixed radices. In 1984, Duhamel and Hollmann pro-

posed a split-radix algorithm, which combines the radix-2 and radix-4 algorithms to re-

duce the need of complex multipliers [12]. This work was followed by Jia et. al. in 1998, 

with their radix-2/4/8 algorithm [24]. In 2007, Lee and Park introduced a balanced binary-

tree algorithm, where the radix is adjusted mid-transform to minimize the number of mul-

tiplications [29]. Later in 2011, Qureshi and Gustafsson demonstrated how this binary-

tree representation can be used to generate all radix-2 based FFT algorithms [38]. Also, 

another method was proposed in 2016, when Garrido showed how triangular matrices 

can be used to describe FFTs [15].  
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Despite the myriad of different FFT algorithms developed since the Cooley-Tukey was 

introduced, it has remained one of the most popular approaches for computing the DFT 

[39]. Additionally, the FFT design being optimized in this thesis uses the radix-22 algo-

rithm. Therefore, the focus in this thesis is kept on the Cooley-Tukey algorithm, especially 

its radix-2 variant, and the later developments that have been made based on it. 

2.2 Cooley-Tukey FFT algorithm 

The Cooley-Tukey algorithm tackles the exponentially growing complexity of the DFT by 

decomposing it into smaller DFTs. This is done by dividing the input data first into se-

lected number of smaller DFTs. These are then divided again, iterating until the result 

equals the data in frequency domain. By doing so, the algorithm reduces the computa-

tional complexity from 𝑂(𝑁2) to 𝑂(𝑁 log 𝑁). [8] Following three sections describe how 

the algorithm works. 

2.2.1 Formula 

The DFT is defined as:  

𝑋(𝑘) = ∑ 𝑥(𝑛)𝑊𝑁
𝑛𝑘,   𝑘 = 0,1, … , 𝑁 − 1

𝑁−1

𝑛=0

, (1) 

where x is the complex input vector, X the complex output vector, N the transform size, 

and W the principal root of unity, generally referred as twiddle factor in FFT context: 

𝑊𝑁
𝑛𝑘 = 𝑒

−𝑗2𝜋𝑛𝑘
𝑁 . (2) 

As this factor is a point on the unit circle, multiplying by it only rotates the data values on 

the complex plane. Therefore, the multiplication by the twiddle factor is called rotation. 

As can be seen from equation (1), N number of iterations are needed to calculate the 

sum function. Also, N number of summations are needed to calculate the whole output, 

hence the complexity of 𝑂(𝑁2). 

To reduce the complexity, the algorithm begins by choosing N to be a composite number, 

for example 𝑁 = 𝑟1𝑟2. Then, input and output vectors are mapped into as many dimen-

sions as there are factors in N: 

𝑥(𝑛) = 𝑥(𝑛1, 𝑛0), (3) 

𝑋(𝑘) = 𝑋(𝑘1, 𝑘0). (4) 

Indices can be expressed as: 
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𝑛 = 𝑛1𝑟2 + 𝑛0 , 𝑛0 = 0,1, … , 𝑟2 − 1 , 𝑛1 = 0,1, … , 𝑟1 − 1, 
(5) 

𝑘 = 𝑘1𝑟1 + 𝑘0 , 𝑘0 = 0,1, … , 𝑟1 − 1 , 𝑘1 = 0,1, … , 𝑟2 − 1. 
(6) 

With these, the DFT equation can be written as: 

𝑋(𝑘1, 𝑘0) = ∑ ∑ 𝑥(𝑛1, 𝑛0)𝑊𝑁
(𝑛1𝑟2+𝑛0)(𝑘1𝑟1+𝑘0)

𝑟1−1

𝑛1=0

𝑟2−1

𝑛0=0

  

= ∑ ∑ 𝑥(𝑛1, 𝑛0)𝑊𝑁
𝑛1𝑟2𝑘1𝑟1+𝑛1𝑟2𝑘0+𝑛0𝑘1𝑟1+𝑛0𝑘0 .

𝑟1−1

𝑛1=0

𝑟2−1

𝑛0=0

 (7) 

Now, because: 

𝑊𝑁
𝑛1𝑟2𝑘1𝑟1 = 𝑊𝑟1𝑟2

𝑛1𝑟2𝑘1𝑟1 = 𝑒
−𝑗2𝜋𝑛1𝑟2𝑘1𝑟1

𝑟1𝑟2 = 1, (8) 

𝑊𝑁
𝑛1𝑟2𝑘0 = 𝑊𝑟1𝑟2

𝑛1𝑟2𝑘0 = 𝑒
−𝑗2𝜋𝑛1𝑟2𝑘0

𝑟1𝑟2 = 𝑊𝑟1

𝑛1𝑘0 , 
(9) 

the twiddle factor can be divided into: 

𝑊𝑁
𝑛1𝑟2𝑘1𝑟1+𝑛1𝑟2𝑘0+𝑛0𝑘1𝑟1+𝑛0𝑘0 = 𝑊𝑟1

𝑛1𝑘0𝑊𝑁
𝑛0𝑘1𝑟1+𝑛0𝑘0 . (10) 

Now, the equation can be written as: 

𝑋(𝑘1, 𝑘0) = ∑ ( ∑ 𝑥(𝑛1, 𝑛0)𝑊𝑟1

𝑛1𝑘0

𝑟1−1

𝑛1=0

) 𝑊𝑁
𝑛0𝑘1𝑟1+𝑛0𝑘0

𝑟2−1

𝑛0=0

. (11) 

As can be seen, DFT has now been broken down to two DFTs, where the inner one is r1 

long and the outer one r2 long. These nested transforms are called stages. Since x has 

N elements, calculating the inner stage takes Nr1 operations and calculating the outer 

stage takes Nr2 operations. Therefore, the whole algorithm takes total of: 

𝑇 = 𝑁(𝑟1 + 𝑟2) 
(12) 

operations. 

Next, the algorithm can be generalized by defining: 

𝑁 = 𝑟1𝑟2 … 𝑟𝑚. 
(13) 

This gives an algorithm that has m-stages and requires: 
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𝑇 = 𝑁(𝑟1 + 𝑟2 + ⋯ + 𝑟𝑚) 
(14) 

operations to execute. Now, if 𝑟𝑗 = 𝑟, the number of stages becomes: 

𝑚 =  log𝑟 𝑁. 
(15) 

Since each stage requires rN operations to execute, the whole operation count can be 

expressed with: 

𝑇(𝑟) = 𝑟𝑁 log𝑟 𝑁, 
(16) 

which matches the 𝑂(𝑁 log 𝑁) complexity presented earlier. 

As can be seen, choosing N that equals rm will reduce the operation count greatly. This 

r, or radix, is mentioned in the names of the algorithms using this Cooley-Tukey ap-

proach. For example, an FFT algorithm using 𝑁 = 2𝑚 is called a radix-2 algorithm. Sim-

ilarly, an algorithm with 𝑁 = 4𝑚 is called a radix-4 algorithm. Because traditional com-

puters are based on binary arithmetic, it is beneficial to choose the radix to be power of 

two. Radix-4 has a slight computational cost advantage over radix-2, but the control logic 

of the latter is simpler [40]. In this thesis, the focus is kept on the radix-2 algorithm and 

its derivatives. 

2.2.2 Algorithm structure 

The basic building block of an FFT algorithm is a so-called butterfly. It is the result of the 

r-long sum functions  

∑ 𝑥(𝑛1, 𝑛0)𝑊𝑟
𝑛1𝑘0

𝑟−1

𝑛1=0

. (17) 

If the radix r is set to 2, the resulting butterfly can be represented as: 

 

Figure 2.  Radix-2 butterfly 

Note that the lower sum becomes subtraction, as the twiddle factor 𝑊𝑟
𝑛1𝑘0 equals 

𝑊2
𝑛1𝑘0 = 𝑒

−𝑗2𝜋𝑛1𝑘0
2 , which toggles between 1 and -1. Now, if the transform length is set to 

𝑁 = 23 = 8, the algorithm can be represented as: 

+

-
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Figure 3. Radix-2 DIF FFT, N=8 [36]  

Because the radix was set to 2, the number of butterflies needed per stage equals 
𝑁

2
= 4 

and the number of stages equals log2 8 = 3. The numbers between the butterfly stages 

represent the twiddle factors 𝑊𝑁
𝑛𝑘. Here, only the index nk of the factor is shown, mean-

ing that for example 2 =  𝑊𝑁
2 = 𝑒−

𝑖2𝜋2

𝑁 . As it can be seen, many of the nodes do not have 

a twiddle factor or the index is marked as 0. In those cases, the factor equals 1 and no 

actual multiplication is done.  

There are number of ways the butterfly structure can be formed. In the Figure 3, input 

data is in natural order and the output data is in bit reversed order. Bit reversed meaning 

that the binary values of the indices are reversed: 0011 → 1100. This results a structure 

of sub-DFTs, where the size N is halved on each stage until matching the radix 2. In 

literature, this is generally referred as Decimation in Frequency (DIF) [36]. Other option 

is to have the input data in bit reversed order and the output in natural order, as shown 

in Figure 4.  

0

1

2

3

0

2

0

2

STAGE 3 STAGE 2 STAGE 1
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x(1)

x(2)

x(3)

x(4)
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x(7)
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X(4)

X(2)

X(6)

X(1)

X(5)

X(3)

X(7)
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Figure 4. Radix-2 DIT FFT, N=8 [36]  

In that case, the butterfly structure looks the same, but is flipped horizontally and the size 

of the sub-DFTs start from 2 and grow to N. This structure is generally referred as Deci-

mation in Time (DIT). However, the structure of the butterflies affects only the order the 

data is accessed and processed, and the decimation method is not tied to it. For exam-

ple, the DIF algorithm presented in Figure 3 can be also processed with bit reversed 

input and natural order output, that is usually associated with DIT. Furthermore, other 

data orderings can also be used. For example, both input and output can be set to natural 

order, or the structural geometry of each stage can be kept constant. The difference 

between DIF and DIT come from how the twiddle factor multiplications are handled. 

[36][15]  

2.2.3 Rotations 

Multiplications by a twiddle factor are called rotations, as the operation rotates the data 

on the complex plane. This happens, as the twiddle factors are points on the unit circle 

and so, their magnitude is 1. They are denoted as 𝑊𝑁
𝑛𝑘, which represents the exponent 

function 𝑒
−𝑗2𝜋𝑛𝑘

𝑁 . As the sign of the exponent is negative, multiplication causes the data 

to rotate clockwise for an angle determined by the 
𝑛𝑘

𝑁
 part in the function. The set of 

possible twiddle factors on an FFT stage are determined by the N, which divides the unit 

circle into N points. The term nk is then used to select one of these points. This is shown 

in Figure 5, where the twiddle factors with N=4 are shown on left and twiddle factors with 

N=8 on the right. The numbers around the circles represent the index nk. 
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Figure 5. Twiddle factors with N=8 and N=4 [29]  

There are several ways the multiplications by these factors can be done. Most straight-

forward way is to use a regular complex multiplier for each operation, but it is also the 

most power consuming way. Direct computation of a complex multiplication is defined 

as (𝑎 + 𝑖𝑏)(𝑐 + 𝑖𝑑) = (𝑎𝑐 − 𝑏𝑑) + 𝑖(𝑎𝑑 + 𝑏𝑐), and therefore requires 4 real multiplica-

tions and 2 additions. This can however be optimized, as (𝑎𝑑 + 𝑏𝑐) = (𝑎 + 𝑏)(𝑐 + 𝑑) −

𝑎𝑐 − 𝑏𝑑 [30]. Because of this, the operation can be reduced to 3 real multiplications: 

(𝑎 + 𝑏)(𝑐 + 𝑑), 𝑎𝑐 and 𝑏𝑑. The number of adders however increases to 4. The c and d 

in the equations represent the cosine and sine components of the twiddle factor, 𝑊𝑁
𝑛𝑘 =

𝑒
−𝑗2𝜋𝑛𝑘

𝑁 = cos(
2𝜋𝑛𝑘

𝑁
) − 𝑗 sin(

2𝜋𝑛𝑘

𝑁
). These two values are usually pre-calculated and stored 

into a memory, where they are fetched from when the processing so requires. Because 

of this, the power consumption of the rotations consists of both the actual multipliers and 

the memory used for the twiddle factor tables.  

As the multipliers form a significant amount of the power consumption in an FFT, it is 

beneficial to avoid using the full complex multipliers when possible. When inspecting the 

figure, it can be seen that not all rotations require actual multiplication. For example, 

when the index is 0, the twiddle factor equals 1 and no multiplication is required. Like-

wise, when the twiddle factor equals -1, only sign inversion is required. On the other 

hand, when the factor equals −𝑗, the rotation can be performed by swapping the real and 

imaginary parts around and inverting the imaginary sign.  

When the twiddle factor is not only on real or imaginary axis, more logic is required. 

However, full complex multipliers are still not necessary in all cases. For example, the 

factor 𝑊8
1 equals 𝑒

−𝑗2𝜋

8 =
1−𝑗

√2
. This requires only two real multiplications by 

1

√2
, instead of 

the 3 or 4 used in the complex multiplier. Additionally, as the factor 
1

√2
 is constant, a more 

efficient constant multiplier can be used. In these multipliers, the operation is performed 

by a set of adders, subtractors and shifts. As the factor is fixed, the add-shift algorithm 
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can be optimized for that number, which can reduce the complexity by 40% compared 

to the regular multiplier [21].  

One example of these constant multiplier designs is a Canonical Signed Digit (CSD) 

multiplier [35]. In this multiplier, the constant factor is represented in a CSD format, where 

each position in the bit vector have 3 possible states, +1, -1 and 0. These states deter-

mine the sign of the corresponding digit in the bit vector, meaning that if the multiplication 

factor is 0111 = 22 + 21 + 20 = 7, in CSD it is represented as +00− = 23 − 20 = 7. By 

assigning a sign for the digits, the algorithm minimizes the number of non-zero bits in the 

vector, which simplifies the required multiplication logic. 

Next, the data is multiplied by the products of the factor, meaning 23 and −20 in the case 

of the given example. Because the multiplications are done by values that are power of 

2, the operation can be done by shifting the data left in the binary format and inverting 

the sign when required. Therefore, the multiplications are performed by combining shift, 

add and subtract operations and the non-zero digits in the factor determine how these 

are used. Therefore, the multiplication 𝑥 ∗ 7 becomes (𝑥 ≪ 3) − (𝑥 ≪ 0).  

CSD multipliers can be also used to implement non-constant multiplications, in which 

case the multiplication factor is not known beforehand. In this case, a conversion algo-

rithm is needed to convert the factor in to CSD before the shift-add part. An example of 

such algorithm can be found in [19], where the authors present a method for fast con-

version from two’s complement to CSD. 

When the multiplication is done by a trigonometric function, a popular option for multi-

plier-less operation is COordinate Rotation DIgital Computer (CORDIC) [43]. Like the 

CSD multiplier, CORDIC also performs the multiplications by shifts and adders. How-

ever, the factor interpretation is done differently. As the CORDIC is used to rotate data, 

the input factor is the angle of the rotation. The algorithm takes this angle and decom-

poses it to so-called micro-rotations, which can be performed by shifting and adding the 

data. This angle decomposition is defined as:  

𝜃 = ∑ 𝛿𝑖

𝑀−1

𝑖=0

𝛼𝑖 + 𝜖, (18) 

where 𝜃 is the target angle of rotation, M the number of micro-rotations, 𝛿 the direction 

of the micro-rotations and 𝛼 the angle of the micro-rotations: 

𝛼𝑖 = tan−1(2−𝑖). (19) 
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The 𝜖 is an approximation error. These M number of micro-rotations can be calculated 

as  

𝑥𝑖+1 = 𝑥𝑖 − 𝑦𝑖𝛿𝑖2−𝑖, 
𝑦𝑖+1 = 𝑦𝑖 + 𝑥𝑖𝛿𝑖2−𝑖, 

(20) 

where the x and y represent the real and imaginary components of the value under rota-

tion 𝑥 + 𝑖𝑦. The direction parameter is usually defined as 𝛿 ∈ {1, −1}, which means that 

the data is being multiplied iteratively by ±2−𝑖. This yields a M-long loop where the angle 

of the micro-rotation is halved on each round and the direction adjusted so that the total 

amount of rotation approaches the full target angle. As the multiplication by 2−𝑖 can be 

done by shifting the data right, the operation can be done using only additions, subtrac-

tions and right-shifts that are accumulated M times. 

Rotations can be also done in parts. For example, 𝑊8
3 rotation can be done by combining 

the 𝑊8
1 and 𝑊8

2. This is useful as it decreases the needed hardware resources. In certain 

cases, this can be used to combine complex parts of several stages of the FFT, leaving 

the trivial parts to the starting stages. This technique is used in the algorithms presented 

in the next chapters. 

2.3 Improved algorithms 

2.3.1 Radix 22 

After development of the radix-2, the next major evolution in FFT algorithms came in 

1996 when He and Torkelson introduced the radix-22 algorithm [20]. What was special 

about this algorithm was that it reduced the number of complex multiplications without 

sacrificing the simple control mechanism of the radix-2 algorithm. To achieve this, the 

radix-22 algorithm applies a so-called twiddle factor decomposition to the radix-2 algo-

rithm. By doing this, the twiddle factors are divided into two parts, where one of the parts 

contains only rotation by −𝑗. This can be calculated with a sign inversion and swapping 

of real and imaginary part, so it is called a trivial multiplication. The other part contains 

the residue part of the factor and requires a full complex multiplication. It is therefore 

called non-trivial. These two parts are then arranged so that the multiplications on every 

other stage become trivial. This halves the amount of the complex multipliers in the al-

gorithm. 

To freshen the memory, the DFT is defined as: 
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𝑋(𝑘) = ∑ 𝑥(𝑛)𝑊𝑁
𝑛𝑘,   𝑘 = 0,1, … , 𝑁 − 1

𝑁−1

𝑛=0

. (21) 

The radix-22 algorithm begins similarly as radix-2 by decomposing the DFT into smaller 

nested DFTs. First, the input and output indexes are mapped into 3 dimensions: 

𝑛 = 〈
𝑁

2
𝑛1 +

𝑁

4
𝑛2 + 𝑛3〉𝑁, 

𝑘 = 〈𝑘1 + 2𝑘2 + 4𝑘3〉𝑁. 

(22) 

Now, after the decomposition the DFT will take form: 

𝑋(𝑘1 + 2𝑘2 + 4𝑘3) 

= ∑ ∑ ∑ 𝑥 (
𝑁

2
𝑛1 +

𝑁

4
𝑛2 + 𝑛3) 𝑊𝑁

(
𝑁
2

𝑛1+
𝑁
4

𝑛2+𝑛3)(𝑘1+2𝑘2+4𝑘3)
1

𝑛1=0

1

𝑛2=0

𝑁
4

−1

𝑛3=0

 

= ∑ ∑ {𝐵𝑁
2

𝑘1 (
𝑁

4
𝑛2 + 𝑛3) 𝑊𝑁

(
𝑁
4

𝑛2+𝑛3)𝑘1
} 𝑊𝑁

(
𝑁
4

𝑛2+𝑛3)(2𝑘2+4𝑘3)
,

1

𝑛2=0

𝑁
4

−1

𝑛3=0

 

 

(23) 

where B is the butterfly structure: 

𝐵𝑁
2

𝑘1 (
𝑁

4
𝑛2 + 𝑛3) = 𝑥 (

𝑁

4
𝑛2 + 𝑛3) + (−1)𝑘1𝑥 (

𝑁

4
𝑛2 + 𝑛3 +

𝑁

2
). (24) 

So far, the algorithm works just like radix-2 does. The next step is to decompose the 

twiddle factor: 

𝑊𝑁

(
𝑁
4

𝑛2+𝑛3)(𝑘1+2𝑘2+4𝑘3)
 

= 𝑊𝑁
𝑁𝑛2𝑘3𝑊𝑁

𝑁
4

𝑛2(𝑘1+2𝑘2)
𝑊𝑁

𝑛3(𝑘1+2𝑘2)
𝑊𝑁

4𝑛3𝑘3 

= 𝑊4
𝑛2(𝑘1+2𝑘2)

𝑊𝑁
𝑛3(𝑘1+2𝑘2)

𝑊𝑁
4𝑛3𝑘3 

= (−𝑗)𝑛2(𝑘1+2𝑘2)𝑊𝑁
𝑛3(𝑘1+2𝑘2)

𝑊𝑁
4𝑛3𝑘3 . 

(25) 

As can be seen, the twiddle factor has been now broken down into a −𝑗 that depends on 

the inner sum index n2 and two other factors that depend on the outer sum index n3. 

Now, inserting this into equation (23) and expanding the inner sum will yield: 

𝑋(𝑘1 + 2𝑘2 + 4𝑘3) = 

∑ [𝐻(𝑘1, 𝑘2, 𝑛3)𝑊𝑁
𝑛3(𝑘1+2𝑘2)

] 𝑊𝑁
4

𝑛3𝑘3 ,

𝑁
4

−1

𝑛3=0

 

(26) 

where: 
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𝐻(𝑘1, 𝑘2, 𝑛3) = 

[𝑥(𝑛3) + (−1)𝑘1𝑥 (𝑛3 +
𝑁

2
)] + (−𝑗)(𝑘1+2𝑘2) [𝑥 (𝑛3 +

𝑁

4
) + (−1)𝑘1𝑥 (𝑛3 +

3

4
𝑁)]. 

(27) 

As can be seen, only the −𝑗 part of the first twiddle factor is left on the first stage and 

rest are combined with the ones on the second stage. This can be seen more intuitively 

from a signal flow graph. First, an ordinary radix-2 flow graph is shown in Figure 6. 

 

Figure 6. Radix-2 DIF flow graph [36]  

As mentioned in the Cooley-Tukey chapter, the twiddle factors are marked only with their 

indices between the stages, meaning that for example 4 = 𝑊16
4 = 𝑒

−𝑗2𝜋4

16 = −𝑗.  

By examining the twiddle factors on the first stage, it can be seen that subtracting −𝑗 out 

of the lowest 4 factors will cause the second stage butterflies to have a same multiplier 

on both of the input nodes. Now, because (𝑎𝑏 + 𝑎𝑐) = 𝑎(𝑏 + 𝑐), matching twiddle factors 

on the input side can be moved to the output side, as in Figure 7. 

 

Figure 7.  Twiddle factor rearrangement 

Figure 8 shows that by applying this rearrangement, only the −𝑗 part that cannot be 

moved remains on the first stage and the rest are merged with the factors on the second 

stage.   
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Figure 8. Radix-22 DIF flow graph [20]  

As can be seen, after rearranging the twiddle factors, every other stage consists of only 

rotations by −𝑗. These are generally marked as W4 and they are considered trivial, as 

they can be calculated by swapping the real and imaginary parts around and inverting 

the imaginary sign. Therefore, full complex multipliers are required only on every other 

stage anymore. 

Table 1 shows a comparison of radix-2, radix-4 and radix-22 in terms of used hardware 

resources and control complexity. Abbreviations MDC, SDF and SDC represent archi-

tectures Multi-path Delay Commutator, Single-path Delay Feedback and Single-path De-

lay Commutator, which are covered in chapter 2.4. Inspecting the table, the advantages 

of the radix-22 become evident. It halves the multiplier count of the radix-2, while retaining 

its simpler control logic.  

Table 1. Hardware comparison [20]  

 Multiplier # Adder # Memory size Control 

R2MDC 2(𝑙𝑜𝑔4𝑁 − 1) 4𝑙𝑜𝑔4𝑁 
3

2
𝑁 − 2 Simple 

R2SDF 2(𝑙𝑜𝑔4𝑁 − 1) 4𝑙𝑜𝑔4𝑁 𝑁 − 1 Simple 

R4SDF 𝑙𝑜𝑔4𝑁 − 1 8𝑙𝑜𝑔4𝑁 𝑁 − 1 Medium 

R4MDC 3(𝑙𝑜𝑔4𝑁 − 1) 8𝑙𝑜𝑔4𝑁 
5

2
𝑁 − 4 Simple 

R4SDC 𝑙𝑜𝑔4𝑁 − 1 3𝑙𝑜𝑔4𝑁 2𝑁 − 2 Complex 

R22SDF 𝑙𝑜𝑔4𝑁 − 1 4𝑙𝑜𝑔4𝑁 𝑁 − 1 Simple 
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2.3.2 Radix 23 

In 1998, two years after presenting the radix-22 algorithm, He and Torkelson introduced 

the radix-23 algorithm [21]. It follows the same idea as the radix-22, to further simplify the 

multiplicative complexity of the radix-2 algorithm. This is done by continuing the twiddle 

factor decomposition, so that more rotations can be done without use of full complex 

multipliers. 

As in the radix-22, the algorithm begins by applying a linear index mapping to the input 

and output indices. This time, the mapping becomes 4-dimensional: 

𝑛 =
𝑁

2
𝑛1 +

𝑁

4
𝑛2 +

𝑁

8
𝑛3 + 𝑛4, 𝑛1, 𝑛2, 𝑛3 = 0,1, 𝑛4 = 0,1, … ,

𝑁

8
− 1, 

𝑘 = 𝑘1 + 2𝑘2 + 4𝑘3 + 8𝑘4, 𝑘1, 𝑘2, 𝑘3 = 0,1, 𝑘4 = 0,1, … ,
𝑁

8
− 1. 

(28) 

Now, the DFT equation takes form: 

 

𝑋(𝑘1 + 2𝑘2 + 4𝑘3 + 8𝑘4) = 

∑ ∑ ∑ ∑ 𝑥 (
𝑁

2
𝑛1 +

𝑁

4
𝑛2 +

𝑁

8
𝑛3 + 𝑛4) 𝑊𝑁

𝑛𝑘

1

𝑛1=0

1

𝑛2=0

1

𝑛3=0

𝑁
8

−1

𝑛4=0

. 
(29) 

If the twiddle factor is now decomposed, it will become: 

𝑊𝑁
𝑛𝑘 = 𝑊𝑁

(
𝑁
2

𝑛1+
𝑁
4

𝑛2+
𝑁
8

𝑛3+𝑛4)(𝑘1+2𝑘2+4𝑘3+8𝑘4)
 

= 𝑊𝑁

𝑁
2

𝑛1𝑘1
𝑊𝑁

𝑁
4

(𝑘1+2𝑘2)
𝑊𝑁

𝑁
8

𝑛3(𝑘1+2𝑘2+4𝑘3)
𝑊𝑁

𝑛4(𝑘1+2𝑘2+4𝑘3+8𝑘4)
 

= (−1)𝑛1𝑘1(−𝑗)𝑛2(𝑘1+2𝑘2)𝑊8
𝑛3(𝑘1+2𝑘2+4𝑘3)

𝑊𝑁
𝑛4(𝑘1+2𝑘2+4𝑘3)

𝑊𝑁
8𝑛4𝑘4 . 

(30) 

As can be seen, the decomposed twiddle factor is like the one in radix-22 with an excep-

tion of the 𝑊8
𝑛3(𝑘1+2𝑘2+4𝑘3)

 part. This part is in fact the key point of radix-23 algorithm. If 

opened to the exponential form, it can be seen that: 

𝑊8
𝑛3(𝑘1+2𝑘2+4𝑘3)

= 𝑒
−𝑗2𝜋𝑛3(𝑘1+2𝑘2+4𝑘3)

8 = (
1 − 𝑗

√2
)

𝑛3𝑘1

(−𝑗)𝑛3(𝑘2+2𝑘3). (31) 

As the multiplication by −𝑗 can be done by IQ-swapping and sign inversion, the only 

actual multiplication left is by 
1−𝑗

√2
. This on the other hand requires only two real multipli-

cations by a constant 
1

√2
, so it can be implemented using a dedicated constant multiplier, 

instead of a full complex one. Because of this, the W8 is considered semi-trivial rotation. 
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This means that there are no complex multiplications anymore in the n3 associated sum 

function, and therefore on second stage, so now only every third stage requires complex 

multiplier logic anymore. 

The multiplier stages of the radix-23 algorithm with 𝑁 = 512 are shown in Table 2. As it 

can be seen, only every 3rd stage has fully complex multiplications anymore and other 

stages have only either trivial factors W4 or semi-trivial factors W8. It should be also noted 

that the order of the multipliers is not fixed. Like the individual twiddle factors, the whole 

multipliers can be moved between the stages [38]. In fact, the implementation done in 

this thesis has the W4 and W8 other way around, making the order W8, W4 and WN. 

Table 2. Radix-23 twiddle factors [21]  

Stage 9 8 7 6 5 4 3 2 1 

Multiplier W4 W8 WN W4 W8 WN/8 W4 W8 W2 

2.3.3 Radix 2i 

Next in the line of improved radix-2 architectures came the radix-24 algorithm [35]. This 

algorithm continues with the same approach of applying linear index mapping to the 

equation, decomposing the twiddle factors into smaller parts, and reducing the stages 

with complex multipliers further. The new constant multiplier introduced by radix-24 is 

W16 and again, it can be implemented with simpler constant multiplier logic. This leads 

the complex WN multipliers to be found now on only every 4th stage.  

A comparison of the radix-22, radix-23 and radix-24 in terms of multiplier complexity is 

shown in Table 3. 

Table 3. Radix-2i SDF multiplicative complexity [35]  

 Multiplica-
tive complexity 

N=26 28 210 212 214 

Radix-22 log4N-1 2 3 4 5 6 

Radix-23 ≈ log4N-1 1.8 2.8 4.2 4.6 5.6 

Radix-24 ≤0.7 log4N-1 1.4 1.8 2.8 3.2 4.2 

 

It should be noted that in the table, complexity of a constant multiplier has been approx-

imated to be 40% of a regular complex multiplier, so the total complexity values are also 

only approximations [35]. As can be seen, the difference between radix-23 and radix-22 

is only slight and with a 1k FFT, complexity of radix-23 rises above radix-22. Radix-24 

however has significant improvements over the other two. 

After the radix-24, a general radix-rk algorithm was proposed [10]. In this proposal, it is 

shown that a matrix representation can be used to define FFT algorithms with various r- 

and k-values. Also, a more thorough comparison of the hardware complexity is done 

using radices 2 and 4 and k-values up to 14. It is shown that the most hardware efficient 
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algorithm for radix-2 is either radix-24 SDF or radix-27 SDF, depending how much weight 

the number of twiddle factors has on the design. For radix-4, it is shown that the best 

option is radix-44 SDF. 

2.4 Architectures 

There are several ways an FFT algorithm can be implemented in hardware. These are 

called architectures and they determine what hardware resources should be used and 

how, in order to achieve the functionality described by the algorithm. Architecture has a 

great impact on the design, so attention should be paid when choosing which one to use. 

The best choice for architecture depends on the requirements of the design. These re-

quirements can include performance related criteria like throughput, latency and clock 

frequency, or hardware related like available processing elements, area or power 

budged. There is no one option that is best in all categories, so the choice is usually a 

compromise of some degree. The following sections describe the three most popular 

architecture categories. 

2.4.1 Direct implementation 

A direct implementation of an algorithm means mapping of the signal flow graph of the 

algorithm directly to the hardware [16]. This means that all separate operations in the 

graph are mapped to separate processing elements and no resource sharing is imple-

mented. The architecture is therefore not very hardware efficient but might be suited for 

small designs, due to its simple control mechanism. Also, as the whole transform is cal-

culated in parallel, the architecture can be used when extreme throughputs are required. 

2.4.2 Memory-based architectures 

In memory-based architectures, one or more processing elements are used to calculate 

all operations, and a memory is used for storing the intermediate results [16]. A control 

unit reads data from the memory, processes it with the butterfly and multiply elements 

and stores it back into the memory. This circle is repeated until the transform is com-

pleted. Due to this high level of resource sharing, the architecture is very efficient in terms 

of area. However, as the memory is reserved for the whole duration of the transform, 

new data can be received only after the previous transform is completed. Therefore, the 

design is not able to process continuous stream of data. This results in a poor throughput, 

which makes this architecture not ideal for real-time processing applications. 

An example block diagram of the architecture is shown in Figure 9. 
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Figure 9. Memory-based architecture [16]  

In the figure, butterfly and multiplier are separate elements, but there could be also only 

one arithmetic unit handling both additions and multiplications. This is the simplest case 

of memory-based architectures. Due to the small amount of hardware resources, its area 

and power consumption are small. However, throughput of the design is poor due to the 

long latency. This can be improved by increasing the parallelism of the design. An ex-

treme case of this is a so-called column FFT, where the whole stages are processed in 

parallel [16][23].  

2.4.3 Pipelined architectures 

Pipelined architectures are a class of designs, where the processing elements are ar-

ranged as a pipe for the data to be fed through. In this processing pipe, there are no 

dependencies that would cause delays in feeding the samples in, so continuous stream 

of data can be processed. Designs can also be heavily pipelined to increase the clock 

frequency, making the architecture well suited for applications where high throughputs 

and real-time processing is required. In pipelined architectures, stages of the algorithm 

are mapped directly to the hardware. Each stage consists of a butterfly and a multiplier, 

that are used to perform the operations described by the algorithm. Additionally, a delay 

element is included on each stage, as the processed sample pairs come 𝑁/2 apart of 

each other. N being the transformation size of that stage, 𝑁 = 2𝑠𝑡𝑎𝑔𝑒. There are two ways 

this delay can be handled: feedforward and feedback [17]. These are the two categories 

that form the pipelined architectures. 

Out of these two categories, feedforward, also known as delay commutator, is the more 

straightforward one [20][40]. In it, the data pipe is divided into parallel streams, where 

the number of streams equals the radix. Figure 10 depicts a radix-2 multi-path delay 

commutator (MDC) design for 16-point FFT. 
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Figure 10. Radix-2 MDC architecture [40] [5]  

As can be seen, the design consists of log2 𝑁 stages as does the algorithm and, on each 

stage, there is a processing element for delay, butterfly and multiplier. Additionally, 

stages include switches for controlling the dataflow. These switches and the delay blocks 

are used to align matching sample pairs to go parallel on the streams, so that they arrive 

at the same time to the butterflies. Because of this, the butterflies are inactive for half of 

the time, making their utilization ratio 50%. Same applies to the multipliers. The utilization 

ratio can be increased to 100%, if writing the next packet to the memory is started already 

while the second half of the previous packet is written to the butterfly. However, this 

requires extra buffering at the beginning of the pipe and the input clock frequency of that 

buffer must be double compared to the rest of the pipe. 

As mentioned, the number of parallel streams depend on the radix. Therefore, bigger 

radix leads to more samples processed in parallel and therefore better throughput. In 

addition, the architecture supports use of parallel samples in the individual streams, al-

lowing the throughput to be increased without modifying the radix. However, increasing 

the parallelism increases the number of required butterfly and multiplier logic is same 

proportion.  

Another variant of the feedforward architectures is the Single-path Delay Commutator 

(SDC) [2]. In this architecture, a new programmable butterfly unit and a delay-unit is used 

to raise the utilization of the multipliers and reduce the memory. This however comes 

with an overall increased complexity of the design. 

The second category of pipelined architectures is the feedback architectures [47][11][17]. 

Like in the feedforward one, the processing elements are arranged to a pipe consisting 

of stages mapped from the algorithm. Again, each stage consists of butterfly, multiplier 

and delay elements and the amount of delay per stage equals 𝑁/2 = 2𝑠𝑡𝑎𝑔𝑒−1. The dif-

ference comes from how the delaying is handled. A radix-2 Single-Path Delay Feedback 

(SDF) architecture for 16-long FFT is shown in Figure 11. 
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Figure 11. Radix-2 SDF architecture [11]  

As can be seen, instead of having multiple parallel streams passing through the pipe, 

SDF has only one stream of data and the delay blocks are placed parallel to the butter-

flies (BF). To align the matching samples for the butterfly, the data is routed first into the 

delay block. When the second half of the transform starts to enter the butterfly unit, cor-

responding data comes out of the delay unit and the two are processed together. Routing 

logic inside the butterfly is shown in Figure 12. Note that the data is complex, so there 

are two parallel instances of adders and multiplexers in the actual implementation.  

 

Figure 12. Radix-2 SDF butterfly [11]  

When a sample 𝑥(𝑛) enters the butterfly, the lower multiplexer routes it to the delay 

block. This is repeated for the following 𝑁/2 − 1 samples. When the sample 𝑥(𝑛 + 𝑁/2) 

enters the butterfly, the sample 𝑥(𝑛) comes out of the delay block and the two are pro-

cessed parallel. At this point, multiplexers are switched to pass the adder and subtractor 

data out. The result of the sum is routed out of the butterfly and the result of the subtrac-

tion is fed back into the delay block. This again is continued, until the sums of the first 

half of the transform are fed out. Next, the subtraction results start to flow from the delay 

block and the multiplexers are switched to feed that data out. Meanwhile, the beginning 

of next transform is written into the delay block, enabling the processing of a continuous 

stream of data. As the butterfly must always wait 𝑁/2 cycles before it can process the 

data, its utilization ratio is 50%. However, using the feedback loops for the delay de-

creases the memory requirement, making the feedback architectures more efficient 
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memory-wise than the feedforward ones [20]. The amount of butterfly and multiplier logic 

is however the same.  

Feedback architectures support also processing of parallel samples. These are known 

as Multi-Path Delay Feedback (MDF) or parallel extended SDF architectures [47][11]. 

Increasing the parallelism increases the throughput, but as in MDC, it also increases the 

hardware requirements. For every parallel sample, equal amount of parallel adder and 

multiplier logic is needed. The amount of memory on the other hand stays the same. This 

is because as more samples are fed to the memory parallel, the length of the required 

delay shortens. Therefore, the length of the memory shortens while the width increases, 

keeping the total amount of bits the same. Exception to this is the case when the paral-

lelism is equal or greater than the sub-transform length N. In this case, no delay is 

needed as the processed samples arrive at the same clock cycle.  

2.5 Power consumption in CMOS designs 

In this thesis, the topic of power consumption has been discussed so far from the algo-

rithm and architecture point of view. In these methods, the focus has been on reducing 

the area and the number of operations. To understand how they affect the actual physical 

implementation, this chapter gives a brief overview of the power consumption in Com-

plementary Metal Oxide Semiconductor (CMOS) based systems. 

The power consumption of a CMOS circuit consists of 3 parts: dynamic, short-circuit and 

leakage power consumption [25]. They occur, because implementations of digital circuits 

are never ideal and there are various causes for the current to flow. These three cases 

are shown in Figure 13, using a CMOS inverter as an example. 
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Figure 13. CMOS power consumption [25]  

In the case a), dynamic power consumption, also known as switching power consump-

tion, is shown. This property is caused by the parasitic capacitances formed in the tran-

sistors and the connections between them. When the transistors switch state, the capac-

itor formed by these parasitic capacitances is either charged or discharged, causing a 

current to flow. In the figure, capacitor CL models the parasitic capacitances of the circuit 
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and the two arrows represent the currents charging and discharging it. When the input 

signal VIN goes low, the upper transistor starts conducting, while lower one stops doing 

so. This causes the output voltage VOUT to rise to VDD and a current to charge the capac-

itor. When VIN goes high, the transistors switch state and the energy stored in the capac-

itor is discharged to the ground. To reduce this dynamic power consumption, 5 adjust-

ments can be done: decreasing the supply voltage, decreasing the voltage swing of the 

input and output signals, decreasing the overall switching, reducing the capacitances or 

decreasing the clock frequency [25]. Reducing the supply voltage is an effective method 

for lowering the power consumption. This however causes an increase in delay, which 

should be considered. Other option is to decrease the amount of switching, which can 

be done by optimizing the logic and using clock gating when possible. The capacitances 

on the other hand depend on the area, so for example transistor sizes and the intercon-

nections should be kept appropriate. Finally, decreasing the clock frequency affects the 

amount of switching, but it has a big impact on the performance and might not be there-

fore feasible. [5]  

The second form of power consumption shown in the case b) is short-circuit power con-

sumption. This is also caused by the switching in the circuit and is the result of the finite 

transition times of the transistors. Because of this, when the transistors change state, 

there is a short period when they both are conducting at the same time. This creates a 

short-circuit path from the power supply to the ground and so, a current to flow. To min-

imize this, the rise and fall times of the input and output should be matched [42]. 

The case c) depicts leakage power, which is caused by the leakage currents in the tran-

sistors. This can be reduced mainly by implementing transistors with higher threshold 

voltages. However, increasing the threshold voltage increases the dynamic power con-

sumption, so a medium between the two should be found [5].  

Addressing these 3 causes will help to reduce the power consumption. However, some 

of the optimizations require access to the physical implementation, so they cannot be 

done on the RTL. What can be done is the optimization of the amount of switching and 

logic. These can be optimized by selecting an algorithm with minimum number of oper-

ations. Especially multipliers require complex logic and can therefore form significant 

amount of the power consumption [20]. By using an algorithm where some of the multi-

pliers are replaced with a simpler constant multiplier, like a CSD multiplier, the amount 

of logic is reduced [35]. Also using an architecture with minimum amount of memory will 

help reducing the logic. In addition, the RTL should be designed so that clock gating is 

used when possible [13]. 
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3. RELATED WORK 

FFT has been under research and development for decades and during the time, plenty 

of implementations have been proposed. Due to the diversity of FFT’s applications, dif-

ferent approaches in the designs have been taken, leading to various FFT designs with 

different properties. These properties depend on the requirements set by the application 

and the focus can range from low power and area to high throughput and clock fre-

quency. Comparing these different implementations can be difficult, so the comparison 

should be done against designs with similar requirements. The FFT design considered 

in this thesis supports processing of a continuous flow of data with maximum throughput 

of 8 samples per clock cycle. A 1 GHz clock frequency was used in the simulations, 

yielding an 8 GS/s sample rate. Additionally, the design supports continuous processing 

of FFT sizes between 2 to 8192-points. To realize these requirements, the design uses 

a pipelined parallel extended SDF architecture and the radix-23 algorithm. In this chapter, 

comparable recently published designs with their key figures are briefly explored. 

Similar high-throughput FFT designs are abundant in the literature and various ap-

proaches have been taken to make them efficient. Common method is to use an algo-

rithm with minimal amount of non-trivial rotations and the radix-2i algorithms are an ex-

ample of those. For example, in [26] the authors use a radix-22 MDC with optimized delay 

lines to realise a 1024-point 2-parallel FFT design. In their tests, the design achieved 

60.3 mW power consumption with 0.6 V supply and 800 MS/s sample rate. In [34], radix-

22 is used to create three multiplier-less 16-point FFT designs. Two of them are imple-

mented with 4-parallel MDC architecture and the third one with folding. CORDIC and 

New Distributed Arithmetic (NEDA) are used to replace the multipliers. The first design 

using CORDIC and MDC architecture is reported to consume almost 37 mW with 1945 

MS/s, the second one with NEDA and MDC consumes 10.8 mW with 401 MS/s and the 

third one with NEDA and folding 2.7 mW with 2167 MS/s.  

In [6], the radix-24 algorithm and a MDF architecture are used to create a 256-point FFT 

that supports 1-8 parallel streams of data. The design can be used to calculate up to 8 

separate transforms in parallel with 300 MS/s or the streams can be used for one trans-

form, yielding a 2.4 GS/s sample rate. Additionally, a dynamic voltage and frequency 

scaling is used to reduce the power consumption further. The achieved power consump-

tion with 2.4 GS/s sample rate is 119.7 mW. Another 8-parallel radix-24 design with 2.4 

GS/s sample rate is described in [41]. In this design, MDF architecture is used to imple-

ment a 2048-point FFT and a multiplication simplification is proposed to reduce the 
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power consumption. The design consumes 159 mW at the 2.4 GS/s rate. In [14], a 256-

point radix-24 SDF design is proposed. It is reported to consume 162.7 mW of power at 

33.3 MS/s and supports 51.5 MS/s at best.  

Other pipelined designs with no information of the power consumption include [33] with 

a 4-parallel, 128/64-point and 560 MS/s radix-24 MDF design, [28] with a 2-parallel, 128-

point and 900 MS/s radix-24 MDF design and another similar one in [27]. In [7], radix-25 

is realized with an 8-parallel MDF architecture to create a 512-point FFT with 2.8 GS/s 

throughput. Work has been also done with mixing different radix-2i algorithms in one 

design. In [45], an 8-parallel 512-point radix-24-22-23 MDF FFT design is proposed. In 

the design, the stages are divided so that the first 4 stages use the radix-24 algorithm, 

next two the radix-22 algorithm and the last 3 use the radix-23 algorithm. The throughput 

of the design is reported to be 1.76 GS/s. 

Another popular approach with high-throughput FFT designs is to use a mixed-radix al-

gorithm in a pipelined architecture. In [44], a mixed-radix design is devised combining 

radix-2, radix-22 and radix-2/4/8 algorithms in a SDF architecture. The design supports 

variable power-of-two transform lengths from 512 to 8192, which are selected by routing 

the input data to the required starting stage via a set of multiplexers. The design is re-

ported to consume 823 mW of power when performing an 8192-point transform at 50 

MS/s rate. In [31], a 4-parallel radix-8/2 MDF design is proposed for 128-point FFT. Ad-

ditionally, the complex multipliers are modified to reduce the hardware cost to 62% of a 

regular one with 4 real multipliers. The design is reported to have 175 mW power con-

sumption at 1 GS/s sample rate. In [37], a radix-4/2/3 algorithm is used in a Transport 

Trigger Architecture to implement an FFT that support transform sizes 128-2048 and 

1536. The design does not have the fixed data pipe that is found in the pipelined archi-

tectures, but the pipelining is done by data transfer scheduling. This enables the 1 sam-

ple per clock cycle throughput. Additionally, the design incorporates an extra radix-3 

stage to support the 1536-point FFT. The power consumption is reported to be 80.2 mW 

at 400 MS/s throughput when performing a 1024-point transform. 

The split-radix algorithm is more used in the lower throughput memory-based design due 

to its complex butterfly structure. However, it has been used in high throughput designs 

also. In [48], a delay-balanced split-radix SDF is proposed for 64-point FFT. The design 

is reported to consume 507.85 mW at 100 MS/s. Additionally, a radix-22 SDF design is 

proposed and compared to the split-radix design. It is shown that that the split-radix de-

sign achieves 15% lower power consumption compared to the radix-22.  
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4. METHODS 

4.1 Optimization methods 

The target of the optimization in this thesis was an existing FFT design done with radix-

22 algorithm [20] and parallel extended SDF architecture [11]. As the amount of memory 

in the SDF architecture is already minimal, the aim was set to reduce the multiplier logic. 

To do this, the algorithm was decided to be replaced with a more optimized one. The 

radix-23 and radix-24 algorithms were selected for the implementation, to retain the ex-

isting butterfly structure of the original design. Based on the comparisons done in [35] 

and [10], the radix-24 has the lowest number of complex multipliers, making it the most 

promising option. With it, the power savings are expected to be up to 40%, whereas with 

the radix-23, they are expected to be up to 10%. However, as radix-24 includes the semi-

trivial W8 multiplier introduced in the radix-23, it meant implementing the latter first. This 

thesis covers the development and the simulation results of that radix-23 implementation. 

In addition to the optimized algorithm, three improvements were done to the WN multiplier 

block reused from the original design. First, the method of calculating the complex mul-

tiplication was optimized. The original version used the naive method, utilising 4 real 

multipliers for the operation. It can however be performed with only 3 real multipliers, so 

the code was updated to do so. Second improvement concerned the case when the 

twiddle factor equals 1. The original version did not differentiate these cases and per-

formed the multiplication anyway. To reduce this unnecessary multiplier activity, a by-

pass path was added for skipping the multipliers when they are not needed. Third update 

was to add an enable signal for the block to allow synthesis tool to generate clock gating. 

This helps to reduce the unnecessary switching even further. 

4.2 Design 

Before the actual design work started, the topic was studied and experimented to gain 

understanding, how the twiddle factors are generated and moved between the stages. 

For this, various Matlab scripts were done, and Excel was used to practice calculating 

the factors by hand. When it was clear how the twiddle factors should be generated, the 

actual design work begun. This chapter describes the steps taken during the design, 

verification, and power simulation phases. 

The original radix-22 design had the same butterfly structure and input/output handling 

as the new radix-23 one, so the required updates concerned only the multipliers. The 
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design work started from the complex WN multipliers and creating the new twiddle factor 

tables for them. The tables work so that on each stage with a WN multiplier, there is a 

table containing all the twiddle factors needed on that stage. To create these tables, a 

generator program was created with C++. This program was done based on the existing 

one from the original design, so only the logic generating the angle of rotation had to be 

created. Calculating the complex value from the angle and converting it into fixed point 

binary was done using the existing parts. The C++-code was compiled and run from 

Matlab, using a readymade MEX-wrapper. Running the program produced a VHDL-

package containing the factors of each WN multiplier, one constant array per stage.  

After the twiddle factor tables were generated, a VHDL-package was created for using 

them. This package consists of functions used for fetching the factors from the table, 

based on a given index. On the multiplier side, this package was included in the code 

and the functions used to return the factor required. What comes to the rest of the design, 

it was also done using VHDL and is described in chapter 5.  

4.3 Verification 

To verify that the design was working correctly, all supported FFT sizes 2 to 8192 were 

simulated with 1, 2, 4 and 8 parallel samples using Mentor Graphics’ Questa simulator. 

The bit-exact C-model of the design was already available, and the simulations were 

done using the existing testbench from the original radix-22 design. Therefore, the only 

update required to the verification environment was to create new configurations for the 

planned simulations. These configurations describe the design under test and the test 

setup to be used. Based on these, the C-model is configured to match the design fea-

tures and the testbench is set to use selected transformation length, data, and various 

other parameters.  

To verify the functionality, the testbench instantiates the design under test (DUT) and the 

model in parallel and feeds the same stimulus to both. This stimulus can be read from a 

file, or the testbench can be set to generate white noise for it. In this case, white noise 

was used. The output of the DUT and the model are then read, and an error message is 

given if the samples do not match. The hierarchy is shown in Figure 14. 
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Figure 14. Testbench 

4.4 Simulations 

The simulations covered the functionality and the power consumption of the design. 

These two were required, to ensure that the created design works correctly, and to de-

termine the gained savings in the power consumption. To keep the scope of the thesis 

confined, the simulations were done one transformation at a time. For this, the FFT 

length and the number of parallel samples were fixed, and white noise was used as data. 

The clock frequency was set to 1 GHz and no delay was induced to the input and output 

AXI4 streams handshaking signals. After the simulation was completed, simulation time 

was checked from the wave view. This simulation time is the window, where the average 

power consumption is measured of. The time window starting point was chosen to be on 

the rising edge of the clock before the first incoming data sample. Likewise, the endpoint 

was placed on the rising edge after the last outgoing data sample had been read out. 

Figure 15 illustrates this.  

 

Figure 15. Simulation time window 

The simulation was also configured to generate a Fast Signal Data Base (FSDB) -file of 

the run. This file consists of waveform data of the simulation and is needed in the next 

phase to determine the power consumption.  

The next step was the actual power simulation. For this, Ansys’ PowerArtist was first 

used to elaborate the design with the technology libraries. The used ASIC technology 

was 7 nm and core voltage 0.83 V. Next, the tool was used to run simulations for average 

power consumption. These simulations used the generated FSDB-files and the defined 
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time windows to determine the power consumption of each transformation. The averag-

ing method was used, as it gave only one number per transformation and therefore, 

helped keeping the amount of data reasonable. Also, time-based information of the 

power consumptions was not seen necessary at this point.  

As in verification, all supported FFT-sizes were simulated with all supported parallelisms, 

using both the original design and the new one. These results were then compared to 

determine achieved reductions in the power consumption. Additionally, the individual 

multiplier stages were also analysed to see how the added constant multipliers compare 

to the regular complex ones. 
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5. IMPLEMENTATION 

5.1 Existing part 

The starting point of this thesis and the target of the optimization was an FFT block de-

veloped to be used in various ASIC projects with various sets of properties. It is coded 

in VHDL and it incorporates several sets of features the user can instantiate to tailor the 

FFT to suit the application on hand. This chapter provides a brief description of this orig-

inal design and defines the part that was optimized. 

Though the design can be configured many ways, the main underlying structure remains 

the same. This structure comes from the FFT algorithm and the architecture chosen to 

implement it. The algorithm used in the design is radix-22 and the architecture SDF with 

optional parallel extension. The block diagram resulting from the SDF implementation 

can be seen in Figure 16.  

 

Figure 16. Radix-22 SDF block diagram 

The data pipe consists of butterfly-memory-multiplier sets called stages and the number 

of them depends on the maximum supported FFT size, as in 𝑛𝑢𝑚_𝑠𝑡𝑎𝑔𝑒𝑠 =

𝑙𝑜𝑔2(𝑚𝑎𝑥_𝑓𝑓𝑡_𝑠𝑖𝑧𝑒). In the figure, this size is set to 128. Currently the maximum FFT 

size supported by the design is 8192-points, which results in 13 stages in the data pipe. 

This maximum size can be also set to a lower value to reduce unnecessary stages gen-

erated in designs, where only shorter FFT lengths are required. The SDF data pipe 

shown is the DIF version of the implementation. The design supports also DIT, which 

can be selected when instantiating the core. When using DIT, the data pipe is reversed, 

and the processing is started from stage 1. 

The design also supports parallel processing of the samples and the amount of parallel-

ism can be set by user to any power-of-two value up to 8. Increasing the parallelism will 

increase the throughput, but it will also increase the generated butterfly and multiplier 

logic in same proportion. Amount of memory bits on the other hand stay the same, except 
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for the lowest stages, where high enough parallelism replaces the need for delaying the 

samples.  

As the butterflies on a specific stage perform the additions for data samples 2𝑠𝑡𝑎𝑔𝑒−1 

away of each other, the same amount of buffering is needed on that stage. This defines 

the depth of the memory block. If the parallelism is set higher than one, the memory 

depth is reduced, and width increased accordingly.  

The butterflies also include a skipping feature to support shorter than maximum size 

FFTs. Because the design needs to be able to process different FFT lengths with con-

tinuous dataflow, the data can’t be inserted directly to the starting stage of that transfor-

mation. On the contrary, it must be routed through the whole data pipe including the 

memories to keep the delay constant. For this, the butterflies have logic that recognizes 

these situations and bypasses the adders, if they are not needed. This leads the data to 

be routed only through the delay memory, as depicted in Figure 17.  

 

Figure 17. Skipping when butterfly not needed 

The third component on each stage after the butterfly and memory is the multiplier. 

These multipliers handle the rotations and as discussed, optimizing them is the focus of 

the radix-2i algorithms. As the original design was done with the radix-22 algorithm, the 

rotation on every other stage is a trivial W4, as shown in Table 4.  

Table 4. Radix-22 multiplier stages 

Stage 13 12 11 10 9 8 7 6 5 4 3 2 1 

R22 WN W4 WN/4 W4 WN/16 W4 WN/64 W4 WN/256 W4 WN/1024 W4 W2 

 

As the W4 rotators require only IQ-swapping and sign inversion, the only actual multipli-

ers are inside the WN blocks on every other stage. The block diagram of such block can 

be seen in Figure 18. 

N/2 delay

+

-

out

in

0

0

1

0

1



31 
 

 

 

Figure 18. WN multiplier 

Each of these WN rotators consist of three parts. The factor-block keeps track of the data 

samples, reads the corresponding twiddle factors from the table, and feeds the factors 

alongside the data to the multiplier block. The multiplier then performs a standard com-

plex multiplication between the data and the factor and feeds the result to the next stage. 

In the situation when skipping the stage is required, the multiplication part is bypassed. 

In addition to these butterfly, memory and multiplier modules, the design includes blocks 

for rounding, bit-reversal, and IQ-swapping. Of these, the bit-reversal is used to either 

return the data order back to normal at the output, in case of DIF, or to bit-reverse input 

in case of DIT. This feature can also be skipped if the feature is implemented outside the 

FFT core. IQ-swapping on the other hand is used for selecting if the core should perform 

FFT or IFFT. For rounding on the other hand, the design has two modules: pre- and post-

round. These can be used to control the bit-growth on each multiplier stage. 

5.2 Implemented part 

The plan for reducing the power consumption consisted of implementing two algorithms: 

radix-23 and radix-24. According to literature, the radix-24 version of these is expected to 

be the most promising one, but the work was started by implementing the radix-23 first, 

as it introduces the W8 multiplier needed also in the other one. The radix-24 was therefore 

left to be implemented in future and is not discussed here further. In this chapter, the 

RTL implementation of the radix-23 algorithm is described. 

Implementing the algorithm required 2 modifications to the original radix-22 design. First, 

the new constant multiplier block W8 had to be created and placed on every third stage 

of the data pipe. Second, the complex multiplier block WN had to be updated, as the 

WN multiplier

Factor
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Complex 
multiplier

From 
butterfly
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twiddle factors changed after separating the −𝑗 part out of them. The new order of mul-

tipliers compared to the old one is listed in Table 5, original design on the first row and 

proposed one on the second. 

Table 5. Multiplier stages in radix-22 and radix-23 
Stage 13 12 11 10 9 8 7 6 5 4 3 2 1 
R22 WN W4 WN/4 W4 WN/16 W4 WN/64 W4 WN/256 W4 WN/1024 W4 W2 
R23 WN W8 W4 WN/8 W8 W4 WN/64 W8 W4 WN/512 W8 W4 W2 

 

As can be seen, the number of complex WN stages is reduced from 6 to 4 and the new 

multiplier W8 is now instantiated on every 3rd stage.  

5.2.1 Updating the WN multiplier 

Implementing the radix-23 algorithm started from updating the WN multiplier. First thing 

to do, was to update the addressing of the twiddle factor table. The order of the factors 

stayed chronological as in the original design, but the number of them increased from 

2𝑠𝑡𝑎𝑔𝑒+1 to 2𝑠𝑡𝑎𝑔𝑒+2 per stage. Otherwise, no modifications were needed in the factor 

selection logic. On the other hand, the actual tables containing the twiddle factors had to 

be regenerated. To generate the tables, a similar system was used as for the old design. 

In this system, a C++ code was used for calculating the factors needed, converting them 

to binary and writing them into constant vectors inside a VHDL-package. 

To create the code for twiddle factor generation, following features were observed from 

the Table 5. First, the algorithm consists of stages W8, W4 and WN, which are iterated to 

compose the full FFT. One iteration starts with the W8 and ends to WN. After each of 

these iterations, the length N is divided by 8, which results in a chain of sub-FFT’s, of 

which each consists of 3 stages. These can be seen in Figure 19.  

 

Figure 19. Radix-23 sub-FFT sizes 

Second, the rotation angle is determined by two indices, n and k in 𝑒−𝑖
2𝜋𝑛𝑘

𝑁 . When per-

forming FFT of length N, the array is divided into 8 parts and for each part, n gets the bit 

reversed value of that index. Meaning that 𝑛 ∈ {0,4,2,6,1,5,3,7}. The index k runs through 

0 to N/8-1 on each of these 8 parts. This can be seen when inspecting the WN stage in 

the signal flow graph presented in Figure 20.  

N=32768 N=4096 N=512 N=8N=64IN OUT
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Figure 20. Radix-23 signal flow graph 

Finally, the maximum FFT size was chosen to be 8k, which means that the maximum 

stage is 13 and so, not a multiple of three. Therefore, it cannot be constructed from 

complete sets of W8, W4 and WN and the 13th stage ends up being the complex WN. 

Because indexing of the WN stages is done based on the stage the previous W8 is on, 

the length N is chosen accordingly to be 𝑁 = 215 = 32768. This means that the twiddle 

factors needed on this stage are only the first fourth of the pictured 32768-point trans-

form. To avoid generating unnecessary factors, only the required 8192 factors were cre-

ated. This why the array on stage 13 is divided into only two parts and the index n gets 

values 0 and 1. The value of k runs normally from 0 to N/8-1. 

Using these features, the generator script was designed. A simplified pseudocode is 

shown in Program 1.  
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main(twiddle_width, max_stage) { 
 create twiddle factor vhd-package 
  
 for (stage = 4; stage <= max_stage; stage += 3) { 
  N = 2^(stage+2) 
   
  if (stage < max_stage) { 
   for (n = 0; n < 8; n++) { 
    for (k = 0; k < (N/8); k++) { 
     brev_n = bitreverse(n) 
     factor = exp(-i*2*pi*brev_n*k/N) 
     fxp_factor = to_fixedpoint(factor,twiddle_width) 
     print_to_file(fxp_factor) 
    } 
   } 
  else 
   for (n = 0; n < 2; n++) { 
    for (k = 0; k < (N/8); k++) { 
     factor = exp(-i*2*pi*n*k/N) 
     fxp_factor = to_fixedpoint(factor,twiddle_width) 
     print_to_file(fxp_factor) 
    } 
   } 
  } 
 } 
} 

Program 1. Radix-23 twiddle factor generation 

 

As can be seen from the code above, the script has two input parameters: bit-width of 

the twiddle factors and the maximum stage. These parameters allow the script to be 

used more generally, but in this case they were set to 𝑡𝑤𝑖𝑑𝑑𝑙𝑒_𝑤𝑖𝑑𝑡ℎ = 24 and  

𝑚𝑎𝑥_𝑠𝑡𝑎𝑔𝑒 = 13. It should be also noted that the script above does not support the case 

where the last WN multiplier ends up on the second last stage. For this case an extra 

elsif-branch should be added to handle the situation. 

Running the script created a VHDL-package, which contains a separate array of twiddle 

factors for each WN stages. The factors are ordered to match the processed data, so the 

addressing can be done by just incrementing the pointer. This addressing happens in-

side the factor module shown in the Figure 18, as described earlier. 

The complex multiplier block WN could have been also used as it was, but there were 

two clear opportunities for improvement, which were addressed. First one was the mul-

tiplier structure. The complex multiplication was originally coded to use the naive method 

of (𝑎 + 𝑖𝑏)(𝑐 + 𝑖𝑑) = (𝑎𝑐 − 𝑏𝑑) + 𝑖(𝑎𝑑 + 𝑏𝑐), which requires four real multipliers and two 

adders. However, as (𝑎𝑑 + 𝑏𝑐) = (𝑎 + 𝑏)(𝑐 + 𝑑) − 𝑎𝑐 − 𝑏𝑑, the operation can be per-

formed with only three real multipliers [30]. This reduces the multiplicative complexity of 

the design even further.  
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Second update to the WN block concerned the situation when the twiddle factor equals 

one. In radix-22, one quarter of the factors on each WN stage are 1 and in radix-23 the 

amount is one eight. The original design did not differentiate these cases and performed 

the multiplication even though it was unnecessary. This issue was fixed by adding a 

bypass path around the multiplier section.  

As these last two updates concerned the WN block used in both radix-22 and radix-23, 

they help taking the power consumption further down, but do not cause a big difference 

between the designs. As the focus of this thesis is comparing the two algorithms, the 

effects of these two updates were not investigated further. 

5.2.2 Updating the W8 multiplier 

To handle the trivial W8 multiplications, a new module was created. This module needs 

to perform multiplication between data and one of four know factors. These factors are 

𝑊8
0 ,𝑊8

1, 𝑊8
2 and 𝑊8

3. As 𝑊8
0 equals multiplication by one, it didn’t require any actual 

multiplier logic. However, the data format of the design is fixed-point Q1.x, so the actual 

factor value for 1 is slightly less than 1. Normally this could be ignored, but in the model 

the multiplications are calculated also in these cases. This causes an error to build up in 

the model data path and cause a data mismatch if the same error is not induced in the 

DUT also. The obvious fix would be to update the model, but it was chosen to be not 

done yet. Instead, the multiplications by one were done using a CSD multiplier [35]. To 

calculate this, a shift-add logic was added, where the data was shifted left for the amount 

of 𝑡𝑤𝑖𝑑𝑑𝑙𝑒 𝑓𝑎𝑐𝑡𝑜𝑟 − 1 and the original data value was subtracted from it. Therefore, the 

𝑊8
0 multiplication became 𝑜𝑢𝑡𝑝𝑢𝑡 = 𝑠ℎ𝑖𝑓𝑡_𝑙𝑒𝑓𝑡(𝑖𝑛𝑝𝑢𝑡, 𝑡𝑤𝑖𝑑𝑑𝑙𝑒_𝑤𝑖𝑑𝑡ℎ − 1) − 𝑖𝑛𝑝𝑢𝑡. The 

𝑊8
2 on the other hand means just a multiplication by −𝑗, which requires only swapping 

of I/Q-parts and inverting the imaginary part. In addition, the shifting and subtracting had 

to be done for this result also. 

The two multipliers that required more logic are the 𝑊8
1 and 𝑊8

3 ones. Starting from the 

first one, it is used to perform multiplication: 𝑎 + 𝑖𝑏 = (𝑐 + 𝑖𝑑)𝑒−
𝑖2𝜋

8 . Since the twiddle fac-

tor 𝑒−
𝑖2𝜋

8 =
1−𝑖

√2
, the multiplication becomes (𝑐 + 𝑖𝑑)𝑒−

𝑖2𝜋

8 =
(𝑐+𝑑)+𝑖(𝑑−𝑐)

√2
 and so, can be 

handled with just two sums and two real multiplications by 
1

√2
. Furthermore, as this value 

is always the same, the operation can be done using a constant multiplier. In such mul-

tiplier, the factor is tied to a constant which allows a more efficient implementation to be 

used. These multipliers could be implemented by hand using for example a CSD multi-

plier, but in this case the optimization was left for the synthesis tool. Calculating the 𝑊8
3 
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multiplication requires only slight addition to the previous one. As the difference between 

the factors is −𝑗, I/Q-swapping and sign inversion in addition to the 𝑊8
1 was used to 

perform the 𝑊8
3. 

The block diagram of the W8 multiplier module can be seen in the Figure 21. 

 

Figure 21. W8 multiplier 

The module consists of input and output registers, three data paths and a counter, that 

chooses which multiplication should be done to which sample. If parallelism of the data 

path is set to greater than one, equal number of parallel instances of the multipliers are 

created. The constant multipliers can be seen inside the block handling the 𝑊8
1 and 𝑊8

3 

operations. In both multipliers, the factor input is tied to the constant value of 
1

√2
, which 

enables the synthesis tool to use a more efficient implementation of the operation.  
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6. POWER ANALYSIS 

6.1 Simulation results 

To simulate the power consumption, the proposed radix-23 design was configured to use 

DIF architecture and support transform sizes up to 8192-points. The 7 nm technology 

libraries, a 0.83 V core voltage and a 1 GHz clock frequency were used in the simula-

tions. The elaboration and power simulations were done with Ansys’ PowerArtist tool. To 

simulate the power consumption, the design was used to perform 2- to 8192-point trans-

forms using parallelisms 1 to 8. A 16-bit white noise was used as a stimulus. The average 

power consumptions over the different FFT-sizes and parallelisms are shown in Figure 

22. 

 

Figure 22. Average total power consumption  

In the figure, N represents the transform length, P the average power consumption and 

the different lines the number of parallel samples in the data stream. Because the data 

is routed through the delay memories on each stage regardless of the transform size, 

the delay structure forms a base level power consumption that can be seen in the smaller 

transform sizes. When the transform size is increased, more multipliers are taken into 

use, causing the power consumption to rise exponentially. As the parallel samples re-

quire equal number of parallel multipliers and adders on each stage, the parallelism de-

termines how aggressively the power consumption starts to rise.  
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Aside of the change in terms of N, a difference can be seen between the different paral-

lelisms. When comparing the power consumption of the smaller FFT-sizes, it can be 

seen that the transform with no parallelism is consuming more power than the ones with 

parallel processing. The transforms with 2 and 4 parallel samples consume about the 

same and then the 8-parallel one consumes again more. This effect comes from the way 

the control of the processing is implemented. Alongside the delay lines for the data, there 

is a delay line for a control message that is also propagated through the processing pipe. 

Because the control message needs to come to each stage at the same time as the 

corresponding data, it needs equal amount of delaying on each stage. Whereas the 

amount of switching in the data delay lines does not change with increased parallelism, 

the switching in the control delay lines does. When the parallelism is increased, the data 

memories become shorter and wider, but as the control needs to be only delayed as 

much as the data, the control delay line becomes only shorter. This causes the power 

consumption in the control logic to decrease as the parallelism increases, causing the 

behaviour seen in the figure. As the parallelism increases to 8, the amount of parallel 

logic outweighs the decreased control logic and the power consumption rises again.   

For comparison, three similar variable length FFT designs found in literature are shown 

alongside the proposed one in Table 6.  

Table 6. Feature comparison 

Core parameters This work [44]  [32]  [3] 

FFT size 2 to 8192 512 to 8192 512 to 2048 2 to 8192 

Topology R2p3 MDF 
Radix-2 Radix-

22 Radix-2/4/8 SDF 
Radix-2/4/8 

SDF 
Radix-2/4 

SDF 

Parallelism 1/2/4/8 1 1 1 

Throughput 1 to 8 GS/s 50 MS/s 45 MS/s 20 MS/s 

Execution time 
1.1 µs to 8.3 

µs @ 8k 
164 µs @ 8k * 45 µs @ 2k 400 µs @ 8k 

Word length 
16 bits in, 32 

bits out 
12 bits 12 bits 

10 bits in, 12 
out 

Technology 7 nm 0.18 µm 0.35 µm 0.5 µm 

Core Voltage 0.83 V 1.8 V 3.3 V 3.3 V 

Clock freq. 1 GHz 50 MHz 45 MHz 20 MHz 

Area 0.12 mm2 2.9 mm2 13.05 mm2 100 mm2 

Power consumption 
396.4 mW @ 

8k, 8 GS/s 
823 mW @ 8k 640 mW @ 2k 600 mW @ 8k 

FFT/Energy 
16.05 @ 8k, 

8GS/s 
1.33 @ 8k 12.15 @ 2k 2.08 @ 8k 

*  Note: Approximation as the parameter is not given by the authors  

As can be seen, aside the supported transform sizes the designs have notable differ-

ences in their features. This makes comparing them difficult, and since exactly compa-

rable designs were not found, an energy efficiency formula was used to provide more 

useable figures. The formula is defined as: 
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𝐹𝐹𝑇

𝐸𝑛𝑒𝑟𝑔𝑦
=

𝑇𝑒𝑐ℎ𝑛𝑜𝑙𝑜𝑔𝑦

𝑃𝑜𝑤𝑒𝑟 ∗ 𝐸𝑥𝑒𝑐𝑢𝑡𝑖𝑜𝑛 𝑡𝑖𝑚𝑒 ∗ 10−6
 (32) 

and it combines technology, power, and execution time to estimate how many transforms 

are calculated per energy [1]. It should be noted however that the execution time is not 

provided of the design in [44]. Therefore, for this comparison it is approximated to equal 

the algorithmic delay of the SDF, which is 𝑐𝑙𝑜𝑐𝑘_𝑝𝑒𝑟𝑖𝑜𝑑 ∗
𝑓𝑓𝑡_𝑙𝑒𝑛𝑔𝑡ℎ

𝑝𝑎𝑟𝑎𝑙𝑙𝑒𝑙𝑖𝑠𝑚
. These execution 

times and the FFT/energy figures can be seen in the table. When comparing the values, 

it can be seen that the proposed design running at the maximum throughput can provide 

better FFT/energy ratio than the designs proposed in [44],[32] and [3].  

6.2 Comparison to the original design 

To determine the gained savings in power consumption, the original radix-22 design was 

also simulated for average power consumption. The design was elaborated and simu-

lated with same parameters as the proposed design earlier and the results were com-

pared to determine the difference in power consumption. These differences are plotted 

in the Figure 23.  

  

Figure 23. Difference in total power consumption 

Again, the N represents the transform length and the different lines the different parallel-

isms. The difference values are calculated 
𝐴−𝐵

𝐴
∗ 100, where 𝐴 = 𝑜𝑟𝑖𝑔𝑖𝑛𝑎𝑙 𝑑𝑒𝑠𝑖𝑔𝑛 and 

𝐵 = 𝑛𝑒𝑤 𝑑𝑒𝑠𝑖𝑔𝑛. As can be seen from the figure, gained savings differ between the par-

allelisms, but are relatively similar in terms of FFT length. The reason for this is that the 

amount of parallel multiplier logic increases proportional to the parallelism. The greater 

the parallelism, the greater is the effect of multiplier logic to the total power consumption. 
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Therefore, the savings gained by the constant multipliers also grow. Additionally, increas-

ing the parallelism could be used to enable the use of lower clock frequencies, which 

could provide further savings in the power consumption. This was however left for future 

experiments. On the other hand, the effect of the FFT length is relatively same between 

different parallelisms because the stage structure is always the same. The power con-

sumption of each stage changes if the amount of parallel logic is changed, but the in-

stantiated multiplier block is fixed. Therefore, changing the transformation length has a 

similar effect regardless of the parallelism. 

When comparing the different FFT lengths, two observations can be made. First, the 

difference drops noticeably when the length is 1k. The reason for that lies in the multipli-

cative complexity. When the FFT length is increased to 1k, the multipliers on the stage 

10 of the data pipe are taken into use. On this stage, the radix-23 has a complex WN 

multiplier, whereas the radix-22 has the simple W4 one. This means that when jumping 

from 512 to 1k, the amount of active multiplier logic in the proposed design grows more 

than in the original one, and therefore brings down the difference in power consumption. 

This is in line with the multiplicative complexity Table 3 in the chapter 2.3.3, which 

showed how the radix-2i algorithms compare to each other. 

Second feature that should be pointed from the figure is the FFT length of 8k, where the 

difference grows notably compared to other sizes. This comes from the way the twiddle 

factor tables are created on the 13th stage. In both designs, this stage has a complex 

multiplier instantiated. Therefore, neither of the designs start with the multiplier which 

initiates the sub-FFT iterations. Because of this, the twiddle factors need to be generated 

according a higher stage, that is not actually instantiated. In case of the new radix-23, 

this was handled by taking just the first fourth of the factors that the 32768-point FFT 

would normally have on 13th stage. This way, the twiddle factor array stayed 8192 long 

and no excess logic was generated. In case of the original radix-22 this was not done. As 

the closest next W4 multiplier would be on 14th stage, the twiddle factors were generated 

accordingly, and no clipping was done. This caused the table to have 16k factors and 

therefore twice as much logic as needed. Now, because the amount of logic was about 

double compared to the new design, also the power consumption rose to double. 
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6.3 Multiplier comparison 

In addition to the total power consumption of the design, also each of the multiplier stages 

were inspected. This was done using an 8192-point FFT length with the different paral-

lelisms, and the average power consumption values of the transformations were gath-

ered. To discuss the results, the 4-parallel design is used as an example in Figure 24. 

 

Figure 24. Average power by multiplier stage. Parallelism: 4 

The two observations described earlier can be seen also here. On the 10th stage, the 

radix-23 has a WN multiplier and a power consumption bar that rises above the ones on 

the lower stages. Because of this, the gained savings are decreased drastically, when 

processing is started from that stage. If, on the other hand, the processing is started from 

the 11th stage, the situation gets better as the radix-22 is now the one with the complex 

multiplier. Also, the effect of the excess twiddle factors on the 13th stage of the original 

design can be seen. Normally, two WN multipliers on a same stage should have similar 

power consumptions, as on the 7th stage, but the difference in the length of the factor 

tables throws that off by almost a double.  

Another thing to note is how the consumption of the radix-23 WN multiplier on stage 7 

drops lower than on stages 10 and 4. This happens, because the size of the twiddle 

factor tables decreases exponentially when moving toward the lower stages. At the same 

time, the sample width, and therefore the multiplier width, increases by one on each 

stage. On the earlier stages, the factor tables dominate the power consumption, but after 

the 7th stage their size drops small enough to allow the effect of the increasing multiplier 

size to show. The result is the U-shape seen in the diagram. The reason why the 13th 

stage doesn’t follow this logic is the optimized size of the factor table described earlier. 
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Also, the reason why similar shape is not seen among the radix-22 complex multipliers 

is that the number of performed multiplications on a stage is smaller and therefore, the 

increasing size of the multipliers doesn’t have as noticeable effect. 

In addition, the figure shows the impact of using the constant multipliers on the W8 

stages. When comparing the bars on stage 9 for example, it can be seen that the power 

consumption of the W8 is less than one third of the WN. Same happens on the 3rd stage, 

though there the difference is slightly smaller. This is partly due to the use of constant 

multipliers and partly to the fact that the W8 stage requires only 2/3 number of multipliers 

compared to a WN stage. The actual implementation of the constant multipliers was left 

for the tool and the power simulation results were inspected to determine how efficient 

solution the tool came up with. To do this, stage 9 of both designs was inspected using 

the 8-parallel 8192-point transform. In radix-22 this stage has a WN multiplier and in radix-

23 a W8 multiplier. The difference was determined by using the average power values of 

all the multipliers on the stage and taking an average value of those. This gave an esti-

mate how much one real multiplier consumes power on stage 9 of the radix-22 and how 

much one constant multiplier consumes on the same stage of the radix-23 design. These 

values were then normalised by the real multiplier and are listed in the Table 7.  

Table 7. Real vs constant multiplier 

 Normalised power 

Real multiplier 1 

Constant multiplier 0.518 

 

As can be seen, the constant multiplier implementation the simulation tool selected con-

sumes about half of what the real multipliers consume. In [21], the constant multipliers 

are said to save 40% of the logic compared to regular multipliers. On the other hand, in 

[35] the constant complex multipliers are said to be equivalent of approximately 0.4 full 

complex multipliers. Compared to these, the implementation the tool used appears to be 

as expected. 
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7. CONCLUSIONS 

The aim of this thesis was to reduce the power consumption of an existing FFT design. 

To do so, different FFT algorithms and architectures were studied, and the radix-23 al-

gorithm was chosen to be implemented on RTL using the parallel extended SDF archi-

tecture. This was done, because the algorithm retains the butterfly structure of the origi-

nal radix-22 SDF design but requires fewer complex multipliers. This meant that the orig-

inal design could be reused and only the multiplier logic had to be updated. A summary 

of the core parameters of the implemented design is shown in Table 8. 

Table 8. Implemented radix-23 design parameters 

Core parameters  

FFT size 2 to 8192 

Topology R2p3 MDF 

Parallelism 1/2/4/8 

Throughput 1 to 8 GS/s 

Word length 16 bits in, 32 bits out 

Technology 7 nm 

Core Voltage 0.83 V 

Clock freq. 1 GHz 

Area 0.12 mm2 

Power consumption 396.4 mW @ 8k, 8 GS/s 

 

After the new design was done, both it and the original one were simulated for average 

power consumption. These simulations were done one transform at a time, using all 

supported FFT sizes and parallelisms. The results were then compared, and it was found 

that the new radix-23 design achieves 10% reduction in the power consumption at best. 

This is gained when using 8 parallel samples and 8192-point transform size. With smaller 

transforms and parallelisms, the gained savings decreased.  

The next step in the optimization process will be the implementation of the radix-24 algo-

rithm. This will reduce the number of complex multipliers even further and is expected to 

be the most optimal solution for this application. 
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