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ABSTRACT
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Master’s thesis
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April 2021

In this thesis, I studied what kinds of factors affect the success of development of products
and services based on human resources (HR) analytics. This was investigated by answering two
research questions: "What kinds of factors affect the value creation of HR analytics?" and "What
kind of information can HR analytics produce in a real company, and what kind of value does this
information provide to the company?". The first question was answered by conducting a literature
review. The second was answered by conducting an HR analytics project in a real company.

The literature review identified four factors which affect the value creation of HR analytics.
These are data management, analytics portfolio, human talent and contextual enablers. The
analytics project revealed some patterns in the customer company’s data. However, these did not
provide information that the company could have used to improve their business performance. To
discover why the analytics project did not produce valuable information, the four components that
affect HR analytics value creation were examined within the context of the project.

The examination revealed various issues which affected the value creation of the project. It was
discovered that the value creation of the case analytics project was greatly affected by factors not
directly related to the analytics itself. The most important factors were related to data management
and organizational factors i.e. contextual enablers. What is the most important outcome of the
evaluation is highlighting the fact that analytics is not the right tool for every situation. Value
creating analytics requires that the four factors have reached a sufficient level of maturity. Without
fulfilling this precondition an analytics project might not reach its goals.

Consequently, I argue that the most important things to do before starting an HR analytics
project are to evaluate the states of these four factors that affect the value creation of HR analytics,
and to make a concrete plan of how exactly HR analytics helps to solve the business problem the
project is aimed at. The development of any products and services based on HR analytics should
start with this assessment.
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Tässä diplomityössä tutkin, millaiset tekijät vaikuttavat henkilöstöanalytiikkaan (HR-analytiikka)
perustuvien tuotteiden ja palveluiden kehittämisen onnistumiseen. Tätä selvitettiin vastaamalla
kahteen tutkimuskysymykseen: "Minkälaiset tekijät vaikuttavat HR-analytiikan arvonluontiin?"ja
"Millaista tietoa HR-analytiikka voi tuottaa todellisessa yrityksessä, ja minkälaista arvoa tämä tieto
tarjoaa yritykselle?". Ensimmäiseen kysymykseen vastattiin tekemällä kirjallisuuskatsaus. Toiseen
vastattiin toteuttamalla HR-analytiikkaprojekti yrityksessä.

Kirjallisuuskatsauksessa tunnistettiin neljä tekijää, jotka vaikuttavat HR-analytiikan arvonluon-
tiin. Nämä ovat tiedonhallinta, analytiikkaportfolio, inhimilliset kyvyt ja kontekstuaaliset edellytyk-
set. Analytiikkaprojekti paljasti joitain kuvioita asiakasyrityksen datassa. Se ei kuitenkaan tuottanut
tietoa, jota hyödyntäen yritys olisi voinut parantaa liiketoimintansa. Sen selvittämiseksi, miksi ana-
lytiikkaprojekti ei tuottanut arvokasta tietoa, neljää HR-analytiikan arvonluontiin vaikuttavaa tekijää
tutkittiin projektin kontekstissa.

Tutkimus paljasti useita asioita, jotka vaikuttivat projektin arvonluontiin. Todettiin, että analy-
tiikkaprojektin arvonmuodostukseen vaikuttivat suuresti tekijät, jotka eivät suoraan liittyneet itse
analytiikkaan. Tärkeimmät tekijät liittyivät tiedonhallintaan ja organisaatiotekijöihin eli kontekstu-
aalisiin edellytyksiin. Arvioinnin tärkein tulos on se, että analytiikka ei ole oikea työkalu jokaisessa
tilanteessa. Arvoa tuottava analytiikka vaatii, että neljä aiemmin maninittua tekijää ovat saavut-
taneet riittävän maturiteetin. Ilman tätä analytiikkaprojekti ei välttämättä saavuta sille asetettuja
odotuksia.

Tästä syystä tärkeimmät toimenpiteet ennen HR-analytiikkaprojektin aloittamista ovat näiden
neljän tekijän arviointi ja konkreettisen suunnitelman teko sille, miten HR-analytiikka auttaa ratkai-
semaan projektin liiketoimintaongelman. Kaikkien henkilöstöanalytiikkaan perustuvien tuotteiden
ja palvelujen kehittämisen pitäisi alkaa tästä arvioinnista.

Avainsanat: Henkilöstöjohtaminen, Analytiikka, HR-analytiikka, Liiketoimintatiedon hallinta, Arvo

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1 INTRODUCTION

During the last two decades, different industries have experienced an explosion in the

utilization of data analysis, or analytics, for informing business decisions. As a result,

terms such as big data and business analytics have found their way into the mainstream

discussion. Different corporate functions such as finance and marketing have increasingly

started to base their decisions on information acquired by analyzing large masses of data

[1].

Human resources management (HRM) is one the corporate functions that have begun to

adopt these new data-driven practises. Although HRM started this transition later than

some other functions that have traditionally been more accustomed to decision making

based on quantitative data, now many human resources (HR) leaders describe HR an-

alytics as a ’must have’ tool for HRM [2]. HR analytics rose to the spotlight after the

New York Times published a news article on Google’s project Oxygen in 2011 [3], and

some high profile consultant opinion pieces, such as Davenports "Competing on talent

analytics" [4], were published in the Harvard Business Review.

But what does the utilization of analytics in the field of human resource management actu-

ally mean? Marler et al. [5] define HR analytics as "a HR practice enabled by information

technology that uses descriptive, visual, and statistical analyses of data related to HR pro-

cesses, human capital, organizational performance, and external economic benchmarks

to establish business impact and enable data-driven decision-making.". Real world exam-

ples of successful HR analytics projects illustrate the value it can bring to organizations.

A 2015 paper by Rasmussen et al. [6] presents one such case. The example comes

from Maersk Drilling, an offshore drilling company. At Maersk, the top management was

concerned about the significant variance observed in the performance of drilling rigs oper-

ating under similar conditions. To discover the reason, they assigned a business analytics

team to investigate the issue. The team showed, using data, that personnel competence

was a major driver of operational safety, which in turn was a major factor affecting cus-

tomer satisfaction. One of the key variables affecting personnel competence was em-

ployee turnover rate, which in turn was affected by the quality of leadership. The results

of the analytics initiative allowed Maersk management to focus their resources on fixing

issues with the variables that really mattered for the business performance. Another ex-
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ample, described by Minbaeva [7], comes from the Royal Dutch Shell. Shell was having

troubles with recruiting enough capable personnel because of the intensifying competi-

tion for talent. Because of this, an analytics team was set to investigate how to create

an inclusive work environment where employees feel that differences are valued, and to

assess the business impact of diversity. Using a set of metrics they developed for measur-

ing organizational diversity, they were able to show the relationship between leadership,

inclusion and business performance. The information about the effect of leadership on

inclusion could then be used to improve the image of Shell as an employee for potential

hires.

Inspired by such examples, many organizations want to achieve similar success stories.

However, as pointed out by Angrave et al. [2], organizations that begin their HR analytics

journey without fully comprehending the potential and pitfalls of HR analytics are likely

to face negative consequences. Simultaneously, the amount of academic literature and

research on HR analytics is still relatively scarce [5]. Organizations that want to make

informed decisions on how to go about starting their own HR analytics initiatives will not

find lot of research-based information to guide their efforts.

This thesis aims to provide information on the factors that should be taken into account

by companies that consider using HR analytics for creating new business opportunities.

The empirical research presented in the thesis was conducted in collaboration with the

HRM information system provider Integrata. Integrata provides their clients with HRM

services such as payroll, and personnel data management systems such as Mepco [8].

To stay ahead of the competition and provide their clients with better services, Integrata

is investigating new opportunities brought by HR analytics. Ultimately, their goal is to add

state-of-the-art HR analytics systems and services to their portfolio. Producing informa-

tion to guide these efforts is the main motivation of this thesis. The investigation consists

of answering two research questions which are the following.

RQ 1. What kinds of factors affect the value creation of HR analytics?

This first research question is answered by conducting a review of the literature on the

topics of analytics, HR analytics and their value creation. However, without concrete

examples, it can be difficult to contextualize such information. Because of this, the second

research question concerns the application of HR analytics in a real company setting.

RQ 2. What kind of information can HR analytics produce in a real company, and what

kind of value does this information provide to the company?

The second research question is answered by conducting a case study in a company

which is a client of Integrata. The case study consists of analysis of the client’s HR re-

lated data with the aim of producing information which is relevant to the client’s business.

The answer to the second research question is acquired by evaluating the results of the



3

analysis, and their relevance to the client.

The rest of this thesis is structured as follows. Chapter 2. presents the literature review

which answers RQ 1. Chapter 3. introduces the case study, the client, and the data which

was analyzed. Chapters 4. and 5. present the methods used to analyze the client’s data,

and their results. Chapter 4. focuses on descriptive analysis of the data, while chapter 5.

attempts to model the data using predictive methods. In chapter 6., I discuss the results

of the analysis with regard to their value to the client, answering RQ 2. Additionally, I

assess the significance of the answers to the two research questions with regard to the

main objective of this thesis. Finally, chapter 7. presents the conclusions. The main body

of the thesis is followed by a bibliography and the appendix.
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2 ANALYTICS IN HUMAN RESOURCE MANAGEMENT

In the literature, HR analytics is often discussed within the context of human resource

management, and its relation to general business analytics is rarely mentioned [5]. HRM,

like other fields, has its own specific characteristics which also affect how analytics re-

lated to the field is conducted. However, the discussion on HR analytics should not be

completely isolated from the wider analytics context. Despite the unique characteristics of

HRM, the challenges and opportunities related to HR analytics remain largely the same

as those of analytics in general.

This literature review aims to develop an understanding of HR analytics based on the

literature on general business analytics. Then, the value creation of HR analytics is ex-

amined based on the concepts developed in the general analytics context. As a result I

aim to identify factors which organizations planning on starting an HR analytics initiative

would benefit from considering in order to ensure successful project. This answers the

first research question of the thesis.

2.1 Data-driven decision-making in business management

Every day, organizations make decisions concerning their operations and strategy. They

strive for competitive advantage by improving business processes, by innovating new ser-

vices and products, and by enhancing customer experience [9]. People who make these

decisions go through different mental processes in order to arrive at resolutions which

they expect to lead to achieving these goals. The mental processes through which deci-

sions are made can be divided in two categories: rational decision making and intuitive

decision making. Rational decision making is seen as conscious, logical reasoning, while

intuitive decision making is unconscious utilization of previously acquired knowledge and

experiences, sometimes described as the "gut feeling". In some situations, such as when

high level managers make decisions about highly complex issues under time pressure,

intuitive decision making can provide superior results compared to the rational process.

These kinds of problems can be described as highly unstructured, "problems concerning

political, ethical, aesthetic, or behavioral judgments for which there is no objective criterion

or demonstrable solution" [10]. In problems which are highly structured, rational decision

making provides better results because in these kinds of situations heuristic biases which
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affect intuitive decision making often lead to highly inaccurate solutions. These problems

usually have a “definite objective criterion of success within the definitions, rules, opera-

tions, and relationships of a particular conceptual system” as described by Laughlin [10].

The use of these two systems for decision making is not mutually exclusive, though. In

most cases both modes of decision making are utilized, with varying emphasis. [11]

In organizational decision making, rational decision making is often emphasized [11]. Ac-

cording to [12], the rational decision making process consists of several steps. First, the

problem and the objective of the decision making process are identified. Then, different

alternative solutions are identified and information concerning the alternatives are ac-

quired. The advantages, disadvantages and chance of success for each alternative are

weighed based on the information available. Finally, the alternative judged to be the most

appropriate is adopted. Information is a central variable in this process. As such, one

should expect that the amount and quality of relevant information affect the quality of the

outcomes of the decision making process.

There are several theoretical constructs linking information to decision quality and orga-

nizational performance. According to the information theoretical perspective presented

by Blackwell in [13], when choosing between two bodies of information, utilizing the one

which is "more informative" will lead to decisions better in line with the objective of the

decision making task. As interpreted by Brynjolfsson [14], "more informative" can mean

information of higher granularity or of smaller statistical noise. Galbraith [15] argues that

in the context of organizational decision making, lower levels of performance during the

execution of a given task can be expected if there is a lot of uncertainty during the plan-

ning phase. Since information decreases uncertainty, gathering enough relevant and high

quality information prior to organizational decision making should lead to better organi-

zational performance. It should be noted though, as pointed out by O’Reilly [16], that

after some optimal level of information the gains in decision quality will stop. Too much

available information can even lead to poorer quality decisions, because as the amount

of information increases, it becomes increasingly difficult to distinguish the relevant infor-

mation from the irrelevant.

If information improves organizational performance, how should organization proceed to

acquire it? As argued by Zuboff [17], there are two ways in which information technology

(IT) can benefit organizations. IT can be used to automate processes, and to produce

new, better information. Usually the two benefits follow each other: first, a process is au-

tomated using IT. As a consequence, new information about the process can be extracted

from the system performing it. This is usually easier than extracting the same information

from the manual process. Thus, any IT system that helps gathering more information

relevant to decision making or helps spreading it more efficiently within an organization,

should result in improved organizational decision making [15].
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A concrete example of the benefits of utilizing IT systems to provide better information

for decision making is presented by Brynjolffson et al. in their 2011 paper [14]. They

examine the links between company performance and data-driven decision-making in

large publicly traded companies using a survey. The survey, administered to senior HR

managers and chief information officers in 2008, measured the use of data in company

decision making processes. The results indicate that reported higher levels of utilization

of data in decision making processes are associated with higher productivity and firm

market value. Brynjolffson et al. conclude the result to be an argument for the use of

rational decision making in the form of data-driven decision-making instead of relying on

intuitive decision making.

Figure 2.1. The data–information–knowledge–wisdom hierarchy. Adapted from [18, p.2].

In their study, Brynjolffson et al. are examining "data usage" without specifying how data

is used [14]. According to the theories of Blackwell [13] and Galbraith [15], it’s the use

of information, not data, that should benefit decision making processes. Data does not

equal information, but information can be created out of data. In information manage-

ment literature the relationship between data and information is often explained using the

data–information–knowledge–wisdom hierarchy, presented in figure 2.1. In this frame-

work, information is defined in terms of data, knowledge in terms of information, and

wisdom in terms of knowledge. The entities belonging to the lower levels of the hierarchy

must be processed to produce the entities of the higher hierarchy levels. For example,

data is defined to be observations, which lack meaning and value and is unorganized.

Information is data which is organized and given a context. The definition of knowledge

is more ambiguous, even within the hierarchy presented here. What is sufficiently well

agreed on, is that knowledge is produced when information is interpreted by a person.
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Wisdom can be seen as accumulated knowledge, which can be applied to new domains.

[18]

The definition of information which is utilized in the data–information–knowledge–wisdom

hierarchy doesn’t exactly match those used by Blackwell and Galbraith. An aspect that

is still common to all three definitions is that actionable, valuable insights are created by

organizing and contextualizing data. When knowledge for decision making is too scarce,

the level of knowledge can be increased by producing new information from data. This

requires processing the raw data. Gandomi et al. [19] note that data by itself is worth-

less, and that to enable evidence-based decision making organizations need efficient

processes to turn data into meaningful insights, meaning information. They divide this

process of insight extraction into two sub-processes: data management and data analyt-

ics. Data management involves storing and preparing data for later use. Data analytics

involves modeling and interpretation of the data to produce information.

In the context of business management, the process of storing relevant data and extract-

ing information to enable data-driven decision-making is called business intelligence (BI).

Chen et al. [20] refer to the unified concept of business intelligence and analytics as

"the techniques, technologies, systems, practices, methodologies, and applications that

analyze critical business data to help an enterprise better understand its business and

market and make timely business decisions." Watson defines BI as a process of "Get-

ting data in (to a data mart or warehouse) and getting data out (analyzing the data that

is stored)" [1]. Since their conception in the 1900’s, business intelligence and analytics

have gone through several phases of evolution, and received ever growing importance in

the strategies of companies.

2.2 Evolution of business intelligence and analytics

The history of business analytics spans back to the decision support systems, which were

the first systems to utilize computerized quantitative models to assist businesses in de-

cision making and planning. The development of these systems began in the 1960’s. In

the 1980’s, the emergence of data-driven decision support systems led to the develop-

ment of data warehouses based on relational databases to store the growing amount of

data. Warehousing of sales data combined with new data processing methods produced

the first decision support systems that began being referred to as "business intelligence"

systems. The term BI was later popularized by Howard Dresner from Gartner Group in

1989. This first wave of adoption of analytics methods to business management was

characterized by the analysis of relatively small amounts of structured data [19], such as

the tabular data found in spreadsheets or relational databases, sourced from company

internal processes and stored in relational database management systems (RDBMS’s)

[20]. [21]
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In the beginning of 2000’s, the Internet began providing new sources of data relevant to

businesses. Web search engines, e-commerce sites, social media, and browsing pattern

analytics started to produce new kinds of information. This enabled companies to under-

stand customers better and to identify new business opportunities. In contrast to the BI

data traditionally stored in company RDBMS’s, much of the data originating in the web

is unstructured. Unstructured data [19] means data like text, images, audio, social net-

work data, and sensor data, that isn’t tabular and thus cannot be stored in conventional

relational databases. The new sources of data also led to a substantial increase in the

volume, velocity and variability of the data that companies needed to store and analyze.

Volume refers to the amount of data, velocity refers to the rate at which new data is cre-

ated, and variability refers to how much the meaning of data relies on the context and

moment of time in which the data is examined. The increase in these three V’s, together

with the unstructured nature of the data, created a need to develop new methods and

techniques for data storing and processing [19]. Although the purpose of collecting and

analyzing data did not change, the changes in the nature of the data and the technologies

needed to utilize it led to this new phenomenon being dubbed big data. Companies had

good reasons to start collecting and analyzing the increasing amounts of data available

on the internet. In their study concerning 814 companies from the United States, Muller

et al. [22] report that investments in big data analytics assets are associated with a 6.7%

increase in company productivity for companies in information technology-intensive indus-

tries, and a 5.7% increase in productivity for companies in highly competitive industries.

[20]

The BI field has now moved in to a big data era, and new trends are emerging. In the

"The 2020 Global State of Enterprise Analytics" [23], a survey conducted by a BI service

company called MicroStrategy, BI professionals from several countries questioned about

the most important BI trends identified cloud computing, Internet-of-Things, artificial in-

telligence and machine learning, big data and 5G as the technologies that will have the

biggest impact on the BI industry during the next 5 years.

2.3 Components of business intelligence and analytics

Business intelligence consists of two distinct parts, data management and data analytics

[19]. Without data, insights can not be based on evidence, but data alone does not

provide information. First, it has to be analyzed and interpreted to extract meaning. Below,

common concepts related to the two parts of BI are described.
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2.3.1 Data management

Data infrastructure is critical to BI. The access to data determines if a new analytics ap-

plication can be finished very quickly, or if finishing it is impossible [1]. Companies gather

data for BI purposes from internal sources of operational and transactional data such

as enterprise resource planning and customer relationship management systems. Tradi-

tionally, this kind of data has been stored in separate databases, one for each system.

For BI purposes this kind of data storage is problematic, because to analyze all the data

produced by the company, each system would have to be separately integrated into the

analysis or reporting program. Because of this, companies engaged in BI commonly mi-

grate the data from separate systems to a single company-wide data warehouse. The

data warehouse provides a single source of data for all analytics applications. The data

warehouses are usually implemented as relational databases which only store structured

data. [1]

Besides the internal sources of structured data, companies are collecting increasing

amounts of unstructured data from internal and external sources. Unstructured data can

be e.g. video, audio, text, sensor, mobile, network, and web data. Internally sourced

unstructured data might include written documents like emails or photos related to a pro-

duction process. Externally sourced unstructured data includes assets such as social net-

work data, click stream logs from e-commerce sites and data produced by web crawlers.

As the unstructured data can not be stored in conventional relational databases, other

kinds of storage solutions need to be used. Newer non-relational (NoSQL) databases ac-

cept data of any structure, such as XML, text, audio, video, image and application-specific

documents. [1]

From the BI perspective, the specific choice of the data management technology is not

important. For a BI system to function efficiently it needs to be able to analyze all the

data simultaneously. The click stream log data from the company e-commerce web site is

useless if it can not be linked to the actual sales data from the company internal records.

The analysis programs should be able to access both the internally sourced data stored

in relational databases and externally sourced data stored in distributed, non-relational

databases. This requires a high degree of integration between the different components

of the company’s data management system. This can be achieved by storing all the data

in one large, integrated data repository, or by storing the data in separate databases and

using a mediator interface which provides a unified interface through which the analysis

programs can access all the data at once. [9], [1]
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2.3.2 Types of analytics methods

Analytics is a wide term, which involves different kinds of methods for modeling, analyzing

and interpreting data. The methods can be divided to types: methods for processing

structured data, and methods for processing unstructured data. These types can be

further divided into subtypes described below. [19]

Structured data analytics

Analysis of structured data is the backbone of the traditional BI. The methods for analyzing

structured data are reliant on clean data, which is provided in a standardized format. The

methods can be subdivided into three types, which provide different kind of capabilities to

aid decision making. These are called descriptive, predictive, and prescriptive analytics.

Descriptive analytics is a term used in business analytics contexts to describe the kind of

data analysis methods which provide insight in to what has happened in the past. It is the

simplest form of analytics, and includes the use of techniques such as reporting, dash-

boards, scorecards and data visualization. These are the techniques which frequently

come up when talking about BI, as they have been around since the conception of the

first decision support systems [1]. Sometimes also the use of statistical methods to dis-

cover correlations within the data is labeled under descriptive analytics [24]. Descriptive

analytics can help businesses gain competitive advantage by revealing the state busi-

ness operations along with trends and their causes. Consequently, when a problem or an

opportunity in business operations is identified, an appropriate reaction can be planned

based on knowledge. Solving problems and taking advantage of opportunities after they

have appeared has its limitations, though. When a problem arises, it often causes some

negative effects before an appropriate reaction can be implemented, and some opportu-

nities can be missed if they are not grasped early enough. [24]

Predictive analytics is a step further from descriptive analytics. Its aim is to produce

information about the possible future states of the processes and systems related to the

business. The information about the future enables a proactive approach to decision

making, which can provide added value to businesses by making it possible to react to

risks and opportunities in time [1], [24], [19]. Predictive analytics relies on historical data to

make predictions about the future using techniques from statistics and machine learning.

Examples of the use of predictive analytics include employee turnover prediction [25] and

prediction of employee candidate job fit [26].

Prescriptive analytics is the third type of methods for analysis of structured data. The

methods for prescriptive analytics are used for determining the optimal course of action in

different situations. They can, for example, be simulation models which let decision mak-

ers explore the effects that different parameters have on decision outcomes. Allocation of

scarce resources is one task where prescriptive analytics can be useful [1]. A good ex-
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ample is a study by Homaie-Shandizi et al. [27], in which they predict the optimum size of

an aircraft pilot reserve needed by a commercial airline to be able to carry out scheduled

flights with sufficient reliability. Sivarajah et al. [28] argue that implementing prescriptive

analytics systems is challenging because it is difficult to capture all the variables which

affect complex business problems. Another challenge is that the causal relationships be-

tween the model variables need to be identified, which often requires an experimental

approach [29]. [28], [1]

Unstructured data analytics

The rise of big data and advances in computing technology led to a development of a new

type of methods for BI. In contrast to the methods traditionally used in BI, the methods for

analysis of unstructured data work on data which has no regular standard schema. Many

of the methods for unstructured data analysis aim to extract specific components from

the data, and as a result produce structured data. Certain types of analysis methods for

different types of unstructured data are described below.

Text analytics or text mining is used to analyze one of the most common types of un-

structured data. Text analytics consists of extracting information from unstructured text

documents, like social media posts, emails, news, and corporate documents. There are

various types of text analytics methods. Information extraction methods extract struc-

tured data from unstructured text data according to a predetermined schema. An exam-

ple could be automatically extracting drug name, dosage, and frequency from medical

prescriptions. Text summarization methods produce a more compact summary out of the

input document(s). The purpose of the methods is to find the most important content

inside the input document. Sentiment analysis methods are used to analyze text docu-

ments which are considered to contain opinions. The methods extract the opinion of the

text concerning the subject the text is written about. Sentiment mining can be used to

analyze consumer opinion about a new product from social media posts, for example.

[19], [20]

Network analytics are used to analyze online virtual communities, criminal and terror-

ist networks, social and political networks, and trust and reputation networks. Network

nodes usually represent customers, users, or organizations. Links between the nodes of

a network can represent social relationships, collaboration, e-mail exchanges, or product

adoptions, for example. Understanding the structure of these networks can enable find-

ing potential customers or voters, and the prediction of missing or future links between

network nodes can be used to recommend new contacts to users of social media. [20]

Audio analytics, often used interchangeably with speech analytics which is the most com-

mon application area of audio analytics, is used to extract information from unstructured

audio data. Call centers are analysing the volumes of speech data gathered everyday

from the interactions with customers to gain insights. Live calls can be analyzed to aid
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the call center worker in identifying potential cross and upselling opportunities. Speech-

to-text systems provide automatic ways of processing speech data for sectors such as

health care, where speech-driven documentation is abundant. [19]

Image and video analytics can be used to analyze unstructured image-based data. Ma-

chine vision systems can be used to implement automatic visual quality inspection. Video

data from CCTV cameras installed in stores can be analyzed to extract demographic in-

formation about the customers, such as age and gender. The customers’ movements can

be tracked to determine the length of their stay in the store, which product they looked at,

etc. which can be used in marketing. [19], [30]

2.4 Value of business intelligence and analytics

In the section 2.1 it was briefly mentioned that BI and analytics are used to enable data-

driven decision-making which is expected to lead to improved business performance. This

section describes the value creation process of business intelligence and analytics, and

the organizational capabilities, practises and resources which are crucial for analytics to

create value for organizations.

Grover et al. [9] explain how analytics can create strategic value and competitive ad-

vantage for organizations using the VRIO framework which is based on the Resource

Based View of the firm [31]. The abbreviation VRIO stands for "Valuable, Rare, costly to

Imitate, and Organizationally embedded". The VRIO framework considers these as the

characteristics that a resource has to possess in order to provide sustained competitive

advantage. A resource being valuable means that the asset enables an organization to

obtain valuable insights to exploit new business opportunities and/or neutralize competi-

tion threat. As discussed in section 2.1, analytics has the potential to enable this through

empowering data-driven decision-making. Rare means the resource in question is rare

and scarce. Factors which can make organization’s analytics capability rare are utilizing

internal data which is not available to the competitors, and the scarcity of the human tal-

ent and knowledge related to analytics. Costly to imitate means that an organization’s

competitors face challenges in obtaining the resource and find it difficult to imitate the

organization’s capability. Analytics can be costly to imitate because of the same factors

that make analytics rare. Analytics capabilities can only be developed through learn-

ing by doing, which takes time. Organizations usually keep their internally developed

analytics solutions for themselves, making them difficult for the competitors to copy. Fi-

nally, a resource being organizationally embedded means that an organization’s business

strategy and culture must support the exploitation of valuable, rare, and costly-to-imitate

analytics resources and capabilities. As discussed in the section 2.1, analytics can be

organizationally embedded when an organization has a culture and strategy based on

data-driven decision-making. This achieves the inclusion of the analytics capabilities in
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the processes, policies, procedures, organizational structure/governance, and corporate

culture of the organization.

To develop an analytics capability which has the 4 characteristics of the VRIO framework,

an organization need two things. It must create an analytics infrastructure, and it has to

develop certain contextual enablers which make it possible for the organization to leverage

the analytics infrastructure to produce value [9]. The analytics infrastructure consists

of the technical aspects considered in section 2.3, mainly the data management and

analytics systems, and the human resources with the knowledge and skills necessary to

utilize such systems and to plan and execute data-driven strategies.

The contextual enablers consist of factors not directly related to the analytics technolo-

gies. Turning analytics into value requires a sound analytics strategy which describes

the organization’s goals and the approach to analytics. Executing such strategy needs a

strong leadership committed to data-driven decision-making culture. To fully leverage the

potential of analytics, an organization must implement a data governance strategy which

ensures the availability, usability, integrity, and security of the data. Maybe the most impor-

tant, analytics initiatives must have clear business goals. Any initiatives without clear-cut

goals that link the initiative to the strategy of the firm will fail. [9]

2.5 Analytics in human resource management

Cleveland et al. [32] define human resource management, or HRM, as "a set of activ-

ities within an organization" that "has the overarching goal of making the best possible

use of human resources to help make organizations effective, successful, and sustain-

able". The tasks carried out by the HRM department include administrative tasks such as

payroll administration and record keeping, and training and career development of em-

ployees. Earlier in the history of HRM employees were seen just as replaceable parts

which served an organization, but modern HRM has come to understand employees as

a critical resource which ultimately determines the success or failure of a company. Be-

cause of this, the needs, preferences, and perspectives of employees are recognized as

important factors of organizational performance.

In recent years, the methods and practises common in business intelligence and ana-

lytics have been increasingly adopted also in the field of HRM. Applied in this specific

field, the concept of analyzing data to inform decision making is called by terms such

as ‘HR Analytics’, ‘Talent Analytics’, ‘Workforce Analytics’, ‘People Analytics’ or ‘Human

Resource Analytics’ [5]. In this paper, the term HR Analytics is adopted to refer to the

concept. In the following subsections, a short history of measurement and analytics in

HRM is presented, and the definition and purpose of HR analytics are explored in more

detail.
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2.5.1 History of analytics in human resources management

HR analytics as a term is relatively new. It builds upon the concept of HR metrics, which

was conceived in the 1980’s after Jac Fitz-Ens proposed that HR activities and their effect

on business outcomes could be quantitatively measured [33], an idea which was revolu-

tionary at the time [34]. Although HR activities have been measured for some time, only in

recent decades has the utilization of IT systems in HR reached a sufficient level to enable

carrying out meaningful computational analyses of the data acquired by measurement.

Though not widely adopted, the 1980’s saw the appearance of the first human resource

information systems (HRIS), born as the result of the first efforts to automatize HRM pro-

cesses like payroll and data management. In the 1990’s, the adoption of IT systems for

HRM in general increased, as did the interest towards HRIS’s. Academic researchers

started investigating the link between the use of HRIS and the reduction of the adminis-

trative work in HRM processes. Starting in the beginning of the 2000’s the adoption of IT

systems for HRM accelerated, in part because of the influence of the possibilities opened

by the Internet. In addition to the administrative processes for which the HRM IT systems

were previously adopted for, the decade saw a rise in IT systems used for more strategic

applications such as talent acquisition and performance and compensation management.

The interest of academic researchers on the subject of IT for HRM also experienced a

considerable increase. Some researchers started advocating the need for HRM to rein-

vent itself as a "decision science", with the purpose of enhancing the decisions made

about human capital. [35]

In the 2010’s, the utilization of IT systems for HRM has became ever so popular. The

automation of HRM processes using IT systems provides opportunities for extracting in-

formation out of the processes to improve decision making, as described by [17]. After a

piece ran about Google’s project Oxygen in the New York Times in 2011 [3], and some

high profile consultant opinion pieces like Davenports "Competing on talent analytics" [4]

were published in Harvard Business Review, utilizing the data stored in HRIS’s to conduct

analytics became the hottest trend in HRM practise. Numerous blogs, white papers, con-

sultancy and press reports on HR analytics have been published, and HR data analyst

has become the HR role whose size organizations plan to increase the most [36, p.19].

However, the amount of academic literature on HR analytics still remains limited. [5]

2.5.2 HR Analytics

Marler et al. [5] define HR analytics as "a HR practice enabled by information technology

that uses descriptive, visual, and statistical analyses of data related to HR processes, hu-

man capital, organizational performance, and external economic benchmarks to establish

business impact and enable data-driven decision-making.". Even though the definition of
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Marler et al. [5] includes the use of descriptive analyses, they argue that a clear dis-

tinction should be made between HR metrics and HR analytics, because HR analytics

involves more sophisticated analyses than just reporting on some array of metrics. This

view is seconded by Minbaeva [37], who suggests that descriptive reporting alone will not

enable discovering the people-drivers of business outcomes, which is one of the defining

qualities of HR analytics [5]. It should be noted that even though the objective of HR ana-

lytics is decision making related to human factors, it is not exclusively limited to analyzing

just HR data, and involves the analysis of relevant data from other internal processes and

external sources too [5].

It is evident that HR analytics bears a close relationship with general BI and business

analytics. Eg. Chen et al. [20] define BI&A as "the techniques, technologies, systems,

practices, methodologies, and applications that analyze critical business data to help an

enterprise better understand its business and market and make timely business deci-

sions.". Indeed, Rasmussen et al. [6] argue that "any functional denomination prior to

‘analytics’ is really just a sign that it has not matured enough yet to just be a natural

part of ‘analytics.’", and that eventually HR analytics too will be integrated in an existing

end-to-end business analytics function. In the end, all analytics carried out in business

settings share the same goal: producing information from data to enable data-driven

decision-making. However, when applied in the field of HR, analytics does have two char-

acteristics or goals which separate it from analytics in general. As identified by Marler et

al. [5], HRA is about "supporting people related decisions", and "linking HR decisions to

business outcomes and organizational performance". Even if such goals are adopted to

the aims of general analytics functions, HR related field knowledge is needed to correctly

interpret analysis results and the relationships between people related model variables

[2].

2.6 Value of HR analytics

In line with the theory of value creation of general business analytics, Marler et al. [5]

and Angrave et al. [2] explain how HR analytics can potentially create benefits for orga-

nizations by using the Resource Based View, even though they don’t explicitly mention

the VRIO framework. As analytics applied in the field of HRM is still analytics, the same

drivers of strategic value apply as those identified with regard to general business analyt-

ics in section 2.6. However, there are some additional characteristics specific to analytics

in HRM which can be considered as drivers of strategic value under the VRIO framework.

These are discussed below.

The value of HR analytics should manifest itself as a positive impact on business perfor-

mance. Marler et al. [5] report that there is little scientific evidence explicitly showing the

positive business impact of adopting HRA, and that more research into the issue would
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be needed. However, they go on to mention that case evidence suggest that there is a

causal link between adoption of HRA and improved business outcomes. One of the few

studies explicitly quantifying the impact HR analytics has on business performance is the

2012 study by Aral et al. [38]. They study the business impact of adopting HRM software,

analytics, and performance pay using an empirical, quantitative approach. They find that

the adoption of analytics, performance pay and HRM software is associated with improved

business performance. Furthermore, the results show that simultaneous adoption of all

three provides disproportionately bigger positive business impact when compared with

adopting just a subset of the factors.

Surveys show that HR analytics is difficult to successfully implement, which can be in-

terpreted to mean that HR analytics is rare and difficult to imitate. One such survey is

conducted by Sierra-Cedar, an IT consulting firm. Although the survey focuses on rela-

tively big companies based in the United States, it sheds light on the current state of HR

analytics. Their HR Systems Survey for 2019 reports that only 17% of the surveyed firms

are utilizing predictive analytics as part of their HR technology [36, p.122]. HR technology

in general is being leveraged to inform business strategy in only 38% of the surveyed firms

[36, p.38]. Another aspect of HR analytics which can make it difficult to replicate, is the

nature of HR data. Even regular analytics can be difficult to replicate because organiza-

tions utilize their internal data, but as people related data is subject to the strictest privacy

and security standards, it would be almost impossible to mimic in another organization.

Thus, at least for the time being HR analytics can be thought of as rare and difficult to

duplicate.

Marler et al. [5] don’t explicitly discuss the "organizationally embedded" dimension of the

Resource Based View even though they consider similar issues in other contexts. Van der

Togt et al. [39] describe the HR analytics function at Shell, a petrochemicals company.

There, as described by the paper, each analytics project is initiated with two questions:

"Would our senior line management see the value of the insight and proposed intervention

in light of our business strategy?" and "What would it take to suspend long-held beliefs in

light of new data?". This is a good example of how HR analytics can be organizationally

embedded. The business context determines how and in which cases analytics is utilized,

and an integral part of the projects is to plan how the organization can be made to adopt

the analysis results into use.

The VRIO framework describes the characteristics which an HR analytics capability must

possess in order to provide sustained competitive advantage for an organization. As

discussed in section 2.6, creating an analytics capability which fulfills the requirements

of the VRIO framework requires an analytics infrastructure which consists of proper data

management, a sufficient analytics portfolio and people skilled in carrying out analytics

projects. Furthermore, contextual enablers related to an organization’s management,

culture, and leadership are needed if the potential value of the analytics capability is to be
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realized. The HR analytics community also supports this view, as mentioned in e.g. [7].

The study by Aral et al. [38] empirically confirms the interaction of the three components

in the context of HR analytics. The HRM software usage can be interpreted as a measure

of data management and the usage of HR analytics obviously as a measure of analytics

use. The results of analytics being used to determine the performance pay can be seen

as a process which ensures that analytics is used to answer relevant business questions

and that the organization is committed to data-driven decision-making. Thus, the data-

driven performance pay is a contextual enabler of valuable analytics.

In conclusion, data management and analytics technologies, people skilled in using them,

and organizational factors are crucial for successful and value creating human resources

analytics projects. In the subsequent sections the current state of and issues related to

developing these resources and capabilities in organizations are discussed. Addressing

these issues correctly is of great importance, because such factors can determine the

failure or success of practical HR analytics projects.

2.6.1 Data management

The data management for HR analytics involves acquiring and storing data in a way that

enables efficient analysis. In the developments of a data asset, organizations can face

various challenges related to different aspects of data management. According to Grover

et al. [9], the challenges can be divided to three categories: data quality, data integration

and data security. Below, the three categories are discussed within the context of HRM.

Data quality

Quality of data is defined as the usability of data for its intended purpose [40]. In the

case of most data produced by HRM or other internal business processes, the primary

purposes are administrative, and the analysis of data to produce insights is a secondary

one. Because of this, the quality of the data may be appropriate for the primary purposes,

but insufficient for analytics.

Data quality is crucial to the quality of the insights based on the data [41]. Data can

be noisy, parts of data entries might be missing, or they might be erroneous altogether.

Data might also be imbalanced, with data entries corresponding to a certain category

dominating [9]. Besides the issues with the data itself, organizations often fail to manage

the data creation processes. When a data creation process is not managed, it is likely

that all of the contextual information related to the data is not recorded. This contextual

information can be about how certain data was collected and what rules and assumptions

were used in the collection, for example. The lack of such information decreases the

compatibility of different data sets. A concrete example is failing to record changes in

organizational structures. An organizational change can alter the relationships between
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different variables. If the relationships are analysed without knowing there has been a

change in the organization during the period which the analysis concerns, this can lead

to inaccurate results. These kinds of issues could be avoided by having a centralized

data policy that takes into account needs of analysis. If no concrete guidelines for data

collection are established, problems like data duplication, wrong entries, and different data

sets being impossible to combine, are likely to proliferate. To produce data of sufficient

quality, the processes creating the data should be managed with analytics in mind. [7]

Data integration

Data integration is one of the key aspects enabling value creating analytics [9]. Analysis

of one variable in isolation from the others does not create much value. Consequently,

for the analytics, data has to be integrated from various different sources and databases

which is not a trivial task. As described below, organizations are struggling with moving to

data management processes which enable linking HRM processes to business outcomes.

Data for an HR analytics initiative can be acquired by primary research like employee

surveys and organizational network research, by secondary research like literature re-

views and labor market surveys, and by database mining [42]. General business data,

like the data from enterprise resource planning and customer relationship management

systems, can be acquired from the data warehouse or databases utilized by the BI func-

tion, as described in chapter 2.3. People-related data produced by internal processes,

such as employee work history, competencies, and demographic information [2], might

be stored in the same data warehouse with the rest of the organization’s data, in a sep-

arate HRIS data warehouse, or in application specific separate databases. Besides the

data that companies traditionally store, less conventional sources of data could also be

utilized in the analyses [2]. The employee data stored in HRIS’s and the business data

stored in RDBMS’s could be integrated with big data, like employee mobile phone loca-

tion and Internet browsing histories, video monitoring data, email and phone records, and

the contents of communications between employees and between employees and clients.

Currently 13% of organizations are storing their HR data in data lake systems, which are

repositories capable of storing large amounts of mixed-type data, both structured and

unstructured [36, p.77]. There are still technical challenges related to performing the inte-

gration of the different data types, and Angrave et al. [2] point out that HRA is still behind

general BI&A in the utilization of big data. Besides the technical challenges, there are

also serious privacy issues related to utilization of personal data. These are discussed

more in depth with relation to data security.

Though utilization of unstructured and big data is an interesting future avenue for HR

analytics, there is still unutilized potential left in the structured employee data sourced

from internal processes, too. The Sierra-Cedar HR systems survey in 2019 [36, p.121]

reports that only 12% of organizations have a strategy in place for employee data footprint
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Figure 2.2. The organizational functions from which data has been integrated for use in
HR analytics, in organizations surveyed by [36]. Adapted from [36, p.79]

aggregation. The utilization of the data stored in the traditional internal databases of a

company is a prerequisite for the efficient integration of more complex data types [2]. Only

35% of organizations utilize a data warehouse to store the HRIS data, while the rest still

use separate application specific databases [36, p.77]. Since a data warehouse is the

most common form of integration of data sources, the degree of data integration for HR

analytics is still very low. Figure 2.2 shows the organizational functions from which the

organizations integrate data for use with HR analytics [36]. The three functions or sources

with the highest degree of integration are essentially all HR data. These three functions

are core HR, Workforce management, and talent management. After them, the most

commonly integrated data source is external HR data. The internal non-HR data source

with the highest frequency of integration is finance, which has been integrated in 29% of

surveyed organizations. The rest of internal non-HR data sources have been integrated

in less than 20% of the organizations.

Data security

Data security becomes ever more important as organizations gather increasing amounts

of sensitive private data about the employees, prospective recruitees and other people.

The higher granularity and degree of integration brings organizations higher value, but

also make possible security breaches more severe. This calls for robust security mea-
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sures concerning the use of the data. Access to data should be restricted to roles with

appropriate privileges, which are reviewed at regular intervals. The data should be trans-

ferred over secure channels or in encrypted format. Survey data shows that out of all

organizational functions, HR systems are the most likely to be included in organizational

cybersecurity strategies [36, p.88], highlighting the diligence of the HR function with re-

gard to data privacy and security. [41]

However, cybersecurity issues are not the only security-related issues concerning per-

sonal data. With gathering different types of data about people, new challenges with

privacy, ethics and consent related to personal data arise. Mining the contents of employ-

ees’ e-mails for predictions about employee turnover intent, for example, is considered

an intrusion of privacy. The laws of different countries restrict the use of personal data

for such purposes in various ways. Data privacy regulations such as the EU’s GDPR

(general data privacy regulation) place significant constraints on the collection, storage,

use and transfer of personal data. Furthermore, the GDPR degrees that personal data

can only be used for purposes for which which it was initially collected. These kinds of

aspects must be an integral part of the planning of HR analytics projects. [29]

2.6.2 Analytics portfolio

To leverage data to aid decision making, an organization must develop capabilities for

producing insights from data through analysis. The systems and software that an organi-

zation uses to conduct the analyses make up the analytics portfolio of the organization.

The systems and software can be bought from providers, or developed in house. This

choice between the two options for acquiring the analytics portfolio has some implica-

tions for the analytics capability of an organization.

Maybe the most profound issue with the analytics portfolio component of HR analytics is

caused by the fact that the HR departments often lacks the skills, knowledge, and insight

required to translate business questions into hypotheses which can be answered by ana-

lyzing data. This is mirrored in how HRIS vendors market their products. The latest HRM

software from companies like Oracle, IBM and SAP are advertised as having embedded

’analytics modules’, and consultancies often emphasize that organizations have to adopt

HR analytics solutions not to lose sight of the competition. Organizations without a clear

strategy and vision of what they aim to achieve with HR analytics are tempted to acquire

the trendy proprietary analytics packages which are advertised to solve all their HRM re-

lated problems. In reality, though, the embedded analytics modules seem to consist of

simple dashboards and reporting tools, which don’t enable gaining significant insights into

the causes strategic business problems. The choice of the analytics capabilities are not

driven by the relevant business questions, but by the data which is collected by the spe-

cific HRIS system. The true value of HR analytics is in solving strategic questions about



21

the effect of human capital on business outcomes, and the embedded analytics modules

typically are not capable of the advanced analyses required for that. Indeed, Minbaeva

et al. [7] argue that analytics capabilities would be best developed in-house instead of

procuring external analytics packages, though they go on to mention that organizations

tend to lack knowledge about how such in-house development should be conducted. [2]

2.6.3 Human talent

Besides the data and software and systems for analyzing it, successful HR analytics

projects require people who have the skills and knowledge for utilizing them. Besides

the technical work, HR analytics professionals need to be able to build a business case,

turn the business case into testable hypotheses and communicate the results to relevant

stakeholders. As a result, the most frequently reported reason for challenges in HR an-

alytics adoption is the lack of human talent [5]. Rasmussen et al. [6] argue that this will

eventually lead to HR analytics being moved away from the HR department, to a general

corporate analytics team or more number savvy functions such as finance. Angrave et al.

[2] point out that such development might lead to deteriorated work environment and HRM

performance, as people not familiar with the HRM might use analytics to justify decisions

which according to the numbers seem reasonable, but in reality misinterpret the nature

of human capital inputs. Because of this, it would be imperative that HR professionals re-

main a part of the analytics processes which utilize employee-related data. The problem

is that the supply of HR practioners possessing analytical skills and business understand-

ing, which are necessary for successful analytics initiatives, are in short supply. In 2019,

the Sierra-Cedar HR systems survey [36] reported HR data analyst to be the role the size

of which HR functions planned to increase the most. Employees skilled in HR analytics

are in high demand, and for a reason. Falletta et al. [42] observe that organizations

often begin their HR analytics initiatives by investing in analysis and data management

platforms, without clarity about how HR analytics relates to the organizations vision or

strategy or about the desired outcomes of utilizing HR analytics. Starting an analytics

initiative by hiring an experienced HR analytics leader enables establishing a vision and

a strategy for the analytics before making any technology investments, decreasing the

chance of investing in technology platforms which are not actually needed.

Angrave et al. [2] propose increased collaboration between the academic and corporate

worlds could help alleviate the lack of analytical skills among HR practioners. For exam-

ple doctorate level experts in psychology, engineering and statistics could be utilized in

improving research design and analysis capabilities for HR analytics. Advanced analyses

such as determining causality between factors requires using carrying out experiments

and quasi-experiments combined with advanced statistical and econometric techniques,

skills which are more common in the academia. On the other hand, Rasmussen et al. [6]



22

argue against an academic mindset in HR analytics contexts. In their opinion, academic

researchers might not have a clear enough vision of the business to understand the rele-

vant business challenges. Indeed, there is a wider debate in management science con-

cerning this gap between research results and practical domain knowledge. One way of

reconciling the researcher-practitioner dichotomy, proposed by Van de Ven and Johnson

[43], is a research methodology called engaged research. It is based on the collaboration

between practitioners and researchers deeply engaged in problem contexts. Van de Ven

and Johnson argue that the difference of perspectives between researchers and practi-

tioners actually leads to better understanding of complex real world problems. This leads

to better solutions to practical problems, and greater advances in the scientific discipline.

Applied to practical HR analytics projects such methodology can be very valuable. It sup-

ports the utilization of skills and knowledge more common in the academic settings while

simultaneously keeping the research tightly coupled to the questions that are relevant to

the business problems.

2.6.4 Contextual enablers

The contextual enablers of analytics value creation are the leadership, strategy, and pro-

cesses related to data-driven decision-making. By definition, HR analytics merely enables

data-driven decision-making. If organization’s decision-makers persist making decisions

based on intuition or ’common sense’ instead of relying on factual information, starting an

analytics team to collect and analyze data will not create much value. HR analytics can

be used to create information about business challenges, but to create value an organiza-

tion must ask relevant business questions and commit to adopting the results in practise.

This requires a culture that embraces data- and evidence-driven approaches to business

decisions. Minbaeva [7] outlines 3 major challenges for success of HR analytics that are

related to the contextual enablers. These are discussed below. [9]

The first challenge identified by Minbaeva is "Changing mind-sets, attitudes, and habits

associated with the use of evidence for decision making". Citroen et al. [12] emphasize

that in decision-making processes the people making decisions have to be aware of which

relevant and important information that is still missing. This involves the organizations

learning away from a culture of making decisions based on ’gut feeling’ or intuition, and

transferring to a culture of inquiry.

The second challenge is "Asking the right questions — those questions that link strate-

gies, people, and performance." Rasmussen et al. [6] state that HR analytics should

always start with a business challenge, a relevant question, not data or a preconceived

approach to business problem. Data and analytics should be treated merely as tools in

a larger framework for solving business challenges, not as goals themselves. But not all

questions are created equal. Minbaeva [7] argues that the value of HR analytics projects
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Figure 2.3. The objectives which organizations aim to reach by using HR analytics, in
organizations surveyed by [36]. Adapted from [36, p.78]

should be measured by the strategic impact the projects have. The type of question that

HR analytics seeks to answer is a critical determinant of the degree of strategic impact the

analytics project will have. The Sierra-Cedar HR systems survey for 2019 [36, p.78] pro-

vides some insight into what kinds of business challenges organizations seek to answer

using analytics.

Figure 2.3 presents the objectives which the surveyed organizations aim to reach with the

use of HR analytics. It can be seen that the most common objectives, like HR cost and

compliance risk management are related to administrative cost savings and HR internal

objectives, which are unlikely to provide significant business impact [5], [6]. Strategical

objectives such as improved competitive advantage, innovation and customer satisfaction

are sought only in a minor portion of organizations.

The third challenge pointed out by Minbaeva is "Accepting responsibility for implement-

ing change, and for managing the changes in culture, process, behaviors, and capabili-

ties that result from analytics initiatives." Rasmussen et al. [6] argue that implementing

changes based on insights from analytics requires active change management. Different

mechanisms of cognitive dissonance can cause people, when faced with new information

conflicting with existing beliefs, to reject the new evidence and cling to their belief system.

This effect can be strong in HR, where senior executives might have invested significant
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amounts of time and resources in their preferred initiative. If new evidence suggests that

the presumptions of the initiative might be flawed, a conflict can ensue. Because of this,

the key stakeholders must be involved from the beginning of the HR analytics project, and

they must be made clear of the significance of the business challenge the project seeks

to address [5].

2.7 Summary

In this chapter the literature relevant to the value creation of HR analytics was reviewed.

The goal was to answer research question 1. of this thesis, "What factors affect the

value creation of HR analytics?". Four such factors were identified. These are data

management, analytics portfolio, human talent and contextual enablers. When planning

HR analytics projects, several aspects that are not directly related to the technical analysis

work must be taken into account. HR analytics should not be seen as a solution to all HR

problems, but as one of the tools for implementing a business strategy based on informed

decision making.

The factors identified in this chapter comprise a theoretical framework that can be used

for analysing the value of HR analytics. What is still unclear is how the effects of these

factors are manifested in practise. The following chapters aim to fill this information gap

by presenting a case study on implementing HR analytics, which is then analyzed through

the framework developed in this chapter.
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3 IMPLEMENTING HR ANALYTICS: A CASE STUDY

To explore the potential of HR data analytics in a real company setting, an analytics

project was conducted in a company which from here on will be denoted as Company X

to preserve its true identity. Company X is a customer of Integrata based in Finland. The

goal of the analytics project was to find out what kinds of relevant information could be

extracted from the company’s people-related data by using descriptive and predictive ana-

lytics methods, in order to inform the development of Integrata’s analytics based products

and services.

After some preliminary data exploration and discussions with Integrata, Company X’s HR

department and other stakeholders, it was determined that the analytics project would

focus on three topics: employee satisfaction, employee sick leaves and employee flex-

itime balances. Company X’s HR department was worried about low levels of employee

satisfaction, which was evident from the pulse surveys administered to employees on

a monthly basis. Employee sick leaves were determined as interesting topic of study

because of their clear impact on business, and availability of data. Employee flexitime

balances refer to the accumulated balances of employees within a flexible working hours

scheme. Company X’s HR department was concerned about some employees over-

working and accumulating too much balances, both from legal and employee well being

perspectives. The purpose of the analytics project was to explore the relationships that

the data related to these topics has with other data stored by the company. Understanding

these relationships can help reveal the factors that are causing the HR-related problems

that Company X is having.

3.1 Data and measures

Company X is, as of May 2020, employing around a few hundred people, working in

various roles ranging from warehouse employee to sales manager and customer care

employee to customer credit analyst. On average, Company X employee is 39 years

old and has been employed for 9.5 months. According to payroll information 62% of the

employees are male, and 38% are female. The company consists of dozens of smaller

teams, but the results of an employee satisfaction survey are reported for larger groups.

These larger groups are aggregates of small teams which are responsible for similar
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tasks. For consistency in the analysis, in this research I refer to these larger groups as

the teams of the company. To preserve the anonymity of Company X, the team names

have been changed from the originals to ones that describe the general tasks of the

teams, and team sizes are only presented as approximate numbers. The different teams

and their approximate sizes are listed in table 3.1. Information about which employees

belong to which teams was only available for the situation at the time of extracting the

data. Records of the employees’ past teams were not available.

Table 3.1. The organizational structure utilized in the employee satisfaction survey.

Team name Size (employees)

Account Managers 16 - 30

Assembly 16 - 30

Business Support 6 - 15

Customer Care 6 - 15

Customer Services 6 - 15

Finance & General 6 - 15

Logistics 30 - 50

Product Management 1 6 - 15

Product Management 2 6 - 15

Product Management 3 16 - 30

Product Management 4 1 - 5

Sales 1 - 5

Company X provided different kinds of employee demographic and behavioural data for

the purposes of the analyses. The demographic data includes attributes such as em-

ployee age, gender, salary etc. Behavioural data consists of employee satisfaction sur-

vey results, employee recorded working hours and sick leaves. The data is produced

by different HRM processes, and Company X stores it in separate application specific

databases. Company X’s IT team extracted the data from the databases and provided it

as .csv and .xlsx format files. Different data types were available for different periods of

time. Payroll information is available from beginning of 2010, while the satisfaction survey

has only been conducted since May 2019, and spans a period of 1 year. The time scope

of the analyses was limited to data from between May 2019 to April 2020, although for

some measures the development over a longer time span is shown to help build context.

In the sections below, the data types utilized in the analyses are described in more detail.

3.1.1 Employee satisfaction survey

Employee satisfaction can not be directly measured. Instead, surveys with questions

thought to be associated with job satisfaction have to be used. The company first started



27

Table 3.2. The questions of the employee satisfaction survey, translated from Finnish. In
the parts of this document where space is constrained, shortened versions are used to
refer to the questions.

Question Short version

The work being done in the company is meaningful Meaningfulness of work

I know what is expected of me in my work Clear tasks

My roles and responsibilities are clear to me Clear responsibilities

I have the opportunity to work on things I’m best at
every day

Coincidence of tasks with skillset

I am encouraged to develop in my work Encouragement to develop

I get regular feedback on my work Regular feedback

My supervisor supports me succeeding in my work Supportive supervisor

There is a caring atmosphere in my workplace Caring workplace atmosphere

My employer is genuinely interested in my well-being Employer interest in well being

My work environment is safe and secure Safe and secure environment

For my health, I will be able to work in my current role
in two years

Ability work with regards to health

Renewable [HR strategy name] goals are a good thing
and bring the direction of the organization clearer
through transparent goals and management structure

HR strategy makes goals more con-
crete

Communication using Teams is a positive reform and
has clearly increased dialogue and transparency in
our company

Communication using Teams is a posi-
tive reform

measuring employee satisfaction using pulse surveys in May, 2019. Since then, the sur-

vey has been conducted monthly or bimonthly, totalling 8 survey rounds. The ensure the

anonymity of employee responses, the survey results are only available as aggregates

describing employee satisfaction on team level. The survey answers of the individual em-

ployees is not accessible. The survey consists of 13 questions related to different areas of

employee satisfaction. One of the questions measures the employee Net Promoter Score

(eNPS), and the others measure agreement to statements about employee satisfaction

on a 1-5 Likert scale. The questions other than eNPS are presented in table 3.2.

The employee Net Promoter Score (eNPS) is a modified version of the Net Promoter
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Score (NPS). NPS was originally introduced by F. Reichheld in [44] to measure customer

loyalty and satisfaction. The eNPS is thought to measure employee engagement, which

has been found to correlate with a multitude of positive aspects, such as lower levels

of absenteeism, higher productivity, and higher employee retention rates [45]. Not much

academic research examining the relationship between eNPS and employee engagement

or other organizational outcomes has been done, but preliminary evidence does imply a

correlation between eNPS and organizational performance [46]. eNPS is measured by

asking the employees one question, "How likely would you be to recommend Company X

as an employee to your friend or colleague?", with a 11-point scale of answer options

ranging from 0 to 10. The people selecting 0-6 are labeled as "detractors", and the

people selecting 9-10 as "promoters". The net promoter score is calculated by subtracting

the portion of detractors from the portion of promoters. This leads to an eNPS ranging

from -100 to 100, with -100 being the worst score and 100 being the best. According to

various eNPS measurement system providers, an eNPS between 10 and 30 should be

considered good, while a score of above 50 is excellent ([47], [48], [49]). Scores below

-10 are a sign of problems with employee satisfaction. However, eNPS is a highly industry

and organization specific measure, and absolute numbers do not tell everything. Instead,

more attention should be paid to the temporal changes of the eNPS. [46]

3.1.2 Employee sick leaves

At Company X, the employees follow the standard sick leave policies determined by the

Finnish law. The data about employee attendance was extracted from the company HR

databases. In literature, many ways of reporting the number of sick leaves can be found,

as described in [50]. Sick leave records can be obtained from various sources such as

insurance data or employer or household surveys, the scale of a study’s focus can range

from individual to corporations or nations, and the research on sick leaves is conducted

across multiple different scientific disciplines such as economics, medicine, psychology

and sociology [51], [50]. This leads to numerous standards for reporting the sick leave

rates being used in research. An often used sick leave metric is the portion of working

time spent on sick leave. However, even the definitions of sick leave and working time

vary between studies, see e.g. [52] and [51].

In this study, we adopt the reporting format used by the Confederation of Finnish Indus-

tries (EK) in their work surveys [53], which is the sick leave % defined in [54, p.19]. The

sick leave % reports the fraction of theoretical regular working hours spent on sick leave.

The EK surveys report the mean sick leave % observed in EK membership companies,

reported by industry. The well documented standard provides a straightforward way to

calculate the sick leave rate from actual company data, reported as the sick leave % or

sick leave rate. Using the same standard for reporting the sick leave rates in this study
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enables comparisons to the industry average.

The sick leave %, according to the EK standard, is obtained by equation

Sick leave% =
Sick leave hours

Theoretical regular working hours
∗ 100% (3.1)

where the Sick leave hours is the total number of sick leave accumulated in a company

within a calendar year and Theoretical regular working hours is the total number of

working hours during a calendar year, when Saturdays, Sundays and public holidays are

not counted. It should be noted that the time spent on annual leave counts toward the

theoretical regular working hours. The EK survey [53] states that measured this way, a

normal sick leave rate for a company is 2-3%, though there is variation between industries.

If the sick leave rate of a company exceeds 4-5% on a regular basis, the causes should

be investigated.

3.1.3 Employee flexitime balances

Company X’s employees follow a flexible working hours scheme. They can, at least to a

degree, decide at what time they start and at what time they stop working. Work tied to

specific shift schedules, like warehouse operations, has some restrictions to the flexible

working times, but even in such work employees have some control over their working

hours. Instead of working according to a specific schedule, employees have working

hour balances which keep record of how many hours an employee has worked, and how

many hours he/she should have worked within a reference period. The difference of

the two should average zero in the long term. Employees themselves are responsible

for maintaining the balances within proper range, but ultimately the employer also has

responsibility to ascertain the employees are not over or under working. The Finnish

Working Hours Act [55] degrees that in the case of flexitime scheme the "accumulated

excess hours may not exceed 60 hours and the accumulated deficit of hours may not

exceed 20 hours". Employers have some responsibility in ensuring these limits are not

exceeded. In this work, the unit of flexitime balance accumulation is the team average

daily flexitime balance change in minutes.

3.1.4 Salary raises

Along with other factors, this paper examines the effect that the frequency of salary raises

has on employee satisfaction. The employees receive two types of salary raises. One

type of raises are given based on employee performance based factors such as promo-

tions, accumulated experience and changes in job role. The other kind is given to all

employees, usually once a year, as determined by the collective agreements negotiated
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by workers’ unions. For the purposes of this paper, the salary rises of this second type

aren’t considered. This is because salary rises given to all workers are unlikely to explain

differences between teams and employees. The unit used to measure the frequency of

salary raises is the team average number of yearly salary rises.

3.2 Explorative analysis

To develop a basic understanding of Company X’s data, preliminary visual exploration was

conducted before starting more detailed analyses. Plotting different aspects of the data

can reveal relationships, trends and significant differences in the data. In the exploratory

phase of data analysis, especially if the goals of the analysis are vague and not much

is known about the data, visualization can be very helpful for creating hypotheses which

can then be tested using statistical methods. Based on the definitions and observations

of this chapter, in the following chapters the relationships between the different variables

are analyzed using more advanced methods. [56]

The data was processed using a Python environment consisting of the Pandas [57] library

for manipulating tabular data, and Matplotlib [58] and Seaborn [59] libraries for visualiza-

tion.

Figure 3.1. Statistics for all of the Company X employees.
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Figure 3.1 displays some people-related measures of interest in a time series format.

The plots show the monthly number of employees fired and resigned, the eNPS and the

monthly sick leave rate for the whole company. Figure 3.2 displays the same informa-

tion for 3 individual teams which show interesting variations in the measures. To give

additional context for the data, in Figure 3.1 the number of employees and monthly sick

leave rates are shown also for a time period preceding the actual analysis period. Such

additional information couldn’t be added to the team level plots in Figure 3.2, because

the information about the composition of the teams was not available for dates older than

May 2019.

The top panel of the figures shows the monthly numbers of employees fired and resigned.

In the HR analytics case literature, employee turnover is a subject of analysis (see [60],

for example). In Company X, the rate of turnover seems too low to justify further inquiry.

The eNPS is shown in the center panel of the figures. The company wide eNPS has

been ranging between -20 and -40, remaining relatively stable without noticeable trends.

When compared to the range of good eNPS’s, the score is somewhat low. However,

it is difficult to say how Company X’s eNPS compares to other companies in the same

industry, since data that would enable such comparisons is not public. When examining

eNPS of the individual teams, differences in eNPS’s are apparent. Assembly team has

a high eNPS, even reaching the 20’s during one month. Logistics team has a low eNPS

Figure 3.2. General HR statistics for some of the teams.
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Figure 3.3. The team ’Product management 4’ reports high rates of sick leave.

with stable variation around -40. The eNPS of Project Management 4 has large variation,

ranging from 20 to -60. The high variation is probably in part explained by the small size

of the team, which causes the response of an individual employee to strongly influence

the overall team score. The bottom panels of the two plots display the monthly average

sick leave rates. Between late 2017 and early 2018, the whole company experienced

high amounts of sick leaves. Outside that period of time the sick leave rate has been

stably varying around 2%, which is a number deemed healthy by the EK standards. The

sick leave rate shows some seasonal variation, with higher rates in the winter, and lower

rates in the summer. The team level sick leave rate plots show interesting differences.

The Assebly team reports very low numbers of sick leaves. In the Logistics team the sick

leave rate is steadily around 4%, which is high when compared to the overall sick leave

rate in the company. The Assembly and Logistics teams both perform manual labour, so

the cause of such difference in the prominence of sick leaves is not self-evident. In the

Product Management 4 team, most months the sick leave rate is moderate, but some

months the rate is over 10%, the exceeding the scale of this plot. Figure 3.3 displays the

sick leave rates for this team in more detail.

To try and explain the between-team variation in the sick leave rates, in the following plots

they are examined on the employee level. Figure 3.4 displays how the sick leave rates are

distributed among team employees using a histogram plot. To keep the plots readable,

the x-axis corresponding to the sick leave rates is limited to 15%. If a team has employees
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Figure 3.4. The sick leaves aren’t evenly distributed between team employees. Employ-
ees with sick leave rates exceeding 15% are considered outliers and are omitted from this
plot because of space constraints.

with sick leave rates higher than 15%, they are mentioned in the team’s plot as outliers.

In the Assembly team more than 50% of the employees report sick leave rates below

0.5%. In the Logistics team the portion of such employees is a minority, and most em-

ployees report sick leave rates of above 2%. All of the employees of Product Management

4, except one outlier, have sick leave rates of less than 1%. Both the Logistics and Prod-

uct Management 4 teams show high sick leave rates in figure 3.2, but the causes are not

the same. In the Logistics team, high sick leave rates are common, and it should be safe

to assume that there is something about the tasks, demography or management of the

team that increases the prevalence of sick leaves when compared to other teams in the

company. In the Product Management 4 team, however, there is only one person who has

a very high sick leave rate. When examining the overall sick leave rate for the team, this

single employee skews the average sick leave rate and leads to a high number. Because

of this, in the following sections, employees with sick leave rates over 15% are considered

outliers and aren’t included in the analyses involving team sick leave rates.

Figure 3.5 shows the average sick leave rates for the different teams, without outliers.

Logistics has the highest average sick leave rate, almost the double of the rate of the
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Figure 3.5. There are differences in the average sick leave rates of the teams. The
employees with sick leave rates considered as outliers (> 15%) are not considered in
calculating the team average sick leave rates.

team with the next highest sick leave rate. The other teams are well below the 2.0% limit

defined as healthy by EK. With the removal of one outlier, the average sick leave rate of

Product Management 4 was reduced significantly, and it’s the team with the second lowest

sick leave rate. Thus, attention should be paid to the sick leaves of the few individuals

with very high rates, and to the sick leaves in the Logistics team as whole.

3.3 Summary

This chapter presented the background of the HR analytics case study. The case study

is conducted at a company called Company X. The topics which the analytics project

focuses on were identified, namely employee satisfaction, sick leaves and flexitime bal-

ances. The relevant variables and the way they are measured were defined. Furthermore,

the current status and trends of the individual variables were examined using visualiza-

tions. However, examining individual variables in isolation doesn’t reveal all of the infor-

mation potentially present in data. In the following two chapters the variables are analysed

jointly to reveal associations that exist between different variables.
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4 DESCRIPTIVE ANALYSIS

This chapter begins examining the mutual relationships between the different types of

data. The analysis methods utilized are not predictive in nature, and so the analyses

presented in this section are labelled under descriptive analytics. The aim is to investigate

the links employee satisfaction survey data has with sick leave rates, flexitime balance

accumulation and the salary raise rates. Because the employee satisfaction survey was

not available on the level of individual employees, the analysis in this chapter focuses on

discovering relationships between the variables on the team level.

4.1 Methods

The relationship the employee satisfaction survey data has with team average sick leave

rates, flexitime balance accumulation and the salary raise rates was investigated using

scatter plots and regression analysis. The relationship that the distribution of sick leaves

between team employees has with employee satisfaction surveys was visualized using

force directed graphs. Lastly, the the mutual relationships between the sick leave rates,

flexitime balance accumulation and the salary raise rates of the individual employees were

examined using scatter plots.

4.1.1 Regression analysis

Regression analysis means fitting a linear model to data, which aims to explain the varia-

tion in one variable of interest, called the response variable, by variation in other variables,

called the explanatory variables. The general form of a linear regression model is

Y = β0 +

p∑︂
j=1

Xjβj + ϵ (4.1)

where Y is the response variable, β0 is the intercept term, Xj with j = [1, .., p] are

the explanatory variables, βj are the model coefficients, and ϵ is a residual term. In the

regular case, the residual term ϵ is assumed to be normally distributed. One measure of

how well the variation in the explanatory variables explains the variation of the response

variable is called the correlation coefficient r. In the case of standardized variables and
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just one explanatory variable, r equals β1. r takes values between [−1, 1], with positive

values implying positive correlation and negative values implying negative correlation.

Commonly accepted guidelines for interpreting r-values are that a value of 0 implies no

correlation, absolute values between ]0.0−0.3] imply a weak correlation, ]0.3−0.7] imply

a moderate correlation, and ]0.7− 1.0[ imply a strong correlation [61]. An absolute value

of 1.0 means a perfect correlation between the variables. [62, p.47]

The statistical significance of the observed relationship between the explanatory and re-

sponse variables is measured by p-value. For samples X and Y with a correlation co-

efficient r, the p-value measures the evidence for the true value of β1 being 0. An often

used threshold for the significance level α is 0.05. p-values below a chosen significance

level lead to the rejection of the null hypothesis of β1 = 0. This means that the hypothesis

corresponding to the observed value of β1 is the more likely one, and that the observed

correlation is statistically significant. [62, p.47]

4.1.2 Analysis of the correlates of employee satisfaction

Linear regression was used to investigate the relationship between employee satisfaction

survey results and flexitime balances, salary raise rate and sick leave rate. As the level

of highest detail at which the satisfaction survey results were available was the team

level, the team average values were used for the three other attributes too. The average

values were calculated by computing rates of the average employee in each team from

the analysis period, May 2019 to April 2020. Outliers such as those discovered in the

explorative analysis of the previous chapter were not considered in the averages. For the

results of the satisfaction survey, the team average responses to each question from the

same time period were used.

The correlation between employee satisfaction survey questions and each of the em-

ployee attributes were determined by fitting a linear model to the pairs. For each question-

attribute pair, the correlation coefficient r and p values are reported. Additionally, for each

pair a plot with the data points and the fitted model are presented. It should be noted that

the use of average values leads to a low number of data points in the linear regression

analysis. Because of this, care should be taken to avoid making drastic interpretations

about the relationship between the variables based on the results of this analysis only.

The SciPy [63] implementation of the linear regression was used to conduct the analysis.

4.1.3 Graph based visual analysis

A visual analysis method was utilized to further investigate the differences between teams’

sick leave distributions presented in Section 3.2, and to examine if these differences are

linked with differences in the employee satisfaction survey results. This section explains
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the basic principle of the method. Similar approaches to visualization of the relative sim-

ilarity of probability distributions were not found in the literature, so in some aspects this

could be considered a novel method for data visualization.

The analysis method is based on visualizing the differences between the team sick leave

distributions as a graph. The teams are interpreted as graph nodes, and the magnitude of

difference between the sick leave distributions of two teams is displayed as the strength

of the edge connecting the nodes representing the two teams. The color of the nodes is

used to display the results of the satisfaction survey. The layout of the visualized graph is

determined using a force directed graph drawing method. The basic idea of force directed

graph drawing is to visualize graphs on a 2D or 3D plane using a physical simulation to

determine the layout of the graph. A common way of implementing the physical simulation

is by modeling two types of forces which affect the layout of the graph. The first type

affects nodes connected with each other with edges. The edges connecting the nodes

are interpreted as an attractive force, pulling connected nodes closer to each other. The

second force is a repelling force, which pushes all nodes away from each other. This

often leads to an aesthetically pleasing result, with low amounts of edge crossing and

evenly distributed graph nodes. A benefit of this approach for visualizing the sick leave

distributions is that in the plot the teams with similar sick leave distributions are grouped

close to each other, and those with dissimilar distributions are placed further away from

each other. Coloring the graph nodes according to the value of another attribute enables

an intuitive interpretation of the relationship which the shape of the distribution of the sick

leaves has with this attribute. [64]

The visualization consists of two parts. The first step is estimating the similarities of the

sick leave distributions of the different teams. A common metric for similarity of probability

distributions is the Kullebeck-Leibler (KL) divergence. However, the KL divergence is

not symmetrical, meaning KL(p||q) ̸= KL(p||q) for two probability vectors p, q. In this

case, since there is no reason for building a directed graph, the asymmetry would be

inconvenient. Instead, a variant of the KL divergence based on the Jensen-Shannon (JS)

divergence is used. The JS divergence is a symmetrical version of the KL divergence.

Endres et al. [65] showed the square root of the JS divergence to fulfill the criterion of

a metric distance measure. In this work, the name Jensen-Shannon distance is used to

refer to the square root of the JS divergence. [66, p.71-72]

The JS distance and KL divergence both are based on the Shannon entropy. For a

discrete random variable X , the Shannon entropy is defined as

H(X) = EX∼P [log(P (X)] =
∑︂
x∈X

P (X)log(
1

P (X)
) (4.2)

where P (x) is the probability mass function of X . The Shannon entropy measures the
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amount of information required, on average, to describe the random variable X . Another

interpretation is that H quantifies the uncertainty related to the random variable X . [66,

p.71-72]

The JS distance between two probability vectors p and q can be defined using the Shan-

non entropy as

JS(p, q) =

√︃
H(

p+ q

2
)− 1

2
[H(p) +H(q)]. (4.3)

The JS distance measures the difference of the distributions p and q by comparing the

entropy of the individual distributions to the entropy of a probability distribution produced

by taking a pointwise mean of the two distributions. If the two distributions are similar, the

entropy of the mean distribution will be close to the mean of the entropies of the individual

distributions, which in turn leads to a low value of the JS distance. If the two distributions

are dissimilar, the entropy of the mean distribution will be larger than the mean entropy of

the individual distributions. This in turn leads to a high JS distance. [67]

The second part is constructing a graph of the different teams. Each team is considered

a graph node, and the JS divergence interpreted as the strength of the edges connecting

different nodes. Then, the layout of the graph is visualized using a force directed graph

drawing algorithm. In this implementation, the Fruchterman-Rheingold algorithm [68] was

used. The Fruchterman-Rheingold algorithm results in a graph plot where teams with

similar sick leave distributions are grouped close together, and those with different distri-

butions being placed further from each other. Coloring the graph nodes according to the

value of another attribute enables an intuitive interpretation of the relationship which the

shape of the distribution of the sick leaves has with this attribute.

4.1.4 Sick leave distribution similarity analysis by graph

visualization

The visualization method presented in the previous section was used for analysing the

differences in the team sick leave distributions and their relationship to team satisfaction

survey responses. Similar to the values used in linear regression analysis, the team

average values of the responses to satisfaction survey questions were used. The team

sick leave distributions were the same as those presented in Section 3.2, composed from

the employee average sick leave rates from the analysis period of May 2019 to April 2020.

It should be noted that the axes of the graph visualization are not metric, and the layout

is only a topological representation of the differences of the analyzed distributions. Even

though the teams are modelled as a graph, the edges are not drawn in the visualization for

the sake of clarity. The analysis was conducted using the SciPy [63] implementation of the
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JS distance, and the NetworkX [69] library for the graph handling and the implementation

of the Fruchteman-Rheingold algorithm. The Matplotlib [58] and Seaborn [59] libraries

were utilized for visualization.

4.2 Results

This section presents the results from analyses conducted using linear regression and

force graph visualization.

4.2.1 Analysis of the correlates of employee satisfaction

This section presents the results of the regression analysis. The table 4.1 displays the r

and p values for the attribute - satisfaction survey result pairs with an absolute value of

r over 0.4. Figures consisting of scatter plots of the data with the fitted regression lines

Table 4.1. The satisfaction survey - attribute pairs with a correlation coefficient r of over
0.4, determined by linear regression.

Employee satisfaction survey Attribute r p

Clear tasks Flexitime balance 0.42 0.17

Clear responsibilities Flexitime balance 0.44 0.15

HR strategy makes goals more concrete Absence rate -0.45 0.14

Meaningfulness of work Absence rate -0.47 0.12

Employer interest in well being # of pay raises 0.48 0.11

Clear responsibilities # of pay raises 0.49 0.11

Regular feedback Flexitime balance 0.57 0.05

Caring workplace atmosphere Flexitime balance 0.57 0.05

eNPS # of pay raises 0.59 0.04

Encouragement to develop # of pay raises 0.59 0.04

Regular feedback # of pay raises 0.63 0.03

Supportive supervisor Flexitime balance 0.63 0.03

Safe and secure environment Sick leave rate -0.68 0.01
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Figure 4.1. The relationship of teams’ flexitime accumulation, average sick leave and
salary raise rates with the teams’ average eNPS.

enable visual assessment of the validity of the identified correlations.

The relationships of the eNPS with the sick leave, salary raise, and flexitime balance

accumulation rates (Figure 4.1) are especially interesting since the eNPS is particularly

important to Company X. Neither the sick leave rates or flexitime balance accumulation

rates show correlation with the eNPS. The salary raise rate on the other hand is moder-

ately correlated with the eNPS, with r of 0.59 and p 0.04. This is interesting because the

result would indicate that employee sick leave behaviour or likeliness to overwork aren’t

associated with employee satisfaction. Instead, the frequency of salary raises would

seem to be linked to employee satisfaction. It wouldn’t be astonishing that there is a link

between salary raises and employee satisfaction, but the strength of the correlation is

surprising.
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Figure 4.2. The relationship of teams’ average sick leave rates with the teams’ average
satisfaction survey responses.

Based on the r-values, the sick leave rate has interesting correlations with the answers

to the survey questions ’My work environment is safe and secure’, ’The work being done

in the company is meaningful’, and ’Renewable [HR strategy name] goals are a good

thing and bring the direction of the organization clearer through transparent goals and

management structure’. When examining the scatter plots in Figure 4.2, it seems like

the correlation with the ’My work environment is safe and secure’ seems like it might be

caused by just one team placed on the right end of the x-axis, namely Logistics. The cor-

relations could be interpreted as implicating that those employees who perceive the work

done by the company as meaningful and who understand the company HR strategy are

taking less sick leaves, which seems like a plausible connection. However, the direction

of causality here is unclear, and the very low amount of data points creates uncertainty

about the validity of the results. The low amount of data is also visible in the p-values that

are relatively high.
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Figure 4.3. The relationship of teams’ average daily flexitime accumulation with the
teams’ average satisfaction survey responses.

According to the r-values, the amount of daily average flexitime accumulation in the teams

is correlated moderately with the answers to the survey statements ’My supervisor sup-

ports me succeeding in my work’, ’There is a caring atmosphere in my workplace’, ’I get

regular feedback on my work’, ’I know what is expected of me in my work’, ’My roles and

responsibilities are clear to me’. The p-values would imply a statically significant corre-

lation for the questions ’My supervisor supports me succeeding in my work’, ’There is a

caring atmosphere in my workplace’, if α = 0.05 significance level is used. Based on

visual inspection, it seems like there indeed exists a correlation between working more

than the regular working hours and the responses to the questions ’My supervisor sup-

ports me succeeding in my work’, ’There is a caring atmosphere in my workplace’. For the

other three survey questions with magnitudes of r-values exceeding 0.4, the existence of

true correlation seems unclear. More data would be needed to confirm the results.

The rate of salary changes per year is correlated with an r-value of above 0.4 with re-

sponses to survey questions ’I get regular feedback on my work’, ’I am encouraged to

develop in my work’, ’My roles and responsibilities are clear to me’, and ’My employer

is genuinely interested in my well-being’. Out of these, the correlations for ’I get regu-

lar feedback on my work’ and ’I am encouraged to develop in my work’ are statistically

significant when using the α = 0.05 significance level. Based on a visual inspection of

the scatter plots in Figure 4.4, all of the correlations seem plausible. However, the low
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Figure 4.4. The relationship of teams’ average salary raise frequencies with the teams’
average satisfaction survey responses.

amount of data prevents from making strong conclusions about the correlations. Still, it

seems very interesting that the different dimensions of employee satisfaction would be

associated so strongly with the frequency of pay raises.
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4.2.2 Sick leave distribution similarity analysis by graph

visualization

The results for the graph based visual analysis method are presented here. The plots for

three interesting attribute-question pairs are displayed here, but the plots for the complete

set of satisfaction survey question can be found in the appendix. Figure 4.5 displays the

graph layout of the sick leave distributions with the nodes colored according to the mean

sick leave rates of the teams. When the locations of the different teams in the plot are

compared to the sick leave distributions in Figure 3.4, a clear trend can be observed in

the graph visualizations.

The teams in which most of the employees’ sick leave rates are concentrated to the

histogram bin corresponding to a sick leave rate of 0-0.5% are located in the upper right

section of the plot, while the teams in which the sick leaves are spread more evenly across

all the bins are placed towards the bottom left section of the plot. The shape of the team

sick leave distributions is associated with the team average sick leave rate. When moving

from the top right corner to the bottom left corner of the plot, the team average sick leave

rate increases.

The teams also seem to be divided into three separate zones or belts along the top

right - bottom left axis. Customer services, Logistics and Sales teams have significant

Figure 4.5. The teams arranged in a force directed graph layout according to similarity of
the team sick leave distributions. Nodes are colored according to the team average sick
leave rate.
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variation in the employee sick leave rates, and less than 50% of the rates belong to

the 0-0.5% sick leave rate histogram bin. The Logistics team is particularly separated

from the rest of the team nodes, which corresponds well with the fact that the sick leave

distribution of the team is very different to that of the other teams. In the Sales managers,

Customer Care and Assembly teams between 50% to 75% of employees have sick leave

rates corresponding to the the 0-0.5% bin, but there is still a substantial proportion of

employees with sick leave rates exceeding 2%. The rest of the teams, meaning all the

Product Management teams and the Finance & General and Business Support teams,

have close to 75% or more of the sick leave rates concentrated in the 0-0.5% bin, and only

negligible proportions of the sick leave rates exceed 2%. This means that the proposed

method seems to be able to efficiently differentiate between probability distributions with

different shapes.

What makes the descriptive power of the proposed method greater than just examining

the sick leave distributions shown in figure 3.4, is the ability to present another attribute,

such as employee satisfaction survey responses, in the same plot by encoding it’s values

into the colors of the graph nodes. This can help discover if certain shapes of the dis-

tribution are associated with certain values of the other attribute. Figure 4.6 shows the

graph visualization with the team average responses to the satisfaction survey question

’My work environment is safe and secure’ encoded into the colors of the graph nodes.

Figure 4.6. The teams arranged in a force directed graph layout according to similarity
of the team sick leave distributions. Nodes are colored according to the team average
response to the satisfaction survey question ’My work environment is safe and secure’.
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No visible difference in the responses is apparent between the three zones of sick leave

distribution shapes. However, the average response of the Logistics team, which also

has a sick leave distribution very different from that of the rest of the teams, is much lower

than any of the other teams. When examining Figure 4.2, the same aspect stands out.

The correspondence could be dismissed as an outlier, but on the other hand, a work en-

vironment which is not safe and secure might be causing more accidents than that of the

other teams’. This could be a plausible explanation for the higher sick leave rate of the

Logistics team. Further investigation would be needed to determine if there really exists

a link between the two.

If the response to the question ’My work environment is safe and secure’ is somehow

associated with the shape of the sick leave distribution, it would be interesting to see if

such association is present with the ’For my health, I will be able to work in my current

role in two years’ question. Figure 4.7 presents the graph visualization with the responses

to the latter question encoded in the node colors. Interestingly, the Logistics team does

not have a low average response to this question, but they score a somewhat average

value. The other two teams identified as having a same kind of sick leave distribution as

the Logistics, namely Customer Services and Sales, report the low average responses to

this question, with the Sales team scoring the lowest out of all the teams. As these two

Figure 4.7. The teams arranged in a force directed graph layout according to similarity
of the team sick leave distributions. Nodes are colored according to the team average
response to the satisfaction survey question ’For my health, I will be able to work in my
current role in two years’.
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teams didn’t perceive their working environment as unsafe, this would mean that there

is something else which is not directly related to the working environment but that the

employees perceive as affecting detrimentally to their working ability.

Overall, the proposed method fulfills its purpose well. The method was only tested on

a low amount of data, so greater data sets could be analyzed to gain further insight

into it’s properties. Besides larger amounts of data, other topics for study that would

be interesting are the choices of the distance measure and the force directed drawing

algorithm. In addition to the JS distance, there are various metrics such as the earth

movers distance [70] that might fit the needs of this method. Similarly, there are different

methods that could be used for determining the graph layout.

4.3 Summary

This chapter began the analysis of the between-variable associations. The theory and

implementation of linear regression for the analysis of correlates of employee satisfaction

survey was presented, as well as the theory and implementation of a new graph based

method for visualizing the differences between team sick leave distributions and their rela-

tionship with other variables. The regression analysis uncovered interesting associations

between employee satisfaction and other variables, such as the frequency of pay raises

and feed back, and the perceived support of the direct supervisor. The graph-based visu-

alization method was effective at bringing out the differences in the sick leave behaviours

of different teams. As the visualization method is novel, it would be interesting to test it to

analyse the differences in other types of distributions.

The methods examined in this chapter are mostly useful for analysing past events recorded

by data. The next chapter discusses methods which are capable of utilizing the historical

data for making predictions about future events.
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5 PREDICTIVE ANALYSIS

Descriptive analytics describes the events of the past. While understanding the causes

of historical events is important, predicting future events and addressing them proactively

enables an organization to function even more efficiently. While Chapter 4 focused on the

descriptive analytics of team level data, this chapter explores predictive analysis on the

level of individual employees. We utilize two methods, self-organizing maps (SOM) and

random forest regression, to model the three employee attributes which were also exam-

ined in the descriptive analytics chapter: flexitime balance accumulation, salary raise rate

and sick leave rate.

5.1 Related work

Different statistics and machine learning based methods have been utilized for predicting

people related attributes. Common use cases found in the literature concern predict-

ing employee absences [71], employee turnover [60], employee performance [72], and

recruiting [73]. No academic literature on salary raise rate or flexitime balance accumula-

tion was identified. On sick leave prediction, there is a vast body of research. The rest of

this section reviews the literature on this topic.

There are two distinct branches of research into the topic of sick leave absences. The

statistical research on sickness absence goes back to at least [74] published in 1947,

which examines the sickness absences of industrial workers. In the recent years, another

body of research examining the use of machine learning for predicting sick leaves. The

papers on sick leaves such as [45], [52], and [75] published in journals of organizational

psychology, economics, and public health, examine the different aspects of employee

behaviour related to sick leaves with qualitative or quantitative methods.

In the papers published in journals of organizational psychology, economics and public

health, such as [45], [52], and [75], the quantitative methods employed usually belong

to the domain of "traditional" statistics. The machine learning methods which have re-

cently gained popularity across various industries are not utilized frequently [76]. The

most common methods used in this kind of research are count models based on Poisson

and Negative Binomial distributions [77], time-to-event models like Cox regression [78],

linear and logistic regression models [62, p. 43-137], and structural equation models [79].
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As in [80] and [81], the emphasis of these papers is on uncovering the general factors

associated with increased levels of sick leave, with the aim of providing insights which

help decreasing the costs that the sick leaves induce [82]. The results and recommen-

dations of these papers can serve companies as general guidelines for organizing their

business, but they do not present concrete systems which could be adopted at companies

for predicting future sick leaves or discovering the correlates of sickness absence within

a specific company setting.

In recent years, another branch of research on modeling sick leaves has emerged. In

contrast with the fields of the journals in which traditional sick leave research is published,

papers which investigate the use of machine learning methods for predicting sickness

absence are published in journals and conferences of computational and natural sciences

[71].

The majority of these papers conduct their experiments using the "Absenteeism at work

Data Set" [83] published in UC Irvine Machine Learning repository. The data set consists

of the monthly absence records of the employees of a Brazilian courier company, with

additional employee attributes such as distance from residence to work, if the employee

smokes, body mass index etc. included. These papers, like [84], [85], [86], and [87],

present machine learning models which predict the propensity of an employee to be ab-

sent from work based on the employee’s other attributes included in the data set. The

machine learning methods utilized include Support Vector Machines [62, p. 417-458],

Random Forest [62, p. 587-604] and neural networks [62, p. 389-416]. Within the con-

text of the "Absenteeism at work Data Set", the methods achieve testing accuracies of

up to 90%. These papers describe systems for prediction of employee sick leave rates

based on employee attributes, which hints that the machine learning models might be

of practical use for predicting and managing employee sickness absences in companies

[71]. However, the actual usefulness of the models described in these papers is question-

able since the prediction uses employee attributes such as "social drinker" and "weight".

Asking for this kind of information could be seen as intrusion of privacy, making it difficult

to collect the data needed for utilization of the models. Also, as pointed out by Singer &

Cohen in [86], many of the papers using the "Absenteeism at work Data Set" use the data

set attribute "Reason for absence" as an input for the models. Because the value of this

attribute effectively tells the model if an employee is on sick leave, including it in a test

data set leads to prediction models reporting falsely high accuracies.

Some papers explore the use of machine learning methods for sick leave modeling using

their own data sets. In [88], Duchemin et al. train a random forest classifier on sick

leave data collected by a survey from French private sector employees. They achieve

AUC-scores [62, p. 317] between 0.69-0.82. The focus of this paper is on identifying and

prioritizing the determinants of sick leaves, not building a model to predict an employee’s

future sick leaves.
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In [89], Lima et al. test different neural network models and SVM’s on sick leave records

of the employees of the Military Police of the State of Alagoas, Brazil. Here the aim is to

predict the number of sick leave days an employee is going to take during a year based

on historical data. The deep learning algorithms achieve prediction accuracies of up to

78%. However, the authors do not compare their predictive models to predicting the sick

leave rate to remain the same as in the previous years. Thus, it is not clear how much the

predictive models improve over having no model at all.

In [27], Homaie-Shandizi et al. predict the optimum size of an aircraft pilot reserve needed

by an commercial airline to be able to carry out their scheduled flights with sufficient

reliability. The size of the reserve is optimal with respect to balancing the cost of having a

reserve standing by, with the cost of the flights cancelled because of missing pilots. One

of the main causes generating a need for reserve pilots is absenteeism of the regularly

scheduled pilots. Homaie-Shandizi et al. achieve a 15% improvement over the baseline

previously used by the airline by using a variant of a random forest classifier. The case

is a prime example of the benefits made possible when human resources analytics is

applied in a right way in the right place.

5.2 Methods

Two different predictive modelling methods were utilized for analyzing Company X’s data.

SOM was used to examine if there is a connection between employee working hours

and sick leave absences. A random forest regression model was used to predict an

employee’s sick leave rate, flexitime balance and salary raise rate.

5.2.1 Self-organizing map

The self-organizing maps are a dimensionality reduction and vector quantization method

invented by Teuvo Kohonen in 1981. The essence of SOM’s is a topologically preserving

mapping from an input space into an output space. The utility of this is that the SOM can

be used to map a high-dimensional input space into a lower dimensional output space in

such a way that the adjacent areas of the original input space are adjacent also in the

output space. As the output space is usually chosen to be two dimensional, the mapping

enables creating 2D visualizations of high dimensional data sets. This makes it a very

useful tool for exploratory data analysis. SOM’s have been used for a wide range of

applications, for example in industrial analysis, telecommunications, biomedical analyses

and finance, to name a few. [90]

The output space of a SOM consists of a discrete mesh of neurons, also called nodes,

where each neuron corresponds to a certain area of the input space. Each neuron con-

sists of a set of weights. The mapping of the data points from the input space to the output
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Figure 5.1. Random 3D example data. The data is divided into 3 separate clusters, with
each cluster having it’s own color. The example adapted from the Somoclu documentation
[91].

space is done by computing the distances between data points and neuron weights. In

the output space, each data point is represented by the neuron with which it has the

smallest distance. Euclidean distance is the most common metric for determining the

datapoint-to-neuron distances. [90]

To produce a relevant mapping to represent a certain data set, the weights of the SOM

neurons have to be adjusted to fit it. This is done via a training procedure called compet-

itive learning. In competitive learning, the weights of the SOM neurons are compared to

the input space data set. When certain neuron is identified as having the smallest dis-

tance to a certain data point, the weights of the neuron are changed by an increment to

resemble this data point more accurately. However, not only the weights of the most sim-

ilar neuron are modified, but the weights of the other neurons are also changed towards

the data point in question, with the magnitude of the change depending on how similar

the neurons were with the data point. Effectively this means that the weights of the most

similar neuron, and the other neurons within a certain threshold distance, are modified.

This is necessary for the SOM output space to have global consistency. A Gaussian

neighbourhood function is the most common way of determining the magnitude of weight

change for the adjacent neurons. When the process is repeated for each data point in
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Figure 5.2. The component plane visualization of the example data for the x-component.
The background displays the value of the x-axis for each SOM neuron. The color bar
displays the legend for the x-axis values. Each neuron is colored according to the mode
of the data points mapped to that neuron. The example adapted from Somoclu documen-
tation [91].

the data set for several iterations, this leads to the distribution of the neurons’ weights

representing the distribution of the data points in the original input space. [90]

After a SOM has been trained on some data set, the mesh of neurons resulting from the

training can be visualized to display a lower dimensional representation of the data. There

are two methods for visualizing the trained SOM. The first one is simply displaying the grid

of neurons, and coloring the background according to the values of a single component of

the neuron weights. This is called the component plane visualization. Visualized this way,

one plot is needed for each dimension of the original input space. If the dimensionality

of the original input space is high, a high number of plots is needed to display all of

the aspects of the trained SOM. Figure 5.2 shows a component plane visualization for

a SOM fitted to the example data of Figure 5.1. The SOM is visualized as an opened

toroidal surface, meaning that the edges of the plot are connected to the edges on the

opposite side of the graph. This way, although blue neurons are present on both left and

right sides of the plot, they are actually grouped in one cluster in the SOM output space.

The second visualization method is called the U-matrix. In the U-matrix visualization,

instead of coloring the background of the plotted neuron grid according to the values

of individual components of the input space, the background is colored according to the

distances between the neurons of the output space. This creates a topological map of the
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Figure 5.3. U-matrix visualization of the 3D example data. The bright areas of the back-
ground signify a large distance between two adjacent neurons, while dark areas signify
small distance. Neurons corresponding to the 3 clusters of the example data are sepa-
rated by bright lines, meaning that the SOM is correctly discriminating between the clus-
ters. The example adapted from the Somoclu documentation [91].

output space, allowing a visual evaluation of which SOM neurons are similar, and which

are not. Figure 5.3 shows an U-matrix visualization of a SOM fitted to example data in

Figure 5.1. [92]

If the data points belong to some classes or categories, the categories can be displayed

in the SOM by coloring each neuron according to the classes of the data points corre-

sponding to that neuron. This can be used to reveal if certain parts of the input space

are associated with certain classes, as seen in Figures 5.2 and 5.3. Using the same ap-

proach, SOM can be used to determine the classes of data points for which the class is

not known. If a data point for which the class is not known is used as SOM input, it will be

mapped onto a specific SOM neuron. If the classes of the training data set were known,

the most common class among the data points mapped to this neuron can be assigned to

the new data point too. In other words, the new data point is classified by determining its

class to be the one that is the most common among the other data points that are similar

to this one. [90]
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5.2.2 Analysis of working hours and sick leaves using SOM

A SOM was used to group similar work days together to find out if certain working hour

patterns are associated with increased prevalence of sick leaves. For example, a work

day which starts at 08:00 and ends at 16:00 has starting and ending times and length

more similar to a 09:00 - 17:00 work day than to a 18:00 - 02:00 work day. Described

using starting and ending times, a work day D can be represented using a vector with

two elements D = [start, stop], eg. D = [9, 17]. A set of such work days can then be

represented by a matrix

S =
[︁ D0

...
Dn

]︁
=

[︁ start0 stop0
... ...

startn stopn

]︁
. (5.1)

This kind of sets of 2-element vectors can be visualized using standard techniques such

as 2D histograms. However, if the number of dimensions is higher, the standard tech-

niques do not work. When examining the links between work day types and sick leaves,

this kind of situation arises if instead of examining if one work day of certain type leads to

sick leave, we examine if a series of certain types of work days leads to sick leave. Such

series of days can be represented as matrices. Series’ of 3 days, for example, could be

represented by a 6-column matrix

S =
[︁ D0 D1 D3

... ... ...
Dn−2 Dn−1 Dn

]︁
=

[︁ start0 stop0 start1 stop1 start2 stop2
... ... ... ... ... ...

startn−2 stopn−2 startn−1 stopn−1 startn stopn

]︁
. (5.2)

Visualizing 6D (or higher dimensional) data like this requires applying dimensionality re-

duction techniques prior to visualization. The self-organizing map is one of the meth-

ods capable of such 2D visualizations of high dimensional data, and was chosen as the

method for visual analysis of the relationship between working hours and sick leaves.

As mentioned in Section 5.2.1, the SOM’s usually use the Euclidean distance for deter-

mining the similarity of the input vectors. This poses a problem when analyzing the work-

ing hours. The Euclidean distance between two work days D0 = [8, 16] and D1 = [9, 17]

is

d(D0, D1) =
√︁

(start0 − start1)2 + (stop0 − stop1)2

=
√︁
(8− 9)2 + (16− 17)2

=
√
2

(5.3)

which is reasonable. However, if just the hours and minutes are used to represent the

starting and stopping times, work days starting in the evening and ending in the night

do not work correctly with the Euclidean distance. The distance between two work days
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Figure 5.4. The Euclidean distances between 24 hour clock times illustrated using the
circumference. a) If the Euclidean distance d is computed between 01:00 and 20:00, the
result will be 19 hours, corresponding to the longer segment of the circumference. b)
If the times are transformed into plane coordinates x1, y1 and x20, y20 prior to distance
computation, the distance d will remain constant for all hours of the day.

Da = [16, 24] and Db = [17, 01] is

d(Da, Db) =
√︁

(starta − startb)2 + (stopa − stopb)2

=
√︁

(16− 17)2 + (24− 1)2

=
√
530

(5.4)

which is unreasonable since the displacement between the working hours of Da and Db

is the same as in example 5.3, 1 hour. This is a result of the Euclidean distance not

accounting for the cyclicity of the 24 hour clock. For the 24 hour clock times to be useful

with SOM’s, another distance measure must be used, or the 24 hour clock times have

to be transformed to a format that can account for the cyclicity of the times. Since the

Python package used for implementing the SOM’s did not allow changing the distance

measure, the transformation approach was adopted.

A cyclical transformation was chosen to enable computing meaningful Euclidean dis-

tances between workdays which can span two days. The 24 hour clock times of the

day can be interpreted as points along the circumference of a circle. The distance be-

tween two times of the day, when computed using the standard Euclidean distance, would

be a segment of the circumference, as shown in Figure 5.4 a). But if instead of a point on

the circumference the times are represented as xy coordinates of a plane, the problem

caused by the incompatibility between the Euclidean distance and the 24 hour clock for-
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mat is eliminated. When the Euclidean distance is computed using the times transformed

into xy coordinates, as shown in Figure 5.4 b), Euclidean distances computed for work

days spanning two days are meaningful.

The transformation from the 24 hour clock time to the xy plane coordinates was computed

as

x = cos(
2 ∗ π ∗ h

24
) (5.5)

and

y = sin(
2 ∗ π ∗ h

24
) (5.6)

where h is the 24 hour clock time, and x and y are the plane coordinates. Transformed

this way, each time of the day is represented by combination of two values. Thus,

in the transformed domain, each work day is represented by a vector of 4 elements

D = [startx, starty, stopx, stopy]. Now, when the Euclidean distance is computed in

the transformed domain for the work days of equations 5.3 and 5.4, the distance between

the work days is 0.369 for in both cases, meaning the transformed 24 hour clock times

can be used as inputs for the SOM algorithm.

The work day records from between May 2019 and April 2020 were analyzed using a

SOM. Two different kinds of inputs for the SOM were examined. Simple 1 day inputs were

analyzed for reference, and longer 5 day series’ resulting in 20 dimensional inputs in the

transformed domain were examined as an example of a high dimensional input. The SOM

nodes were colored according to the likelihood of an employee taking a sick leave within

5 days of having a work day corresponding to the node. The node sizes were determined

by the number of work days mapped to each node. Additionally, the 1 day inputs were

visualized using a 2D histogram to allow comparison.

The Somoclu [93] Python library was used for implementing the self-organizing maps. A

SOM with rectangular grid the size of 22x22 = 144 nodes was initialized using random

weight initialization, and trained for 10 iterations with the work day record data transformed

into xy coordinates. A Gaussian neighbourhood function with standard deviation 1.0 was

used for determining the magnitude of weight update of the neurons adjacent to the best

matching neuron.

5.2.3 Random forest regression

Random forests are a class of estimation methods that are highly interpretable, and ro-

bust to collinearity of the input variables and overfitting. They are based on aggregating



57

Figure 5.5. An example of a binary decision tree, adapted from [94, p. 306]. a) The
partitioning of the input space formed by the values of X0 and X1 into rectangles R
according to threshold values t. b) The decision tree corresponding to the partition of the
input space.

the predictions from an ensemble of simpler predictors called decision trees. Decision

trees work by recursively partitioning the input space formed by the input variables into a

set of hyperrectangles. The aim is to achieve a partitioning where each hyperrectangle

corresponds to a different value of the model response variable. [94, p. 305-308, 587–

592]

Let’s consider an example tree model with two input variables X0 and X1 and one re-

sponse variable Y , shown in Figure 5.5. For the two-variable case, the partitioning of the

input space is simplified to dividing the space into a set of rectangular segments R. The

value of Y for a segment R is the mean value of Y of the data points partitioned into that

segment. The partitioning of the input space is made by dividing the space into two ac-

cording to a threshold value t along an axis specified by one of the input variables X . The

resulting subspaces are recursively divided into even smaller segments, until a stopping

criteria is met. In the final partitioning of the input space, each segment R corresponds

to a value of the response variable Y . The partitioning of a decision tree is built by fitting

it to a relevant data set. During the tree building process, the variable X and threshold

value t to be used at each partition step are chosen to be such that they maximize the fit

of the decision tree to the data. [94, p. 305-308]

When allowed sufficient depth, the decision trees produce unbiased estimates. However,

predictions tend to have high variance. Developed to counter this estimation noise, ran-

dom forests aggregate estimates made by an ensemble of multiple decision trees trained

with different subsets of the input variables. Assuming the estimation noise of the deci-
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sion trees is identically distributed but not necessarily independent (id.), the variance of

the aggregate estimate is

ρσ2 +
1− ρ

B
σ2 (5.7)

where ρ is the pairwise positive correlation between the individual tree estimates, σ2 is the

variance of the estimates of the individual trees, and B is the number of trees. The second

component of the total variance decreases as a function of B. The magnitude of the first

component can be affected by adjusting the pairwise correlation between individual tree

estimates. The pairwise correlation is dependent on the amount of overlap of the variable

subsets assigned to each tree. This overlap can be reduced by reducing the sizes of the

variable subsets. Typical sizes range from the square root of the total number of variables

to just one variable per tree, resulting in ρ values of 0.05 or less. Random forests usually

aggregate estimates from upwards from 100 trees, which leads to estimates with low bias

and variance. [94, p. 587-592]

5.2.4 Employee attribute prediction by random forest regression

Random forest regressors were used to investigate if the three employee-level variables

of interest of this thesis, namely employee sick leave, flexitime balance accumulation and

salary raise rates, are associated with each other or other explanatory variables in a non-

Table 5.1. The predictor variables used for predicting each of the response variables.

Predictor Response variable

Flexitime balance Salary raise rate Sick leave rate

Flexitime balance X X

Salary raise rate X X

Sick leave rate X X

Age X X X

Salary X X X

Employment length X X X

Gender X X X
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linear manner. Table 5.1 shows the predictor variables used for estimating each of the

three employee attributes. This specific set of variables was chosen, because the were

available in the data extracted from Company X databases. In Chapter 3 it was seen

that the average sick leave, flexitime balance accumulation and salary raise rates vary

depending on the team. Because of this, the data was preprocessed to make the rates

comparable across employees from different teams. This was done by normalizing the

each of the three variables using standard whitening, i.e. subtracting the team mean rates

from the rates of individual employees, and dividing the result by the standard deviation

of the team rates.

For the experiment, the employee data was divided randomly into training and testing

data sets with a 80/20 ratio. The random forest model was first trained with 80% of the

data and then tested with the remaining 20%. This was done because the models usually

achieve a very good fit to the training data, but generalization to previously unseen data

can be much worse. For the test set, the accuracy of prediction of each response variable

is reported using the coefficient of determination R2. The R2 represents the portion of

total variance in data explained by the predictive model. The general definition is

R2 = 1−
∑︁n

i=0 (Yi − fi)
2∑︁n

i=0 (Yi − Ȳ )2
(5.8)

where n is the number of samples in data, Yi is the response variable value for data

sample i, fi is the value of the response variable predicted by a model, and Ȳ is the

mean of the response variable [95]. An R2 value of 0 corresponds to a model which

would constantly output the mean value of the test data set for any input. R2 takes

negative values when a model always predicting the mean of the data set would be more

accurate than the actual predictions. Positive values of R2 imply a reasonable fit to the

data.

The SciPy [63] implementation of random forest was used for the predictions. The maxi-

mum depth for an individual tree was set as 100. For other parameters, the default values

were used. For comparison, the prediction results for a linear regression model are also

presented. Same experiment would have been interesting to repeat for the satisfaction

survey data, but as it was not available for individual employees, this was not possible.
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5.3 Results

This section presents the results for the predictive experiments.

5.3.1 Analysis of working hours and sick leaves using SOM

Figure 5.6 shows a component plane visualization of the SOM trained with the work day

record data. Both components, starting and ending times, of the data are displayed. The

node colors are set according to how many percents of the work days mapped to a certain

node are followed by a sick leave within 5 days. The node sizes are set according to how

many work days are mapped to each node.

For most part, the node size varies between 1 to 1000 work days per node. One of the

nodes is significantly larger than any of the others, meaning that the node represents the

type of work day which is the most common. This is the standard 8-16 work day. The

nodes’ colors, which correspond to the likelihood of sick leaves, are quite evenly spread

across the map. However, in the part of the map which corresponds to work days starting

in the afternoon and ending in the night (the area which is red in the check-in time plot), it

seems like there is a higher concentration of nodes with increased sick leave prevalence.

Figure 5.6. A component plane visualization of a SOM fitted to the employee work day
records. The plot background corresponds to the work day starting and stopping times.
The node colors correspond to how many percents of the work days mapped to a certain
node are followed by a sick leave within 5 days. The node sizes correspond to how many
work day records are mapped to each node.
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This is seen in the light color of the nodes in this area.

Figure 5.7. A 2D histogram plot of the work day record data. The grey-blue background
corresponds to bins to which no work days were mapped.

For comparison, the same data is also displayed using a 2D histogram, presented in

figure 5.7. When visualizing 2D data, the histogram representation is easier to interpret

than the SOM component planes. In the 2D histogram, the location of a histogram bin

relative to the plot axes conveys information about the starting and stopping times of the

work days in that bin in an intuitive manner. The bins which are located on a line running

from the top left corner of the plot to the bottom right corner of the plot correspond to

the work days with a standard length of 8 hours. In the SOM visualization, for finding out

the starting and stopping times of the work days mapping to a certain bin, two different

component planes have to be compared. Finding the 8 hour work days, for example,

is much more difficult. However, even in this case with 2D data, the SOM visualization

highlights some features of the data better than the 2D histogram.

In the SOM, the nodes in the red area of the check-in time component plot to which those

work days starting after 14:00 are mapped, seem to be more frequently associated with

sick leaves. In the 2D histogram, such connection is not as apparent. In Figure 5.8 the

relationship is examined in more detail by plotting the likelihood of sick leave within 5 days

of a work day as a function of the work day starting and stopping times. The plot confirms



62

Figure 5.8. Likelihood of sick leave as function of work day starting and stopping times.
The black line shows the 30 minute moving average of the portion of work days starting
or stopping at a certain time leading to a sick leave within 5 days.

that the work days starting later than 14:00 might indeed be associated with higher rates

of sick leave. The number of such work days is smaller than the number of work days

starting in the morning, so the effect might just be caused by a statistical artefact. In any

case, this shows that SOM visualizations can be useful even with 2D data.

In addition to the SOM which was fitted to the records of individual days, a SOM was also

fitted to series’ of work days. Each series consisted of 5 consequent work days. As the

number of dimensions for the vectors describing the series’ is 20, this is a better fitting

use case for SOM than the 2D data visualization. The U-matrix of the SOM is shown in

Figure 5.9. The sick leaves are evenly spread around the map. Figure 5.6 showed some

clustering for the sick leaves, but in the 5 day series SOM such clustering is not visible.

This implies that the combinations of different types of work days aren’t associated with

sick leave behaviour of the employees. An alternative explanation could be that some

associations do exist, but that the SOM presented here is not capable of discovering

them. Whatever the reason, in this case the SOM fitted to the simpler data seems to be

able to discover more relevant information.
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Figure 5.9. The U-matrix for a SOM trained with series’ of 5 work days.

There are several ways in which the SOM models presenter in this chapter could be used

for predictive purposes. For example, the SOM presented in Figure 5.6 could be used to

monitor employee working hours. If an employee was identified to be increasingly working

during hours which are more frequently associated with sick leaves, an intervention could

be planned to find out and address the root causes behind the sick leaves, which in

the best case would lead to a reduction in the company sick leave rate. Of course, this

approach would only be usable for monitoring those employees who have control over

their own working schedules. Employees with fixed work shifts have less variation in their

working times, which weakens the associations the working times otherwise have with

other variables.

5.3.2 Employee attribute prediction by random forest regression

Table 5.2 presents the R2 values of the models for predicting employee attributes. Both

the linear regression and random forest models achieve a fit that’s better than predicting

the data set mean for the training data. For linear regression, the R2 isn’t much bigger for

any of the attributes. Random forest models, on the other hand, fit the training data well,

achieving R2 around 0.85 for all of the variables.

The fit of the models to the test data is not as good, as expected. Neither of the models

achieve R2 scores of over 0.00 for any of the response variables. Even though the training

data fit of the random forest model was better than the linear regression’s, on the training
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Table 5.2. The R2 scores for linear and random forest regression models. The R2 train
column reports the fit of the model on the data with which it was trained, and R2 test
reports the fit on testing data which the model wasn’t trained on.

Model Response variable R2 train R2 test

Linear regression

Sick leaves 0.07 -0.18

Salary raises 0.10 0.00

Flexitime balances 0.08 -0.10

Random forest

Sick leaves 0.85 -0.36

Salary raises 0.85 -0.13

Flexitime balances 0.84 -0.06

data outcome is the opposite. The test data R2 scores for the linear model are less

negative than those of the random forest. This implies that the random forest’s high R2

on the training data is just caused by the model overfitting to the features of the training

data set.

A likely cause for the bad test performance of the models is that there is no relationship

between the different variables. Random forests have a high explanatory power, so if

any links between the variables would exist, this would show up in the R2 score. To

improve the prediction accuracy, an improved set of predictor variables would be needed.

The design of such set could be based on theoretical models from social psychology, for

example, as opposed to just choosing those variables which are readily available.

5.4 Summary

In this chapter predictive analytics methods, namely random forests and self-organizing

maps (SOM), were used for analysing the Company X’s data. The academic literature

related to sick leave prediction was discussed. For flexitime balance and salary raise

prediction, such related work wasn’t discovered. The theory and practical implementation

of SOMs and random forests for HR data analysis were outlined. The SOMs were used for

analysing the relationship between employee working hours and sick leaves. The random

forests were used for predicting employee flexitime balance accumulation, sick leave and

salary raise rates based on other variables. The results proved SOMs to be an useful tool

for HR data analysis, although no drastic associations between working hours and sick

leave prevalence were discovered. The prediction of employee attributes using random
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forests failed to identify associations between the employee attributes and the predictor

variables. This is likely explained by the choice of the predictor variables. Redesign of the

predictor variable set might produce more informative results.

This and the previous chapter have centered on analysing Company X’s data to discover

relevant associations between different variables. What is still unclear is the value of the

analytics results for Company X’s business and HR practise. To illuminate this aspect, in

the next chapter, the results and the wider context of the analytics project are discussed

and analysed through the perspective of the framework developed in Chapter 2.3.
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6 DISCUSSION

This chapter summarizes the results from the empirical analyses of chapters 4 and 5. The

significance of the results is evaluated with regard to research question 2, and the value

of the results for Company X is studied through the value creation framework identified in

section 2.6. Next, the significance that the answers to research questions 1 and 2 have

for Integrata’s HR analytics efforts is discussed. The last section outlines the scientific

contributions of this thesis.

6.1 Value of the analytics project for Company X

In Chapters 4 and 5 the people related data of Company X’ was analyzed using different

methods of varying complexity. In Section 4.2.1, it was discovered that out of the three

variables, team flexitime balance accumulation, salary raise rate and sick leave rate, the

salary raise rate is the one which has the strongest correlation with employee satisfac-

tion metrics. Besides this, some other correlations were discovered. One example of

such correlation is that a supervisor perceived as supportive is associated with employ-

ees working longer hours. Section 4.2.2 presented a visualization method for comparing

team sick leave rates, which was found well fitting for it’s intended purpose. Section 5.3.1

examines the relationship between employee working hours and sick leaves. Even though

the SOM was found to be an effective method for visually analyzing the connection be-

tween the two, no significant associations were discovered. Finally, in Section 5.3.2, the

prediction of employee level flexitime balance accumulation, salary raise and sick leave

rates was attempted using a random forest regression model. However, no accurate

model could be developed based on the data available. It’s likely that this was caused

by a lack of relationship between the response and the predictor variables which were

considered.

Even though interesting patterns were discovered in the data, it’s questionable if these

patterns provide Company X any valuable, actionable information with which they could

improve their business. One of the possible reasons is that Company X is relatively

small. In small companies, the HR managers can know the company with a high level of

detail, and they might already be familiar with many of the insights made available by data

analytics. To examine in a more structured way what factors affected the value creation
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of the analytics project, I evaluate the empirical analyses conducted in Chapters 4 and

5 with respect to the framework of components required for value creating analytics. In

Section 2.6, 4 such components were identified: data management, analytics portfolio,

human talent and contextual enablers.

The data management component is divided to three sub-topics: data quality, data inte-

gration, and data security. During the project, I encountered some problems related to

data quality. Some of these were related to the employee working hour records. Many of

the conventions for recording employee attendance were ambiguous, leading to noise in

the data as in some cases educated guesses about the meaning of data entries had to

be made. The records concerning organizational structure also had quality issues. The

current team of each employee was known, but no records of previous assignments to

different teams was available. This decreased the usability of older data. Also, the em-

ployee satisfaction survey results were only available on team level. The team structure

used in the survey was not the actual organizational structure being used at Company X

but one devised for the purposes of the survey, and no detailed data of the correspon-

dences was available. Some assessment was needed to determine positions of some

employees in the survey organization structure. The reason for the problems related to

data quality is simple. The data was never meant to be used for secondary purposes such

as analytics. Because of this, quality of data was not considered an important outcome of

the processes and standards according to which the data was collected. Data integration

is not a large problem, if the incompatibilities related to organizational structures are not

taken into account. The HR related data of the company was distributed across several

application specific databases, but each employee was identified by a single employee id

which was used across all systems. The id could then be used to integrate data from the

different systems. Integration with non-HR data was not attempted, so it is unclear how

challenging that would have been. Data security was not a major concern in the project

either. All data was transferred via encrypted channels, and stripped of identifiers other

than the employee id.

The analytics portfolio was perhaps the best developed of the four components of an-

alytics value creation. All necessary software was available as open source packages.

The human talent component was an aspect that had a bigger impact on the outcome of

the project. People with substantial know how on HRM, HRM IT systems and analytics

methods were involved in the project. One critical skill set was missing, though. This is a

detailed knowledge of Company X’s business paired with deep understanding of analyt-

ics and quantitative methods. Such combination of business and analytics understanding

would have helped in identifying business problems that are relevant to Company X and

that can be solved by analyzing data. It would also have made it easier to translate busi-

ness problems into testable hypotheses. The best-case scenario for an analytics project

would be to have a person onboard the project that would have developed such as skill
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set prior to the start of the project. Another option would be to develop this knowledge

during the course of the project. This could be achieved through intense and commit-

ted communication between the different stakeholders of the project who each possess

some aspect of the desired skill set. As in this project there wasn’t any single member

who would have possessed all of this knowledge, this understanding would have had to

be developed during the project. However, the level of communication between the differ-

ent parties involved in project wasn’t sufficient to support the creation of such knowledge.

The need for this kind of synthesis of different perspectives could be addressed through

managing the project communication with this goal in mind.

The contextual enablers were a major factor inhibiting the value creation of the analy-

sis. As mentioned in Section 2.6.4, analytics can create value only when it is used as

a tool within a wider framework of data-driven decision-making. This involves identifying

a business problem, what additional information could help to resolve it, and how it can

be acquired. Then, the acquired information and the solution to the problem have to be

adopted in the organization, usually through a dedicated process. In this project, two

business problems were identified, namely low employee satisfaction and high flexitime

balances of some employees. Where the project fell short was identifying how exactly

analytics could help resolving these problems. The aspects of the two problems which

could be clarified with analytics were not specified. Because of this, data that was easily

accessible was analyzed in the hopes that useful patterns would be found. As no infor-

mation of substantial impact was discovered, the impact of the whole analytics project

remained low, too.

This kind of explorative approach can be effective in some situations, like when a prob-

lem is not well understood. However, the approach does not have any guarantee of

discovering valuable information. As was the case with this project, the outcome of an

explorative analysis can be that no actionable insights are discovered. Besides the explo-

rative approach to analytics, there is another approach based on hypothesis testing that

has a higher probability of producing useful information. It can be utilized after conduct-

ing an initial explorative analysis or if the problem is well understood, without one. This

approach consists of making hypotheses about the problem and relationships between

different variables. The hypotheses can be tested using different analysis methods, lead-

ing to one of two outcomes. Either a hypothesis is confirmed, or it is concluded that there

is not enough evidence to support it. The strength of this approach is that a well-built

hypothesis provides relevant information about the problem in either case: that a variable

has an effect on a problem or that it probably does not. Such hypotheses are usually

based on a deep understanding of the problem. The process of hypothesis building also

helps choosing the data that is relevant to the problem. If a business problem can not be

translated into this kind of hypotheses and data needs, analytics is not the best tool for

addressing it.
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It is likely that this project would have benefited from employing the hypothesis testing

approach. However, turning business problems into testable hypotheses is not straight-

forward, but requires a deep understanding of the business combined with knowledge of

quantitative research methods. I argue that the expertise which is required for one to

be able to construct answers to business questions by forming and testing hypotheses

stems from the organization’s strategy and culture. Strategy and culture that put em-

phasis on using proven information to answer questions encourage perceiving business

problems in a way that supports analytics. Without such contextual enablers, it is unlikely

that business problems can be deconstructed in a way that enables analytics to produce

information that can be used to improve business outcomes.

Overall, it’s clear that the success and value creation of analytics projects is dependent

on many factors other than the analytics work itself. It’s likely that working on the en-

ablers of value producing analytics would result in improved business outcomes even by

themselves, even if no analytics per se was conducted. On the opposite end of the spec-

trum, analytics initiatives can be conducted without any of the complementary factors,

too. Such initiatives are just not likely to lead to creation of any valuable information or

improved business outcomes.

6.2 Significance of the results for Integrata’s business

The main motivation of this thesis was to inform Integrata on what should be taken into

account when developing new products and services based on HR analytics. In Chapter

2.3, it was discussed that to be valuable, analytics has to be organizationally embedded.

The topics of study for analytics have to come from deep understanding of the organi-

zation and the challenges it faces, and the utilization of analytics results require strong

organizational commitment to data-driven decision making. Business problems are very

organization specific, as are data sources. All organizations gather different data, and

even the data which appears to be similar between two organizations might actually have

been collected according to different standards and procedures. Whats more, HR analyt-

ics often requires access to data which is produced by corporate functions other than HR.

An analytics software capable of utilizing this kind of data would need to be able to inte-

grate with a multitude of different systems producing it. Even if an off-the-shelf software

accomplished accurately predicting a variable such as employee turnover or sick leave

prediction, it will not be of any use unless employee turnover or sick leave prediction re-

ally was a problem to begin with. All of this speaks against trying to develop analytics

products that claim to solve some specific problem and that can be replicated across

multiple organizations.

Instead of building off-the-shelf analytics products, analytics solutions should be cus-

tomized individually to each client. I see that a viable way to make new business out
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of analytics which produces value to the clients would be consulting. When an organi-

zation wants to transition to more data-driven decision-making processes, it is unlikely

that it possesses the knowledge and skills to perform this transformation in-house. This

is where companies like Integrata, should they acquire detailed expertise on the subject,

could help the clients to succeed in their HR analytics initiatives. By carrying out con-

sultancy projects, Integrata could gather more information on what HR analytics related

solutions companies actually need. This might help discovering niches where even off

the shelf software could help clients in achieving their objectives.

Even though promises of software products which provide end-to-end analytics solutions

might be unreasonable, systems which support analytics could be products that have

real potential to benefit the clients. Integrata is an HRIS provider, meaning they provide

their clients with many of the systems that produce the people related data that the client

collects. Even if it is next to impossible to create a product which can easily integrate

data from all of the innumerable systems that companies use, it would be achievable to

make the data produced by the systems provided by Integrata easier to integrate with the

data from other sources. This would mean first integrating the databases of the various

Integrata systems with each other, and then building a one stop API from which all the HR

data would be available. If a client then wanted to start an analytics project, Integrata’s

products would be ready to support production of valuable, insightful information.

Besides improving the existing HRIS products, another product which Integrata could

work on is creating a benchmarking system. In Chapter 4 the sick leave rates and em-

ployee satisfaction of different teams were compared. However, in small companies the

decision makers usually already know such numbers even without an analytics product.

What would be new and valuable information for a company is how its metrics compare

to other companies in the same industry. Since Integrata holds a lot of data about its

different clients, this is a product Integrata could provide. In a technical sense the devel-

opment of such a system would not be difficult, but it is probable that some challenges

would be encountered in making the agreements with the clients that approve the use of

their sensitive personnel data for such purposes.

The size of a client’s organization also affects the benefits they can acquire from differ-

ent types of analytics solutions. As mentioned before, in small companies the business

leaders and HR managers can have a very detailed grasp of what is happening in the

organization and what are its problems. In larger organizations this becomes increasingly

difficult, and even simpler descriptive analytics can provide information which otherwise

might be difficult for the managers to acquire. These companies might benefit even from

analytics products that are not completely customized to their context. In small companies

the analytics has to be even more bespoke and aimed at accurately identified, specific

problems.
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6.3 Contributions of this work

In the academic literature, HR analytics is usually discussed within the context of human

resource management, and its connection to general business analytics is ignored (see

reviews on HR analytics such as [5], for example). The literature review of Chapter 2

links HR analytics to the wider discussion on analytics in business. This is achieved by

identifying the factors that are necessary for value producing HR analytics by the means

of a problem based research framing. This framing has also been used to study the value

creation of general business analytics [9]. It builds on the VRIO [9] framework which is

based on the Resource Based View [31] of the firm. The VRIO framework and Resource

Based View are an established part of the canon of management science. The Resource

Based View is sometimes mentioned in the HR analytics literature [5], but usually the

value creation of HR analytics is examined through less general frameworks that have

been developed specifically for HR analytics, such as the LAMP framework [96], as seen

in [5] and [97], for example. I argue that developing a value creation theory specific to

HR analytics is detrimental to the progress of the scientific discipline. The development

of HR analytics and general business analytics would benefit more from grounding the

value creation theory on a shared base of established management science literature, as

is done in this thesis.

The case study part of the thesis provides an in-context example of analytics for HRM.

Most depictions of HR analytics projects published in academic journals just present the

context of the study and the final effect on business but not the methods (see [7] and [6])

or just the methods (see [84], [85] [86]) without the business context. There are a few

exceptions to this rule, such as [27] and [98], which present both the business context

and the analysis methods and results. The case study presented in this thesis adds to

the growing body of literature depicting the different ways in which analytics methods can

be applied to real HRM business cases.

Finally, the examination of the case study in a detailed manner from the perspective of

value creation is something that has not been published before in the HR analytics lit-

erature. Hopefully this will steer HR analytics researchers and practitioners to critically

examine the premises of their HR analytics projects before starting them. The research

framing presented in this thesis provides guidelines for how to do this, and the analysis

of the case study presents a practical example of how this can be done in practise. Be-

sides the utility this thesis has for the practical HR analytics work, it provides researchers

investigating the value creation of HR analytics with a new perspective to analytics value

creation that is in line with the wider analytics discussion.

Future research on the topics of this thesis could examine alternative ways of framing

value creation applied to the HR analytics context. As is the case with complex prob-

lems such as analytics value creation, a single model cannot provide complete picture
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of a phenomenon. Examining a problem from multiple different perspectives provides a

more comprehensive understanding of the issue. The framing of value creation used in

this thesis is based on the Resource Based View. To achieve a plurality of perspectives,

HR analytics value creation could be examined based on alternative theories of compet-

itive advantage creation, such as the Dynamic Capabilities View [99]. One avenue for

more practical research could be developing a planning framework to facilitate the value

creation of HR analytics projects. Such a framework could help practitioners and aca-

demics to ensure a sufficient maturity of the factors of HR analytics value creation prior

to launching analytics projects.
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7 CONCLUSIONS

This thesis investigated what kinds of factors affect the success of development of prod-

ucts and services based on human resources (HR) analytics. The motivation for the

research was providing information to support the HR analytics development efforts of

Integrata, an HR information system provider.

The research consisted of answering two research questions. The first research question

concerned how HR analytics generates value, and what factors affect the value creation

of analytics projects. This was investigated by conducting a review of the relevant litera-

ture. It was found that the value creation of HR analytics is affected by 4 factors, which

are data management, analytics portfolio, human talent and contextual enablers. The

second research question was about what kind of relevant information can be discovered

by analytics in a real company, and what kind of value this information produces. This

was investigated by conducting an empirical case study at Company X. The investigation

identified some patterns in Company X’s data, but much of the information discovered

was already known by the HR management of Company X. As a result, the business im-

pact of the analytics project remained relatively low for Company X. The reasons for this

outcome were examined by evaluating the analytics project through the perspective of a

value creation framework discussed in the literature review. It was discovered that the

value creation of the case analytics project was greatly affected by factors not directly re-

lated to the analytics itself. The most important factors were related to data management

and organizational factors i.e. contextual enablers.

Based on this, I make the following proposals. There are three distinct ways in which

Integrata could seek to develop new HR analytics based products and services. The first

one is developing internal HR analytics know how, and using it to consult clients who

are struggling with implementing people-related aspects of data-driven decision making

processes. The consulting could be related to both the concrete analytics work, and the

contextual enablers which are necessary for the analytics to produce value. The second

way in which Integrata could create new data-based business is developing its HRIS prod-

ucts to better comply with the data management needs of analytics. The third proposition

is the development of a benchmarking system that lets the client’s management compare

their HR metrics to other companies in the same industry.
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What might be the most important outcome of this thesis is highlighting the fact that an-

alytics is not the right tool for every situation. Before starting an HR analytics initiative, a

company should evaluate its strategy and operations. By doing so, the current state of

data management, analytics portfolio, human talent and contextual enablers can be as-

sessed. The outcome might even be that the company wouldn’t benefit from HR analytics

at all.

As a conclusion, I argue that HR analytics is just one tool for implementing the wider

strategy of data-driven decision-making, and its applicability should be evaluated on a

per case basis. Besides analytics, companies have to develop additional capabilities

and skills to achieve the full potential of data-driven decision-making. The adoption of

HR analytics is expected to rise in the coming years, which means that the competition

between the companies that offer related products and services is going to get tougher.

It is likely that the companies which can help clients to develop comprehensive strategies

that address all the components necessary for value-creating HR analytics will come out

on top.
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A FORCE DIRECTED GRAPH VISUALIZATIONS

This section displays the force directed graph visualizations of the team sick leave distri-

butions’ relationships with employee satisfaction survey results.
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