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ABSTRACT

Lassi Raatikainen: Comparing performance of collaborative investment platforms to the market
Bachelor of Science Thesis
Tampere University
Bachelor’s of Science
April 2021

The rise of collaborative investment platforms has inspired more people to share their ideas on
investing, and apply advice of others to their own portfolios. This thesis aims to explore whether
individual users on SeekingAlpha, a particular platform, are able to consistently outperform the
market. This information can be used to see which users outperform others, and can even be
implemented into investment strategies. By extracting sentiments out of individual articles, we
were able to find how individual users fared against the market. The findings point to people,
generally speaking, performing worse than the market. However, some outstanding exceptions
were found from the data, and some people were found to be able to predict stocks to outperform
the market, in a statistically significant manner. The results of the thesis leave uncertainty in
their validity, as the method for classifying sentiments proved to have some issues. While more
work needs to be done on the topic, this is a great starting point for comparing individual authors’
performance to others and the market, and showed signs that some people are able to outperform
the market consistently.

Keywords: SeekingAlpha, investing, NLP

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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TIIVISTELMÄ

Lassi Raatikainen: Yhteisösijoitusalustojen suoriutumisen vertailu markkinaan
Kandidaatintyö
Tampereen yliopisto
Tietotekniikan kandidaatintutkinto
Huhtikuu 2021

Yhteisösijoitusalustojen nousu on inspiroinut yhä useampia ihmisiä jakamaan ideoitaan sijoitta-
misesta, ja käyttämään muiden jakamiaan ideoita omia sijoitusstrategioitaan varten. Tässä työssä
tutkitaan SeekingAlpha-yhteisösijoitusalustan käyttäjiä ja erityisesti heidän tuottamien analyysien-
sä laatua. Työn tavoitteena on selvittää, miten sivuston käyttäjät suoriutuvat, kun heidän suosituk-
siaansa verrataan markkinaan, ja miten käyttäjien suoriutumiset vaihtelevat keskenään.

Työ jakaantuu kolmeen osaan. Datan keräyksen ja esiprosessoinnin osa kuvailee, kuinka
SeekingAlpha-sivuston artikkelit saatiin koneluettavaan muotoon, ja miten analyysien kohdeosak-
keista saatiin kurssihistoriat. Työn toinen osa kuvailee, miten yksittäisestä artikkelista määritettiin
eri osakkeihin kohdistuva sentimentti. Tämän sentimentin avulla tehtiin tilastollisia ennusteita, joi-
ta verrattiin valitun vertailuindeksin suoriutumiseen. Työn viimeisessä osassa analysoidaan löy-
tyneitä ennustuksia. Käyttäjien suoriutumista verrattiin markkinaan aggregoimalla käyttäjätasolla
ennustuksien potentiaaliset paperituotot, jotka rinnastettiin samoilla aikaväleillä vertailuindeksin
saavuttamiin paperituottoihin.

Tulokset osoittavat, että käyttäjät suoriutuivat selvästi markkinaa heikommin. Tuloksista löyty-
vät poikkeumat osoittavat, että pieni määrä käyttäjiä kykenee ennustamaan osakkeiden suoriu-
tuvan markkinaa paremmin tilastollisesti merkittävällä tavalla. Tulokset jättävät epävarmuutta nii-
den tilastolliselle merkittävyydelle, sillä sentimenttien louhinnan metodologiassa oli epätarkkuutta.
Vaikka aihe vaatii lisää työtä, tämä on hyvä lähtökohta yksittäisten käyttäjien vertailulle toisiin-
sa ja markkinaan. Tulokset indikoivat joidenkin käyttäjien suoriutuvan tilastollisesti merkittävästi
markkinaa paremmin, joten parannuksilla työn metodologiaan ja datan lähteisiin voitaisiin tehdä
vahvempia johtopäätöksiä aiheeseen liittyen tulevaisuudessa.

Avainsanat: SeekingAlpha, sijoittaminen, NLP

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1 INTRODUCTION

For as long as the stock market has existed, there have been people attempting to beat

it. However, there still aren’t reliable ways to actually beat the market. Even the most

highly regarded investors are consistently only able to bring in slightly more profit, than

what you could achieve by investing in market [1]. Investing to the market is generally

speaking usually done by investing in indices, such as the S&P 500, which includes 500

companies listed in the United States and covers approximately 80% of available market

capitalization. The S&P 500 has yielded an average annual return of 11.35% during the

last 10 years, so in order to "beat the market", you would have to consistently be able to

achieve higher annual returns than that. [2]

Due to the rise of the Internet, the information available to everyone has increased mas-

sively. Alongside this, the rise of platforms for discussing investing has risen, further

contributing to the growth of easily available information. These platforms allow people

to discuss their ideas on e.g. where the market is headed and which stocks you should

invest in. One such platform is SeekingAlpha [3], where people are able to give their

insights on stocks via articles.

One way which these ideas could be applied to investing strategies, is to systematically

detect the sentiment of articles on given stocks and invest accordingly on to the stocks.

Systematic classification of language is something that falls on the field on Natural Lan-

guage Processing (NLP), which e.g. tackles the problem of processing textual data and

extracting knowledge from it. Research throughout the years has yielded various methods

of sentiment analysis such as, Support Vector Machines (SVM), Deep Neural Networks

(DNN) [4], and more simple methods based on e.g. the ratio of negative words to positive

words on a given article [5].

The main function of this thesis, is to see how individual users on SeekingAlpha have

fared against the market. We also aim to see, if there are people who can, with consis-

tency, predict whether the price of a certain stock will either rise or fall.

Chapter 2 describes the process of obtaining the set of articles used for processing.

Chapter 3 focuses on the processing the articles into authors’ predictions for companies,

while Chapter 4 discusses the success rate of these predictions contrasted to the market.

Chapter 5 finally ranks the authors based on their predictions and gives more context to
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the meaning of the results obtained through these rankings. Chapter 6 aims to evaluate

the found results and the methodology used. Lastly, Chapter 7 gives a conclusion for the

thesis.
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2 DATA COLLECTION

2.1 SeekingAlpha

SeekingAlpha is a website that consists of a large amount of user written articles, which

contain analysis on certain stocks featured on the given article. There are different cat-

egories articles can be placed into, such as different sectors of companies, short ideas

and long ideas. [3] Shorting or short selling is in essence the concept of betting on the

stock’s price to fall down, while being long on a given stock is betting on the price of the

stock going up [6]. So before we can begin to classify articles, we need to get the raw

text data of as many articles as possible from the site. This is due to the fact that we need

data in order to draw statistically valid conclusion, that are not simply based on anecdotal

evidence.

2.2 Scraping articles

The data collection process starts initially, with a web scraping framework of Scrapy [7].

Scrapy is used to go through all found pages of desired categories, to get a list of links to

articles with additional metadata of the article’s author and included stock symbols. This

data was then saved into JSON formatted files, where each category would get it’s own

file containing all found articles in the category.

After acquiring a list of articles, all the contents of the given articles would have to be

found. However, this end up with an issue, where articles after a few days become inac-

cessible for free users of SeekingAlpha. To get past this issue, a web scraping script is

implemented using Python and it’s requests library. The script creates a session to the

site, and posts a login payload containing account information to the login URL found us-

ing Google Chrome’s network activity inspection tool upon manually logging into the site

[8]. After authenticating within the session, the script starts fetching the HTML data of the

articles found in the JSON file containing links to articles. The HTML data of all articles is

then saved onto separate compressed files.

The results of scraping articles ended up being a total of 434k HTML files of articles.

However, this ended up containing a large amount articles that did not actually end up

containing any content. In the end after all the articles were parsed through, the result
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was a total of 314k articles that had some paragraph content and contained tickers. All

the articles that did not have either one of the two requirements were discarded.

2.3 Obtaining historical stock price data

In order to see how predictions have have fared, we need to be able to see how the stock

prices have fluctuated after the articles. For obtaining historical stock prices we use the

yfinance Python library, that uses the Yahoo Finance API to get historical stock price data

[9]. The list of stocks that historical prices were collected for included a list of companies

in the S&P 500, and 200 additional companies that were most frequently written about

on SeekingAlpha. Additionally the S&P 500’s price history was also taken, in order to

compare predictions’ success to the index. The historical data was selected to extend all

the way back to 2005, so all articles’ predictions could be included in the findings.
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3 PROCESSING OF ARTICLES

3.1 Parsing article HTML data

In order for the article data to be processed in an efficient manner, the HTML data must

be parsed through to obtain the important parts of the article. For the processing of

HTML data, the Python library of BeautifulSoup is applied [10]. It is used to pick out

certain elements from the raw data of the article. The parts of article to be selected are

the categories the article fits into, companies the article focuses on, companies the article

mentions, the date of the article and most crucially the text paragraphs of the article. After

extracting the parts of the article they are written onto separate JSON formatted files, so

the necessary data could be read more rapidly.

3.2 Linking article text to companies

As shown in Figure 3.1, the article’s About section includes links to the companies the

article is about. The article also has a section Includes, which contains articles that

are also mentioned in the article, however the sentiments for these are not classified,

as usually these companies do not include recommendations for buying or selling them.

When inspecting these HTML elements we are able to find that these companies listed

have the HTML attributes of title and href, which contain the name of the company and its

ticker respectively. These are both parsed from the HTML and are used for linking of the

text to the tickers. The tickers are assigned a list of possible values they can be found in

the text most commonly. This includes the first word and the entirety of the name of the

company and the ticker. Then we find which companies are included in each sentence

and finally we assign sentences for company based on, which companies are found in

the nearest sentence containing one or more companies. If no companies are found in

the sentences, we assign the whole text of the article to the main company listed in the

About section.

3.3 Method for sentiment classification

After obtaining a list of sentences linked to a company, the next step is to determine

whether this list of sentences contains a positive or negative sentiment towards the com-
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Figure 3.1. Example of article with parsed elements highlighted

pany. For this the method ended up being based on the ratio of the positive words to

negative words. However, we have to keep in mind the context of the articles, which is

financial. Therefore, the positive and negative words ended up being defined using a

financial dictionary, that contains words classified as negative or positive [11]. This dic-

tionary was compiled using data from 10-K reports, which are annual filing reports that

contain a comprehensive overview of companies’ business and financial condition [12].

However, simply taking the amount of negative and positive words from the sentences

would not be enough, as negation is a commonly used linguistic tool in English. This

meant that we would have to identify cases, where the opposite of a word was actually

used e.g. "Not good". For the identification of negated words the Python library spaCy

was used. It provides various tools for NLP applications via pretrained models, however

for this work it was applied for detection of negated words. [13] In the cases where a
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word was negated, it was counted into the total for the opposite sentiment’s word count.

The approach we describe here aims to replicate that of Wang et al. [5]. That is, once

the amount of negative and positive words was found for a given ticker, a score for the

sentiment towards the company was calculated using the formula

S = log
1 + np

1 + nn

, (3.1)

where np is the number of positive words in the sentences and nn is the number of

negative words in the sentences. Here, a negative value of S indicates that the overall

sentiment of the article is negative, whereas a positive value of S indicates the opposite.

3.4 Results of sentiment classification

After processing all articles the result was a table containing approximately 308k articles

of which 58% were found to be positive in sentiment with the rest being negative. This

result discarded all predictions that ended up having a sentiment score of 0. The accuracy

of these results were estimated by randomly selecting 100 short ideas and 100 long ideas

predictions for sentiments, and manually verifying the accuracy of the sentiments. This

sample size was selected to represent a large enough size of samples, such that the

results will be accurate enough, while not requiring too much manual work. The result of

this ended up being a 81.5% accuracy on sentiment, with 77% accuracy for long ideas

and 86% accuracy for short ideas articles.

These results indicate that the predictions likely skew slightly towards negative from the

actual sentiments expressed in the articles. Anecdotally speaking the reason for some of

the incorrect predictions on positive sentiments, were due to usage of financially contro-

versial language in cases where the sentiment was actually positive. On multiple cases

the incorrect predictions were discussing issues such as won cases of patent infringe-

ment, or some other turbulent events that ended up being prevailed through. For exam-

ple, in a sentence such as "They ended up being cleared of the strains caused by the

patent infringement claims" our method ends up with a sentiment score of S = −1.39,

with 3 negative words and 0 positive words. Another factor that seemed to have affected

the accuracy of predictions was the length of the article, where shorter articles tended to

provide more variance in terms of accuracy.



8

4 FINDING PAPER PROFITS FROM PREDICTIONS

4.1 Determining paper profit from prediction

Once the sentiment towards a certain company has been determined, we must calculate

the success of the prediction. Success will be determined by the price change of the

given stock on two separate time intervals. The chosen time intervals for the stock’s price

change are 90 days and 1 year from the date the article was published. In this case

success can be contrasted to theoretical profit from investing in accordance to the given

prediction. The profit in this case will be calculated with the given formula:

Sp ×
(︃
pf
pi

− 1

)︃
, (4.1)

where Sp is -1 in cases where sentiment is negative and 1 where it is positive, pf is the

final stock price at the end of the interval, and pi is the initial stock price at the article’s

publishing date.

This formula assumes that the profit gained in cases with negative sentiment, is the mar-

gin by which the price of the stock drops. For example if the price of a stock falls by 5%

and the sentiment is negative, the assumed profit will be 0.05.

The theoretical profits are calculated for all found predictions, that were included in the

set of tickers described in Chapter 2.3. This ended up yielding a total of 173k predictions,

with calculated profits for the 90 day and year windows. The start price and final price of

the stock are then rounded to the nearest date found in the set of historical stock data, as

days where stock market was closed are excluded from the data.

4.2 Defining success of prediction

Now initially it seems that a prediction was a success simply in cases where profit is

positive, however you have to contrast this to the general direction of the market. A

prediction that yields 0.05 profit can still be considered an unsuccessful one, if the profit

found from investing into the market is greater than that. Therefore, all predictions will be

contrasted to the profit found from investing into the S&P 500 for the same time intervals,

as it is likely the most commonly used index when comparing profits. The S&P 500 is
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also a good index to contrast the predictions to, as 37% of the predictions are based on

tickers included in the index. Thus we can say that it is well representative of the whole

pool of companies written about in SeekingAlpha. The success will then be determined

for the year and for the 90 day windows. Prediction for a time window will be defined

as successful, if the profit found from the prediction will be greater than one found by

investing the same amount into the S&P 500.

4.3 Results of processed predictions

The whole set of data ended up yielding a 37.8% rate of successful predictions when

using a time window of a year, and 40.8% when using a 90 day window. This slight differ-

ence could be due to more odds being at play in a shorter time window, thus it being closer

to a 50% rate. This points to it being extremely hard to predict with over 50% accuracy,

for a stock to outperform the general market. This is consistent with findings, that even

hedge funds see returns reliably lower than the return on the S&P 500 [14]. However,

the even larger differences are found in the average returns on predictions compared to

the index. Here we see an average for yearly return of 1.5% for the predictions while the

index yields a 10 times greater 10.5% return for the same time window.

When examining the data more, by separating it to only predictions with negative and only

positive sentiment, we notice discrepancies. When only taking into account the positive

sentiment predictions we see the success rate raise all the way to 46.4%, while the neg-

ative predictions only see a success rate of 26.1%. This discrepancy we see in the pre-

diction accuracy for negative and positive sentiment predictions, could be due to the fact

that the sentiment classification skews more to negative sentiment. The negative skew

could have very significant implications for the negative predictions, due to the fact that

SeekingAlpha has a significantly larger amount of long ideas compared to short ideas.

In the categories of scraped articles there ended up being 122k and 19k long ideas and

short ideas articles respectively. Therefore of the categorised articles we can estimate

86.5% to be positive in sentiment, however in the results of the sentiment classification

we found only 58% of the predictions to be positive.

The positive sentiment predictions ended up having an even greater difference, when

examining the average profits found. The average profit over a year ended being 14.5%,

which sees it eclipse the ones of the index by 4%. When looking at the medians of these,

we see them flip however. Index yielding a median profit of 12.5% and the predictions

seeing a drop to 10.3%. The difference in median and mean profits points to the volatility

involved in the individual stocks compared to the index, where with a higher risk can come

higher reward, but over 50% of the predictions will still fall short of the index.

The negative sentiment predictions ended up having very poor returns, with -16.7% aver-

age and -10.1% median returns. This likely ended up distorting the data, as a significant
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portion of these are likely false negatives. One other factor that explains some of the poor

results of the negative predictions, is the simple fact that on average the market tends

to trend upwards. This general trend makes it much harder to predict a stock to drop in

price, instead of rising. It could also be simply that the negative sentiment predictions

were just plain bad predictions.
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5 RATING AUTHORS

5.1 Methodology of rating authors

This paper will use two different methods to rank the authors. Firstly, using the probability

of getting a certain amount of successful predictions within the total amount of their pre-

dictions. Secondly, the average profit achieved via investing to the predictions, which in

the end is the more important factor for an investor.

The first method of ranking authors is a statistical approach, where it is determined via

one-tailed p-values, whether the amount of correct predictions to total predictions is statis-

tically significant. For this we must determine the probability of predicting a single stock to

outperform the S&P 500. For the purposes of this study, we will use 50% as an estimation

the probability to predict one stock to outperform the comparison index. The probabilities

P (X ≥ x), are then calculated using a binomial cumulative distribution function, where P

is the probability to predict more than x amount of the of the total predictions successfully,

i.e. to outperform the index. This probability will be used to determine, whether amount of

predictions were statistically significant. In this case, under 5% probability will be used as

the limit for statistical significance, and therefore any result for the p-value less than 0.05

will be regarded as statistically significant.

The second method of ranking authors will give a more useful ranking in terms of return

on investment, as it will give the average profits found within a year and 90 days. This

ranking however lacks the information on how many predictions have been included, and

thus will separately need to be contrasted to that.

Methods used for ranking will be done for the whole set of predictions and also for the

positive sentiment predictions only. This is done due to the likely inaccuracies in the

negative sentiment predictions, and simply due to the fact that most people will not apply

short selling in their investment strategies.

The actual methodology used to process these aggregates for each author was via the

pandas python library [15]. Each author was grouped and the amount of successful

predictions was taken alongside all predictions. At the same time averages are taken

for all time windows theoretical profits from the prediction and S&P500. After getting the

amount of successful predictions and all predictions, the binomial cumulative distribution



12

Table 5.1. Some aggregated statistics for set of all predictions and the set of only positive
sentiment predictions

All predictions Positive sentiment

predictions

Authors 7968 6212

Over 50% successful predictions 2229 3160

Authors with p-value under 0.05 75 160

90th percentile mean profit 37.4% 51.5%

50th percentile mean profit 2.9% 12.8%

10th percentile mean profit -34.1% -22.0%

function was utilised, for calculating the one-tailed p-value described earlier. This p-value

was calculated for both the 90 day and the year time windows.

5.2 Findings from grouping authors

The amount of authors that managed to predict successfully in a statistically significant

manner, using a maximum one-tailed p-value of 0.05, ended up being very small fraction

of authors. For all predictions only 75 out of 7968 authors managed to predict success-

fully, in a statistically significant manner, as presented in Table 5.1. This would indicate

that there are only a very small fraction of people, that are able to make correct predic-

tions in a manner which deviates from a random model, when considering going both

long and short on stocks. And even for this limited group of people, it is still possible that

the accuracy for them is determined by pure luck, as these p-values simply show whether

it is statistically probable, within 5%, that these predictions are randomly better or worse

than the index.

The findings presented by the grouping of authors only taking into account positive sen-

timent predictions shows some more promise. This group has a larger amount of people

that are able to, in a statistically significant manner, able to predict successfully for stocks

to outperform the market. We also see the median author being able to, on average, suc-

cessfully beat the index. With these figures we can begin to consider more seriously, that

perhaps there are people on these collaborative investment platforms that can somewhat

reliably outperform the market.

5.3 Outliers and their performance

Taking a look at the top 10 authors out of the set of all predictions, using one-tailed p-

values for time window of a year, as illustrated in Table 5.2. These authors have some
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Table 5.2. Top 10 authors out of set of all predictions using one-tailed p-value for a year
as metric

Author Total Successful Mean profit One-tailed

predictions predictions (%) p-value

tj-roberts 60 50 194.9 8,08E-08

nick-cox 120 84 52.8 6,95E-06

fresh-insight 19 18 42.8 3.81E-05

motek-moyen 753 431 13.7 4.04E-05

roy-mehta 56 42 6.8 1.17E-3

notablecalls 108 73 7.0 1.63E-3

the-m-a-researcher 23 20 46.8 2.44E-3

logical-tech-investor 16 15 72.1 2.59E-3

judith-levy 141 90 8.1 6.45E-3

satellite-radio-playground 58 41 23.6 1.12E-2

quite impressive results, with p-values as small as 8.08E-08. However, these values

rapidly rise up even in the top 10 authors, making it more probable that the authors’

predictions were merely by chance.

When examining top 10 authors found using the same method, for only positive sentiment

predictions, we see some outstanding outliers. Table 5.3 shows the top 10 authors and

some key statistics for their predictions of the year time window. Authors with hundreds

of found predictions that are maintaining successful prediction rates of over 80%. This

with the fact that the one-tailed p-values seen here are found as small as 1.11E-16, and

that the total amount of authors in the data set is only 6212, shows that there is a high

likelihood that some people are actually able to predict stocks to outperform the market.

What is interesting when looking at Tables 5.2 and 5.3, is the fact that there are actually

3 authors that are feature in the top 10 of both all predictions and only positive sentiment

predictions. This adds some credibility of the results for those authors, as even with both

sets of data, they appear at the very top of the rankings.
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Table 5.3. Top 10 authors out of set of positive sentiment predictions using one-tailed
p-value for a year as metric

Author Total Successful Mean profit One-tailed

predictions predictions (%) p-value

dhierin-bechai 246 197 43.4 1.11E-16

satwaves 122 109 123.0 1.11E-16

motek-moyen 633 410 20.7 4.79E-14

mark-hibben 400 274 37.1 5.21E-14

tj-roberts 52 48 239.2 6.53E-11

ashraf-eassa 362 239 31.0 5.45E-10

satellite-radio-playground 40 38.0 43,7 7.47E-10

bert-hochfeld 156 113 43.3 9.64E-09

jacob-steinberg 313 200 44.7 5.01E-07

oleh-kombaiev 68 53 25.0 2.06E-06
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6 EVALUATION

The results described in Chapter 5 imply that most authors are unable to predict stocks

to outperform the market in a reliable manner. However, these results also have to be

considered through a critical lens, as sentiment predictions accuracy of around 81.5%

was established in Chapter 3. This casts some doubt into the validity of the results, and

will thus have to be considered when making conclusions from the results of the thesis.

The inaccuracies found in the sentiment predictions resulted in more false negatives than

positives, as the accuracy of negative articles was about 9% higher than the accuracy of

positive sentiment articles. This relatively larger amount of false negatives caused more

predictions that did not outperform the market, due to the historical upwards direction of

markets. Due to the direction of the markets it is much tougher to predict stocks to drop

in price more than the index rises in price, which is why we likely saw the set of positive

sentiment predictions only significantly outperform the set of all predictions.

One method to increase the accuracy of predictions, could have also been to classify arti-

cle as negative or positive sentiment, only in cases where the absolute value of sentiment

score was above a certain threshold. However, this was not implemented, due to the fact

that the amount of data to go off of would have been reduced significantly. Another way to

increase the accuracy could have been a method based entirely on different technology,

however this would have likely required labeled data, which was something that was not

entirely present in this work. Only way in which data was labeled was in terms of cate-

gories contained within short ideas and long ideas, where the articles would have mostly

been respectively negative and positive in sentiment. With labeled data of sufficient qual-

ity and quantity, a method such as a DNN model could have been applied to potentially

reach a higher accuracy of predictions.

Although the sentiment predictions definitely had some inaccuracies, which affected the

result, the inaccuracies however likely still do not refute the story that results tell. It does

still seem like most people are not able to reliably pick out stock to outperform the market.

The methodology of using p-values to rank authors provides a sound way to pick out the

people, who are consistently able to pick out correct stocks to outperform the market.

Due to this methodology even if the accuracy of the predictions is only around 80%, it

should still provide, with sufficient amount of data, results that some people are able to
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outperform the market consistently if they truly have.
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7 CONCLUSION

This thesis provided analysis on the performance of authors on SeekingAlpha. The re-

sults indicate to the fact that most authors are in fact not able to beat the market, and

that their predictions on average fall short of the S&P 500. After inspecting the only the

positive sentiment predictions the results showed quite a different picture. Here we saw

the averages of predictions outperform the index by profit margin of 4%, while the median

still fell short by 2.2%.

When inspecting the outliers, there was a small portion of the authors that managed to

predict successfully in a statistically significant manner. This was seen especially with the

set of only positive sentiment predictions, but even with all predictions these statistically

significant results were found.

With the results there are some considerations, that have to be made in regard to the

accuracy of the sentiment predictions. However the general trend of authors being unable

to outperform the market should still stand. In future research on the topic, this could be

improved by possibly using categories of articles as labels, to train a machine learning

implementation to identify sentiments of articles.

Once a more accurate method for identifying sentiments is implemented, the results of

the predictions could be utilised to implement possible investment strategies to mirror the

best ranked authors’ suggestions. This would however, have to factor in such parameters

as cost of buying and selling stocks, and more work would have to be done, to actually

create and implement such strategies.
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