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Airbnb is a company that enables private persons to rent their apartments for short-term tourist
accommodation. It facilitates the transaction between the buyer and the seller by hosting an
online marketplace. The company has experienced rapid growth and currently mediates millions
of stays annually around the globe. It has been considered a disruptive innovator because of its
novel business model and its effect on local, conventional accommodation industry. As costs are a
major factor affecting consumer choice in the hospitality industry and even more so with Airbnb,
the attributes affecting the price are worth investigating.

This study aimed to make a contribution to the scientific literature on this current topic with
a new methodological approach. This thesis applied natural language processing methods, more
precisely, deep language representations. The aim was to determine if the listing-level textual data
contains price-relevant semantic content. The precise research question this thesis tried to answer
was: does the text contain relevant information for price determination even after all the other
listing attributes have been taken into account. The two main approaches being employed were
static word embeddings from pre-trained models and contextualized representations generated by
fine-tuned models. The best-performing deep learning model on the chosen dataset was sequence
representations from ALBERTlarge followed by a feed-forward network. The extracted feature was
technically a price prediction – a summary feature of the price-relevant content of the text. The
predictions of that model were incorporated into a linear and a non-linear model: a least-squares
linear regression and a gradient boosted decision tree ensemble. The performance of the models
was evaluated on a test set, both with and without the feature included. The extracted feature
proved to be statistically significant, had an effect of non-trivial magnitude on the target variable
and was useful in predicting the price. Thus, it can be considered to be a major price determinant.
However, the non-linear model faired almost as well even without the feature included. On the
other hand, the text content just by itself contains much of the information to model the price
accurately. The models had better performance than in much of the previous research.

The conclusions of this thesis are twofold. Firstly, a Transformer-based model can be used for
a regression tasks with reasonable success even though there is a disconnect in the pre-training
task and the fine-tuning task. Secondly, the textual data of Airbnb listings can be considered to
have some additional information pertaining to things customers find valuable and thus affect price
besides the previously known numerical attributes. However, identifying said latent factors was,
unfortunately, not successful.

Keywords: Natural Language Processing, Transformers, Encoders-Decoders, Language Represen-
tations, Machine Learning, Neural Networks, Artificial Intelligence
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1 Introduction

Airbnb is a company that enables private persons to rent their apartments for short-
term tourist accommodation. The company was founded in 2008, has 6 300 employees
(2020) and a net income of $ 93 million (2017). It operates in 81 000 cities across 191
countries and has mediated more than 300 million bookings1. It does not own any of the
over 5 million rental apartments, rather, it facilitates the transaction between the buyer
and the seller by hosting the online marketplace and only receiving commissions from
each booking. Renting or booking an apartment requires making an user account and
completing possible identity verification procedures. Upon booking, the online platform
mediates messaging and payment transfer between the host and the quest. The spaces
being rented are often private rooms or entire apartments. The host may be living there,
be absent temporarily or permanently rent the space. The company has experienced rapid
growth and mediates millions of stays annually around the globe every year [1]. Airbnb has
been considered a disruptive innovator because of its novel business model and its effect
on local, conventional hospitality industry [1]. In some places, the legality of its operations
has been brought into question.

As a general example, in Berlin2 in June 2020 there existed 10 622 active rentals with a
mean price of $ 86. Occupancy rate was 80 % and 60 % of the listings were for the entire
home the rest being private or shared rooms. 94 % of the rentals in the area were being
mediated by Airbnb. 66 % of the listings were 1-room apartments, 23 % were 2-room and
the rest were 3 or more rooms. Mean overall rating given by customers to the spaces was
4.71. The most typical amenities included were internet (95 %), kitchen (93 %), washer
(82 %) and dryer (78 %) while the more rare ones were parking (43 %), air conditioning
(18 %) and cable TV (14 %). Despite the name of the platform, only 5 % of the listings
offered breakfast. Some of the more exotic spaces listed on Airbnb include islands, boats,
tree houses, igloos, windmills and caves.

A disruptive innovation is often portrayed as being lower-quality compared to conventional
products but still being able to offer some unique benefit, such as price or convenience
[1]. The new service or product can create a whole new market segment that, upon
product refinement, will gradually grow over time. Guttentag [1] cites the disappearance
of conventional travel agencies as an example of the process running its full course. In

1https://news.airbnb.com/10-years-of-community/
2https://www.airdna.co/vacation-rental-data/app/de/berlin/berlin/overview

https://news.airbnb.com/10-years-of-community/
https://www.airdna.co/vacation-rental-data/app/de/berlin/berlin/overview
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that case, online travel agencies were the disruptor. Airbnb can be also seen to exemplify
the sharing economy where individuals rent under-used physical assets to one another [1].
Airbnb provides an accessible platform and facilitates trust in numerous ways to enable
this process. The trust is created with identity verifications, descriptions, photographs
and such. Another key feature not unique to Airbnb is the possibility for the host and the
guest to review each other.

As costs is a major factor affecting consumer choice in the hospitality industry and even
more so with Airbnb, the attributes affecting the price are worth investigating. One of the
main reasons customers choose Airbnb are the amenities such as a kitchen or washer being
available in the space. One unanswered key question is that does the success of Airbnb rely
on the apartment-related intrinsic attributes, like amenities, alone or on other attributes
such as the social aspect. If the former was true, hotels could just mimic what Airbnb is
doing to win back the lost market share.

Aim of the Study This study aims to make a contribution to the scientific literature
on this current topic with a new methodological approach and a larger dataset. Previously
this topic has been researched mainly through linear regression models on the listing at-
tributes. Machine learning approaches are few and deep learning approaches practically
non-existent. There is a wide interest for uncovering the price determinants of Airbnb
apartments as that has implications for conventional accommodation industry. This thesis
applies natural language processing methods, more precisely, deep language representa-
tions. This approach aims to uncover latent features from textual listing-level data which
is something that has not been before. The closest approach to this has been to apply
sentiment analysis to individual customer reviews and aggregating those sentiments to a
new feature for prediction. In this thesis, a connection to previous literature in maintained
by incorporating the extracted feature to a linear model which will enable performance
comparison. Although, a non-linear approach is also utilized for better predictive accu-
racy. The results of this thesis may prove to be interesting to accommodation industry in
general and other peer-to-peer platforms.

Answering this seemingly simple question is not an easy task: to this day, computers do not
understand natural language. This stems largely from the fact that there is not an inherent
numerical representation available for language meaning one can not perform meaningful
mathematical computations on it. However, neural networks, a form of machine learning,
have in the recent years produced revolutionary results not only in language processing but
also in computer vision [2]. The necessary developments in natural language processing
have been deep language representations and more recently novel attention mechanisms,
methods that can truly uncover the inherent context-dependency of natural language.

History of Natural Language Processing Natural language processing exists in the
intersection of linguistics, computer science and artificial intelligence. It is concerned with
automating the analysis of large amounts of natural language data. Major subfields of it in-
clude speech recognition, natural language understanding and natural language generation.
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The different language processing tasks are numerous: they include topics such as word
tagging, sentence parsing, text classification, text similarity analysis and text generation.
Actual use cases of natural language processing include automated document reviewing,
chat bots, machine translation, text summarization and voice-guided systems. The system-
atic characteristics of language can be divided into subsets of linguistic categories the most
important of which are syntactic and semantic [3]. Syntax refers to the rules and principles
of a language: the way words form phrases and phrases form sentences. It includes things
like parts-of-speech (adjectives, nouns, verbs) and phrase structure grammar. Semantics
is concerned with the meanings of words and phrases: the relationship between symbols
and their object of reference. It encompasses linguistic phenomena like homonymy, syn-
onymy and antonymy. On the other hand, speech recognition is concerned with things like
phonetics and phonemics. This thesis focuses primarily on written language.

The science of language processing has a long history with roots in the 1950s, maybe even
earlier. Tracing this history is out of scope for this thesis but a few key moments can be
identified. The first was the move from rule-based systems to probabilistic machine learning
algorithms in the late 1980s: the structure of language is not hard-coded into the system
but rather learned probabilistically from data. This saw the introduction of methods like
decision trees to language processing. Other developments have been progress made in
unsupervised learning research and access to textual data available on the Internet: digital
libraries, electronic news and social media, among others. Lastly, the improvements in
representation learning and applying neural networks to language processing in the 2010s
have been vital. Consequently, there has recently been substantial changes in the design
of language processing systems as end-to-end deep learning approaches have spread in
academia and industry. They have to some extend satisfied the demand for an unified
architecture in language processing and replaced labour-intensive task-specific engineering
procedures.

The Research Question The precise research question this thesis tries to answer is:
does the textual listing-level data contain relevant information for price determination even
after all the other listing attributes have been taken into account? This approach assumes
that customers pay attention to not only the metadata, like different amenities present, but
also to the pictures, the description and other information given by the host. To answer
this question, deep language representations are utilized to extract a feature from the text
for each listing. Previously employed methods based on word frequency or word matching
are unlikely to uncover this information. On the other hand, deep word representations
can separate the semantic and syntactic factors of variation of text. Aided by deep learning
architectures, they can be utilized to isolate the price-relevant content and be hierarchically
combined to a single feature. The two main approaches being employed are pre-learned,
static word embeddings and dynamic, contextualized word embeddings generated by fine-
tuned models. For the sake of scope, the focus is on recurrent neural network architectures
and not on convolutional networks which are likewise used with textual data. Applying
contextualized word embeddings to a regression problem is somewhat unconventional and
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novel: applications in academia have traditionally focused on a narrow subset of tasks
in language processing the scope of which might not reflect the problems encountered in
real-world applications. This thesis sets out to prove that this application is possible. The
result should provide tangible utility to machine learning practitioners.

If the extracted feature is statistically significant, has an effect of non-trivial magnitude
on the target variable and is useful in predicting the price, it can be considered to be a
major price determinant. It embodies the price-relevant semantic content as an summary
statistic. To to determine this, the performance of a linear model is evaluated on a test set,
both with and without the extracted feature included. The same procedure is done with
a non-linear model which is a gradient boosted decision tree ensemble in this case. This
is not specifically a study into the causes of short-term accomodation prices, although,
one could make some cautious inferences. The focus is more on applying a novel machine
learning method to make interesting discoveries and explain the regularities in the data. It
serves the function of providing insight to the phenomenon and inspiring further research
in the area of the subject matter: hospitality management and economics.

Structure of the Thesis The thesis has straight-forward structure. First, the neces-
sary and extensive theoretical background for the methods is presented. It starts with
language representations and the probabilistic language models used to generate them.
This begins with simplistic frequency-based representations and then proceeds to static
and contextual word embeddings. An introduction to feed-forward neural networks is also
included. This chapter is followed by an introduction to recurrent neural network architec-
tures through a glimpse into encoder-decoder models and machine translation. The long
short-term memory unit and bi-directional models are introduced. A relevant technique to
these architectures, attention, is presented briefly in the context of recurrent architectures.
The role of the score function as compatability measure is examined. Next, the concept of
transfer learning is described briefly: what is knowledge transfer and why is it necessary
in language processing applications. The distinction between inductive and transductive
transfer is made. All of the above-mentioned topics are necessary to understand the sec-
tion on Transformers. Transformers are a family of novel, state-of-the-art architectures
of which two are focused on more closely: BERT and its follower ALBERT. They repre-
sent a significant change that has happened in the last two years of language processing
research: a shift from pre-trained word embeddings to fine-tuning pre-rained models with
task-specific data. The Transformer relies solely on a novel attention mechanism and a
encoder-decoder architecture without any recurrency of convolutions. Transformers and
other models derived from them have made performance leaps on all language processing
tasks. While Transformers were used for the feature extraction process, linear regression
and gradient boosted decision trees were the models that the said feature was used in.
Thus, they are briefly presented as well.

The focal point of the thesis is Chapter 3. It begins with a thorough description of the
dataset. Data pre-processing measures are presented and descriptive visualizations of the
main variables are made. The same data source has also been used by numerous previous
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studies that are presented in the next section. The three main methodological approaches
that can be identified from these are linear models, text mining approaches and time series
models. The conclusions of these studies are gathered and justification for this thesis is
subsequently presented. Lastly, the section on methods describes in detail all the choices
related to the models and the particularities of implementing them.

The thesis is finished with the results and conclusions made from them. The performance
of the models is evaluated by predictive performance and goodness-of-fit measures. The
effect of including the extracted textual features in the linear and non-linear model is
investigated. An attempt to understand the inner workings of the chosen model is made
by visualizing the generated intermediate representations in reduced space with t-SNE.
The final conclusions from these results are made in the final chapter. The success of
the textual feature extraction procedure is thereby determined. Some avenues for further
investigation are presented based on the results.
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2 Theoretical Background

Unlike images, natural language does not have an inherent numerical representation. There
are numerous ways of representing language but only some of them are understood by
computers and are meaningful mathematically. For instance, a sentence can be represented
as an un-ordered set of tokens. A token is the chosen unit of interest, such as a character,
word or phrase. In modern natural language processing, this is most commonly a word.
However, to capture more information in the representation, language can be represented
as a sequence of tokens.

2.1 Language Representations

The former of the above-mentioned approaches is commonly associated with the bag-of-
words approach [4]. Strictly it refers to counting the frequencies for each unique word
in an input – a document or paragraph in this context. Although, it often alludes to
constructing an ordered vector representation of a sequence by utilizing said bag-of-words.
This distinction is illustrated in Figure 2.1. Sentences are converted into discrete vector
representations where each element is the term frequency of the corresponding word in that
position [4]. For certain applications, such as topic modeling, the un-ordered approaches
are sufficient [4].

What makes natural language challenging to represent numerically is the curse of dimen-
sionality : the vocabulary of words present in a corpus, a body of text or a collection of
documents, is large and the frequencies for many words are small or zero [4, 5]. How
many numerical dimensions are required to represent a sentence or a word to capture all
the relevant semantic and syntactic features? The bag-of-words representation tries to ex-
tract information by assuming that frequent terms are more important than non-frequent
ones. However as we know, words like “a”, “the” and “am” are not as informative as rarer
ones like “joy”. Approaches like TF-IDF, term frequency inverse document frequency, at-
tempt to alleviate the shortcomings of bag-of-words by frequency-based normalization [4,
6]. Conventionally, each term i in a sequence is mapped to a value by the function:

TF-IDF(i, d,D) = TF(i, d)× IDF(i,D) =
(︃
1 + log

fi,d
nd

)︃
× log

|D|
Ni

where rare words get a higher weight but this is adjusted by the amount they appear in
the set of all documents D [3]. fi,d is the frequency of term i in document d while nd is
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The cat chased the mouse. Following 
this, the mouse bit the cat. This was 
the end of it.

Bag-of-words approach Bag-of-words representation

The cat chased the mouse.

5 2 1 5 2

the: 5
this: 2
cat: 2
mouse: 2
chased: 1
following: 1
bit: 1
was : 1
end: 1
of: 1
it: 1

Figure 2.1. The bag-of-words approach and a bag-of-words representation.

the total number of terms in that document. |D| is the number of documents and Ni the
number of documents where the term i appears.

Methods like bag-of-words and TF-IDF are not models per se. Rather, they are quite
simplistic approaches that are heuristic in nature. In the next section, natural language is
approached from the perspective of representation learning [5].

2.1.1 Language Models

Language Models In many natural language processing tasks it would be useful to
find a probability distribution over all the different possible word sequences [5]. Language
models are probabilistic models that assign a probability p(w1, . . . , wT ) to each sequence
of words [7]. Mathematically, it is the joint probability of sequences and a probabilistic
representation of language [4, 8]:

p(w1, . . . , wT ) = p(w1)p(w2|w1) . . . p(wT |w1, . . . , wT−1) =
T∏︂
i=1

p(wi|w1, . . . , wi−1)

The described model estimates the probability of word wi conditional on all the preceding
words. These probabilities need to be estimated from the data. In 2003, Bengio et al.
[8] designed a new language model to overcome the curse of dimensionality inherent in
these models by using distributed representations of words: the neural language model.
This name was in contrast to the previous language models that were commonly referred
to as statistical language models. Distributed representations are word representations
that are induced in the process of estimating the above-mentioned distribution with a
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predictive model, in this case a neural network [8]. Previous approaches used in statistical
language modeling were mostly based on n-grams and discrete representations. n-grams
are fixed-length word sequences which applied to the example in Figure 2.1 could produce
the following four 2-grams: “the cat”, “cat chased”, “chased the” and “the mouse”.

But what are these distributed representations exactly? They are unique feature vectors
xword ∈ Rdmodel of each word in a finite vocabulary V [8]. These representations are
combined to express the probability distribution related to the language model. They are
learned by a neural network in an iterative fashion by minimizing an objective function
such as negative log-likelihood:

L(θ) = −
∑︂
i

log p(wi|w1, . . . , wi−1)

with gradient descent [8]. The network tries to detect statistical regularities in the data
helpful in solving the modeling task [9]. Because these representations have a dimensional-
ity that is a fraction of the size of the vocabulary dmodel << |V| the curse of dimensionality
problem is mitigated [8]. The resulting representations are similar for words that have se-
mantic or syntactic similarity. Since these feature vectors are continuous, the resulting
probability function is also continuous. In n-gram language models, words were repre-
sented in discrete space [10].

Neural Networks The idea of distributed representations for symbolic data was first
proposed by a set of early connectionist papers in 1986–1990 [11–14]. These were on
the topic of basic neural network architecture and the backpropagation algorithm used in
optimization. The basic idea was that any mental object could be represented with a finite
number of features each of which is active or inactive. The first to explore the idea of
applying neural networks to generate these representations in natural language processing
tasks was Miikkulainen et al. [9] in 1991. However, Bengio et al. [8] in 2003 was the first
to scale this approach and introduce the above-mentioned modeling task while at the same
time surpassing previous n-gram models.

To understand these model architectures, a neural network must be defined. A linear unit,
as depicted in Figure 2.2, is the basic component of a neural network [13, 15]. w is a vector
of learnable weights w1, . . . , wk and b is a bias term. The output of the unit is given as
ŷ = g(wx+ b) for input vector x1, . . . , xk. A feed-forward network is simply an extension
of this concept [5]. The activations of a single hidden layer can be represented as a vector
hi. The prediction of the feed-forward network in Figure 2.2 for a single observation x can
be decomposed to matrix operations as follows:

ŷ = g3(w3h2 + b3)

= g3(w3(g2(W2h1 + b2)) + b3)

= g3(w3(g2(W2(g1(W1x+ b1)) + b2)) + b3)
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x1

x2

x3

...

xk

w1

w2

w3

wk

g? ?

b

Linear unit

x ?
i = 1

k

h1 h2

h3

Feed-forward network

Figure 2.2. A linear unit and a feed-forward network with two hidden layers.

where g(·) is a non-linear activation function that can be applied element-wise in the case
of vector input. The weight vectors w of each neuron in a layer are collected in to a matrix
W and the bias terms w of each individual unit in a layer are collected into a vector b.
ReLU, a rectified linear unit, which is given as g(z) = max(0, z), is utilized widely as
the hidden layer activation functions in multi-layer networks [16]. A popular activation
for un-normalized word likelihoods for tokens in a vocabulary, such as the output vector
y ∈ R|V| of a neural network, is the softmax:

g(z) = softmax(z) =
[︂

z1∑︁
i zi

z2∑︁
i zi

. . . zn∑︁
i zi

]︂
Because it produces normalized continuous values between [0, 1] that together sum to 1, it
enables computing log-loss for binary labels y = {0, 1}. For calculating softmax over large
vocabularies, specialized methods such as hierarchical softmax [17] have been developed
to reduce the computational burden. In regression tasks, the activation for the last layer
is identity g(z) = z. The learnable parameters θ of a neural network can be trained by
gradient descent [13, 18] in a step-wise fashion:

θt ← θt−1 − η∇L(θt−1)

where η is the learning rate and −∇L(θ) the negative gradient of the loss function, the
direction of steepest descent. Reaching earlier layers of the model is done by applying the
chain-rule of derivation and the derivatives from multiple paths are summed [13].

Neural Language Models The simple neural network architecture used in the experi-
ments of Bengio et al. [8] is illustrated in Figure 2.3. Each input word wi – represented by
a one-hot-encoded vector of length |V| – is projected to the corresponding word embedding
xi by embedding matrix E ∈ R|V|×E . These representations are concatenated and fed into
a feed-forward network. It uses the above-mentioned probabilistic formulation of a lan-
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guage model except that it uses a context window of size n− 1. The softmax-normalized
word probabilities are passed through the vocabulary to produce maximal-probability word
predictions:

j = argmax
j

ŷj = argmax
j

[p(wi|wi−n+1, ..., wi−1)]j = argmax
j

[softmax(h)]j

where j = {1, 2, . . . , |V|} is an index in the vocabulary and n = {3, 4, 5} the window size.
The word representations in yellow are the shared projections for words. Model training
in the experiments of Bengio et al. [8] was done in a supervised manner on Brown corpus
of size 1,2 M tokens and AP corpus of size 14 M tokens.

wi-n+1

wi-n+2

wi-1

...

0

0

1

0

0

0

...

0

0

0

0

0

1

...

1

0

0

0

0

0

...

E

WE

E

...

S
of

tm
ax

?

...

V

...

Figure 2.3. A basic neural language model network.

The performance of the model was significantly better than with the best n-gram model
at the time [8]. However, the wide-scale adoption of such models was hindered by com-
putational issues. This problem would later be alleviated by the adoption of affordable
parallel processing units in academia and industry. Work on continuous-space language
models was continued in 2006–2007 by Schwenk et al. [10, 19] which focused primarily on
estimating a neural language model for a large vocabulary in speech recognition tasks. In
2008, Collobert et al. [20] continued work on neural network architectures utilizing dis-
tributed representations and tried to present an unified architecture for natural language
processing tasks. Further work on utilizing word representation was done by Turian et
al. [21] in 2010. Work on neural language models was extended in 2010 by Mikolov et al.
[22] which introduced a recurrent language model. Unlike the language model presented
by Bengio et al. [8], recurrent neural networks do not use a fixed-length context window
n. Rather, sequential information is cumulated over the whole of the sequence. This im-
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provement in turn was extended to a recurrent translation model by Kalchbrenner et al.
[23] in 2013. Recurrent neural networks are presented in Section 2.2. In the next section,
the distributed representations are studied further.

2.1.2 Word Representations

Static Embeddings The simplest possible word representation is a one-hot-encoded
vector of length |V|, where V is the vocabulary. There exist |V| different configurations and
it is a non-distributed representation [5]. A distributed representation on the other hand
consists of multiple continuous elements that correspond to directions in the representation
space and which can be examined individually [5]. The difference between these two types is
illustrated in Figure 2.4. These ordered vectors can represent many more different concepts.
Each direction corresponds to the value of a particular latent factor present in the textual
data [5]. The hidden units of a neural network can learn said directions of variation
[5]. Another thing that separates distributed representations from non-distributed ones is
generalization: two individual one-hot-encoded representations are as far from each other
as any other two representations. However, two distributed representations share at least
some directions in the representations space: “has fur”, “is quadrupedal” and “is a pet” in the
case of xcat and xdog are examples of features the model could learn. Therefore, models
that utilize such representations generalize better [5]. The aim is to produce directions
that are syntactically and semantically non-trivial. This is achieved by making the neural
network solve a general language processing task such as next word prediction that was
described in the previous section. The directions of variation are encoded in the hidden
layers as a side-product. In supervised learning, the labels y are clues that help the model
untangle these factors of variation by treating them as the causes of observed data {xi}
[5]. When using neural networks, the factors are created from a hierarchy of combinations
and interactions in the model architecture. By regularization of the model parameters,
one can affect the smoothness and sparsity of the representations [5]. Smoothness helps
in generalization while sparsity requires that only a few factors are used to represent each
concept.

0 0 0 1 0 0 0... 0.23 -0.41 -0.33 0.01 0.56

Sparse Dense

Figure 2.4. Non-distributed and distributed word representations.

Each word in the vocabulary has an unique high-dimensional vector representation that
is shared across tasks [3]. These vectors can be interpreted as points in Euclidean space
meaning that we can apply measures of proximity and dimensionality reduction techniques
to them. This is presented through a simplistic illustration in Figure 2.5. These kinds of
methods are more generally called vector space methods. If we map words into dmodel

dimensional space, we can measure the similarity of word representations x1 ∈ Rdmodel

and x2 ∈ Rdmodel by cosine similarity x1·x2
∥x1∥∥x2∥ , for example. The adoption of these word
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embeddings led to performance improvements on almost all natural language processing
tasks largely replacing conventional frequency-based representation methods [3]. Despite
the focus on word representations, it is also possible to encode sentences or even paragraphs
to vector representations.

helicopter (0, 2, 4)

drone (0, 3, 3)

rocket (0, 4, 2)

jet (1, 1, 1)
bee (3, 0, 2)

eagle (3, 0, 3)

goose (2, 0, 4)

wings

engine

sky

Figure 2.5. A vector space model.

Neural networks were presented as a method – a window-based model – to produce dis-
tributed representations but there are also others. Co-occurrence-based models count the
times a word occurs in the context of other words in the vocabulary [4]. Based on these
pair-wise frequencies, a co-occurrence matrix C can be constructed. This matrix can be
factorized by established matrix factorization techniques to C = UV⊤ where U contains
a projection for each word [4]. Matrix factorization is a method related to dimensional-
ity reduction in which a matrix is represented as a product of two matrices with fewer
columns or rows than in the original [4]. Table 2.1 presents a fictional example of a small
co-occurrence matrix.

I like enjoy hate studying ice cream

I 0

like 2 0

enjoy 1 0 0

hate 2 0 0 0

studying 2 0 1 1 0

ice cream 2 3 0 1 0 0

Table 2.1. A word co-occurrence matrix.

Neural network prediction models are theoretically similar to count-based models but uti-
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lize a network architecture and a neural language model [3, 4]. As described in the previous
section, these models learn to solve a supervised prediction task where the surrounding
words of a word are used as input. This “window” is sometimes referred to as the context
but this term is also used for many other concepts in natural language processing. Using
a neural network is by no means mandatory, although, they have been the most popular
since the 2000s [4].

The co-occurrence approach aims to model global dependencies and context while the win-
dow approach tries to capture local dependencies [3]. In both approaches, the underlying
presumption is that co-occurrence implies semantic similarity. By modeling the patterns in
natural language, we can derive meaningful word representations. An instance from both
of these approaches is presented next.

Word2Vec was presented by Google in 2013. It was the first popular neural network
model that was able to produce high-quality embeddings for a massive vocabulary of tokens
[24]. It is a local-context–based predictive method [3]. The modeling task was based on
the continuous bag-of-words (CBOW) model and the skip-gram model [24]. CBOW is
used to learn the continuous representations as in Bengio et al. [8] and then a skip-gram
model is trained using these representations [24]. The two techniques are visualized in
Figure 2.6. The presentation is simplified by showing the embedding for the output rather
than the actual softmax-normalized prediction vectors as in Figure 2.3. The paper also
introduced a novel evaluation set for assessing the semantic and syntactic accuracy of word
representations. Because the model architecture is simple, it is computationally feasible to
train it on a dataset of 100 B tokens [24]. These vector representations from pre-trained
models are available as a look-up table1 for billions of tokens. Some of the interesting
qualities of Word2Vec include useful linguistic properties like being able to perform vector
arithmetic of the Word2Vec representations of words xtoken ∈ R300:

xqueen ≈ (xking − xman) + xwoman

GloVe, or Global Vectors, which was proposed in 2014 was another popular word em-
bedding method [25]. It uses global co-occurrence and a shallow-window–based log-linear
regression model [25]. Rather than utilizing neural networks, it applied matrix factoriza-
tion to a word co-occurrence matrix with a finite context window [25]. GloVe tries to
combine the two model types: global co-occurrence matrix factorization and local-context
prediction [25]. Let the matrix of word co-occurrence counts be C, where entries Cij express
the number of times word j occurs in the context of word i. Thus, Ci, the sum of counts
over row i, is the number of time any word appears in the context of i. The conditional
probability P (j|i) = Cij/Ci where P (j|i) is the probability that word j appears in the
context of word i. The general model takes form:

1https://radimrehurek.com/gensim/models/word2vec.html

https://radimrehurek.com/gensim/models/word2vec.html
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Figure 2.6. The two modeling tasks utilized in Word2Vec: continuous bag-of-words and
skip-gram.

F (xi,xj , ˜︁xk) =
P (k|i)
P (k|j)

where k is a probe word and ˜︁xk is a context word vector. The relationship of words i and
j is investigated by calculating the ratio of their co-occurrence probabilities with various
probe words. The final log-linear model is:

x⊤
i ˜︁xk + bi + ˜︁bk = logCik

with a least-squares objective:

|V|∑︂
i,j=1

f(Cij)(x
⊤
i ˜︁xk + bi + ˜︁bk − logCij)

where f(·) is a weighting function. The model was trained on Gigaword 5, Wikipedia 2014
and Common Crawl with 42 B tokens combined2. The performance was assessed on the
evaluation set introduced by Mikolov et al. [24] and other word similarity benchmarks
[25]. As one might figure, GloVe embeddings outperform Word2Vec in certain tasks where
global information in more important [3]. It has become common to study the regularities
of different word representation methods [26].

2https://nlp.stanford.edu/projects/glove/

https://nlp.stanford.edu/projects/glove/
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Shortcomings A drawback that applies to all vector space models including the above-
mentioned word representations is the curse of dimensionality which translates to high
memory usage and compute cost [3]. Another problem related specifically to word rep-
resentations is the out-of-vocabulary problem (OOV) [3]. This results from the fact that
the models that produce those representations can only uniquely embed words they have
encountered in the training data resulting in a vocabulary of finite size. OOV-words are all
tokenized as [UNK] and have an identical representation they are mapped to – zeroes most
often. Tokenization techniques have been developed to deal with this problem, most im-
portantly sub-word-based approaches like WordPiece [27] and SentencePiece [28]. Other,
more theoretical drawbacks include the inability to recognize antonymy, polysemy and bias
[3]. The inability to deal with antonymy stems from the linguistic phenomenon that words
that are antonyms, tend to occur in the same context:

Mary really likes ice cream
Mary really hates ice cream.

Polysemy describes the phenomenon that words can have multiple different meanings:

Mary likes to play cards.
Mary went to see a play.

Bias, in the context of word embeddings, refers to the fact that the properties of embeddings
reflect the data the model was trained on [3]. If the training data is biased, meaning that it
does not reflect the empirical reality the model is later applied to, so will the representations
be. On topics like race, gender and identity, the issue quickly becomes politicized.

The above-described representations are called static word embeddings, meaning mean-
ing that each distinct word gets exactly one pre-computed embedding and they have the
problems related to them as described before. One way to deal with the ambiguity or
context-dependence of natural language are contextualized embeddings, or dynamic word
embeddings, which are introduced next.

Contextualized Embeddings leverage the idea that context should determine the em-
bedding of a word [3]. The context refers to the unit of interest: in the case of words, the
sentence is the context. However, it can also be extended to mean the domain of the text
– medical text, for example — and other more nuanced linguistic phenomena. Models like
this are conventionally pre-trained to generate contextual embeddings and then fine-tuned
on a task-specific dataset. The adoption of this framework has led to huge leaps of the
performance on natural language processing tasks like machine translation. It has been
called “NLP’s ImageNet moment” [29]. The “ImageNet moment” refers to a similar time
in the development of computer vision models when convolutional neural networks made
similar progress leaps in 2012 [30]. Now, deep natural language processing models too have
surpassed human performance on many benchmarks. This is discussed in more detail in
Section 2.5.

To thank for this development we have ELMo [31] and Transformers [32], which were both
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introduced around the same time in 2017. The Transformer is an end-to-end pre-trained
encoder-decoder architecture that relies solely on a novel attention mechanism [32]. It
performs especially well on language understanding and language generation tasks. The
model is trained on a large corpus for a machine translation task [32], however, parts of
that same architecture can be also utilized for other tasks like classification and question
answering which is what BERT [33] does to produce contextualized word embeddings.
ELMo generates representations as hidden states of bi-directional recurrent neural networks
pre-trained on a large corpus [31]. Another approach to contextualized word embeddings
that did not receive as much attention was CoVe [34], also from 2017.
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2.2 Sequence-to-Sequence Models

Recurrent neural networks are intimately tied to the development of machine trans-
lation. Great improvements in translation tasks were achieved by starting to use a neural
language model [19] and recurrent neural networks which solved some of the drawbacks of
feed-forward networks: recurrent networks allow variable-length inputs and outputs. An-
other necessary step was extending the already established encoder-decoder architectures
to recurrent neural networks.

Recurrent neural networks model the distribution over possible output sequences condi-
tioned on the input sequence [4]. Tracing the original idea of recurrent networks is difficult
but some of the earliest mentions are from 1986 from Rumelhart et al. and Jordan [13,
35] which cite Minsky’s Perceptrons [36] from 1969 as inspiration. In typical usage, the
model reads an embedded input sequence {x1, . . . , xT } and the output for each unit is
determined recursively from ht = f(xt,ht−1) which means that the hidden state h at step
t contains a “summarisation” of the sequence up to that step in vector form. The output
of the last unit of the recurrent layer is often called the context c which is a continuous se-
quence representation that can be used for task-specific modeling needs. As a prediction for
the next word at time step t, the network outputs a word that would follow with maximal
probability according to the modeled conditional distribution p(wt|w1, w2, . . . wt−1). The
probability of a sequence as a whole is the product of individual conditional probabilities:

p(w1, . . . , wT ) =

T∏︂
t=1

p(wt|w1, . . . , wt−1)

xt

ht

yt

=

xt-1

ht-1

yt-1

xt

ht

yt

xt+1

ht+1

yt+1

... ...

Figure 2.7. The recurrent neural network unit in compact notation (left) and un-rolled
notation (right).

The architecture is illustrated in detail in Figure 2.7. After extending the previous ex-
pression by adding weight matrices and non-linear activations to the transitions between
time-steps, we obtain a proper network with trainable parameters:
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ht = tanh(Wxhxt +Whhht−1)

yt = Whyht

where tanh (z) = (ez−e−z)/(ez+e−z), the most typical activation function, scales the input
z to range [−1, 1]. The transition matrices Wxh ∈ Rdmodel×E ,Whh ∈ Rdmodel×dmodel ,Why ∈
R|V|×dmodel are the same over different time-steps while the hidden states {ht} change over
each time-step. The bias terms are omitted for simplicity. To produce a single word index
prediction at each time step t, softmax over the whole vocabulary V is taken:

j = argmax
j

[softmax(yt)]j = argmax
j

[p(wt|w1, ..., wt−1)]j

The inner workings of a recurrent network are better understood through algorithmic
notation which is presented in Algorithm 1. The weights are learned from the data by op-
timising a log-loss objective function though gradient descent. The optimization algorithm
in this case is said to perform backpropagation through time by traveling the network in
the opposite direction.

Algorithm 1: Recurrent neural network

X← {xi, . . .xT }
h← 0

Initialize Wxh, Whh and Why randomly
foreach word xi in X do

h← tanh(Wxhxi +Whhh)

y← softmax(Whyh)

end

The recurrent network can also be bi-directional as seen in Figure 2.8 or multi-layered. In
the bi-directional formulation the hidden states

−→
h t and

←−
h t from the the two directions are

reduced to yt by summation or concatenation. In the multi-layer architecture, the hidden
states are passed on to the next layer at every time-step ht rather than using only the
hidden state of the last step.

The previously described recurrent unit is usually replaced with a more complicated unit:
a long short-term memory unit [37]. It solves the vanishing gradient problem [3] and the
challenge of retaining information in long sequences. They can be applied in the same
way as regular recurrent units. The main difference is that now a so-called cell state ct is
passed along with the hidden state ht to the next time-step. This and the intermediate
operations inside the unit can be seen in Figure 2.9. The computations with bias terms
omitted are as follows:
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Figure 2.8. Bidirectional recurrent neural network.

it = σ(Wxixt +Whiht−1)

ft = σ(Wxfxt +Whfht−1)

gt = tanh(Wxgxt +Whght−1)

ot = σ(Wxoxt +Whoht−1)

ct = ft ⊙ ct−1 + it ⊙ gt

ht = ot ⊙ tanh(ct)

where i refers to the input gate, f to the forget gate and o to the output gate. The cell
state c is obtained as a combination or forgetting and adding information to the long-term
memory. This long-term memory is selectively incorporated into the regular hidden state
h. The sigmoid activation function σ(z) = 1/(1 + e−z) scales input to range [0, 1] while ⊙
denotes the element-wise product of vectors.

LSTM t-1

xt-1

ht-1

xt

ht

LSTM t-1

ht+1

xt+1

+×

× ×

ft i t gt ot

ct

Figure 2.9. Long short-term memory unit.

Sequence-to-Sequence Encoder-decoders are a family of popular deep neural networks
which are used for many things but are especially important for machine translation tasks
[38, 39]. In translation tasks, they consist of language-specific architectures – English-
to-French, for example. The encoder network encodes the input sequence into a vector
representation c and the decoder network produces a translation based on that represen-
tation in the new domain. The training task is a translation task where the probability of
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the correct translation is maximized conditional on the input so far. A recurrent encoder-
decoder architecture is illustrated in Figure 2.10. In this case, the encoder and decoder
are separate recurrent neural networks. Encoders-decoders enable mapping sequences to
sequences and increased the state-of-the-art in machine translation from previous models
[38, 39]. As a whole, the model estimates the conditional distribution:

p(w′
1, . . . , w

′
T ′ |w1, . . . , wT ) =

T ′∏︂
t=1

p(w′
t|w′

1, . . . , w
′
t−1, c)

The encoder reads the sequence {x1, . . . , xT } and recursively changes its hidden state st,
eventually stopping at an end-of-sequence token, [EOS]. The hidden state for that unit
is the summarisation c of the semantic and syntactic content of the input. The decoder
takes this context vector, its own hidden state ht−1 and the previous prediction yt−1 to
output a prediction yt [38]. The decoder estimates a recurrent language model [39] where
the conditional distribution of the next token is:

p(w′
t|w′

1, . . . , w
′
t−1, c) = g(ht,yt−1, c)

where ht = f(ht−1,yt−1, c)

I like studying

h1 h2 h3

J'aime étudier [EOS]

s1 s2 s3
c

s4

[EOS]

Figure 2.10. The recurrent encoder-decoder architecture.

The encoder and decoder are trained on a log-likelihood objective [38]. The trained encoder
can also be used without the decoder if one wants simply to extract a feature vector from the
input for a task other than machine translation. That is because the encoder can map words
sequences to continuous space in a manner that is semantically and syntactically consistent
[38]. These sequence embeddings are high-dimensional but they can be visualized in a lower
dimension with a dimensionality reduction method, such as t-SNE [38, 40].
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2.3 Attention

Attention models are – as well as neural networks – inspired by human neuroscience: we
only pay attention to only a small part of the sensory input to not be overloaded and to
be able to reason in the world. For example, the human eye can only focus on tiny field of
view at time. Attention is also relevant in logical reasoning as we relate objects to other
objects. This is not done through by absolute reference but rather a relative one. For
instance, “a cat sleeps on the table” relates the “cat” to the “table”. An absolute reference
would be: “cat” is at position 2 and “table” is at position 6. Graves [41] is considered to
be the first one to present a method resembling attention.

Attention helps in solving the problem with recurrent sequence-to-sequence models that
information from all the previous steps has to be aggregated in a single vector. As recurrent
networks can not capture information over long sequences, the ability to focus only on parts
of the input could be useful. To address this, Bahdanau et al. [42] proposed attention.
When generating a translation for a specific word, the model looks at other positions
in the sequence itself that are relevant for that task, focusing on a different part of the
input sentence at each time step [42]. The word prediction is based on the context vectors
of those positions in addition to the previous predictions [42]. This improves predictive
performance and enables better interpretability of the model. However, there is also a
more general attention mechanism called Luong attention [43] that is now presented. Let
the encoder states be s1, . . . , sn and the decoder hidden states be h1, . . . , hm. This time,
ct is generated at each time-step. Once again, we are modeling the joint probability of
sequence-to-sequence translation:

p(w′
1, . . . , w

′
T ′ |w1, . . . , wT ) =

T ′∏︂
t=1

p(w′
t|w′

1, . . . , w
′
t−1, ct) = f(ht,yt−1, ct)

The context vector for time-step t is generated as a function of the sequence of encoder
hidden states by:

ct =
T∑︂

j=1

αtjsj

where αt are the attention weights, or normalized scores, that are calculated as:

αtj = softmax(scoretj)

The un-normalized scores scoretj = S(ht, sj) are the output of a compatibility function,
a score function that tells how much encoder state s at position j should effect output
at time-step t [42]. The attention weights αtj ∈ [0, 1] usually concentrate at one specific
position j. Attention is essentially a weighted average method because the context vector
ct is computed as a weighted sum over the encoder states. This somewhat complicated
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computation is visualized in Figure 2.11 for a single time-step. The hidden state ht and
the context vector ct are are concatenated to [ct;ht] and an augmented hidden state ˜︁ht is
computed:

˜︁ht = tanh(Wch̄[ct;ht])

Lastly, the prediction, or conditional probability over the vocabulary, is given by:

p(w′
t|w′

1, . . . , w
′
t−1, ct) = softmax(Wh̄y

˜︁ht)

x1 x2 xT...

...

s1 s2 sn ht-1 ht

yt

ct

?t

ht+1

... ...

Figure 2.11. Luong attention in a recurrent encoder-decoder for time-step t. Adapted
from [3].

The many different possible score functions are summarised in Table 2.2. Computationally
the fastest of these are the multiplicative ones (bi-linear and dot-product) as they can be
converted to matrix multiplications [3]. Bi-linear attention can be considered the general
version of attention. However, the simple dot-product attention would later prove to be an
important one [32]. But what does a dot product have to do with “compatibility”? The dot
product is a sum of the element-wise multiplications of two equal-length vectors and results
in a single scalar value. This means that two vectors that are similar element-wise in terms
of direction, get a high result. Hence, this gives us a way to summarise the similarity of
two vectors.

Self-attention, the form of attention that would be employed by the Transformer [32], was
first introduced in [44]. Self-attention is similar to linear attention from Table 2.2 but only
the encoder hidden states si are used for calculating the raw score scoret = S(st).
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Type Score function

Concat v⊤ tanh(W[sj ;ht])

Linear v⊤ tanh(Wsj +Uht)

Bi-linear h⊤
t Wsj

Dot-product h⊤
t sj

Location-based softmax(Wh⊤
t )

Table 2.2. Score functions for attention. Adapted from [3].
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2.4 Transfer Learning

Theoretical Framework It is typical to presume that the distribution in the training
data and the application domain are identical. However, this rarely holds true in real-
world applications. Transfer learning can be defined as the ability of a model to transfer
knowledge from training tasks to novel tasks [45]. This concept is mainly used in the area
of deep learning and so-called pre-trained model architectures have for a long time been
applied successfully in computer vision [46]. After the introduction of the Transformer [32]
this has became common in natural language processing also. Transfer learning has many
subcategories but here we inspect the topic from the perspective of language processing.

In a mathematically rigorous framework: The source and target should be as similar as
possible in terms of the feature spaces XS ,XT and the label spaces YS ,YT [45]. The tasks
T = {Y, P (Y |X)} and domains D = {X , P (X)} should also be as similar as possible
[45]. The task is to learn P (YT |XT ) in DT using knowledge transferred from DS and TS
while either DS ̸= DT or TS ̸= TT [45]. If the domains differ, then either XS ̸= XT or
PS(X) ̸= PT (X). If the tasks differ, then either YS ̸= YT or P (YS |XS) ̸= P (YT |XT ). In
practice, the transfered knowledge is encapsulated in the trained model’s parameters which
are used to map from the feature space to the targets or to an intermediate representation
that can also be transferable.

Transductive Transfer But why is transfer learning necessary in the first place? This
stems from the practical problem that there is not always data, time or compute resources
available to train a new deep learning architecture from scratch, especially now when
modern language processing model parameter counts are in the hundreds of billions [47].
Another reason can be that the model has become outdated as the domain it is applied in
has undergone temporal changes [45]. Thus, it could be useful to train a model in a general
domain and task after which it is adapted to a task-specific domain [3]. In natural language
processing, the source domain is typically a general-topic massive corpus and the task a
language modeling task. However, as the source and target tasks inevitably differ, one
has to manually adjust the model for the target task. This can be achieved by supervised
fine-tuning of the pre-trained model, a sort of re-calibration. A small amount of labeled
data from the target domain is used and training is done with a smaller learning rate and
less iterations [3]. Sometimes, parameters from some of the model’s layers are outright
frozen or discriminative learning rates are applied [29]. This is done because we do not
want to change the parameters too much and undo the pre-training process. The above-
described scenario corresponds to transductive transfer learning of which many encoder-
decoder models like Transformers are instances of. The transductive transfer procedure is
illustrated in Figure 2.12.

Inductive Transfer is what is applied when using pre-trained static word embeddings.
In this case, the source task and target task are different but related while the domains
are the same [45]. Labeled data is used in the target domain to induce PT (YT |XT ). More
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Figure 2.12. Transductive transfer learning in the case of encoders-decoders.

specifically this case can be called feature representation transfer in which the knowledge
is encapsulated in the learned representations, such as word embeddings, that are shared
across tasks [45]. This process has similarities to dimensionality reduction. After all, we
are trying to find lower-dimensional, latent representation for the input. Another case is
parameter transfer where parameters of models in the source and target are shared [45].

Pre-training In natural language processing, labeled data is rarely available as in com-
puter vision tasks. Rather, self-supervised learning is employed. Trying to predict a masked
word in a sequence with the surrounding words is an instance of self-supervised learning:
the label information is available only implicitly. In this case, the label spaces YS and YT
are almost inevitably different [45]. Many times the model is trained on multiple related
tasks simultaneously or sequentially as solving the tasks successfully requires partly the
same information [3]. This is thought to facilitate learning more transferable features.

However, Transformer architectures [32, 33, 48] do not fit neatly into this framework. Also,
in practice it is not always easy to determine if source and target domains are “same” and if
that even matters. For example, Transformers are trained on a corpus of billions of words
in a self-supervised manner. The tasks are different obviously in the case of BERT [33] as
the task employed in the source domain, masked language modeling, does not correspond
to any meaningful real-world task.

There are also other reasons for pre-training. Multiple issues that make neural networks
hard to train include overfitting, hyperparameter tuning and exploding or vanishing gradi-
ents [49]. Training deep learning models can be characterized as trying to find a sufficiently
good local minimum in a highly non-convex parameter space [50]. However, not all of these
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minima result in good generalization [50]. Pre-training is especially important for deeper
architectures as those structures make optimization more difficult and increase the prob-
ability of ending up in a bad local minimum [50]. The starting point has importance in
non-convex optimization procedures [50]. It has been proven that pre-training can help
the model find an optimum in the parameter space later in the fine-tuning phase [50, 51].
Figure 2.13 tries to illustrate this. Theoretically, pre-training can be seen as a form of
regularization altogether: preparing the weights for the supervised optimization process
[50]. It can be seen as setting a prior on the model parameters. However, this is different
from regularization based on simply modifying the objective with a ℓ1-norm or ℓ2-norm
parameter penalties [50].

A

B

Figure 2.13. A fictional loss surface for a two-parameter model. (A) is a better point of
initialization than (B) in terms of optimization.
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2.5 Transformers

The Transformer was introduced in 2017 [32]. It replaced recurrent and convolutional
sequence-to-sequence models altogether by relying entirely on a novel attention mechanism.
There was a two-fold improvement to previous methods: a significantly better-performing
and more parallelizable model architecture [32]. Besides translation tasks, Transformer
architectures have made progress leaps in other fields also, such as music generation [52]
and text generation [47, 53, 54].

Architecture Despite self-attention having been utilized in previous model architec-
tures, the Transformer was the first one to rely solely on it to compute the hidden-state
representations [32]. Another commonality to previous techniques is the encoder-decoder
structure in which a sequence (w1, . . . , wT ) is first encoded to an intermediate representa-
tion and then decoded to an output sequence (w′

1, . . . , w
′
T ′). The Transformer is also an

auto-regressive method as the currently generated token is utilized when generating the
next one.

Basically, the architecture is a sequence of Nstack encoders whose output is fed to a se-
quence of Nstack decoders [32]. Other key features include input embeddings, residual
connections [55], layer normalization [56] and intermediate feed-forward networks. The
output is softmax-normalized word probabilities over the vocabulary V for the next token
as before. This is fed as input to the decoder at each time-step like in recurrent decoders.
This architecture is detailed in Figure 2.14.

M ult i-Head 
At tent ion

Feed Forward

Embeddings

M ult i-Head 
At tent ion

Embeddings

M ult i-Head 
At tent ion

Feed Forward

Linear

Softmax

Inputs Outputs

Output  
Probabilit ies

x Nstack

Nstack x

Figure 2.14. Detailed architecture of the Transformer. ⊕ corresponds to a residual
connection followed by layer normalization. Adapted from [32].

Each encoder module consists of an encoder self-attention mechanism followed by a feed-
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forward network [32]. After each of these two stages, a residual connection addition [55]
followed by layer normalization [56] is computed. The dimensionality of the intermediate
representations dmodel remains the same at each step. The decoder modules are similar but
they include an additional step before the above-mentioned steps: decoder self-attention
which is similar to encoder attention. Following this step, encoder outputs are fed into the
decoder and encoder-decoder attention occurs. Here some inputs originate from the encoder
and the rest from the decoder. The attention mechanism in the decoder is modified by
masking so that it can only attend to positions known at that time-step meaning it can not
use future positions for prediction [32]. This is implemented by masking the subsequent
positions of the sequence by −∞ during the attention operation. Next, the attention
mechanism and the embeddings are described in more detail.

Self-Attention is combination of the mechanism described in Section 2.3 augmented
by a key-value formulation: the score function takes a query q – a word sequence – as
input and by searching a set of key-value pairs (k,v) maps that query to an output [32].
The score function is used to compute the compatibility of the query and the keys. This
score, after softmax-normalization, is used to weight the values v to produce an output.
This constitutes dot-product attention from Table 2.2 which is modified by scaling the raw
score with the dimensionality of the keys dk. The scaling is done to prevent pushing the
softmax function into regions of small gradients [32]. Multiplicative attention is chosen over
additive attention because it is more computationally efficient [32]. This novel attention
mechanism softmax( q·k√

dk
) is called scaled dot-product attention and it can be converted to

matrix multiplications for multiple input vectors as follows:

A = softmax

(︃
QK⊤
√
dk

)︃
V

where the matrices Q,K,V are obtained by projecting the embedded inputs X ∈ RT×E

with matrices WQ ∈ RE×dk ,WK ∈ RE×dk ,WV ∈ RE×dv as follows:

Q = XWQ

K = XWK

V = XWV

If you applied this key-value attention mechanism to a regression task, xi would be a query
and y the value. They key would be the nearest xj to the query present in the data. The
average of the values for the most similar set of keys would be returned. The query, key, and
value weight matrices are learned in the training process [32]. The algebra of attention is
better understood from Figure 2.15. Computing the score between the token x1 and every
other token in the sequence x2, . . . , xT captures interaction of that token with every other
token. The raw score for the first token is q1k1, . . . , q1kT . After scaling and normalizing
these to α11, . . . , α1T , elements of the attention matrix, the element-wise product with the
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value vectors v1, . . . , vT is computed. Lastly, these are summed to arrive at the scaled
dot-product self-attention for the first token α11v1 + . . . + α1TvT . QK⊤ is an attention
weight matrix: if the element in row 0 and column 1 is large, we can deduce that word
0 pays attention to word 1 when solving the training task. In encoder-decoder attention,
the queries Q originate from the decoder and the keys K and values V from the encoder
output [32].

Q

KT

q1

k1

QKT

softmax(QKT)

v1

V softmax(QKT)V

Figure 2.15. Algebra of dot-product attention in matrix notation.

Multi-Head Attention A problem with the above-described self-attention is that it is
limited in capacity. Because of softmax-nomalization, the model has to spread its attention
thinly over a long sequence. However, we could allow the model have multiple attention
mechanisms working indepently. Each of these mechanisms can attend to different points
of interest in the input. Multi-head attention is essentially h scaled dot-product attention
mechanisms working in parallel [32]. This operation is illustrated in Figure 2.16 and it is
mathematically equivalent to:

˜︁A = [A1; . . . ; Ah]W
O

This means that each set (Q,K,V) is projected h times into a dimensions dk, dk, dv by
head-specific weight matrices WQ

i ,W
K
i ,WV

i where i = 1, . . . , h. The outputs {Ai} of
the h heads are concatenated into a matrix of size T × hdv and lastly this is projected by
WO ∈ Rhdv×dmodel to T × dmodel.

Some other benefits of using self-attention instead of recurrency or convolutions include re-
duced computational complexity per layer, better parallelizability and shorter path lengths
between long-range dependencies in the model [32]. Shorter paths between positions fa-
cilitate learning [57]. Also, self-attention can be considered to produce more interpretable
results as it appears to model known semantic and syntactic structures present in language
[32].
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Figure 2.16. Multi-Head Attention. Adapted from [32].

The feed-forward networks in Figure 2.14 are computed in a position-wise manner [32].
They consist of two hidden layers of size dff resulting in the following non-linear transfor-
mations:

f(z) = W2 relu(W1z+ b1) + b2

Input Embeddings The embeddings mentioned in Figure 2.14 are a combination of
static word embeddings and positional encoding [32]. The positional encoding is used
because otherwise the model has no sense of order in input sequence. This encoding adds
information about the absolute and relative position of the tokens in the sequence [32]. It
is simply summed to the word embeddings and is mathematically of form:

PEpos,2i = sin
(︂ pos

100002i/dmodel

)︂
PEpos,2i+1 = cos

(︂ pos

100002i/dmodel

)︂
where pos ∈ [0, T ] is the position and i ∈ [0, E] is the inherent dimensionality [32]. The
advantage is that PEpos+k can be represented as a linear function of PEpos so the relative
position between different embeddings can be inferred from trigonometric periodicity [32].
Thus, the relation between relative and absolute position is available for the model.

Training The particular model in [32] was trained on a translation task on the standard
WMT 2014 English-German and English-French datasets [32]. WordPiece [27], a sub-
word tokenization scheme, was used. The adaptive optimization algorithm Adam [58]
was used for mini-batch gradient descent optimization. Dropout [59] and label smoothing
[60] were utilized as regularization measures. The hyperparameter values related to this
model configuration are summarized in Table 2.3. On both of the learning tasks, the
Transformer outperformed the previously reported state-of-the-art ensembles in terms of
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performance and training time [32]. The model established new high-scores of BLEU
(bilingual evaluation understudy) in the translation task [32].

Nstack dmodel E dff h dk dv |V|

6 512 512 2048 8 64 64 30 000

Table 2.3. Parameters of the Transformer (base) architecture. Adapted from [32].

2.5.1 BERT

BERT, or Bidirectional Encoder Representations from Transformers, was introduced soon
after the Transformer in 2018 [33]. It was the first instance of an array of models based
on parts of the Transformer architecture. BERT is a language representation model based
on the encoder stack of that architecture. It is a pre-trained model meaning that it can
be applied as-is or fine-tuned on a small labeled dataset in the task domain to produce
even better results. As the name suggests, it has been trained to learn deep bidirectional
representations from text by “jointly conditioning on both left and right context in all
layers” [33]. This bi-directionality is inherent in the encoder modules from the previous
section [32]. BERT achieved new state-of-the-art performance on tasks such as question
answering and new high scores on eleven natural processing benchmark tasks, many times
by a significant margin [33]. The high-level architecture is visualized in Figure 2.17. The
parameters related to the model architecture are presented in Table 2.4.
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Figure 2.17. BERT architecture with special tokens.

The paper makes an improvement to the pre-trained language representation framework
by extending the underlying language model from uni-directional to bi-directional which
increases the capacity of the representations [33]. BERT employs a masked language model
[61] in the self-supervised pre-training phase which equates to randomly masking input
sequence tokens while trying to predict that masked token based on the context [33]. A
distinction to previous models is exploiting both left and right contexts. In contrast,
tokens can only attend to preceding tokens in the decoder module of the Transformer.
This restriction is especially harmful on token-level tasks, such as question answering [33].
ELMo [31], that was released around the same time, also uses as a bi-directional model by
concatenating two independently trained, uni-directional language models from recurrent
neural networks.
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Nstack dmodel E dff h |V| Parameters

12 768 768 3 072 12 30 000 108 M

Table 2.4. BERT (base) architecture parameters.

More specifically, BERT is trained on two self-supervised tasks: the masked language
modeling task and a next sentence prediction task. Next sentence prediction is concerned
with the relationship of two sentences, something that can not be captured by a language
model [33]. This task equates to solving a binary classification problem: which of the two
sentences would follow the input sentence? Including this task in the pre-training is thought
to help in downstream tasks like question answering, summarisation and entailment. The
actual data used in pre-training the original model was BookCorpus, consisting of 800 M
tokens and English Wikipedia, consisting of 2.5 B tokens [33]. BERT also employs Adam
[58] in training but changes ReLU [16] activations to GELUs [62].

Another distinctive feature is the inclusion of [CLS] and [SEP] tokens that can be used in
classification and question answering tasks [33]. The [CLS] token is trained to aggregate
the semantic content of a sequence which is useful in classification tasks where token-level
output is not needed. It is the hidden state output vector corresponding to that token
and used in the next sentence prediction pre-training task. The other special token [SEP],
which is optional, can be used to seperate a sequence into a question and an answer, for
example. The input embeddings are modified by binary segment embeddings to reflect
which part of the sequence it belongs to in addition to word embedding and positional
encoding [33]. By varying the output layer following the hidden states in Figure 2.17, BERT
can accommodate to many machine learning tasks without changing the base architecture
or adding parameters. Examples of this are reducing the [CLS] token hidden state and
passing it to a classification layer with sigmoid activation for classification tasks. BERT
also uses WordPiece tokenization [27] with a 30 000 token vocabulary.

The model in the experiments was fine-tuned on 11 language processing benchmarks:
GLUE (the General Language Understanding Evaluation) benchmark [63], SQuAD (the
Stanford Question Answering Dataset) [64], SWAG (the Situations With Adversarial Gen-
eration) dataset [65] and the CoNLL-2003 Named Entity Recognition task [33, 66]. On
10 of those tasks, BERT outperformed the previous state-of-the-art [33]. Bi-directionality
and the two pre-training tasks were vital to achieving this improvement [33].

Ever since its release, there have been efforts to better understand how BERT works.
Wiedemann et al. [67] argue that embeddings generated by BERT form distinct clusters.
This implies that the representations are distributional and that they are semantically
meaningful in addition to being useful for a wide variety of tasks. However, Mickus et
al. [68] find that the next sentence prediction task introduces a bias to those representa-
tions. Ethayarajh [69] compared the similarity of representations from different layers of
the encoder stack and discovered that the later representations are more context-specific.
Tenney et al. [70] and Liu et al. [71] showed that BERT’s embeddings encode information
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about parts of speech, syntax, entity types, relations and semantic roles. According to Lin
et al. [72] the model’s knowledge on linear word order decreases after the first couple of
layers. Hewitt et al., Goldberg and Jawahar et al. [73–75] report that information about
syntax is concentrated to the middle layers while semantic knowledge is present in all layers
[76]. The parameters of the last layers are the most task-specific and change the most in
fine-tuning [77]. As stated in Section 2.4, pre-training allows the model to find a better
optimum in fine-tuning leading to better generalization and less overfitting [78].

2.5.2 ALBERT

ALBERT, shorthand for A Lite BERT, was presented at ICLR 2020 [48]. It introduced
a set of non-trivial improvements to BERT which were inspired by the dilemma of model
size: increasing the model parameters often improves results but leads to increased mem-
ory consumption and training time. ALBERT showed that it is possible to reduce the
number of parameters while also improving performance on downstream tasks. The new
model established a new state-of-the-art on many language processing benchmarks [48].
To this day, ALBERT-based models hold many of the top scores on GLUE3, RACE4 [79]
and SQuAD5. However, ALBERT was not the first extension of BERT: there were also
RoBERTa [80], DistilBERT [81] and others. Transformer-based architectures not related
to BERT were also developed, most notably GPT [47, 53, 54] and XLNet [82].

The parameter reduction in ALBERT is achieved by two techniques: factorized embed-
ding parametrization and cross-layer parameter sharing [48]. The first one equates to
decomposing the word embedding matrix into two smaller ones by factorization and also
disconnecting the size of the hidden layers dmodel from the dimensionality of the input
embeddings E which is subsequently decreased [48]. The latter one is an already estab-
lished method that had just not been applied before in this context [49]. As well as norm
penalties, restricting the number of parameters is a form of regularization. Additionally,
a new pre-training task, sentence order prediction, is implemented as an alternative to
the next sentence prediction task of BERT [48]. Also, ALBERT uses SentencePiece tok-
enization [28] instead of WordPiece [27]. By scaling this model, a new state-of-the-art was
reached. The parameters of the ALBERT architecture are summarised in Table 2.5. The
above-mentioned augmentations are discussed in more detail next.

Nstack dmodel E dff h |V| Parameters

12 768 128 3 072 12 30 000 12 M

Table 2.5. ALBERT (base) parameters. Adapted from [48].

In BERT, the input embedding size E is equal to dmodel. ALBERT changes this setting so
that dmodel is much larger than E the reason being that the word embeddings are context-

3https://gluebenchmark.com/leaderboard
4http://www.qizhexie.com/data/RACE_leaderboard.html
5https://rajpurkar.github.io/SQuAD-explorer/

https://gluebenchmark.com/leaderboard
http://www.qizhexie.com/data/RACE_leaderboard.html
https://rajpurkar.github.io/SQuAD-explorer/
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independent where as representations of the hidden layers are context-dependent [48]. This
frees parameter dmodel to better fit the modeling needs. This was not possible with BERT
as the embedding look-up matrix is of size |V|×E. In ALBERT, the word embeddings are
split into two separate matrices by first projecting the words to a space of dimensionality
E and only then to hidden space dimensionality dmodel [48]. This reduces the number of
word embedding parameters from |V| × dmodel to |V| × E + dmodel × E.

The cross-layer parameter sharing works by sharing parameters of both the attention lay-
ers and the feed-forward network layers [48]. This results in smoothing of the network
parameters as a whole meaning that they are more similar to the layers beside them [48].

The third extension proposed by ALBERT was the new pre-training task to replace the
next sentence prediction task from BERT [33, 48]. The new task, sentence order prediction,
consists of trying to predict whether the sentence follows a previous sentence but this
time the negative examples are from the same sentence and the order is swapped [48].
Therefore, this loss is more focused on coherence than the one in BERT which focused
on topic prediction at the same time. BERT used a binary classification log-loss while
ALBERT uses an inter-sentence coherence loss [48]. ALBERT employs the LAMB [83]
training procedure with the Adam optimizer [48, 58].

ALBERT achieved better performance than BERT with 70 % of the parameters on SQuAD
[64], GLUE [63] and RACE benchmarks [48, 79]. Although, reaching those new high scores
required increasing the number of model parameters to 235 M. This is, however, still fewer
than in the best-perfoming BERT model: 334 M. Performance of ALBERT on benchmarks
is compared to BERT in Table 2.6. Factorized embedding parametrization is concluded to
not hurt performance and parameter sharing to hurt performance only slightly [48]. The
sentence order prediction increases performance on downstream tasks compared to next
sentence prediction [48]. In fact, it was discovered that next sentence prediction models
exclusively topic prediction and not inter-sentence coherence as sentence order prediction
does. Another finding from the experiments is that dropout in large Transformer models
may hurt performance on downstream tasks, even if it improves it on pre-training [48].
This has been noted in implementations of BERT and ALBERT6.

SQuAD GLUE RACE

BERT 85.0/82.2 82.1 73.9
ALBERT 88.1/85.1 90.0 82.3

Table 2.6. Comparable benchmark performance for single-model BERT and ALBERT
architectures [33, 48].

6https://huggingface.co/transformers/pretrained_models.html

https://huggingface.co/transformers/pretrained_models.html
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2.6 Linear Regression

The linear regression model is well known among researchers and easily interpretable.
Ordinary least-squares regression [84], or OLS, can be written as:

y = Xw + b

which has – under some assumptions – the following analytical solution by least-squares:

ˆ︁w = argmin
w

∥y −Xw∥2 = (X⊤X)−1X⊤y

The predictions are obtained from the fitted model as:

ˆ︁y = Xˆ︁w
which corresponds to a hyperplane in p-dimensional space as can be seen from Figure 2.18.
The coefficient of determination R2, a goodness-of-fit measure for linear regression, is
calculated as:

R2 =
∥ˆ︁y − ȳ∥2

∥y − ȳ∥2

The F-test in linear regression tests whether the explanatory variables included in the
model improve the fit of the model compared to a model with only an intercept term. It
is a test of predictive capability. The F-statistic is calculated as:

F =
∥ˆ︁y − ȳ∥2/k

∥y − ˆ︁y∥2/(n− k − 1)

where k is the number of parameters in the model and n is the number of observations in
the data.

The assumptions of least-squares regression for cross-sectional data are as follows: Firstly,
the relationship between the target and the explanatory variables should be linear. Trying
to model non-linear relationships will lead to a bad fit. It is also assumed that there is
little or no multicollinearity in the data. Multicollinearity occurs when the explanatory
variables are not independent from each other which could be implied from a high pair-wise
correlation, for instance. Secondly, the error term b should be homoscedastic: it should
be random noise that is the same across all values of the explanatory variables.
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Figure 2.18. Least-squares prediction hyperplane in a three-variable case.

2.7 Gradient Boosting

Linear regression was a method of classical statistics while gradient boosting is a non-linear
machine learning method. Inspired by Freund and Schapire [85], it was first proposed by
Friedman [86, 87]. Gradient boosting algorithms work by fitting simple, additive func-
tions. These weak learners are iteratively fit to the pseudo-residuals of the loss function L.
Pseudo-residuals gi are the gradient of that loss function with respect to the current model
parameters. The resulting learning algorithm produces predictions by a weighted, major-
ity vote (or average) of the weak learners. Later improvements to the gradient boosting
framework include observation sub-sampling [88], feature sub-sampling [89] and regular-
ization [90]. This framework as a whole constitutes the modern gradient boosting machine.
Gradient boosting machines approximate the function that maps X to y by:

F (X) =

M∑︂
m=0

βmhm(X;am)

where functions h(x; am) are the weak learners and in this context classification and re-
gression trees (CARTs) [91]. M is the number of those decision trees. They are functions
of the data X and are parametrized by a which in CARTs equate to the splitting variables,
split locations and terminal node means. Tree parameters a and weighing coefficients β

are fit to the training data jointly in a stage-wise process. F (X) is fit to minimize the
expected loss over the data:
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{βm,am} = argmin
β,a

n∑︂
i=1

L(yi, Fm−1(xi) + βhm(xi;a))

where Fm(X) = Fm−1(X) + βmhm(X;am)

First, tree parameters a are obtained by fitting the current weak learner to the negative
gradients of that iteration, or pesudo-residuals, by least-squares:

am = argmin
β,a

n∑︂
i=1

(gi,m − βh(xi;a))
2

where gi,m = −
[︃
∂L(yi, Fm−1(xi))

∂Fm−1(xi)

]︃
Next, the weighting parameter βm is obtained by the point at which the loss L in the
training data with parameters am is the smallest. When using trees as weak learners,
learning rate η is included to control the rate of learning: how much each newly-added
weak learner should contribute to the final model. The maximum depth of the trees h can
be used to control the amount of interactions implicitly modeled by the trees. In addition,
the number of trees M is another hyperparameter to be chosen.

A decision tree ensemble of size M with h = 2 for a dataset of 5 observations is illustrated in
Figure 2.19. The feature space is split into subsections into which individual observations
fall. The prediction for a new observation is the sum of terminal node means from the
individual trees. The criterion for choosing the split variables and locations is the expected
loss reduction resulting from the split. These are searched in greedy manner adding one
branch at a time [90]. In Figure 2.20 the feature space is first split on Variable 1 and then
further split on Variable 2. The level of the sub-surfaces are determined by the sample
mean of the observations that ended up in the corresponding leaf.
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Figure 2.19. A decision tree ensemble of size M and h = 2 where {1, 2, 3, 4, 5} is the set
of observations. Short trees such as these are called stumps.
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XGBoost may be the most widely used open-source tree boosting system [90]. It is known
for scalability, robustness and ability to deal with sparse data. Its innovations include
a sparsity-aware algorithm and improvements to approximate tree learning. Also, it in-
troduced an addition to the learning objective, a regularization term that penalizes the
complexity of the model. XGBoost was chosen as the single non-linear model because it
exhibits useful features like sparsity-awareness and robustness to missing values, irrelevant
attributes and outliers. It also avoids pre-processing steps like scaling and imputation.
It does not have strict statistical assumptions and empirically it exhibits good, in-variant
performance on prediction tasks.
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Figure 2.20. Prediction surface of a fictional decision tree with two splits for a three-
variable case.
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3 Research Methodology and Material

The dataset was obtained from Inside Airbnb1, which offers publicly available information
about Airbnb listings from all over the world in an aggregated, tabular format. It is a
scraped, monthly snapshot of the information on the Airbnb website. The compiled data
falls under fair use in non-commercial use-cases and is available under a CC0 1.0 Universal
license. The site is not affiliated with Airbnb. The data is anonymized to some degree:
it does not contain names or photographs, which would otherwise be available on the
website. The anonymization also includes obscuring the apartment locations, which means
that some of the location data is 0–150 m from the actual location. Whether it includes
noise can be seen, however, from an indicator variable is location exact. There is data
available for the listings, the booking calendars and individual customer reviews. At this
time, there are no viable alternatives to this data source when studying individual Airbnb
listings. AirDNA offers market-level data related to Airbnb.

3.1 Empirical Data

Dataset This thesis utilizes the listings data which is detailed listing-level data and
contains 106 variables in its original format. Data for 7 major cities in Europe is fetched:

• Berlin, Germany

• Paris, France

• Athens, Greece

• Madrid, Spain

• Rome, Italy

• London, United Kingdom

• Prague, Czech Republic

This dataset is a cross-sectional sample from June 2019 with 242 307 unique listings in
total. These cities were chosen because they are major destinations of tourism in Europe.
June was chosen as the point of time because it coincides with the summer holiday season
in Europe. After detecting the language for each listing’s description, the textual de-
scription of the space, every non-English listing was dropped resulting in 176 901 listings.
The language detection was done with a pre-existing implementation of a naive Bayesian
filter2 with 0.90 set as the certainty threshold. Then, the data was sub-sampled so that
each city would be uniformly represented in the sample resulting in 63 000 listings. This is

1http://insideairbnb.com/
2https://pypi.org/project/langdetect/

http://insideairbnb.com/
https://pypi.org/project/langdetect/
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a sufficiently large dataset for a cross sectional study and larger than in almost all previous
studies. A cross-sectional approach is justified as this is the first study to try this deep
learning approach on the textual data: it greatly simplifies the setting from a modeling
point-of-view. This data would be used for the model training and testing: 80 % would be
used for training and 20 % for testing. Each model will be tuned and trained exclusively on
the training set. Then, they will evaluated on the test set. For training the deep learning
models the said training data partition will be further sub-sampled to 13 000 listings, or
25 %, for computational reasons. The sub-sample is thought to faithfully represent the
whole training data and still be sufficiently large. The objective function and evaluation
measure in all cases is the mean squared error (MSE).

Pre-processing The natural logarithm of the $ price is set as the target variable because
the original distribution was skewed to the lower end and long-tailed to the higher end.
The original price had mean 110, median 67 and 276 standard deviation. The log price

had mean 4.27, median 4.20 and 0.78 standard deviation. The distribution of log price

by city is visualized in Figure 3.1. Listings that were missing a price (7) were dropped. No
other observations were dropped besides these which should be emphasized as many pre-
vious studies mentioned in Section 3.2 arbitrarily drop observations to facilitate modeling.
Neither was any outlier detection procedure done.
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Figure 3.1. A density plot of variable log price for each city.

Following this, the explanatory variables were pre-processed. Variables (3) containing
more than 60 % missing values were dropped, the rest containing 23 % missing values at
most. The binary features were one-hot-encoded and ordinal features were categorically
encoded if a sensible ordering was found: host response time was encoded as “within
an hour” (0), “within a few hours” (1), “within a day” (2) and “a few days or more” (3),



41

for example. This encoding assumes equidistance between categories. In some cases,
categories were combined: with cancellation policy, categories “moderate”, “moderate
new” and “luxury moderate” were combined, for example. Nominal features like city

were one-hot-encoded. Nominal features (6) which had hundreds of different categories
– neighbourhood, for example – were dropped altogether. One exception was property

type which had multiple categories but had such a distribution that it was possible to one-
hot-encode it as “property type other” (0) and “property type apartment” (1). Discrete
and continuous numerical variables did not require pre-processing.

There were two features that were lists of binary variables: host verifications and
amenities. All the possible different types of verifications and amenities were collected
and counts were computed resulting in 22 unique verification types and 198 unique ameni-
ties. As it was not desirable to one-hot-encode the presence of each and every one, 10
verification types and 14 amenities were chosen. The types were chosen heuristically and
in a manner that would facilitate modeling: an amenity that has 99 % incidence can not be
useful for prediction. Also, features num verifications and num amenities were created.
Single-value columns (7), like for instance has availability, were dropped. Date-related
features were transformed to “months or days passed since”: host since was transformed
to as host months, for example. This is because a date is not viable numerical input
for the models. The two coordinate features latitude and longitude were transformed
into a distance from centre variable, which describes the Manhattan distance to the
city centre3 for each individual city. This feature engineering of the coordinates facili-
tates modeling as the model does not have to learn complex relationships between the
two coordinate features and the city. Otherwise, no interactions were created or heavy
feature engineering conducted as blindly guessing possible interactions is not efficient and
the review-level data is already aggregated into the table in the form of average ratings.
Although, one could have calculated other summary statistics besides the average from the
reviews.

Variables (24) that did not have a meaningful numerical representation, like zip code,
or otherwise irrelevant variables, such as scrape id, were dropped. Variables weekly

price, monthly price, security deposit and cleaning fee were dropped as they are
almost certainly directly determined by the target variable after-the-fact and would be in
contradiction with the prediction task: surely they have a relationship to the target but
in no sense do they determine or cause it. One should not incorporate in to the model
information that is not available at prediction time. It is worth noting that the dataset also
contained engineered or aggregated features (9) like maximum of maximum nights that are
not available from the Airbnb website but were created in an un-disclosed manner by the
Inside Airbnb team. These were dropped altogether for the sake of transparency. Lastly,
it should be known that the size of the apartment, as in “square feet”, is not available in
the dataset. This has major significance later when examining feature importances.

3https://www.latlong.net/

https://www.latlong.net/
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After the pre-processing, 62 993 listings and 78 variables were left, of which 9 were tex-
tual. The 69 numerical variables are summarised in Table 3.1. Distributions for each of
the numerical variables are illustrated in Appendix A in figures Figure A.1, Figure A.2
and Figure A.3. Correlations between numerical variables is visualized in Appendix B
in Figure B.1. There is some redundancy visible in some sets of variables such as those
related to ratings, reviews, availability and between size-related features like accomodates,
bedrooms, bathrooms, beds and guests included. Correlation inside these variable sets
could imply redundancy. This redundancy will require attention when constructing a linear
model as it might introduce multicollinearity.

log price host response time host verif gov id

room type host response rate host verif jumio

accommodates host is superhost host verif off gov id

bathrooms host listings count host verif selfie

bedrooms as host months host verif id manual

beds num host verif host verif facebook

host id verified num reviews amen self checkin

num amenities num reviews ltm amen washer

is location exact reviews per month amen hot water

guests included revi score value amen tv

months since first revi revi score accuracy amen elevator

days since last revi revi score clean amen smoke detector

minimum nights revi score rating amen breakfast

maximum nights revi score check-in amen family friend

prop type apartm revi score location amen refrigerator

room type city Prague amen air condt

dist to centre city Rome amen dishwasher

cancellation policy city Paris amen free parking

requires license city London amen pets allowed

instant bookable city Berlin amen smoking allow

availability 30 city Madrid amen self checkin

availability 60 city Athens

availability 90 host verif work email

availability 365 host verif reviews

Table 3.1. List of the 69 numerical variables.

The textual features that would used to train the deep learning models for feature extrac-
tion will be pre-processed by model-specific tokenization schemes. However, procedures
common to all of these included basic cleaning operations like substitutions: replacing “&”
with “and”, “I’m” with “I am” and “can’t” with “can not”. As opposed to conventional text
mining methods, procedures such as stop-word removal or lemmatization are not performed
with pre-trained word embeddings or Transformers. Theoretically these would reduce the
capacity of the model and practically it is not advisable as the methods themselves were
not designed with said procedures included. Sentence case is preserved and all characters
except letters and digits were dropped. The particular textual feature of the 9 available
ones that was used as input was description and in the case of the Transformer-based
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model a concatenated sequence of name and description. The variable name was used as
the first string and description as its pair. This is a particularity of the BERT-family of
Transformer models that can differentiate between the “topic” and “content” of a sequence
by masking parts of the input sequence and utilizing the [SEP]-token. For the sake of
compute time and model comparability, the rest of the 7 textual features, such as house

rules, notes and neighborhood overview, were not used. Increasing the sequence length
would likely benefit the Transformer-based models and hurt recurrent models.

Descriptive Visualization An example of the name and description content (part)
for a random listing is given in the following quote. Interestingly, the square feet attribute
is mentioned in the first sentence, which is something that is observable in other listings
also. Overall the listings contain frequent typographical errors and are by no means gram-
matically correct, which is to be expected. These errors affect the tokenization process
adversely.

Fascinating apartment next to Acropolis

Stay in style in this elegant 60sqm apartment located in a private boutique building in
the most quiet and famous neighborhood in Athens that is Koukaki. The apartment
can accommodate up to 4 persons suitable for your vacations. Only one kilometers
from all tourist attractions such as Acropolis, Plaka, Syntagma etc. In Koukaki area
you can find Coffe, Bars, restaurant, super markets for all your needs. Of course all
transportation means is easy to find in a short walk. Delightful modern apartment...

The distribution of description length for the different cities is visualized Figure 3.2. The
sequence length is long-tailed to the lower end and skewed to the higher end seeming to
drop off at 200 tokens. This might be a result of a word limit set by Airbnb or a result
of the data scraping procedure completed by Inside Airbnb. Upon further inverstigation,
the latter seems to be true. This reduces the variance of description length. Longer
sequences contain more information and require more model capacity and the opposite is
true for shorter sequences.

Consequently, 220 was set as the maximum sequence length for all models. Sequences
shorter than that were padded from the right with [PAD]-tokens and sequences longer
than that were truncated from the right. The tokenization procedures, vocabularies and
model training are discussed in the Section 3.3. To further understand the content of
description, a word cloud was made and can be seen from Figure 3.3. It contains the
most frequent tokens – excluding stop words – in the descriptions for the whole dataset.
Also, the most frequent words after stop words, “apartment” and “flat”, were removed as
they are not that interesting for analysis.

Many of the most frequent phrases seem to be concerned with geospatial features: “located
in”, “is located”, “walking distance”, “close to”, “heart of”, “walk from”, “minutes walk” and
“the city”. It is good to remember that even though potential guests can see the location of
the apartment of a map, they might not know the significance of that information. That
would require knowledge that only people from the area possess. Some phrases concern
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Figure 3.2. Distribution of description length for each city.

Figure 3.3. Wordcloud for variable description.

amenities or the space in general: “living room”, “double bed”, “the kitchen”, “equipped
kitchen”, “bathrooms”, “sofa bed”, “fully equipped”. However, frequency does not imply
they have a relationship to the price.

Lastly, the geography of apartment locations is illustrated in Figure 3.4. It should be
noted that only 74 % of the listings exhibit the attribute is location exact which refers
to whether the location coordinates were noised after scraping. The points are colored
by log price, purple being lower and yellow being higher. No clear relationship between
location and price can be seen visually apart from spurious local occurrences of higher
price.
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Figure 3.4. Apartment coordinates projected on to city maps.
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3.2 Previous Research

Studies on Airbnb Numerous other studies have utilized the same Inside Airbnb data
source. This thesis focuses on those specifically and not on econometric studies of short-
term accommodation price determination in general. Most of these have been done in
2018–2019 and have focused on Airbnb price determinants. A large number of them use
ordinary least-squares regression (OLS) and quantile regression (QR) with a hedonic pricing
model [92–101]. Hedonic price models try to identify factors – internal and external –
that affect the price [102]. These studies have focused on uncovering causal relationships
between the listings’ attributes and price. Therefore the evaluation has focused on R2

and the statistical importance of features, not on prediction error. Others have used basic
machine learning methods such as decision trees on the tabular data [103–106]. Some have
extracted features from the visual data by manual labeling and incorporated those into a
linear model [107, 108]. A few have used basic text mining methods like topic modeling
and sentiment analysis on the individual customer reviews, sometimes reducing results to
a listing-level feature that is used in a linear model [109–115]. Lastly, there have been some
time series and dynamic pricing approaches [116–119].

Classic Statistical Methods Many of the linear regression approaches have focused
on attributes like inclusion of specific amenities. Teubner et al. [94] studied 86 German
cities and 15 198 listings with OLS. They conclude that the host’s ratings, host’s expe-
rience and inclusion of apartment photos increase price. They included 6 variables all of
which were signals of trustworthiness. Has verification, is superhost and duration

of membership were most significant and R2 of the model was 0.396. Lorde et al. [96]
conducted price analysis in 12 Caribbean countries with OLS and QR on 3 046 listings and
36 variables. R2 of the best model was 0.605 and 32 features were statistically significant
bathrooms, entire space and specific amenities having the largest effect. Chen and Xie
[97] had similar results on an Austin, United States dataset of 5 799 listings. They also
argue that intrinsic attributes trump social attributes like trustworthiness. Their model’s
R2 was 0.673. Wang and Nicolau [101] used OLS and QR on 180 533 observations with 25
variables from 33 cities around the globe. Entire home, bathrooms, bedrooms, real bed,
superhost and host identity verified had a positive effect while the amenity smoking

allowed had a significant negative effect.

Others using this approach have focused particularly on the relationship between location
and price. Chica-Olmo et al. [100] studied the effect of location on pricing in Málaga with
2 967 listings and 22 variables. In addition to OLS, they used a spatial regression model.
Best R2 was with a spatial error model bathrooms, bedroom and pool still being the most
important features. Zhang et al. [93] employed OLS and a geographically weighted regres-
sion to a sample of 794 listings from Nashville, United States. Proximity to convention

centre and proximity to highway had the most significant positive effects. R2 were 0.11
and 0.25 respectively. Perez-Sanchez et al. [92] used OLS and QR on 4 184 listings and 26
variables from Valencia, Spain. R2 was 0.639 and price was concluded to increase as dis-
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tance from the tourist area grew and decrease the farther away from the coastline it was.
Some of the strongest explanatory variables were listing type, number of bathrooms

and max guests. Önder et al. [99] concludes that price depends on characteristics of the
listing and proximity to points of interest. They had data for 1 164 listings in Tallinn,
Estonia and 8 variables. The OLS had an R2 of 0.475 with bedrooms and bathrooms

being the most significant. Falk et al. [98] studied 117 000 listings in Switzerland with
40 variables. Indicator variables entire property, luxury and penthouse were the most
important attributes while location was not significant. R2 for their model was 0.44.

Machine Learning Approaches A few studies have also applied machine learning
methods to study price determinants. Moreno-Izquierdo et al. [103] used 10 000 listings
and 23 variables from Valencia, Spain to conclude that feed-forward neural networks work
better than linear regression models in terms of predictive accuracy. Chattopadhya and
Mitra [104] applied a random forest model to a dataset of United States cities with 143
variables. The evaluation was done per city with RMSE ranging from 56 to 382. Impor-
tant features were bathrooms, accommodates, beds, reviews per month and number of

reviews. Choudhary et al. [105] tried to predict prices for new listings in San Francisco,
United States. They fitted a random forest on 7 000 listings with a RMSE of 28.35. The
most important features were month, number of reviews and cleaning fee with location
attributes following.

Visual Data Utilization The more unusual approaches to price determination include
visual features like the facial expression of the host in photographs. Jaeger et al. [107]
studied facial attractiveness and trustworthiness in New York, United States. Said features
were obtained through a manual labeling process and the dataset consisted of 1 020 listings
and 10 variables. Their OLS had an R2 of 0.643. Entire apartmanent had a major effect
while attractiveness had only a minor effect. Ert et al. [108] also studied the effects
of trust and reputation. They claim that the hosts’ trustworthiness can be inferred from
the host photos and that it affects consumers’ choice. Also, they argue that the hosts’
reputation can not be inferred from the online review scores as it has no effect on price.
The method was a controlled experiment in Stockholm, Sweden with 395 observations.
OLS was fitted with 10 variables and an R2 of 0.47 was achieved. Trustworthiness,
entire apartment and bedrooms were important features.

Text Mining Approaches A few studies have experimented with text mining ap-
proaches. However, only limited inferences can be made from these as they are more
descriptive in nature. Tang and McNicholas [112] utilized a penalized mixture of latent
traits model to 63 812 listings from Boston, United States. This revealed two latent traits
and four clusters for the customer reviews. The traits were property and host. The clus-
ters were positive property, positive host, negative property and non-positive

general. These could be used for better understanding what drives consumer satisfac-
tion and are useful for customer segmentation. Lawani et al. [109] conducted sentiment
analysis on reviews of 2 051 hosts in Boston, United States. Deriving the sentiment score
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was based on matching words to fixed sentiment vocabulary. A sentiment summary fea-
ture was utilized along with 17 other variables in a spatial auto-regressive model. How-
ever, cancellation policy and room type ended up being the most important variables.
Cheng and Jin [110] also applied text mining and sentiment analysis to individual reviews.
The data was from Sydney, Australia and included 170 124 reviews. They utilized an al-
gorithm based on word frequency and three themes of interest were identified: location,
amenities and host. They also discovered a positive bias in reviews, something that is
visible from the aggregated review scores in Figure A.2. Zhang [111] explored customers’
experiences by text mining customer reviews. Content analysis and topic modeling by
latent Dirichlet allocation was conducted on 1 026 988 reviews for 50 933 listing in 7 cities
from the United States. For content analysis, they used a text analysis tool based on
word matching and word counting. According to the content analysis, negative reviews
were more authentic than positive ones. The topic modeling results were compared to
hotels: dimensions that were unique to Airbnb were late check-in, food in kitchen,
help from host and host response, for example. Situmorang et al. [113] used latent
Dirichlet allocation and sentiment analysis. Social benefit and service quality were
the themes seen to determine customer satisfaction. Luo and Tang [114] used a topic mod-
eling algorithm to study customer reviews. Five themes were identified as communication,
experience, location, product and value. Lee et al. [115] investigated determinants of
customer satisfaction by text mining 169 666 reviews from London, United Kingdom by
clustering word co-occurrence data. Common attributes consistent across time are found to
be amenities, cleanliness, homeliness, host, location, transport and connectivity.
Although, there is some change in preferences across time and by the time of year.

Dynamic Pricing The last type of studies are the time series or dynamic price setting
approaches. Oskam et al. [116] analysed 11 264 907 daily observations of 32 815 listings
from Amsterdam, Netherlands to conclude that frequent price adjusting leads to better
revenue per room, average daily rate and occupancy. The model was linear regression with
an R2 of 0.43. Neumann et al. [120] claim that price increases lead to lower ratings and
that quality signals increase prices. They used a dataset of 143 405 observations of 41 870
listing from United States cities with the model’s R2 reaching 0.166. They also note that
the rating scores are inflated and not reliable as a quality signal and therefore not relevant
in price determination. Kwok et al. [117] discovered that multi-listing hosts perform better
than single-listing hosts. They can maintain a higher and a more static price than other
hosts in the neighbourhood. Their data was 320 243 listings from United States cities with
14 variables the model’s R2 being 0.249. A team from Airbnb has also published a paper
related to a dynamic pricing tool they have developed internally [118]. It is a tool for
hosts to automatically set an optimal price for their listing. Technically is a 3-stage price
prediction model consisting of a binary classification model predicting booking probability,
a regression model predicting optimal price for the day and lastly some personalized logic
on top of that. This model has been utilized by some price-related tools that are offered
to the hosts using Airbnb. However, it is not disclosed to what extent these are utilized
by hosts. The model is reported to be better than a conventional revenue-maximization
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pricing strategy. There are also third-party services that offer these sorts of price setting
tools to hosts [119, 121].

Conclusions and Justification What can be concluded from the above-described stud-
ies? As there is no apartment size attribute, like “square feet”, available, the models seem to
benefit greatly from proxy variables like bedrooms and bathrooms. The approaches to tex-
tual data have been quite simplistic so far and have focused only on the customer reviews
rather than listing-level data. Also, they have used very specific text mining tools more
often rather than actual probabilistic models. Machine learning approaches have been very
few: no deep learning methods have been applied to textual or image data. However, it is
almost certainly true that the apartment images and textual information like description
affect customer choice to some extent. These represent latent features that would be hard
to engineer by hand. However, one can ask that are they redundant? This thesis focuses
on discovering the price-relevant semantic content of the variable description and its
relationship to log price when all the other conventional factors have been accounted
for. This approach assumes that the text contains semantic content pertaining to things
consumers find valuable or that the text exhibits some other feature such as “conciseness”
or “good grammar” that affects price.

The practical question this thesis tries to solve is: “can price prediction models be improved
by the semantic information offered by the textual features?”. If the predictions can be
improved, it proves that the textual data contains useful information related to price
determination in the same way as the apartment images can contain information related
to the trustworthiness of the host. However, rather than modeling an intermediate feature
like a “trustworthiness score”, a more direct approach is employed to extract only the
price-relevant information. It is unlikely that the extracted feature would be sufficient for
accurate prediction just by itself, nonetheless, it might help the previously tried models
in prediction. This work is not as much focused on proving causality as it is interested in
feature importance and accurate price prediction. The methods that will be applied to the
textual features are recurrent neural networks combined with pre-trained word embeddings
and contextualized embeddings from Transformer-based models.
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3.3 Analysis Method

A 2-stage Modeling Approach was adopted. First, four different deep learning models
will be applied to the textual features of the dataset:

1. biLSTM network with pre-trained GloVe embeddings

2. biLSTM network with pre-trained Word2Vec embeddings

3. Feed-forward network using embeddings from ALBERTbase

4. Feed-forward network using embeddings from ALBERTlarge

They are each trained and evaluated on the 25 % subset of the original training set of which
8 320 are used for training, 2 080 for validation and 2 600 for testing. The best-performing
model is chosen to produce a new feature for each observation in the whole of the training
and testing sets: 50 394 for training and 12 59 for testing. The following two models utilize
the original 69 features from Table 3.1 and the new extracted feature.

1. Ordinary least-squares linear regression

2. Gradient boosted decision tree ensemble

Recurrent Models The vocabulary size |V| for all deep learning models is 30 000 and
sequence length T is 220. 30 K is chosen because ALBERT has the same vocabulary size
and also it should be sufficienty large for the task. The tokenization for the recurrent models
is simple: we create a vocabulary V from the tokens found in the training data and fetch
embeddings for those from a look-up table. 35 464 unique tokens were found in the training
data. Therefore, only the 30 000 most frequent tokens were retained in the vocabulary. The
look-up table varies by the chosen embedding type: Word2Vec or GloVe. The pre-trained
Word2Vec has embeddings available for 3 M tokens and was trained on GoogleNews data4.
The pre-trained GloVe has embeddings for 2.2 M tokens and was trained on Common
Crawl5. The embeddings are in both cases of size E = 300. From Word2Vec, embeddings
are found for 21 066 words in the vocabulary. From GloVe, embeddings are found for 23
807 words in the vocabulary. Zero initialization was used for out-of-vocabulary tokens.
The input to the model for a single sequence will be the sequence of embedding vectors,
a matrix of size T × E. Technically the embedding matrix E ∈ R|V|×E is part of the
model but the parameters are not trainable. Training is done by modeling the regression
task of price prediction with mean squared error as the objective function. The input is
fed into a bi-directional LSTM network (biLSTM) with dmodel dimensionality producing a
sequence representation of dimension 2 × dmodel as output. It has twice the size because
the hidden states of the two directions is concatenated. This aggregated representations
has no order, only directions of variation. This is fed into a feed-foward network with 2
hidden layers each having the same dimensionality dff . This output is fed into the single
output unit with identity activation producing a log price prediction. Dropout [59] is

4GoogleNews-vectors-negative300
5glove.840B.300d
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employed before and after the biLSTM and between the hidden layers of the feed-forward
network with magnitude pdrop. Recurrent dropout is also performed on the recurrent state
of the LSTM. The weights of the feed-forward and LSTM units have a uniform Glorot
initialization [122] and biases are zeroes. The activations of the feed-forward units are
RELu [16] and tanh and sigmoid in the LSTM. The models are all trained with mini-batch
stochastic gradient descent with the Adam optimizer [58] for Nepochs epochs. |Bi| is set as
batch size and lr as the learning rate. This architecture is illustrated in Figure 3.5.
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Figure 3.5. The biLSTM model architecture used with pre-trained word embeddings.

The hyperparameters of the models were chosen heuristically by trial-and-error as con-
ventional hyperparameter optimization schemes are not computationally feasible for local
training in this case. This would require transitioning to a cloud computing environment.
The hyperparameter optimization process was guided by performance evaluation on the
validation set. After the hyperparameters had been chosen, the model was trained until
the point at which the validation error had reached a minimum and started to increase,
indicating a point of optimal bias-variance trade-off had been reached in terms of the ob-
jective function. Only the training examples were used in the actual step-wise optimization
process. Next, evaluation was done on the test set. This is the actual measure of the model
performance as it approximates the true generalization error. The training and test errors
are summarized in Chapter 4 while the chosen hyperparameter values are summarised in
Table 3.2. They are not optimal performance-wise in a strict sense as an exhaustive search
was not done. An arbitrary way to increase the capacity of the biLSTM would have been
to return hidden state of the units at each time-step and reduce that to a vector of size
dmodel rather than simply using the last hidden state. However, the aim was to achieve a
sense of comparability to the other models.

dmodel E pdrop dff lr Nparams Nepochs |Bi|

GloVe 150 300 0.1 150 1 · 10−3 587 K 10 16
Word2Vec 150 300 0.1 150 1 · 10−3 587 K 8 16

Table 3.2. Chosen hyperparameter values of the biLSTM models.

Transformer Models The Transformer-based architecture is very similar. The pre-
trained ALBERT fetches input embeddings for each token present in the sequence and
passes those through the model, producin contextualized, word-level representations as its
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hidden states. ALBERT has a vocabulary of 30 000 words but it employs a sub-word
tokenization scheme so it is more efficient with the out-of-vocabulary problem: OOV-
words are broken down into sub-words greedily. ALBERT outputs a Rdmodel vector for
each token in the sequence resulting in a T × dmodel matrix. However, only the the vector
corresponding to the [CLS]-token is utilized. This token corresponds to the token used
in the next sentence prediction pre-training task. This is a sequence embedding that
aggregates the semantic content of the sequence and it can also be used for classification
tasks. Although, reduction along the sequence length direction was tried as well as feeding
the full contextualized embedding matrix into a biLSTM as in Figure 3.5. Also, applying
1D-convolutions of kernel size 2 to the full outputs was tried. These latter approaches,
however, produced no performance benefit and only increased compute cost: the sequence
representation is sufficient for the task as the task is not token-level. As before, this
sequence representation has no order, only factors of variation. The representation is fed
into a feed-forward network as in the biLSTM architecture. This is, however, a fine-tuning
process meaning that only the last layers of the model change significantly and a smaller
learning rate is used. This architecture is illustrated in Figure 3.6.
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Figure 3.6. The ALBERT-based model architecture.

The chosen hyperparameter values for the ALBERT-based models is summarised are Ta-
ble 3.3. Two configurations of ALBERT were trained: base and large. There exist, however,
three larger configurations. The largest one, xxlarge, has 223 M parameters. Dropout is
not utilized inside the ALBERT as suggested by the original paper [48]. However, it is
employed after the encoder in the latter parts. The size of the encoder stack N enc

stack and
the dimensionality of ALBERT’s feed-forward networks d enc

ff vary by configuration. The
static input embedding size E is 128 in both cases. The output dimensionality of the
base configuration dmodel is larger than with the biLSTM. However, the biLSTM has clear
diminishing returns in increasing hidden state dimensionality. As with the biLSTM archi-
tecture, an arbitrary way to increase the task-specific capacity of ALBERT would be to
sum or concatenate token-wise hidden state representations from earlier layers to the last
hidden state rather than simply using the last one.

Main Models The predictions from the best of the above-mentioned four models are
incorporated into the two main models along with 69 original variables. It is the same for
the linear model and the gradient boosted decision tree ensemble. Then, their statistical
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N enc
stack d enc

ff E h dmodel pdrop dff lr Nparams Nepochs |Bi|

Base 12 3072 128 12 768 0.1 150 2 · 10−5 11 M 4 16
Large 24 4096 128 16 1024 0.1 150 1 · 10−5 17 M 7 8

Table 3.3. Chosen hyperparameter values of the ALBERT models.

significance and effect magnitude were determined and model diagnostics was conducted.
Other feature importance measures were used with the gradient boosting decision tree
ensemble. An alternative to this two-stage setup would be to fit the textual and numerical
models separately and use a prediction averaging approach or ensembling to determine the
final predictions. However, in this case the model would not be able to model the pair-
wise interactions of the textual feature to other explanatory variables. For instance, how
much should the prediction from the deep learning model be trusted when the apartment
is in Athens versus Berlin. After all, the goal of this study is to determine if the textual
feature is useful even after accounting for the other variables. The linear model does not
have access to explicit interactions, however. Also, I am not letting the extracted feature
vector of size dmodel interact with the 69 existing attributes. This would increase the
dimensionality of the modeling immensely. As the dummy variables for the city encompass
the whole space of possibilities in the linear model, city Athens was dropped. Thus, the
fitted coefficients express change in the target variable with Athens as baseline. For the
linear model, missing values in the training and test sets were imputed based on training
set statistics as it was not possible to fit the model otherwise: numerical variables by
mean imputation and categorical variables by mode imputation. The missing values were
presumed to be missing at random. Without imputation, fitting the model would require
dropping over half of the observations. Also, the numerical variables were normalized to
standard normal in the linear model. The decision tree model does not require imputation,
scaling or removing dummy variables. The chosen hyperparameter values for the decision
tree ensemble are summarised in Table 3.4. child weight is the minimum sum of instance
weight needed in a leaf. pcol and pcol are the feature- and observation sub-sampling ratios. λ
is a ℓ2-regularization term on leaf weights while split loss is the minimum loss reduction
required to make a further partitions.

h pcol pobs child weight split loss η λ M

2 0.8 0.7 14.6 0 0.2 1.2 2 300

Table 3.4. Chosen hyperparameter values of the XGBoost model.

The code6 required to run the experiments is implemented in the Python programming
language. Open-source libraries PyTorch and TensorFlow are used to implement the deep
learning models. The gradient boosting machine is implemented with the XGBoost library.
The linear regression is implemented in the R programming language.

6https://github.com/Anntey/school-thesis

https://github.com/Anntey/school-thesis
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4 Results and Analysis

This chapter presents the results. The performance of the main models is evaluated by
predictive performance and goodness-of-fit measures. The effect of including the extracted
textual feature in the linear and non-linear models is investigated. An attempt to un-
derstand the inner workings of the chosen model is made by visualizing the generated
intermediate representations in reduced space.

4.1 Predictive Performance

Deep Learning Models After fitting each of the four deep learning model architectures
on the same training data and evaluating on the same test set, the results in Table 4.1
were obtained. As was previously mentioned, the training and test sets were formed from
a 25 % sub-sample of the whole training set. ALBERTlarge had the best performance in
the price prediction task in terms of test error: it has a mean squared error of 0.177 in
the training data and 0.333 in the test data. Thus, it was chosen as the model to extract
a feature for the whole training data and the separate test set. This augmented data set
with the new feature was used in fitting and evaluating the linear model and the gradient
boosted decision tree ensemble.

Model Train error Val error Test error

biLSTM w/ GloVe 0.250 0.430 0.465
biLSTM w/ Word2Vec 0.390 0.440 0.468
Feed-forward w/ ALBERTbase 0.206 0.315 0.350
Feed-forward w/ ALBERTlarge 0.177 0.298 0.333

Table 4.1. Mean squared error for the four different deep learning models.

The Main Models utilized a training set of 50 394 listings and a test set of 12 599
listings. The data included the 69 original variables and the new extracted variable. The
results are summarised in Table 4.2. The linear regression model reached a training error of
0.302 and a test error of 0.308 without the textual feature. There was nothing alarming in
the model’s residual plots and the F-statistic had a p-value of 2.2 · 10−16. R2 in the training
set was 0.501. When the text feature was included, training error was 0.241 and test
error 0.255 while R2 was 0.601. This means that there was an improvement in prediction
performance and goodness-of-fit. Also, this model was a better fit than in much of the
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previous research. The statistical significance and effect magnitude of the explanatory
variables this model can be seen from Appendix B. 49 out or 68 variables were statistically
significant property type Apartment having the largest effect. The next variables in
the terms of magnitude were indicator variables host verif government id, num host

verifications and text feature all increasing log price. The least important variables
in terms of effect magnitude were amenity Air conditioning, amenity Pets allowed

and city Madrid.

Model Train error Test error

Sample mean 0.597 0.629
OLS w/o feature 0.302 0.308
OLS w/ feature 0.241 0.255
GBM w/o feature 0.064 0.173
GBM w/ feature 0.055 0.165

Table 4.2. Model performance for the two main models with and without the new feature.

To study the possible non-linear relationship between the target variable and the features,
a gradient boosting decision tree ensemble was fit to the same data. The results are also
available in Table 4.2. As with the linear model, the inclusion of the extracted textual
feature improved predictive performance from 0.173 to 0.165 mean squared error in the
test set. The differences in evaluation measures makes comparison with previous studies
difficult. Also, there is not a goodness-of-fit measure like R2 available for this model
type. Also, each study contains different cities and different times points. Overall, this
model reached better performance than the linear model in all cases with and without the
new feature. However, this decision tree ensemble does not benefit from the new feature
as much as the linear model. One the other hand, the description by itself contains
much of the information to model the price accurately. Nonetheless, the most important
features for price prediction were city Athens in both cases. Textual feature was third
when it was included. This can be seen from Figure 4.1. Some of the least important
variables included those related to host verifications, particular amenities, review scores
and availability. These feature importances used gain as the importance measure. Gain is
the average gain across all splits the feature is used in. It is calculated as improvement in the
objective function upon a feature split. It describes the relative contribution of a feature in
prediction when compared to other features. This can be categorized as a saliency method :
it evaluates the importance of input components in their contribution to a prediction [123].
On the other hand, the linear model has interpretability via mathematical structure: a pre-
defined model [123]. Other feature importance measures like weight and cover that rely
on usage frequency of the variable gave much higher importances to text feature: it was
the most important variable by a large margin.
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Figure 4.1. Feature importance for the 20 hightest scores in the gradient boosting machine.
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4.2 Model Understanding

Predictions To further understand how the models arrived at the predictions, some
further investigation was done. First, the relationship between the ALBERT model’s
prediction and the actual target is visualized in Figure 4.2. The correlation between the
two is 0.72. There is a small level of quantization visible in the target while the prediction
is continuous. This might be a result of rounding in the original prices. The prediction
error could possibly be reduced heuristically by rule-based rounding to said quantization
levels. There is a somewhat linear relationship between the two variables.
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Figure 4.2. The relationship between text feature and log price.

Next, density plots were drawn in Figure 4.3. It can be clearly seen that the main difference
between the ALBERT model predictions and the GBM predictions is that the latter models
the long tail in the higher end better. Also, the probability mass is less concentrated. The
notch on the left side of the peak, likely an artifact from overfitting to the training set,
is gone. The main shortcoming of the GBM model is the inability to model the smaller
bumps of the long tail in the higher end. Some probability mass from around the mean
should should be moved to both of the tails.

Intermediate Representations The question of how the ALBERT model reached the
predictions it did is a very difficult one. While it is possible to visualize the attention
weights for individual sequences [77], they become largely irrelevant after passing through
the feed-forward network as the attributions for those features get arbitrary magnitudes.
Also, the attention weights are not actually that useful for discovering the possible latent
features from the textual dataset as a whole: they model the syntactic and semantic fea-
tures of the text which are on a low level of abstraction. The directions of variation in the
output could be more useful for uncovering the latent features but the token-wise embed-



58

1 2 3 4 5 6 7 8
Text feature/log price

D
en

si
ty

True
Pred

1 2 3 4 5 6 7 8
Prediction/log price

D
en

si
ty

True
Pred

Figure 4.3. Left: predictions of the deep learning model for the test set. Right: predictions
of the GBM for the test set.

dings are contextual meaning that they inhabit different parts of the dmodel-dimensional
space in different sequences. This describes well the trade-off [123] between explainabil-
ity and performance: language is inherently contextual but if we model it as such the
representations become too complex for humans for comprehend. Furthermore, these rep-
resentations are also passed through a multi-layer feed-forward network forming arbitrary
combinations and interactions.

Previously, topic modeling has been applied to individual Airbnb customer reviews. This
could also be done for the listing-level variable description which could help in discovering
the price-relevant latent factors. Manually labeling a dataset according to some factors,
could be very labor-intensive and the success uncertain. Nonetheless, labeling would be
required to uncover causal relationships. Previous attempts to manually label datasets
according hypothesized latent factors have been largely unfruitful. There have been some
attempts to develop a general framework for extracting truthful feature attributions from
neural network models [123, 124], however, most of these are focused on convolutional
computer vision models and the practical implementation is arduous and out of scope for
this thesis. This is definitely an avenue for further studies into the subject.

Despite these drawbacks, an attempt was made to understand the word and sentence
embeddings of ALBERT. Figure 4.4 visualizes ALBERT’s input embeddings in reduced
space for 200 words. The words are the 100 “priciest” and 100 “cheapest” words. The “price”
of a word was determined by the mean log price of the listings it was mentioned in. That
mean price determined the color of point in the figure while the frequency determined the
size. The embeddings of size 128 are mapped to 2-dimensional space with t-SNE [40] at
30 perplexity. t-SNE is a popular non-linear dimensionality reduction method based on
preserving probabilistic neighbourhoods in the mapping to reduced space. Some interesting
observations include the fact that all words related to “sharing” imply a lower price and they
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occupy the same point in reduced space. The same can be seen with “mate”, “roommate”
and “student”. There is a set of districts from London that are clustered together and imply
higher price: “buckingham”, “chelsea”, “marylebone”, “hyde” and “kensington”. Positive
adjectives “luxury”, “sophisticated”, “exceptional”, “impressive”, “grand” and “superior” are
also clustered and imply higher prices. Another interesting particularity is that words
“metropolitan” and “multicultural” are semantically similar in the reduced space but far
apart in terms of the mean price “multicultural” having a negative effect. There are a lot
of subwords that obfuscate the visual analysis.
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Figure 4.4. 2D t-SNE of ALBERT’s input embeddings for 200 of the “priciest” and
“cheapest” words.

Figure 4.5 shows the 100 most frequent and 100 least frequent words. Stop words and
words with a frequency of less that 30 were excluded from the computation. The points
are colored by price and sized by the frequency. ALBERT manages to map numbers, digits
and written ones, to the same part of the space. Country-related words like “athens”,
“madrid” and “prague” are close to each other but “athens” implies a lower price. Parts
of the space like “bathroom”, “sofa”, “bed” and “shower” are frequent and imply a slightly
higher price than average. However, it is likely that information about these amenities is
already available elsewhere besides the description.

Lastly, the sequence representations produced by ALBERT are visualized in Figure 4.6. All
points in the training set are included and they are colored by the actual price. The textual
content of the sequences are, however, too long to visualize in a printed medium. The
points exhibit some patterns but the two dimensions alone would not be enough to model
a regression task successfully. This is unsurprising as the problem likely requires more than
two features to model properly. It can also be deduced from the fact that ALBERTlarge

has better performance than ALBERTbase. However, the points form clusters and in each
cluster there is – at least to some extent – a gradient from low prices to high prices in some
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Figure 4.5. 2D t-SNE of ALBERT’s input embeddings for 100 of the most and least
frequent words.
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5 Conclusions

The aim of this thesis was to determine if the textual description of AirBnB apartments
contains price-relevant semantic content through a deep language representation approach.
The best-performing deep learning model on the chosen dataset was sequence represen-
tations from ALBERTlarge followed with a feed-forward network. The predictions of the
that model were incorporated into a linear and a non-linear model: a least-squares linear
regression and a gradient boosted decision tree ensemble.

From the results, we can conclude that the feature extracted from the textual data was
useful in prediction and had a statistically significant effect of non-trivial magnitude on
log price even after accounting for all the other attributes. The extracted feature by
itself had a MSE twice that of the final model’s which means that other attributes are also
relevant for price determination. The non-linear model faired almost as well even without
the feature included. On the other hand, description just by itself contains much of the
information required to model the price accurately. This implies that the feature might be
redundant: the information in the text might already be available elsewhere in the dataset.
However, it is good to note that not all the text fields were used. Rather, only the most
basic one of them was used. Other fields like neighborhood overview and transit might
prove useful for prediction. The extracted feature was technically a price prediction itself.
It was sort of a summary feature of the price-relevant content of description. Rather than
manually labeling the textual data with classes like mentions X or has positive sentiment,
a more direct, maybe even an arbitrary approach was chosen by directly predicting the
target variable. Thus, it is not in the least bit surprising that it has high importance for
prediction. Also, it would not have been possible to label the texts manually as the latent
features are not known. The main fundamental reason for using neural network is that
they internally generate features from raw data.

The conclusions of this thesis are twofold. Firstly, a Transformer-based model can be
used for regression tasks with reasonable success even though there is a disconnect in the
pre-training task and the fine-tuning task. Secondly, the textual data of Airbnb listings
can be considered to have some additional information pertaining to things customers find
valuable and thus affect price besides the previously known numerical attributes. It seems
like the description contains some information that is not attainable from the individual
attributes. It is also possible that it is the appearance of the text that affects the price
and not the content by itself.
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This thesis was the first to apply a deep learning model to the textual features. The per-
formance of the models was better than in much of the previous research. These results
could be utilized in trying to identify the latent variables in the textual data or extend the
architecture to a time series case. Identifying said latent factors was, unfortunately, not suc-
cessful in this thesis. Although, any further work on the subject is encouraged to compute
feature attributions for the output of Transformer-based architectures. Neural networks
are practically black boxes despite efforts to produce solutions for determining feature at-
tributions. Summarizing the results of a deep learning model collides with the inability of
humans to comprehend non-linear relationships, interactions and high-dimensional spaces.
Attaining explainable results might require adjusting our conceptions of what constitutes
explanation.

The benefit of using ALBERT compared to static word embeddings and recurrent neural
networks was the increased model capacity and the ability to deal with contextuality. Also,
the improvement in performance when moving from ALBERTbase to ALBERTlarge implies
that the latent factors contained in the text requires hundreds of dimensions to numerically
encode. It was confirmed that the contextualized word representations combined with task-
specific fine-tuning trumps static, pre-learned word representations. However, utilizing
self-attention or multi-layer structures could have benefited the recurrent architectures.
The next study that intends to use the description data should re-scrape the whole web
content independent of Inside Airbnb to ensure that the data is in its original format.

An avenue for further study would be to extract price-relevant features from the apartment
and host photographs with convolutional neural networks. Previously, image data has been
only utilized in trying to manually create measures of trustworthiness or attractiveness and
study hypotheses related to those. These results have been largely inconclusive. Nonethe-
less, the apartment photos almost surely contain information that has an effect on the
asking price. Maybe even more so than the textual data. For instance, there could the
latent qualitative attributes related to the cleanliness or age of the apartment and also at-
tributes related to the actual quality of the pictures: are they professional high-resolution
photos or blurry photos taken with an outdated phone camera in poor lighting. Scrap-
ing these photos from the listings would be easy as the URLs are already included in the
dataset. There are of course other interesting things related to Airbnb listings besides price
determinants. These include the effects of Airbnb on conventional accomodation industry:
do the Airbnb hosts offer something that hotels can not? Could the lost market share be
reclaimed just by matching the attributes of the Airbnb apartments? There are also open
questions related to the social dynamics of peer-to-peer platforms, like trust and positivity
bias stemming from adhering to social norms.



63

References

[1] Guttentag, D. Airbnb: Disruptive Innovation and the Rise of an Informal Tourism
Accommodation Sector. Current Issues in Tourism 18.12 (2015), 1192–1217.

[2] Goldberg, Y. A Primer on Neural Network Models for Natural Language Processing.
Journal of Artificial Intelligence Research 57.1 (Sept. 2016), 345–420.

[3] Kamath, U., Liu, J. and Whitaker, J. Deep learning for NLP and Speech Recognition.
Springer, 2019.

[4] Aggarwal, C. C. Machine Learning for Text. Springer, 2018. isbn: 978-3-319-73531-
3.

[5] Goodfellow, I., Bengio, Y. and Courville, A. Deep Learning. Adaptive Computation
and Machine Learning Series. MIT Press, 2016. isbn: 978-0-262-03561-3.

[6] Ramos, J. Using TF-IDF to Determine Word Relevance in Document Queries. Pro-
ceedings of the First Instructional Conference on Machine Learning. Vol. 242. 2003,
133–142.

[7] Xu, W. and Rudnicky, A. I. Can Artificial Neural Networks Learn Language Mod-
els?: INTERSPEECH 2000. 2000.

[8] Bengio, Y., Ducharme, R., Vincent, P. and Janvin, C. A Neural Probabilistic Lan-
guage Model. Journal of Machine Learning Research 3 (Mar. 2003), 1137–1155.

[9] Miikkulainen, R. and Dyer, M. G. Natural Language Processing with Modular DPD
Networks and Distributed Lexicon. Cognitive Science 15.3 (1991), 343–399.

[10] Schwenk, H. Continuous Space Language Models. Computer Speech & Language
21.3 (2007), 492–518.

[11] D. E. Rumelhart, J. L. McClelland and C. PDP Research Group, eds. Parallel Dis-
tributed Processing: Explorations in the Microstructure of Cognition, Vol. 1: Foun-
dations. MIT Press, 1986. isbn: 026268053X.

[12] Miikkulainen, R. and Dyer, M. G. Building Distributed Representations Without Mi-
crofeatures. University of California, Computer Science Department, AI laboratory,
1987.

[13] Rumelhart, D. E., Hinton, G. E. and Williams, R. J. Learning Representations by
Back-propagating Errors. Nature 323.6088 (1986), 533–536.

[14] Elman, J. L. Finding Structure in Time. Cognitive Science 14.2 (1990), 179–211.
[15] Rosenblatt, F. The Perceptron, a Perceiving and Recognizing Automaton. Report

85-460-1 (1957).
[16] Nair, V. and Hinton, G. E. Rectified Linear Units Improve Restricted Boltzmann

Machines. Vol. 27. 2010, 807–814.



64

[17] Morin, F. and Bengio, Y. Hierarchical Probabilistic Neural Network Language
Model. AISTATS’05. Vol. 5. 2005, 246–252.

[18] Robbins, H. E. A Stochastic Approximation Method. Annals of Mathematical Statis-
tics 22 (2007), 400–407.

[19] Schwenk, H., Costa-juss, M. and Fonollosa, J. Continuous Space Language Models
for the IWSLT 2006 Task. (Jan. 2006).

[20] Collobert, R. and Weston, J. A Unified Architecture for Natural Language Pro-
cessing: Deep Neural Networks with Multitask Learning. Proceedings of the 25th
International Conference on Machine Learning. ICML ’08. Association for Com-
puting Machinery, 2008, 160–167. isbn: 9781605582054.

[21] Turian, J., Ratinov, L.-A. and Bengio, Y. Word Representations: A Simple and Gen-
eral Method for Semi-Supervised Learning. Proceedings of the 48th Annual Meeting
of the Association for Computational Linguistics. Association for Computational
Linguistics, July 2010, 384–394.

[22] Mikolov, T., Karafiát, M., Burget, L., Cernocký, J. and Khudanpur, S. Recurrent
Neural Network Based Language Model. Vol. 2. Jan. 2010, 1045–1048.

[23] Kalchbrenner, N. and Blunsom, P. Recurrent Continuous Translation Models. Pro-
ceedings of the 2013 Conference on Empirical Methods in Natural Language Pro-
cessing. Association for Computational Linguistics, Oct. 2013, 1700–1709.

[24] Mikolov, T., Chen, K., Corrado, G. and Dean, J. Efficient Estimation of Word
Representations in Vector Space. arXiv.org (2013).

[25] Pennington, J., Socher, R. and Manning, C. Glove: Global Vectors for Word Rep-
resentation. Proceedings of the 2014 Conference on Empirical Methods in Natural
Language Processing. Association for Computational Linguistics, Oct. 2014, 1532–
1543.

[26] Mikolov, T., Yih, W.-t. and Zweig, G. Linguistic Regularities in Continuous Space
Word Representations. Proceedings of the 2013 Conference of the North American
Chapter of the Association for Computational Linguistics: Human Language Tech-
nologies. Association for Computational Linguistics, June 2013, 746–751.

[27] Wu, Y., Schuster, M., Chen, Z., Le, Q., Norouzi, M., Macherey, W., Krikun, M.,
Cao, Y., Gao, Q., Macherey, K., Klingner, J., Shah, A., Johnson, M., Liu, X., Kaiser,
Ł., Gouws, S., Kato, Y., Kudo, T., Kazawa, H., Stevens, K., Kurian, G., Patil, N.,
Wang, W., Young, C., Smith, J., Riesa, J., Rudnick, A., Vinyals, O., Corrado, G.,
Hughes, M. and Dean, J. Google’s Neural Machine Translation System: Bridging
the Gap between Human and Machine Translation. arXiv.org (2016).

[28] Kudo, T. and Richardson, J. SentencePiece: A Simple and Language Independent
Subword Tokenizer and Detokenizer for Neural Text Processing. Proceedings of the
2018 Conference on Empirical Methods in Natural Language Processing: System
Demonstrations. Association for Computational Linguistics, Nov. 2018, 66–71.

[29] Howard, J. and Ruder, S. Universal Language Model Fine-tuning for Text Classifi-
cation. arXiv.org (2018).



65

[30] Krizhevsky, A., Sutskever, I. and Hinton, G. ImageNet Classification with Deep
Convolutional Neural Networks. 60.6 (2017), 84–90.

[31] Peters, M., Neumann, M., Iyyer, M., Gardner, M., Clark, C., Lee, K. and Zettle-
moyer, L. Deep Contextualized Word Representations. arXiv.org (2018).

[32] Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A. N., Kaiser,
L. and Polosukhin, I. Attention Is All You Need. arXiv.org (2017).

[33] Devlin, J., Ming-Wei, C., Lee, K. and Toutanova, K. BERT: Pre-training of Deep
Bidirectional Transformers for Language Understanding. arXiv.org (2019).

[34] Mccann, B., Bradbury, J., Xiong, C. and Socher, R. Learned in Translation: Con-
textualized Word Vectors. arXiv.org (2018).

[35] Jordan, M. I. Serial Order: A Parallel Distributed Processing Approach. Advances
in Psychology 121 (1997), 471–495.

[36] Minsky, M. Perceptrons: an introduction to computational geometry. 1969.
[37] Hochreiter, S. and Schmidhuber, J. Long Short-Term Memory. Neural Computation

9.8 (1997), 1735–17380.
[38] Cho, K., Merrienboer, B. van, Gulcehre, C., Bahdanau, D., Bougares, F., Schwenk,

H. and Bengio, Y. Learning Phrase Representations using RNN Encoder – De-
coder for Statistical Machine Translation. Proceedings of the 2014 Conference on
Empirical Methods in Natural Language Processing. Association for Computational
Linguistics, Oct. 2014, 1724–1734.

[39] Sutskever, I., Vinyals, O. and Le, Q. V. Sequence to Sequence Learning with Neural
Networks. Proceedings of the 27th International Conference on Neural Information
Processing Systems. Vol. 2. MIT Press, 2014, 3104–3112.

[40] Maaten, L. v. d. and Hinton, G. Visualizing Data Using t-SNE. Journal of machine
learning research 9.Nov (2008), 2579–2605.

[41] Graves, A. Generating Sequences With Recurrent Neural Networks. arXiv.org (2014).
[42] Bahdanau, D., Cho, K. and Bengio, Y. Neural Machine Translation by Jointly

Learning to Align and Translate. arXiv.org (2016).
[43] Luong, T., Pham, H. and Manning, C. D. Effective Approaches to Attention-based

Neural Machine Translation. Proceedings of the 2015 Conference on Empirical Meth-
ods in Natural Language Processing. Association for Computational Linguistics,
Sept. 2015, 1412–1421.

[44] Lin, Z., Feng, M., Yu, M., Xiang, B., Bowen, Z. and Bengio, Y. A Structured Self-
attentive Sentence Embedding. arXiv.org (2017).

[45] Pan, S. J. and Yang, Q. A Survey on Transfer Learning. IEEE Transactions on
Knowledge and Data Engineering 22.10 (2010), 1345–1359.

[46] Razavian, A. S., Azizpour, H., Sullivan, J. and Carlsson, S. CNN Features Off-the-
Shelf: An Astounding Baseline for Recognition. 2014 IEEE Conference on Computer
Vision and Pattern Recognition Workshops. IEEE, 2014, 512–519. isbn: 9781479943098.

[47] Brown, T. B., Mann, B., Ryder, N., Subbiah, M., Kaplan, J., Dhariwal, P., Neelakan-
tan, A., Shyam, P., Sastry, G., Askell, A., Agarwal, S., Herbert-Voss, A., Krueger,
G., Henighan, T., Child, R., Ramesh, A., Ziegler, D. M., Wu, J., Winter, C., Hesse,



66

C., Chen, M., Sigler, E., Litwin, M., Gray, S., Chess, B., Clark, J., Berner, C.,
McCandlish, S., Radford, A., Sutskever, I. and Amodei, D. Language Models are
Few-Shot Learners. arXiv.org (2020).

[48] Lan, Z., Chen, M., Goodman, S., Gimpel, K., Sharma, P. and Soricut, R. ALBERT:
A Lite BERT for Self-supervised Learning of Language Representations. arXiv.org
(2020).

[49] Aggarwal, C. C. Neural Networks and Deep Learning: A Textbook. Springer, 2018.
isbn: 978-3-319-94462-3.

[50] Erhan, D., Bengio, Y., Courville, A., Manzagol, P.-A., Vincent, P. and Bengio, S.
Why Does Unsupervised Pre-Training Help Deep Learning?: Journal of Machine
Learning Research 11 (Mar. 2010), 625–660.

[51] Rogers, A., Kovaleva, O. and Rumshisky, A. A Primer in BERTology: What We
Know About How BERT Works. arXiv.org (2020).

[52] Cheng-Zhi, A., Vaswani, A., Uszkoreit, J., Shazeer, N., Simon, I., Hawthorne, C.,
Dai, A., Hoffman, M., Dinculescu, M. and Eck, D. Music Transformer. arXiv.org
(2018).

[53] Li, D., Yang, N., Wang, W., Liu, X., Wang, Y., Gao, J. and Zhou, M. Unified
Language Model Pre-training for Natural Language Understanding and Generation.
arXiv.org (2019).

[54] Radford, A., Wu, J., Child, R., Luan, D., Amodei, D. and Sutskever, I. Language
Models are Unsupervised Multitask Learners. OpenAI Blog 1.8 (2019), 9.

[55] He, K., Zhang, X., Ren, S. and Sun, J. Deep Residual Learning for Image Recogni-
tion. arXiv.org (2015).

[56] Lei, J. and Hinton, G. Layer Normalization. arXiv.org (2016).
[57] Hochreiter, S., Bengio, Y., Frasconi, P. and Schmidhuber, J. Gradient Flow in Recur-

rent Nets: the Difficulty of Learning Long-term Dependencies. A Field Guide to Dy-
namical Recurrent Neural Networks. Wiley-IEEE Press, 2001. isbn: 9780780353695.

[58] Kingma, D. and Ba, J. Adam: A Method for Stochastic Optimization. arXiv.org
(2017).

[59] Srivastava, N., Hinton, G., Krizhevsky, A., Sutskever, I. and Salakhutdinov, R.
Dropout: A Simple Way to Prevent Neural Networks from Overfitting. Journal of
Machine Learning Research 15 (June 2014), 1929–1958.

[60] Szegedy, C., Vanhoucke, V., Ioffe, S., Shlens, J. and Wojna, Z. Rethinking the
Inception Architecture for Computer Vision. IEEE, 2016, 2818–2826.

[61] Taylor, W. L. Cloze Procedure: a New Tool for Measuring Readability. Journalism
& Mass Communication Quarterly 30 (1953), 415–433.

[62] Hendrycks, D. and Gimpel, K. Gaussian Error Linear Units (GELUs). arXiv.org
(2018).

[63] Wang, A., Singh, A., Julian, M., Hill, F., Levy, O. and Bowman, S. GLUE: A
Multi-Task Benchmark and Analysis Platform for Natural Language Understanding.
arXiv.org (2019).



67

[64] Rajpurkar, P., Zhang, J., Lopyrev, K. and Liang, P. SQuAD: 100,000+ Questions
for Machine Comprehension of Text. arXiv.org (2016).

[65] Zellers, R., Bisk, Y., Schwartz, R. and Choi, Y. SWAG: A Large-Scale Adversarial
Dataset for Grounded Commonsense Inference. arXiv.org (2018).

[66] Sang, E. F. T. K. Introduction to the CoNLL-2003 Shared Task: Language-Independent
Named Entity Recognition. arXiv.org (2003).

[67] Wiedemann, G., Remus, S., Chawla, A. and Biemann, C. Does BERT Make Any
Sense? Interpretable Word Sense Disambiguation with Contextualized Embeddings.
arXiv.org (2019).

[68] Mickus, T., Paperno, D. and Constant, M. What Do You Mean, BERT? Assessing
BERT as a Distributional Semantics Model. arXiv.org (2020).

[69] Ethayarajh, K. How Contextual are Contextualized Word Representations? Com-
paring the Geometry of BERT, ELMo, and GPT-2 Embeddings. arXiv.org (2019).

[70] Tenney, I., Xia, P., Berlin, C., Wang, A., Poliak, A., Mccoy, R., Kim, N., Bowman,
S., Das, D. and Pavlick, E. What Do You Learn from Context? Probing for Sentence
Structure in Contextualized Word Representations. arXiv.org (2019).

[71] Liu, N., Gardner, M., Belinkov, Y., Peters, M. and Smith, N. Linguistic Knowledge
and Transferability of Contextual Representations. arXiv.org (2019).

[72] Lin, Y., Tan, Y. and Frank, R. Open Sesame: Getting Inside BERT’s Linguistic
Knowledge. arXiv.org (2019).

[73] Hewitt, J. and Manning, C. D. A Structural Probe for Finding Syntax in Word
Representations. Proceedings of the 2019 Conference of the North American Chapter
of the Association for Computational Linguistics: Human Language Technologies,
Volume 1 (Long and Short Papers). Association for Computational Linguistics, June
2019, 4129–4138.

[74] Goldberg, Y. Assessing BERT’s Syntactic Abilities. arXiv.org (2019).
[75] Jawahar, G., Sagot, B. and Seddah, D. What Does BERT Learn About the Structure

of Language?: ACL 2019 - 57th Annual Meeting of the Association for Computa-
tional Linguistics. July 2019.

[76] Tenney, I., Das, D. and Pavlick, E. BERT Rediscovers the Classical NLP Pipeline.
arXiv.org (2019).

[77] Kovaleva, O., Romanov, A., Rogers, A. and Rumshisky, A. Revealing the Dark
Secrets of BERT. arXiv.org (2019).

[78] Hao, Y., Li, D. and Xu, K. Visualizing and Understanding the Effectiveness of
BERT. arXiv.org (2019).

[79] Lai, G., Xie, Q., Liu, H., Yang, Y. and Hovy, E. RACE: Large-scale ReAding Com-
prehension Dataset From Examinations. arXiv.org (2017).

[80] Liu, Y., Ott, M., Goyal, N., Du, J., Joshi, M., Chen, D., Levy, O., Lewis, M., Zettle-
moyer, L. and Stoyanov, V. RoBERTa: A Robustly Optimized BERT Pretraining
Approach. arXiv.org (2019).

[81] Sanh, V., Debut, L., Chaumond, J. and Wolf, T. DistilBERT, a Distilled Version
of BERT: Smaller, Faster, Cheaper and Lighter. arXiv.org (2020).



68

[82] Yang, Z., Dai, Z., Yang, Y., Carbonell, J., Salakhutdinov, R. and Le, Q. XLNet: Gen-
eralized Autoregressive Pretraining for Language Understanding. arXiv.org (2020).

[83] You, Y., Li, J., Reddi, S., Hseu, J., Kumar, S., Bhojanapalli, S., Song, X., Dem-
mel, J., Keutzer, K. and Hsieh, C.-J. Large Batch Optimization for Deep Learning:
Training BERT in 76 minutes. arXiv.org (2019).

[84] Gujarati, D. and Porter, D. Basic Econometrics. 5th ed. McGraw-Hill, 2019. isbn:
9780071276252.

[85] Freund, Y. and Schapire, R. E. A Decision-Theoretic Generalization of On-Line
Learning and an Application to Boosting. Journal of Computer and System Sciences
55.1 (1997), 119–139.

[86] Friedman, J. H. Greedy Function Approximation: A Gradient Boosting Machine.
The Annals of Statistics 29.5 (2001), 1189–1232.

[87] Friedman, J. H. Stochastic Gradient Boosting. Computational Statistics & Data
Analysis 38.4 (2002), 367–378.

[88] Breiman, L. Bagging predictors. Machine Learning 24.2 (1996), 123–140.
[89] Breiman, L. Random forests. Machine Learning 45.1 (2001), 5–32.
[90] Chen, T. and Guestrin, C. XGBoost: A Scalable Tree Boosting System. KDD ’16

- Proceedings of the 22nd ACM SIGKDD International Conference on Knowledge
Discovery and Data Mining (2016).

[91] Breiman, L., Friedman, J., Stone, C. and Olshen, R. Classification and Regres-
sion Trees. The Wadsworth and Brooks-Cole Statistics-Probability Series. Taylor &
Francis, 1984. isbn: 9780412048418.

[92] Perez-Sanchez, V., Serrano-Estrada, L., Marti, P. and Mora-Garcia, R.-T. The
What, Where and Why of Airbnb Price Determinants. Sustainability 10.12 (2018).

[93] Zhang, Z., Chen, R., Han, L. and Lu, Y. Key Factors Affecting the Price of Airbnb
Listings: A Geographically Weighted Approach. Sustainability 9.9 (2017).

[94] Teubner, T., Hawlitschek, F. and Dann, D. Price Determinants of Airbnb: How
Reputation Pays off in the Sharing Economy. Journal of Self-Governance and Man-
agement Economics 5.4 (2017), 53–80.

[95] Dudás, G., Kovalcsik, T., Vida, G., Boros, L. and Nagy, G. Price Determinants of
Airbnb Listing Prices in Lake Balaton Touristic Region, Hungary. European Journal
of Tourism Research 24 (2020).

[96] Lorde, T., Jacob, J. and Weekes, Q. Price-setting Behavior in a Tourism Sharing
Economy Accommodation Market: A Hedonic Price Analysis of AirBnB Hosts in
the Caribbean. Tourism Management Perspectives 30 (2019), 251–261.

[97] Chen, Y. and Xie, K. Consumer Valuation of Airbnb Listings: a Hedonic Pricing
Approach. International Journal of Contemporary Hospitality Management 29.9
(2017), 2405–2424.

[98] Falk, M., Larpin, B. and Scaglione, M. The Role of Specific Attributes in Determin-
ing Prices of Airbnb Listings in Rural and Urban Locations. International Journal
of Hospitality Management 83 (2019), 132–140.



69

[99] Önder, I., Weismayer, C. and Gunter, U. Spatial Price Dependencies Detween the
Traditional Accommodation Sector and the Sharing Economy. Tourism Economics
25.8 (2019), 1150–1166.

[100] Chica-Olmo, J., González-Morales, J. G. and Zafra-Gómez, J. L. Effects of Location
on Airbnb Apartment Pricing in Málaga. Tourism Management 77 (2020).

[101] Wang, D. and Nicolau, J. L. Price Determinants of Sharing Economy Based Accom-
modation Rental: A Study of Listings from 33 Cities on Airbnb.com. International
Journal of Hospitality Management 62.C (2017), 120–131.

[102] Rosen, S. Hedonic Prices and Implicit Markets: Product Differentiation in Pure
Competition. Journal of Political Economy 82.1 (1974), 34–55.

[103] Moreno-Izquierdo, L., Egorova, G., Peretó-Rovira, A. and Más-Ferrando, A. Explor-
ing the Use of Artificial Intelligence in Price Maximisation in the Tourism Sector:
Its Application in the Case of Airbnb in the Valencian Community. Investigaciones
Regionales 42 (2018), 113–128.

[104] Chattopadhyay, M. and Mitra, S. K. Do Airbnb Host Listing Attributes Influence
Room Pricing Homogenously?: International Journal of Hospitality Management 81
(2019), 54–64.

[105] Choudhary, P., Jain, A. and Baijal, R. Unravelling Airbnb Predicting Price for New
Listing. IDEAS Working Paper Series from RePEc (2018).

[106] Nikolenko, L. and Rezaei, H. Airbnb Price Prediction Using Machine Learning and
Sentiment Analysis. arXiv.org (2019).

[107] Jaeger, B., Sleegers, W. W., Evans, A. M., Stel, M. and Beest, I. van. The Effects of
Facial Attractiveness and Trustworthiness in Online Peer-to-Peer Markets. Journal
of Economic Psychology 75 (2019).

[108] Ert, E., Fleischer, A. and Magen, N. Trust and Reputation in the Sharing Economy:
The Eole of Personal Photos in Airbnb. Tourism Management 55.C (2016), 62–73.

[109] Lawani, A., Reed, M. R., Mark, T. and Zheng, Y. Reviews and Price on Online
Platforms: Evidence from Sentiment Analysis of Airbnb Reviews in Boston. Regional
Science and Urban Economics 75 (2019), 22–34.

[110] Cheng, M. and Jin, X. What do Airbnb Users Care About? An Analysis of Online
Review Comments. International Journal of Hospitality Management 76 (2019),
58–70.

[111] Zhang, J. What’s Yours Is Mine: Exploring Customer Voice on Airbnb Using Text-
mining Approaches. Journal of Consumer Marketing 36.5 (2019), 655–665.

[112] Tang, Y. and McNicholas, P. D. Clustering Airbnb Reviews. (2017).
[113] Situmorang, K. M., Hidayanto, A. N., Wicaksono, A. F. and Yuliawati, A. Analysis

on Customer Satisfaction Dimensions in Peer-to-Peer Accommodation using Latent
Dirichlet Allocation: A Case Study of Airbnb. 2018 5th International Conference
on Electrical Engineering, Computer Science and Informatics (EECSI). IEEE, 2018,
542–547.



70

[114] Luo, Y. and Tang, R. Understanding Hidden Dimensions in Textual Reviews on
Airbnb: An Application of Modified Latent Aspect Rating Analysis (LARA). In-
ternational Journal of Hospitality Management 80 (2019), 144–154.

[115] Lee, C. K. H., Tse, Y. K., Zhang, M. and Ma, J. Analysing Online Reviews to
Investigate Customer Behaviour in the Sharing Economy: The Case of Airbnb.
(2019).

[116] Oskam, J., Der Rest, J.-P. van and Telkamp, B. What’s Mine is Yours – But at What
Price? Dynamic Pricing Behavior as an Indicator of Airbnb Host Professionalization.
Journal of Revenue and Pricing Management 17.5 (2018), 311–328.

[117] Kwok, L. and Xie, K. L. Pricing Strategies on Airbnb: Are Multi-unit Hosts Revenue
Pros?: International Journal of Hospitality Management 82 (2019), 252–259.

[118] Ye, P., Qian, J., Chen, J., Wu, C.-H., Zhou, Y., De Mars, S., Yang, F. and Zhang, L.
Customized Regression Model for Airbnb Dynamic Pricing. Proceedings of the 24th
ACM SIGKDD International Conference on Knowledge Discovery & Data Mining.
KDD ‘18. ACM, 2018, 932–940.

[119] Constine, J. How Much Should You Charge For Your Airbnb? Beyond Pricing Scores
$1.5M To Tell You. TechCrunch (2015).

[120] Neumann, J., Gutt, D. and Kundisch, D. A Homeowner’s Guide to Airbnb: Theory
and Empirical Evidence for Optimal Pricing Conditional on Online Ratings. IDEAS
Working Paper Series from RePEc (2018).

[121] Ho, N. Airbnb Uses Big Aata and Machine Learning to Enhance User Experience.
Computerworld Hong Kong (2017).

[122] Glorot, X. and Bengio, Y. Understanding the Difficulty of Training Deep Feed-
forward Neural Networks. Proceedings of the Thirteenth International Conference
on Artificial Intelligence and Statistics. Vol. 9. Proceedings of Machine Learning
Research, May 2010, 249–256.

[123] Tjoa, E. and Guan, C. A Survey on Explainable Artificial Intelligence (XAI): To-
wards Medical XAI. arXiv.org (2019).

[124] Sundararajan, M., Taly, A. and Yan, Q. Axiomatic Attribution for Deep Networks.
arXiv.org (2017).



71

A Variable Distributions
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Figure A.1. Bar plots for all the binary variables.
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B Correlation Matrix
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Figure B.1. Pair-wise correlations between all numerical variables.
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C Linear Regression Results

Residuals:
Min 1Q Median 3Q Max

-3.1283 -0.2797 -0.0319 0.2255 5.1370

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 3.447e+00 4.978e-01 6.925 4.41e-12 ***
host_response_time 1.249e-02 2.684e-03 4.654 3.26e-06 ***
host_response_rate 1.089e-01 3.420e-03 31.843 < 2e-16 ***
host_is_superhost 6.375e-03 5.591e-03 1.140 0.254212
reviews_per_month -1.755e-02 4.252e-03 -4.127 3.69e-05 ***
host_listings_count -2.017e-04 5.022e-03 -0.040 0.967957
host_identity_verified -6.835e-03 8.386e-03 -0.815 0.415074
is_location_exact 9.431e-02 4.741e-03 19.894 < 2e-16 ***
room_type -4.053e-03 8.428e-03 -0.481 0.630614
accommodates -9.979e-03 3.021e-03 -3.303 0.000957 ***
bathrooms 4.785e-03 2.976e-03 1.608 0.107845
bedrooms -2.402e-02 2.367e-03 -10.146 < 2e-16 ***
beds 1.840e-02 2.383e-03 7.722 1.17e-14 ***
guests_included 9.729e-03 2.852e-03 3.411 0.000648 ***
minimum_nights 2.957e-02 2.532e-03 11.677 < 2e-16 ***
maximum_nights 1.268e-02 2.711e-03 4.677 2.92e-06 ***
availability_30 2.841e-02 2.310e-03 12.297 < 2e-16 ***
availability_60 1.461e-02 2.561e-03 5.704 1.18e-08 ***
availability_90 1.717e-03 2.575e-03 0.667 0.504804
availability_365 -2.661e-02 3.260e-03 -8.162 3.36e-16 ***
number_of_reviews 5.032e-02 3.525e-03 14.278 < 2e-16 ***
number_of_reviews_ltm 3.370e-02 2.790e-03 12.079 < 2e-16 ***
review_scores_rating -3.314e-02 2.589e-03 -12.801 < 2e-16 ***
review_scores_accuracy -4.640e-03 2.298e-03 -2.019 0.043507 *
review_scores_cleanliness -9.405e-03 2.338e-03 -4.023 5.75e-05 ***
review_scores_checkin -3.364e-02 2.438e-03 -13.803 < 2e-16 ***
review_scores_communication -2.387e-02 5.191e-03 -4.598 4.27e-06 ***
review_scores_location -3.150e-02 6.737e-03 -4.675 2.94e-06 ***
review_scores_value -4.523e-01 4.920e-01 -0.919 0.357917
requires_license 3.089e-02 5.273e-03 5.859 4.70e-09 ***
instant_bookable -7.422e-02 8.940e-03 -8.302 < 2e-16 ***
cancellation_policy 1.739e-03 6.765e-03 0.257 0.797112
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num_host_verifications 4.463e-01 1.218e-02 36.653 < 2e-16 ***
host_verif_reviews 1.212e-01 4.921e-01 0.246 0.805535
host_verif_government_id 5.004e-01 1.286e-02 38.905 < 2e-16 ***
host_verif_jumio -1.677e-01 4.921e-01 -0.341 0.733327
host_verif_offline_government_id -1.817e-01 4.921e-01 -0.369 0.711913
host_verif_selfie 2.424e-03 4.336e-03 0.559 0.576056
host_verif_identity_manual 1.928e-01 6.308e-03 30.567 < 2e-16 ***
host_verif_facebook 7.414e-04 2.927e-03 0.253 0.800015
host_verif_work_email -3.928e-02 2.213e-02 -1.775 0.075943 .
num_amenities 4.624e-03 5.293e-03 0.874 0.382334
amenity_Washer 7.113e-02 4.080e-03 17.436 < 2e-16 ***
amenity_Hot_water 3.304e-02 4.645e-03 7.113 1.15e-12 ***
amenity_TV -2.130e-02 2.332e-03 -9.135 < 2e-16 ***
amenity_Elevator -1.026e-04 1.946e-04 -0.527 0.598099
amenity_Smoke_detector 5.731e-03 2.038e-03 2.812 0.004927 **
amenity_Breakfast -1.083e-03 1.157e-04 -9.361 < 2e-16 ***
amenity_Familykid_friendly -1.555e-11 2.287e-10 -0.068 0.945786
amenity_Refrigerator 7.748e-03 6.839e-04 11.329 < 2e-16 ***
amenity_Air_conditioning 2.238e-04 2.479e-05 9.029 < 2e-16 ***
amenity_Dishwasher -2.230e-03 6.375e-04 -3.499 0.000468 ***
amenity_Free_street_parking 1.373e-03 3.237e-04 4.241 2.23e-05 ***
amenity_Pets_allowed -5.384e-04 7.832e-05 -6.874 6.31e-12 ***
amenity_Smoking_allowed -3.904e-03 2.601e-04 -15.013 < 2e-16 ***
amenity_Self_checkin 1.973e-02 2.546e-03 7.749 9.46e-15 ***
host_multihost 5.574e-03 5.919e-04 9.417 < 2e-16 ***
as_host_months 2.688e-03 3.440e-03 0.781 0.434541
days_since_last_review 1.758e-02 3.144e-03 5.591 2.26e-08 ***
months_since_first_review 7.521e-03 3.085e-03 2.438 0.014778 *
dist_to_centre -1.249e-02 3.254e-03 -3.838 0.000124 ***
city_Berlin 6.129e-02 3.956e-03 15.491 < 2e-16 ***
city_London -5.448e-02 4.556e-03 -11.960 < 2e-16 ***
city_Madrid 1.147e-04 2.445e-05 4.691 2.72e-06 ***
city_Paris 6.377e-05 1.185e-04 0.538 0.590502
city_Prague -2.902e-06 9.295e-06 -0.312 0.754853
city_Rome 1.228e-03 1.803e-04 6.809 9.91e-12 ***
property_type_Apartment -1.598e+00 5.970e-02 -26.761 < 2e-16 ***
text_feature 3.700e-01 3.296e-03 112.255 < 2e-16 ***
---
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.4916 on 50325 degrees of freedom
Multiple R-squared: 0.6011, Adjusted R-squared: 0.6006
F-statistic: 1115 on 68 and 50325 DF, p-value: < 2.2e-16
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