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Abstract—Deep learning algorithms (in particular Convolu-
tional Neural Networks, or CNNs) have shown their superiority
in computer vision tasks and continue to push the state of the art
in the most difficult problems of the field. However, deep models
frequently lack interpretability. Current research efforts are often
focused on increasingly complex and computationally expensive
structures. These can be either handcrafted or generated by an
algorithm, but in either case the specific choices of individual
structural elements are hard to justify. This paper aims to analyze
statistical properties of a large sample of small deep networks,
where the choice of layer types is randomized. The limited
representational power of such models forces them to specialize
rather than generalize, resulting in several distinct structural
patterns. Observing the empirical performance of structurally
diverse weaker models thus allows for some practical insight
into the connection between the data and the choice of suitable
CNN architectures.

Index Terms—Multi-layer neural network, Supervised learn-
ing, Pattern analysis, Knowledge representation

I. INTRODUCTION

While the early research on deep models dates back to
80s [1][2], the true emergence of the deep learning paradigm
happened in the current decade [3]. Convolutional neural
networks proved capable of tackling large-scale classification
problems such as ImageNet [4]. To push the state of the art
further, subsequent CNN models featured hundreds or even
thousands of layers [5][6]. The success of deep learning is due
to the high-level representations emerging in the multi-layer
structures [7], which also made novel applications possible
in generative modeling [8] and representation learning [9].
As CNN models tend to be computationally expensive, recent
CNN research focuses more on altering the data flow within
networks, using structural features such as bottlenecks [6] and
dense connectivity [10]. These advances allow for even higher
performance with relatively lower depth and smaller parameter
counts, reducing the processing costs. However, the lack of
transparency (following the definitions of [11]), which is one
of the notable drawbacks of deep models, is not alleviated by
these advances and can even be exacerbated further.

Most current CNN architectures are designed to incorporate
knowledge from diverse large-scale data in the most general
way. However, such generality is not always required, and
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it complicates the knowledge extraction and decomposition.
In smaller scale scenarios, where the use of available large
models may not be practical, CNN application poses a design
problem. Unfortunately, due to the aforementioned lack of
transparency (in particular, decomposability [11]), it is hard
to justify the choices of CNN structure without extensive
experimentation.

This work aims to uncover some of the relationships
between the data and suitable CNN elements. This aim is
achieved by sampling and training a large number of struc-
turally randomized networks of small width and depth. The
latter restriction not only reduces the amount of parameters
and, accordingly, computational cost, but also limits the rep-
resentational power of each network. As it cannot possibly fit
the whole data, it is forced to specialize in a subset of available
knowledge, whether it is certain patterns, classes or samples.
We hypothesize that structurally randomized networks in such
constrained setting would exhibit different specializations,
allowing us to consider a multitude of structural patterns
together with their strengths and weaknesses. These patterns
can then be applied for the CNN design on a larger scale.

II. RELATED WORK

While the research on CNN design is extensive, many of
such works focus on regularization techniques [12][13][14],
activation functions [15][16] and handcrafted connectivity pat-
terns [6][17][10]. However, these works are typically intended
for boosting the performance of preconstructed networks,
where the necessary structural choices have been already
made. Still, there is a growing volume of research dedicated to
algorithmic exploration of CNN design space, in the area that
is becoming known as meta-learning. Many meta-learning al-
gorithms still assume a fixed structure, optimizing parameters
of the model instead, often creating another model for this
purpose [18][19]. However, there is an increasing interest in
fully generative approaches, which allow for completely novel
structures to be created and trained from scratch [20][21].
Reinforcement learning allows to train an agent that generates
suitable network architectures [22][23]. Neuroevolutionary al-
gorithms, while extremely computationally demanding, are
once again growing in popularity [24][25][26].



Regardless of the exact approach, the majority of generative
approaches still focus on developing self-sufficient multipur-
pose structures, usually resulting in models of comparable or
even higher complexity than the commonly used handcrafted
ones. This outcome can be both intentional (as such models
allow for higher performance and hopefully better generaliza-
tion) and unintentional (as many approaches lack complexity
constraints). Nevertheless, these approaches are of limited
use in many practical scenarios, being either unaffordable or
excessive. Generated structures are often difficult to interpret,
thus they offer limited practical insight into choices behind
CNN design. While generated models undoubtedly contain
novel knowledge about network design, the extraction and
application of such knowledge is not trivial and its generality
cannot be established. However, smaller models are easier to
interpret and may provide insight into practical network design
for a wider scope of applications.

III. METHODOLOGY AND EXPERIMENTAL SETTING

For the purposes of our analysis, we consider the per-
formance of 10000 structurally randomized networks (the
use of the term “CNN” is not strictly appropriate, as they
may contain no convolutional layers) on a straightforward
image classification task. By using sequential structures with
small width and depth, we limit the models so that they
cannot possibly fit the whole data. This setting, as per our
assumption described earlier, will force individual networks
to capture different subsets of the data, promoting multiple
diverse specialized structures. Therefore, every network is
comprised of 5 layers, where each layer is chosen uniformly
at random from a library, which contains the following ten
options:

• identity (output is equal to input),
• 1x1 convolution,
• 3x3 convolution,
• 5x5 convolution,
• 7x7 convolution,
• 3x3 dilated convolution,
• 5x5 dilated convolution,
• 2x2 max pooling,
• 3x3 max pooling,
• 3x3 average pooling.

Any combination of layers is possible and accepted, including
identity-only networks and pooling-only networks, resulting in
a total of 105 possible structures (only 10 times larger than the
sample size). The network sampling is done with replacement,
so structural duplicates are possible, although unlikely. All
convolutions use 32 channels, unit stride and are zero-padded
so that the input size is preserved. Dilated convolutions use
a dilation factor of 2 (making their effective kernel sizes 5x5
and 9x9 respectively). All convolutional layers use Parametric
ReLU [15] as the activation function and initialize the kernel
weights as described in [15]. The pooling layers utilize a
stride value of 2, resulting in overlapping windows for 3x3
kernels. The networks are purely feed-forward and feature no
skip connections or other modifications to the data flow. Class

scores were obtained as follows: global average pooling was
applied in each output channel, then the resulting values were
linearly mapped to the output layer with a softmax activation
function. This allows for less parameters and therefore faster
training. No regularization techniques such as weight decay,
dropout or batch normalization were applied, as the focus of
the work is on structural discovery rather than performance.

The widely known CIFAR-100 dataset [27] was chosen
for experimentation, as a compromise between difficulty, data
variety and computational requirements. It contains 60000
images (50000 for training and 10000 for testing) of size
32x32 pixels, each image belonging to one of 100 distinct
classes. The experiments utilize the standard data augmenta-
tion procedure for CIFAR-100 [14]: all images are normalized
to per-pixel zero mean and unit variance, zero-padded to 40x40
pixels, randomly cropped back to 32x32 and horizontally
flipped with a probability of 50%.

The full experimental procedure is as follows. Each indi-
vidual network is trained with standard Stochastic Gradient
Descent (SGD) (batch size 128) for 20 epochs, which was
found to be sufficient for convergence, given the small layer
count and the absence of regularization. The learning rate is
set to 0.01 during the first 10 epochs and is decreased to
0.001 thereafter. The momentum value of SGD is fixed to
0.9. After training, we compute confusion matrices for all the
networks based on their performance on the test set. Then
we determine the network structures that perform best with
respect to the overall accuracy. Since the dataset is balanced,
this value is the average of class-specific accuracies; thus we
denote the corresponding networks average best performers.
The structures that perform best on a certain class are denoted
per-class best performers. While the original set of networks
was sampled from a uniform distribution over the layer li-
brary, one can expect the best performers to follow different
distributions, thus revealing more specialized structures of
interest. We empirically find that, due to simplicity of the
individual models, they tend to converge to the same (or very
close) parameter values over repeated trainings from scratch;
therefore the trained weights are not retained after evaluation.

IV. RESULTS AND ANALYSIS

A. Average Best Performers

Figure 1 shows the histogram of test accuracies of all
sampled networks. The highest test accuracy achieved is
36.84%, while the mean accuracy is 24.05%. It can be seen
that the majority of random networks fall in the 20–30%
accuracy range, while the average training time is just around
100 seconds (implemented in PyTorch and running on a single
GeForce GTX 1080 Ti). Due to their random structures, the
networks also have varying numbers of parameters, with the
highest being 192K and the mean 56K. Figure 2 shows that
while there is a correspondence between the test accuracy
and the number of parameters, the networks of equivalent
performance can still vary a lot in their complexity (in fact,
the single best performing network has 90K parameters). This
observation highlights the importance of the structure design.



Fig. 1. Histogram of test accuracies achieved by sampled networks

Fig. 2. Test accuracies of networks with varying parameter counts

The single best network uses the following layer sequence:
3x3 convolution � 7x7 convolution � 3x3 max pooling �
3x3 max pooling � 5x5 dilated convolution.

Table I shows the occurrences of particular layer types in
the overall top 100 performing networks (resulting in the test
accuracy cutoff at 33.83%). It is clear that the average best
performers do not follow the original uniform layer distri-
bution, having instead their own pronounced pattern with no
significant variations. In particular, identity mapping, as well
as 1x1 convolution and average pooling almost never occur
in successful structures. On the other hand, convolutions with
larger kernel sizes occur in all the positions. The apparent pat-
tern utilizes a convolution layer(s), then max pooling layer(s)
and, finally, another convolution layer(s), which corresponds
to the common handcrafted design rule. However, the kernel
size of convolutions in average best performers seems to
increase with depth, with even the 5x5 dilated convolution
(effective size 9x9) occurring in the final layer of almost

Fig. 3. Distributions of per-class accuracies of networks with varying overall
performance

half of the networks. These kernels are frequently sparse, but
allow for features to interact on a larger scale. Such layers
are rare in the current state-of-the-art deep models due to
their prohibitive computational costs, but they appear to be
an option worth considering in scenarios where the depth is
limited and explosive growth of parameter count does not
occur.

B. Per-Class Best Performers

Table II shows the performance of sampled networks on
each class of CIFAR-100 separately. The classes with accuracy
above 60% are shown in bold, while those with accuracy
less than the global average (24%) are shown in italic. In
all cases, there is a significant gap between the top and
mean accuracies, which supports the specialization claim —
different structures are suitable for different visual classes.
Figure 3 shows how the per-class accuracies are distributed for
networks of varying average performance. It is apparent that
the networks with higher global accuracy successfully cover
more classes, but even the weakest models have some classes
where they perform well.

TABLE I
DISTRIBUTION (0–100) OF LAYER TYPES IN TOP 100 AVERAGE BEST

PERFORMERS

Layer type Layer 1 Layer 2 Layer 3 Layer 4 Layer 5
Identity 1 0 0 0 0

Conv 1x1 3 0 1 0 0
Conv 3x3 34 12 1 7 1
Conv 5x5 29 25 16 10 9
Conv 7x7 16 23 19 28 42

Dil Conv 3x3 17 3 3 2 4
Dil Conv 5x5 0 3 4 21 41
MaxPool 2x2 0 12 22 7 0
MaxPool 3x3 0 22 34 21 3
AvgPool 3x3 0 0 0 4 0



TABLE II
PER-CLASS STATISTICS OF SAMPLED NETWORKS — TOP ACCURACY (IN %), MEAN ACCURACY (IN %) AND DISTRIBUTION DISTANCE

Class Top Mean Dist Class Top Mean Dist Class Top Mean Dist Class Top Mean Dist

apple 76 49.49 254 couch 28 8.46 326 mouse 13 1.81 194 skunk 76 40.85 326
aquarium fish 57 33.40 372 crab 37 12.35 294 mushroom 34 10.40 300 skyscraper 74 50.96 322

baby 39 16.48 382 crocodile 51 25.31 514 oak tree 90 71.32 610 snail 31 8.37 274
bear 25 6.91 326 cup 50 9.73 244 orange 85 65.09 246 snake 31 11.57 692

beaver 25 6.45 400 dinosaur 35 13.22 300 orchid 73 43.83 248 spider 36 9.42 236
bed 46 20.99 412 dolphin 57 26.55 372 otter 14 1.23 272 squirrel 26 6.99 562
bee 55 17.37 194 elephant 44 17.78 280 palm tree 63 24.44 180 streetcar 48 14.72 356

beetle 44 8.01 314 flatfish 26 9.96 350 pear 56 28.84 242 sunflower 84 66.28 324
bicycle 52 23.91 388 forest 47 26.01 350 pickup truck 63 20.46 178 sweet pepper 39 14.45 358
bottle 57 26.74 270 fox 43 8.04 210 pine tree 37 13.78 332 table 32 9.85 294
bowl 21 1.05 206 girl 31 9.93 328 plain 87 73.00 632 tank 64 31.38 268
boy 29 6.73 238 hamster 53 30.71 428 plate 55 28.14 252 telephone 73 26.40 552

bridge 47 20.29 344 house 41 15.1 198 poppy 60 43.34 362 television 61 27.76 412
bus 46 18.86 460 kangaroo 29 6.95 520 porcupine 43 17.18 306 tiger 58 21.84 372

butterfly 41 17.57 396 keyboard 45 15.40 234 possum 26 9.49 532 tractor 63 30.03 208
camel 40 16.31 286 lamp 33 4.12 228 rabbit 21 4.66 336 train 42 15.17 254
can 44 11.59 208 lawn mover 66 42.67 222 raccoon 34 8.83 250 trout 52 26.38 282

castle 79 52.84 278 leopard 53 20.63 370 ray 43 27.88 478 tulip 32 12.20 362
caterpillar 46 29.78 540 lion 61 36.34 286 road 80 51.68 256 turtle 21 9.22 366

cattle 36 11.09 258 lizard 22 7.25 418 rocket 71 31.96 316 wardrobe 86 66.73 472
chair 84 49.08 730 lobster 25 9.65 352 rose 54 32.25 352 whale 58 35.54 330

chimpanzee 74 45.13 354 man 29 12.03 296 sea 74 50.93 432 willow tree 48 24.39 452
clock 28 3.74 146 maple tree 48 29.53 300 seal 21 5.20 278 wolf 42 19.78 386
cloud 79 52.98 494 motorcycle 83 41.50 176 shark 55 33.63 628 woman 28 11.39 332

cockroach 75 51.83 424 mountain 72 45.32 286 shrew 30 8.44 312 worm 38 12.74 348

To analyze the relationship between the per-class accuracy
and network structure, we estimate layer distributions individ-
ually for each class. Due to the large gap between the top
and mean accuracies, we use 50 best networks (rather than
100) in each class for this purpose. To compare class-specific
distributions with the result in Table I, we introduce a simple
distance measure. After accumulating the occurrence counts of
different layers in the per-class best performers, we multiply
them by 2 (to make the values span the interval 0–100) and
calculate a sum of element-wise absolute differences between
these and the average best performer counts of Table I.
The resulting values are shown in the Table II. We found
that this distance directly connects relative performances of
structures, showing that the degree of specialization varies
between classes. For instance, the average best performer (see
Section 4.1) is ranked 1st for “can”, 22nd for “clock”, 6th for
“pickup truck”, 1st for “plate”, all of which are classes with
smaller distances, but has rank 5172 for “caterpillar”, 6439
for “plain”, 4520 for “possum”, all of which have their own
distinct high-performing networks.

Table III shows five class-specific layer distributions that
deviate the most (distances 610–730) from the average best
performing one in Table I. These almost exclusively differ by
having significantly less parameters, with small convolutions
and pooling layers being more prevalent, which results in
below average global performance. In fact, the best network
for “chair” classification consists purely of pooling layers
and reaches 84% class accuracy, notably higher than the
71% achieved by the best average performer. The specialized
network is thus reduced to extracting the dominant color of
the image and using that information to assign the label. The

global accuracy of this network is only 4.48%, which marks
it as a particularly extreme case of specialization.

Variance in network structures corresponds to semantic
differences in specific image content. Superior accuracy of bor-
derline trivial networks with few parameters indicates classes
with representative dominant colors (whether of objects or
of backgrounds), such as “apple”, “orange”, “clouds”, “sea”,
“sunflower”. However, such a scenario may also reflect short-
comings of the data sample: in this case one can argue that the
classes such as “chair” and “telephone” (both dominated by
pooling-only networks) are not sufficiently diverse to be repre-
sentative of reality. As the complexity of the images increases,
convolution becomes more prevalent and the kernel size grows.
Classes such as “bed”, “mountain”, and “snake”, which are
recognizable by relatively simple edge patterns, favor smaller
3x3 and 5x5 convolutions, while classes such as “keyboard”,
“palm tree”, “pickup truck” and “tractor” benefit the most
from the largest filter sizes, as their indicative patterns are
more distributed spatially and scale-wise. Some representative
examples of these classes are shown on Figure 4.

V. CONCLUSIONS

Having trained the large sample of structurally randomized
networks, we observe a direct relationship between the image
content and preferable small-scale structures. All of the consid-
ered layer types occur in high-performing networks, although
the degree of generality of such networks varies significantly.
The common CNN design approach of alternating the convo-
lutional layers with small kernels and the pooling layers was
found to perform well on average, but data-specific structures
can achieve higher accuracies. Larger convolutional kernels



TABLE III
LAYER TYPE DISTRIBUTIONS (0–100) OF STRUCTURES DEVIATING THE MOST FROM AVERAGE BEST PERFORMERS, IN DESCENDING ORDER OF

DISTANCES (SEE LAYER LEGEND BELOW)

Class Layer 1 Layer 2 Layer 3 Layer 4 Layer 5

chair 10 0 0 0 0 14 0 0 0 0 14 0 0 0 0 10 0 0 0 0 12 8 4 0 0
0 0 24 42 24 0 0 40 24 22 0 0 30 36 20 0 0 36 34 20 2 6 12 42 14

snake 0 2 44 24 10 0 6 18 14 6 0 2 6 6 14 0 2 2 8 16 0 2 2 6 30
14 6 0 0 0 2 2 14 38 0 0 14 12 42 4 4 14 24 24 6 14 46 0 0 0

plain 6 36 0 6 6 8 24 0 14 10 12 14 10 6 14 12 6 14 18 6 20 18 4 10 2
2 10 8 10 16 10 12 10 2 10 8 10 8 6 12 6 8 12 6 12 12 12 6 4 12

shark 24 10 26 20 10 24 14 16 14 4 26 24 14 6 10 20 18 10 2 8 12 22 16 10 6
4 4 2 0 0 10 8 2 2 6 6 2 4 2 6 16 2 2 2 20 10 4 4 0 16

oak tree 12 0 2 4 2 10 0 2 4 2 12 10 6 10 10 10 8 16 12 2 4 14 18 10 12
4 2 8 26 40 2 6 28 24 22 8 4 16 8 16 8 2 14 6 22 16 16 6 0 4

Identity Conv 1x1 Conv 3x3 Conv 5x5 Conv 7x7
DilConv 3x3 DilConv 5x5 Max 2x2 Max 3x3 Avg 3x3

Fig. 4. Representative CIFAR-100 images of varying complexity

in the later layers benefit the classification of visually com-
plex content. Simple specialized models with few parameters
may, depending on the class-specific visual properties, offer
significantly better performance for certain subsets of data at
the cost of generalization. This does not reflect the currently
prevalent paradigm of having a single descriptive model, but
rather points towards ensembling approaches as possible future
work. Simple models can potentially form the initial stages of
a hierarchical framework, where trivial cases can be quickly
removed from consideration and most computation can be
focused on complex data samples.

Diverse small-scale networks are easy to discover, as their
specialization naturally follows from their limited representa-
tion power, which, in turn, means faster training and evalua-
tion. In addition to solving the primary task (such as classi-
fication), they can be used as means of data exploration and
description, where most successful structures can be indicative

of underlying data properties. Distinct layer patterns can be
potentially reused on different datasets, to avoid the initial
sampling and evaluation of the large number of networks.
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