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As open-source Database Management Systems gains competitiveness over the years, compa-
nies using proprietary databases such as Oracle Database are attracted by the low-cost and
competency of the open-source alternatives. This thesis was commissioned to study the feasibil-
ity of replacing Oracle Database open-source databases to reduce cost while maintaining utility.
This thesis studied the factors that impact the feasibility of replacing Oracle Database by review-
ing literature and conducting interviews with personnel of the commissioning company. A method
specialized to the company’s situation was proposed to migrate all the company’s Oracle data-
base to lower-cost open-source alternatives, and the costs and returns of the proposed method
were analyzed. Additionally, the possibility to host databases on the cloud was discussed. In
conclusion, the migration to open-source DBMS was feasible and profitable. The company will
be able to utilize the findings in this thesis to guide its business operation and improve efficiency.
Other companies in similar situations may check the feasibility factors against their own situa-

tions, and potentially use the proposed migration method to guide their migrations.
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1 Introduction

This thesis is commissioned to study the feasibility of replacing the Oracle database man-
agement system (DBMS) [Silberschatz et al., 1997] for the commissioning company. Or-
acle DBMS [Oracle, 2020a] has been serving the commissioning company as the primary
DBMS for many years. Oracle database is a commercial database that charges its users a
license fee [Oracle, 2020b]. Recently the cost of Oracle licenses has been deemed too
expensive relative to the usage and value it is providing. Thus, the commissioning com-
pany is investigating the possibility of replacing Oracle DBMS with lower costs alterna-
tive(s). The commissioning company has approximately 150 Oracle databases hosted on
the premises by fully-owned hardware, delivering high availability, spatial calculations,
and other desirable features. The commissioning company pays the Oracle licensing fee
of roughly €1.8 million per year, which is considered too expensive.

The thesis is expected to research the following question: What are the important
factors regarding the feasibility of replacing Oracle DBMS? First of all, the technical
feasibility of migrating one single Oracle database to an open-source database needs to
be addressed. Secondly, the feasibility to replace all the company’s Oracle database needs
to be understood and analyzed. Furthermore, the replacement project ought to be finan-
cially viable and attractive for the company, and thus the costs and return of the replace-
ment project need to be studied. Additionally, the company is interested in exploring the
possibility of hosting the databases with a cloud service provider. Finally, the desired
outcome of the replacement project needs to be attractive and convincing to the commis-
sioning company.

The process of migrating a single database was a well-researched topic in the field
[Wu et al., 1997; Bisbal et al., 1997; Hara et al., 1998; Horstmann 2005; Maatuk et al.,
2008; Morris, 2012]. By reviewing the literature, methods of migrating databases [Horst-
mann,2005; Morris, 2012] were documented, and the knowledge base serves as building
blocks of this thesis. To determine whether there is at least one target system for the mi-
gration, which is low-cost and equally competent, it was clear further information needs
to be gathered from the domain experts and stakeholders of the databases, in this case,
the database owners in the IT department of the company. Interviews were conducted
with the database owners or their appointed contact persons. In each interview, partici-
pants answered questions given in a questionnaire. The answers of the participants were
documented. In addition, a series of system generated reports of database workload were
also collected, along with extracts of database metadata that contains mainly the number
of tables, indexes, and procedures, etc. There were also email communications with the

database owners about the estimated cost and schedule of the migration process and other



requirements from the database owners. In short, research methods include literature re-
view, interview, and other general communication with relevant personnel of the com-
missioning company.

The expected outcome after replacing Oracle DBMS is for the commissioning com-
pany to have a smooth transition to a modern, mainstream, and cost-effective technology
stack, open-source and on the cloud, cutting the total cost of ownership on both software
and hardware by more than 80% while retaining the same or better functionality, perfor-
mance, and security. It is essentially the modernization project of the company’s dated
database systems. The company will benefit from the modernization of its database sys-
tems by significantly reducing costs while maintaining the utility and productivity of the
database systems. The primary contribution of this thesis is proposing a process to prac-
tically migrate all of the company’s databases to suitable alternatives.

This thesis is structured as follows: The rest of chapter one has more on the data
source used in the thesis. Chapter 2 described more background information and features
currently in use with Oracle DBMS. Chapter 3 discussed and reviewed methods proposed
by others to migrate from a legacy system to a new system. Chapter 4 analyzed the per-
formance of the required features in an alternative DBMS. Chapter 5 introduce alternative
systems and the corresponding process and cost of migration. Chapter 6 discusses the
advantages, risks, and concerns about cloud hosting. Chapter 7 describes the desired out-

come of the migration project and concludes the thesis.



2 Existing system

2.1 Oracle system

Oracle Database is an object-relational DBMS, owned, developed, and promoted by Or-
acle Corporation [Oracle, 2020a, Boicea, et al., 2012]. Developed since 1977, it is one of
the long-lasting SQL DBMS, with high popularity and reliability [Oracle, 2020a].

In approximate numbers, the company has 150 Oracle databases, including 60 run-
ning on Oracle’s Exadata environment hosted by the hosting department, and there are
70-85 databases that are not hosted by the hosting department, and a few databases are
licensed along with the application as a whole package. There are three versions of Oracle
in use today, 11g, 12¢, and 18c, and there is an ongoing project migrating databases on
lower versions to 18c and into the Exadata environment. There are 4 primary servers, 6

last generation servers, and several legacy servers dedicated to hosting Oracle Databases.
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Fig. 1. Existing databases overview

As shown in Fig. 1, the company has both in-house databases and outsourced data-
bases. In-house databases are illustrated in pale green and the outsource databases are in
light blue. In-house databases consist of data warehouses, which are mainly used for busi-
ness intelligence purposes, and Online Transaction Processing (OLTP) databases. Most
of the company’s running databases are outsourced. For outsourced databases, some are

configured with High Availability (HA), some are spatial databases and there are spatial



databases that are configured with high availability. Spatial OLTP databases are repre-
sented by the overlapping portion of the OLTP circle and the spatial circle. OLTP data-
bases with high availability are represented by the overlapping portion of the OLTP circle
and the HA circle. Spatial OLTP databases with high availability are represented by the
overlapping portion of the three circles. High availability in the company’s databases is
achieved by a feature named Oracle Real Application Cluster (RAC) and RAC One.
Notably, in the commissioning company, the hosting department owns and operates
the server hardware and the IT department owns the databases and manages most of the
software system in the company. The two departments are separate entities. The hosting
department is the entity that commissioned this thesis. The IT department does not host
its own databases. The databases are hosted by the hosting department or other providers

outside the company.

2.2 High availability

Availability is defined by the percentage of time that the system is available for service
[Marcus and Hal, 2003]. Availability is negatively impacted by system failures and
maintenances, such as hardware failure, power cut, scheduled and unscheduled mainte-
nance, etc. High availability is achieved by having redundant resources to take over the
workload of the failed system within a reasonable amount of time. Commonly two tech-
niques are used to achieve redundancy, active-active and active-passive. Active-active
redundancy is having two or more synchronized servers available at a given time. All
changes to one server will be propagated to all other servers. If any of the servers failed,
the workload will be taken over by other surviving server(s). A group of such servers in
an active-active configuration are also called a cluster. Active-passive redundancy has
one primary server available and all the changes are replicated to a secondary server that
is usually not accessible by its users. In the event of primary server failure, the secondary
server will be become active and take over the workload of the primary server. The pro-
cess that the workload of the failed server is transferred to another server is called failover.
The amount of time from the failure that occurred to another server can provide service
normally is failover time. During the failover process, the system may not be available
for service and thus the service is described as disrupted. Availability at or above
99.999%, or 5 minutes of downtime per year, is considered to be high availability [Gray
and Siewiorek, 1991].

High availability in the company’s databases is achieved by using a mixture of Oracle
Real Application Cluster (RAC) and RAC One. RAC is an Oracle database feature that
manages multiple database servers, presenting one single logical server to its end users
and applications, in order to provide high availability and scalability. In the event of
server failure(s), the database connections and workloads on the failed servers are handed

over to the surviving servers by an automatic failover operation. RAC One is based on



the same infrastructure as RAC, but only running one database instance. In the event of
failure, another RAC node can take over the workload of the failed node, achieving high
availability. [Yu, 2013]

The company has several databases that require high availability running on RAC and

several databases running on RAC One configuration.

2.3 Spatial data option

Spatial databases [Yeung and Hall, 2007] are optimized for processing data defined in a
geometric space, such as processing points, lines, and polygons on a map. Oracle DBMS
has a reputable spatial database feature [Oracle, 2020c] and it is used by the commission-
ing company.

To show customers if a given location is within the service coverage of the company,
the query system relies heavily on spatial calculation and the underlying spatial database.
The insert/modify action to the spatial database is relatively infrequent, and therefore can
tolerate a slower response. However, read time for spatial inquiries is very important as
the customer could like to see coverage results from the website with a milliseconds re-

sponse time

2.4 Data warehousing and OLTP
Online Transactional Processing (OLTP) [Ramakrishnan et al., 2003] is a category of

database optimized for quickly responding to user’s requests, as opposed to data ware-
housing databases, also known as Online Analytical Processing (OLAP) [Ramakrishnan
et al., 2003] which are designed to perform much more complex analytic tasks and it is
usually not accessible to public users. Oracle DBMS has reputable data warehousing fea-
tures [Oracle, 2020d]. There are various applications in the company that pulls data from
OLTP databases in off-peak times in a batch fashion and store them in data warehouses

for further analysis.

2.5 Software outsourcing
Among the software solutions within the company, the majority of the software applica-
tions are developed by and licensed from third-party consulting companies(vendors).
Such practices are named software outsourcing [Krishna et al., 2004]. It results in signif-
icant inflexibility when major changes are required like replacing the database manage-
ment system. For each outsourced application, the vendor has usually a few DBMS sup-
ported, in some cases, only Oracle DBMS is supported.

Foreseeably the company will need to order a DBMS replacement from the vendor.

In most cases, the intellectual property of the software belongs to the vendor and therefore



the DBMS replacement contract is likely not open to another competing vendor. The ven-
dor with intellectual property has a monopoly in conducting the replacement. This will

result in difficulty in negotiation to get the best price.

2.6 Factors impacting the feasibility of replacement

The company is interested in changing the technology that supports its databases. While
the intention is to reduce the cost of the DBMS, the company does not accept a degrada-
tion in the quality of the new database systems, or during the transition period. The com-
pany is aware that the replacement project will incur expenses, and the company is ex-
pecting a return from the expenses invested. The company is also interested in potentially
moving its on-premises servers to a cloud hosting environment. In summary, the factors
that impact the feasibility of the replacement project is as follows:

1. Data migration. There needs to be a viable way to migrate the data from the ex-
isting database to the desired alternative. If such migration was not achievable the
replacing Oracle databases would be impractical.

2. Competency of the alternatives. The alternative DBMS must meet the require-
ments of the original DBMS. The new system must pass regression testing with
test cases also passed by the legacy system [Fleurey et al., 2007] so that it’s vali-
dated to deliver the same or better utility at a significantly lower cost. If the new
system could not meet the requirements of the original system, replacing the Or-
acle system would not be feasible.

3. Organizational migration. It should be feasible for the company to replace all of
its Oracle databases.

4. Financial viability. The costs of the replacement project must not be prohibitive,
and the return of investment should be attractive. Otherwise, there would be little
motivation for the project to be approved and commenced.

5. Cloud hosting. The company expressed interest in moving its currently in-prem-
ises servers to be hosted on the cloud. Hosting on the cloud may further strengthen
the case of migrating to a new DBMS.

6. Outcome. The final, desired outcome of the database system replacement needs

to be attractive.



3 Database migration

The database itself has been a well-researched topic. Unlike in the 70s and 80s when the
database was cutting-edge technology, it is now an essential, basic building block of a
software system. Similar to any other software system, database systems will age and
reach the end of the lifecycle and often will need to be replaced. To replace a DBMS
essentially is to design and execute a process that migrates data from the source database
to the target, and meanwhile make necessary changes to other components of the system
to interface correctly with the new target DBMS. Morris [2012] defined data migration
as “the selection, preparation, extraction, transformation and permanent movement of ap-
propriate data that is of the right quality to the right place at the right time and the decom-
missioning of legacy data stores”, where selection is choosing from potentially multiple
data sources; preparation, extraction, and transformation are processes that create a map-
ping from the source repository to the target while retaining acceptable data quality. Mor-
ris [2012] also emphasized that data migration is not a technical issue but rather a business
issue, as many issues found in the migration process cannot be solved by technical per-
sonnel alone.

Motivations for replacing DBMS include cost savings, access to source code and open
source community, and better overall system capability, etc. Horstmann [2005] men-
tioned one of the motivations to migrate to open source DBMS is to lower the total cost
of ownership (TCO). Horstmann cited a source that showed an open-source system had
90% lower license cost, 60% lower system downtime, 70% lower hardware expenditure,
and 50% lower “administration, engineering and support costs” [Horstmann, 2005]. Cost
reductions were promising in 2005. In the fast-changing technical world, it’s hard to say
at a glance if the cost-saving numbers are still relevant. Thus, TCO savings should be re-
examined based on more recent data and the contexts specific to the case of this thesis.

There are also risks involved in data migration. Morris [2012] cited a data migration
survey that shows almost 40% of data migration projects cannot meet their schedule, ex-
ceeding budget limits, or ended as a failure. Among these projects, Morris [2012] found
and argued against a common misconception that data migration is a mostly technical
process in which the technical department can take full responsibility. There will be work-
arounds, exceptions, and errors in the legacy system that the technical department cannot
solve by itself alone. The business part of the company is required to be active in the
project to provide understandings of the legacy system to assist the migration process and
ultimately sign off on the decommissioning of the legacy system. Morris [2012] found
that the main cause for delay and over-budget in a migration project is the underestimation

of the scale of the data quality issues, the time and resources required to resolve those



issues, and the late discovery of the issues from the source system. Morris [2012] sug-
gested purchasing a “pre-migration data quality appraisal” from a supplier to more accu-

rately estimate the schedule and budget of the migration project.

3.1 Morris Approach

Morris [2012] proposed a systematic approach to data migration, which is cited and rec-
ognized by many [Haller, 2009; Matthes et al., 2011; Strauch et al., 2013; 2014]. It is
called “Migration Strategy and Governance”, as shown in Fig. 2. The approach covers
technical processes and business engagements. The Technical processes are illustrated in
the grey rectangle area in Fig 2, and consist of “Landscape Analysis”, “Gap Analysis and
Mapping”, “Migration Design and Execution”, and “Legacy Decommission”. Business
engagements are grouped in the blue triangle, including “Key Data Stakeholder Manage-
ment” and “System Retirement Plan”. Technical processes and business engagements are
interconnected by “Data Quality Rule”. The arrows indicate that there is information ex-
changed between the processes. Double arrows suggest the information exchanges are bi-

directional.
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Fig. 2. Morris Approach Overview [Morris, 2012]
Section 3.1.1 to Section 3.1.3 discussed the business engagement part of the migra-
tion processes. Each section discussed a module shown in the triangle labeled business
engagement in Fig. 2. Section 3.1.4 to 3.1.6 technical side of the migration process.

Apart from legacy decommissioning, which is the end result after migration design and



execution, each section represents a module shown in the rectangle labeled technical in
Fig 2.

3.1.1 System Retirement Plan

Every activity in a data migration project aims at the retirement of the source system.
Morris [2012] defines that “A system retirement plan documents the user-side require-
ments of a data migration that will allow a legacy data store to be decommissioned”. The
system retirement plan needs to be an actual set of documents that data owners and other
stakeholders can access. Morris found that most difficulties in a migration project are the
psychology of resisting to change within an organization, rather than the technical diffi-
culty of migrating data. Morris found that engaging non-technical stakeholders with a
system retirement plan can effectively provoke rejection and initiate negotiation that leads
to progress.

Morris described three minimally required meetings with data owners. At the initia-
tion of the migration project, the data owners are the first group to engage, with the first
agenda being agreeing on a system retirement plan. The second meeting will be when the
target system has been designed and the data owner needs to confirm the design meets
the demand. At last, when the data has been migrated to the target, the data owners are
required to give a statement that the legacy data store can be decommissioned. Morris
emphasized that all three agreements must be sign-off by the data owners.

Morris listed the categories that minimally consist of the system requirement plan.

1. Training. The data owners usually would like to know that their staff or the
staff that they depend on are adequately trained. Also, the training time may
impact the migration method. If the training is lengthy, migration of a more
phased approach may be desired.

2. Testing. The system retirement plan needs to state that the business intends to
conduct tests to validate the migration result. It is a part of the user acceptance
test, on which the migration team is focusing. The migration team should
work closely with the testing team to ensure the test cases in the acceptance
test are included in the test sets of the testing team. Lastly, Morris emphasized
the tests needs to be signed off.

3. Data retention. Morris gave examples to show that data have different classes
that require different levels of access time. Some need to be online with mil-
liseconds response time, while some, with infrequent access, can be stored
offline. By developing an understanding of the different classes of data, the
migration team can agree with the amount of data to be migrated to the target.
Morris recommended reserving a budget for archival storage for the infre-
quently needed data to avoid having the legacy system running and being paid

after the migration.
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4. Data audit and data lineage. As defined by Morris, “Data audit is the verifiable
proof that all the units of migration in the legacy data stores are accounted for
in the migration.” Data lineage is a series of states for each unit of migration
from the source through all the intermittent stages to the target. For complex
transformations from source to target, the tracking of such transformation is
sometimes required for fallback purposes or regulatory reasons.

5. Go-live restrictions. During the course of the year, there are times better for
executing migration than others and there are times to avoid. There may be a
surge in orders and deliveries at the end of each financial quarter. There may
be a holiday season when a large portion of staff are on vacation, or there may
be certain industry events when external stakeholders will attend collectively.
The window when the migration can take place needs to be determined early
when the migration project starts.

6. Customer experience. Morris discovered that in the meetings between the
technical and business staff, the impact on the customers is rarely discussed
unless reminded. The migration team needs to know the impact of the migra-
tion and the decommissioning of the legacy system on the customer experi-
ence. Morris also recommended inviting key customers to be included in the
migration process.

7. Fallback. A fallback plan is essential before any actual migration takes place.
There may be a natural disaster, the bankruptcy of a supplier, or a national
strike that can disrupt the process of migration. The plan needs to specify the
essentials and other components that could be delayed.

8. Resources. The migration project requires both human and physical resources
from the business. The system retirement plan needs to document the people
responsible for signing off documents and to discuss data quality, etc. Also,
there are physical resources such as access to computers and buildings that
need to be specified.

9. Unit of migration. There must be an agreement between the migration team
and the business on the lowest level of migration. Frequently used unit of mi-
gration includes ‘customer’, ‘order’, etc.

10. Transactional business processes. Transactional business processes are the ac-
tivities directly incurred by the migration process. Including them in the sys-
tem retirement plan helps communication with the data owners.

11. Decommission certificate.

3.1.2 Data Quality Rules

Morris [2012] discovered that data quality issues can surface on any occasion within the

migration project. Thus, there needs to be one central mechanism to handle all the data
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quality issues and all the information associated with the data quality issues. Morris pro-
posed a process to handle data quality issues as shown in Fig. 3. Notably, Morris refers

to data quality issues as “data quality rules (DQR)”.
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Fig. 3. Data quality process [Morris, 2012]

Every data issue goes through the abovementioned process. The process is conducted
by a data quality board, which takes input from the business, the migration team, and
from the data experts of both the source and target system. The data quality board should
be chaired by a data migration analyst.

The data quality board has 4 tasks:

1. Priorities. There will be more data quality issues discovered than the migra-
tion team can handle within schedule and budget. Thus, prioritization is es-
sential.

2. Quantify. The data quality board needs to define a set of metrics to describe
the progress of the migration project and metrics to identify the issues that
need the most attention and resources.

3. Plan. With the defined metrics, the data quality board can make plans to ad-
dress issues and be confident about if the data has met quality standards to
start the migration.

4. Manage. With metrics and planning the data quality board will be able to re-
port on the process of the project and keep tracking all data quality issues
raised and prioritize newly surfaced issues. Thus, data quality issues can be
managed.

Morris proposed 5 methods to handle a data quality issue:
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1. Ignore. Most of the data quality issues will be dismissed as most were deemed
unworthy of the effort to fix in the legacy system.

2. Fix in flight. Morris found that fixing data quality issues during the migration
is the next most frequent scenario.

3. Fix in source. It is usually the first proposed approach. However, in some
cases, it may be impractical.

4. Fix in target. By lowering the acceptance standard at the target, data quality
issues may be “fixed” in the target. Alternatively, correcting the data in the
target is riskier and may prolong the project schedule as the correction is per-
formed after migration.

5. Fallout in flight. Morris found it rare and yet of precedence that some edge
cases are difficult to address and therefore excluded from the migration and
fixed manually afterward.

There are two ways to fix data issues: manual or automated. The manual fix is conducted
by staff through a terminal. For an issue affecting a small number of records, the manual
fix is suitable. The automated fix is more complicated but handles a large number of
records efficiently. Morris found that automated fix is used more frequently in practice.
The data quality board consists of the following members: business domain experts,
technical data experts, legacy data store technical data experts, target technical data ex-

perts, other technical data experts, and data migration analysts.

3.1.3 Key Stakeholder management

“A data stakeholder is any person within or outside an organization who has a legitimate
interest in the data migration outcomes.” [Morris, 2012] Morris listed commonly found
key stakeholders in a database system: data owner, business domain expert, technical
system experts, data migration analysts, program experts, corporate data architect, audit
and regulatory experts, data customers, and potentially other key data stakeholders.
Morris recommends recording the key stakeholders identified with their name and
their corresponding role. Key stakeholders need to be briefed, preferably in person. De-
pending on their role, stakeholders may need to be briefed differently. Finally, Morris

recommends using the service of the key stakeholders appropriately.

3.1.4 Landscape Analysis

Morris [2012] discovered that the migration team often had a misconception that it had
every piece of information required for the migration in the source databases. In fact,
there may be data essential for the target stored in other forms other than database, for
example, a spreadsheet in the frontline worker’s computer, or the cellphone contact list

of a salesperson. The late discovery of data is found to be a major cause of project delay,
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over-budget, or failure. To address the problems in discovering all the required legacy
data, Morris proposed to perform Landscape Analysis.

Landscape Analysis [Morris, 2012] is “the systematic discovery, review and docu-
menting of the legacy data stores, including their linkages, data quality, and key data
stakeholders”. A legacy data store is “a data repository of any type that holds data of
interest to the new system”. Morris [2012] stated that the migration target is often mis-
taken as the central part of a migration, but instead, legacy data needs to be thoroughly
discovered and understood to ensure a successful data migration. Landscape Analysis
should be undertaken as soon as the migration project starts, even before the target system
is chosen. Legacy data stores are usually databases, electronic files, or spreadsheets.

Morris recommended maintaining a list of Legacy Data Stores. Each record of Legacy
Data Store should at least include a unique identifier, a list of key data stakeholders, data
quality, retirement plan status, and technical details. The key data stakeholders are the
data owner and a business domain expert. The data quality is recorded either as tentative
evaluation or quantitative measurements. For example, data quality can be initially de-
scribed as ‘good’, ‘sufficient’ or ‘poor’, etc. However, the qualitative evolution must be
replaced by a quantitative measurement later on. In Morris’s approach, each Legacy Data
Stores has a retirement plan. The Legacy Data Store list records and the current status of
the retirement plan. Technical details such as, what hardware and software platform the
Legacy Data Store is running on, should be recorded. As the migration progresses, the
Legacy Data Store list should add columns as needed.

On the first assessment of the Legacy Data Store, Morris recommended measuring
the size, as in Bytes, and complexity, as in the number of tables and columns. The tools
and procedures for Legacy Data Store of different size and complexity are different.
Knowing the size and complexity of the Legacy Data Store helps with tools selection and
migration procedure design. Additionally, how fast data change in a Legacy Data Store
can be a factor of consideration, i.e. a slow-changing database can be migrated early to
reduce project duration.

Morris advised recording the estimated migration outcome of the Legacy Data Store.
The Legacy Data Store may be fully migrated, partially migrated, or not migrated at all
and it may or may not be decommissioned after migration. The migration outcome needs
to be discussed with the data owner. For a given Legacy Data Store, especially in a cor-
poration, related documents of the Legacy Data Store should be gathered for data profil-
ing and data quality activities.

Most commonly, a Legacy Data Store would fetch some of its data from other data-
bases. Databases with all original data are rare. The understanding of the flow of data

helps to choose an appropriate data source, and it helps to discover buried Legacy Data
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Stores. Morris advises to always find its data source and downstream destination of any
given Legacy Data Store.

Morris discovered in Landscape Analysis, there were often ‘reality gaps’ that the data
stored in the system was inconsistent with reality. To address the reality gaps, audition

and physical surveys may be needed.

3.1.5 Gap Analysis and Mapping

The data gap is the difference between what the data currently is and what the data should
be meeting the validation standard of the migration. Morris [2012] listed five types of
gaps: reality gap, internal gap, migration model gap, target model gap, and topographical
gap”. Morris described methods to discover these kinds of data gaps. The reality gap is
most commonly discovered by a combination of survey or audit and reliable third-party
information. Internal gaps are usually found by profiling tools and data quality tools used
in landscape analysis. Migration model gaps are discovered by comparing models gener-
ated by data quality tools or database tools across different legacy data stores. Target
model gaps are discovered after the target is ready, when the test data is loaded to the
target. To address the different gaps, Morris found several fixes: manual audit, manual
fix, use of third-party data, automated fix, and discovery of missing legacy data store.
Mapping of the data comes naturally after all the preparation work, after all the data
sources have been discovered, the gaps between source and target are discovered, ana-

lyzed, and dealt with by the data quality processes.

3.1.6 Migration Design and Execution
Migration design and execution consist of four parts: migration end-to-end design, extract,
transform and load design, detailed decommissioning design, and migration build, test,
and execute [Morris, 2012].

End-to-end design is a high-level architectural design of the migration [Morris, 2012].
Morris listed the constitution of end-to-end design:

1. Scope statement

Migration form
Key business data areas
Units of migration
Audit and data lineage requirements
Migration reporting
Technology overview

Data transport software

A I A T o

Migration software
10. Transitional data store software
11. MDM software



-15-

12. Archive software

13. High-level cutover timeline

14. Outline testing strategy

15. Main sources and target data stores

Before designing for extraction, transformation, and loading, there are some non-
function requirements and a fallback plan that must be considered. The non-functional
requirements are data sizing, runtimes, sequencing, and hardware and network consider-
ations. Data sizing is measuring the scale of data to be loaded, in different order of mag-
nitude of bytes. Run time is the time it takes to load all the data in the migration. Sequenc-
ing is assessing the order in which the data is to be loaded. The hardware and network
software may have restrictions and may cause a bottleneck.

A fallback plan is essential for beginning a migration process. In the fallback plan,
the migration process is divided by a series of checkpoints, at which the migration team
will decide whether to proceed to the next checkpoint or to execute the fallback plan.
Morris described methods of falling back:

1. Partial fallback

2. Full fallback

3. Continue with caution

4. Switch to the phased delivery

Extract design specifies the process by which data in the legacy data store is included
in or excluded from the migration. Transformation design describes how the data ex-
tracted is turned into the format required for loading. Load design is how transformed
data will be used to inflate the target database.

In essence, what executes the data extraction, transformation, loading, and possibly
fallback, etc., is single-use software, which needs its own testing [Morris, 2012]. These
tests include [Morris, 2012]:

. Unit testing

[

2. Integration testing

3. Load testing

4. Fallback testing

5. Decommission testing

6. Audit and data lineage testing
7. User acceptance testing

In the case of test failures, Morris listed commonly seen test failures:
1. Cosmetic fault
2. User acceptance failures
3. Data quality issues
4. Mapping faults
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5. Process faults

6. Performance issues
Cosmetic faults will be ignored. User acceptance failure will be directed to the designer
of the target system. The data quality issue is handled by the data quality process men-
tioned in Section 2.1.3. Mapping and process faults will be handled by the corresponding
team. Performance issues are handled by the migration architecture in conjuncture with
stakeholders.

After all the tests are successful and signed off, the actual migration will take place

and the legacy data store will be decommissioned, after which the migration project is

concluded.

3.2 Horstmann Approach

Horstmann [2005] proposed a process to migrate from one database to another, including
the following steps:
1. Analyze the whole source system (all assets).
Migrate the Open Source database management system software.
Migrate the schema(s).
Analyze the data and provide conversions. Transfer test data.
Test the migrated schema(s) with the test data.
Migrate the client SQL.

Migrate the database systems infrastructure.

e

Cut-over: Implement data migration.
9. Final testing and evaluation.

In Horstmann’s migration process, an “asset” refers to a part of the database system,
including the DBMS software, the schema of the database, the data, SQL queries that
client(s) use to interact with the database, and underlying infrastructure the system built
upon. “Client SQL” refers to the SQL queries in the application that interfaces with the
database. “Cut-over” is a step in the migration process when the production data from the
source system is transferred to the destination system and the system user also transfers
the usage from the source system to the destination system. [Horstmann, 2005]

Although the above steps aim to migrate from a proprietary DBMS to an open-source
alternative, the migration method is applicable for database migration, regardless of
whether the source code of the source system or destination system is available. In the
case of this thesis, if the commissioning company decided to choose another lower-cost

proprietary DMBS, Horstmann’s migration process is still applicable.



-17-

3.3 Discussion

Morris [2012] and Horstmann [2005] have different scopes to address the database mi-
gration process. Morris Approach covered extensively from business engagement to pro-
ject management, to phycology within an organization, to technical details and planning
of a migration project, while Horstmann Approach was a subset of what Morris had dis-
cussed. Specifically, Horstmann’s Approach was similar to a portion of “Migration de-
sign and execution”. Mastering Morris’ methods of conducting a migration project will
give the migration team a strong sense of confidence to make sensible predictions on
project schedule and budget and subsequently execute according to set schedule and
budget.

Morris and Horstmann proposed processes to migrate a single database or a few closely
related databases. However, the company is looking to migrate 150 databases spanning
many different applications in different business domains. Aggregating all the databases
into one migration project is foreseeability highly complex and the extra complexity is
unnecessary. Therefore, the migration of all 150 databases should be divided into rela-
tively small migration projects, which scope to migrate one stand-alone database or a few
highly coupled databases. Each divided migration project follows the migration process

proposed by Morris or Horstmann.
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4 Change request analysis

The company has been satisfied with the performance of the Oracle database. However,
to use the Oracle database, the company must pay an annual software licensing fee, after
which the owner of the Oracle database, Oracle Corporation, grants the right to use the
Oracle database to the commissioning company.

The software license cost of the Oracle database in 2019 adds up to 1.8 million euros,
which is considered too expensive for the commissioning company. Attracted by the in-
creasing maturity and the low cost of open-source DBMSs. The commissioning company
decided to investigate the possibility of replacing the Oracle database to reduce its oper-
ating costs. The commissioning company also expressed interest in transitioning from its
existing on-premises hosting to cloud hosting.

The manager of this commission suggested starting with interviewing with stakehold-
ers of the databases in question. With a large number of databases in question, reading
through the documents of each database regarding their design, requirements, and speci-
fications is seemingly impractical. It had become clear that interviewing database owners
was necessary to extract the data required for this thesis. The author of this thesis then
proceeded with interviewing the database owners, followed by analyzing the interviewing

results, after which sufficient data generated to conclude this thesis.

4.1 Interview

To identify potential obstacles that may prohibit the replacement of Oracle DBMS and to
investigate what requirements the alternative system needs to meet. If there were an ob-
stacle that prohibited the replacement of Oracle DBMS in certain databases, the database
in question would need to be excluded from the migration project. If there were a large
portion of the database that cannot be migrated from Oracle DBMS, the migration project
would be concluded unfeasible. Only when all the obstacles are determined solvable and
all requirements can be met, can the replacement project be feasible. The interviews were
conducted with the database owners, who typically work for the IT department. Interview
requests are initially sent to a list of database owners. The database owners are usually
the manager of the software application utilizing the database. In some cases, the owner
of the database is not the person suitable to participate in the interview. Instead, the owner
would appoint other contact person(s), who work with the database daily, to participate
in the interview. The participants are precisely the key data stakeholders defined by Mor-
ris [2012]. They were either data owners, business domain experts, or technical system
experts. After the interviews with the database owners or appointed contacts, the infor-
mation required for this thesis was sufficiently gathered. Thus, there were no further in-
terviews with other stakeholders.

The questions were set up with an underlying subtext, which was to engage the inter-

viewee as if the database they had been working with daily was going to be replaced.
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Subsequently, the engagement would provoke rejection. By analyzing the reasoning of
the rejections, obstacles to the replacement process can be identified. The questions asked
in the interviews are listed in Appendix 1. Question 1 was intended to warm up the con-
versation and to get some background information about the interviewee. Question 2 tried
to identify any databases that may be unaware of to the hosting department. Question 3
identified the potential obstacles of replacing Oracle DBMS and the requirements of the
alternative DBMS needs to meet. Question 4-7 were trying to gauge what the load and
performance are sustained by the Oracle based system and thus if the alternative DBMS
can achieve similar performance. Question 8 was trying to investigate if any database
failure had occurred and how was the reaction to the failure. Question 9 was trying to find
how the databases managed by the interviewee fit into the organization and its govern-
ance. Question 10 was intended to obtain information about the licensing contracts the
company has with Oracle. The questions can be categorized into 4 categories. Question 1
was a warming-up question. Question 2-3 were generic questions. Question 4-8 was tech-
nical questions. Question 9-10 were business-related questions. The categorizing of the

questions is shown in Table 1.
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Category

Question No.

Question

Warming up

1

Can you tell me a bit about yourself and your work re-
garding databases?

Generic

Are there any other databases you use other than those
the hosting department hosts?

What is your general feeling toward replacing Oracle
with a lower cost database such as MySQL or Post-
greSQL?

3.1

What problems do you have with Oracle systems?

3.2

What concerns do you have with other databases?

33

Is there anything you know for sure that no database other
than Oracle can satisfy your requirements from the appli-
cation point of view?

Technical

Access to database metadata:

- complexity: number of tables and columns, number of
foreign keys

- size: number of rows

- performance: count per minute, response time, number
of connections

Access to application data:

- traffic metrics and their future forecast:
- page view

- sessions

- active users

- other custom metrics

the complexity of performance-sensitive operations
- max number of tables JOIN-ed together

- others, to be determined

- performance metrics of these operations

Performance issues
- What issue
- how often

Database failure
- How often

- story

Business

What business unit do the databases belong to?

10

Oracle contract
- current status

- person/group that manages the contract

Table 1. Interview question categorization.
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4.2 Findings from interviews and other communications

The commissioning company provided a list of 60 databases and 17 persons that are the
contact persons of these databases. Among the 17 contact persons, 13 interviews associ-
ated with 55 databases were conducted by in-person meetings or online video confer-
ences. An interview typically took half an hour with 1-3 interviewees. The interviewees
were the database owners or persons familiar with the database appointed by the database
owners, who typically work for the IT department. In each interview, participants an-
swered questions given in a questionnaire. The answers of the participants were docu-
mented. After collecting and analyzing interview minutes, a list of preliminary findings
and suggestions, attached as appendix 2, were made to the company.

In summary of the findings from the interviews, no interviewee responded from a
technical perspective that the Oracle database is the only viable option. Thus, it is possible
to replace Oracle with other DBMS and achieve the same functionalities and require-
ments. Reprogramming the application provided by vendors is perceived to be the most
difficult and expensive part of the replacement process. However, Morris [2012] argues
that the most difficult part will be the migration process, rather than building the target,
which is relatively trivial as the vendor will usually be able to deliver as specified. The
licensing fee of Oracle DBMS is rising from 1.5 million euros in 2018 to 1.8 million euro
in 2019. Technical support is emphasized in 5 interviews. Technical support from Oracle
has been satisfactory and the replacement system must have the same level or better tech-
nical support. 6 interviewees mentioned the reason Oracle DBMS was chosen is the host-
ing department did not support other choices. The hosting department must start to sup-
port the replacements DBMS. Oracle DBMS provides many features, such as high avail-
ability and spatial calculation. It is currently satisfying all the needs of the hosting depart-
ment and its customers. Tentative replacement systems, such as MySQL or PostgreSQL
may not be able to replace the Oracle system by itself. A combination of multiple other
replacement systems may be required. Lastly, the hosting department must act fast to get
involved in the process of new projects selecting database systems, as at least one of the
applications is no longer supported by its vendor and the IT department is looking for a
replacement.

In addition to interviews, there were also email communications with the database
owners. In these communications, database owners provided a preliminary estimation,
without committing to a full estimation process. For each database to migrate to an alter-
native system, it would cost about €5,000 to €15,000 depending on the vendor providing
the application. A migration project is estimated to take from several weeks to several
months. Extrapolating to 150 databases in scope, the total cost of migration is estimated
from 0.75 to 2.25 million euros. The median of this estimation range, 1.5 million euros

are used as the estimated cost of migrating 150 databases in the rest of the thesis.
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Further analyzing answers from Question 4-7, combined with performance and re-
source usage data extracted from the monitoring tools, there is no database with excep-
tional size, complexity, and load found in the databases of the hosting department. Thus,
an open-source replacement should have enough performance to satisfy the requirements

of the application.

4.3 Discussion

To summarize, the database owners demanded the following from the target systems:

1. High availability. The company depends on its software system being online
around the clock. Shutdowns for an extended period are unacceptable.

2. Spatial calculation. The core customer-facing application is supported by spa-
tial calculation features as the backbone. Spatial features are essential to the
company.

3. Data warehousing. Analytical activities such as business intelligence are an
important part of the IT department’s function. Data warehousing is also an
essential feature.

4. Service quality from the hosting department. The IT department, as the cus-
tomer of the hosting department, expects no deterioration in terms of service
quality from the hosting department.

5. Performance. The target system must not cause any performance issues in the
application.

6. Technical support. The hosting department and the IT department have been
satisfied with the technical support provided by Oracle. The target system
needs to provide the same level of technical support.

The cost estimation for migrating each database is €5,000 to €15,000 with an esti-
mated schedule of several weeks to several months. Since the migration project is aimed
to reduce cost and thus improve the financial performance of the company, the migration
project needs to make economic sense, which means the savings of replacing Oracle sys-
tems need to significantly higher than the cost of the migration project.

There are several risks involved in the migration project. As a project of developing
or modifying a software system, there are always risks of over-budget and over-time.
Although there is little risk of data loss, there may be downtime between the source sys-
tem shutdown and the startup of the destination system. A longer than expected downtime

may result in affecting the company’s usual business and cause damage.
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5 Replacement systems candidates

The selection of candidate systems is largely based on the understanding of the available
DBMS in the market. Popular, reliable, reputable, and feature-rich relational DBMS are
alternatives to the Oracle DBMS, and they are MySQL, Microsoft SQL Server, and Post-
greSQL. According to DB-Engines [2020], MySQL ranks in second place. Microsoft
SQL Server ranks in third place. PostgreSQL ranks in fourth place. MySQL and Post-
greSQL are open source DBMS with zero licensing fees, while Microsoft SQL Server is

commercial and thus excluded.

5.1 Introduction to alternative systems

In development since 1979, MySQL is one of the most widely used DBMS [DuBois,
2013]. Notable users include Facebook, YouTube, NASA, etc. Apart from its rich feature
set and performance, being open-source and thus low cost certainly adds to its appeal to
businesses. MySQL Cluster [MySQL, 2020] is management software for clustered data-
base servers, which provides high availability by using a share-nothing architecture.
Nodes within the cluster can all be considered master nodes. All changes are propagated
throughout the cluster with all the nodes.

Being open-source from the very beginning, PostgreSQL is another reputable and
mature open-source DBMS developed since 1977 [Momjian, 2001]. Notable users in-
clude Skype, Reddit, OpenStreetMap, etc. PostGIS is PostgreSQL’s spatial calculation
feature.

Google provides a fully managed database service named CloudSQL. It offers built-
in high availability capability by using an active-passive, share-nothing redundancy, sup-
porting both MySQL and PostgreSQL. Its service agreement guarantees an availability
01 99.95% [Google, 2019].

5.2 Assessment of alternative systems
In this section, the feature set, performance, and support offered by the alternative systems
are compared against the requirements of the original system. Recommendations on how

to replace the original system are also given.

5.2.1 High availability

MySQL Cluster, with an active-active architecture, claims a proven 99.999% availability
[MySQL, 2020]. Google’s CloudSQL cloud service, providing active-passive configura-
tion, guarantees 99.95% availability, supporting both MySQL and PostgreSQL [Google,
2019]. Alternatively, PostgreSQL can be configured to active-active redundancy with
third-party tools. Oracle does not reveal or guarantee the specific availability of RAC and
RAC One. RAC One, with an active-passive design, can be replaced by CloudSQL which

uses the same active-passive design, with a claim of 99.95% availability. For RAC, with
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an active-active design, can be replaced by MySQL Cluster, or PostgreSQL configured
in active-active redundancy. However, Oracle RAC has a failover time of 20-30 seconds
and the failover process disrupts the service. MySQL Cluster is able to failover typically

within 1 second with no service disruption.

Failover . .
Redundancy " Disruption Guarantee
ime

Cloud SQL Active-passive 2-3 mins Yes Yes
PostgreSQL Active-active Yes No
MySQL Cluster  Active-active <ls No No
Oracle RAC Active-active 20-30s Yes No
Oracle RAC ) )
Active-passive Yes No
One

Table 2. High availability comparison

As shown in Table 2, databases that are currently satisfied with the high availability
provided by RAC One can be replaced by CloudSQL with high availability configuration.
Databases that are using RAC can be replaced by MySQL Cluster. By switching to open
source solutions, the system can gain additional availability while removing licensing

costs.

5.2.2 Oracle Spatial vs PostGIS
In the course of conducting the interviews, there were some concerns about a particular
feature called “Spatial Data Option” in Oracle DBMS (Oracle Spatial). It was extensively
used to determine if a given geographic location point is within the area of signal cover-
age. The alternative system needs to have corresponding features and its performance
needs to be on par with the Oracle system. PostGIS [PostGIS, 2020], a common open-
source alternative to Oracle Spatial, was found to have better performance by some stud-
ies [Shukla et al., 2016; IITB, 2012], and there’s a study showing PostGIS and Oracle
Spatial had comparable feature set and benchmark results [Zhou et al., 2009].

Shukla et al. [2016] found the PostGIS consumed less time and compute resources

comparing to Oracle spatial when performing query and accessing tasks, with results
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showing PostGIS was at least 50% faster and in extreme cases, PostGIS was found 450%
faster than Oracle Spatial.

A technical report [[ITB, 2012] from the Indian Institute of Technology compared the
performance of Oracle Spatial and PostGIS in both the “cold phase” and “warm phase”.
“Cold phase” refers to executing queries when the system is newly booted, or all its buffer
and cache are flushed. “Warm phase” refers to executing queries that are more related so
that the cache mechanism of the system is utilized, and its effectiveness can be measured.
The report found PostGIS outperformed Oracle Spatial in both cold and warm phases
with minor exceptions.

Zhou et al. [2009] proposed a method to evaluate the functionality and performance
of spatial DBMSs, including benchmark results from PostGIS, MySQL Spatial, Oracle
Spatial, and IBM-DB2.In its 11 queries, 10 of them had valid results from Oracle Spatial
and PostGIS, among which PostGIS was faster at 5 of those queries. This study also stated
that IBM-DB2 had the most complete support for different features. PostGIS and Oracle
Spatial supported the same sets of features but not as complete as DB2, while MySQL
supported the least number of features.

In summary, studies [Shukla et al., 2016; IITB, 2012; Zhou et al., 2009] have shown
in general PostGIS has similar or better performance when comparing to Oracle Spatial
and PostGIS has similar functionality as Oracle Spatial. By migrating to PostgreSQL, the
system that requires spatial calculation can gain additional performance while removing

licensing cost, without giving up on high availability capability.

5.2.3 Data warehousing

Oracle DBMS has built-in data warehousing features and it is indeed one of the most
reputable solutions on the market. There are also other data warehousing solutions on the
market with a similar reputation. For example, Amazon Redshift. By migrating from Or-
acle data warehousing, the system can have a similar capacity while the cost for this spe-

cific feature is greatly reduced.

5.2.4 Performance

Having no database with exceptional size, complexity, or load, candidates such as
MySQL and PostgreSQL will be able to satisfy the performance requirements at the same

level or better.

5.2.5 Support

Comparing to Oracle DBMS, open-source systems such as MySQL and PostgreSQL are
more widely used and therefore have more database administrators that are less expensive
available in the talent market. MySQL and PostgreSQL also have a more competitive

environment for technical support providers and much larger online communities. Given
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these advantages, it is not difficult for the hosting department to provide the same level

of service quality to its customers as long as the hosting department is committed to it

5.2.6 Replacement
For OLTP databases, the non-spatial databases configured in RAC can be replaced by
MySQL Cluster or PostgreSQL in an active-active configuration. Spatial databases can
be replaced by PostgreSQL. Regular OLTP databases configured in RAC One can be
replaced by MySQL Cluster or PostgreSQL with high availability configuration or mi-
grate to Google CloudSQL.

All the databases used as a data warehouse can be replaced by Amazon Redshift,

Google BigQurey, Snowflake, or similar services on the market.

5.3 Active and passive migration

Constructed from common sense, there are two obvious, yet extreme methods to migrate
all the database the hosting department has. One method, active migration, commits to
solving any obstacle found in the migration process and does not stop until all the units
of migration have been migrated. As no technical or fundamental reason prohibits the use
of other databases, active migration is feasible. The other method, passive migration, is
the opposite of active migration. No database or application will be replaced before its
end of life. As every application has a life cycle, eventually all the databases will be re-
placed. Active and passive migration is both feasible and yet not the wisest method to
migrate all the databases of the hosting department, a practical migration method is a

combination of the two.

5.3.1 Active migration
Active migration starts the migration process right away, setting up a dedicated team
whose sole job is to migrate existing databases to target databases. The team will process
each unit of migrating one by one or migrate several units in parallel until all of the data-
bases are migrated to their suitable alternative DBMSs. This is an active migration. With
an active strategy, the team is expected to address all the obstacles that it may encounter
head-on. For example, if a vendor claims it does not support other DBMS, the team will
try to convince the vendor to develop the capability to support a new DBMS, or even
change the vendor for a given system if necessary, bearing all the costs that may apply.
Active migration has the advantage of being fast and rewarding, the migration team
will not wait for anything other than its own capacity of migrating databases, all the da-
tabases are migrated as soon as the team possibly can. Once a group of databases that are
tied to the same licensing contract is finished migrating, the company can stop renewing
the contract, removing corresponding licensing costs, immediately after the current con-

tract is expired.
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However, active migration will introduce additional costs and risks. The cost of or-
dering a DBMS change from the vendor is an addition comparing to the originally ex-
pected cost of the system. With no expectation and planning that the original system
would need a new DBMS, it will increase the workload of the team responsible for the
system. Moreover, the migration project is essentially modifying a system that is proven
working and meeting its designed specifications. Therefore, there are inherent risks that
the new system may not work as intended or it may not meet some specifications in an
unexpected way, as the new system is not yet proven. There is also the risk that is naturally

associated with any software project that may be over-time or over budget.

5.3.2 Passive migration

As opposed to solving every problem that occurred, passive migration simply waits for a
given system to reach its end of the lifecycle. Every application is designed to be in pro-
duction for a certain amount of time, after which the application needs to be replaced,
removed, or reconsidered. If the company decided the application at its end of the lifecy-
cle is still needed in the future, its new version that replaces the outdated version will use
anew DBMS.

Passive migration introduces no additional cost and no additional risks. For the cur-
rent application, all the costs and risks have been taken into consideration when it is being
developed. There is already an expectation that a new system is needed to replace the
current application and it is also expected to have cost and risk replacing the current ap-
plication.

However, in addition to being much slower, the overall cost of passive migration is
much higher. During the period of waiting for the target system to reach its end of the
lifecycle, the licensing cost of the Oracle DBMS must be paid in full. Although there is
no arbitrary requirement demanding the schedule of the migration, it is against the busi-

ness’s nature to pursuit an efficient operation.

5.4 Practical migration
In this section, I propose a practical method that combines active and passive migration,
to migrate all the databases in the company in an organized manner. Active migration and
passive migration are two extreme cases with the most and the least aggressiveness. The
practical and most feasible migration strategy should have a moderate level of aggres-
siveness.

Typically, a database in question is serving a specific application. Migration and mod-
ification to such a database do not affect other databases and other applications. Thus,

such a database can be migrated individually. There are also databases that serve multiple
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applications and applications that depend on multiple databases. In these cases, the data-
bases that are highly coupled can be grouped into a single unit of migration. Each unit of
migration has its own migration process governed by Morris or Horstmann’s’ approach.

Before starting the actual migration processes, some preparation work should be done
to serve as the basis of the project. Firstly, the hosting department needs the support of
the various DBMSs that will replace Oracle systems as they have not been supported as
of now. Secondly, the hardware for hosting new systems should be ready before the mi-
gration process or at least the hardware should be ready sufficiently before any new sys-
tem needs to be run on new hardware. The hardware can be hosted either on-premises or
on the cloud, depending on what is chosen by each migrating system. The hosting depart-
ment should have the capability in time to support the new hardware regardless if it is on-
premises or on the cloud. Lastly, the hosting department needs to prevent any new project
from selecting Oracle DBMS as its primary supported DBMS. If new Oracle systems are
allowed it would be foreseeably very difficult to replace the DBMS at the early stage of
the lifecycle of the system. More importantly, the hosting department would need to keep
maintaining the hardware that supports Oracle DBMS and keep paying the licensing costs
corresponding to the Oracle-specific hardware.

At the beginning of the migration process, Landscape Analysis as proposed by Morris
should be performed on all databases, regardless of their characteristics, to collect initial
information on its data quality, and the scale and complexity of the database. Landscape
analysis should start as early as possible and does not depend on the selection of the target
system [Morris, 2012].

The databases the company has can be categorized into a few different kinds and their
optimum migration strategies are different. There are several databases whose corre-
sponding applications are also developed and owned by the company, giving the company
total control of the system. There are a few databases already at the end of the lifecycle.
The vendor providing the corresponding application has stopped support for the applica-
tion. There are a few databases in its sun-setting phase and its vendor has announced the
time for stopping supporting the corresponding application. There are also databases
whose application is due for a major upgrade, supporting more DBMS in the next version.
The rest of the databases are corresponding to applications provided by vendors, operat-
ing normally, some of which has Oracle as their only supported DBMS.

To address one of the drawbacks of outsourcing software projects, namely, the vendor
of a given system has the intellectual property rights of the system and hence the vendor
is the only option for DBMS replacement, it would be beneficial to have some more un-
derstanding of a DBMS replacement project before starting a negotiation with a vendor
regarding replacing the DBMS of the system the vendor provides. Therefore, the migra-

tion project should start from the systems in which the company has total control over the
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database and the corresponding application. By migrating these systems, the company
should be able to obtain information on the costs, schedule, and experiences of engineer-
ing practices. With the data from real projects, as opposed to unproven estimates, it should
partially address the issue that the vendor is having essentially a monopoly on the replace-
ment project, serving as an advantage in the negotiation, although the vendor’s monopoly
position has not changed.

For the application no longer supported by its original vendor, the IT department is
considering finding a new vendor to support the system further, or to purchase a new
application to replace the existing application. Essentially, the newly selected vendor
needs to purchase intellectual property rights from the original vendor or develop an ap-
plication on its own. The process of selecting a new vendor is competitive, giving a ne-
gotiation advantage to the company. Requirements for supporting and migrating to a new
DBMS should be included in the purchase of new software services.

For the applications that are approaching its end of the lifecycle, the phase-out process
should be accelerated. Among these applications, for those which will soon lose support
from its original vendor, the purchasing process for new software services should start
timely to ensure there is enough time for the new vendor to develop a new application
with a replaced DBMS or to develop the capability to support the application acquired
from the original vendor and migrate to a new DBMS so that the new application is able
to take over the workload at or before the date the original vendor stops support for the
application. For the applications that are soon due for a major upgrade, replacing DBMS
should be included in the requirements of the next version of the system. The migration
and upgrading process should be combined to share some of the costs and risks. The
schedule of upgrading to the next version should be accelerating, so that the cost-saving
on the DBMS licensing fee can start sooner if the price related to the accelerating schedule
is reasonable.

For the normally operating, vendor-provided applications, the company should con-
sider purchasing DBMS replacement. Given the monopoly position of vendors, the pur-
chase price may not be optimum, the company should be able to leverage the experiences
gain from migrating its own in-house applications to negotiate for a reasonable price and
reject unreasonable prices from vendors. Foreseeably there could be some vendor-pro-
vided applications that do not support the desired low-cost DBMS, or the vendor may
insist to charge an unreasonably high price for migration, making the system resist
change. For systems that resist change, more management pressure should be applied,
and more incentives should be offered to accelerate change to the system. For instance,
when a system has successfully completed migration to the desired DBMS, it should no
longer share the costs of the hardware and support designated to Oracle DBMS. There-

fore, the remaining system still using Oracle DBMS will have an increased shared cost.
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In the worst-case scenario, systems change resisting can only be replaced at the end of
the lifecycle.

Within each category of the databases, those that are considered suitable for hosting
in the cloud will be given the priority to migrate to new environments, as migration to the
cloud is independent of hardware purchasing and installing. The capital expenditure for
new on-premises hardware can be a substantial amount which may require a more lengthy
process of approval. The initial cost of cloud hosting is negligible, and therefore less co-
operate resistance is expected.

In Fig. 4, the rectangles represent the steps in the practical migration process. The
solid arrows show the order in which the steps are taken. A parallelogram represents the
output information from a step of the process; the output also serves as the input infor-
mation in a later step. The dashed arrows represent the flow of information. The output
of landscape analysis is data quality and complexity, which is used to make prioritization
decisions in migrating normally operating databases. The outputs from migrating in-
house databases, migrate unsupported databases and migrate sun-setting databases are the
cost, schedule, and experience gained, which are also the input information in the nego-

tiation of the procurement process in migrating normally operating databases.

Data quality
and
complexity

Landscape analysis
on all databases

Migrate in-house
databases

Cost,
schedule, and
experiences

Migrate unsupported
databases

Migrate sun-setting
databases

Prioritization
| || || mll

Negotiation
] | | |

[ Migrate normally
operating databases

Fig. 4. Practical migration

In summary, the practical migration process is shown in Fig. 4. The migration process

is divided into steps. The first step is to perform landscape analysis, guided by Morris
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[2012], to collect information on overall data quality and complexity. After landscape
analysis, the migration process on databases can be started. The migration process follows
Morris [2012] or Horstmann [2015] approach detailed in chapter 3. In-house databases
are the first ones to be migrated. Subsequently, Database no-longer supported by its orig-
inal vendors are the next to be migrated, followed by databases that are approaching their
end of the lifecycle. Armed with the collected information on data quality and complexity
from landscape analysis, other normally operating databases are prioritized. Preferably,
databases with high data quality and low complexity are migrated first. With all the ex-
periences from previous migrations, including their costs and schedule, the rest of the
database is finally migrated, and the impact of vendors being in a monopoly position is
minimized. Additionally, databases suitable for cloud hosting should be given priority to

accelerate cost savings.

5.5 Cost and return of system migration

The cost of the new system mainly consists of the cost of the migration process, new
hardware, and technical support.

For the migration process, there are roughly 150 databases. According to email com-
munications from the database owners, the average estimated cost of migration for each
database and its corresponding application is about €10,000. The total cost of the migra-
tion process is roughly estimated at €1.5 million. The estimated schedule for migrating
each database and its application is roughly a few weeks to months. The commissioning
company should have sufficient resources to migrate several databases and applications
in parallel. I estimate the migration project to take about one year.

To simply the cost and return models, the following estimation assumes all spending
of the migration project will incur on the first day of the migration project, and all savings
will not be effective, until the last day of the migration project.

There are several on-premises hardware hosting the existing Oracle databases. Most
of them are legacy hardware. There are 4 Oracle servers acquired in 2018. To replace
these servers dedicated to Oracle databases with on-premises hardware, I estimate two
types of servers, 4 servers each type, in total 8 servers are needed. Type I servers are
designed to replace the Oracle servers newly acquired in 2018. Type I server should have
the same or better specifications as the Oracle servers acquired in 2018. Type II serves
are designed to replace legacy hardware with the latest, cheaper hardware. Type II server
should have better specifications than the legacy hardware replaced. The estimated cost
of 4 type I servers and 4 type II servers and installation is €398,000. Given a useful life
of 4 years for the new servers, each year the depreciation cost is €99,500. Based on the
quotes available online, the cost of support ranges from €10,000 to €144,000 per year. To

be conservative, the highest quote for support is used. After discarding the costs that are
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roughly the same regardless of what servers are used, such as costs associated with elec-
tricity, maintenance staff, cooling, redundant power supply, etc., the cost per year of the
new on-premises environment is €243,500. After discarding the sunk cost of existing
hardware, the savings compared to licensing cost before tax in 2019 is €1,226,500, which
is a reduction of 83.4%.

To evaluate the return on the migration project, its annualized return on investment

can be calculated as follows in Equation 1 [Melicher et al., 2013].

Ending Value "/Number of years
Annualized Return on Investment = ( — )
Begining Value

Equation 1. Annualized return on investment [Melicher et al., 2013]

where, in this case, the beginning value is the migration cost and the ending value is the
savings on licensing cost each year times the number of years passed after the migration
project is completed.

As calculated previously in this section, the migration cost is estimated to be roughly
€1.5 million, and the migration project will take 1 year to complete (base case). The cost
savings per year after completion is €1,226,500. The annualized return on investment

over several years are shown in Table 3.

Year Ending value Annualized return
1 0 0.00 %

2 €1,226,500 -18.23 %
3 €2,453,000 27.88 %
4 €3,679,500 34.86 %
5 €4,906,000 34.48 %
6 €6,132,500 32.53 %
7 €7,359,000 30.35%
8 €8,585,500 28.30 %
9 €9,812,000 26.46 %
10 €11,038,500 24.83 %
11 €12,265,000 23.38%
12 €13,491,500 22.10%

Table 3. Base case annualized return

In the first year, the return is zero as the savings are not counted before the migration

project is completed. In the second year, the return on investment is negative as the saving
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over one year is less than the initial cost of migration. In subsequent years, the returns are
positive.

To determine whether the migration project is worthwhile, a comparison can be made
between the return on investment of the migration project and the company’s long-term
company stock performance. If the return on investment of the migration project is higher
than the long-term company stock performance, the migration project should result in a
positive effect on the company’s market value. The company’s 10-year return on invest-
ment is roughly 12%. The company’s stock return on investment under the current CEO
is roughly 11%. The return on investment comparison between the migration project and

the company stock is shown as follows in Fig.5.

€1.5 million, 1 year
40.00%
34.86%

35.00%

30.00%

25.00%

20.00% €1.5m, 1 year

15.00% Company stock, 10 year

10.00% Company stock, current CEO

5.00%
0.00%
-5.00%

-10.00%

Fig. 5. Base case annualized return

To address the inaccuracy of the schedule estimation, a scenario of a €1.5 million
budget and a 2-year schedule is also considered. Its annualized return on investment over

several years are shown as follows in Table 4.
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Year Value Annualized return
1 €0 0.00 %

2 €0 -100.00 %
3 €1,226,500 -9.58 %

4 €2,453,000 17.82 %

5 €3,679,500 25.15 %

6 €4,906,000 26.74 %

7 €6,132,500 26.45 %

8 €7,359,000 25.51 %
9 €8,585,500 24.37 %
10 €9,812,000 23.21 %
11 €11,038,500 22.09 %
12 €12,265,000 21.05 %

Table 4. Over-time case annualized return

The return on investment in this scenario is slightly lower than the base case and it is
not positive until the fourth year. The comparison to the company stock performance is

shown in Fig.6.

€1.5 million, 2 years

30.00% 26.74%

25.00%
20.00%

15.00%
e ].5m, 2 years

10.00% Company stock, 10 year
e Company stock, current CEO
5.00%
0.00%
-5.00%
-10.00%

Fig. 6. Over-time case annualized return

To address the inaccuracy of both the budget and schedule estimation, a scenario of a €3
million budget and a 2-year schedule is also considered. Its annualized return on invest-

ment over several years are shown in Table 5.
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Year Value Annualized return
1 €3,000,000 0.00 %

2 €0 -100.00 %
3 €1,226,500 -36.06 %
4 €2,453,000 -6.49 %

5 €3,679,500 5.24 %

6 €4,906,000 10.34 %

7 €6,132,500 12.66 %

8 €7,359,000 13.68 %

9 €8,585,500 14.05 %
10 €9,812,000 14.07 %
11 €11,038,500 13.91 %
12 €12,265,000 13.66 %

Table 5. Over-time and over-schedule case annualized return

The return on investment in this scenario is significantly lower than the base case and the

over-time case and it is not positive until the fifth year. The annualized return on invest-

ment in the long term is still comfortably higher than the company’s long-term stock

performance. The comparison to the company stock performance is shown in Fig.7.

20.00%

15.00%
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0.00%

-5.00%
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€3m, 2 years
Company stock, 10 year

e Company stock, current CEO

10 11 12

Fig. 7. Over-time and over-schedule case annualized return

The comparison of all three cases and the company stock performance are shown as fol-

lows in Fig.8
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Annualized return
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Fig. 8. Annualized return comparison

In the base case scenario, the annualized return on investment is significantly higher than
the company’s stock performance, which means the migration project is highly profitable.
Considering the risks of over budget and over time, even if both the budget and schedule
are 2 times the base case estimation, the return on investment is still comfortably higher
than the company’s stock performance in the long term. Therefore, the migration project

is financially attractive, and the risk of over budget and time is manageable.
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6 Cloud hosting

A cloud, in the sense of internet technology, is a large group of connected computers. The
operator of the cloud divides and rents the computer to its customers. For a company that
needs computers as servers, instead of buying and operating its own servers inside the
premises of the company, it hosts the application on the servers provided by a cloud op-
erator. Such practice is named cloud hosting. Cloud hosting is the trend of the industry
and the mainstream option for new projects. It has several clear advantages and several
risks. Craving for the advantages of cloud hosting, the thesis further investigates the pos-

sibility of moving the on-premises database management to the cloud.

6.1 Advantages

Baglietto et al. [2012], address several advantages to hosting software services on the

cloud. These advantages are relevant to the context of this thesis:

1. Cost Reduction. Cloud users can fine-tune their usage of resources such as
compute and storage to minimize cost. Cloud computing is usually hosted in
a very large scale data center, which also helps reducing cost by leveraging

economies of scale.

2. Turning Capital Expenditure into Operating Expenditure. When the cloud
user needs to provide new services, there is no need to purchase hardware
which adds to the company’s capital expenditure. There is also no need to pay
for the update of hardware and thus there’s no depreciation associated with
the old hardware to be updated. Instead, the hosting fee of the cloud services

will be operating expenditure.

Cloud hosting is essentially renting a virtual machine inside a very large data center
from the cloud service provider. It removes the workload of purchasing, installing, main-
taining, and upgrading the server hardware. Also, the large data center has better econo-
mies of scale [Baglietto et al., 2012]. The data center has several fixed costs, such as the
cost associated with the construction of the building, power capacity, network connection,
and cooling. Expenditures of these costs tend to be more efficient as the size of the data
center increases.

Apart from cost reduction and accounting benefits, there is inherent flexibility asso-
ciated with cloud hosting. Features and tools of the cloud platform that can be easily
integrated with a database hosted on the cloud. [Baglietto et al., 2012]

Hosting on the cloud allows the company to pay for exactly what it uses, instead of
buying excess capacity in case of future usage growth. It is convenient and easy to change
the configuration of the virtual machine on the cloud. The capability of the virtual ma-
chine can be increased or decreased depending on the usage. The cloud hosting cost will

change along with the capacity change of the machine. Based on the usage of compute,
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memory, and storage on one existing Oracle machine, hosting 14 databases on the prem-

ises, an example of costs is shown in Table 6.

Oracle Commodity Cloud Cloud pay for use
Exadata 3-year commitment

Upfront  $200,000 $139,000
Monthly $4,166 $2,895 $14,827 $2,396

Table 6. Hardware cost comparison

The commissioning company paid roughly $200,000 for the Oracle Exadata environment.
A commodity machine with similar specifications costs about $139,000. Given a com-
monly adopted useful life for computer servers of 4 years, the monthly depreciation cost
for Oracle Exadata is $4,166 and the monthly depreciation cost for commodity hardware
is $2,895. If the same amount of resources were to be consumed from the cloud, the
monthly cost is $14,827. Fortunately, for the resources actually consumed by the 14 da-
tabases hosted on-premises, its estimated cloud hosting fee is only $2,396 per month,
which is cheaper than the commodity hardware, even excluding costs associated with
maintenance staff, electricity, cooling, and the spaces of the building. Moving from on-
premises hosting to cloud hosting will significantly reduce the cost for the hosting depart-

ment, as shown in Fig.9.

1000000

$200,000

100000
$13,900 $14,827.00/mo
10000
$4,166.00/mo .
328550010 $2,396.00/mo
1000
100
10
$0 $0
1

Oracle Exadata Commodity Cloud 3 year commitment Cloud pay for use

dollor($)

HUpfront ™ Monthly

Fig.9 Cloud hosting cost comparison
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Cloud hosting allows the company to remove the in-house data center and all the
resources required to support the data center, such as building space, electricity, air con-
ditioning, security, and technical staff.

Hosting on the cloud is more than having the access to a virtual machine. Usually, the
bigger cloud provider such as AWS or Google Cloud Platform provides many additional
features and tools, such as a fully-managed database, data warehousing, automatic scal-
ing, etc. These powerful tools can be easily integrated and utilized by the company. Even
though many of these features and tools cost extra. The automation provided will save
the time of the engineers and administrators, effectively increasing their productivity, im-
proving the efficiency of the hosting department, and consequently increasing the effi-

ciency of the company.

6.2 Risks and concerns

There are several risks and concerns associated with cloud hosting. They are the “lock-
in” risk, the risk of data privacy regulation, and security concerns.

Lock-in is a risk when the company develops a dependency on one specific cloud
platform, it may be difficult to replace the cloud provider. For instance, if the company
has been using Google’s cloud service for 5 years, with all the tools and staff accommo-
dated to it, and for some unlikely reason, such as an international sanction, the company
can no longer use Google’s cloud service. There will be risks in replacing existing cloud
providers with a new one.

There are several data privacy regulations in the European Union (EU) and Finland,
such as EU’s General Data Privacy Regulation [European Parliament and Council of Eu-
ropean Union, 2016], which regulates how companies handle privacy data and limit how
the data can be accessed outside of the EU. To comply with laws and regulations and to
address the risk of future regulations, the commissioning company should choose cloud
services that are hosted physically in Finland. For example, Google Cloud Platform Fin-
land region.

There are also concerns about the security of hosting on the cloud, such as the risks
of hacking and data leaks. For both on-premises and cloud hosting, good security is
achieved by implementing security technologies and practices [Kim et al., 2009]. The
commissioning company does not develop security technology in-house, and thus the
company and the cloud provider have the same access to security technology and prac-
tices that are available commercially or open source. Although the company is a large
public company, comparing to well-known cloud providers, such as Amazon, or even just
its cloud hosting division, AWS, the company is relatively small in terms of market value.
It is more consequential if the large cloud provider failed to ensure the security of the
server environment. Therefore, the cloud provider has more motivation to use security

technologies and practices to keep its customers secure. The cloud providers have the
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same access to security technology and practices and more motivation to ensure security.
Thus, cloud hosting will have the same or better security than hosting on-premises, given

a large cloud provider is chosen.

6.3 Discussion

There are no fundamental differences between working with an on-premises machine and
a virtual machine on the cloud. Utilizing on-premises machines and cloud machines have
the same technical feasibility. Therefore, from a technical perspective, it is feasible for
the company to host on the cloud.

Cloud hosting is known for its low cost due to the economies of scale. It provides
simplicity by having no physical presence for the user. The user is able to flexibly align
the usage of computing resources to its demand. Rich integrated features empower the
engineers and administrators of the user, and there are accounting benefits of turning cap-
ital expenditures into operating expenditures. Although there are risks that exist regarding
regulatory compliance, vendor dependency, and security concerns, the commissioning
company will be able to leverage the low cost, flexibility, and additional functionality of
cloud hosting, excluding some cases that the company may be contractually obligated to
host the servers on-premises. By carefully selecting the cloud provider the company will
be able to comply with regulatory requirements and manage other risks of cloud hosting.
For the specific case of the company, especially given the dramatic cost reduction, the

benefits of hosting in the cloud out-weighs its risks.
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7 Summary and Conclusion

The desired outcome of the migration project is for the company to have a smooth tran-
sition to a modern technology stack, open-source, and on the cloud. The open-source da-
tabase is the mainstream. The licensing cost is zero. There are more abundant adminis-
trators and engineers available for open source databases, and in this particular case, the
open-source database is 80% cheaper. Hosting on the cloud will reduce hosting costs,
meanwhile transforming capital expenditure to operating expenditure. The flexibility of
cloud hosting allows the company to only use machine configurations that are slightly
more than what is actually used, and thus only pay for slightly more than what is actually
used. There are a large number of tools and features of the cloud platform that can be
easily integrated with the databases. Also, the cloud provider needs to be physically in
Finland.

From the interviews and other data collected from the commissioning company, it is
evident that no requirement can only be met by Oracle DBMS. By migrating to open-
source DBMS, the database will have no loss of functionality, better availability, better
performance in spatial calculations, and the same level of technical support. By reviewing
the migration methods proposed by Morris and Horstmann, it was clear migrating from a
legacy system to a new target system within schedule and budget is feasible, given the
business side of the company is willing to take ownership and responsibility for the mi-
gration project. The primary contribution of this thesis is proposing a practical process
for the company to migrate all of its Oracle databases to suitable alternatives. Some da-
tabases in question can be migrated individually. Databases that are highly coupled can
be grouped into a single migration unit. Each unit will go through migration processes
guided by Morris or Horstmann’s approach. The migration process should be divided into
steps. Databases associated with in-house applications and out of date applications should
be migrated first to collect information on cost and schedule, gaining negotiation ad-
vantages for the rest of the databases migrations. As long as the migration project can
have the budget and schedule under control, the return on investment is significantly
higher than the company’s own stock performance. Even if the budget and schedule are
both 100% more than estimated, the return on investment is still acceptable. Cloud host-
ing can reduce costs and workloads for the company. Migrating databases that are suitable
to be hosted on the cloud are performed first, in each migration step. The desired outcome,
having a low-cost, modern technology stack with no compromises in capability, is highly
attractive. In conclusion, replacing Oracle DBMS with open-source alternatives is feasi-
ble and profitable.

The findings are not limited to the specific case of the commissioning company. Other
companies in similar situations are suitable to use the framework of this thesis to evaluate

the feasibility of their specific situation, as well as potentially to use practical migration
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to guide the migration process. The commissioning company has been dependent on Or-
acle’s preoperatory DBMS for a long period of time. It is safe to assume the company is
not alone to look for cost reduction in the DBMS license fee. Other companies that are
looking to replace proprietary, commercial DBMS may utilize the feasibility factors
against their own situation, checking whether it is possible to migrate one database,
whether the alternative lower-cost DBMSs meet the requirements, whether the replace-
ment project is financially viable, whether cloud hosting provides additional value, and
whether the expected outcome is attractive. If the replacement project is considered fea-
sible, companies that have a sizable number of databases, applications in various stages
of their lifecycles, and applications developed from both within the company and pro-
vided by vendors, may use the practical migration process as a framework for the project.

The financial viability and the profitability of the replacement project are highly reli-
ant on the accuracy of the cost and schedule estimate. Should the schedule and cost esti-
mates later determined to be several times higher than the current estimation, the feasi-
bility and profitability would be reduced, or the replacement project may be financially
unattractive to the company.

Future work includes selecting suitable target systems for each database in question,
conducting accurate cost and schedule estimation of migrating each database, and the

actual migration of the databases.
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Interview questions

10.

Appendix 1

Can you tell me a bit about yourself and your work regarding databases?

Are there any other databases you use other than those the hosting department

hosts?

What is your general feeling toward replacing Oracle with a lower cost data-

base such as MySQL or PostgreSQL?

3.1. What problems do you have with Oracle systems?

3.2. What concerns do you have with other databases?

3.3. Is there anything you know for sure that no database other than Oracle

can satisfy your requirements from the application point of view?

Access to database metadata:

4.1. complexity: number of tables and columns, number of foreign keys

4.2. size: number of rows

4.3. performance: count per minute, response time, number of connections

. Access to application data:

5.1. traffic metrics and their future forecast:
5.2. page view

5.3. sessions

5.4. active users

5.5. other custom metrics

the complexity of performance-sensitive operations

6.1. max number of tables JOIN-ed together
6.2. others, to be determined

6.3. performance metrics of these operations
Performance issues

7.1. What issue

7.2. how often

Database failure

8.1. How often

8.2. story

What business unit do the databases belong to?
Oracle contract

10.1. current status

10.2. person/group that manages the contract
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Appendix 2

Interview findings and suggestions made to the commissioning company

1.

There is no deal-breaker. In the survey question “Is there anything you know
for sure that no database other than Oracle can satisfy your requirements from
the application point of view?”, no interviewee responded from a technical
perspective that Oracle system is the only option, nor there is any definitive

obstacle that will prohibit the use of other database management system.

Reprogramming outsourced applications is the most challenging. Almost all
the interviewees expressed concerns with reprogramming the applications that
are provided by vendors. Typically, the vendor has some supported databases,

and sometimes Oracle is the only supported database.

Reprogramming is likely where the most expensive part of the replace-
ment project. Many interviewees have concerns about the complexity and cost
in terms of time and budget of reprogramming work. In addition, ordering
reprogramming of the application from the vendor is also subject to negotia-
tion, and due to the non-competitive nature of it, we might not get the best
price easily.

Licensing cost is rising. As found in one of the interviews, the licensing cost
in 2018 was about 1.5 million euros and in 2019 it is estimated to be 1.8 mil-
lion euros even though our usage of Oracle system is declining. Before local

taxes, the licensing cost is €1.47 million in 2019.

Alternative technical support is required. The commissioning company has
been using technical support from Oracle and has had a good level of satis-
faction. Many database owners made requirements in the interviews that they
need technical support for the alternative database system. Poor or lack of

technical support is not acceptable for the database owners.

The hosting department needs to support other databases. Many interviewees
said the reason their applications have chosen the Oracle system is that the
hosting department only supports the Oracle system. If there were other the
hosting department supported database systems at the time the application was
developed, Oracle may not be the first option. There are also interviewees who
said that for new applications Oracle is not the first option. In fact, the hosting
department also supports the MS SQL server. However, ordering an MS SQL
server from the hosting department is not as easy or the possibility to have an

MS system is unknown to the hosting department customers.
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In addition, many interviewees demanded that the hosting department
needs to commit to the same or better service quality with alternative database

systems.

More than one system is needed to replace Oracle. To replace the features
that are currently in use, one single alternative system may not be enough.
“Spatial data option” is one of the extensively used features of the Oracle sys-
tem. PostgreSQL has a similar alternative, PostGIS. MySQL is also another
commonly used database with good performance. Both PostgreSQL and
MySQL are very likely to become the choice of some of the hosting depart-
ment customers. It would be wise for the hosting department to support at
least Postgres and MySQL (or its variances) and make the ordering process as

easy and as widely known within the commissioning company.

Get involved now. There are applications that are at the end of the lifecycle or
are going to reach the end of the lifecycle soon. For example, found in one of
the interviews, product N is developed by a vendor and the vendor has stopped
supporting product N. It is one of the essential applications of the commis-
sioning company and it is at the end of the lifecycle. The IT department is
looking for a replacement for the application or another party to support the
application. If this replacement, or any other new application, were to choose
the Oracle system as the only supported database, to replace the new system
database in the early stage of its lifecycle is foreseeably more difficult. Thus,
it is recommended to get in contact with the teams that needs to order new
application from the vendor and prevent new applications from locking into
Oracle system before it is developed. It would be ideal that the hosting depart-
ment can commit to supporting whichever database the new application is go-

ing to use.



