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ABSTRACT

This doctor thesis shows the author’s personal knowledge pieces about Color Con-

stancy world.

We start from mathematical representation of image formation model, tell the sub-

stantial difference between “illumination” and “illuminant”, and make a brief intro-

duction to prior arts from the classic Gray World to the latest deep neural network-

based approaches. We describe the performance metrics and the popular datasets for

evaluating color constancy approaches in an unified setting.

The main part of this thesis is about describing our contribution over three aspects of

color constancy research – a static illumination estimation method called Grayness

Index (GI), a deep net architecture C4 for single-frame color constancy, and two

temporal color constancy methods RCC-Net and TCC-Net. We also release a large-

scale temporal color constancy dataset, for accommodating data driven temporal

methods.

Finally we explore color constancy with the assistance of flash light and prove that

flash light helps deliver finer spatial illumination map.
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1 INTRODUCTION

1.1 Color Constancy

Figure 1.1 Human eyes have the intrinsic ability to achieve “color constancy” for this scenario:

Same-color wall under illuminations of different chromaticity. Image credit: https://

retrofitcompanies.com.

Researchers have investigated human visual system for decades [62] and found

human eyes having a so-called “color constancy” visual property: it perceives object

colors almost independently of the casting illumination for a wide range of lighting

conditions (see Figure 1.1). For example, it is the intrinsic ability for our eyes to

tell a banana is likely to be yellow under sunlight, not white under yellow light.

Without specifically paying attention to, in daily life, this ability works quite often

unconsciously, for instance, picking up oranges from a pile in a supermarket.

In digital worlds, computational color constancy is heavily explored in profession

photography and consumer electronics, for example, a Huawei camera is equipped

with different pre-installed white balance setting to realize color constancy for some

common scenarios and some illumination estimation algorithm. Auto-white bal-
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ance (AWB), as an common term used by photographers, plays the important role

of achieving that in image signal processor (ISP) in a camera. A good AWB method

should measure the color or the color temperature of the light source accurately, in

order to remove unrealistic color effects and render achromatic objects achromatic

in your photo. Figure 1.2shows examples under conditions of a) no AWB b) perfect

AWB (using ground truth) and c) an AWB algorithm (Publication 1) that is not very

stable . Unfortunately, nowadays even the most advanced digital cameras still have

great difficulty with AWB and the task of computational color constancy is far away

from being solved. Later in this section, we will analyse the mathematical model

behind this task and explain why it is hard to solve.

Figure 1.2 From left to right: Examples under conditions of a) no AWB b) perfect AWB (using ground

truth) and c) a AWB algorithm [65] with angular error (we will describe this metric in Sec-

tion 3.2).

Beside of working in ISP for better color effect, computational color constancy

is also tightly related to different computer vision tasks. For example, object or

image classification [40, 83, 95]where classifier relies on color distribution as feature

will be seriously affected by whether color constancy is fulfilled (imagine how you
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visually identify red apple from a pile of green ones). Object segmentation, affected

by different illumination, may not delivers unique segmentation maps [1]. Visual

object tracking along a video is challenging if the illumination is temporally varying,

which may fail the tracker. Figure 1.3 shows several cases of how color constancy

can fool other vision tasks. Besides these applications, color constancy is also vital

for many other computer vision tasks like image reproduction and image quality

measurement, serving as an important pre-processing step.

Figure 1.3 How color constancy can fool image classification, object segmentation and visual object

tracking. Image adapted from [1].

It is necessary to clarify whether “color constancy” equals to “illumination esti-

mation”, as many recent “color constancy” papers are actually presenting a method

of illumination estimation. General color constancy works can be mainly divided

into two categories: (1) methods representing images as illumination-invariant fea-

ture (e.g. [26, 40]) without explicitly modelling the illumination and (2) methods

doing illumination estimation and color correction to realize white balance (e.g. [5,

16, 25]). There are much more works and efforts in the latter group. The author’s

contribution proposed in this thesis all belong to the latter group.
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1.2 Scope of the Study and Objectives

The scope of this thesis covers a limited area of color constancy research. We aim

at improving color constancy performance under the following scenarios: 1) single-

frame illumination estimation, 2) temporal or video single-illumination estimation,

where global illumination still holds but the input is a sequence of frames, 3) spatial

or multiple illumination estimation, assuming more than one illuminants exist in a

scene and need to be measured. These three sub-fields represent the current popular

research trends of color constancy, and the first is the most investigated. Here we

mention that these sub-fields may share some overlap, for example, a method mea-

suring spatial illumination can also works as a single-illumination estimator. We will

detail them in Chapter 4.

To make the thesis compact and systematic, there are some other tasks which

are closely related to color constancy but not included in this thesis: 1) methods

combining different illumination estimators e.g. [93], 2) methods relying on more

than one capturing devices/sensors to make prediction [94], 3) methods working on

transforming white-balanced image to a standard observer color space for improving

full color reproduction [13] and 4) methods investigating the space of camera spectral

sensitivity functions [54].

In this thesis we will answer the following questions.

• Given an image with a large viewfinder, do there exist some raw pixels which

can directly reflect illuminant color? If yes, how we find them?

• In the era of deep learning, can semantic deep feature be used to estimate illu-

mination?

• As convolutional neural network is popular for non-linear regression, what

kind of CNN architecture works reasonably well for the task of color con-

stancy?

• Given two illumination vectors at two fixed locations, can we have pixel-wise

illumination map?

• On a video, how do single-frame color constancy methods perform and how

to make a temporal method to capture temporally-varying illumination?

• How to make a good-quality temporal color constancy dataset? Why it is

needed?
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1.3 Contributions

Within the pre-mentioned scope of this thesis, there are four major contributions,

summarized here:

• We inherit the assumption of wide existence of gray pixels of [90]. We exper-

imentally found that [90] often detects non-gray pixels. Based on the obser-

vation: true-gray pixels are aligned towards one single direction, we propose

a statistical color constancy method that relies on novel gray pixel detection

and mean shift clustering. Experiments on two real-world benchmarks show

that the proposed approach shows competitive results in the camera-agnostic

scenario. This work (Publication 3) was presented in VISSAP’2019.

Then, we propose a novel grayness index for finding gray pixels and demon-

strate its effectiveness and efficiency in illumination estimation. The grayness

index, GI in short, is derived using the Dichromatic Reflection Model and

is learning-free. GI allows to estimate one or multiple illumination sources in

color-biased images. On standard single-illumination and multiple-illumination

estimation benchmarks, GI outperforms state-of-the-art statistical methods

and many recent deep methods. The work (Publication 4) was presented in

CVPR’2019. As a side product, this work also addresses spatial illumination

estimation to a state-of-the-art level.

• We introduce a novel formulation of temporal color constancy which consid-

ers multiple frames preceding the frame for which illumination is estimated.

We propose an end-to-end trainable recurrent color constancy network – RCC-

Net – which utilizes convolutional LSTMs and a simulated sequence to learn

compositional representations in space and time. We use a standard single

frame color constancy benchmark, the SFU Gray Ball Dataset, which can be

adapted to a temporal setting. Extensive experiments show that the proposed

method consistently outperforms single-frame state-of-the-art methods and

their temporal variants. The work (Publication 2) was presented in ICCV’2017.

• As we notice the lack of high-quality temporal color constancy dataset and

we believe it is the future for camera to perform color constancy in a tem-

poral way, we have collected a large-scale dataset, which reflects the behavior

of human taking pictures when holding a smart phone. The dataset contains
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various scenes and wide-spread chromaticity distribution, and is the most chal-

lenging temporal dataset till the date of writing this thesis. This dataset (Pub-

lication 8), accompanied with a comprehensive evaluation of color constancy

methods, was presented in ECCV workshop’2020.

• We also explore some side works related to color constancy: (1), Inspired by

fully-convolutional neural network adopted for color constancy, we introduce

a novel algorithm by Cascading Convolutional Color Constancy (in short,

C4) to improve robustness of regression learning and achieve stable general-

ization capability across datasets (different cameras and scenes) in a unique

framework. By cascading multiple sub-networks and color correction, the C4

method enforces coarse-to-fine network optimization. Experimental results

on the public Color Checker and NUS 8-Camera benchmarks demonstrate su-

perior performance of the proposed algorithm in comparison with other prior

arts. The work (Publication 7) was presented in AAAI’2020. (2), We study the

use of deep semantic feature of AlexNet and VGG net and learn a structured-

output regression. The work (Publication 1) was presented in ICPR’2016. (3),

Flash photography is a shortcut to spatial illumination estimation. We show

that flash photography significantly improves the performance of gray pixel

detection without illuminant prior, training data or calibration of the flash.

We also introduce a novel flash photography dataset generated from the MIT

intrinsic dataset. The work (Publication 5) was presented in ICIP’2019.

1.4 Structure of Thesis

In the remaining part of this thesis, the world of color constancy will be shown in the

following order. Chapter 2 introduces the formal definition of color constancy tasks,

and some related terms like illumination, surface albedo and shading etc, followed

by a brief description of the classic, mainstream and state-of-the-art color constancy

methods. In Chapter 3 we discuss the common performance metrics for benchmark-

ing different algorithms. Then we introduce the datasets often used by the research

community. Chapter 4 shows a theoretically sound statistical method for illumina-

tion estimation – finding gray pixels. Chapter 5 introduce two deep neural network

based methods for single-frame color constancy. In Chapter 6 reformulates the color

constancy task in a temporal way and proposes a neural network based solution to
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handle color constancy on a video. We detail the collection procedure of our new

temporal benchmark in Chapter 6.2. Some other side work like flash photography

is introduced in Chapter 7 for a better understanding of color constancy. Chapter 8

concludes the thesis.
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2 BACKGROUND

In this chapter we describe the basic knowledge of color constancy science. We start

from the sunlight and other illuminants, followed by the introduction of several

wide-used image formation models and the definition of illumination. Then we sum-

marize a large selection of related works.

2.1 Illuminants

Before going to the world of color, we first need to know some basic knowledge

about the light source. The visible light is electromagnetic radiant energy within

the spectrum perceivable by the human eyes [88]. The human-sensible spectrum is

roughly from 380nm (infrared) to 780nm (ultraviolet).

There exist various light sources of different characteristics. Sunlight, as the most

common light source, follows the characteristic spectrum of black-body radiation.

A blackbody is a theoretical object that emits radiant energy at each wavelength

with the amount solely depending on its temperature. In Figure 2.1 we show the

radiation curve for blackbody with different temperatures. Beside sunlight, there

are other light sources which can be approximated by blackbody, for example, fire

and tungsten lamp.

Blackbody relates to color by color temperature, which is measured in kelvins and

refers to the temperature of a blackbody radiator corresponding to a certain spectral

distribution. Color temperature is a compact way to represent colors of a blackbody-

like light source and can be used for better illumination estimation [63]. We depict

the locations of different color temperatures in the CIE 1931 xy chromaticity plane

in Figure 2.2.
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Figure 2.1 Spectral power distributions of blackbody radiators at 3500K, 4000K, 4500K, 5000K and

5500K (kelvins). Image credit: https://es.m.wikipedia.org/wiki/Archivo:

Wiens_law.svg.

2.2 Image Formation Model and Illumination

The image formation model is made of two important parts, the 3D geometry map-

ping of real-world points to image pixels and the photometry of the interaction of

light, surface and camera sensors.

There exists different image formation models, which are classified according to

the way of modeling the surface reflection. In general, we adopt the simplest Lamber-

tian model, which corresponds to a perfectly diffuse reflection model. In Lambertian

model, a pixel looks equally bright from any observing angle.

Consider image I captured using a linear digital camera sensor, with black level

corrected and no saturation. In Lambertian model, the pixel value at (x, y) under
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Figure 2.2 Examples of color temperatures in CIE 1931 xy chromaticity plane. Image credit: https:

//en.wikipedia.org/wiki/Black-body_radiation.

one global illumination source can be modeled as:

I
(x,y)
i
=

∫
Fi (λ)L(λ)R

(x,y)(λ)dλ, i = {R,G,B} (2.1)

where I
(x,y)
i

is the pixel value at (x, y), L(λ) the global light spectral distribution,

Fi (λ) the sensor sensitivity of color channel i , and λ the wavelength. The chromatic

terms R(λ) is the diffuse surface reflection. Then the goal of color constancy is to

recover the surface term R(x,y)(λ), independently of the illumination term L(λ). Due

to the fact that camera sensor sensibilities Fi (λ) are also integrated, it only allows

estimation of the sensor-captured color I
(x,y)
i

under some canonical illumination.

Although the Lambertian model is simple, it is generally considered accurate and

is widely used [11]. As a matter of fact, for the sake of simplicity, the majority of

computational color constancy algorithms compared in this thesis adopt this model

and obtain competitive results.

Removing the integration over wavelength is necessary for efficient computing as

under the the assumption of narrow spectral response Fi (λ), Equation 2.1 is further
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simplified to [5]:

I (x,y) =W (x,y) ◦ L, (2.2)

where ◦ denotes Hadamard Product and,

W (x,y) = [R
(x,y)
R

, R
(x,y)
G

, R
(x,y)
B
]T ,

L= [FRLR, FG LG , FB LB]
T , (2.3)

where the {R,G,B} subscripts represent the corresponding parts of the spectrum

that intersect with Fi . Equation 2.2 shows the formation of a pixel value in image I

in the scene exhibiting body W under the global light L perceived by camera. The

goal of color constancy is to estimate L in order to recover W , given I .

When specular reflection or surface roughness needs to be modeled (for example,

a highlight point), a more complete image formation model, dichromatic reflection

model (DRM) [73], is adopted. DRM considers both diffuse reflection and specular

reflection, with a bit modification to Equation 2.1, yielding:

I
(x,y)
i
= γ (x,y)

b

∫
Fi (λ)L(λ)R

(x,y)

b
(λ)dλ+ γ (x,y)

s

∫
Fi (λ)L(λ)R

(x,y)
s (λ)dλ, (2.4)

The chromatic items Rb (λ) and Rs (λ) account for diffuse and specular reflection,

respectively, while the achromatic terms γb and γs are the intensities of the above

two types of reflection. Correspondingly, Equation 2.2 is changed to:

I (x,y) =W (x,y) ◦ L+V (x,y) ◦ L, (2.5)

where W and L refer to Equation 2.3 and:

V (x,y) = [γ (x,y)
s R

(x,y)
s ,R

,γ (x,y)
s R

(x,y)
s ,G

,γ (x,y)
s R

(x,y)
s ,B
]T . (2.6)

In Chapter 4 we will visit DRM again and propose a static color constancy method

using it.
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2.3 Color Correction

Obtaining the illumination vector L in Equation 2.2 or Equation 2.5 is not the final

target of color constancy, we need one more step – render the color-biased image

under some canonical illumination. This process is also termed as color correction.

Given a pixel value I (x,y) = [I
(x,y)
R

, I
(x,y)
G

, I
(x,y)
B
], the most common way to do

color correction is:

C (x,y) =M I (x,y), (2.7)

where C is the color-corrected value and M is a 3-by-3 matrix for linear mapping.

Since in Equation 2.1 the integration over wavelength leads to information lost,

Equation 2.7 is only an approximation of mapping different colors.

Back to the history of the computational color constancy research, von Kries

Model, as a further simplified version of Equation 2.7, was proposed by [59] and

widely used. M here is a 3-by-3 diagonal matrix. In other words, M scales the in-

tensity of three color channels to map an image under one illumination to another

one. When camera sensor sensibilities do not overlap with each other (narrow band

assumption), this model holds. With illumination predicted accurately, the model

makes sure that achromatic (white) object patches look white in the camera color

space, which explains the name of “white balance”. Unless mentioned otherwise,

the color correction discussed in this thesis refers to using von Kries Model.

When narrow band assumption does not hold, which is quite common for real-

world cameras, more advanced color correction models are proposed for improving

the correction effect. Finlayson et.al. [28] claimed that using a color sharpening

matrix T to transform the color space to another where von Kries Model makes

better color correction, formulated as:

C (x,y) = T −1M T I (x,y), (2.8)

where T −1 is the inverse matrix of T . For more details of estimating T using camera

responses refer to [28].
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2.4 Static Methods

Static color constancy methods infer the illumination by assuming linear mapping

from the local or global regularity of the reflectance to the illumination. The sim-

plest such method is Gray World [12] that assumes that the spatial mean of reflectance

is gray. The generalization of this assumption by restricting it to local patches and

higher-order gradients has led to more powerful static methods. In particular, to

make different assumptions unified in one framework, Van de Weijer et al. [82] pro-

posed a generic formulation, which can form different static methods based on ex-

ploiting imagery statistics in a single image I to estimate the scene illumination L as

the following:

L(n,ρ,σ) =K ρ

√√√∫ ∫
(In(x, y)⊗Gσ (x, y))ρd xd y, (2.9)

where illumination L is decided by the order n of the derivative, Minkowski-

norm ρ, and the scale parameter σ of a Gaussian filter. Operator ⊗ defines convo-

lution between the image I and Gaussian filter G. K is a constant normalizing I in

unit length. By varying (n,ρ,σ ) in Equation 2.9, a number of existing static meth-

ods are generated under different assumptions (see Table 2.1). For instance, Gray

World [12], Shades-of-Gray [27], General Gray World [82] and White Patch [14]

are clustered as one group – zero-order statistics based methods, as they are all under

the assumption that parts of images (e.g., local regions) have gray average color. In

terms of higher order statistics, first-order [82] and second-order based methods [82]

respectively adopt the assumption that edges or gradient of edges have gray average

color. In light of this, illumination is measured by the offset of the average color.

Compared to those pre-mentioned statistical methods, physics-based methods

[29, 30, 81], measure illumination via the physical process of image formation (e.g.

the Dichromatic Reflectioon Model), thus being able to model highlights and inter-

reflections. Most physics-based methods estimate illumination based on intersection

point of multiple dichromatic lines, making them work extremely well on monotonous

images with only a few surfaces [30]. The latest physics-based method relies on the

longest dichromatic line segment assuming that the Phong reflection model 1 holds

1An empirical reflection model describing a surface reflects light as a weighted combination of
diffuse reflection, specular reflection and ambient light term.
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Table 2.1 Different choice for (n,ρ,σ ) in Equation 2.9 makes different method

Method n ρ σ

Gamut Mapping (GM-pixel) 0 0 4

Gray World (GW) 0 1 0

Shades of Gray (SoG) 0 4 0

general Gray World (gGW) 0 – –

White Point (WP) 0 +∞ 0

first-order Gray Edge (0s t GE) 1 - -

second-order Gray Edge (1s t GE) 2 - -

and an ambient light exists [86]. For more details about physics-based methods, we

refer to survey [44].

2.5 Gamut-based Methods

Gamut-mapping based methods introduced by [33] is a special category of learning-

based method. It is based on the assumption that, in real world, for a particular

illumination, in general only a limited portion of color distribution of objects is

able to be observed. Therefore, any variations of the observed color are assumed

to be caused by the casting illumination. The set of color vectors observable under

the canonical illumination (i.e. gray light) is termed as canonical gamut (which is

intrinsically convex space). Given a sufficient amount of labeled training images (for

example, Gehler-Shi dataset introduced in Section 3.1), we can calculate the canonical

gamut. In testing phase, given a color-biased image with unknown illumination, we

calculate its current gamut and model the mapping from the current gamut to the

canonical gamut (the inverse mapping is the predicted illumination). It is important

to note that there may exist more than one possible feasible mappings. To deal with

this, Forsyth et al. [33] select the mapping whose matrix trace is largest.

Finlayson et al. [26] extend the gamut-mapping based methods to the 2D chro-

maticity space, which shows more robustness to the highlights. Gijsenij et al. [43]

adopts using first-order and second-order image derivatives, in addtion to the raw

pixel values, to calculate the canonical gamut and learn the mapping.
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2.6 Learning-based Methods

The learning-based methods aim at building a generative or discriminative model

that relates the captured image I and the sought illumination L from the extensive

training data.

Brainard et al. [10] firstly apply Bayes method to the color constancy task. The

illumination is estimated from the posterior probability conditioned on the captured

rgb raw values, given the groundtruth illumination prior and the observed image,

formulated in:

p(L|I )∝ p(I |L)p(L) (2.10)

which is solved by maximum a posterior. Gehler et al. [38] revisit this approach

by improving modeling the distribution of surface colors and exploiting accurate

illumination labels.

Barron et al. [5] and Finlayson et al. [25] go deeper in the probalistic direction

and apply Bayes method in 2D chromaticity space. In their methods, using the learnt

convolution/correlation filter on a given color-biased image, probability map of il-

lumination chromaticity are predicted, indicating the probability of the current il-

lumination is the groundtruth illumination. Barron et al. later proposed a faster ver-

sion [6], which is based on using Fast Fourier Transform on a chroma torus space.

Till the date of writing this thesis, FFCC [6] is one of best color constancy meth-

ods, considering its accuracy and inferring speed. Chakrabarti et al. [15] leverage the

normalized luminance for illumination prediction by learning a conditional chroma

distribution.

Motivated by the development of deep learning on various low level vision tasks,

several methods apply deep learning to estimate illumination on a raw image. DS-

Net [76] chooses an estimate from multiple illumination guesses using a two-branch

CNN architecture. FC4 Net [50] addresses local estimation ambiguities of patches

using a attention-like confidence map. GAN-based methods [23] surveyed different

type of GANs for color constancy. With sufficient training data and practical data

augmentation tricks, these deep learning methods show strong results.
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2.7 Temporal Methods

Temporal color constancy method, also termed as video CC method, refer to the

scenario where frames preceding a shot frame are used in illumination estimation

for the shot frame. This task is officially formulated in Chapter 6. Compared to

the single-frame methods we introduced in the above subsections, temporal meth-

ods receive less attention in the literature but get an increasing interest – [6, 64, 85,

91] explore this task in their work. Yang et al. [91] take a pair of consecutive images

as input and estimate the illumination based on accurate point matching and major-

ity voting. This method relies on accurate point matching and cannot be directly

scaled to a varying-length video and did not perform well when there is rapid con-

tent change in two images. Prinet et al. [64] adopt the same dichromatic reflection

model and predict the illumination from the point correspondence across frames,

in a probabilistic way. Both [64, 91] require high frame rate (like 60 Hz frame rate)

to satisfy the assumption of constant illumination. In addition, both methods are

limited to processing a pair of images each time. Wang et al. [85] proposed a sim-

ple multi-frame approach, relying on manipulating the statistics of the predicted

illuminations of all frames. In this ad-hoc method, strong content correlation be-

tween consecutive frames and varying illumination are not taken into consideration,

leading to a not-satisfying accuracy. In recent years, Barron et al. [6] proposed the

top-performing single-frame fast Fourier-based approach, which can be extended to

videos using Kalman filters. However, it makes erratic predictions more smooth

without capturing the temporal dynamic of illumination. Yoo et al. [92] addresses

the temporal color constancy, with the support of AC light source and high-speed

camera, which are also the limitations of this method. The task is now open and

challenging, deserving more research efforts. In this thesis, we propose two novel

works to address this task to a better degree.

2.8 Summary

Computational color constancy is necessary when the property of being invariant

to the illumination is pursued, which will improve the performance of other vision

tasks like image classification and segmentation.

This chapter briefly covers the background of color constancy, from illuminant
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characteristics to the image formation models, which are necessary to understand the

definition of illumination. Several image correction models are also introduced as a

necessary post-processing step for color correction. Among existing color correc-

tion models, von Kries Model is the most popular due to its simple design (diagonal

matrix).

Related works are discussed, which are classified into: static methods (Section 2.4),

gamut-mapping methods (Section 2.5), learning-based methods (Section 2.6) and tem-

poral methods (Section 2.7). Note that different categories may share some overlap

depending on the nature of a certain color constancy approach. In generally, static

methods are more widely deployed in camera ISP due to light computation, while

learning-based methods shows better performance (if sufficient training data are ac-

cessible) and are gradually accepted by camera manufactures. In this thesis, several

contributions in static method (Chapter 4), learning-based method (Chapter 5) and

temporal methods (Chapter 6) are proposed.
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3 DATASETS AND PERFORMANCE METRICS

To evaluate color constancy methods and to rank them, we need some convincing

datasets with groundtruth and suitable performance metrics. In this chapter, we first

introduce several popular datasets e.g. Gehler-Shi Dataset and analyse their photo-

metric statistics, for example, groundtruth illumination distribution. Then several

metrics are introduced, like recovery angular error and reproduction angular error,

as well as Euclidean distance in UV space.

3.1 Color Constancy Datasets

3.1.1 Gehler-Shi Color Checker Dataset

Gehler-Shi dataset is relatively new and the most widely used in recent years. Gehler

et al. [38] published this dataset, in accompany with a Bayes-based color constancy

approach. Since in the Gehler’s version images are in nonlinear color space, Shi

et al. [74] reprocessed the dataset and released the linear version. It contains 568

linear rgb1 images (in Figure 3.1 we visualize several color-corrected samples using

groundtruth), captured using two types of camera models (Canon 1D and Canon

5D). Unlike some laboratory datasets e.g. SFU Indoor Dataset, this dataset can be

splitted into indoor and outdoor images, both of which are captured in uncontrolled

lighting environment.

Each image is labeled with its measured global illumination vector as groundtruth,

which is obtained by using a Macbeth Color Checker placed in the captured scene

(see the color board in Figure 3.1). Each image in Gehler-Shi dataset is of high resolu-

tion (up to 2193× 1460) and the dataset size is relatively large. These characteristics

benefits the development of learning-based methods. However, some drawback can-

1raw device image without nonlinear post-processing steps
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(a) (b) (c) (d)

Figure 3.1 Samples from Gehler-Shi Color Checker Dataset [38]

(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 3.2 Samples from NUS 8-camera Dataset [19]

not be ignored. In 2018, Hermit et al. [48] claimed the several different ground truth

files exist online which is confusing, and released the re-calculated ground truth data.

In this thesis, Gehler-Shi dataset refers to this Hermit’s version.

3.1.2 NUS 8-camera Dataset

NUS 8-camera Dataset proposed by Cheng et al. [19] is another important dataset

for color constancy research nowadays. This dataset was collected by Cheng et al.

in 2014, mostly in Singapore, and published together with a PCA-based approach.

It assumes a single global illumination for each scene, and has 1,736 high dynamic

linear images recorded using 8 cameras. Compared to Gehler-Shi dataset, this dataset

differs in that each scene has been captured by 8 camera from the same viewing angle.

This property allows researchers to evaluate the cross-camera robustness of color
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(a) (b) (c) (d)

Figure 3.3 Samples from SFU Laboratory Dataset [4]

constancy methods. Its groundtruth is measured using color checker in the same

way as the Gehler-Shi dataset. Some examples of NUS 8-camera Dataset are shown

in Figure 3.2.

3.1.3 SFU Laboratory/Indoor Dataset

Before the popularity of Gehler-Shi dataset and NUS 8-camera Dataset, SFU Labo-

ratory Dataset [4] was used for color constancy method evaluation for a long time.

It includes more artificially-looking scenes, containing 321 images captured in 11 dif-

ferent laboratory lighting conditions, three of which are fluorescent lights. As the

illumination is strictly controlled, the groundtruth is calibrated separately instead

of using color checker board. Considering the dataset contains a few surfaces with

different types of specularities (dielectric specularity and metallic specularities), this

dataset is suitable for exploring the effect of specularity on illumination estimation.

Some examples of SFU Laboratory Dataset are given in Figure 3.3.

3.1.4 SFU Gray Ball Dataset

From the same research group as SFU Laboratory Dataset, a much larger dataset was

released [21] – SFU Gray Ball Dataset. The dataset was generated from 15 video clips

with significantly different content (Figure 3.4 shows samples from two video clips).

From each video, 81− 1312 frames were selected and each frame is annotated with

ground truth. The videos are sampled to be roughly 3 frames per second. In order to

measure groundtruth illumination in a dynamic video, a gray ball is mounted rigidly

in front of the video camera (visible in the right-bottom corner). In testing phase,
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 3.4 Samples from SFU Gray Ball Dataset [21]

the gray ball needs to be masked or cropped out for fair comparison. The small

resolution (320× 240) of video frame and strong correlation between consecutive

frames limit the wide adoption of this dataset.

Note that Gray Ball Dataset is generally used for evaluating single-frame methods

while Publication 2 creatively treated the Gray Ball Dataset as a temporal CC dataset

and used it for developing new temporal CC methods.

3.2 Error Metrics

Here we introduce three evaluation metrics used to quantify the distance between

the predicted illumination and the groundtruth.

3.2.1 Recovery Angular Error (Angular Error)

Almost all color constancy approaches [25, 38] use this metric. The recovery angular

error measures the arccos of the cosine distance between the estimated illumination

vector L̂ and the groundtruth L as follows.

ε
L̂,L
= arccos

�
L̂ · L
‖ L̂ ‖‖ L ‖

�
, (3.1)
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where · denotes the inner product between the two vectors and ‖ ‖ is the Euclidean

norm.

3.2.2 Reproduction Angular Error

Observe that for the same scene viewed under two different coloured lights, a single

algorithm makes two predictions with different recovery angular errors, but leads to

the same color-corrected images. To tackle this, Finlayson et al. [32] proposed a new

type of angular error, reproduction angular error, which measures the angle between

the rgb value of white surface when the groundtruth and estimated illuminations are

‘divided out’. This new metric is calculated as:

ε
L̂,L
= arccos

(L/L̂) ·U
‖ (L/L̂)�3 ‖

(3.2)

where U is the vector of the ideally-corrected white color i.e. (1, 1, 1), L is the

groundtruth illumination vector, L̂ is the illumination estimate, and all multiplica-

tion and division operations in the equation are performed element-wise. A smaller

angle means higher estimation accuracy and in the ideal case the angular error is 0.

Compared to Recovery Angular Error, this metric better shows the degree to which

the color-corrected image is close to the ideal case.

3.2.3 Euclidean Distance in log-UV space

A list of methods like [5, 6] also adopt Enclidean distance in log-UV space. Since

estimating the brightness of the illumination is assumed not plausible due to the

information loss in Equation 2.1, estimating the illumination L refers to finding the

direction in 3D color space or a 2D chromaticity vector. The log-chroma vector of

a 3D illumination vector is computed as:

Lu = log(LG/LR), Lv = log(LG/LB ). (3.3)

Then the Euclidean distance on log-chroma space is calculated as:

ε
L̂,L
=
�
(Lu − L̂u )

2+ ((Lv − L̂v )
2. (3.4)
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3.3 Summary

For all three kinds of metrics we can find related literature where they are applied.

Among them, recovery angular error is used through this whole thesis as it is the

most widely adopted and all our publication use this metric.

A performance metric like recovery angular error measures the performance of

some algorithm over a single test case. To get a quantitative measurement of how the

method performs over a whole dataset (thousands or hundreds images), usually some

statistics like mean, median, trimean, best 25%, worst 25%, worst 5% are reported.

Compared to mean and median, trimean is more likely to be representative of the

data, but all three are not sensitive to outliers. To quantity the method’s performance

over challenging cases, numbers like worst 25% or worst 5% are used.
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4 GRAY PIXEL: MEASURING ILLUMINATION

AS SIMPLE AS POSSIBLE

Gray pixels refer to achromatic pixels which are gray in the color corrected image

(Figure 4.1 ). In this chapter, we revisit methods for searching gray pixels. Why gray

pixels? Gray or nearly gray pixels are wide spread in indoor and outdoor images [90].

In the process of manufacturing camera, each camera is calibrated to satisfy: gray

pixels will be rendered gray in linear image (not raw response) under standard neutral

illumination. Therefore, identifying gray pixels accurately gives a good estimate of

the illumination on the pixels.

Figure 4.1 Example of Gray and non-gray image pixels (left). The Grayness Map (middle, blue denotes

high grayness value). The global (top right) and spatially-variant illumination color (right) can

be estimated from the Grayness map.

4.1 Gray Pixel from Lambertian Model

Yang et al. [90] experimentally demonstrated the presence of detectable gray pixels

in most natural scenes under white light. This is generally true – you can find gray

pixels (gray wall, white paper etc.) almost everywhere in daily life.

In their paper, the initial form of Gray Pixel method is derived from Lambertian
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model. Performing a log transformation to both sides of Lambertian Model I (x,y) =

W (x,y) ◦ L (Equation 2.2 in Chapter 2), we get:

log(I
(x,y)
i
) = log(W

(x,y)
i
)+ log(Li ) (4.1)

In a small enough local neighborhood (for example 3×3 patch), the illumination

L can be assumed as uniform under global illumination constrains. As a result, the

application of a linear channel-wise local contrast operator C {·} (like Laplacian of

Gaussian) on Equation 4.1 yields:

C {log(I
(x,y)
i
)}=C {log(W

(x,y)
i
)} (4.2)

Equation 4.2 indicates a well-known observation: the casting illumination is inde-

pendent of the channel-wise local contrast of a small local neighborhood [39]. It also

indicates that regions with no contrast are useless for obtaining illumination infor-

mation. Following [90], a necessary constraint that gray pixels can fulfill is derived:

C {log(I
(x,y)
R
)}=C {log(I

(x,y)
G
)}=C {log(I

(x,y)
B
)} 	= 0. (4.3)

In practice, Equation 4.3 does not hold strictly (due to that Lambertian model does

not hold always). As a result, it is necessary to propose a “grayness” measure in order

to detect nearly gray pixels if there is no “perfect” gray pixels satisfying Equation 4.3.

For the sake of simplicity, let us define the local contrast of a log-transformed image

pixel located at (x, y) as Δi (x, y) = C {log(I
(x,y)
i
)} with i ∈ {R,G,B}. In [90], the

grayness measure of a pixel, G(x, y), is defined as:

G(x, y) =

	
1

3

∑
i∈{R,G,B}

(Δi (x, y)− Δ̄(x, y))2

Δ̄(x, y)

�1/2
, (4.4)

where Δ̄(x, y) is the average ofΔR(x, y),ΔG(x, y) andΔB (x, y).

Smaller G(x, y) means that the pixel is closer to pure gray color. Picking up a

small portion of gray pixels and averaging them gives us a good estimate of illumina-

tion. Till now, we outline the original gray pixel algorithm, without spending too

much text on details like some post-processing steps are applied to weaken dark pix-

els (luminance as dominator) and isolated pixels (local averaging). For more details

and more visualization of this methods, we refer readers to the original gray pixel
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paper [90].

4.2 Refined Gray Pixel using Unsupervised Clustering

(Publication 3)

As one contribution, we propose an accurate method (Publication 3) for the detec-

tion of gray pixels by combining a novel grayness measure with Mean-shift clustering

in color space. The proposed Gray Pixel method, called Mean-shifted Gray Pixel,

robustly search dominant illumination (mode) and achieves state-of-the-art perfor-

mance among competing training-free alternatives.

4.2.1 Better Grayness Function

One major drawback of the initial form of Gray Pixel is that the grayness estimate

depends on the luminance of the pixels. To be more specific, the effect of Δ̄ in Equa-

tion 4.4 results in gray pixels having different grayness values due to differences in

luminance. Alternatively, we propose that grayness should only depend on chro-

maticity. Therefore, here we introduce a new grayness function to replace Equation

4.4, given as:

G(x, y) = cos−1

� 〈Δ(x, y),g〉
‖Δ(x, y)‖‖g‖2


, (4.5)

where Δ(x, y) = [Δr ,Δg ,Δb ]
ᵀ is the delta RGB vector in location (x, y), g is the

gray light reference vector [gr , gg , gb ]
ᵀ, and ‖ · ‖n refers to the �n norm.

The rationale behind Equation 4.5 is that, even in the color-biased scenario, all

gray colors captured by the same camera have similar chromaticity, regardless of

their luminance level. Notice that, in general, the gray reference vector g can have

spatially-varying values in order to adjust for changes in the illumination of the scene.

In this work, however, we assume that the global illumination source remains con-

stant in the scene and adopt the canonical gray value as reference: g = [1,1,1]ᵀ. In

this case, Equation 4.5 is further simplified as:

G(x, y) = cos−1

�
1�
3

‖Δ(x, y)‖1
‖Δ(x, y)‖2


, (4.6)
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Equation 4.6 measures how gray a pixel is, using the angular distance from the

local contrast vector to the gray light g. When the point (x, y) is completely gray,

G(x, y) is 0 and increases monotonically with decreasing level of grayness.

More mathematical and quantitative proof of this new grayness function can be

found in Publication 3.

4.2.2 Mean Shift Purification

Equation 4.4 and Equation 4.6 do not guarantee that the chosen gray pixels are purely

gray pixels (cases shown in Figure 4.2). Let S be a point set picked out using some

grayness function (e.g. Equation 4.6) from a color-biased image. Ideally, S should

only contain pure-gray pixels . However, in practise the set S may contain a number

of colored pixels that need to be removed.

To remove color pixels from S, we claim that, all the nearly gray pixels should

gather around the illumination direction [Lr , Lg , Lb ]. This equals to having all gray

pixels aligned towards the gray-light vector g = [1,1,1]ᵀ in the canonical image.

Figure 4.2j shows all the pixels of the canonical image of Figure 4.2g in RGB space

and Figure 4.2k shows the corresponding point set S of selected gray-pixels. From

Figure 4.2k, it is clear that S contains both color and gray pixels. Consistent to our

assumption, most true-gray pixels are aligned towards a single direction. In general,

the main direction of the densest pixel cluster indicates the global illumination.

In this paper, we use Mean Shift (MS) clustering [22, 34] with a hybrid distance

to seek for the dark-to-bright elongated cluster which contains the most pixels in

S. MS is a non-parametric space analysis algorithm, treating the feature space as a

probability density function and seeking for the modes. In this work, the density of

each pixel p ∈ S in RGB space is calculated as a function of the bandwidth h:

f̂ (p) =
1

n

n∑
i=1

K(p, pi ; h), (4.7)

where n the number of pixels in S, and the kernel density function K(·) is defined

as:

K(p, pi ; h) =

⎧⎨
⎩1, if D(p, pi )≤ h

0, otherwise
(4.8)
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with I(p) = [Ir , Ig , Ib ] being the vector with RGB values of pixel p, D(p, pi ) is a

proposed hybrid distance, ‖I(p)− I(pi )‖2 ·∠{I(p), I(pi )}, which is the product of

the Euclidean and angular distances. ∠{·} is the angle between two vectors.

Finally, the centroid corresponding to the mode with the highest density is used

for the computation of the illumination estimate:

L̂= argmax
p∈S

f̂ (p). (4.9)

The effect of mean shift clustering on the detection of gray pixels is illustrated in

Fig. 4.2. Comparing Figs. 4.2h and 4.2i, it is clear how the mean-shift clustering,

simply and effectively, allows for the detection and removal of color pixels in the

initial set S. It is worthy to mention that, in some cases, there is almost no colored

pixels in S. Fortunately, the performance will not suffer from clustering, as MS

gracefully generates only one cluster which gives us a reliable estimate. As a result,

there is no need to decide when to apply clustering.

Algorithm 1 Mean-Shifted Gray Pixel

Inputs:
I � Color-biased image

Parameters:
N � Percentage of pixels

h � Bandwidth for MS clustering
Output:

L̂ � Estimated illumination.

Steps:
1. Compute local contrastΔ(x, y)
2. Compute grayness measure Gθ(x,y). � Eq. 4.5
3. Generate S with the top-N% gray pixels.
4. MS clustering on S with bandwidth h. � Eq. 4.7

5. Select L̂ as the strongest mode of f̂ . � Eq. 4.9

The mean-shifted gray pixel (MSGP) algorithm is summarized in Algorithm 1.

The proposed method depends on two parameters: the percentage of pixels chosen

from all pixels, N%, and the clustering bandwidth h of Equation 4.7. Ablation study

on these parameters are given in Publication 3, showing our insights of clustering
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

Figure 4.2 Detection of gray pixels. After correction using ground-truth illumination, ideal gray pixel

should looks purely gray. (a,g) Input image, (b,h) Initial gray pixels detected. (c,i) Refined

gray pixels after the Mean Shift step. (d-f, j-l) color histograms of (a-c). Comparing (e) with

(f), (k) with (l), it is clear that Mean Shift helps to discard color pixels in (e) that are not

aligned with the main illumination vector. For visualization purposes, the luminance of (b,c) is

multiplied by a constant 4.
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method choice and default parameter setting.

4.3 Gray Pixel from Dichromatic Reflection Model

(Publication 4)

In this section we present another contribution – Grayness Index (Publication 4). We

adopt Dichromatic Reflection Model (DRM) [73] to develop a novel grayness index

(GI), which allows ranking all image pixels according to their grayness. The appeal-

ing points are: (i) GI is simple and fast to compute; (ii) it has a clear physical meaning;

(iii) it can handle specular highlights to some extend (from qualitative comparison);

(iv) it allows pixel-level illumination estimation; (v) it provides consistent prediction

across different cameras. Comprehensive results on single-illumination and multi-

illumination color constancy datasets show that GI outperforms the state-of-the-art

learning-free methods and achieves state-of-the-art in the cross-dataset setting.

4.3.1 Deriving of Grayness Index

Starting from Dichromatic Reflection Model (Equation 2.4) and narrow band sensor

assumption1, we get:

I
(x,y)
i
=γ (x,y)

b
Fi Li R

(x,y)

b ,i
+γ (x,y)

s Fi Li R
(x,y)
s ,i

,i∈{R,G,B}, (4.10)

where I
(x,y)
i

is the pixel value at (x, y), L the global light spectral distribution, Fi

the sensor sensitivity, i = {R,G,B} for trichromatic cameras. The chromatic terms

Rb and Rs account for body and surface reflection, respectively, while the achromatic

terms γb and γs are the intensities of the above two types of reflection.

For simplicity, in the sequel we will drop the superscripts (x, y), as all operations

are applied in a local neighborhood centered at (x, y). We first calculate the residual

of the red channel and luminance in log space and then apply local contrast operator

C {·} to Equation 4.10 as:

1The colormetric response curves rarely overlap
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C {log(IR)−log(|I |)}=C {log(FRLR)+log(γb Rb ,R+γs Rs ,R)}
−C {log(FRLR(γb Rb ,R+γs Rs ,R)+FG LG(γb Rb ,G+γs Rs ,G)

+FB LB (γb Rb ,B+γs Rs ,B ))}, (4.11)

where |I | denotes the luminance magnitude (IR+ IG + IB ).

In this case, the neutral interface reflection (NIR) assumption 2 establishes that,

for gray pixels, we have that Rj ,R = Rj ,G = Rj ,B = R̄ j with j ∈ {s , b} [61]. In this

case, Equation 4.11 simplifies to:

C {log(IR)−log(|I |)}=C {log(FRLR)+log(γb R̄b+γs R̄s )}
−C {log((FRLR+FG LG+FB LB )(γb R̄b+γc R̄s ))}. (4.12)

In a small local neighborhood, the casting illumination and sensor response can

be assumed constant [90], such that C {log(FRLR)}=0 and C {log((FRLR+FG LG+

FB LB )}=0, leading to:

C {log(IR)−log(|I |)}=C

�
log
γb R̄b+γc R̄s

γb R̄b+γc R̄s

�
gray
= 0, (4.13)

where
gray
= means the equation holds for gray pixels.

Equation 4.13 is a necessary yet not a sufficient condition for gray pixels. A more

restrictive requirement for finding gray pixels is given by extending Equation 4.13

to one more color channel (using all RGB channels is redundant since the spectral

response of R and B rarely overlap in sensors) as:

C {log(IR)−log(|I |)}=C {log(IB )−log(|I |)}= 0. (4.14)

Based on Equation 4.11, we now define the grayness index with regard to I (x, y)

as:

GI (x, y) = ‖[C {log(IR)− log(|I |)},
C {log(IB )− log(|I |)}]‖, (4.15)

where ‖ · ‖ refers to the �2 norm. The smaller the GI is, the more likely the

2The color of specular reflection of dielectric materials equals to the color of the incident illumina-
tion.
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(a) (b) (c) (d)(e) (f)

Figure 4.3 Finding gray pixels. (a) input image. (b) computed grayness index GI . darker blue indicates

higher degree of grayness. (c) the N% most gray pixels rendered using the correspond-

ing pixel color (greenish) in (a). (d) estimated illumination color. (e) ground truth color. (f)

corrected image using (d).

corresponding pixel is gray. In addition, we impose a restriction on the local contrast

to ensure that a “small” GI value comes from grey pixels in varying intensity of light,

not a flatten color patch (no spatial cues), written as:

C {Ii}> ε, ∀i ∈ {R,G,B}, (4.16)

where ε is a small contrast threshold. Compared to MSGP in Section 4.2, the algo-

rithm for Grayness Index is more compact:

Algorithm 2 Grayness Index

Inputs:
I � Color-biased image

Parameters:
N � Percentage of pixels

ε � Thresholding
Output:

L̂ � Estimated illumination.

Steps:
1. Compute Grayness Index GI . � Equation 4.15
2. Discard pixels in GI with no spatial cues. � Equation 4.16

3. Choose top-N% gray pixels and return their mean vector as L̂.

For illustration, Figure 4.3 shows intermediate results of computing GI and its
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predicted illumination. For more quantitative and qualitative comparison showing

the superiority of the proposed GI, we refer readers to Publication 4.

4.4 Experiments

We evaluated all three gray pixel methods (GP, MSGP and GI) in two color con-

stancy settings: (1) single-dataset setting, which is the most common setting in re-

lated works, and allows extensive pre-training using k-fold cross-validation for learning-

based methods. (2) cross-dataset setting, where learning-based methods should be

re-trained for evaluation in the same conditions as static methods for the purpose of

fair camera-agnostic scenario.

For the latter setting, when we trained on one dataset and tested with another,

we made sure that the datasets share no common cameras. For the results reported

in this section, we used the reported optimal setting for several well-performing

learning-based method: Bayes (GT) for Bayesian; Empirical and End-to-End training

for Chakrabarti et al. [15]; 30 regression trees for Cheng et al.; full image resolution

and 2 channels for FFCC.

The obtained results are summarized in Table 4.1. It is clear that GI outperforms

all learning-based and static methods in the cross-dataset setting, and MSGP also

performs quite competitively with a slower speed compared to GI.

All selected learning-based methods perform worse in this setting, as compared

to some statistical methods (e.g. LSRS [36], Cheng et al. 2014 [19]). It is reasonable

that the performance of learning-based methods degrades in this scenario. For in-

stance, [6] visualized that the learnt FFCC model encodes the characteristics of two

cameras’ sensor sensibility of Gehler-Shi (see the two wrap-around line segments in

learnt preconditioning filter). In cross-dataset setting, this “over-complete” learning

ability is not appropriate.

Ablation study on parameters of GI, as well as more visualization, can be found

in Publication 4.

4.5 Summary

In this chapter, we introduced three gray pixel methods (Gray Pixel, MSGP, GI).

The first two rely on Lambertian Model, while GI is derived from the Dichromatic
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Table 4.1 Quantitative Comparison of three gray pixel methods and other CC methods. All values corre-

spond to angular error in degrees. We retrieve the results of the related work in the following

order: 1) the cited paper, 2) Table [1] and Table [2] from Barron et al. [5, 6] considered to be up-

to-date and comprehensive, 3) the color constancy benchmarking website [41]. We left dash

on unreported results. The training time and testing time are reported in seconds, averagely

per image, if they are reported.

(a) single-dataset setting

Gehler-Shi NUS 8-camera

Mean Median Trimean Best 25% Worst 25% Mean Median Trimean Best 25% Worst 25%

Learning-based Methods (camera-known setting)

Edge-based Gamut [43] 6.52 5.04 5.43 1.90 13.58 4.40 3.30 3.45 0.99 9.83

Pixel-based Gamut [43] 4.20 2.33 2.91 0.50 10.72 5.27 4.26 4.45 1.28 11.16

Bayesian [38] 4.82 3.46 3.88 1.26 10.49 3.50 2.36 2.57 0.78 8.02

Natural Image Statistics [42] 4.19 3.13 3.45 1.00 9.22 3.45 2.88 2.95 0.83 7.18

Spatio-spectral (GenPrior) [16] 3.59 2.96 3.10 0.95 7.61 3.06 2.58 2.74 0.87 6.17

Corrected-Moment1(19 Edge) [25] 3.12 2.38 2.59 0.90 6.46 3.03 2.11 2.25 0.68 7.08

Corrected-Moment1(19 Color) [25] 2.96 2.15 2.37 0.64 6.69 3.05 1.90 2.13 0.65 7.41

Exemplar-based [57]∗ 2.89 2.27 2.42 0.82 5.97 – – – – –

Chakrabarti et al. 2015 [15] 2.56 1.67 1.89 0.52 6.07 – – – – –

Cheng et al. 2015 [20] 2.42 1.65 1.75 0.38 5.87 2.18 1.48 1.64 0.46 5.03

DS-Net (HypNet+SelNet) [76] 1.90 1.12 1.33 0.31 4.84 2.24 1.46 1.68 0.48 6.08

CCC (dist+ext) [5] 1.95 1.22 1.38 0.35 4.76 2.38 1.48 1.69 0.45 5.85

FC4 (AlexNet) [50] 1.77 1.11 1.29 0.34 4.29 2.12 1.53 1.67 0.48 4.78

FFCC [6] 1.78 0.96 1.14 0.29 4.62 1.99 1.31 1.43 0.35 4.75

Mean Shifted Gray Pixel 3.45 2.00 2.36 0.43 8.47 2.92 2.11 2.28 0.60 6.69

GI 3.07 1.87 2.16 0.43 7.62 2.91 1.97 2.13 0.56 6.67

1 For Correct-Moment [25] we report reproduced and more detailed results by [5], which slightly differs with the
original results: mean: 3.5, median: 2.6 for 19 colors and mean: 2.8, median: 2.0 for 19 edges on Gehler-Shi
Dataset.
∗ We mark Exemplar-based method with asterisk as it is trained and tested on a uncorrected-blacklevel dataset.

(b) cross-dataset setting

Training set NUS 8-Camera Gehler-Shi Average

Testing set Gehler-Shi NUS 8-Camera runtime (s)

Mean Median Trimean Best 25% Worst 25% Mean Median Trimean Best 25% Worst 25% Train Test

Learning-based Methods (agnostic-camera setting), Our rerun

Bayesian [38] 4.75 3.11 3.50 1.04 11.28 3.65 3.08 3.16 1.03 7.33 764 97

Chakrabarti et al. 2015 [15] Empirical 3.49 2.87 2.95 0.94 7.24 3.87 3.25 3.37 1.34 7.50 – 0.30

Chakrabarti et al. 2015 [15] End2End 3.52 2.71 2.80 0.86 7.72 3.89 3.10 3.26 1.17 7.95 – 0.30

Cheng et al. 2015 [18] 5.52 4.52 4.79 1.96 12.10 4.86 4.40 4.43 1.72 8.87 245 0.25

FFCC [6] 3.91 3.15 3.34 1.22 7.94 3.19 2.33 2.52 0.84 7.01 98 0.029

Physics-based Methods

IIC [80] 13.62 13.56 13.45 9.46 17.98 – – – – – – –

Woo et al. 2018 [86] 4.30 2.86 3.31 0.71 10.14 – – – – – – –

Biological Methods

Double-Opponency [37] 4.00 2.60 – – – – – – – – – –

ASM 2017 [2] 3.80 2.40 2.70 – – – – – – – – –

Learning-free Methods

White Patch [11] 7.55 5.68 6.35 1.45 16.12 9.91 7.44 8.78 1.44 21.27 – 0.16

Grey World [12] 6.36 6.28 6.28 2.33 10.58 4.59 3.46 3.81 1.16 9.85 – 0.15

General GW [3] 4.66 3.48 3.81 1.00 10.09 3.20 2.56 2.68 0.85 6.68 – 0.91

2st-order grey-Edge [82] 5.13 4.44 4.62 2.11 9.26 3.36 2.70 2.80 0.89 7.14 – 1.30

1st-order grey-Edge [82] 5.33 4.52 4.73 1.86 10.43 3.35 2.58 2.76 0.79 7.18 – 1.10

Shades-of-grey [31] 4.93 4.01 4.23 1.14 10.20 3.67 2.94 3.03 0.99 7.75 – 0.47

Grey Pixel (edge) [90] 4.60 3.10 – – – 3.15 2.20 – – – – 0.88

LSRS [36] 3.31 2.80 2.87 1.14 6.39 3.45 2.51 2.70 0.98 7.32 – 2.60

Cheng et al. 2014 [19] 3.52 2.14 2.47 0.50 8.74 2.93 2.33 2.42 0.78 6.13 – 0.24

Mean Shifted Gray Pixel 3.45 2.00 2.36 0.43 8.47 2.92 2.11 2.28 0.60 6.69 – 1.32

GI 3.07 1.87 2.16 0.43 7.62 2.91 1.97 2.13 0.56 6.67 – 0.40
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Reflection Model. Experiments performed on the tasks of single-illumination esti-

mation and multi-illumination estimation verified the effectiveness and efficiency of

three gray pixels methods. More specifically, on standard benchmarks, GI estimates

illumination more accurately than state-of-the-art learning-free methods in about 0.4

seconds on an Intel i5 cpu. GI outputs grayness map with clear physical interpre-

tation, which we believe can be used for learning-based CC methods (for example,

initialization of illumination prediction) or other low-level vision tasks like intrinsic

image decomposition or visual object tracking.

We validate that: in general, learning-based methods perform worse in the cross-

dataset setting; When testing on an image with color checker masked by zeros, some

deep learning based methods can still explore the physical location of the ground

truth indicator (e.g. color checker) and behave sensitive to the captured scene and

the camera characteristics.

58



5 DEEP ARCHITECTURES FOR COLOR

CONSTANCY

After quick review of the proposed gray pixel based methods, in this chapter, we

will introduce two deep learning based methods (Publication 1 and Publication 7) to

address single-frame color constancy.

5.1 Deep Architecture 1 (Publication 1)

5.1.1 Backbone Network

AlexNet

Below we skip the knowledge of basic units in a deep neural work (refer [46]) and

directly start the introduction of the first GPU-implementation of a convolutional

neural network, AlexNet [60].

As shown in Figure 5.1, AlexNet contains: the first five layers are convolutional

layers, some of them followed by max-pooling layers, and the last three are fully

connected layers. For activation function, ReLU function is adopted due to its better

performance over tanh and sigmoid, as reported in [60].

Figure 5.1 AlexNet architecture [60]
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AlexNet, trained with back propagation algorithm [46], achieved impressive re-

sults over large-scale image classification task [60]. In this thesis, we will discuss how

it can be applied for color constancy, with suitable training strategy.

VGGNet

VGGNet [77] is a deep neural network proposed in 2014, obtaining below-10%

classification error on ILSVLC 2014 [60]. One of VGGNet’s contributions is that

small-kernel (like 3× 3) conv layers can be chained to make very deep neural work,

delivering better semantic representation. A VGG-19 network (the variant of struc-

ture achieving best classification results) contains 16 3×3 conv layers, with 2×2 max

pooling to lower the feature map size. Same as AlexNet, VGGNet relies on several

FC layers and softmax layers to do classification.

5.1.2 Structured-Output Regression Learning

Consider a training set {(x , y)}i , i = 1,2, · · · ,N , where x denotes the fixed-length

feature vector and y is a scalar value. The objective of structured-output [35] is to

learn regression functions independently for y l , l = 1,2,3 where i denotes the color

(RGB) dimensions. Single-output regression learning is formulated as:

min
1

2
||w||22+C

N∑
i=1

loss(y l
i , f (x i )), (5.1)

where w ∈ �d is the weight vector to be optimized, the parameter C controls the

regularization trade-off and f (x i ) = φ(x i )
T w + b with φ(·) is the kernel function

to project x to a high-dimensional Hilbert space.

In order to take the possible correlations between output variables into account,

general structured-output regression has the following formulation:

min
1

2

3∑
l=1

||w l ||22+C
N∑

i=1

loss(y i , F (x i )), (5.2)

where F (x i ) = φ(x i )
T W + b with W ∈ �d×3 and b ∈ �3. Equation 5.2 is the

general formulation for multi-output regression. Adopting different loss functions

in Equation 5.2 leads to different regressors. Given training samples {(x , y)}i , i =

1,2, · · · ,N , a multi-output regressor (e.g., multi-output support vector regression
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Figure 5.2 A CNN+Regression architecture for color constancy, consisting of CNN feature extraction,

multi-output regression learning and color correction.

(MSVR) or multi-output ridge regression (MRR)) is employed to learn input-output

mapping and correlations between output variables jointly.

Multi-output ridge regression (MRR) – minimizes quadratic loss function:

min
1

2

3∑
l=1

||w l ||22+C
N∑

i=1

‖y i − (φ(x i )
T W + b)‖22. (5.3)

It has a closed-form solution based on matrix inversion [9, 17].

Multi-output support vector regression (MSVR) – with a ε-sensitive loss function

for support vector regression (SVR) [78],

loss(y l
i , f (x i )) =

⎧⎨
⎩0, if |y l

i
− f (x i )|< ε

|y l
i
− f (x i )| − ε, if |y l

i
− f (x i )|� ε

is solved by using cutting-plane strategies [55]. ε controls the insensitivity to output

bias.

5.1.3 Methodology

The proposed deep multiple-output regression color constancy method is straight-

forward and consists of three steps (see Fig. 5.2):

1. Calculation of the deep feature (which is the actuation after the sigmoid layer

of the fully-connected fc6 layer of the VGG CNN [77]). We experimented
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Table 5.1 CNN+Regression: Median, Mean and Max angular errors for state-of-the-art algorithms on

two benchmarking datasets.

Gehler-Shi SFU Indoor

static learning-based Median Mean Max Median Mean Max

Doing Nothing (DN) – – 13.55 13.63 27.37 15.60 17.30 –

White Patch (WP) [11]
�

– 5.61 6.27 40.59 6.50 9.10 36.20

Gray World (GW) [12]
�

– 6.27 6.27 24.84 7.00 9.80 37.30

Shades of Gray (SoG) [31]
�

– 4.04 4.85 19.93 3.70 6.40 29.60

general Gray World (gGW) [3]
�

– 3.45 4.60 22.21 3.30 5.40 28.90

first-order Gray Edge (1s t GE) [82]
�

– 4.55 5.21 19.69 3.20 5.60 31.60

second-order Gray Edge (2s t GE) [82]
�

– 4.43 5.01 16.87 2.70 5.20 26.70

Bright Pixels [58]
�

– – – – 2.61 3.98 –

Grey Pixel (std) [90]
�

– 3.20 4.70 – 2.50 5.70 –

Grey Pixel (edge) [90]
�

– 3.10 4.60 – 2.30 5.30 –

Weighted Gray Edge (WGE) [45]
� �

– – – 2.40 5.60 43.80

Gamut Mapping (GM-pixel) [43]
� �

2.30 4.20 23.20 2.30 3.70 27.10

Gamut Mapping (GM-edge) [43]
� �

5.00 6.50 29.00 2.30 3.90 29.70

Bayesian (BAY) [38] –
�

3.44 4.70 24.47 – – –

Natural Image Statistics (NIS) [42] –
�

3.13 4.09 26.20 – – –

Spatial-spectral (SS-GenPrior) [16] –
�

2.90 3.47 14.80 – – –

Spatial-spectral (SS-ML) [16] –
�

2.93 3.55 15.25 3.50 5.60 –

Exemplar [57] –
�

2.30 2.90 19.40 – – –

SVR [35] –
�

6.67 7.99 26.08 2.20 – –

CNN+RR –
�

4.08 5.30 22.69 1.99 3.32 19.46

CNN+SVR [8] –
�

3.09 4.74 29.15 – – –

CNN+MRR –
�

3.76 4.87 21.68 1.93 3.24 18.89

CNN+MSVR –
�

2.68 4.29 20.35 1.64 3.25 21.39

with features from different fully-connected layers, namely “fc6”, “fc7” (both

having 4096 dimensions) and “fc8” (1000 dimensions).

2. Illumination estimation by multi-output regression (Equation 5.2).

3. Image correction with the illumination obtained.

Here we just provide the summary for the CNN+regression method and refer

to Publication 1 for more details.
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5.1.4 Experiments

Extensive experiments were conducted on Gehler-Shi Dataset [74] and SFU Labo-

ratory Indoor Dataset [21] and reported in Table 5.1.

The multi-output ridge regression (CNN+MRR), multi-output support vector

regression (CNN+MSVR) and ridge regression (CNN+RR) are our implementa-

tions. They all share the same CNN features from the “fc6" layer of VGG CNN.

It is obvious that even a medium-depth CNN [60] coupled with SVR (CNN+SVR

[8]) shows better performance than all static algorithms and most of gamut based

and learning based methods. Compared to the learning based frameworks, the sig-

nificant improvement of our CNN-MSVR is achieved on the SFU Indoor dataset,

while our solution is comparable to the state-of-the-art on the Color Checker bench-

mark.

The significant improvement on CNN+SVR over its direct competitor SVR can

be attributed to using CNN features, which demonstrate their advantages for illu-

mination estimation. Moreover, the performance improvement from CNN+SVR

to CNN+MSVR confirms that the latter better captures inter-channel correlations

by using structured-output regression.

5.2 Deep Architecture 2 (Publication 7)

5.2.1 Backbone Network

SqueezeNet

SqueezeNet was proposed in [53] for light-weight computing scenario. Com-

pared to AlexNet, SqueezeNet contains 50x fewer parameters but obtains equal per-

formance on ImageNet. This property makes it more suitable to be deployed in

portable devices like a smartphone.

The architecture of SqueezeNet is visualized in the top of Figure 5.4. The key

module is called “fire module”. As shown in Figure 5.3, “fire module” works as 1)

1× 1 conv to “squeeze” the information amongst different channels and 2) a combi-

nation of 1× 1 conv and 3× 3 conv to “expand” the embedded feature spatially.

Hu et al. [50] firstly adopted SqueezeNet for addressing the task of color con-

stancy and in their method the last several fully connected layers are replaced by con-
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Figure 5.3 Fire module of SqueezeNet [53].

volutional layer and confidence-weighted pooling layer. The state-of-the-art results

of [50] demonstrates that SqueezeNet works as a well-performing network backbone

for color constancy.

5.2.2 Methodology

���

�

� �

Figure 5.4 End-to-end deep architecture for color constancy: Pipeline of our three-stage C4 model based

on the SqueezeNet backbone.

Based on SqueezeNet as basic building brick, we propose a method called, cas-

cading convolutional color constancy (Publication 7), in short, C4. It uses a generic

cascading structure to achieve a coarse-to-fine refinement and online data augmenta-

tion (shown in Figure 5.4). To be more specific, the first backbone predicts a global

illumination vector, which is then used to color-correct the input image on the fly

and feed the second backbone. The last backbone gives the final estimate of the

global illumination vector.
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Specifically, give a list of training samples {x , y}i , i ∈ {1,2, · · · ,N}, the cascading

network C4, denoted by f θ(·), where θ are the network parameters. We can further

divide f θ(·) into fl (·), l = 1,2, . . . , L, where l and L denote the cascade level and the

total number of cascaded stages, respectively, with θ omitted for simplicity. Then we

define fl fl−1(X ) as a simpler notation for fl (X / fl−1(X )) (image correction, Equa-

tion (2.7)). Now a three-stage C4 network as shown in Figure 5.4 can be formulated

as:

min
θ
� ( f3 f2 f1(x)), y;θ). (5.4)

Inspired by FC4 [50], in the SqueezeNet module, each convolutional layer is fol-

lowed by a ReLU nonlinear layer. A dropout layer with probability 0.5 is added

before the last conv layer. Different to FC4 [50] adopting a confidence-weighted

pooling layer to do final illumination prediction, this work directly uses summation

on the spatial output of the last conv layer without noticeable performance loss.

More details are given Publication 7.

5.2.3 Experiments

The proposed C4 surpasses almost all color constancy algorithms by a large margin

except the FFCC [6] on NUS 8-camera dataset. It is meaningful to mention that C4

shows better numbers than FFCC on the mean and worst 25% metrics, indicating

better ability of handling hard testing cases. On Gehler-Shi Dataset, the results of

C4 stand out and are smallest on all metrics. The nearly-zero median error achieved

by C4 may indicates that Gehler-Shi dataset is close to “saturation” and more chal-

lenging large-scale benchmark is needed.

Replacing the backbone AlexNet by SqueezeNet further decreases all error statis-

tics, confirming that the SqueezeNet backbone has better feature encoding of illumination-

related information. C4 consistently outperforms its main competitor FC4, which

supports the superiority of the proposed C4.

5.3 Summary

In this chapter, contrast to static color constancy methods, we used learning-based

methods with main focus on deep neural network. We first present CNN+MSVR,
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Table 5.2 End-to-end deep architecture for color constancy: Comparative evaluation on two popular

benchmarks. All results are reported in degrees.

Methods
NUS 8-Camera [19] Color Checker [74]

Mean Median Tri-mean Best 25% Worst 25% Mean Median Tri-mean Best 25% Worst 25%

Static Methods

White-Patch [11] 10.62 10.58 10.49 1.86 19.45 7.55 5.68 6.35 1.45 16.12

Gray-World [12] 4.14 3.20 3.39 0.90 9.00 6.36 6.28 6.28 2.33 10.58

1st-order Gray-Edge [82] 3.20 2.22 2.43 0.72 7.69 5.33 4.52 4.73 1.86 10.03

2nd-order Gray-Edge [82] 3.20 2.26 2.44 0.75 7.27 5.13 4.44 4.62 2.11 9.26

Shades-of-Gray [31] 3.40 2.57 2.73 0.77 7.41 4.93 4.01 4.23 1.14 10.20

General-Gray-World [3] 3.21 2.38 2.53 0.71 7.10 4.66 3.48 3.81 1.00 10.09

Bright Pixels [58] 3.17 2.41 2.55 0.69 7.02 3.98 2.61 - - -

Cheng et al.2104 [19] 2.92 2.04 2.24 0.62 6.61 3.52 2.14 2.47 0.50 8.74

LSRS [36] 3.45 2.51 2.70 0.98 7.32 3.31 2.80 2.87 1.14 6.39

Grey Pixel (edge) [90] 3.15 2.20 - - - 4.60 3.10 - - -

GI [69] 2.91 1.97 2.13 0.56 6.67 3.07 1.87 2.16 0.43 7.62

Learning-based Methods

Edge-based Gamut [43] 8.43 7.05 7.37 2.41 16.08 6.25 5.04 5.43 1.90 13.58

Bayesian [38] 3.67 2.73 2.91 0.82 8.21 4.82 3.46 3.88 1.26 10.49

Intersection-based Gamut [43] 7.20 5.96 6.28 2.20 13.61 4.20 2.39 2.93 0.51 10.70

Pixels-based Gamut [43] 7.70 6.71 6.90 2.51 14.05 4.20 2.33 2.91 0.50 10.72

Natural Images Statistics [42] 3.71 2.60 2.84 0.79 8.47 4.19 3.13 3.45 1.00 9.22

Spatio-spectral (GenPrior) [16] 2.96 2.33 2.47 0.80 6.18 3.59 2.96 3.10 0.95 7.61

Corrected-Moment1 (19 Color) [25] 3.05 1.90 2.13 0.65 7.41 2.96 2.15 2.37 0.64 6.69

Corrected-Moment1 (19 Edge) [25] 3.03 2.11 2.25 0.68 7.08 3.12 2.38 2.59 0.90 6.46

Exemplar-based [57] - - - - - 3.10 2.30 - - -

Chakrabarti et al. 2015 [15] - - - - - 2.56 1.67 1.89 0.52 6.07

Regression Tree [20] 2.36 1.59 1.74 0.49 5.54 2.42 1.65 1.75 0.38 5.87

CNN [8] - - - - - 2.36 1.98 - - -

CCC (dist+ext) [5] 2.38 1.48 1.69 0.45 5.85 1.95 1.22 1.38 0.35 4.76

DS-Net (HypNet+SeNet) [75] 2.24 1.46 1.68 0.48 6.08 1.90 1.12 1.33 0.31 4.84

FFCC [6] 1.99 1.31 1.43 0.35 4.75 1.78 0.96 1.14 0.29 4.62

AlexNet-FC4 [50] 2.12 1.53 1.67 0.48 4.78 1.77 1.11 1.29 0.34 4.29

SqueezeNet-FC4 [50] 2.23 1.57 1.72 0.47 5.15 1.65 1.18 1.27 0.38 3.78

C4
AlexNet-FC4 (ours) 2.07 1.47 1.63 0.48 4.63 1.49 1.03 1.13 0.29 3.52

C4
SqueezeNet-FC4 (ours) 1.96 1.42 1.53 0.48 4.40 1.35 0.88 0.99 0.28 3.21

where we use multiple-output SVR to do regression on extracted deep feature from

a VGG or AlexNet. Deep features from fully-connected layers in a deep neural net-

work show better accuracy than shallow handcrafted feature like color histogram.

Then, with more recent works addressing single-frame color constancy using a

neural deep net (e.g. FC4), some basic backbone networks pretrained on ImageNet

are proven to be suitable for color constancy, especially pretained SqueezeNet. We

propose a end-to-end deep network C4, based on cascading a series of SqueeezeNet.

C4 obtains the state-of-the-art results on popular Gehler-Shi and Nus 8-camera dataset.

Another advantage of using SqueezeNet is low memory footprint compared to VGG

and AlexNet, which allows its application in mobile devices.

We believe in the future, learning-based methods will keep leading on color con-
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stancy benchmarks, with fulfilling the important requirements like fast inference,

robustness to challenging cases, thumbnail image input and low memory footprint
1 simultaneously.

1In camera ISP pipeline, thumbnail input and low memory footprint usually mean a hardware-
friendly algorithm, better for real-time processing in firmware side.
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6 TEMPORAL COLOR CONSTANCY

In this chapter we introduce the idea of “temporal color constancy”, which is the new

paradigm of color constancy for cameras nowadays. Temporal color constancy refers

to that when estimating the illumination of the captured frame, multiple frames pre-

ceding it are considered. Figure 6.1 illustrates several sequences, where we needs to

estimate the global illumination for the last frame.

It is tendency that the advanced cameras are equipped with memory cells and

stores a sequence of frames when capturing a photo. Yet the problem of estimating

illumination chromaticity in videos has received minimum attention. Consider the

conventional single-frame CC task, formulated as:

L̂= f (I ), (6.1)

where function f (·) is the estimator of the illumination vector Lg t for an image I ,

we reformulate the task of temporal CC as:

L̂t = f
�
It−(N−1), It−(N−2)...It−1, It

�
, (6.2)

where f (·) uses, besides the shot frame It to be corrected, the (N − 1) preceding

frames It−1 . . . It−(N−1) (rows It−1. . . It−4 in Figure 6.1).

6.1 Recurrent Color Constancy Net (Publication 2)

6.1.1 Long Short-term Memory (LSTM)

Long Short Term Memory networks are a special kind of Recurrent Neural Net-

work (RNN), first introduced by Hochreiter and Schmidhuber [49] to learn long-

term dependencies in sequences. To this end, the important gradient vector is stored
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Figure 6.1 Examples of color correction by temporal methods on image It using five-frame sequences

with (c)(d) and without (a)(b) significant pictorial content change, with (d) and without (a)(b)(c)

significant illumination color change. RCC-Net is our method proposed in Section 6.1. T.GM-

edge and T.GP refer to temporal extensions of the standard Gamut-based [43] and Gray

Pixel [90] methods, respectively. Illumination color is visible on the ball in the bottom right

corner. The angular error is shown in the bottom left corner of each color-corrected image.

The images are from the SFU Gray Ball linear-rgb dataset, i.e. without gamma correction

and thus appear to have unusual color composition.
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in memory cell ct in LSTM without dissipating quickly. ct is retrieved, stored and

modified by several controlling gates. Given a new input xt at time step t , the in-

formation of xt is selectively added to the cell according to the input gate it . The

memory cell ct−1 from the last time step is partially forgotten considering the forget

gate ft . The output gate ot controls the portion of information flowing from ct to

the short-term hidden state ht .

Following the formulation of [49], we list the key equations of LSTM:

it = σ(Wxi xt +Whi ht−1+Wci ◦ ct−1+ bi )

ft = σ(Wx f xt +Wh f ht−1+Wc f ◦ ct−1+ bf )

ct = ft ◦ ct−1+ it ◦ tanhWxc xt +Whc ht−1+ bc

ot = σ(Wxo xt +Who ht−1+Wco ◦ ct + bo)

ht = ot ◦ tanh ct

LSTM can be combined with CNN, termed CNN+LSTM, considered as typ-

ically “deep in space” and “deep in time” respectively, which can be seen as two

modalities of deep learning. CNNs have achieved great success in visual recognition

tasks [8, 60], while LSTM sparkles in long sequence processing [72, 79]. Because

of the decent properties (rich visual description, long-term temporal memory and

end-to-end training) of the CNN+LSTM, it is heavily investigated for many other

computer vision tasks involving sequences (e.g. activity recognition [24], image cap-

tioning [56], human re-identification in videos [87] and video description [24]) and

brought significant improvement.

In next subsection, we will show our novel attempt to introduce CNN+LSTM

to address color constancy.

6.1.2 Methodology

As one of our main contributions [66], we propose an end-to-end trainable recurrent

color constancy network – RCC-Net – which exploits convolutional LSTMs to learn

spatial-temporal feature and a simulated sequence as online data augmentation. We

elaborate this in comprehensive experiments in Publication 2.

As shown in Figure 6.2, RCC-Net has two parallel CNN+LSTM branches, one

for processing the original frame sequence and the other for processing a simulated
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Figure 6.2 The RCC-Net architecture. The RCC-Net learns and infers in an end-to-end manner and

outputs a global illumination vector for the shot frame (highlighted in red rectangle) given an

image sequence. The RCC-Net has two independent convolutional LSTM sub-networks, one

(b, c) for processing the input temporal sequence (a) and the other (f, g) for processing a

simulated spatial sequence (e). The outputs of the two sub-nets are combined in the shallow

network (d).

Figure 6.3 Simulated zoom-in-like sequences (red → yellow → green → blue) generated from the

three images. These sequences simulate camera zoom-in actions in the view finding stage

that ends with a “frame” shot by user.

spatial sequence. The simulated sequence consists of randomly generated frames

from the shot frame (simulated zoom-in-like sequences as shown in Figure 6.3). Sim-

ulated sequences can be produced on-the-fly with a list of randomized parameters like

resize ratio and rotation angle. The aim of the simulated sequence works as a data

augmentation trick and pushes the network to obey the constraint – different patches

from the shot frame share the same illumination vector. The two sub-networks can

run in parallel and their outputs are concatenated in a merging layer implemented

as a single shallow network.

There are three essential components in the RCC-Net:
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• CNN+LSTM for temporal sequence, the top branch in Figure 6.2),

• Simulated sequence network for training(the bottom branch in Figure 6.2),

• End-to-end optimization of the whole net.

After end-to-end training is done, given an unseen test sequence, we obtain an

estimate of global illumination of the shot frame using the RCC-Net. Afterwards

we correct the color of the final shot frame with the estimated illumination. Then

we apply the standard von Kries model [59] to correct the R, G and B channels by

independent scaling. For details about deep net architecture, dataset processing and

training plan, please refers to Publication 2.

6.1.3 Experiments

We evaluate RCC-Net on a standard single frame color constancy benchmark, the

SFU Gray Ball Dataset, which can be adapted to a temporal setting. Extensive ex-

periments in Table 6.1 show that the proposed method consistently outperforms

single-frame state-of-the-art methods and their temporal variants.

We report the experimental results on both non-linear and linear temporal SFU

Gray Ball benchmarks using 15-fold cross validation. With the exception of the max-

imum errors, RCC-Net obtains the best performance on the non-linear dataset, lead-

ing by at least 15% on median, 8% on mean angular error. On linear one, this per-

formance improvement is more evident – over 22% on median and 10% on mean

error. Note that the maximum errors result from a few of incorrect “ground truth”

labels in the SFU Gray Ball Dataset. One may notice there exists performance gap

between linear dataset and non-linear one, this can be explained by that following

AWB and CCM in ISP pipeline, many non-linear photo-finishing operations like

Gamma Correction, Dynamic Range Compression and High-Dynamic Range can

make it harder to estimate the illumination.

The performance over five representative hard sequences with large groundtruth

changes is in Figure 6.4. This plot illustrates that compared to other works, RCC-

Net (red line) has averagely lowest error, proving that the approach performs better

in varying-illumination conditions (e.g. relative change of the spatial arrangement of

the object viewed, changing lighting conditions). More evidences under challenging

conditions are also presented in Figure 6.1, i.e. varying-illumination and/or varying-

scene (Figure 6.1(c) and (d)) .
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Table 6.1 RCC-Net: Color constancy on the non-linear and linear SFU Gray Ball Datasets. 90% refers

to the 90%-percentile of the obtained angular errors. All values are in degrees as defined in

angular error. The source of the results: w - color constancy benchmarking website [41]), p -

the cited paper, and r - from our rerun of authors’ implementation, i - our implementation.

SFU Gray Ball (non-linear) SFU Gray Ball (linear)

Med Mean 90% Max Med Mean 90% Max

Single Frame Methods

Gray World (GW) [12] (w) 7.0 7.9 – 48.1 (w) 11.0 13.0 – 63.0

General GW (gGW) [3] (w) 5.3 6.1 – 41.2 (w) 9.7 11.6 – 58.1

Gray Pixel (edge) [90] (p) 4.6 6.1 – – – – – –

GM-edge [43] (w) 5.8 6.8 – 40.3 (w) 10.9 12.8 – 58.3

1s t GE [82]1 (w) 4.7 5.9 – 41.2 (w) 8.8 10.6 – 58.4

SVR [35]2 (p) – – – 15.9 (w) 11.2 13.1 – 59.6

Automatic-CC [7]3 (p) 3.2 4.8 – – – – – –

NIS [42] (w) 3.9 5.2 – 44.5 (w) 7.7 9.9 – 56.1

Exemplar-based [57] (w) 3.4 4.4 – 45.6 (w) 6.5 8.0 – 53.6

Top-down [84] (i) – – – – (w) 8.3 10.2 – 63.0

Regression Tree [20] (r) 4.8 6.1 13.1 30.6 (r) 8.5 10.6 22.2 56.3

Existing Temporal or Multi-frame Methods

Image Sequence [64] 4,5 (p) 4.6 5.4 – – – – – –

Wang [85] (p) 4.1 5.4 – 26.8 – – – –

Extended methods (Publication 2)

T.GP (i) 4.7 6.0 16.7 25.8 (i) 9.7 12.4 32.4 49.7

T.GM-edge (i) 8.2 9.3 21.8 37.8 (i) 12.8 14.5 33.7 57.3

T.CNN+MSVR (i) 4.0 4.8 12.7 26.0 (i) 7.2 10.0 33.7 48.1

Our Convolutional LSTM based method

RCC-Net (no SS) (i) 3.2 4.5 13.6 23.2 (i) 6.3 7.7 23.7 45.9

RCC-Net (i) 2.9 4.0 12.2 25.2 (i) 5.1 7.2 22.5 45.7

1 For GE, the original paper reports a different result – median error of 4.1, which results
from the evaluation experiments performed only on a subset of 150 images.

2 For SVR, only 2-fold cross-validation was made and only average RMS and maximum error
were reported.

3 For Automatic-CC, their evaluation are performed only on a subset of 1135 images.
4 The setting of linear RGB only applies to the Prinet dataset, while other experiments are

evaluated on the *non-linear* Grey Ball dataset [64].
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Figure 6.4 Five five-frame sub-sequences from linear Temporal SFU Gray Ball with significant illumina-

tion change. Rapid illumination angle change mainly occurs in the last frame (see the ground

truth graphs in the top row) which no method handles well. Top: the angle change between

two consecutive frames �(ct−1, ct ), t is the index marking the position of the frame in the

original video. RCC-Net (no SS) is not equipped with sequence simulation.

Publication 2 includes more interesting results e.g. ablation study of different

hyper-parameters.

6.2 A Temporal Color Constancy Dataset (Publication 8)

6.2.1 Background

There exists many available color constancy datasets for the evaluation of single-

frame color constancy methods, for example, Gehler-Shi Color Checker [38, 74],

SFU Gray Ball [21] and NUS [19]1. SFU Gray Ball is collected with a video camera

and is therefore suitable for multi-frame color constancy experiments [66]. How-

ever, the SFU Gray Ball has very low resolution (240× 320), contains only 15 se-

quences, and its capture procedure does not correspond to the consumer still pho-

tography.

Yoo et al. [92] have released a video dataset of 80 sequences used in their evalua-

tion, but their sequences were specifically designed for AC bulb illumination exper-

1Download links can be found on http://colorconstancy.com.
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iments and high-speed capturing. Prinet et al. [64] released a small dataset of 11 se-

quences used in their video color constancy experiments. In summary, the existing

multi-frame color constancy datasets are small and ill-suited for generic consumer

still photography color constancy. In this chapter we introduce a new dataset of

600 sequences captured with a rooted mobile phone that makes the multi-frame cap-

ture invisible to the mobile phone user and therefore better resembles consumer still

photography.

6.2.2 Collection and Labelling

The multi-frame temporal color constancy (TCC) dataset was collected by the au-

thor and the collaborators. They were not given instructions but asked to take pho-

tographs whenever they wish. Students were given a Huawei Mate 20 Pro mobile

phone which is one of the high-end models and was rooted and re-programmed

to automatically start storing raw sensor images when the camera application was

launched. The sensor images were linked to the shot frames using the date and time

tags of the files.

The rooted phone saves the frames as unprocessed 16-bit 3648×2736 Bayer pat-

tern images. High-resolution frame transfer from the ISP memory to the mobile

phone storage memory requires special functionality that limits the practical cap-

ture frame rate to 1-3 frames per second (FPS).

To resolve the illuminant color ground truth the shot frame scenes need to be

captured with a color calibration target installed into the scene. For example, in the

Gehler-Shi dataset there is a Macbeth color checker calibration target visible in the

images. In the SFU Gray Ball dataset a gray ball calibration target is attached to the

video camera and is therefore visible in all captured frames. In our dataset we wanted

to avoid using visible targets since they may unintentionally convey information to

the learning-based methods even if they are masked in the training and test sets.

Similar to SFU Gray Ball we used a gray sphere calibration target, SpyderCube

(Figure 6.5), which is put into the shot scene instantly after the shot. The students

were instructed to take one shot of the calibration target in the location which was

the main target or location in their photograph. The captured sequences contain 3-17

frames depending on the viewfinder duration (Figure 6.5). The SpyderCube object

contains two neutral 18% gray surfaces, from which the one that better reflects the
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Figure 6.5 Examples of 5 frame sequences in the dataset. From the left: 4 viewfinder frames, shot

frame, calibration target frame and the color corrected shot frame. Note that sensor specific

color correction is not applied, only color constancy.

casting illumination was annotated and used to compute the ground truth illumina-

tion color. The ground truth was verified by manually checking all sequences using

the ground truth correction. In total, 600 sequences were recorded and verified dur-

ing different times of day, in various indoor and outdoor locations and in various

weathers during the time period of October 2019 to January 2020.

In the dataset project page we provide linear demosaiced images in the PNG for-

mat with the pixel values normalized to [0,1], with a black level of zero and with
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Figure 6.6 Top-left: White point distributions of several popular benchmarks. Top-right: White point

distribution of our new dataset. Bottom-left: Histogram of sequence length of TCC. Note that

for visualization, the axis scales are different compared to the top-left figure. Bottom-right:

Correlation between sequence illumination chromaticity and sequence length.

no saturated pixels. The format corresponds to that of Gehler-Shi dataset which is

the most popular evaluation set in color constancy literature. The black level of the

specific camera sensor and device is 256 and the saturation level is at 4095. The final

RGB images are of the resolution 1824×1368.

6.2.3 Statistics

We profile the distribution of groundtruth chromaticity of several mainstream color

constancy benchmarks (Gehler-Shi, NUS 8-camera, Cube+ and SFU Gray Ball datasets)

in the top-left of Figure 6.6, while we show that of the new Temporal Color Con-

stancy dataset (TCC-benchmark) separately in the top-right position. Clearly, our

dataset contains wide-spread chromaticity for both training set and testing set. The

small spatial shifts between the datasets are mainly due to different cameras used in
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data capture.

In bottom left of Figure 6.6 we draw the histogram of sequence lengths in TCC-

benchmark. The mean length is 7.3, median 7.0 and mode is 8.5. The bottom-right

inset of Figure 6.6 shows that the sequence ground truth vectors are nearly inde-

pendent of the corresponding sequence length, which indicating we collect random-

length video clips.

In Chapter 6, we will mainly evaluate single-frame methods and temporal meth-

ods on this new dataset.

6.3 Temporal Color Constancy Net (Publication 8)

This section comes with an advanced temporal color constancy network – using

CNN and fully convolutional LSTM to model the illumination information on a

varying-length video clip in order to better estimate the illumination of the shot

photo.

6.3.1 Fully Convolutional Long Short-term Memory Machine (2D-LSTM)

2D-LSTM, introduced by [89], extends 1D-LSTM to 2D space by using convolu-

tional structures in both input-to-state and state-to-state transitions. Directly com-

pared to the equations (Equation 6.3) of 1D-LSTM, 2D-LSTM is formulated as:

it = σ(Wxi ∗�t +Whi ∗�t−1+Wci ◦�t−1+ bi )

ft = σ(Wx f ∗�t +Wh f ∗�t−1+Wc f ◦�t−1+ bf )

�t = ft ◦�t−1+ it ◦ tanh(Wxc ∗�t +Whc ∗�t−1+ bc )

ot = σ(Wxo ∗�t +Who ∗�t−1+Wco ◦�t + bo)

(6.3)

where it , ft , ot are all 3D tensors and refer to the input gate, forget gate, and output

gate of 2D-LSTM, respectively. The “∗” denotes convolution and “◦” the Hadamard

product. The 2D-LSTM has two parameters: the convolution kernel size K , whose

larger values means capturing faster illumination variations, and the output channel

H of convolution, which refers to the hidden channel of 1D-LSTM.

In [89], 2D-LSTM has been proven to capture spatiotemporal correlations well

and consistently for the task of precipitation nowcasting. In this section, we will
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Input: I1, , , Ilen Input: Î1, , , Îlen

Backbone-3-512 Backbone-3-512

2DLSTM-512-128 2DLSTM-512-128

concatenation

MaxPool2d

Conv-256-64

Sigmoid

Conv-64-3

Sigmoid

Output: y

Figure 6.7 The net architecture of TCC-Net. The notation “LayerName-x-y” indicates a 2D layer of y
filters of dimension x × x , which can be a simply Conv layer, Backbone (SqueezeNet in this

work) or a 2D LSTM layer. “len” refers to the length of input sequence. From the shot frame

I
len

, a sequence of same length is generated, as per Publication 2. The illumination for the

shot frame is estimated from the last Sigmoid layer.

show its application and test its effectiveness on temporal color constancy.

6.3.2 Methodology

We propose a new method for temporal color constancy, which is based on the RCC-

Net we proposed in Section 6.1, with the following fundamental improvements: 1) a

more powerful backbone network for extraction of semantic features, 2) 2D LSTM

that provides more effective spatial recurrent information and 3) support for variable

length sequences. The overall architecture is described in Fig. 6.7. Same as RCC-Net,

TCC-Net consists of two CNN+LSTM branches, one for processing a real image se-

quence and the other for a pseudo zoom-out image sequence (see Publication 7) in

the last shot frame. Two branches use the 2D LSTM and output spatial represen-

tations for two sequences, respectively, which are then merged into the predicted

illumination rgb vector.

In terms of architecture, we first replace the backbone (VGG-Net and AlexNet)

in RCC-Net (Publication 2) by SqueezeNet [53] (which we introduce in Section 5.2).
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Figure 6.8 An overview of our pipeline of TCC-Net demonstrating the problem of temporal color con-

stancy. Similarly to RCC-Net, we take a sequence input (2a). From the shot frame, the last

frame in (2a), we generate a same-length sequence (2b). For each image of a sequence (2a)

or (2b), the backbone CNN extracts 512-channel features, which are recursively processed

by 2D-LSTM, outputting 128-channel illumination descriptor. The descriptors are concate-

nated in channel wise and processed by 1× 1 CONV filter, giving a spatial illumination map

(2d). The global illumination vector is then calculated using global average pooling.

In the recent SoTA FC4 [50] the SqueezeNet [53]was found superior for color con-

stancy and therefore we select SqueezeNet as the backbone network for semantic

feature extraction. Following [50], we keep all the layers up to last conv layer of

SqueezeNet, which outputs 2D 512-channel feature maps. In our experiments, the

2D feature maps are verified superior to the 1D feature vectors.

The second change, is adopting 2D LSTM to temporally process sequence and

learning a 2D illumination-related feature map. Here we call the ordinary LSTM in

RCC-Net “1DLSTM” due to the fact that the memory cell and the hidden state in

it are all 1D vectors. Although several 1DLSTM can be stacked to learn more com-

plex sequence-to-sequence mapping, the nature of 1DLSTM hinders its representa-

tive power for spatial information. 2DLSTM, introduced by [89], extends 1DLSTM

to 2D space by using convolutional structures in both input-to-state and state-to-state

transitions. Combining these changes, we have an end-to-end network which pre-

dicts spatial illumination, which can be averaged (or more advanced manipulation,

e.g. confidence weighted averaging in [50]) to get the global estimate.

TCC-Net supports varying-length input (while RCC-Net (Publication 2) does

not), with the help of dynamic computational graphs in Pytorch. As a result, TCC-

Net can infer the illumination of the shot frame from a varying-length video, with

the speed as fast as 6ms per frame on a Nvidia GTX 1080ti.

Figure 6.8 illustrates a high-level outline of our TCC-Net pipeline. For how to

train the net, we refer readers to Publication 7.
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6.3.3 Experiments

The comprehensive results for various single-frame statistical and learning-based meth-

ods and the RCC-Net Publication 2 and TCC-Net on our new temporal color con-

stancy dataset (Chapter 6.2) are shown in Table 6.2. The results clearly demonstrate

how the deep learning based methods (FC4 and C4) and the recent FFCC are clearly

superior to the conventional static and learning-based methods. On our dataset the

previous temporal State-of-the-art, RCC-Net (Publication 2), is slightly inferior to

the best single-frame methods C4 and FFCC.

The temporal extension of GI (Publication 4), T.GI, improves the single-frame

GI. On the contrary, T.FFCC, referred to as “Temporal smoothing” in [6], is in-

ferior to its single-frame version. The Kalman filter extension of FFCC provides

smoother change of the illuminant estimates over the frames, yet getting lower esti-

mation accuracy.

The proposed TCC-Net obtains the best performance on all error measures and

therefore improves results on the both easy and difficult cases. As compared to the

previous state-of-the-art, RCC-Net, the performance improvement is over 35% in the

mean error and and 43% in the median error. Considering the fact that end-users are

more sensitive to large estimation errors [19] and 3.0◦ is generally considered as the

sufficient accuracy, then W25% error of the TCC-Net (4.84) is closest to that.

In Figure 6.9 are examples of color-corrected images with various methods. The

first two examples demonstrate an easy case from outdoors where all methods per-

form substantially well. The third and fourth examples represent typical view finder

sequences toward a target which does not provide visually-rich clue for inferring il-

luminant. In these sequences the two temporal methods, RCC-Net and TCC-Net,

provide the best results. The last example is a difficult case where in the shot frame

tinted fabric can be of any color and the view finder frames provide more reliable

information than the shot frame. In the last examples only the proposed TCC-Net

is able to provide an accurate estimate for the shot frame illumination.

6.4 Summary and Discussion

In this chapter, we introduce two neural network solutions for addressing temporal

color constancy, RCC-Net and TCC-Net. RCC-Net sets a strong baseline on SFU
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Table 6.2 Method comparison with the TCC-benchmark. Performance metrics are based on the angular

error (Section 3.2). The best results are bolded and the second best underlined.

Method Mean Med. Tri. B25% W25% W5%

Single-frame Static

White-Patch [11] 11.20 10.42 10.87 1.87 21.48 26.20

Gray-World [12] 6.45 4.74 5.19 1.19 14.74 22.78

Shades-of-Grey (p=4) [31] 5.50 3.20 3.70 0.85 13.92 21.86

General Grey-World (p=1 ,σ=9) [84] 6.44 4.76 5.24 1.18 14.75 22.83

1st-order Grey-Edge (p=1, σ=9) [84] 5.46 4.09 4.25 1.01 12.84 21.06

2nd-order Grey-Edge (p=1, σ=9) [84] 5.10 3.62 3.85 1.00 12.00 20.48

PCA (Dark+Bright) [19] 5.45 3.00 3.68 0.96 13.78 22.93

Grayness Index (GI) [69] 4.99 2.68 3.10 0.71 13.22 24.12

Temporal extensions

T.GI 4.73 2.96 3.39 0.82 11.38 17.42

Single-frame Learning-based

Pixel-based Gamut (σ=4) [43] 6.90 5.53 6.20 1.18 14.72 19.19

Edge-based Gamut (σ=3) [43] 8.69 7.58 8.12 2.00 17.16 20.54

Intersection-based Gamut (σ=4) [43] 8.46 7.94 7.85 2.03 16.60 20.80

Natural Images Statistics [42] 5.63 6.89 5.88 1.41 14.61 22.20

Chakrabarti et al. 2015 [15] Empirical 4.26 2.60 2.82 0.51 11.07 16.43

Regression (SVR) [35] 4.00 3.09 3.45 1.36 7.81 11.07

Bayesian [38] 4.25 2.86 3.16 0.93 9.97 16.27

Random Forest [20] 3.76 2.66 2.94 0.74 8.54 13.14

Exemplar-based Colour Constancy [57] xx xx xx xx xx xx

AlexNet-FC4 [50] 3.10 2.12 2.35 0.85 6.78 8.21

SqueezeNet-FC4 [50] 2.84 2.10 2.23 0.74 6.39 7.83

C4 (3 stage) [51] 2.37 1.60 1.76 0.57 5.58 6.85

FFCC(model Q) [6] 2.33 1.37 1.60 0.49 5.84 10.97

Temporal extensions

T.FFCC 3.35 1.70 1.99 0.51 9.06 17.41

Temporal learning-based

RCC-Net (Publication 2) 2.74 2.23 2.39 0.75 5.51 8.21

Our (TCC-Net) 1.99 1.21 1.46 0.30 4.84 6.34
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Figure 6.9 Color corrected TCC examples and their angular errors (from the left): 1) four view finder

frames; 2) the shot frame; 3) FC4 [50]; 4) RCC-Net (Publication 2); 5) FFCC [6]; 6) the

proposed TCC-Net; 7) ground truth correction.

Gray Ball dataset. As the first end-to-end learnable deep framework, RCC-Net (Pub-

lication 2) outperformed all convectional single-frame and temporal counterparts

and got surpassed by some state-of-the-art learning-based works like FC4 and FFCC

in late 2017. Then in Publication 7, we released a large-scale temporal dataset TCC-

benchmark and TCC-Net. Leveraging the modeling power from strong Squeezenet

backbone and 2D-LSTM, TCC-Net performs the best on TCC-benchmark and SFU

Gray Ball dataset. In addition, in overall, the memory footprint of TCC-Net can be

as least as 3 MB, making it easier for mobile application.

For fair comparison of prior arts, we run over 20 popular and well-performing

methods on the TCC-benchmark. We hope this new dataset can motivate more great

ideas for temporal color constancy.
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7 FLASH COLOR CONSTANCY

(PUBLICATION 5)

Flash photography refers to image processing techniques which use flash/non-flash

image pairs. In this work, we will revisit the gray pixel methods presented in Chap-

ter. 4 in the framework of flash photography and propose Flash Gray Pixel.

7.1 Methodology

Here we show how to derive Flash Gray Pixel from the original Gray Pixel (Sec-

tion. 4.1), but similar conclusion for MSGP (Section. 4.2) and DGP (Section. 4.3)

can be inferred in an analogue manner.

Starting from Lambertian Model:

I c (p) = Rc (p)max(n(p)ᵀ s , 0) l c , (7.1)

which shows the color channel c at the location p in image I is a function of a surface

albedo R, surface normal n, light direction s and illumination color l . When a scene

is casted by N light sources or arbitrary type and color, Equation. 7.1 is updated to:

I c (p) = Rc (p)
∑

i

λi (p) l c
i , (7.2)

where λi (p) represents the shading term. Following the gray pixel method in Sec-

tion. 4.1, applying log and a Laplacian of Gaussian filter δ on Equation 7.2 we get:
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δ log I c (p) = δ log Rc (p)+δ log(
∑

i

λi (p) l c
i ) . (7.3)

Due to that we are processing a mixed-illumination image, the light configuration

may vary from location to location, making the right term in Equation. 7.3 non-zero

and thus gray pixel algorithm fails. This explains that mixed illumination negatively

affects the performance of the gray pixel method and motivates us to benefit from

flash photography.

Considering flash light is added when capturing the image, the flash image I f is

formulated as:

I c
f (p) = Rc (p)(
∑

i

λi (p) l c
i +λ f (p) l c

f ), (7.4)

where λ f (p) is the shading term of flash light at the position p and l f the illumina-

tion vector of the flash light.

Subtracting Equation 7.2 from Equation 7.4, now we have a flash-only image Ifo:

I c
fo(p) = Rc (p)λ f (p) l c

f , (7.5)

which is a more solid ground for searching gray pixels. In other terms, flash image

helps to remove the negative effect of spatially-varying light configurations and gray

pixels are now flash gray pixels.

Now on Ifo, any gray pixel-based methods can be directly used to get the predicted

illumination map, which is the same procedure introduced in Chapter 4.

7.2 Data Processing

Considering there was no flash AWB datasets at the submission date of Publication 5,

we made our own dataset.

We adapted the MIT Intrinsic benchmark [47], which was originally collected

for the intrinsic image decomposition task, containing 20 single objects illuminated

by uncalibrated whitish light sources from 10 different directions. This property

allows us to render each image in the combinations of 1 − 9 directed lights with
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Figure 7.1 Flash/no-flash example images from the generated flash photography dataset. Each sample

is a triplet: {no-flash image I , flash-on image I f , illumination ground truth map}. Images

are generated from the MIT intrinsic dataset by changing the colors and mixing the original

directional illumination images.

arbitrary chroma to compose a new no-flash image I . The 6-th direction is always

roughly frontal and was thus used as the flash source and together with I forms the

flash image I f . We generated I and I f with varying number N of light sources, from

2 to 8. Note that even for the easiest case (N = 2), an obviously-gray patch can

be simultaneously affected by two light sources, violating the global illumination

assumption and fooling the original gray pixel methods, as demonstrated in Fig. 7.1.

Considering the fact that gray pixel methods are designed for realistic consumer

images "in the wild" [90] that contain at least a few gray pixels, we left out the 5

chromatic objects1. In total, the new dataset contains 105 flash/no-flash image pairs

with spatial illumination map ground truth (15 objects and 7 choices of N ).

7.3 Experiments

Qualitative results are shown in Figure 7.2. For all three gray pixels methods, the

improvement over the whole dataset is significant. It is obvious that the original

versions cannot find the fine-grained details of mixed illumination. For example,

the frog back and stomach are cast with different colors that confuses the original

GP methods.

1“apple, pear, frog2, potato, turtle”

87



Figure 7.2 The top three rows are no-flash images I , flash-on images I f , illumination ground truth

maps, respectively. For 4t h row to the bottom, we show the predicted illumination of different

methods, under varying number N of casting illuminants. Images are generated from the

MIT intrinsic dataset by changing the colors and mixing the original directional illumination

images.
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Figure 7.3 Flash/no-flash example images from the real-world flash photography samples. From left to

right: no-flash image I , flash-on image I f , the predicted illumination map by GP, the predicted

illumination map by flash GP.

Among all gray pixel methods, the original GP suffers from the mixed illumi-

nation the most. MSGP (Publication 3) and DGP (Publication 4) perform slightly

better, but not to a satisfying degree without the flash. With flash gray pixel, all three

methods perform similarly thus verifying the efficiency of flash photography. With

increasing diverse illuminants, all gray pixels method performs better, which is due

to that a large number of lights with various colors mix toward a whitish color. Flash

gray pixel variants are not affected by this, obtaining consistent results.

We also test the effectiveness of the proposed methods on real-world images (im-

ages obtained from [52]) and the results are visualized in Figure 7.3. We refer readers

to Publication 5 for quantitative results.
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8 DISCUSSION

8.1 Conclusions

This thesis has an obvious target through different chapters: to improve the perfor-

mance of color constancy under varying circumstances, e.g. static methods, learning-

based methods and temporal methods. For each scenario, we propose one or two so-

lutions. Chapter 1 gives a explanation of the core of this thesis – “color constancy”,

and draws a picture about the scope, objectives and author’s contribution. Chap-

ter 2 describes all basic theoretical background, followed by the problem definition

of the color constancy task and color correction. In the same chapter, we briefly

go through a large selection of related works, divided into categories of static meth-

ods, gamut-based, learning-based and temporal methods. In Chapter 3 we discuss

the popular mainstream color constancy datasets and several wide-used evaluation

metrics.

In Chapter 4, we introduced a list of gray pixel methods (Gray Pixel, MSGP, GI).

The GP and MSGP rely on Lambertian Model, while GI is derived from the Dichro-

matic Reflection Model. Extensive results on single-illumination estimation and

multi-illumination estimation proves the effectiveness and efficiency. More specifi-

cally, On standard benchmarks, the best gray pixel method, GI, estimates illumina-

tion more accurately than state-of-the-art learning-free methods. All three methods

have clear physical interpretation, which we believe can be used for learning-based

CC methods (for example, initialization of illumination prediction) or other low-

level vision tasks like intrinsic image decomposition or visual object tracking. We

also draw some other conclusions from the research: Learning-based methods (like

CNNs and FFCC we tested), behave sensitive to scene and camera characteristics.

In Chapter 5, we propose to use learning-based methods, with main focus on deep

neural network. We first present CNN+MSVR, where we use multiple-output SVR

to do regression on extracted deep feature from a VGG or AlexNet. Deep features
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from fully-connected layers in a deep neural network shows better accuracy than

barely using handcrafted features e.g. color histogram. Then we propose a end-to-

end deep network C4, based on cascading SqueeezeNets, obtaining the state-of-the-

art results on popular Gehler-Shi and NUS 8-camera dataset. Another side effect of

using SqueezeNet is the cheap memory consumption, under 5 MB, which allows its

being easily equipped in mobile devices.

In Chapter 6.2 we introduce a large-scale temporal color constancy benchmark,

which consists of 600 sequences captured with a rooted mobile phone that makes the

multi-frame capture in hidden thread and therefore better resembles consumer still

photography. The motivation behind this work is that there exists many available

color constancy datasets for the evaluation of single-frame color constancy methods,

for example, Gehler-Shi Color Checker [38, 74], SFU Gray Ball [21] and NUS [19],

however we cannot find good temporal color constancy datasets.

In Chapter 6, we introduce two neural network solutions for addressing temporal

color constancy, RCC-Net and TCC-Net. RCC-Net outperformed all convectional

single-frame and temporal counterparts in SFU Gray ball dataset. In later 2017, it

got surpassed by some well-performing learning-based works like FC4 and FFCC. In

Section 6.2 we introduce a large-scale temporal color constancy benchmark, which

consists of 600 varying-illumination sequences with high resolution frames. The mo-

tivation behind this work is that there exists many available color constancy datasets

for the evaluation of single-frame color constancy methods, for example, Gehler-Shi

Color Checker [38, 74], SFU Gray Ball [21] and NUS [19], however we cannot find

good temporal color constancy datasets. In Section6.3, we propose a novel temporal

work, TCC-Net. Leveraging the power from strong Squeezenet backbone and 2D-

LSTM, TCC-Net performs the best on TCC-benchmark and SFU Gray Ball. Com-

pared to RCC-Net, TCC-Net sets new state-of-the-art records on temporal datasets

and is more close to practical use.

Chapter 7 is devoted for flash color constancy, which is addressing spatial color

constancy under the circumstance of flash photography. With the existence of flash

light when capturing a image, we revisit the gray pixel methods presented in Chap-

ter. 4 and propose Flash Gray Pixel. We empirically demonstrate that flash gray

pixel methods achieve better accuracy in spatial illumination estimation, compared

to their non-flash variants.
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8.2 Review of the Thesis Objectives

The following objectives have been addressed:

• It has been proven that, for a real-world image, there exist some achromatic

pixels, which reflect the casting illumination. Starting with Lambertian Model

or Dichromatic Reflection Model, we can derive a set of necessary but not

sufficient constraints to pick up gray pixels. By far, gray pixels-based methods

are the best performing static methods, even on par with some learning-based

methods like corrected-moments [25].

• To find out what is the suitable deep learning framework for color constancy,

we propose C4-Net (Publication 7), which is the state-of-the-art method in sev-

eral convincing benchmarks. SqueezeNet-based module is found performing

well for color constancy, mainly due to its fully convolutional structure and

global averaging pooling layer.

• We show that temporal information in video benefits illumination estimation

of the shot frame. We propose RCC-Net and TCC-Net, which are based on

long short-termed memory machine and achieve the new state-of-the-art per-

formance in this task.

• To benefit the research on temporal color constancy, we collected the first real-

istic large-scale temporal color constancy dataset. It has 600 high-quality video

clips (in total over 10k frames) and each of them is annotated with measured

groundtruth illumination.

8.3 Future Work

Real-time Robust Static Method Static methods have the following advantages:

they are usually computed in few lines of code, easy to install on consumer camera

ISP chip, and more important clear physical interpretation. Learning-based method

can also benefit from static methods, for example, the latter provides a coarse predic-

tion as double check. Grayness Index, our Publication 4 is by far the best-performing

static approach. However, it cannot well handle many challenging cases. In future,

we would like to present some hybrid approach, using gray pixels for suitable sce-
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narios (natural images) and using dichromatic lines (a physical-based methods) for

pure-color images, in a nearly real-time speed.

Spatial or Multiple Illumination It is not always true and plausible to assume

there exists only one global illumination in a scene. Take Gehler-Shi dataset as an ex-

ample, 14% images visually has more than one illuminants, casting different areas of

image or mixing together. If we consider specular reflection and inter-reflection, the

spatial illumination will be more complex. One possible solution is to learn pixel-

wise illumination map, as our preliminary trial in Publication 4. Exploration in this

track, as well as color correction with spatial illumination, receive few attention.

Cross-sensor Learning-based Methods In Publication 3 and 4, we have claimed

that: the assumption that the training set and testing set from the same camera bene-

fits the learning-based methods. If the assumption is not valid, learning-based meth-

ods usually obtain worse results. This can be explained by that a linear image (with-

out post-processing in ISP) captured by a certain camera lies in the space of camera-

specific color space. However, static methods like Gray World do not suffer from

this as it skips the training phase. One workaround for learning-based methods can

be performing the illumination estimation work in some standard observer color

space, e.g. XYZ space or sRGB space. However, this needs camera calibration to set

up color correction matrix to do color space transfer.

Relationship Between Color Constancy and More Visual Input Assuming the

consumer cameras have memory units for stacking frames, color constancy turns

into temporal color constancy, as the input is now a sequence of frames. Temporal

color constancy is a new area that needs to be exploited more. It is now also quite

common for cameras (e.g. Huawei Mate30 Pro, iPhone 11) to equip several camera

lenses (standard lens, telephoto lens, fisheyes lens, etc.) for different functionalities

of photography. A good combination of frames from these lenses has been shown

beneficial for some low-level vision problems like super-resolution and depth esti-

mation. It deserves to explore how to design a color constancy approach benefiting

from these camera lens jointly.
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Abstract—The color constancy problem is addressed by
structured-output regression on the values of the fully-connected
layers of a convolutional neural network. The AlexNet and the
VGG are considered and VGG slightly outperformed AlexNet.
Best results were obtained with the first fully-connected ”fc6”
layer and with multi-output support vector regression. Ex-
periments on the SFU Color Checker and Indoor Dataset
benchmarks demonstrate that our method achieves competitive
performance, outperforming the state of the art on the SFU
indoor benchmark.

I. INTRODUCTION

A visual system possesses color constancy if it perceives

colors almost independently of the prevailing illumination for

a wide range of conditions. In digital cameras, the so-called

automatic white balance aims at reaching this property. Color

constancy is a desirable property in many computer vision and

graphics applications where the intrinsic color of the object is

needed – for accurate classification, regression, segmentation,

and feature extraction [24] as well as for accurate scene

rendering.

Methods aiming at achieving color constancy fall into

two groups. The first estimate illumination properties of the

observed scene which is followed by image color correction

called chromatic adaption [2], [3] [10], [12], [16], [23], [40].

The second group, operates on an illumination invariant repre-

sentations without explicitly estimating the scene illumination.

The invariant features are designed or learned to depend only

on reflectance characteristics or spatial structure [1], [17], [33],

[39].

We propose a novel method for estimating scene illumina-

tion color that uses a structured-output regression on the output

of a single fully-connected layer from a deep net. Image color

is then corrected on the basis of the estimated illumination

parameters. The deep net extract visual information that has

been shown to facilitate color constancy [6] as well as other

computer vision task [31], [36], [38].

The structured-output regression models the cross-channel

correlations, which is the main contribution of our work.

In the literature [21], single-output regressor, i.e. support

vector regression, has been employed to learn the relationship

between observation variables and each color dimension of the

target variables independently.

We show experimentally that the proposed framework

achieves competitive performance comparable with several

Fig. 1. Image Correction of examples of the SFU Color Checker Dataset
using different approaches.

state-of-the-art methods on two popular color constancy

benchmarks.

II. RELATED WORK

Color constancy is a well-established problem. To under-

stand the complexity of the problem, we revisit one of the

simplest but yet often adopted model of image formation,

i.e, the of Lambertian surfaces with purely diffuse reflection

lit by constant scene illumination. In this case, the measured

image color values ρi(x, y) at pixel x, y is a function of the

global light source I(λ), the spectral response of the sensors

Si(λ), and the surface reflectance R(x, y, λ), λ denotes the

wavelength. The dependence is captured by the following

formula:

ρi(x, y) =

∫
I(λ)Si(λ)R(x, y, λ)dλ, i ∈ {R,G,B}.

The formulate expresses that fact that the RGB value of each

pixel is obtained by integration over wavelengths with different

weights in each single channel.

In a color constancy task, ρ is given, while ρgt under canon-

ical illumination is sought. We consider the case when neither
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Fig. 2. The proposed color constancy method consists of CNN feature extraction, multi-output regression learning and color correction.

camera sensibility S(λ) nor the illumination I are available,

making this task under-constrained or under-determined [20].

Below, a basic introduction is given to illumination estima-

tion algorithms. To make different assumptions unified, Van

de Weijer et al. [40] proposed a formulation, which can cover

different algorithms based on exploiting imagery statistics in

a single image to estimate the scene illumination I as the

following:

I(n, ρ, σ) = K ρ

√∫ ∫
(ρ(x, y)⊗Gσ(x, y))

ρ
dxdy, (1)

where illumination I is decided by the order n of the deriva-

tive, Minkowski-norm ρ, and the scale parameter σ of a

Gaussian filter. Operator ⊗ defines convolution between the

image ρ and Gaussian filter G. K is a constant added to make

I in unit length. By varying (n, ρ, σ) in Eq. (1), a number of

existing algorithms are generated under different assumptions.

For instance, GM-pixel [19], GW [10], SoG [15], gGW [40]

and WP [11] are clustered as one group – zero-order statistics

based methods, as they are all under the assumption that a part

of images (e.g., local regions) has gray average color. In terms

of higher order statistics, first-order [40] and second-order

based methods [40] respectively adopt the assumption that

edges or gradient of edges has gray average color intrinsically.

In the light of this, illumination is measured by the offset

of the average color. Gamut-mapping based methods assume

that in real world, part of color spectral distribution of objects

is able to be observed [2], [19]. In other words, the limited

set of colors in each biased image is caused by a certain

lighting condition, which encourages researchers to introduce a

learning based framework to recognize canonical illumination

pattern with a sufficient amount of labeled training data.

Machine learning algorithms have succeeded in learning a

function directly mapping low-level image feature to illumina-

tion. Support Vector Regression (SVR) is first applied to deal

with color constancy task in [21], but the performance is lim-

ited by weak predictive power of the color histogram. Bayesian

approaches [22] learn the probability of illumination assuming

normal-distributed reflectances. The Exemplar method [29]

estimates illumination via finding nearest neighbor surfaces

of a test image using an unsupervised clustering of texture

and color features,

CNNs have been applied successfully to the color constancy

problem. Barron et al. [5] formulate the color constancy

as a 2D spatial localization task in log chromatic space

using a convolutional classifier specifically designed for object

localization. In Bianco et al. [6], a five-layer ad-hoc CNN is

designed that combines feature generating and multi-channel

regression to estimate illumination in an end-to-end way,

similarly to [41]. Bianco et al. [6] compare results obtained

with their five-layer ad-hoc CNN with reference – the output of

layer fc6 of an AlexNet fed into SVR. The AlexNet with SVR

performed worse, but outperform most of the statistic-based

methods. The selection of AlexNet and layer fc6 is ad-hoc, no

other layers or net architectures were explored.

III. METHODOLOGY

The proposed deep structured-output regression color con-

stancy method consists of three steps (see Fig. 2):

1) Calculation of the response, after the non-linearity, of

the fully-connected fc6 layer of the VGG CNN [36].

2) Illumination estimation by structured-output regression.

3) Image correction with the illumination obtained.

Below we describe the three steps in details.

A. CNN Feature Extraction

Color constancy regression has been shown to perform well

[6], [21]. CNN is a robust regressor for a number of problems

[25].

The nets showing consistent performance for a number of

vision problems are VGG [36], [38] and AlexNet [32]. We

tested both architectures and the VGG outperformed AlexNet

in all experiments (Table II). The 19-layer VGG CNN we

adopted has the same structure as in [36].

We did not attempt training the VGG from scratch since

the size of the available training set was limited to about

1000 samples (568 from the SFU Color Checker Dataset [22],

[35] and 321 from the SFU Indoor Dataset [4]). We therefore



tried only to fine-tune the VGG CNN that was pre-trained on

ImageNet. However, the fine-tuned net performed worse than

the original pre-trained VGG. Therefore, the original VGG

CNN without fine-tuning was used in all experiments.

We experimented with features from different fully-

connected layers, namely “fc6”, “fc7” (both having 4096

dimensions) and “fc8” (1000 dimensions). The results are

presented in Table III. CNN features from layer “fc6” were

selected as the performed the best, and can be extracted the

fastest. The CNN feature is extracted from an image resized

to 224× 224.

B. Structured-Output Regression Learning

The regressor is trained on the set {(x, y)}i, i =
1, 2, · · · , N includes vector-valued y, where x denotes the

4096-dimensional VGG “fc6” feature vector. The objective

of structured-output [21] is to learn regression functions in-

dependently for yl, l = 1, 2, 3 where i denotes the color

(RGB) dimensions. The single-output regression learning is

formulated as:

min
1

2
||w||22 + C

N∑
i=1

loss(yli, f(xi)), (2)

where w ∈ R
d is the weight vector to be optimized, the

parameter C controls the regularization trade-off and f(xi) =
φ(xi)

Tw + b with φ(·) is the kernel function to project x to

a high-dimensional Hilbert space.

In order to take the possible correlations between output

variables into account, general structured-output regression has

the following formulation:

min
1

2

3∑
l=1

||wl||22 + C

N∑
i=1

loss(yi, F (xi)), (3)

where F (xi) = φ(xi)
TW + b with W ∈ R

d×3 and b ∈ R
3.

Eq. (3) is the general formulation for multi-output regression.

Adopting different loss functions leads to different regressors.

Given training samples {(x,y)}i, i = 1, 2, · · · , N , a multi-

output regressor (i.e., multi-output support vector regression

(MSVR) and multi-output ridge regression (MRR)) is em-

ployed to learn both the input-output relationship and latent

correlations across output variables jointly.

Multi-output ridge regression (MRR) – minimizes quadratic

loss function:

min
1

2

3∑
l=1

||wl||22 + C

N∑
i=1

‖yi − (φ(xi)
TW + b)‖22. (4)

It has a closed-form solution based on matrix inversion [7],

[13].

Multi-output support vector regression (MSVR) – with a

ε-sensitive loss function for support vector regression (SVR)

[37],

loss(yli, f(xi)) =

{
0, if |yli − f(xi)| < ε

|yli − f(xi)| − ε, if |yli − f(xi)| � ε

Fig. 3. Images from the two benchmarks used in the experiments. Top: the
SFU Color Checker Dataset; Bottom: the SFU Indoor Dataset.

is solved by using cutting-plane strategies [28]. ε in formula-

tion controls the insensitivity to output bias.

C. Image Correction

Given an unseen test image, an estimate of global illumina-

tion is obtained with the trained structured-output regressor in

Section III-B. By one more step, we can recover unbiased

image with it, which is called chromatic adaptation [42].

Among many chromatic adaptation methods (e.g. Bradford

[27] and CIECAT02 [34]), we choose to use the von Kries

model [42]: I = W × L (thus L = W (−1) × I), which is

based on the simplified assumption that each channel of color

is modified separately to model photo-metric change and the

sensors S(λ) in Eq. (1) are narrow-band approaching a delta

function. Despite its simplicity the model is relatively stable

in practice [9].

IV. EXPERIMENT

A. Datasets and Measurement

The proposed method is evaluated on two popular bench-

marking datasets [4], [22], [35] with linear images. The SFU

Color Checker dataset [22], [35] contains 568 14-bits dynamic

range images which all include the Macbeth Color Checker

chart. The SFU Indoor dataset [4] includes more artificially-

looking scenes, containing 321 images captured in 11 different

controlled lighting conditions. Groudtruth of both datasets are

provided. Sample images from the two datasets are shown in

Fig. 3.

Following the standard procedure [6], we evenly split the

data into training, validation and testing sets. We train our

regressors and use the validation set to tune free parameters

of the regressors. The procedure is repeated 30 times with

different random splits. The average errors are reported.

Following the prior work [4], [14], [22], [35], the accuracy

of illumination estimation is measured by the angular error ε
between estimated illumination I and groundtruth Igt:

εI,Igt = arccos(
I · Igt

‖ I ‖ · ‖ Igt ‖ ),

where · denotes the inner product between vectors, ‖ · ‖ is

Euclidean norm.1

1We are aware that error measure is not directly related to the appearance
of an image corrected by the estimated illumination I . We follow the standard
procedure – discussion of color error metrics is the out of scope of the paper.



TABLE I
MEDIAN, MEAN AND MAX ANGULAR ERRORS FOR STATE-OF-THE-ART ALGORITHMS ON TWO BENCHMARKING DATASETS.

SFU Color Checker SFU Indoor
statistic-based learning-based Median Mean Max Median Mean Max

Doing Nothing (DN) – – 13.55 13.63 27.37 15.60 17.30 –
White Patch (WP) [8]

√
– 5.61 6.27 40.59 6.50 9.10 36.20

Gray World (GW) [10]
√

– 6.27 6.27 24.84 7.00 9.80 37.30
Shades of Gray (SoG) [18]

√
– 4.04 4.85 19.93 3.70 6.40 29.60

general Gray World (gGW) [3]
√

– 3.45 4.60 22.21 3.30 5.40 28.90

first-order Gray Edge (1stGE) [40]
√

– 4.55 5.21 19.69 3.20 5.60 31.60

second-order Gray Edge (2stGE) [40]
√

– 4.43 5.01 16.87 2.70 5.20 26.70
Bright Pixels [30]

√
– – – – 2.61 3.98 –

Grey Pixel (std) [43]
√

– 3.20 4.70 – 2.50 5.70 –
Grey Pixel (edge) [43]

√
– 3.10 4.60 – 2.30 5.30 –

Weighted Gray Edge (WGE) [26]
√ √

– – – 2.40 5.60 43.80

Gamut Mapping (GM-pixel) [2]
√ √

2.30 4.20 23.20 2.30 3.70 27.10
Gamut Mapping (GM-edge) [2]

√ √
5.00 6.50 29.00 2.30 3.90 29.70

Bayesian (BAY) [22] –
√

3.44 4.70 24.47 – – –
Natural Image Statistics (NIS) [23] –

√
3.13 4.09 26.20 – – –

Spatial-spectral (SS-GenPrior) [12] –
√

2.90 3.47 14.80 – – –
Spatial-spectral (SS-ML) [12] –

√
2.93 3.55 15.25 3.50 5.60 –

Exemplar [29] –
√

2.30 2.90 19.40 – – –
SVR [21] –

√
6.67 7.99 26.08 2.20 – –

CNN+RR –
√

4.08 5.30 22.69 1.99 3.32 19.46
CNN+SVR [6] –

√
3.09 4.74 29.15 – – –

CNN+MRR –
√

3.76 4.87 21.68 1.93 3.24 18.89

CNN+MSVR –
√

2.68 4.29 20.35 1.64 3.25 21.39

B. Regressor Learning Settings

Free parameters in the aforementioned regressors need to be

tuned: regularization trade-off parameter C, kernel coefficient

γ for the RBF kernel and insensitivity parameter ε in MSVR.

• For multi-output ridge regression, only trade-off param-

eter C is chosen from C ∈ 10(−2:1:2).2

• For our structured-output SVR implementation (i.e.,

CNN+MSVR), we choose the optimized parameters by

searching in grid space where C ∈ 10(−3:1:5), γ ∈
10(−4:1:4) and ε ∈ 10(−4:2:3).

C. Comparison to State-of-the-Art

In Table I, the median, the average, and the maximum

of the angular errors of state-of-the-art methods and our

methods are evaluated and compared. We categorize these

methods into three groups in the table: non-learning algorithms

(top), camera-specific ones (middle) and learning-based ones

(bottom). The best results for each metric are in bold.

The multi-output ridge regression (CNN+MRR), multi-

output support vector regression (CNN+MSVR) and ridge

regression (CNN+RR) are our implementations. They all share

the same CNN features from the “fc6” layer of VGG CNN.

From Table I, it is evident that even a medium-depth CNN [32]

coupled with SVR (CNN+SVR [6]) shows better performance

than all statistics based algorithms and most of gamut based

and learning based methods. Specifically, our CNN+MSVR

outperforms the best non-learning based methods (Grey Pixel)

on the SFU color checker and the SFU indoor datasets by

decreasing the median angular error with 13.55% and 28.70%

2Following the usage in Matlab, the notation (x:y:z) represents an array
starts from x to z with the step of y.

TABLE II
COMPARISON OF DEEP FEATURES FROM ALEXNET AND VGG CNNS.

SFU Color Checker SFU Indoor

Median Mean Max Median Mean Max

AlexNetfc6 3.60 5.00 19.91 1.68 3.59 12.96

VGGfc6 2.68 4.29 20.35 1.64 3.25 21.39

respectively. Compared to the existing camera-specific and

learning based frameworks, the significant improvement of our

CNN-MSVR is achieved on the SFU Indoor dataset, while our

solution is comparable to the state-of-the-art on the SFU Color

Checker benchmark.

The significant improvement on CNN+SVR over its direct

competitor SVR can be attributed to the introduction of

powerful CNN features, which demonstrates the advantages of

adopting CNN features for illumination estimation. Moreover,

direct comparison between CNN+SVR and CNN+MSVR sub-

stitutes our main contribution to capture inter-channel correla-

tions by using structured-output regressors, with CNN+MSVR

significantly outperforming CNN+SVR. A similar situation

is observed for single-output CNN+RR and structural output

model CNN+MRR on both benchmarks.

D. Choosing CNN Architecture, Layer, and The Regressor

Our best result (last row in Table I) is obtained by an

optimized combination of the CNN architecture, the CNN

layer and the regressor, on which evaluation experiments have

been done respectively.

Firstly we choose the VGG features as default setting

because VGG outperforms AlexNet on two datasets used in

our experiments. Table II shows in the metric of median error



TABLE III
COMPARISON OF DEEP FEATURES FROM “fc6”, “fc7”, “fc8” LAYERS.

SFU Color Checker

Median Mean Max

VGGfc6 2.68 4.29 20.35

VGGfc7 2.91 4.28 23.29
VGGfc8 3.10 4.56 26.26

TABLE IV
MULTI-OUTPUT SVR TRAINING WITH DATA AUGMENTATION.

SFU Color Checker

Method Augmentation Min Median Mean Max

CNN+MSVR – – 2.68 4.29 20.35

CNN+MSVR random patches 0.02 3.28 4.35 20.42
CNN+MSVR regular patches 0.13 3.15 3.87 21.36

and mean error, VGGfc6+MSVR achieved 0.7∼0.9 reduction

on SFU Color Checker, while on SFU Indoor, this superiority

seems not that distinct.

In the second step we investigate the effect of depth of

feature extraction layer designed for visual recognition on

illumination estimation. The deep feature has been extracted

from three fully-connected layers: “fc6”, “fc7”, “fc8” shown

in Fig. 2. Each type of deep feature is fed into MSVR model

to compare the estimation performance. In Table III, one

trend is discovered: the deeper the CNN layer we adopt,

the worse the performance we can achieve. One possible

explanation could be that illumination estimation relies more

on low-level information like edges, colors than abstract high-

level knowledge for visual understanding as some synthetic

examples look fragmented and contain no object or just part of

it. Then, the regressor (MSVR) with the highest performance

is chosen from three candidates (MSVR, MRR, RR) using the

same settings, which is already analyzed in Section IV-C.

It is known that CNN can work for regression problems

directly and we do one more experiments to illustrate the

advantages of CNN feature with structured-output regressors

over CNN model only. For the aim to expand the amount of

training examples massively, two simple cropping or patch-

ing strategies are considered. Randomly cropping is to ran-

domly crop 224×224 patches from resized original image

(max(w, h) = 1000), while sliding-window patching is aimed

to get 224×224 clipped image patches using a square sliding

window to scan the whole image region. As shown in Table

IV, this two strategies suffer from over-fitting and cannot

achieve competitive performance, compared to the proposed

deep structured-output regression frameworks.

V. CONCLUSIONS

A novel method addressing the color constancy problem

by structured-output regression on the values of the fully-

connected layers of a convolutional neural network has been

proposed. Two widely used AlexNet and VGG CNNs were

compared and VGG outperformed AlexNet by a margin of

Fig. 4. Results of the best and the worst cases on two datasets (first two
rows: the SFU Color Checker dataset, last two rows: the SFU Indoor dataset)
after applying the proposed algorithm. The angular error between corrected
images and groundtruth is marked on the right hand side.

around 30% in the median error. Experiments on the SFU

Color Checker and Indoor Dataset benchmarks demonstrate

that our method achieves competitive performance, outper-

forming the state of the art on the SFU indoor benchmark

with an angular error of 1.64◦.
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Abstract

We introduce a novel formulation of temporal color con-

stancy which considers multiple frames preceding the frame

for which illumination is estimated. We propose an end-

to-end trainable recurrent color constancy network – the

RCC-Net – which exploits convolutional LSTMs and a sim-

ulated sequence to learn compositional representations in

space and time. We use a standard single frame color

constancy benchmark, the SFU Gray Ball Dataset, which

can be adapted to a temporal setting. Extensive experi-

ments show that the proposed method consistently outper-

forms single-frame state-of-the-art methods and their tem-

poral variants.

1. Introduction

The human visual system perceives colors of objects in-

dependently of the incident illumination under varying con-

ditions. The phenomenon is known as color constancy.

A pre-processing step compensating effects of changing

illumination is necessary for consumer photos to look natu-

ral. It is also beneficial in a number of computer vision and

graphical applications requiring intrinsic color information

e.g. fine-grained classification, semantic segmentation and

scene rendering. Consequently, illumination color compen-

sation, known as the automatic white balancing, has become

an essential component of the pipeline for processing color

images [31].

The color constancy problem on still images has been

investigated for decades [1, 7, 9, 13, 18, 39]. Assuming that

the illumination is identical for all pixels in an image, the

problem can be expressed as:

ĉ = f(I) (1)

where function f(·) is the estimator of the groundtruth il-

lumination vector cgt for a single image I . With estimated

∗Corresponding author

Figure 1. Color correction by temporal methods on image It us-

ing five-frame sequences with (c)(d) and without (a)(b) significant

pictorial content change, with (d) and without (a)(b)(c) signifi-

cant illumination color change. RCC-Net is the proposed method.

T.GM-edge and T.GP refer to temporal extensions of the standard

Gamut-based [19] and Gray Pixel [44] methods, respectively. Il-

lumination color is visible on the ball in the bottom right corner.

The angular error is shown in the bottom left corner of each color-

corrected image. The images are from the SFU Gray Ball linear

dataset, i.e. without gamma correction and thus appear to have

unusual color composition.

illumination ĉ, chromatic adaption [14] is then adopted to

correct color to obtain an illumination-independent image.

With the rapid development of both cameras and stor-

age devices, taking videos becomes more and more popular
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in everyday life. For some latest devices like the popular

iPhone, a short video can be taken and stored when shooting

a photo. Yet the problem of estimating illumination chro-

maticity in videos has received minimum attention. This

problem, which we call temporal color constancy, is for-

mulated as:

ĉt = f
(
It−(N−1), It−(N−2)...It−1, It

)
, (2)

where f(·) uses, besides the shot frame It to be corrected,

the (N − 1) preceding frames It−1 . . . It−(N−1) (rows

It−1. . . It−4 in Figure 1).

Most of the existing algorithms [1, 7, 9, 13, 18, 39] were

designed for compensating the effect of illumination in sep-

arate images rather than videos. The straightforward solu-

tion is to apply those single-frame color constancy methods

to processing videos frame by frame. However, it is evident

that temporal correlation of illumination changes in adja-

cent frames is not exploited in those algorithms, which can

play a vital role in temporal color constancy.

Recently, several papers concerning color constancy on

image sequences have appeared [29, 42, 45]. However,

these algorithms make strong assumption, requiring iden-

tical illumination either for all video frames [29, 45] or a

small set of frames [42]. This seems reasonable assumption

in high frame rates as illumination changes are not expected

to be abrupt. In practical use, in a video shot, illumination

across video frames can be time-varying (e.g. column (d)

in Figure 1) rather than constant. Illumination changes can

have various reasons, e.g. the changes of illuminant chro-

maticity and varying viewing angles of the camera. In this

sense, this paper aims at relaxing the assumption and coping

with temporal color constancy under the varying illumina-

tion conditions in a varying-length sequence.

Inspired by the success of convolutional neural net-

works (CNN) in single-frame color constancy [6, 30] where

CNN can learn powerful perceptual representations, we

adapted it to the problem of color constancy in videos

(T.CNN+MSVR in Section 5.1) via a simple temporal pool-

ing. Another two single-frame methods (Gamut-based

method [19] and Gray Pixel [44]) are also adapted in a natu-

ral way. The adaptation slightly improves their performance

in videos, except on Gamut-based method.

Ideally, a temporal method should learn temporal dy-

namics and also allow varying-length sequence as input.

Considering that long short-term memory (LSTM) unit em-

bodies intrinsic mechanism for capturing inter-frame corre-

lation [12], we build RCC-Net on the convolutional LSTM.

We further present a task-specific data augmentation in both

training and testing phase, namely simulated sequence (SS),

based on a plausible assumption that a method estimat-

ing global illumination should give identical estimation in

different spatial regions. SS consists of generated image

patches along the spatial domain following a random simu-

lated zoom-in trajectory, which carries global-to-local spa-

tial information. SS is integrated into the RCC-Net by a sec-

ond convolutional LSTM. By end-to-end optimization, the

RCC-Net jointly learns temporal dynamics and deep visual

representation, which we discover to be very beneficial for

illumination estimation. Extensive experiments on two tem-

poral variants (non-linear and linear RGB space) of the SFU

Gray Ball Dataset verify that the proposed method achieves

significantly better performance than several state-of-the-art

single-frame methods and their temporal extension.

In a summary, the contributions of this paper are:

• We formulate generically the problem of temporal

color constancy, relaxing the impractical assumptions

about constant or piece-wise constant illumination for

image sequences in the existing works1.

• We present RCC-Net (a novel recurrent deep net) for

temporal color constancy task. The RCC-Net is further

equipped with a simulated sequence module, which

boosts its performance by a large margin2.

• We show that the popular SFU Gray Ball dataset [11] is

suitable for the temporal setting, and introduce a Tem-

poral SFU Gray Ball benchmark. We experimentally

evaluate state-of-the-art methods for temporal color

constancy on the new benchmark.

2. Related work

Single-Frame Color Constancy is a well-established prob-

lem [20] of estimating the color of image pixels under

gray light only given pixel color values (It) under un-

known illumination. Existing color constancy methods

can be grouped into three categories: static algorithms

[7, 8, 39, 44], gamut-based algorithms [19] and learning-

based algorithms [3, 10, 15, 18, 26, 35, 40]. The static

algorithms work on the assumption that zero-order [7, 8],

first-order [39], and/or higher-order [39] statistics of some

pixels in a image have gray average color. Gamut-mapping

based methods assume that in the real world, only part of

the color spectral distribution of objects is observable [19].

With the rise of convolutional neural networks [27], several

CNN regression learning based approaches [6, 28, 30, 35]

have recently achieved the state-of-the-art performance for

color constancy. Recent work [3] formulated the problem

as a localization task in a 2D log-chroma histogram space,

yielding state-of-the-art performance. All of the publica-

tions deal with the color constancy problem in a single im-

age.

Color Constancy for Image Sequences Only a few au-

thors [4, 29, 45, 42] have investigated temporal color con-

stancy. Yang et al. [45] first estimated illuminant chro-

1Note that knowing the illumination is constant is a significant con-

straint (if the assumption is correct, and exploited, results improve).
2code: https://github.com/yanlinqian/RCC-Net
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maticity from pairs of point correspondences in consecu-

tive images and then adopted majority voting for discretized

values of the illuminant chromaticity. Similarly, Prinet et

al. [29] kept the same dichromatic reflection model but re-

placed majority voting by a more robust probabilistic op-

timization. Both [29, 45] are early attempts to cope with

automatic white balance in image sequences, but require

high frame rate (e.g. 60 Hz frame rate in [29]) to keep

the incident illumination identical in a short space-time do-

main. Moreover, both methods are limited to processing

image pairs. Wang et al. [42] proposed a simple yet effec-

tive multi-frame illumination estimation method by cluster-

ing illumination of each frame into a number of video shots

and then adopting the statistics (mean or median value) of

illumination estimation within each shot as its global illu-

mination. The strong assumption on constant illumination

in one sequence is relaxed to piece-wise constant illumi-

nation. Recently, Barron et al. [4] handled temporal color

constancy by constructing a Kalman filter-like smoothing

model for image sequences, on the basis of reducing their

single-frame method [3] CCC to localize a signature on a

log-chroma torus space. The method is aimed at smoothing

erratic predictions from neighboring frames, but it cannot

capture temporal dynamics in a sequence of frames.

Convolutional LSTM – Long Short Term Memory net-

works are a special kind of Recurrent Neural Network

(RNN), first introduced by Hochreiter and Schmidhu-

ber [24] to learn long-term dependencies in sequences.

Convolutional LSTM is LSTM equipped with CNN, con-

sidered as typically “deep in space” and “deep in time” re-

spectively, which can be seen as two modalities of deep

learning. CNNs have achieved massive success in visual

recognition tasks [6, 30], while LSTMs sparkle in long se-

quence processing [33, 37]. Because of the decent prop-

erties (rich visual description, long-term temporal memory

and end-to-end training) of the convolutional LSTM, it is

heavily investigated for many other computer vision tasks

involving sequences (e.g. activity recognition [12], image

captioning [25], human re-identification in videos [43] and

video description [12]) and brought significant improve-

ment. Our work is the first attempt to introduce convolu-

tional LSTM to the field of color constancy.

3. Temporal SFU Gray Ball Datasets

In this section, we explain how the existing and widely

adopted single-frame color constancy benchmark, the SFU

Gray Ball [11], was used for temporal color constancy

evaluation. The Gray Ball was generated from 15 video

clips with significantly different content. From each video,

81 − 1312 frames were selected and provided with ground

truth. The videos are sampled at roughly 3 frames per sec-

ond. The images in the original dataset are stored in a non-

linear device specific RGB color space. We refer to the

original images as the non-linear SFU Gray Ball dataset.

Following the procedure in [17], we modified this set by

applying gamma-correction (gamma = 2.2). The resulting

images are assumed to be approximately linearized and thus

we call the transformed image dataset the linear SFU Gray

Ball dataset.

Another temporal color constancy dataset, containing 11

videos, is introduced by Prinet et al. [29]. However, the

videos are short, consisting of 13 frames. The camera mo-

tion is small and the illumination is constant. The small size

of this dataset does not permit training a deep net.

In the experiments, all evaluated methods were run in a

causal way, i.e. the prediction of illumination color of the

frame was based solely on its content and on past frames.

Only such methods are suitable for on-line applications

such as real-time camera white balancing. Non-causal pro-

cessing utilizes past and future knowledge to help estimate

illumination. In this work we only consider causal process-

ing.

Our benchmark protocol is straightforward. For

learning-based methods we use 15-fold cross-validation by

leave-one-sequence-out. Sequence border effects were han-

dled by repetition of the first frame in a video. Since pre-

dictions for all frames of the videos were made, the pro-

posed method can be compared with single-frame methods.

For temporal color constancy experiments, the number of

frames processed as a sequence used for predictions is im-

portant parameter, which we denote subsequence length N.

In our experiments (see Table 3) we tested different values

of N. Five-frame example sequences from the SFU Gray

Ball Dataset with different characteristics are shown in Fig-

ure 1. Consistent with the pre-processing of the ordinary

Gray Ball Dataset, the pixels of the gray sphere, which is in

a known fixed location,1 are excluded by cropping.

4. Recurrent Color Constancy Networks

In this section, we present the RCC-Net – an end-to-end

trainable recurrent color constancy network (Figure 2). The

proposed model has two parallel convolutional LSTM sub-

networks, one for processing the original frame sequence

and the other for processing a simulated spatial sequence.

The simulated sequence consists of randomly generated

frames from the shot frame (Section 4.2). Simulated se-

quences can be produced online and therefore the two sub-

networks can run in parallel and their outputs are concate-

nated in a merging layer implemented as a single shallow

network.

There are three essential components in the RCC-Net:

1. Convolutional LSTM for temporal sequence (Sec-

tion 4.1, the top branch in Figure 2),

2. Simulated sequence network for training(Section 4.2,

the bottom branch in Figure 2),
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Figure 2. The RCC-Net architecture. The RCC-Net learns and infers in an end-to-end manner and outputs a global illumination vector

for the shot frame (highlighted in red rectangle) given an image sequence. The RCC-Net has two independent convolutional LSTM sub-

networks, one (b, c) for processing the input temporal sequence (a) and the other (f, g) for processing a simulated spatial sequence (e). The

outputs of the two sub-nets are combined in the shallow network (d).

3. End-to-end optimization of the whole net (Section

4.3).

Given an unseen test sequence, we obtain an estimate of

global illumination of the shot frame using the RCC-Net.

Afterwards we correct the color of the final shot frame with

the estimated illumination. We apply the standard von Kries

model [41] to correct the R, G and B channels by indepen-

dent scaling.

4.1. Convolutional LSTM for Color Constancy

Given an image sequence (Figure 2(a)), a convolutional

LSTM is employed to produce a temporal sequence de-

scriptor for global illumination of the shot frame. Aim-

ing at end-to-end learning, an integration of fully-connected

layers (Figure 2(d)) is used to map the high-dimensional

LSTM descriptor to a 3-dimensional chromatic vector ĉ =
(ĉR, ĉG, ĉB). Specifically, our shallow network consists of

two fully-connected layers and one Dropout layer control-

ling the training data over-fitting. The convolutional LSTM

can be divided into CNN and LSTM, which we will de-

scribe separately in the following paragraphs.

CNN for Feature Extraction. Inspired by its success, we

adopt the 19-layer VGGNet [36] (Figure 2(b)) with lay-

ers removed after the fully-connected fc6 to directly out-

put deep representation of each frame. Following [30],

with the limited training data, we do not fine-tune the net-

work. The 4096-dimensional representations after the non-

linearity of the fully-connected fc6 are then used as the se-

quential LSTM input.

LSTM for Sequence Processing. Let us assume a se-

quence of CNN representations of input frames as input and

a vector describing the last (shot) frame color as output. The

key challenge is the design of the model to recursively pro-

cess a sequence and produce a single vector. Here LSTM

unit (Figure 2(c)) is adopted to learn such “many-to-one”

mapping. More particularly, during training, our LSTM

model takes a sequence of 4096-dimensional deep repre-

sentations (CNN1,CNN2,. . . ,CNNt). LSTM computes a se-

quence of hidden states (h1,h2,. . . ,ht), but produces only

a 128-dimensional output (yt), by iterating the following

equations:

ht = f(CNNt, ht−1) (3)

yt = sigmoid(wohht + bo), (4)

where f(·), woh and bo are learnable functions and parame-

ters to be optimized in LSTM. Function f(·) includes input

gate, forget gate, output gate and the computation of mem-

ories [24]. Equation (4) only runs in the last iteration (the

shot frame at the time step t), outputting a sequence descrip-

tor yt for the illumination regression step. The number of

hidden layer neurons in our LSTM is 128.

The training proceeds in the following order: initializ-

ing all weights by Glorot uniform [21] and all cells by or-

thogonal vectors [23], ht is computed recurrently on the

basis of CNNt and ht−1 until the end of the sequence. Note

that LSTM is a intermediate unit in our framework which is

trained entirely end-to-end and no auxiliary loss function is

employed in the LSTM.

4.2. Simulated Zoom-in-like Sequence (SS)

Our hypothesis for adopting simulated shot frame se-

quences is the following: intra-frame global illumination

is consistent for all regions in the frame. This is clearly

not always true due to spatial distribution the illumination.

However, for the global-illumination setting, we empiri-

cally prove that the approach boosts the estimation perfor-

mance (see Table 1). The method requires a process for spa-

tial region generation. We tested several region-generating
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Figure 3. Simulated zoom-in-like sequences (red → yellow →

green → blue) generated from the three images. These sequences

simulate camera zoom-in actions in the view finding stage that end

with a “frame” shot by user.

methods (e.g. spatial pyramid [22], random patches, etc.).

The results are given in Table 2.

Inspired by people who often move a camera, zoom

in, and finally focus on a certain object, we introduce a

region-generating strategy called the Simulated zoom-in-

like Sequence (SS). SS is composed of multiple synthesized

frames generated by a random zoom-in path consisting of

sub-windows with geometric transformations applied (see

the examples in Figure 3). As opposed to other region-

generating methods, our SS produces smoothly-changing

frames, which are not visually isolated. We ensure that in

each pair of consecutive frames in SS, the latter frame is

fully contained in the previous one.

The generation of SS is defined by a number of free pa-

rameters. These parameters are resolution-independent and

refer to the ratios with respect to the original image size (for

the first generated image) or last generated image (for gen-

erated image after the first one). All random parameters are

generated from a uniform distribution:

• zoom range: The frame-wise zoom-in scale parame-

ter 0.8.

• xshift range: Random horizontal translation shift

[−0.1, 0.1].
• yshift range: Random vertical translation shift

[−0.1, 0.1].
• rotation range: Random in-plane rotation [−5◦, 5◦].

SS is generated only from the shot frame, then fed to

an AlexNet-based CNN (Figure 2(f)) [6] followed by a

LSTM for SS (Figure 2(g)). The reason we switched to

the AlexNet-based CNN here instead of VGGNet is that

we achieve competitive performance with less computation.

One explanation of this can be that SS consists of low-

resolution frames and color constancy is a low-level vision

task. It is easy to integrate the convolutional LSTM for SS

to our RCC-Net, owing to the merging layer added to the

front of the shallow regression network, i.e. Figure 2(d).

From the data perspective, we consider SS as a specific data

augmentation in both training and testing phase, providing

more regulating data for our RCC-Net.

4.3. End-to-End Optimization

As shown in Figure 2, RCC-Net training takes image se-

quences (Ik1 ,. . . ,Ikt )N
k=1 and illumination ground truth col-

ors ckgt,t as inputs. As the objective function, general multi-

output CNN regression and related CNN-based color con-

stancy algorithms use the Euclidean loss [6, 35]. However,

instead of the Euclidean loss we employ the angular er-

ror in Equation (5) as the objective function since com-

mon performance metrics are based on it. RMSprop [38]

optimization strategy with mini-batches of 128 sequence-

illumination pairs is employed and we complete 50 epochs

to train our deep model.

5. Experiments

5.1. Adaption of Single-frame Methods

For fair comparison, the single frame state-of-the-art

color constancy algorithms can be easily “upgraded” for se-

quence processing. A straight-forward solution is to apply

a statistical approach and estimate the illumination color as

a mean or median value of the per-frame estimates in the

sequence of frames [32, 42].

From the set of single-frame methods compared in

[10, 30, 44], three well-performing methods are selected

and specifically modified to the temporal setting. One

method achieving relatively competitive performance from

static, gamut-based and learning-based algorithms respec-

tively was selected. Specifically, we choose Gray Pixel [44],

GM-edge [19] and CNN+MSVR [30].

Temporal Gray Pixel (T.GP) – We employ the Gray Pixel

algorithm [44] to generate gray pixels, i.e. illumination

color estimates, for all frames. The illumination in the shot

frame is estimated by averaging the gray pixels over a vari-

able length subsequence preceding the frame.

Temporal GM-edge (T.GM-edge) – This method incre-

mentally builds the color space convex hull (gamut) along

the sequence, and the final gamut is used for illumination

estimation (mapping of the gamut).

Temporal CNN+MSVR (T.CNN+MSVR) – For learn-

ing based CNN+MSVR, we simply extend CNN+MSVR

by obtaining the channel-wise mean vectors of the illumi-

nation vectors for all frames in the sequence.

5.2. Parameter Settings

The following settings were used in the experiments:

• Data preprocessing of image sequences: subtracting

channel-wise mean from each channel.

• The sub-sequence length N controlling the length of

input sequence – N = {1, 2, 5, 10}.

• The simulated sequence length ws = 5.

• The optimizer is set to RMSprop [38] for end-to-end

training of the complete model.
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Table 1. Color constancy on the non-linear and linear SFU Gray Ball Datasets. 90% refers to the 90%-percentile of the obtained angular

errors. All values are in degrees as defined in (5). The source of the results: w - color constancy benchmarking website [17]), p - the cited

paper, and r - from our rerun of authors’ implementation, i - our implementation.

SFU Gray Ball (non-linear) SFU Gray Ball (linear)

Med Mean 90% Max Med Mean 90% Max

Single Frame Methods

Gray World (GW) [7] (w) 7.0 7.9 – 48.1 (w) 11.0 13.0 – 63.0

General GW (gGW) [1] (w) 5.3 6.1 – 41.2 (w) 9.7 11.6 – 58.1

Gray Pixel (edge) [44] (p) 4.6 6.1 – – – – – –

GM-edge [19] (w) 5.8 6.8 – 40.3 (w) 10.9 12.8 – 58.3

1stGE [39]1 (w) 4.7 5.9 – 41.2 (w) 8.8 10.6 – 58.4

SVR [15]2 (p) – – – 15.9 (w) 11.2 13.1 – 59.6

Automatic-CC [5]3 (p) 3.2 4.8 – – – – – –

NIS [18] (w) 3.9 5.2 – 44.5 (w) 7.7 9.9 – 56.1

Exemplar-based [26] (w) 3.4 4.4 – 45.6 (w) 6.5 8.0 – 53.6

Top-down [40] (i) – – – – (w) 8.3 10.2 – 63.0

Regression Tree [10] (r) 4.8 6.1 13.1 30.6 (r) 8.5 10.6 22.2 56.3

Existing Temporal or Multi-frame Methods

Image Sequence [29] 4,5 (p) 4.6 5.4 – – – – – –

Wang [42] (p) 4.1 5.4 – 26.8 – – – –

Extended methods (Section 5.1)

T.GP (i) 4.7 6.0 16.7 25.8 (i) 9.7 12.4 32.4 49.7

T.GM-edge (i) 8.2 9.3 21.8 37.8 (i) 12.8 14.5 33.7 57.3

T.CNN+MSVR (i) 4.0 4.8 12.7 26.0 (i) 7.2 10.0 33.7 48.1

Our Convolutional LSTM based method

RCC-Net (no SS) (i) 3.2 4.5 13.6 23.2 (i) 6.3 7.7 23.7 45.9

RCC-Net (i) 2.9 4.0 12.2 25.2 (i) 5.1 7.2 22.5 45.7

1 For GE, the original paper reports a different result – median error of 4.1, which results from the evaluation experiments performed only

on a subset of 150 images.
2 For SVR, only 2-fold cross-validation was made and only average RMS and maximum error were reported.
3 For Automatic-CC, their evaluation are performed only on a subset of 1135 images.
4 The setting of linear RGB only applies to the Prinet dataset, while other experiments are evaluated on the *non-linear* Grey Ball dataset

[29].

• The image size for VGG (w×h): 224×224.

• The image size for AlexNet-based SS: 32×32.

Free parameters of the temporal extensions in Section 5.1

are tuned by 15-fold cross-validation.

5.3. Performance Metric

Following the prior works [2, 11, 16, 34], we adopt the

angular error ε between the estimated illumination vector ĉ
and the groundtruth cgt as the performance measure:

εĉ,cgt = arccos

(
ĉ · cgt

‖ ĉ ‖‖ cgt ‖
)
, (5)

where · denotes the inner product between the two vectors

and ‖ ‖ is the Euclidean norm.

5.4. Results

Table 1 compares the proposed methods with the state-

of-the-art single-frame methods and their adapted variants

(Section 5.1) in terms of the median, mean, maximum and

90th-percentile of the obtained angular errors. We report

the experimental results on both non-linear and linear tem-

poral SFU Gray Ball benchmarks. With the exception of

the maximum errors, the (RCC-Net) obtains the best per-

formance on the non-linear dataset with leading by at least

15% on median, 8% on mean angular error. On linear one,

this performance improvement is more evident – over 22%

on median and 10% on mean error. We note that the max-

imum errors results from a few of incorrect “ground truth”

labels in the SFU Gray Ball Dataset (please refer to our sup-

plementary material in the code page).

The behavior of the methods for five sequences with

large groundtruth changes is illustrated in Figure 4. The

plots show that the proposed RCC-Net (red line) has rela-

tively low error, demonstrating the approach performs bet-

ter in varying-illumination conditions (e.g. relative change

of the spatial arrangement of the object viewed, changing

lighting conditions) in comparison to other temporal meth-

ods. Experimental results under challenging conditions are

also presented in Figure 1, i.e. varying-illumination and/or

varying-content (Figure 1(c) and (d)) .
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Figure 4. Five five-frame sub-sequences from linear Temporal SFU Gray Ball with significant illumination change. Rapid illumination

angle change mainly occurs in the last frame (see the ground truth graphs in the top row) which no method handles well. Top: the angle

change between two consecutive frames �(ct−1, ct), t is the index marking the position of the frame in the original video. RCC-Net (no

SS) is not equipped with sequence simulation.

We also evaluate robustness of the proposed RCC-Net

against the cross-dataset setting: on the small Prinet Dataset

released in [29], we can evaluate RCC-Net pretrained on

the linear Gray Ball benchmark. Using leave-one-out cross-

validation for video sequences recorded under normal light

conditions (allows fine-tuning with 6 sequences out of 7),

the RCC-Net achieved 5.0 degree mean error which is better

than 5.4 degree reported in [29].

Moreover, we consider the effect of image resolution on

illumination estimation to conducted an experiment on the

non-linear data with 50% resolution. RCC-Net obtained 4.2

mean error and 3.0 median error, compared to 4.0 mean er-

ror and 2.9 median error on full-resolution images. This

indicates that a lower resolution can slightly affect the per-

formance of color constancy in a negative way.

5.5. Ablation Study

In this section, we report how selection of the method

parameters (strategies for image patch generation, subse-

quence length N and loss function) affect the performance

of our RCC-Net. We experimentally evaluate the proposed

method and report on both non-linear and linear Temporal

SFU Gray Ball. The ablation study results are collected

to Figure 5 which shows the progressive error reduction

achieved by each module of our RCC-Net. Switching from

CNN to Convolutional LSTM (+LSTM) predates the ex-

tended conventional deep model T.CNN+MSVR effectively

on linear dataset, with a 17% lower median angular error.

One explanation is that the preceding frames contributes to

the illumination estimation of the shot frame. Error reduc-

Figure 5. Median angular errors of the RCC-Net architecture

with/without the proposed processing modules on the non-linear

Temporal Gray Ball (green line) and the linear version (blue line).

+LSTM is 5-frame-long RCC-Net without the simulated sequence

SS and with the MSE loss function.

tion can also be observed on the non-linear dataset, but not

significant. It is also interesting to point out that SS and

angular loss function benefit our method in the direction of

adding spatial illumination consistency and alighted opti-

mization.

Effect on Region Generation – In this experiment, we in-

vestigate three strategies for generating spatial regions as a

sequence. The random patch is implemented by sampling

ws = 5 quarter-sized regions randomly while the spatial

pyramid is constructed in two layers, i.e. top layer from

the root level (full frame) and four non-overlapping sub-

windows jointly covering the whole image. Table 2 shows

that all strategies improve the performance by a noticeable

margin on both datasets. The SS is comparable with or even
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Table 2. Comparison of data augmentation procedures for the

RCC-Net: RP – random patch, SP – spatial pyramid [22], SS –

simulated sequence. Other settings: N = 5, angular loss function.

SFU Gray Ball non-linear/linear

Med Mean 90% Max

No 3.2 / 6.3 4.5 / 7.7 13.6 / 23.7 23.2 / 45.9

RP 3.0 / 4.9 4.3 / 7.2 13.8 / 23.6 24.3 / 49.8

SP 2.9 / 4.7 4.3 / 7.1 12.9 / 22.8 24.1 / 47.5

SS 2.9 / 5.1 4.1 / 7.2 12.2 / 22.5 25.2 / 45.7

better than spatial pyramid, but significantly outperforms

random patches. This observation can be explained by the

fact that superior robustness can be achieved by discovering

latent correlation across the overlapping spatial regions in

the sequences.

Table 3. Performance of the RCC-Net with varying sub-sequence

length N . Other settings: SS, angular loss function.

SFU Gray Ball non-linear/linear

N Med Mean 90% Max

1 3.3 / 5.5 4.4 / 7.7 12.8 / 22.7 26.9 / 47.4

2 3.2 / 5.4 4.3 / 7.7 12.4 / 22.2 26.8 / 47.6

5 2.9 / 5.1 4.0 / 7.2 12.2 / 22.5 25.2 / 45.7

10 2.9 / 5.2 4.0 / 7.5 12.2 / 23.0 23.4 / 47.5

Effect on Subsequence Length N – An important param-

eter of our method is the subsequence length N , i.e. how

many frames processed as a sequence. Such a setting cer-

tainly depends on the viewfinder frame rate in digital cam-

eras. From the results shown in Table 3, we found that

N = 5 provides good accuracy and no significant improve-

ment can be achieved with longer sequences. Our results

agree with the observation that training on shorter video

clips is a useful data augmentation strategy [12].

Table 4. Performance of the RCC-Net with the standard MSE and

the proposed angular loss function ε with and without SS augmen-

tation. The number of frames was set to N = 5.

SFU Gray Ball non-linear/linear

Med Mean 90% Max

without SS

MSE 3.9 / 6.0 5.1 / 8.0 14.3 / 22.9 25.5 / 45.9

ε 3.2 / 6.3 4.5 / 7.7 13.6 / 23.7 23.2 / 45.9

with SS

MSE 3.8 / 5.4 4.5 / 7.7 14.1 / 24.0 30.9 / 46.2

ε 2.9 / 5.1 4.0 / 7.2 12.2 / 22.5 25.2 / 45.7

Effect on Loss Function – We test the effect of loss func-

tions: the angular loss function vs. the MSE loss function.

The results in Table 4 verify that the angular loss function

is superior to the MSE cost function, especially when SS is

given (25% improvement in median error for the non-linear

dataset). This observation is consistent with the philoso-

phy of deep learning – optimization on the objective directly

boosts the performance.

6. Conclusion

In this paper, we formulate the temporal color constancy

problem and propose the RCC-Net, a novel recurrent deep

net, which consists of a convolutional LSTM, a novel simu-

lated sequence component and a shallow network for merg-

ing. An ablation study confirms that all components of the

RCC-Net improve performance.

On the non-linear and linear versions of the Temporal

SFU Gray Ball Dataset, the RCC-Net achieves state-of-the-

art performance – 2.9 and 5.1 median angular error respec-

tively, outperforming the single-frame methods and their

temporal variants by 14∼22%. The RCC-Net is very fast

in inference on a GPU, e.g. illumination for a frame in a

five-frame sequence is estimated in less than 50 ms on a

Nvidia K40C GPU.
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Abstract: We present a statistical color constancy method that relies on novel gray pixel detection and mean shift clus-

tering. The method, called Mean Shifted Grey Pixel – MSGP, is based on the observation: true-gray pixels

are aligned towards one single direction. Our solution is compact, easy to compute and requires no train-

ing. Experiments on two real-world benchmarks show that the proposed approach outperforms state-of-the-art

methods in the camera-agnostic scenario. In the setting where the camera is known, MSGP outperforms all

statistical methods.

1 INTRODUCTION

The human eye automatically adapts to changes in

imaging conditions and illumination of the scenes.

Analogously, the ability of making color images look

natural regardless of changing illumination is known

as color constancy and is an important feature of

consumer digital cameras in order to yield visually

canonical images. Color constancy is an important

step in different computer vision applications, such

as fine-grained classification, semantic segmentation,

scene rendering and object tracking, among others

(Foster, 2011).

For decades, the classical approaches for color

constancy in digital cameras, statistical methods, have

relied on the assumption that some global or local sta-

tistical properties of the illumination are constant and

can therefore be estimated directly from the image

(Brainard and Wandell, 1986; Barnard et al., 2002;

Van De Weijer et al., 2007; Finlayson and Trezzi,

2004; Gao et al., 2014; Yang et al., 2015; Cheng

et al., 2014). This approach has the advantage of be-

ing independent to the acquisition device since the

properties of the scene illumination are estimated in

a per-image basis. Recently, state-of-the-art meth-

ods including convolutional neural networks (CNN),

namely learning-based methods (Chakrabarti et al.,

2012; Gijsenij et al., 2010; Gehler et al., 2008; Gi-

jsenij and Gevers, 2011; Joze and Drew, 2014), have

consistently outperformed statistical methods when

validated in several mainstream benchmarks. We ar-

gue that learning-based methods depend on the as-

sumption that the statistical distribution of the illumi-

nation in both the training and testing images is sim-

ilar. In other words, learning-based methods assume

that imaging and illumination conditions of a given

image can be inferred from previous training exam-

ples, thus becoming heavily dependent on the training

data (Gao et al., 2017).

In order to assess the limitation of color constancy

methods to cope with differences between training

and testing images, we focus on the Camera-agnostic

color constancy setting. For illustration, consider the

case when a user retrieves an image from the un-

known camera1 and wants to color correct it. In this

scenario, in which very little is known about the cam-

era or capturing process of the image, color correction

must be performed without strong assumptions on the

source of the image or imaging device. In this less

researched but still important setting, we experimen-

tally show that, in camera-agnostic color constancy,

learning-based methods perform poorly compared to

statistical methods. As a result, there is a need for ap-

proaches that are insensitive to parameters such as the

camera or imaging process used to capture the image.

In this paper we propose a new statistical color

constancy method. The proposed method, called

mean-shifted gray pixel, or MSGP, is a process that

1We assume the image is with linear response and cal-
ibrated black offset, where color constancy method should
be applied. Note that images over web are not usually this
case.
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Figure 1: Detection of gray pixels. From left to right: input image, color-corrected image using ground-truth, pixels chosen
by the proposed method in Section 4.3, and pixels chosen by (Yang et al., 2015). Macbeth Color Checker are masked out due
to both methods find gray pixels on gray regions.

detects pixels that are assumed to be gray under neu-

tral illumination. Why gray pixels? Gray or nearly

gray pixels are wide spread in indoor and outdoor im-

ages (Yang et al., 2015). In the process of manufac-

turing camera, each camera is calibrated to maintain:

gray pixels will be rendered gray in linear image (not

raw response) under standard neutral illumination.

Gray pixel examples are shown in the third column

in Fig. 1.

Considering that gray pixels are informative w.r.t.

casting illumination, it is possible to transform the

scene illumination estimation task into gray pixel de-

tection. This paper proposes an accurate method for

the detection of gray pixels by combining a novel

grayness measure with Mean-shift clustering in color

space.

Experimental results in camera-agnostic color

constancy show that the proposed algorithm outper-

forms both statistical and learning-based methods of

the state-of-the-art. Even in the non camera-agnostic

scenario, i.e. using k-fold cross validation in the same

datasets, the proposed method outperforms other sta-

tistical methods and shows a competitive performance

when compared to learning-based methods.

2 PREVIOUS RELATED WORK

Assuming a photometric linear image I captured us-

ing a digital camera, with pixels below black level and

above saturation level corrected, the simplified imag-

ing formation under one global illumination source

can be expressed as (Gijsenij et al., 2011):

Ii(x,y) =
∫

L(λ)Si(λ)R(x,y,λ)dλ, i ∈ {R,G,B}, (1)

where Ii(x,y) is the measured image color value at

spatial location (x,y), L(λ) the wavelength distribu-

tion of the global light source, Si(λ) the spectral re-

sponse of the color sensor, R(x,y,λ) the surface re-

flectance and λ the wavelength.

Under the narrow-band assumption (Von Kries co-

efficient law (von Kries, 1970)), Eq. 1 can be further

simplified as (same as (Barron, 2015)):

I =WL, (2)

which shows that the whole captured image I is

the element-wise Hadamard product of the white-

balanced image W and the illumination L.

The goal of all color constancy methods, both

learning-based and statistical methods, is to estimate

L, so as to recover W , given I.

Learning-based Methods (Chakrabarti et al., 2012;

Gijsenij et al., 2010; Gehler et al., 2008; Gijsenij

and Gevers, 2011; Joze and Drew, 2014; Qian et al.,



2016; Qian et al., 2017) aim at building a model

that relates the captured image I and the sought il-

lumination L from extensive training data. Among

the best-performing state-of-the-art approaches, the

CCC method discriminatively learns convolutional

filters in a 2D log-chroma space (Barron, 2015). This

framework was subsequently accelerated using the

Fast Fourier Transform on a chroma torus (Barron

and Tsai, 2017a). Chakrabarti et al. (Chakrabarti,

2015) leverage the normalized luminance for illumi-

nation prediction by learning a conditional chromatic-

ity distribution. DS-Net (Shi et al., 2016) and FC4

Net (Hu et al., 2017) are two representative methods

using deep learning. The former network chooses

an estimate from multiple illumination guesses us-

ing a two-branch CNN architecture, while the later

addresses local estimation ambiguities of patches us-

ing a segmentation-like framework. Learning-based

methods achieve great success in predicting pre-

recorded “ground-truth” illumination color to a fairly

high accurate level, but heavily depending on the

same cameras being used in both training and test-

ing images (see Sections 3 and 5.2). The Corrected-

Moment method (Finlayson, 2013) can also be con-

sidered as a learning-based method as it needs to train

a corrected matrix for each dataset.

Statistical Methods estimate illumination by mak-

ing some assumptions about the local or global reg-

ularity of the illumination and reflectance of the in-

put image. The simplest such method is Gray World

(Buchsbaum, 1980), that assumes that the global av-

erage of reflectance is achromatic. The generalization

of this assumption by restricting it to local patches and

higher-order gradients has led to some classical and

recent statistics-based methods, such as White Patch

(Brainard and Wandell, 1986), General Gray World

(Barnard et al., 2002), Gray Edge (Van De Weijer

et al., 2007), Shades-of-Gray (Finlayson and Trezzi,

2004) and LSRS (Gao et al., 2014), among others

(Cheng et al., 2014). The closest works to ours are

Xiong et al. (Xiong et al., 2007) and Gray Pixel (Yang

et al., 2015). Xiong et al. (Xiong et al., 2007) finds

gray surfaces based on a special LIS space, but this

method is camera-dependent. The Gray Pixel method

will be discussed in Section 4.

Physics-based and other Methods (Tominaga, 1996;

Finlayson and Schaefer, 2001a; Finlayson and Schae-

fer, 2001b) estimate illumination from the under-

standing of the physical process of image formation

(e.g. the Dichromatic Model), thus being able to

model highlights and inter-reflections. Most physics-

based methods estimate illumination based on inter-

section of multiple dichromatic lines, making them

work well on toy images and images with only a

few surfaces but not very reliable on natural images

(Finlayson and Schaefer, 2001b). The latest physics-

based method is (Woo et al., 2018), which relies on

the longest dichromatic line segment assuming Phong

reflection model holds and an ambient light exists.

Although our method is based on the Dichromatic

Model, we classify our approach as statistical since

the core of the method is finding gray pixels based on

some observed image statistics. We refer readers to

(Gijsenij et al., 2011) for more details about physics-

based methods.

The contribution of this paper is three-fold:

• We experimentally demonstrate that, in the

camera-agnostic color constancy setting, state-of-

the-art learning-based methods are outperformed

by statistical methods

• We point out the hidden elongated pixel prior over

indoor and outdoor color constancy datasets.

• We present the Mean-shift-based Gray Pixel

method, robustly searching dominant illumina-

tion (mode) and achieving state-of-the-art per-

formance among competing training-free alterna-

tives. Code will be released upon publication.

3 CAMERA-AGNOSTIC COLOR

CONSTANCY

For a given camera, noted as C, Eq. 2 can be rewritten

as:

IC =WCLC, (3)

which indicates that both, the captured image IC, the

canonical image WC and the illumination LC that we

need to estimate, are dependent on the camera type C.

WC indicates that in canonical light, the images cap-

tured by different cameras of the same scene differ.

The color constancy problem in learning-based

methods can be stated as L̃C = f (w, IC), where L̃C is

the estimated illumination, and f (w, ·) is the mapping

to be learned with parameters w. The mapping f (w, ·)
can be embodied by various machine learning models

or an ensemble of them. If the learning process for a

particular dataset is guided by the distance (e.g. angu-

lar error) between L̃C and LC, w will undoubtedly be

biased by the particular characteristics of the camera

C. In other words, the parameters of f (w, ·) will be

learned to be “well-performing” on a specific dataset

that encompasses one or a few pre-selected cameras.

With the massive modeling capability of some ma-

chine learning models (e.g. regression trees and deep

learning), the camera sensibility function of a bag of

cameras can be modeled up to a high degree. In the



literature, the validation of color constancy methods is

customarily performed using k-fold cross-validation

on the same dataset. As a result, this validation pro-

cess favors learning-based methods and fails to assess

their performance for color correction in images from

an unknown camera (Gao et al., 2017).

In this work, we define camera-agnostic color

constancy as the problem of estimating the illumi-

nation LC of a color-biased image IC that has been

captured by a camera C of unknown properties. For

learning-based methods, this implies that the input

image IC has been captured by a camera not pre-

viously “seen” in the training process. Therefore,

a rigorous validation process of color constancy al-

gorithms should consider both, camera-agnostic and

known-camera scenarios. By leveraging publicly

available datasets, this can be achieved by training

in one dataset and testing in other without overlap-

ping cameras (see Section 5). In contrast to learning-

based methods, statistical methods have the advantage

of adjusting the model in a per-image basis thus hav-

ing the potential to implicitly deal with the camera-

agnostic problem.

4 MEAN-SHIFTED GRAY PIXEL

The proposed mean-shifted gray pixel algorithm, or

MSGP, is built on the assumption that achromatic

pixels in the corresponding canonical image can be

used to estimate the global illumination. Specifi-

cally, achromatic pixels are visually gray in the color

corrected image. Yang et al. (Yang et al., 2015)

claimed the mentioned assumption, and experimen-

tally demonstrated the presence of detectable gray

pixels in most natural scenes under white light. In

this work, we further extend the concept of the Gray

Pixel method by means of an adaptive method for the

detection gray pixels that combines a new grayness

function and mean-shift clustering.

4.1 Original Gray Pixel (GP) Revisited

In this section, we revisited the original Gray Pixel

method (Yang et al., 2015), which is derived from a

limited diffuse reflection model. Applying a log trans-

formation to both sides of (2), we have:

log(I
(x,y)
i ) = log(W

(x,y)
i )+ log(Li) (4)

In a small enough local neighborhood, the illu-

mination L can be assumed as uniform under global

illumination constrains. As a result, the application

of a linear channel-wise local contrast operator C{·}

(Laplacian of Gaussian, which we will use for the re-

mainder of the paper) on (4) yields:

C{log(I
(x,y)
i )}=C{log(W

(x,y)
i )} (5)

Eq. (5) indicates a well-known observation: the cast-

ing illumination is irrelevant to the channel-wise local

contrast of a small local neighborhood (Geusebroek

et al., 2001). It also means that regions with no con-

trast are useless for obtaining illumination cues. Fol-

lowing (Yang et al., 2015), with balanced R, G and

B responses, the following condition must be met by

gray pixels:

C{log(I
(x,y)
R )}=C{log(I

(x,y)
G )}=C{log(I

(x,y)
B )} �= 0.

(6)

In practice, (6) does not hold strictly. As a result,

it is necessary to propose a “grayness” measure in

order to detect nearly gray pixels. For the sake of

simplicity, let us define the local contrast of a log-

transformed image pixel located at (x,y) as Δi(x,y) =

C{log(I
(x,y)
i )} with i ∈ {R,G,B}. In (Yang et al.,

2015), the grayness measure of a pixel, G(x,y), is de-

fined as:

G(x,y) =

(
1

3
∑

i∈{R,G,B}

(Δi(x,y)− Δ̄(x,y))2

Δ̄(x,y)

)1/2

,

(7)

where Δ̄(x,y) is the average of channels R, G and B.

It is claimed that the smaller G(x,y) is, the more

gray a pixel is under white light. Then some post-

processing steps are applied to weaken dark pixels

(luminance as dominator) and isolated pixels (local

averaging), for which we refer readers to the original

GP (Yang et al., 2015).

A major drawback of Eq. 7 is that the gray-

ness estimate depends on the luminance of the pix-

els. Specifically, the effect of Δ̄ results in gray pixels

having different grayness values due to differences in

luminance. Alternatively, we propose that grayness

should only depend on chromaticity. Therefore, in the

next section, we will introduce a new grayness func-

tion to replace Eq. 7.

4.2 Grayness Function

We propose an ideal grayness function G(·) ∈ [0,1]
where 0 denotes pure gray of a pixel color. With-

out specification, the grayness function works in RGB

space as it is closest to the image formation process

and main choice of in line of research (Yang et al.,

2015; Barron and Tsai, 2017a). Our grayness func-

tion should comply with the following properties:



Property

1

G(·) is invariant to the luminance

(sum of RGB values).

Property

2

G(·) outputs monotonically decreas-

ing value for increasing visual gray-

ness, e.g. from red to white.

Property

3

Pure gray pixels (on the black-to-

white line) should be have value 0.
In addition the three above-mentioned properties,

it is also desirable that the output space of the gray-

ness function be normalized (so that no subsequent

normalization is required), as well as having a physi-

cal meaning so that it can be used for other computer

vision tasks. Alternatively to the grayness measure

proposed in (Yang et al., 2015), we propose a new

grayness measure based on the angular error function

that complies with all these properties:

G(x,y) = cos−1

( 〈Δ(x,y),g〉
‖Δ(x,y)‖‖g‖2

)
, (8)

where Δ(x,y) = [Δr,Δg,Δb]
ᵀ is the RGB vector in

location (x,y), g is the gray light reference vector

[gr,gg,gb]
ᵀ, and ‖ · ‖n refers to the 	n norm.

Our motivation behind Eq. 8 is that, even in the

color-biased scenario, it is possible to assume that all

gray colors captured by the same camera will have

balanced R, G, B components, regardless of their lu-

minance level. As a result, it is possible to assess their

grayness level by measuring the angular error with re-

spect to a reference gray value. Notice that, in gen-

eral, the gray reference vector g can have spatially-

varying values in order to adjust for changes in the il-

lumination of the scene. In this work, however, we as-

sume that the global illumination source remains con-

stant in the scene and adopt the canonical gray value

as reference: g = [1,1,1]ᵀ. In this case, Eq. 8 can be

further simplified as:

G(x,y) = cos−1

(
1√
3

‖Δ(x,y)‖1

‖Δ(x,y)‖2

)
, (9)

Eq. 9 measures how gray a pixel is, using the an-

gular distance from the local contrast vector to the

gray light g, thus meeting Properties 1 and 2. When

the point (x,y) is completely gray, G(x,y) is 0 and in-

creases monotonically with decreasing level of gray-

ness, thus meeting Property 3. In addition, the output

ranges from 0◦ to cos−1( 1√
3
) for each image, thus be-

ing normalized.

Empirical Evidence – The next question is whether

this new grayness function brings different ordering

of pixels according to their grayness levels. To answer

this, we replace Eq. 7 with Eq. 8 in the original GP al-

gorithm and estimate illumination in two mainstream

color constancy benchmarks where GP is evaluated.

Table 1 shows the performance improvement by a

large margin (0.6◦ reduction in median error for SFU

Color Checker) when we use the proposed grayness

measure Eq. 8. Results on the SFU Indoor dataset do

not differ much, arguably because the dataset is col-

lected in a laboratory environment with a restricted

set-up (many image feel artificial and examples are

shown in Fig 2). The proposed method is based on

the assumption of natural image statistics and works

for more general cases. For the results shown in Ta-

ble 1, the top 0.1% pixels with G values are chosen as

gray pixels, as recommended by (Yang et al., 2015).

The local contrast operator C{·} is the Laplacian of

Gaussian.

Table 1: Angular error of the Gray Pixel (Yang et al., 2015)
algorithm with different grayness functions: original gray-
ness function (GP) and proposed grayness function in Eq. 9
(GP∗)

SFU Color Checker SFU Indoor

Mean Med Trimean Mean Med Trimean

GP 4.6 3.1 – 5.3 2.3 –

GP∗ 4.1 2.5 2.8 5.3 2.2 2.7

Figure 2: Examples of SFU Indoor dataset

Here we mathematically analyze the connection

between the grayness function in Eq. 7 and the pro-

posed grayness measure in Eq. 9. To avoid readers’

confusion, we term the original grayness measure in

Eq. 7 as Gσ(x,y) and the proposed grayness function

of Eq. 8 as Gθ(x,y). In the sequel, we demonstrate

that Gσ and Gθ are related by:

Gσ(x,y) = γ(x,y)Gθ(x,y), (10)

where γ(x,y) is a luminance-dependent term.

In order to demonstrate the relationship in Eq. 10,

we approximate Gθ as follows2:

Gθ ≈
√

1− 1√
3

‖Δ‖1

‖Δ‖2
(11)

It can be readily shown that Eq. 11 is an approxi-

mation of the same order of Eq. 9 in the interval [0,1].
With this approximation, Gθ and Gσ can be rewritten

as:

3βG2
σ = α2 −3β2 (12)

G2
θ = 1−

√
3β

α
(13)

2For the sake of simplicity we will drop the pixel coor-
dinates (x,y) in the remaining of this section



where α = ‖Δ‖2 and β = 1
3
‖Δ‖1.

Putting a multiplier α(α+
√

3β) to both sides of

Eq. 13 yields:

α(α+
√

3β)Gθ = α2 −3β2 (14)

Finally, combing Eq. 12 and 14 we obtain the

sought relationship:

Gσ = γGθ, (15)

where γ2 equals to α(α+
√

3β)/3υ.

From Eq. 15 it is clear that the original gray-

ness function Gσ(x,y) contains not only the real gray-

ness – cosine distance Gθ(x,y) from the gray light –

but also introduces a non-linear luminance-dependent

term γ(x,y), which adds noise to the grayness esti-

mate. As a result, two points with same values of

Gθ(x,y) but different luminance values will yield dif-

ferent values of Gσ(x,y). In contrast, the proposed

grayness function Gθ(x,y) is more robust to changes

in luminance.

After some post-processing steps (e.g. local aver-

aging and normalization by image intensity), a small

percentage of pixels (N%) with the highest grayness

values (lowest G) are chosen and averaged to be the

illumination estimate. However, as it will be shown

in the next section, the chosen gray pixels may still

contain a number of colorful pixels. As a result, we

will apply Mean Shift clustering in 3D RGB space in

order to remove spurious color pixels. In the experi-

ments in the remaining of this paper, we will use the

new grayness function unless indicated otherwise.

4.3 Mean Shift Purification

Let S be the set of preselected N% pixels according

to their grayness levels. Ideally, S should only con-

tain pure-gray pixels. However, in fact S may contain

a number of colorful pixels that need to be removed

before estimating the global illumination of the scene.

In order to remove color pixels from S, we note

that, for a color-biased image I, all the pure-gray pix-

els should be contained in the illumination direction

[Lr,Lg,Lb]. This is equivalent to having all the pixels

aligned towards the gray-light vector g = [1,1,1]ᵀ in

the canonical image. For illustration purposes, Fig. 3j

shows all the pixels of the canonical image of Fig. 3g

in RGB space and Fig. 3k shows the corresponding set

S of pre-selected gray-pixels. From Fig. 3k, it is clear

that S contains both color and gray pixels. As pre-

dicted by our assumption, most true-gray pixels are

aligned towards one single direction. In particular,

the main direction of the densest pixel cloud indicates

the illumination of the scene.

In this paper, we use mean shift (MS) clustering

(Fukunaga and Hostetler, 1975; Comaniciu and Meer,

2002) with a hybrid distance to seek for the dark-to-

bright elongated cluster which contains the most pix-

els in S. MS is a non-parametric space analysis algo-

rithm, treating the feature space as a probability den-

sity function and seeking for the modes. In this work,

the density of each pixel p ∈ S in RGB space is calcu-

lated as a function of the bandwidth h:

f̂ (p) =
1

n

n

∑
i=1

K(p, pi;h), (16)

where n the number of pixels in S, and the kernel den-

sity function K(·) is defined as:

K(p, pi;h) =

{
1, if D(p, pi)≤ h

0, otherwise
(17)

with I(p) = [Ir, Ig, Ib] being the vector with RGB val-

ues of pixel p, D(p, pi) is the defined hybrid distance

computed as the product of the euclidean and angular

distances ‖I(p)−I(pi)‖2 ·∠{I(p),I(pi)}, and ∠{·} is

the angle between two vectors.

Finally, the centroid corresponding to the mode

with highest density is used for the computation of

the illumination estimate:

L̂ = argmax
p∈S

f̂ (p). (18)

The effect of mean shift clustering on the detection of

gray pixels is illustrated in Fig. 3. Comparing Figs. 3h

and 3i, it is clear how the mean-shift clustering, sim-

ply and effectively, allows for the detection and re-

moval of color pixels in the initial set S. It is wor-

thy to mention that, in some cases, there is almost no

colored pixels in S. Fortunately, the performance will

not suffer from clustering, as MS gracefully generates

only one cluster which gives us a reliable estimate. As

a result, there is no need to condition when to apply

clustering.

The mean-shifted gray pixel algorithm (MSGP) is

summarized in Algorithm 1. The proposed method

depends only in two parameters: the percentage of

pixels chosen from their grayness values, N%, and

the clustering bandwidth h of Eq. 16. The selection of

these parameters and their effect on the performance

of the proposed MSGP algorithm are presented in sec-

tion 5.3.

5 EXPERIMENTS

Experiments were conducted in two widely known,

publicly available datasets collected for the purpose

of evaluation of color constancy methods:

• Gehler-Shi Dataset (Shi and Funt, 2010): 568

high dynamic linear images, 2 cameras 3.

3cameras: Canon 1D, Canon 5D



(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

Figure 3: Detection of gray pixels. After correction us-
ing ground-truth illumination, ideal gray pixel should looks
purely gray. (a,g) Input image, (b,h) Initial gray pixels de-
tected. (c,i) Purified gray pixels after the Mean Shift step.
(d-f, j-l) color histograms of (a-c). Comparing (e) with (f),
(j) with (l), it is clear that Mean Shift helps to discard color
pixels in (e) that are not aligned with the main illumination
vector. For visualization purposes, the luminance of (b,c) is
multiplied by a constant 4.

• NUS 8-Camera Dataset (Cheng et al., 2014):

1736 high dynamic linear images, 8 cameras 4.

The parameters of the proposed MSGP algorithm

were selected as follows: the local contrast operator

used in Eq. 9 was the Laplacian of Gaussian with a

range of 5 pixels. The bandwidth for MS clustering

was set to h = 0.001. The percentage of pixels chosen

for the generation of S was set to N = 0.1%. These

parameters were selected based on preliminary exper-

iments (see Section 5.3) and remained fixed for all the

experiments.

In order to allow for a rigorous comparison with

state-of-the-art methods, we have considered two

scenarios. The camera-agnostic setting and the

camera-known setting. In the agnostic-camera set-

ting, learning-based algorithms are trained in one

4cameras: Canon 1DS Mark3, Canon 600D, Fujifilm
X-M1, Nikon D5200, Olympus E-PL6, Panasonic Lumix
DMC-GX1, Samsung NX2000, Sony SLT-A57

Algorithm 1 Mean-Shifted Gray Pixel

Inputs:

I 
 Color-biased image

Parameters:

N 
 Percentage of pixels

h 
 Bandwidth for MS clustering

Output:

L̂ 
 Estimated illumination.

Steps:

1. Compute local contrast Δ(x,y)
2. Compute grayness measure Gθ(x,y). 
 Eq. 8

3. Generate S with the top-N% gray pixels.

4. MS clustering on S with bandwidth h. 
 Eq. 16

5. Select L̂ as the strongest mode of f̂ . 
 Eq. 18

dataset (e.g., Gehler-Shi) and tested on the other. This

allows for testing the performance of the algorithm

in cameras not previously “seen” in the training pro-

cess. The camera-known setting corresponds to the

typical 3-fold cross validation used in the literature,

in which learning-based methods are trained and vali-

dated in the same dataset. Visual comparison is given

in Fig. 1, where the proposed method detects gray

pixels more accurately. Numerical statistics are sum-

marized in Table 2 and discussed in Sections 5.2 and

5.1.

5.1 Camera-known Setting

Camera-known setting (also termed as single-dataset

setting) is the most common setting in related works,

allowing extensive pre-training using a k-fold vali-

dation for learning-based methods. The results for

this setting are summarized in table 2b. Among all

the compared methods, FFCC yields the best over-

all performance in both datasets. It is important to

remark that, cross validation makes no difference in

the performance of statistical methods. Therefore, in

order to avoid repetition, the performance of com-

peting statistical methods is not shown in this ta-

ble (see next section). Remarkably, it is clear that,

even in the known-camera setting, the proposed al-

gorithm outperforms several learning-based methods

(from Gamut (Gijsenij et al., 2010) to the Exemplar-

based method (Joze and Drew, 2014)) without exten-

sive training and parameter tuning.

5.2 Camera-agnostic Setting

In order to allow for a fair comparison in the camera-

agnostic scenario, learning-based methods should be



Table 2: Quantitative Evaluation of CC methods. All values correspond to angular error in degrees. We report the results of
the related work in the following order: 1) the cited paper, 2) Table [1] and Table [2] from Barron et al. (Barron and Tsai,
2017b; Barron, 2015) considered to be up-to-date and comprehensive, 3) the color constancy benchmarking website (Gijsenij,
2019). We left dash on unreported results. In (a) results of learning-based methods worse than ours are marked in gray. The
training time and testing time are reported in seconds, averagely per image, if reported in the original paper.

(a) single-dataset setting

Gehler-Shi NUS 8-camera

Mean Median Trimean Best 25% Worst 25% Mean Median Trimean Best 25% Worst 25%

Learning-based Methods (camera-known setting)

Edge-based Gamut (Gijsenij et al., 2010) 6.52 5.04 5.43 1.90 13.58 4.40 3.30 3.45 0.99 9.83

Pixel-based Gamut (Gijsenij et al., 2010) 4.20 2.33 2.91 0.50 10.72 5.27 4.26 4.45 1.28 11.16

Bayesian (Gehler et al., 2008) 4.82 3.46 3.88 1.26 10.49 3.50 2.36 2.57 0.78 8.02

Natural Image Statistics (Gijsenij and Gevers, 2011) 4.19 3.13 3.45 1.00 9.22 3.45 2.88 2.95 0.83 7.18

Spatio-spectral (GenPrior) (Chakrabarti et al., 2012) 3.59 2.96 3.10 0.95 7.61 3.06 2.58 2.74 0.87 6.17

Corrected-Moment1(19 Edge) (Finlayson, 2013) 3.12 2.38 2.59 0.90 6.46 3.03 2.11 2.25 0.68 7.08

Corrected-Moment1(19 Color) (Finlayson, 2013) 2.96 2.15 2.37 0.64 6.69 3.05 1.90 2.13 0.65 7.41

Exemplar-based (Joze and Drew, 2014)∗ 2.89 2.27 2.42 0.82 5.97 – – – – –

Chakrabarti et al. 2015 (Chakrabarti, 2015) 2.56 1.67 1.89 0.52 6.07 – – – – –

Cheng et al. 2015 (Cheng et al., 2015) 2.42 1.65 1.75 0.38 5.87 2.18 1.48 1.64 0.46 5.03

DS-Net (HypNet+SelNet) (Shi et al., 2016) 1.90 1.12 1.33 0.31 4.84 2.24 1.46 1.68 0.48 6.08

CCC (dist+ext) (Barron, 2015) 1.95 1.22 1.38 0.35 4.76 2.38 1.48 1.69 0.45 5.85

FC4 (AlexNet) (Hu et al., 2017) 1.77 1.11 1.29 0.34 4.29 2.12 1.53 1.67 0.48 4.78

FFCC (Barron and Tsai, 2017b) 1.78 0.96 1.14 0.29 4.62 1.99 1.31 1.43 0.35 4.75

Mean Shifted Gray Pixel 3.45 2.00 2.36 0.43 8.47 2.92 2.11 2.28 0.60 6.69

1 For Correct-Moment (Finlayson, 2013) we report reproduced and more detailed results by (Barron, 2015), which slightly differs with the original results:

mean: 3.5, median: 2.6 for 19 colors and mean: 2.8, median: 2.0 for 19 edges on Gehler-Shi Dataset.
∗ We mark Exemplar-based method with asterisk as it is trained and tested on a uncorrected-blacklevel dataset.

(b) cross-dataset setting

Training set NUS 8-Camera Gehler-Shi Average

Testing set Gehler-Shi NUS 8-Camera runtime (s)

Mean Median Trimean Best 25% Worst 25% Mean Median Trimean Best 25% Worst 25% Train Test

Learning-based Methods (agnostic-camera setting), Our rerun

Bayesian (Gehler et al., 2008) 4.75 3.11 3.50 1.04 11.28 3.65 3.08 3.16 1.03 7.33 764 97

Chakrabarti et al. 2015 (Chakrabarti, 2015) Empirical 3.49 2.87 2.95 0.94 7.24 3.87 3.25 3.37 1.34 7.50 – 0.30

Chakrabarti et al. 2015 (Chakrabarti, 2015) End2End 3.52 2.71 2.80 0.86 7.72 3.89 3.10 3.26 1.17 7.95 – 0.30

Cheng et al. 2015 (Chen and Zitnick, 2015) 5.52 4.52 4.79 1.96 12.10 4.86 4.40 4.43 1.72 8.87 245 0.25

FFCC (Barron and Tsai, 2017b) 3.91 3.15 3.34 1.22 7.94 3.19 2.33 2.52 0.84 7.01 98 0.029

Physics-based Methods

IIC (Tan et al., 2008) 13.62 13.56 13.45 9.46 17.98 – – – – – – –

Woo et al. 2018 (Woo et al., 2018) 4.30 2.86 3.31 0.71 10.14 – – – – – – –

Biological Methods

Double-Opponency (Gao et al., 2015) 4.00 2.60 – – – – – – – – – –

ASM 2017 (Akbarinia and Parraga, 2017) 3.80 2.40 2.70 – – – – – – – – –

Learning-free Methods

White Patch (Brainard and Wandell, 1986) 7.55 5.68 6.35 1.45 16.12 9.91 7.44 8.78 1.44 21.27 – 0.16

Grey World (Buchsbaum, 1980) 6.36 6.28 6.28 2.33 10.58 4.59 3.46 3.81 1.16 9.85 – 0.15

General GW (Barnard et al., 2002) 4.66 3.48 3.81 1.00 10.09 3.20 2.56 2.68 0.85 6.68 – 0.91

2st-order grey-Edge (Van De Weijer et al., 2007) 5.13 4.44 4.62 2.11 9.26 3.36 2.70 2.80 0.89 7.14 – 1.30

1st-order grey-Edge (Van De Weijer et al., 2007) 5.33 4.52 4.73 1.86 10.43 3.35 2.58 2.76 0.79 7.18 – 1.10

Shades-of-grey (Finlayson and Trezzi, 2004) 4.93 4.01 4.23 1.14 10.20 3.67 2.94 3.03 0.99 7.75 – 0.47

Grey Pixel (edge) (Yang et al., 2015) 4.60 3.10 – – – 3.15 2.20 – – – – 0.88

LSRS (Gao et al., 2014) 3.31 2.80 2.87 1.14 6.39 3.45 2.51 2.70 0.98 7.32 – 2.60

Cheng et al. 2014 (Cheng et al., 2014) 3.52 2.14 2.47 0.50 8.74 2.93 2.33 2.42 0.78 6.13 – 0.24

Mean Shifted Gray Pixel 3.45 2.00 2.36 0.43 8.47 2.92 2.11 2.28 0.60 6.69 – 1.32



re-trained for evaluation in the same conditions as sta-

tistical methods. Several state-of-the-art CNN-based

methods are not publicly available. In this work,

we were able to re-run the Bayesian method (Gehler

et al., 2008), Chakrabarti et al.(Chakrabarti, 2015),

FFCC (Barron and Tsai, 2017a), and the method by

Cheng et al. 2015 (Cheng et al., 2015), using the

codes provided by the original authors. Note that this

list of methods includes FFCC, which showed the best

overall performance in the camera-known setting.

We train on one dataset and test on the other

one. Both datasets share no common cameras, thus

meeting our requirement of being “camera-agnostic”.

For the results reported in this section, we use the

best or final setting for each method: Bayes (GT)

for Bayesian; Empirical and End-to-End training for

Chakrabarti et al. (Chakrabarti, 2015); 30 regres-

sion trees for Cheng et al.; full image resolution and

2 channels for FFCC5. Obtained results are summa-

rized in Table 2a.

Obtained results are summarized in Table 2a.

From this table, it is clear that the proposed MSGP

algorithm outperforms both learning-based and sta-

tistical methods. Except FFCC, selected learning-

based methods perform relatively worse in camera-

agnostic setting, as compared to statistical methods.

Due to their nature, it is not surprising that learning-

based methods degrade in their performance in the

camera-agnostic scenario. However, the fact that

learning-based methods are outperformed by statisti-

cal methods is an interesting finding. On one side,

if we use learning-based methods trained for a given

dataset or ”a bag of camera models”, we may fail in

the camera-agnostic setting. In contrast, in the both

camera-agnostic/known setting, the proposed statisti-

cal method provides stable performance.

5.3 Algorithm parameters

The role of bandwidth h. The bandwidth h deter-

mines the domain size where Mean Shift computes

the pixel divergence. Here we evaluate variants of the

proposed method by changing h to be 1e−4, 1e−3

and 1e−2. Table 3 shows that the bandwidth 1e−3

gives a good trade-off between mean and median er-

ror on two datasets. For reference purposes, Table 3

also includes performance results obtained when the

distance function in Eq. 17 uses only angular infor-

mation in D(·).
Clustering Algorithm We compare two clustering

methods, Mean Shift and K-means6. Here we eval-

5Scripts for re-running these methods will also be pub-
lic.

6We use clustering to find the mode i.e. the dominating

Table 3: Comparison between Mean Shift Clustering vs.
K-means Clustering in our task. “angle” refers to using an-
gular distance only in Mean Shift instead of the proposed
hybrid distance.

SFU Color Checker NUS 8-Camera
Mean Med Trimean Mean Med Trimean

Mean Shift
h=1e−3 (angle) 3.62 2.08 2.42 3.00 2.10 2.26
h=1e−4 3.51 2.04 2.38 3.32 2.13 2.39
h=1e−3 3.45 2.00 2.36 2.92 2.11 2.28
h=1e−2 3.48 2.11 2.44 3.00 2.19 2.39

Kmeans
K=2 3.75 2.18 2.54 3.00 2.10 2.28
K=5 4.44 2.46 2.73 3.32 2.13 2.37
K=9 4.50 2.51 2.80 3.37 2.19 2.39

uate variants of K-means by changing the number of

clusters K to 2, 5 and 9. Table 3 shows that, in general,

MS gives better results. This can be attributed to the

fact that Mean Shift is more robust to outliers than K-

means. Among all K-means invariants, the 2-cluster

setting performs best. This suggests that S usually

contains 1−2 elongated clusters.

(a) 15.18◦ (b) 26.13◦

(c) 10.00◦ (d) 15.77◦

Figure 4: Example failure cases with their angular errors.
(a,b) are examples with no detectable gray pixels (note that
the ground truth color chart is masked in evaluation). (c,d)
are examples with mixed illumination: indoor illumination
and outdoor illumination.

6 LIMITATIONS AND

CONCLUSIONS

Our method relies on gray pixels and their statis-

tics for one global illumination estimation. There-

fore, in some extreme cases, when there are no de-

tectable gray pixels or there are gray pixels repre-

senting two not-same-color illuminations, our method

fails. In Figure 4, two no-gray-pixel examples and

two double-illumination examples are shown. Cheng

illumination color, while we don’t need all all clustered in-
dexes. We note that other clustering methods (e.g. spectral
clustering) may work well. We selected Mean Shift due to
its fast computation and robustness to the outliers.



et al. (Cheng et al., 2016) claimed that in SFU Color

Checker Dataset (Shi and Funt, 2010), there are 66

two-illumination images (image list released). It is

worthy to mention that the images where we fail over-

lap largely with this two-illumination list. As mixed-

illumination problem is a different task and out of the

scope of this paper, we refer readers to (Cheng et al.,

2016) for details.

In this paper, we presented a statistical method for

tackling the problem of color constancy. The pro-

posed method relies on gray pixel detection and mean

shift clustering in order to estimate the illumination

of the scene based on the statistical properties of the

gray pixels of the input image. In the camera-agnostic

scenario, in which color constancy is to be applied to

images captured with unknown cameras, the proposed

method outperforms both learning-based and statisti-

cal state-of-the-arts.

The proposed method is easy to implement,

training-free, and depends only on two parameters,

namely the percentage of gray pixels N% and the

Mean Shift bandwidth h. With our method, process-

ing a 2000×1500 linear RGB image takes about 1.32

seconds with unoptimized MATLAB code running in

a CPU Intel i7 2.5 GHz. The method can be adapted

to other color spaces (e.g. Lab) without any perfor-

mance drop.
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APPENDIX

Detailed settings of learning-based

methods

To evaluate the performance of learning-based

method in camera-agnostic scenario, we re-run the

Bayesian method (Gehler et al., 2008), Chakrabarti

et al. 2015 (Chakrabarti, 2015), FFCC (Barron and

Tsai, 2017a), and the method by Cheng et al. 2015

(Cheng et al., 2015), using the codes provided by the

authors. FFCC shows the best overall performance

in the camera-known setting. Our experimental set-

tings for re-running the aforementioned algorithms

are summarized below:

Bayesian method

(Gehler et al., 2008)

Among all variations of

Bayesian methods stated

in (Gehler et al., 2008), we

use Bayes (GT) but with-

out indoor/outdoor split, to

which Bayes (tanh) is sen-

sible. The ground truth

of training illuminations

(e.g. Gehler-Shi) is used as

point-set prior for testing

on the other dataset (e.g.

NUS 8-camera)

Chakrabarti et al.

2015 (Chakrabarti,

2015)

We use both variations

given by the author: the

empirical and the end-to-

end trained method. We

keeps all training hyperpa-

rameters same, e.g. epoch

number, momentum and

learning-rate for SGD.

FFCC (Barron and

Tsai, 2017a)

For fair comparison, we

use Model (J) (FFCC

full,4 channels) in (Barron

and Tsai, 2017a), which is

free of camera metadata

and semantic information

but still state-of-the-art.

Cheng et al. 2015

(Cheng et al., 2015)

Same as (Cheng et al.,

2015), we use four 2D fea-

tures with an ensemble of

regression trees (K=30).
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Abstract

We propose a novel grayness index for finding gray pix-

els and demonstrate its effectiveness and efficiency in il-

lumination estimation. The grayness index, GI in short,

is derived using the Dichromatic Reflection Model and is

learning-free. GI allows to estimate one or multiple illumi-

nation sources in color-biased images. On standard single-

illumination and multiple-illumination estimation bench-

marks, GI outperforms state-of-the-art statistical methods

and many recent deep methods. GI is simple and fast, writ-

ten in a few dozen lines of code, processing a 1080p image

in ∼ 0.4 seconds with a non-optimized Matlab code.

1. Introduction

The human eye has the ability to adapt to changes in

imaging conditions and illumination of scenes. The well-

established computer vision problem of color constancy,

CC in short, is trying to endow consumer digital cameras

with the same ability. With “perfect” color constancy, find-

ing a gray pixel is not a problem at all – just checking

whether the RGB values are equal. However, given a color-

biased image, detecting gray pixels, i.e. pixels observing

an achromatic surface, is a hard and ill-posed problem –

imagine a white piece of paper illuminated with a cyan light

source; or is it a cyan paper under white light? On the

other hand, “perfect” gray pixels in an image indicate that

color constancy is satisfied. Thus, from this point onward,

we treat finding gray pixels and color constancy as equiva-

lent problems (see also Fig. 1). Color constancy problem

arises in many computer vision and image processing appli-

cations, such as computational photography, intrinsic im-

age decomposition, semantic segmentation, scene render-

ing, object tracking, etc. [18].

For decades, learning-free methods, the classical ap-

proach to color constancy, have relied on the assump-

tion that the illumination color is constant over the whole

scene and can therefore be estimated by global process-

ing [6, 2, 38, 17, 19, 41, 12]. This approach has the advan-

tage of being independent to the acquisition device, since

Figure 1: Gray and non-gray image pixels (left). The Gray-

ness Index (GI) map (middle, blue denotes high grayness

value). The global (top right) and spatially-variant illumi-

nation color (right) estimated from the GI map.

the illumination properties are estimated on a per-image ba-

sis. Recently, state-of-the-art learning-based methods, in-

cluding convolutional neural networks (CNNs), have con-

sistently outperformed statistical methods when validated

on specific datasets [9, 25, 22, 24, 29]. We argue that

learning-based methods depend on the assumption that the

statistical distribution of the illumination and/or scene con-

tent is similar in training and test images. In other words,

learning-based methods assume that imaging and illumina-

tion conditions of a given image can be inferred from pre-

vious training examples, thus becoming heavily dependent

on the training data [21].

In this paper, we focus on the learning-free approach.

For a practical example, consider the case when a user re-

trieves a linear-RGB (gamma corrected) image from the

web and wants to correct its colors. In this scenario, in

which the used CC method has never seen images from that

camera, illumination estimation and color correction must

be performed without strong assumptions on the imaging

device or the captured scene. We experimentally show that

in this setting, learning-free methods show more promis-

ing and robust results as compared to learning-based meth-

ods. As a result, there is a great need for learning-free ap-

proaches that are insensitive to parameters such as the cam-

era and imaging process of captured images.

In most camera sensors, gray pixels are rendered gray

in linear-RGB image under standard neutral illumination,

making grayness a potential measure to estimate the color
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of incident illumination. We adopt Shafer’s Dichromatic

Reflection Model (DRM) [33] to develop a novel grayness

index (GI), which allow ranking all image pixels accord-

ing to their grayness. The appealing points are: (i) GI

is simple and fast to compute; (ii) it has a clear physical

meaning; (iii) it can handle specular highlights to some

extend (from qualitative comparison); (iv) it allows pixel-

level illumination estimation; (v) it provides consistent pre-

diction across different cameras. Comprehensive results

on single-illumination and multi-illumination color con-

stancy datasets show that GI outperforms the state-of-the-

art learning-free methods and achieves state-of-the-art in

the cross-dataset setting.

2. Related Work

Consider image I captured using a linear digital camera

sensor, with black level corrected and no saturation. In the

dichromatic reflection model, the pixel value at (x, y) under

one global illumination source can be modeled as [33]:

I
(x,y)
i = γ

(x,y)
b

∫
Fi(λ)L(λ)R

(x,y)
b (λ)dλ

+γ(x,y)
s

∫
Fi(λ)L(λ)R

(x,y)
s (λ)dλ, (1)

where I
(x,y)
i is the pixel value at (x, y), L(λ) the global

light spectral distribution, Fi(λ) the sensor sensitivity, i =
{R,G,B} for trichromatic cameras, and λ the wavelength.

The chromatic terms Rb(λ) and Rs(λ) account for body

and surface reflection, respectively, while the achromatic

terms γb and γs are the intensities of the above two types

of reflection.

In addition, under the the assumption of narrow spectral

response Fi(λ), Eq. 1 is further simplified to [3]:

I(x,y) = W (x,y) ◦ L+ V (x,y) ◦ L, (2)

where ◦ denotes Hadamard Product and,

W (x,y) = [γ
(x,y)
b R

(x,y)
b,R , γ

(x,y)
b R

(x,y)
b,G , γ

(x,y)
b R

(x,y)
b,B ]T ,

V (x,y) = [γ(x,y)
s R

(x,y)
s,R , γ(x,y)

s R
(x,y)
s,G , γ(x,y)

s R
(x,y)
s,B ]T ,

L = [FRLR, FGLG, FBLB ]
T , (3)

where the {R,G,B} subscripts represent the correspond-

ing parts of the spectrum that intersect with Fi. Eq. 2 shows

the formation of a pixel value in image I corresponding to a

location in the scene exhibiting body W and surface reflec-

tion V , under a camera-captured global light L.

The goal of CC is to estimate L in order to recover

W , given I . Based on the strategy used for solving this

problem, we divide color constancy methods into two cate-

gories: learning-based, learning-free methods.

Learning-based Methods [9, 25, 22, 24, 29, 31, 32] aim

at building a model that relates the captured image I and the

sought illumination L from extensive training data. Among

the best-performing state-of-the-art approaches, the CCC

method [3] discriminatively learns convolutional filters in

a 2D log-chroma space. This framework was subsequently

accelerated using the Fast Fourier Transform on a chroma

torus [4]. Chakrabarti et al. [8] leverage the normalized

luminance for illumination prediction by learning a condi-

tional chroma distribution. DS-Net [35] and FC4 Net [28]

are two deep learning methods, where the former chooses

an estimate from multiple illumination guesses using a two-

branch CNN architecture and the later addresses local es-

timation ambiguities of patches using a segmentation-like

framework. Learning-based methods achieve great suc-

cess in predicting pre-recorded “ground-truth” illumination

color fairly accurately, but heavily depending on the same

cameras and/or scenes being in both training and test images

(see Sec. 3 and Sec. 4.2). The Corrected-Moment method

[14] can also be considered as a learning-based method as

it needs to train a corrected matrix for each dataset.

Learning-free Methods estimate the illumination by

making prior assumptions about the local or global regu-

larity of the illumination and reflectance. The simplest such

method is Gray World [7] that assumes that the global av-

erage of reflectance is achromatic. The generalization of

this assumption by restricting it to local patches and higher-

order gradients has led to more powerful statistics-based

methods, such as White Patch [6], General Gray World

[2], Gray Edge [38], Shades-of-Gray [17] and LSRS [19],

among others [12].

Physics-based Methods [37, 15, 16], estimate illumina-

tion from the understanding of the physical process of im-

age formation (e.g. the Dichromatic Model), thus being able

to model highlights and inter-reflections. Most physics-

based methods estimate illumination based on intersection

of multiple dichromatic lines, making them work well on

toy images and images with only a few surfaces but often

failing on natural images [16]. The latest physics-based

method relies on the longest dichromatic line segment as-

suming that the Phong reflection model holds and an ambi-

ent light exists [39]. Although our method is based on the

Dichromatic Model, we classify our approach as statistical

since the core of the method is finding gray pixels based on

some observed image statistics. We refer readers to [26] for

more details about physics-based methods.

The Closest Methods to GI are Xiong et al. [40] and

Gray Pixel by Yang et al. [41]. Xiong et al. [40] method

searches for gray surfaces based on a special LIS space, but

it is camera-dependent. Gray Pixel [41] is closest to our

work and is therefore outlined in details in Sec. 3.
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3. Grayness Index

We first review the previous Gray Pixel [41] (derived

from the Lambertian model) in the context of dichromatic

reflection model (DRM).

3.1. Gray Pixel in [41]

Yang et al. [41] claims that gray pixels can be sought

by a set of constraints. However, their formulation often

identifies gray pixels that clearly are color pixels. This

phenomenon has been noticed, but not properly analyzed.

Herein we analyze GP using DRM and point out the poten-

tial failure cases of the original formulation.

Assuming narrow band sensor, Eq. 1 simplifies to:

I
(x,y)
i =γ

(x,y)
b FiLiR

(x,y)
b,i +γ(x,y)

s FiLiR
(x,y)
s,i ,

i∈{R,G,B}. (4)

Then, following Yang et al. [41], we apply log(·) and a local

constrast operator C{·} (Laplacian of Gaussian, see Sec. 4

for more details) on the both sides, and obtain

C{log(I(x,y)i )} = C{log(FiLiR
(x,y)
b,i )}

+C

{
log

(
γ
(x,y)
b + γ(x,y)

s

R
(x,y)
s,i

R
(x,y)
b,i

)}
. (5)

If γs = 0 (means no surface reflection), we obtain:

C{log(I(x,y)i )} = C{log(γ(x,y)
b R

(x,y)
b,i )} . (6)

If γs �= 0, due to the interaction between γb and γs
Rs,i

Rb,i

in Eq. 5, those colored pixels can be wrongly identified as

gray pixels. Central to GP is that, when γs = 0, a non-

uniform intensity casting on a homogeneous gray surface

can induce the same amount of “contrast” in each channel.

Varying intensity of light may result from the geometry be-

tween surface and illumination (shading) and that among

different surfaces (occlusion). In order to resolve this prob-

lem we adopt the Dichromatic Reflection Model, exploring

another path to identify gray pixels in a more complex en-

vironment.

3.2. Grayness Index using Dichromatic Reflection
Model

For simplicity, in the sequel we will drop the superscripts

(x, y), as all operations are applied in a local neighborhood

centered at (x, y). We first calculate the residual of the red

channel and luminance in log space and then apply local

contrast operator C{·} to Eq. 5 as:

C{log(IR)−log(|I|)}=C{log(FRLR)+log(γbRb,R+γsRs,R)}
−C{log(FRLR(γbRb,R+γsRs,R)+FGLG(γbRb,G+γsRs,G)

+FBLB(γbRb,B+γsRs,B))}, (7)

(a) (b) (c) (d)(e) (f)

Figure 2: Finding gray pixels. (a) input image. (b) com-

puted grayness index GI . darker blue indicates higher de-

gree of grayness. (c) the N% most gray pixels rendered

using the corresponding pixel color (greenish) in (a). (d)

estimated illumination color. (e) ground truth color. (f) cor-

rected image using (d).

where |I| denotes the luminance magnitude (IR+IG+IB).
In this case, the neutral interface reflection (NIR) as-

sumption establishes that, for gray pixels, we have that

Rj,R = Rj,G = Rj,B = R̄j with j ∈ {s, b} [30]. In

this case, Eq. 7 simplifies to:

C{log(IR)−log(|I|)}=C{log(FRLR)+log(γbR̄b+γsR̄s)}
−C{log((FRLR+FGLG+FBLB)(γbR̄b+γcR̄s))}. (8)

In a small local neighborhood, the casting illumination

and sensor response can be assumed constant [41], such

that C{log(FRLR)} = 0 and C{log((FRLR +FGLG +
FBLB)}=0, leading to:

C{log(IR)−log(|I|)}=C

{
log

γbR̄b+γcR̄s

γbR̄b+γcR̄s

}
gray
= 0. (9)

Eq. (9) is a necessary yet not a sufficient condition for

gray pixels. A more restrictive requirement for the detec-

tion of gray pixels is given by extending Eq. 9 to one more

color channel (using all channels in redundant, the spectral

response of R and B rarely overlap in sensors) as:

C{log(IR)−log(|I|)}=C{log(IB)−log(|I|)}= 0. (10)

From Eq. (7), we define the grayness index w.r.t. I(x, y)
as:

GI(x, y) = ‖[C{log(IR)− log(|I|)},
C{log(IB)− log(|I|)}]‖, (11)

where ‖ · ‖ refers to the 	2 norm. The smaller the GI is,

the more likely the corresponding pixel is gray.

In addition, we impose a restriction on the local contrast

to ensure that a “small” GI value comes from grey pixels

in varying intensity of light, not a flatten color patch (no

spatial cues), written as:

C{Ii} > ε, ∀i ∈ {R,G,B}, (12)

where ε is a small contrast threshold.

The process of computing GI is in two steps:
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1. Compute a preliminary GI map using Eq. 11.

2. Discard pixels in GI with no spatial cues using Eq. 12.

To weaken the effect of isolated gray pixels mainly due

to camera noise, GI map is averaged in 7× 7 window.

For illustration, Fig. 2 shows a flowchart of computing GI

and its predicted illumination.

The proposed GI differs from GP in two important as-

pects. At first, it utilizes a novel mechanism to detect gray

pixels based on a more complete image formation model

that leads to different formulation. Secondly, the proposed

GI works without selectively enhancing bright and dark pix-

els according to their luminance. In other words, the pro-

posed GI does not weaken the influence of dark pixels.

3.3. GI Application in Color Constancy

Color Constancy is a direct application of gray pix-

els. Here we describe two pipelines to compute illumina-

tion color from gray pixels: single illumination and multi-

illumination pipelines.

When a scene contains only one global illumination, the

pipeline is straightforward. As shown in Fig. 2, after rank-

ing all image pixels according to their GI, the global illumi-

nation is computed as the average of top N% pixels.

Given a scene cast by more than one light source, the

desired output is a pixel-wise illumination map. Similar

to [41], the GI map is first computed and then followed by a

K-means clustering of the top N% pixels into preset num-

ber of M clusters. Now, the averaging is applied on cluster

basis, giving a illumination vector Lm for the cluster m.

The final spatial illumination map is computed using:

Li(x, y) =
M∑

m=1

ωmLi
m, i ∈ {R,G,B} (13)

where ωm controls the connection between the pixel I(x, y)
to the cluster m, written as:

ωm = e−
Dm

2σ2 /
M∑
n=1

e−
Dn

2σ2 , (14)

where Dm is the Euclidean distance from the pixel to the

centroid of cluster m. Eq. 14 encourages nearby pixels to

share a similar illumination.

4. Evaluation

We evaluated GI in two color constancy settings: (1)

single-illumination estimation, where the illumination of

the whole captured scene is described by a single chroma

vector for the red, green and blue channels; and (2) multi-

illumination estimation, where in each scene there are two

or more effective illuminants. Moreover, we conducted ex-

periments in the cross-dataset setting which is very chal-

lenging for the learning-based methods.

Datasets

• The Gehler-Shi Dataset [34, 22]: single illumination,

568 high dynamic linear images, 2 cameras 1.

• The NUS 8-Camera Dataset [12]: single illumination,

1, 736 high dynamic linear images, 8 cameras (see Ta-

ble 2 for the camera list).

• MIMO Dataset [5]: multi-illumination, 78 linear im-

ages, 58 laboratory images and 20 harder wild images.

Single-illumination Experiment Settings

• The local contrast operator in Eq. 11 is the Laplacian

of Gaussian filter of the size 5 pixels.

• The proportion of the best gray pixels used for color

estimation is set to N = 0.1%.

• The contrast threshold is set to ε = 1e−4
These parameters were selected based on preliminary grid

search (see Section 4.3) and remained fixed for all experi-

ments with the both datasets.

Multi-illumination Experiment Settings

• The local contrast operator and the contrast threshold

are the same as in the single-illuminant experiment.

• The proportion of chosen pixels is set to N = 10.0%
as more illuminants are involved.

• The tested number of clusters M were 2,4 and 6.

Dataset Bias of Learning-based Methods When trained

with images from a single data that is divided to training

and testing sets, the state-of-the-art learning-based methods

(e.g. [4]) outperform the best learning-free methods by a

clear margin. However, it is important to know how these

values are biased since images in the training and test sets

often share the same camera(s) and same scenes. It can hap-

pen that a learning-based method overfits to the camera and

scene features that are not available in the real case. To

investigate the dataset bias, we evaluated several top per-

forming learning-based methods in the cross-dataset set-

ting, where the methods were trained on one dataset (e.g.,

the Gehler-Shi) and tested with another. This allows evalu-

ating the performance of learning-based algorithms for un-

seen cameras and scenes.

Performance Metric As the standard tool in color con-

stancy papers we adopted the angular error arccos( LT L̂

‖L‖‖L̂‖
)

between the estimated illumination L̂ and ground-truth L as

the performance metric. Obtained results are summarized in

Table 1 and discussed in Sections 4.1 and 4.2.

4.1. Single-dataset Setting

Single-dataset setting is the most common setting in re-

lated works, allowing extensive pre-training using k-fold

1cameras: Canon 1D, Canon 5D
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Table 1: Quantitative Evaluation of CC methods. All values correspond to angular error in degrees. We report the results of

the related work in the following order: 1) the cited paper, 2) Table [1] and Table [2] from Barron et al. [4, 3] considered to

be up-to-date and comprehensive, 3) the color constancy benchmarking website [23]. We left dash on unreported results. In

(a) results of learning-based methods worse than ours are marked in gray. The training time and testing time are reported in

seconds, averagely per image, if reported in the original paper.

(a) single-dataset setting

Gehler-Shi NUS 8-camera

Mean Median Trimean Best 25% Worst 25% Mean Median Trimean Best 25% Worst 25%

Learning-based Methods (camera-known setting)

Edge-based Gamut [25] 6.52 5.04 5.43 1.90 13.58 4.40 3.30 3.45 0.99 9.83

Pixel-based Gamut [25] 4.20 2.33 2.91 0.50 10.72 5.27 4.26 4.45 1.28 11.16

Bayesian [22] 4.82 3.46 3.88 1.26 10.49 3.50 2.36 2.57 0.78 8.02

Natural Image Statistics [24] 4.19 3.13 3.45 1.00 9.22 3.45 2.88 2.95 0.83 7.18

Spatio-spectral (GenPrior) [9] 3.59 2.96 3.10 0.95 7.61 3.06 2.58 2.74 0.87 6.17

Corrected-Moment1(19 Edge) [14] 3.12 2.38 2.59 0.90 6.46 3.03 2.11 2.25 0.68 7.08

Corrected-Moment1(19 Color) [14] 2.96 2.15 2.37 0.64 6.69 3.05 1.90 2.13 0.65 7.41

Exemplar-based [29]∗ 2.89 2.27 2.42 0.82 5.97 – – – – –

Chakrabarti et al. 2015 [8] 2.56 1.67 1.89 0.52 6.07 – – – – –

Cheng et al. 2015 [13] 2.42 1.65 1.75 0.38 5.87 2.18 1.48 1.64 0.46 5.03

DS-Net (HypNet+SelNet) [35] 1.90 1.12 1.33 0.31 4.84 2.24 1.46 1.68 0.48 6.08

CCC (dist+ext) [3] 1.95 1.22 1.38 0.35 4.76 2.38 1.48 1.69 0.45 5.85

FC4 (AlexNet) [28] 1.77 1.11 1.29 0.34 4.29 2.12 1.53 1.67 0.48 4.78

FFCC [4] 1.78 0.96 1.14 0.29 4.62 1.99 1.31 1.43 0.35 4.75

GI 3.07 1.87 2.16 0.43 7.62 2.91 1.97 2.13 0.56 6.67

1 For Correct-Moment [14] we report reproduced and more detailed results by [3], which slightly differs with the original results: mean: 3.5, median: 2.6 for 19 colors and mean:

2.8, median: 2.0 for 19 edges on Gehler-Shi Dataset.
∗ We mark Exemplar-based method with asterisk as it is trained and tested on a uncorrected-blacklevel dataset.

(b) cross-dataset setting

Training set NUS 8-Camera Gehler-Shi Average

Testing set Gehler-Shi NUS 8-Camera runtime (s)

Mean Median Trimean Best 25% Worst 25% Mean Median Trimean Best 25% Worst 25% Train Test

Learning-based Methods (agnostic-camera setting), Our rerun

Bayesian [22] 4.75 3.11 3.50 1.04 11.28 3.65 3.08 3.16 1.03 7.33 764 97

Chakrabarti et al. 2015 [8] Empirical 3.49 2.87 2.95 0.94 7.24 3.87 3.25 3.37 1.34 7.50 – 0.30

Chakrabarti et al. 2015 [8] End2End 3.52 2.71 2.80 0.86 7.72 3.89 3.10 3.26 1.17 7.95 – 0.30

Cheng et al. 2015 [10] 5.52 4.52 4.79 1.96 12.10 4.86 4.40 4.43 1.72 8.87 245 0.25

FFCC [4] 3.91 3.15 3.34 1.22 7.94 3.19 2.33 2.52 0.84 7.01 98 0.029

Physics-based Methods

IIC [36] 13.62 13.56 13.45 9.46 17.98 – – – – – – –

Woo et al. 2018 [39] 4.30 2.86 3.31 0.71 10.14 – – – – – – –

Biological Methods

Double-Opponency [20] 4.00 2.60 – – – – – – – – – –

ASM 2017 [1] 3.80 2.40 2.70 – – – – – – – – –

Learning-free Methods

White Patch [6] 7.55 5.68 6.35 1.45 16.12 9.91 7.44 8.78 1.44 21.27 – 0.16

Grey World [7] 6.36 6.28 6.28 2.33 10.58 4.59 3.46 3.81 1.16 9.85 – 0.15

General GW [2] 4.66 3.48 3.81 1.00 10.09 3.20 2.56 2.68 0.85 6.68 – 0.91

2st-order grey-Edge [38] 5.13 4.44 4.62 2.11 9.26 3.36 2.70 2.80 0.89 7.14 – 1.30

1st-order grey-Edge [38] 5.33 4.52 4.73 1.86 10.43 3.35 2.58 2.76 0.79 7.18 – 1.10

Shades-of-grey [17] 4.93 4.01 4.23 1.14 10.20 3.67 2.94 3.03 0.99 7.75 – 0.47

Grey Pixel (edge) [41] 4.60 3.10 – – – 3.15 2.20 – – – – 0.88

LSRS [19] 3.31 2.80 2.87 1.14 6.39 3.45 2.51 2.70 0.98 7.32 – 2.60

Cheng et al. 2014 [12] 3.52 2.14 2.47 0.50 8.74 2.93 2.33 2.42 0.78 6.13 – 0.24

GI 3.07 1.87 2.16 0.43 7.62 2.91 1.97 2.13 0.56 6.67 – 0.40

cross-validation for learning-based methods. The results

for this setting are summarized in Table 1a. Among all

the compared methods, up to the date of submission of

this paper, FFCC [4] achieves the best overall performance
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Table 2: Each-camera evaluation on the NUS 8-Camera Dataset. Std in the last column refers to the standard deviation of

statistics (e.g. mean angular error) on 8 cameras.

NUS 8-camera Dataset

Canon Canon Fujifilm Nikon Olympus Panasonic Samsung Sony Std

1DS Mark3 600D X-M1 D5200 E-PL6 DMC-GX1 NX2000 SLT-A57

Cheng et al. 2014 [12]

Mean 2.93 2.81 3.15 2.90 2.76 2.96 2.91 2.93 0.1152

Median 2.01 1.89 2.15 2.08 1.87 2.02 2.03 2.33 0.1465

Tri 2.22 2.12 2.41 2.19 2.05 2.31 2.22 2.42 0.1309

Best-25% 0.59 0.55 0.65 0.56 0.55 0.67 0.66 0.78 0.0798

Worst-25% 6.82 6.50 7.30 6.73 6.31 6.66 6.48 6.13 0.3558

Chakrabarti et al. [8] (best), trained on Gehler-Shi, tested here

Mean 3.00 3.26 3.12 3.26 3.31 3.30 3.30 3.32 0.1056

Median 2.17 2.48 2.45 2.48 2.50 2.49 2.48 2.56 0.1171

Tri 2.31 2.64 2.60 2.64 2.72 2.69 2.68 2.75 0.1365

Best-25% 0.74 0.83 0.83 0.83 0.85 0.84 0.83 0.86 0.0390

Worst-25% 6.77 7.04 6.89 7.04 7.11 7.12 7.16 7.12 0.1312

GI

Mean 3.02 2.85 2.89 2.85 2.84 2.86 2.86 2.75 0.0753

Median 1.87 1.96 1.98 1.96 1.97 1.97 1.97 1.89 0.0420

Tri 2.16 2.12 2.15 2.12 2.15 2.17 2.13 2.07 0.0321

Best-25% 0.54 0.55 0.55 0.55 0.56 0.56 0.55 0.53 0.0114

Worst-25% 7.29 6.79 6.86 6.79 6.70 6.75 6.81 6.51 0.2198

Table 3: Quantitative Evaluation on the MIMO dataset.

Laboratory(58) Real-world(20)

Method Median Mean Median Mean

Doing Nothing 10.5 10.6 8.8 8.9

Gijsenij et al. [27] 4.2 4.8 3.8 4.2

CRF [5] 2.6 2.6 3.3 4.1

GP (best) [41] 2.20 2.88 3.51 5.68

GI (M=2) 2.09 2.66 3.32 3.79

GI (M=4) 2.09 2.65 3.47 3.96

GI (M=6) 2.07 2.60 3.49 3.94

with the both datasets. It is important to remark that

cross-validation makes no difference to the performance

of statistical methods. Therefore, in order to avoid repe-

tition, the performance of competing non-learning methods

are shown only once in Table 1b. For visualization pur-

poses, results of learning-based methods that are outper-

formed by the proposed GI are highlighted in gray. Remark-

ably, it is clear that, even in the setting which is friendly

to learning-based method, GI outperforms several popular

learning-based methods (from Gamut [25] to the industry-

standard Corrected-Moment [14]) without the need of ex-

tensive training and parameter tuning. Visual examples of

GI are shown in Fig. 3.

Comparing to the best learning-based methods (e.g. [8]),

0
.7

7
0
.8

1
2
.7

8
2
.5

0

Figure 3: Qualitative results on the single-illumination

Gehler-Shi. From left to right: angular error, input image,

GI, top 1% pixels chosen as gray pixel, estimated illumina-

tion color, the ground truth color and corrected image using

the predicted illumination. Macbeth Color Checker is al-

ways masked as GI finds perfect gray patch as gray pixels.

GI has a noticeable heavy tail in its angular error distribu-

tion (e.g. amont the worst 25% cases), which suggests that

GI would be more optimal if gray pixels would be i.i.d over

the whole datasets (e.g. natural images). Learning-based

methods perform well on these “rare” cases using 3-fold

cross-validation, and can further improve “rarity case” per-
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Figure 4: Qualitative results on (multi-illumination) MIMO

dataset. From left to right, color-biased input, groundtruth

spatial illumination, our spatial estimation using GI, our

corrected image.

formance by including more training data (e.g. via 10-fold

cross-validation) [8].

4.2. Cross-Dataset Setting

We were able to re-run the Bayesian method [22],

Chakrabarti et al.[8], FFCC [4], and the method by Cheng et

al. 2015 [13], using the codes provided by the original au-

thors. Note that this list of methods includes FFCC, which

showed the best overall performance in the camera-known

setting. From the provided code we found different ap-

proaches to correct the black level and saturated pixels. For

consistency, we used a uniform correction process (given in

supplement), which was applied to GI as well.

When we trained on one dataset and tested with another,

we made sure that the datasets share no common cameras.

For the results reported in this section, we used the best or fi-

nal setting for each method: Bayes (GT) for Bayesian; Em-

pirical and End-to-End training for Chakrabarti et al. [8];

30 regression trees for Cheng et al.; full image resolution

and 2 channels for FFCC. Obtained results are summarized

in Table 1b. From this table, it is clear that GI outperforms

all learning-based and statistical methods.

All selected learning-based methods perform worse in

this setting, as compared to some statistical methods (e.g.

LSRS [19], Cheng et al. 2014 [12]). It is not surprising

that the performance of learning-based methods degrades

in this scenario. For example, in [4] it is visualized that

FFCC models two varying camera sensitivity for Gehler-Shi

in preconditioning filter (two wrap-around line segments),

which in cross-dataset setting will be improperly used to

evaluate performance on the NUS 8-camera Dataset.

A special feature of the NUS 8-Camera Benchmark is

that it includes 8 cameras that share the same scenes. We

leveraged this feature to evaluate the robustness of the
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Figure 5: The colormaps of mean and median angular errors

corresponding to various N and ε (see the text) for (a,b)

Gehler-Shi; (c,d) NUS 8-camera.

well-performing learning-free and learning-based methods.

These results are summarized in Table 2, where GI achieves

much more stable results (standard variance is smaller)

across 8 cameras. Due to space limitations, we refer readers

to [12] for more results on individual cameras with other

methods, including but not limited to [2, 38, 25, 22, 9].

Among all methods in Table 2 of [12], GI is less sensitive

to camera hardware.

4.3. Grid Search on Parameters

The only two parameters in GI are: the percentage N%
of pixels chosen as gray for illumination estimation, and the

threshold ε of Eq. 12 used to remove regions without spatial

cues. The former restricts the domain range where illumi-

nation norm is measured, analogous to the receptive field in

deep learning, while the later one passes only noticeable ac-

tivation, like the ReLU activation. Figure 5 summarizes the

obtained median and mean angular errors corresponding to

a grid search of the parameters, with N ∈ {10−2, 10−1, 1
and ε ∈ {10−5, 10−4, 10−3}, on Gehler-Shi Dataset and

NUS 8-camera Dataset. The setting (N = 1e−1 and

ε = 1e−4) results in a good trade-off between mean and

median error on both datasets. The shown parameter grid

seems loose, but on the contrary, this shows that our method

is robust to parameter tuning across orders of magnitude.

4.4. Multi-illumination Setting

As a side product of grayness index, we evaluate the pro-

posed method on a multi-illumination dataset. Table 3 in-

dicates that despite the fact that GI is not designed to deal

with spatial illumination changes, it still outperforms well-

performing methods [5, 41] with a clear margin. From the

mean value over real-world images, it is obvious that GI

can better handle multi-illumination situations. Increasing

the number of clusters M from 2 to 6 further improved our

results on indoor images, but not for wild ones. Figure 4

shows the spatial estimation predicted using GI. Due to Eu-

clidean distance used by the K-means, GI predictions are

not sharp in some scenes with complex geometry but still

obtain the best overall error rate and plausible visual color

correction.
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(a) (b) (c)

Figure 6: (a) Example images from the Gehler-Shi cor-

rected using groundtruth, where two different illuminations

(red arrow A and B) exist. (b) We test CC methods in de-

creasing box sizes (from A to E). (c) Color-biased (a).

Table 4: Testing GI, FFCC on varying-size cropped images

from Gehler-Shi, given illumination split from [11].

(a) Double-illumination Setting

Gehler-Shi: 66 two-illumination Images

Mean Median Trimean Best-25% Worst-25%

GI

A 6.12 4.54 5.24 0.70 13.72

B 6.06 3.88 4.90 0.92 14.08

C 6.02 3.63 5.04 0.92 14.55

D 5.46 3.46 4.13 0.77 13.69

E 4.96 2.94 3.45 0.53 12.42

FFCC [4]

A 3.11 1.67 2.25 0.44 8.00

B 3.44 1.84 2.39 0.42 8.69

C 4.01 2.47 2.92 0.56 10.03

D 4.64 3.13 3.53 0.62 11.38

E 4.99 3.29 3.72 0.60 11.92

(b) Single-illumination Setting

Gehler-Shi: 502 single-illumination Images

Mean Median Trimean Best-25% Worst-25%

GI

A 2.78 1.79 2.03 0.41 6.75

B 2.95 1.86 2.12 0.41 7.28

C 3.32 2.30 2.49 0.50 7.96

D 3.93 2.97 3.14 0.70 8.90

E 4.81 3.79 3.94 0.82 10.74

FFCC [4]

A 1.68 0.94 1.16 0.27 4.22

B 1.72 1.01 1.20 0.27 4.30

C 1.84 1.11 1.29 0.29 4.58

D 2.13 1.29 1.43 0.36 5.45

E 2.39 1.39 1.58 0.38 6.17

5. Problems with the “Ground-truth”

We investigated those cases where GI made erratic pre-

dictions (see the supplement for erratic cases) and have ob-

served that, in some images, there exists gray pixels casted

by two illumination sources. A similar problem was noticed

by Cheng et al. [11], who claimed that in the Gehler-Shi

[34], there are 66 two-illumination images. An example of

this problem is illustrated in Fig. 6. In Fig. 6(a), where pix-

els near arrows A and B share the same surface (white wall)

but have different illuminations, the color of pixel in the

neighborhood of B is close to the Macbeth Color Checker

(MCC). In such case, our GI does a good job in identify-

ing gray pixels by following the designed rules and finding

gray pixels lying in two illuminants, but this comes at the

cost of a large angular error. As a first impression, we sup-

pose this is due to the MCC being more dominated by one

of the illuminants.

We designed a simple experiment to investigate our ob-

servation. For the list of 66 two-illumination images (given

in [11]) in the Gehler-Shi and the remaining 502 single-

illumination images, we test GI and FFCC [4] (full resolu-

tion, 2 channels, pretrained on whole Gehler-Shi) on images

cropped by boxes of decreasing sizes centered at the MCC

(from box A to box E in Fig. 6b. Specifically, the boxes are

generated by halving the width and height of the previous

box.

The results summarized in Tables 4a and 4b show a cru-

cial fact: in the single-illumination subset, GI yields larger

angular errors as the testing box gets smaller (from box A
to E). In contrast, in the double-illumination subset, this

tendency is reversed. It makes sense that the performance

of GI decreases as the testing box shrinks since less refer-

ence points are available. A reasonable explanation to the

abnormal tendency in the two-illumination subset is that the

MCC is placed mainly in one illumination, reflecting a bi-

ased “ground-truth”. This problem restricts the upper limit

of the performance of GI and possibly also other statistical

color constancy methods. Learning-based methods (espe-

cially CNN-based method) suffer less from this problem, as

they can learn to reason about some structural information,

e.g. whole-image chroma histogram, the physical geometry

of the scene, the location where MCC is placed. As ex-

pected, FFCC performs worse on smaller boxes. Bearing

these results in mind, we argue that learning-based meth-

ods and statistical methods should be compared by consid-

ering their corresponding advantages and limitations in both

single-dataset and cross-dataset scenarios.

6. Conclusions

We derived a method to compute grayness in a novel

way – Grayness Index. It relies on the Dichromatic Reflec-

tion Model and can detect gray pixels accurately. Exper-

iments performed on the tasks of single-illumination esti-

mation and multi-illumination estimation verified the effec-

tiveness and efficiency of GI. On standard benchmarks, GI

estimates illumination more accurately than state-of-the-art

learning-free methods in about 0.4 seconds. GI has a clear

physical interpretation, which we believe can be used for

other vision tasks, e.g. intrinsic image decomposition.

Other conclusions also emerged from the research:

learning-based methods generally perform worse in the

cross-dataset setting; When testing on an image with color

checker masked by zeros, learning-based methods can still

exploit the location of the color checker and overfit to scene

and camera specific features.
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ABSTRACT

In the real world, a scene is usually cast by multiple il-

luminants and herein we address the problem of spatial illu-

mination estimation. Our solution is based on detecting gray

pixels with the help of flash photography. We show that flash

photography significantly improves the performance of gray

pixel detection without illuminant prior, training data or cali-

bration of the flash. We also introduce a novel flash photog-

raphy dataset generated from the MIT intrinsic dataset.

Index Terms— spatial illumination estimation, gray

pixel, flash photography, color constancy

1. INTRODUCTION

We address the illumination estimation problem which aims

to measure the chroma of illumination in order to remove the

color-bias from a captured image [1]. Illumination estima-

tion can help in high-level vision tasks, e.g. object recogni-

tion, tracking [2] and intrinsic image decomposition. There

exists a large number of related works, from the traditional

non-learning approaches [3] to recent deep learning based ap-

proaches [4, 5, 6]. However, the vast majority of these works

concentrate on the case of a single global illumination which

is often an invalid assumption [7]. In this paper, we explore a

more-complex less-optimistic setting – mixed illumination 1.

Spatially-varying illumination refers to that on a captured

scene, each pixel captures different number of light phantoms

when the camera shutter is on. In other words, all pixels do

not share the same configuration of lights [7], which is the

default assumption for single-illumination estimation. Com-

pared to the single global illumination setting, the mixed illu-

mination setting better corresponds to the real world [8], but is

more challenging clearly, as it extends the ill-posed problem

from one point to a spatial map [7], without extra knowledge

or input.

To circumvent the hardness that spatially-varying illumi-

nation brings, efforts are put as follows: user guidance or hu-

man interaction is given as a supervisory signal [9, 10]; small

patch is assumed to be cast by only one light [11]; light color

1We traverse related works and there exists multiple terms referring to the

same thing (which may confuse readers), i.e. mixed illumination, spatially-

varying illumination, multiple illumination, mixed lighting condition.

ambi

+flash

img pred flash pred GT corr img

Fig. 1. A multi-illuminant image (ambi), Gray Pixel [13] out-

puts an erroneous prediction (single value, pred) compared to

the groundtruth (GT). By virtue of the flash image (+flash)

the proposed flash photography gray pixel provides an ac-

curate spatial estimate (pred) and faithful corrected image

(corr img).

and number need to be known before experiments [12]. Un-

like these methods, we make use of flash photography.

Flash photography refers to image processing techniques

which use non-flash/flash image pairs. This technique is well

adopted to spatial illumination estimation [14, 15], which as-

sume each patch illuminated by one light and obtain decent

results. Hui et al. [7] proposed a closed-form solution of spa-

tial illumination for the case of a calibrated flash. In essence,

flash calibration in [7] equals to knowing the “groundtruth”

surface albedo in a flash-only image. What’s more, flash may

appear in other forms, i.e. varying sunlight, cast shadow,

which may be hard to calibrate.

In this paper, we propose a novel spatial illumination es-

timation method, using flash photography, without need of

flash calibration and any other illuminant prior. Our method

relies on gray pixel detection [13]. The original work as-

sumes Lambertian surfaces, and then revisited and improved

by [16, 17]. The original and extended gray pixel methods

however fail in the case of mixed illumination (the top row

in Fig. 1), but we analytically show how flash photography

circumvents the problem and “lightens” gray pixel photomet-

rically and in performance (bottom row in Fig. 1). The inter-

play of flash photography and gray pixel enables us to achieve

a largely increased performance on our synthesized labora-

tory dataset and some real-world images, than running gray

pixel methods alone, without knowing the flash color.

Our contributions are three-fold:

• We revisit and revise the gray pixel methods for the
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case of mixed illumination.

• Leveraging flash photography and the gray pixel method,

we propose a novel learning-free and well-performing

method for spatial illumination estimation.

• We propose a novel flash-photography dataset for

benchmarking multi-illuminant methods. The dataset

is based on the MIT intrinsic dataset.

The rest of this paper is organized as follows. Section

2 revisits gray pixel and its variants before we introduce the

flash-photography gray pixel in Section 3. In Section 4 we de-

scribe the MIT intrinsic based dataset for our task. Section 5
covers the experiments and results. We conclude in Section 6.

2. GRAY PIXEL

Assuming one light source and narrow sensor response, Gray

Pixel [13] is derived from the Lambertian model, given as:

Ic(p) = Rc(p)max(n(p)ᵀs, 0) lc, (1)

which shows the color channel c at the location p in image I
is a function of a surface albedo R, surface normal n, light

direction s and illumination color l.
Following the procedure in [13], applying log and a Mex-

ican hat filter δ on Eq. 1 yields:

δ log Ic(p) = δ logRc(p) + δ logmax(n(p)ᵀs, 0) + δ log lc.
(2)

A single light casting a small local neighborhood (the same

color and direction), Eq. 2 simplifies to:

δ log Ic(p) = δ logRc(p), (3)

which is the core of gray pixel. δ log Ic(p) = δ log Ic
′

(p),
∀c, c′ ∈ {R,G,B} defines a ”pure gray pixel”. To rank pixels

w.r.t. “grayness”, [13] defines the following grayness func-

tion, up to a scale:

g(p) =
∑

c∈R,G,B

(δ log Ic(p)− δ̄ log I(p))2/δ̄ log I(p), (4)

where δ̄ log I(p) is the mean value of δ log Ic(p). This

method works robustly with single-illumination scenes where

diffuse reflection (the Lambertian assumption) is dominant.

Then [16] augments the above Gray Pixel by replacing

Eq. 4 with the following luminance-independent function:

g′(p) = cos−1

(
1√
3

‖δ log I(p)‖1
‖δ log I(p)‖2

)
, (5)

where ‖ · ‖n refers to the 	n norm. g′(p) = 0 refers to pure

gray pixel. To remove spurious color pixels, [16] applies a

mean shift clustering to choose the strongest mode – domi-

nant illumination vector.

The mechanism to detect gray pixel is further improved

in [17]. Different to [13, 16], which are based on the Lam-

bertian model, Qian et al. [17] uses the dichromatic reflection

model [18] to derive a set of more strict constraints for gray

pixels:

g′′(p) = ‖δ(log(IR)− log(|I|)), δ(log(IG)− log(|I|))‖2,
(6)

where |I| refers to (IR + IG + IB). We refer readers to the

original paper for more details. In Section 5 we report their

performance in a mixed-lighting dataset and show how flash

photography improves them.

3. FLASH GRAY PIXEL

In the sequel, we first investigate what will happen to the ex-

isting gray pixel methods in the case of mixed illumination.

Then we propose a novel gray pixel method using flash pho-

tography, termed as Flash Gray Pixel.

Here we do analysis on the original Gray Pixel [13], but

similar conclusion for [16, 17] can be inferred in an analogue

manner. A scene is illuminated by N light sources or arbitrary

type and color. To describe the image formation process in

this case, Eq. 1 is modified to:

Ic(p) = Rc(p)
∑
i

λi(p) l
c
i , (7)

where λi(p) represents the shading term max(n(p)ᵀsi, 0).
Eq. 3 changes to:

δ log Ic(p) = δ logRc(p) + δ log(
∑
i

λi(p) l
c
i ) . (8)

Since that is a mixed illumination image, the light configura-

tion varies from pixel to pixel, making the right most term in

Eq. 8 non-zero and therefore Eq. 3 fails. This finding explains

that mixed illumination hinders the performance of the gray

pixel method, which motivates us to leverage flash photogra-

phy.

When a flash light is present, the flash image If is ex-

pressed as:

Icf (p) = Rc(p)(
∑
i

λi(p) l
c
i + λf (p) l

c
f ), (9)

where λf (p) is the shading term of flash light at the position

p and lf the unit-norm chroma vector. Subtracting Eq. 7 from

Eq. 9, we get a flash-only image Ifo:

Icfo(p) = Rc(p)λf (p) l
c
f , (10)

which is a more solid ground for searching gray pixels. In

other terms, flash image helps to remove the negative effect

of spatially-varying light configurations and gray pixels are

now flash gray pixels.



2

3

4

8

N I If illu I If illu

Fig. 2. Example images from the generated flash photography dataset. Each sample is a triplet: {no-flash image I , flash-on

image If , illumination ground truth map}. Images are generated from the MIT intrinsic dataset by changing the colors and

mixing the original directional illumination images.

Flash gray pixels can be found from the grayness map of

a residual flash/no-flash image. To select flash gray pixels

robustly, we follow [13] to compute flash-only illumination

component for each pixel: K-means is used to cluster the top

N% gray pixels into preset M clusters; then the illumination

at location p is computed using:

Lc
fo(p) =

M∑
m=1

ωmLc
m, (11)

where Lm refers to the average illumination for the cluster m
and ωm controls the connection between the pixel I(x, y) to

the cluster m, unfolded as:

ωm =
e−

Dm

2σ2∑M
n=1 e

− Dn

2σ2

, (12)

where Dm is the Euclidean distance from the pixel to the cen-

troid of the cluster m. Eq. 12 encourages nearby pixels to

share a similar illumination.

Combining the flash-only illumination Lc
fo(p) with Eq. 9

allows to color-corrected the image Ifo by

Icgray(p) = Icfo(p)/L
c
fo(p), (13)

and the mixed illumination is:

Lc(p) = Ic(p)/Icgray(p) . (14)

Flash gray pixel can be filled by more advanced gray pixel

methods for further improvement.

4. DATASET

We adapted the MIT Intrinsic benchmark [19] for our task 2.

This dataset was originally collected for the intrinsic image

2There are recent datasets that provide flash/no-flash image pairs [20], but

these are unsuitable for our purposes due to unknown illumination number.

decomposition task, containing 20 single objects illuminated

by uncalibrated whitish light sources from 10 different direc-

tions. This property allows us to render each image in the

combinations of 1−9 directed lights with arbitrary chroma to

compose a new no-flash image I . The 6-th direction is always

roughly frontal and was thus used as the flash source and to-

gether with I forms the flash image If . We generated I and

If with varying number N of light sources, from 2 to 8. Note

that even for the easiest case (N = 2), a pixel may be simul-

taneously affected by two light sources, violating the global

illumination assumption and breaking the original gray pixel

as demonstrated in Fig. 2.

Considering the fact that gray pixel methods are designed

for realistic consumer images ”in the wild” [13] that contain at

least a few gray pixels, we left out the 5 chromatic objects3. In

total, the new dataset contains 105 flash/no-flash image pairs

with spatial illumination map ground truth ((15 objects and 7
choices of N ).

5. EXPERIMENTS

Our setup is the following: we run the three variants of Gray

Pixel methods with flash/no-flash image pairs. On each image

the top 10% gray pixels are selected to cover enough area.

The cluster number is set to M = N , which is the number of

illuminants.

Evaluation metric is the standard average angular error [13].

Results are summarized in Table 1 which shows the perfor-

mance of flash gray pixel on the dataset in Section 4. “GP+f ”

refers to flash gray pixel on the basis of the original gray pixel

method “GP”. Results show that flash photography extensions

of all gray pixel variants [13, 16, 17] systematically improve

the results. For all three methods, the improvement over the

3“apple, pear, frog2, potato, turtle”



Table 1. Results for the gray pixel (GP) variants and their flash photography versions with the mixed illumination dataset. The

values are angular errors averaged over image between the estimated and ground truth illumination maps (lower is better). Gray

denotes the median and white the mean error. N is the number of light sources. The “all” column shows the mean statistics

over all choices of N .
Method/N 2 3 4 5 6 7 8 all

GP [13] 5.86 6.15 5.33 6.65 4.01 5.74 3.73 5.34 3.04 4.93 3.59 4.80 3.37 4.80 4.07 5.49

GP+f 2.37 3.49 2.32 3.85 2.35 3.79 2.39 3.94 2.39 3.80 2.39 3.85 2.39 3.88 2.37 3.80

MSGP [16] 4.91 5.66 5.25 6.03 4.10 5.23 3.52 4.81 3.17 4.42 3.54 4.35 2.87 4.52 4.10 5.00

MSGP +f 2.34 3.17 2.29 3.32 2.34 3.31 2.34 3.40 2.33 3.38 2.50 3.72 2.30 3.46 2.34 3.40

DGP [17] 6.03 6.26 5.26 6.72 4.52 5.89 4.08 5.47 3.42 5.09 3.97 55.07 3.50 4.99 4.13 5.64

DGP +f 2.37 3.73 2.34 4.00 2.37 3.96 2.39 4.01 2.40 3.93 2.40 4.02 2.39 3.99 2.37 3.93

ambi

+flash

GP

GP+f

MSGP

MSGP+f

DGP

DGP+f

GT

Method/N 2 3 5 8

Fig. 3. Qualitative comparison on estimated illumination of

flash gray pixels, with N light sources (2,3,5,8).

ambi +flash GP GP+f

Fig. 4. Qualitative comparison on color-corrected image

of flash gray pixels in real-world images. Macbeth Col-

orChecker is excluded for illumination estimation.

whole dataset is over 40% in median and 30% in mean. The

flash photography variants achieve the sufficient color con-

stancy accuracy (≤ 3.0◦) in almost all cases. Fig. 3 illustrates

predicted illumination between gray pixel methods and their

flash variants. It is clear that the original versions cannot find

the fine-grained details of mixed illumination. For example,

the frog back and stomach are cast with different colors that

confuses the original GP methods.

Among all gray pixel methods, the original GP [13] suf-

fers from the mixed illumination the most. MSGP [16] and

DGP [17] perform slightly better, but not to a satisfying de-

gree without the flash. With flash gray pixel, all three methods

perform similarly thus verifying the efficiency of flash pho-

tography. DGP [17] does not perform better than the original

GP which is due to the fact that our dataset does not contain

specular reflectance components.

As the number of diverse illumiants increases, all GP

methods performs better. This can be explained by the fact

that a large number of lights with various colors additively

mix toward a whitish color. Flash gray pixel variants are not

affected by this, obtaining consistent results.

Images from real-world scenes (Fig. 4, images retrieved

from [7]), show that the proposed methods also produce high

quality results (e.g. the white wall is white).

6. CONCLUSION

In this paper we reconsider gray pixel detection through the

medium of flash photography. We find that computing a resid-

ual map from the flash/no-flash pair, gray pixel methods can

effectively measure the grayness of each pixel and provide

spatial color constancy. We find that computing a residual

map from the flash/no-flash pair, gray pixel methods can ef-

fectively measure the grayness of each pixel, allowing a large

margin improvement in spatially-varying illumination estima-

tion. The method is pragmatic – it is lightweight, does not

need any illuminant prior, training, flash light calibration or

user input.
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Abstract—We briefly introduce two submissions to the Illu-
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Vision, affiliated to the 11th Int’l Symposium on Image and Signal
Processing and Analysis. The fourier-transform-based submission
is ranked 3rd, and the statistical Gray-pixel-based one ranked
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I. INTRODUCTION

Color constancy refers to the property of camera capturing

the intrinsic color of objects regardless of the casting scene

illumination. Researchers of color constancy are generally

doing two things: First, measuring the illumination estimation

as accurate as possible; Second, color correction to realize auto

white balance. This work is all about the Step 1 as it is the

most demanding part.

Many advanced deep learning methods (e.g. [4], [6], [7],

[13]) have been proposed, and they achieved nearly-saturating

results over two main-stream color constancy datasets –

Gehler-Shi dataset [12] and NUS 8-camera dataset [5]. Along

with the illumination estimation challenge, a new benchmark,

Cube+ Dataset [1] is advertised and applied with more hard-

ness. It is meaningful for us to test some existing methods and

see a reboot in experimental results.

Different to Gehler-Shi and NUS 8-camera dataset, the

Cube+ contains more images (up to 1707) with diverse ground

truth annotations. Please refer to [1] for more official descrip-

tion of this dataset. One noticeable point of the Cube+ is

that, only a single camera (Canon EOS 550D) is used for

collecting the training and testing data. This can be seemed

as an advantage and a disadvantage, simultaneously. On one

hand, we now have chance to test any methods independent

of varying photometric properties of several sensors. On the

other hand, we are blind to the varying camera sensibility. This

makes Cube+ “easier” for CNN-based methods.

Given that CNN is a functional tool since its invention and

many other teams will use it for the challenge (we guess), we

test some different approaches. The first submission (ranked

3rd in the leaderboard) is based on Barron’s Fast Fourier Color

Constancy (FFCC, [3]) since its source is publicly available

and it is practical in products (e.g. Google Photo App). For

how FFCC works and its insights, please refer to [3].

The other submission is ranked 6th which is out of top three,

but we still want to introduce it. It is based on Grayness Index

(GI) [8], which is an advanced version of gray pixel methods

[9], [14]. A comparison of gray pixel methods is given by

[10]. It is learning-free, thus it does not rely on training on

the given 1707 images and the corresponding groundtruth. We

choose it as it is simple (few lines of Matlab, no learning)

and we are curious to see its limitness in a more challenging

dataset like Cube+. Please check [8] if you want to find how

gray (achromatic) pixels can be identified.

II. METHODOLOGY

In this section we describe the principles of the two

approaches. Assuming Lambertian model, narrow sensor re-

sponse and uniform global illumination , the RGB value of a

pixel can be expressed as:

Ic(p) = W c(p) ◦ Lc(p) (1)

which shows the color value of the channel c at the location

p in image I is the product of the surface albedo W c(p) and

the illumination color Lc(p). In Barron’s [2], the RGB value

of a pixel I(p) is transformed into the log-chroma measures:

u(p) = log(Ig(p)/Ir(p)), v(p) = log(Ig(p)/Ir(b)). (2)

By framing the task of color constancy in Equation 2, the

global illumination L can be treated as an additive constraint in

log-chroma space. Now that we have a 2D spatial localization

task, where some window-wise classifiers can be trained using

image-groundtruth pairs and then gives maximum activation

when it detects illumination on the UV histogram. Barron

proposed convolutional filter on UV histogram in [2], and

further extended it in FFCC [3] by performing element-wise

multiplication in the Fourier space, which allows “warpped”

input images and faster inference speed.

Grayness Index [8] addresses color constancy from a dif-

ferent angle. Apply log and laplacian-of-gaussian filter δ on

Equation. 1, we get:

δ log Ic(p) = δ logW c(p) + δ logLc(p) (3)

Assuming the illumination is constant over small local neigh-

borhood (the same color and direction), Equation 3 simplifies

to:

δ log Ic(p) = δ logW c(p), (4)
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TABLE I
ILLUMINATION ESTIMATION LEADERBOARD. THE NOTATION ⇑ (n)

REFERS TO THE METHOD BEING RANKED nTH. THE NUMBERS ON CUBE+
TRAINING DATA ARE OBTAINED USING 3-FOLD CROSS-VALIDATION FOR

FFCC AND ARE NOT REQUIRED FOR THE SUBMISSION. WE LIST THEM

FOR BETTER COMPREHENSIVE COMPARISON.

Undisclosed Testing Data

Method Median Mean Trimean

⇑ (1) Color Cerberus et.al. [11] 1.51 2.65 1.64

⇑ (2) FFCC Model J (barron) 1.59 2.49 1.73

⇑ (3) FFCC Model P (our) 1.64 2.93 1.77

⇑ (6) GI (our) 2.10 6.87 2.50

Cube+ Training Data

Method Median Mean Trimean

FFCC Model P (our) 0.84 1.64 1.05

GI (our) 1.21 2.07 1.46

TABLE II
RESULTS ON GEHLER-SHI DATASET

3-fold cross validation

Method Median Mean Trimean

FFCC Model P 0.96 1.78 1.14

GI 1.87 3.07 2.16

which is the core of gray pixel. δ log Ir(p) = δ log Ig(p) =
δ log Ib(p) indicates a perfect gray pixel at at the location p.

Based on Equation 4, Grayness Index detects nearly gray

pixels accurately, which reflects illumination.

Please refer to the original papers [3], [8] for more theoret-

ical details and the implementation.

III. HOW WE DO DIFFERENTLY

FFCC-based method FFCC contains multiple variants (model

A to Q, depending on how many channels are used, thumb or

full-size input, photo exif or deep feature). As the challenge

page provides exif information, we adopt model P of FFCC,

which is the best branch proved by results on Gehler-Shi

Dataset. For deep feature required by Model P, we extract

the neural activation from the layer “fc7” of 16-layer VGG

network, which is pretrained on Place365 [15]. Now that we

have exif and deep feature for each image of Cube+ dataset,

we tuned the hyper parameters of FFCC and trained our model,

same as [3].

On the last submission day we realized we made a mistake.

The released testing data do not contain any exif, which we

believe our trained model will definitely fail on this testing

data. Under limited time, we computed the mean exif matrix

of all training images and used it for each testing image. The

trained model P can work, but not to a satisfying degree. We

submitted the results given by this model P.

GI-based method We did not change anything – we down-

loaded the code from the github page1 and used it on testing

images.

TABLE III
RESULTS ON NUS 8-CAMERA DATASET

3-fold cross validation

Method Median Mean Trimean

FFCC Model P 1.31 1.99 1.43

GI 1.97 2.91 2.13

id:1 id:3 id:33 id:41

id:55 id:61 id:66 id:195

Fig. 1. Hard samples from the undisclosed testing set, which can fail
statistical methods like GI [8], while learning-based methods (FFCC [3] and
the ranked-1st CNN method) can perform much better. Images are gamma-
corrected (gamma 2.2) for better visual effects.

IV. RESULTS

Table I gives a simple leaderboard. Our FFCC-based Model

Q suffers from the lack of exif for testing data, ranked after the

FFCC Model J, which does not rely on exif. This validates that

using a biased exif leads to a worse case. The 3-fold cross-

validation of FFCC Model P on Cube+ training data shows

again the importance of exif information.

For GI-based method, it obtains a competitive median

angular error, with no learning. It inherits the simplicity of

the classical gray world method, but also the same drawback

– when the scene is dominated by a specific color or the image

is a local patch, its result is seriously biased. This is shown

by its mean error, as several “outlier” images can bring very

high angular errors, increasing the mean error rapidly. This

is consistent with the observations in [8]. Figure 1 illustrates

several hard images in the testing set for GI. On Cube+ training

set which contains much less “outlier” images, GI obtains

more accurate and robust results (Table I, bottom).

We also show the result of two methods tested on Gehler-

Shi Dataset (Table II) and NUS 8-camera Dataset (Table III).

Comparing the three tables, we find that the Cube+ dataset is

the most challenging one. It is partially due to a large portion

of local-patch images (Figure 1) in the Cube+ dataset.

V. CONCLUSION

In this paper we test two non-deep-learning methods on

the new challenging Cube+ dataset. The FFCC method needs

training and can exploit the exif information (if provided),

while the Grayness Index is a simple statistical methods but

sensitive to extremely hard images. Both methods find their

position in the leaderboard, reasonably. Our future plan is to

make Grayness Index include more dichromatic cues to deal

with very local images, while still keeping it simple.

1https://github.com/yanlinqian/Grayness-Index
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Abstract

Regressing the illumination of a scene from the represen-
tations of object appearances is popularly adopted in com-
putational color constancy. However, it’s still challenging
due to intrinsic appearance and label ambiguities caused by
unknown illuminants, diverse reflection property of materi-
als and extrinsic imaging factors (such as different camera
sensors). In this paper, we introduce a novel algorithm by
Cascading Convolutional Color Constancy (in short, C4) to
improve robustness of regression learning and achieve sta-
ble generalization capability across datasets (different cam-
eras and scenes) in a unique framework. The proposed C4

method ensembles a series of dependent illumination hy-
potheses from each cascade stage via introducing a weighted
multiply-accumulate loss function, which can inherently cap-
ture different modes of illuminations and explicitly enforce
coarse-to-fine network optimization. Experimental results on
the public Color Checker and NUS 8-Camera benchmarks
demonstrate superior performance of the proposed algorithm
in comparison with the state-of-the-art methods, especially
for more difficult scenes.

Introduction

The colors present in images are biased by the illumina-
tion in addition to the intrinsic reflection properties of scene
objects and extrinsic spectral sensitivity across cameras,
but they appear to be relatively constant for human visual
perception systems. Such a property, referred to as color
constancy, makes object appearance under diverse light-
ing sources independent of the casting illumination, which
is desired in a large number of high-level vision prob-
lems. The color constancy problem can typically be ad-
dressed via estimating the color of the illuminant of the
scene firstly, which then recovers the canonical colors of
scene objects. A large number of computational color con-
stancy algorithms (Qian et al. 2019; Chen et al. 2019;
Cheng et al. 2015; Bianco, Cusano, and Schettini 2017;
Shi, Loy, and Tang 2016; Hu, Wang, and Lin 2017) rely on
accurate and robust illumination predictions and then em-
ploy the simple yet effective von Kries model (von Kries

∗Corresponding author.
Copyright c© 2020, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

Figure 1: Visualization of the proposed C4 method in a cas-
caded structure in the top row, while plots in the bottom row
show dependent illumination hypotheses of different cas-
cade stages in our C4 on an example from the Color Checker
dataset. Our C4 can significantly boost illumination estima-
tion performance in a coarse-to-fine refining manner. More
examples are given in the experiment section.

1902) for image correction. Estimating the illumination of
an image can be formulated into learning a regression map-
ping from the imagery representation to its corresponding
illumination label. Searching and identifying the best hy-
pothesis of the illumination is not trivial in view of ap-
pearance inconsistency and label ambiguity. In addition to
unknown surface reflection, the large appearance variation
of the captured scene objects can be caused by the sensor
sensitivity and also the illuminant spectrum. Specifically,
spectral responses of sensors in cameras for color imaging
are not consistent across camera models and brands, e.g.
in the NUS 8-camera dataset (Cheng, Prasad, and Brown
2014) one scene is captured with eight different cameras,
and they have visually varying colors for the identical object
surface. Consequently, a typical solution is to train camera-
specific estimators, which is less efficient and even imprac-
tical due to data-demanding characteristics. Very few algo-
rithms (Qian et al. 2019) focus on the challenging camera-
agnostic illumination estimation, achieving robust perfor-
mance. Therefore, the challenge still exits. Most of the ex-
isting algorithms (Bianco, Cusano, and Schettini 2017; Bar-
ron 2015; Shi, Loy, and Tang 2016; Barron and Tsai 2017;



Hu, Wang, and Lin 2017) have been proposed to deal with
appearance inconsistency, while very few concern on the
challenge caused by the error-prone assumption in prac-
tice, i.e. one unique spectral illumination exists in the whole
scene of each image. In the procedure of label acquisition
for color constancy datasets, a Macbeth ColorChecker chart
is usually placed in the image, whose colors are recorded
as the ground truth illumination, breaking the guarantee: the
recorded “ground truth” represents the real global illumina-
tion. As a result, the gap between the label and the true scene
illumination over spatial regions makes learning a regres-
sion more challenging, especially considering data augmen-
tation via patch-based sampling widely adopted in state-of-
the-art deep methods (Bianco, Cusano, and Schettini 2017;
Shi, Loy, and Tang 2016; Hu, Wang, and Lin 2017). Ro-
bustness against object appearance inconsistency and la-
bel ambiguity are desired imagery representation proper-
ties to learn from imagery observations and illumination la-
bels. To achieve these, we introduce a multiply-accumulate
loss function for cascading convolutional color constancy
(e.g. FC4 (Hu, Wang, and Lin 2017) in the experiments) to
cope with both challenges simultaneously. In details, a se-
ries of dependent illumination hypotheses, reflecting differ-
ent modes of illuminations, are generated via the proposed
cascaded model, which are then combined in an ensemble
to enforce explicitly coarse-to-fine refinement on illumina-
tion hypotheses as Figure 1 shows. The contributions of this
paper are three-fold.

• This paper proposes a generic cascaded structure (i.e. the
multiply-accumulate cascade) on illumination estimation
to 1) ensemble multiple dependent illumination hypothe-
ses and 2) achieve coarse-to-fine refinement, via a novel
multiply-accumulate loss, which can be readily plugged
into other learning-based illumination estimation meth-
ods.

• The proposed C4 method increases model flexibility via
enriching abstract features in a deeper network struc-
ture and also discovers latent correlation in the hypoth-
esis space, which alleviates the suffering from ambiguous
training samples.

• Extensive experiments on two popular benchmarks show
that our C4 achieves significantly better performance than
the state-of-the-art, especially when coping with more dif-
ficult scenes.

Source codes and pre-trained models are available at
https://github.com/yhlscut/C4.

Related work

Color constancy has been investigated for decades and nu-
merous conventional algorithms are based on low-level im-
agery statistics, such as White-Patch (Brainard and Wandell
1986), Gray-World (Buchsbaum 1980), Gray-Edge (Van
De Weijer, Gevers, and Gijsenij 2007), Shades-of-Gray (Fin-
layson and Trezzi 2004), Bright Pixels (Joze et al. 2012),
Grey Pixel (Yang, Gao, and Li 2015) and Gray Index (Qian
et al. 2019). These algorithms are proposed to determine
the neutral white color with algorithm-specific assumptions,

which encourage direct application to testing images in a
learning-free fashion but can be sensitive in practice in con-
sideration of their dependency on statistical distribution of
pixel-wise colors, e.g. lack of gray pixels with using grey
pixels (Yang, Gao, and Li 2015) and state-of-the-art statisti-
cal grey index (Qian et al. 2019).

Learning-based methods are a powerful alternative for
generating constant colors under a scene illumination, which
can be categorized into two groups – gamut mapping
(Barnard 2000; Chakrabarti, Hirakawa, and Zickler 2011)
and regression learning (Funt and Xiong 2004; Cheng et al.
2015; Qian et al. 2017; Chen et al. 2019; Cardei and Funt
1999; Schaefer, Hordley, and Finlayson 2005; Bianco, Cu-
sano, and Schettini 2017; Barron 2015; Shi, Loy, and Tang
2016; Barron and Tsai 2017; Hu, Wang, and Lin 2017). The
former gamut mapping algorithms including edge-based
(Barnard 2000), intersection-based (Chakrabarti, Hirakawa,
and Zickler 2011) and pixels-based (Chakrabarti, Hirakawa,
and Zickler 2011) assume the size of colors under a given
illuminant is limited, but will have a variation on observed
colors when a deviation in the color of illuminants. Given
sufficient labeled training data, a model can be trained to
recognize the canonical illumination by mapping from a
gamut of a testing image under an unknown illuminant to
the canonical gamut, which can thus generate an estimation
of the scene illumination.

The latter regression learning-based algorithms aim to
learn a direct regression mapping from the imagery rep-
resentation to its corresponding illumination vector. These
methods focus on either designing robust regressors against
large feature variation, based on support vector regression
(Funt and Xiong 2004), regression trees (Cheng et al. 2015),
an ensemble of shallow regressors (Cardei and Funt 1999;
Schaefer, Hordley, and Finlayson 2005) or mining inter-
dimensional label correlation as structured-output regres-
sion (Qian et al. 2016; Chen et al. 2019). Inspired by the
recent success of convolutional neural networks on numer-
ous vision tasks, a number of works introduce the 2D con-
volutional feature encoding into color constancy. (Bianco,
Cusano, and Schettini 2017) is the first attempt of deep
color constancy, which copes with data sparsity problem de-
manded by fitting millions of network parameters via patch-
based sampling. Convolutional Color Constancy (CCC)
(Barron 2015) and Fast Fourier Color Constancy (FFCC)
(Barron and Tsai 2017) formulate the problem into a 2D
spatial localization task on a 2D log-chroma space, while
the difference of both methods lies in better performance
and acceleration of the latter benefiting from extra seman-
tic features and the BVM estimation in the frequency do-
main. In (Hu, Wang, and Lin 2017), a confidence-pooling
layer is introduced to automatically feature encoding and
discover the location of essential spatial regions for illumi-
nation estimation. Existing deep learning methods mainly
focus on designing network structure for robust feature en-
coding against the challenge of inconsistent appearance, but
omits to benefit from combining multiple illumination hy-
potheses in an ensemble to handle ambiguous samples.

Recent DS-Net (Shi, Loy, and Tang 2016) has two expert
branches for first generating two hypotheses and then auto-
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Figure 2: Pipeline of our three-stage C4 model based on the SqueezeNet backbone.

matically selecting the better one. Similar to our C4 method,
it’s motivation is to exploit multiple hypotheses of scene illu-
mination for robust color constancy. However, there are two
key differences. Firstly, the DS-Net conducts a discrimina-
tive selection instead of jointly learning to discover latent de-
pendency across multiple illumination hypotheses as our C4

model. Secondly, the DS-Net generates multiple indepen-
dent illumination hypotheses in parallel, while the proposed
C4 method in a cascading network structure generates de-
pendent hypotheses in serial to explicitly enforce coarse-to-
fine refinement. Experiment results in Tables 1 and 2 demon-
strate the superiority of our C4 model to the DS-Net and
other state-of-the-art methods.

C4: Cascading Convolutional Color Constancy
The problem definition of single illumination estimation
problem is to predict the illumination vector y ∈ R

3 from
the image X ∈ R

H×W×3. For learning-based illumination
estimation, the objective function can be written as the fol-
lowing:

min
θ

L(fθ(X),y), (1)

where fθ(·) ∈ R
3 is the mapping from the image X to illu-

mination vector y, and θ denotes the model parameters of f
to be optimized. L(·) denotes the loss function and the typ-
ical loss in illumination estimation is the angular loss (for-
mulated in Equation (3)). During testing, given an input, the
trained model fθ(·) infers the predicted illumination fθ(X),
which is used to generate the color-corrected image. In the
context of convolutional color constancy, fθ(·) is the out-
put of a deep network, while θ denotes the network weights.
This section will present an overview of the proposed C4

algorithm, a novel multiply-accumulate loss, image correc-
tion, and implementation details respectively.

Network Structure

The C4 network consists of three stages as illustrated in Fig-
ure 2. Given training pairs {X,y}i, i ∈ {1, 2, · · · , N}, in a

cascaded structure, fθ(·) can be decomposed into fl(·), l =
1, 2, . . . , L, where l and L denote the cascade level and the
total number of cascaded stages, respectively, with θ omitted
for simplicity. We define flfl−1(X) as a simpler notation
for fl(X/fl−1(X)) (image correction, explained in Equa-
tion (5)). Considering the cascaded structure, now Equation
(1) of the three-stage C4 can be written as the following:

min
θ

L(f3f2f1(X)),y; θ). (2)

In the light of its good performance in illumination es-
timation, we employ the state-of-the-art CNN model –
FC4 based on the AlexNet and SqueezeNet backbone in
(Hu, Wang, and Lin 2017). In details, the FC4 adopts
low-level convolutional layers of off-the-shelf AlexNet and
SqueezeNet pre-trained on the ImageNet (Deng et al. 2009),
and replaces the remaining layers with two more convolu-
tional layers. Specifically, the AlexNet-FC4 model keeps all
the layers up to the conv5 layer and replaces the rest fully-
connected layers with conv6 having 6×6×64 convolutional
filters and conv7 (1×1×4), while the detailed network struc-
ture of the SqueezeNet-FC4 is shown in Figure 2. For both
networks, every convolution layers are followed by a ReLU
non-linearity, and a dropout with probability 0.5 is added be-
fore the last convolutional layer. It is noted that a confidence-
weighted pooling layer is followed by the last conv layer
in original FC4 to improve robustness against color consis-
tency across spatial regions via suppressing less confident
predictions, while our FC4 model employs a much simpler
summation on the output of last conv layer to obtain global
illumination y (i.e. a red bar in the top row of Figure 2) with-
out hindering the performance.

A Novel Multiply-Accumulate Loss

As mentioned earlier, illumination predictions in different
cascade stages are all approximation to ground truth illumi-
nation, which can be viewed as its different nodes. Different
from the DS-Net (Shi, Loy, and Tang 2016) to design a selec-
tion mechanism via training another branch to determine the



Table 1: Comparative evaluation on two popular benchmarks. All results reported in this table are in units of degrees.

Methods
NUS 8-Camera (Cheng, Prasad, and Brown 2014) Color Checker (Shi 2000)

Mean Median Tri-mean Best 25% Worst 25% Mean Median Tri-mean Best 25% Worst 25%

Static Methods

White-Patch (Brainard and Wandell 1986) 10.62 10.58 10.49 1.86 19.45 7.55 5.68 6.35 1.45 16.12
Gray-World (Buchsbaum 1980) 4.14 3.20 3.39 0.90 9.00 6.36 6.28 6.28 2.33 10.58
1st-order Gray-Edge (Van De Weijer, Gevers, and Gijsenij 2007) 3.20 2.22 2.43 0.72 7.69 5.33 4.52 4.73 1.86 10.03
2nd-order Gray-Edge (Van De Weijer, Gevers, and Gijsenij 2007) 3.20 2.26 2.44 0.75 7.27 5.13 4.44 4.62 2.11 9.26
Shades-ofq-Gray (Finlayson and Trezzi 2004) 3.40 2.57 2.73 0.77 7.41 4.93 4.01 4.23 1.14 10.20
General-Gray-World (Barnard, Cardei, and Funt 2002) 3.21 2.38 2.53 0.71 7.10 4.66 3.48 3.81 1.00 10.09
Bright Pixels (Joze et al. 2012) 3.17 2.41 2.55 0.69 7.02 3.98 2.61 - - -
Cheng et al.2104 (Cheng, Prasad, and Brown 2014) 2.92 2.04 2.24 0.62 6.61 3.52 2.14 2.47 0.50 8.74
LSRS (Gao et al. 2014) 3.45 2.51 2.70 0.98 7.32 3.31 2.80 2.87 1.14 6.39
Grey Pixel (edge) (Yang, Gao, and Li 2015) 3.15 2.20 - - - 4.60 3.10 - - -
GI (Qian et al. 2019) 2.91 1.97 2.13 0.56 6.67 3.07 1.87 2.16 0.43 7.62

Learning-based Methods

Edge-based Gamut (Barnard 2000) 8.43 7.05 7.37 2.41 16.08 6.25 5.04 5.43 1.90 13.58
Bayesian (Gehler et al. 2008) 3.67 2.73 2.91 0.82 8.21 4.82 3.46 3.88 1.26 10.49
MvCA (Chen et al. 2019) - - - - - 4.10 2.60 - - -
Intersection-based Gamut (Chakrabarti, Hirakawa, and Zickler 2011) 7.20 5.96 6.28 2.20 13.61 4.20 2.39 2.93 0.51 10.70
Pixels-based Gamut (Chakrabarti, Hirakawa, and Zickler 2011) 7.70 6.71 6.90 2.51 14.05 4.20 2.33 2.91 0.50 10.72
Natural Images Statistics (Gijsenij and Gevers 2010) 3.71 2.60 2.84 0.79 8.47 4.19 3.13 3.45 1.00 9.22
Spatio-spectral (GenPrior) (Chakrabarti, Hirakawa, and Zickler 2011) 2.96 2.33 2.47 0.80 6.18 3.59 2.96 3.10 0.95 7.61

Corrected-Moment1 (19 Color) (Finlayson 2013) 3.05 1.90 2.13 0.65 7.41 2.96 2.15 2.37 0.64 6.69

Corrected-Moment1 (19 Edge) (Finlayson 2013) 3.03 2.11 2.25 0.68 7.08 3.12 2.38 2.59 0.90 6.46
Exemplar-based (Joze and Drew 2013) - - - - - 3.10 2.30 - - -
Chakrabarti et al. 2015 (Chakrabarti 2015) - - - - - 2.56 1.67 1.89 0.52 6.07
Regression Tree (Cheng et al. 2015) 2.36 1.59 1.74 0.49 5.54 2.42 1.65 1.75 0.38 5.87
CNN (Bianco, Cusano, and Schettini 2017) - - - - - 2.36 1.98 - - -
CCC (dist+ext) (Barron 2015) 2.38 1.48 1.69 0.45 5.85 1.95 1.22 1.38 0.35 4.76
DS-Net (HypNet+SeNet) (Shi, Loy, and Tang 2016) 2.24 1.46 1.68 0.48 6.08 1.90 1.12 1.33 0.31 4.84
FFCC (Barron and Tsai 2017) 1.99 1.31 1.43 0.35 4.75 1.78 0.96 1.14 0.29 4.62

AlexNet-FC4 (Hu, Wang, and Lin 2017) 2.12 1.53 1.67 0.48 4.78 1.77 1.11 1.29 0.34 4.29

SqueezeNet-FC4 (Hu, Wang, and Lin 2017) 2.23 1.57 1.72 0.47 5.15 1.65 1.18 1.27 0.38 3.78

C4
AlexNet-FC4 (ours) 2.07 1.47 1.63 0.48 4.63 1.49 1.03 1.13 0.29 3.52

C4
SqueezeNet-FC4 (ours) 1.96 1.42 1.53 0.48 4.40 1.35 0.88 0.99 0.28 3.21

better hypothesis, the proposed cascaded network aims to
exploit latent dependency across illumination hypotheses to
explicitly enforce coarse-to-fine refinement approaching the
ground truth. To this end, we introduce a combined multiply-
accumulate loss on all hypotheses to capture their latent cor-
relation to refine illumination hypotheses,which is depicted
as the following equation:

L =
L∑

l=1

L(l)(

l∏
i=1

fi(Xi),y) (3)

where L(l) represents the loss at the l-th cascade stage.
Moreover, the proposed loss can alleviate cumulative errors
via supervision on intermediate illumination predictions. We
also consider its simple weighted extension as

L =
L∑

l=1

wlL(l)(
l∏

i=1

fi(Xi),y) (4)

where wl denotes weights for the loss on illumination pre-
diction in the l-th stage and ground truth y. We compare the
variants of weights in Equation (4) and results are shown
in Table 3. The proposed losses are embedded into the
deep cascaded network in an end-to-end learning manner as
shown in Figure 2.

For large appearance variation and ambiguous labels, a
selection or an ensemble of a number of illumination es-
timators are verified its superior robustness, but it remains
challenging to capture latent correlation across illumination
hypotheses. The combined loss proposed in this paper is ex-
tremely simple yet effective, as the principle of our design
can be explained by enforcing each cascaded stage to learn a
specific correction pattern to suppress ambiguous hypothe-
ses in previous stages.

Image Correction

With an estimated illumination ŷ = [ŷr, ŷg, ŷb] ∈ R
3 for

a biased image X with the trained C4 model, the canonical
colors of scene objects in the image can be recovered un-
der the simplified assumption that each RGB channel can
be modified separately (von Kries 1902). In other words, we
can obtain the corrected image X̄ ∈ R

H×W×3 under the
canonical illumination as

X̄j = Xj/yj ∈ R
H×W , j ∈ {R,G,B}. (5)

Implementation Details

In data augmentation, we randomly crop patches from orig-
inal images with a side length of [0.1, 1] times the shorter
side of the original image which are randomly rotated be-
tween −30◦ and 30◦. These patches are then resized into 512
× 512 pixels and finally randomly horizontal flipped with a
probability of 0.5. To increase the diversity of limited train-
ing data, the illumination labels in each image are scaled by
three different random values within the range between 0.6
and 1.4, and pixel-wise scene colors present in the original
image are also biased by the randomly generated ratios. We
further apply gamma correction to convert linear images into
nonlinear images and normalize the values of the images to
[0, 1]. During training, the ADAM algorithm (Kingma and
Ba 2014) is employed to train the model with a fixed batch
size (i.e. 16 in our experiments), and the learning rate is set
to 3 × 10−4 and 1 × 10−4 for our C4 model based on the
SqueezeNet and AlexNet backbone respectively. For com-
putational efficiency and robust performance, we first train
the one-stage C4 for 2k epochs, the learned network weights
are loaded to each cascade stage as initial weights in our
three-stage C4 model for further fine-tuning jointly.



Table 2: Camera-agnostic evaluation. All results are in units of degrees.
Training set NUS 8-Camera Color Checker
Testing set Color Checker NUS 8-Camera

Mean Median Tri-mean Best 25% Worst 25% Mean Median Tri-mean Best 25% Worst 25%

Static Methods

White-Path (Brainard and Wandell 1986) 7.55 5.68 6.35 1.45 16.12 9.91 7.44 8.78 1.44 21.27
Gray-World (Buchsbaum 1980) 6.36 6.28 6.28 2.33 10.58 4.59 3.46 3.81 1.16 9.85
1st-order Gray-Edge (Van De Weijer, Gevers, and Gijsenij 2007) 5.33 4.52 4.73 1.86 10.43 3.35 2.58 2.76 0.79 7.18
2nd-order Gray-Edge (Van De Weijer, Gevers, and Gijsenij 2007) 5.13 4.44 4.62 2.11 9.26 3.36 2.70 2.80 0.89 7.14
Shades-of-Gray (Finlayson and Trezzi 2004) 4.93 4.01 4.23 1.14 10.20 3.67 2.94 3.03 0.99 7.75
General-Gray-World (Barnard, Cardei, and Funt 2002) 4.66 3.48 3.81 1.00 10.09 3.20 2.56 2.68 0.85 6.68
Grey Pixel (edge) (Yang, Gao, and Li 2015) 4.60 3.10 - - - 3.15 2.20 - - -
Cheng et al. 2104 (Cheng, Prasad, and Brown 2014) 3.52 2.14 2.47 0.50 8.74 2.92 2.04 2.24 0.62 6.61
LSRS (Gao et al. 2014) 3.31 2.80 2.87 1.14 6.39 3.45 2.51 2.70 0.98 7.32
GI (Qian et al. 2019) 3.07 1.87 2.16 0.43 7.62 2.91 1.97 2.13 0.56 6.67

Learning-based Methods

Bayesian (Gehler et al. 2008) 4.75 3.11 3.50 1.04 11.28 3.65 3.08 3.16 1.03 7.33
Chakrabarti et al. 2015 (Chakrabarti 2015) 3.52 2.71 2.80 0.86 7.72 3.89 3.10 3.26 1.17 7.95
FFCC (Barron and Tsai 2017) 3.91 3.15 3.34 1.22 7.94 3.19 2.33 2.52 0.84 7.01

AlexNet-FC4 (Hu, Wang, and Lin 2017) 3.23 2.57 2.73 0.90 6.70 2.62 2.16 2.25 0.79 5.23

SqueezeNet-FC4 (Hu, Wang, and Lin 2017) 3.02 2.36 2.50 0.81 6.36 2.40 2.03 2.10 0.70 4.80

C4
AlexNet-FC4 (ours) 2.85 2.26 2.38 0.76 5.97 2.52 2.07 2.15 0.69 5.20

C4
SqueezeNet-FC4 (ours) 2.73 2.20 2.28 0.72 5.69 2.28 1.90 1.97 0.67 4.60

Experiments

Datasets and Settings

We conduct experimental evaluation on two public color
constancy benchmarks: the NUS 8-Camera dataset (Cheng,
Prasad, and Brown 2014) and the re-processed Color
Checker dataset (Shi 2000). The NUS 8-camera dataset is
composed of 1736 images from 8 commercial cameras,
while the Color Checker dataset contains 568 images includ-
ing indoor and outdoor scenes. All images in both bench-
marks are linear images in the RAW format of the acqui-
sition device, each with a Macbeth ColorChecker (MCC)
chart, which provides an estimation of illuminant colors.

To prevent the convolutional network from detecting and
utilizing MCCs as a visual cue, all images are masked with
provided locations of MCC during training and testing. Fol-
lowing (Chen et al. 2019; Qian et al. 2019; Barron 2015),
we adopt three-fold cross-validation on both datasets in all
experiments.

As suggested in (Hordley and Finlayson 2004) as well as
a number of recent works (Chen et al. 2019; Qian et al. 2019;
Barron 2015), we use the angular error ε between the RGB
triplet of estimated illuminant ŷ and the RGB triplet of the
measured ground truth illuminant y as the performance met-
ric denoted as :

ε(ŷ,y) = arccos

(
ŷ · y

‖ŷ‖‖y‖
)
; (6)

where · denotes the inner product between vectors, ‖ · ‖ is
the Euclidean norm. In our experiments, the mean, median,
tri-mean of all the angular errors, mean of the best 25% and
the worst 25% errors are reported.

Comparison to State-of-the-Art Methods

Table 1 compares the proposed C4 with the state-of-the-art
methods in terms of the Mean, Median, Tri-mean, the Best
25% and the Worst 25% of angular errors on two datasets.
The proposed method can beat most of color constancy al-
gorithms except the FFCC (Barron and Tsai 2017). On the

one hand, on the Color Checker dataset, our method sig-
nificantly outperforms the FFCC on all five metrics, espe-
cially there are 18.18% and 15.10% improvements in the
Mean and the Worst 25% metrics. On the other hand, on the
NUS 8-Camera benchmark, although FFCC outperforms on
some metrics, our C4

SqueezeNet-FC4 is better than FFCC on the

mean and worst 25% metrics. Performance gap on the NUS
8-Camera can be explained by the limited size of scenes
(i.e., each scene generates 8 images with different cam-
eras) leading to less positive effects of data augmentation
in our method. More importantly, the C4 can consistently
beat its direct competitors – its backbone AlexNet-FC4 and
SqueezeNet-FC4 in all five metrics on both datasets. In view
of the identical network structure for feature encoding, per-
formance gains can only be explained by the design of the
cascaded network structure. It is noted that the proposed C4

method consistently outperforms its backbone FC4 in the
more challenging scenes, as illustrated in Figure 3.

Evaluation on Camera-Agnostic Color Constancy

To verify the robustness of our model against appearance in-
consistency due to camera sensitivity, we take two disjoint
datasets, one for training and the other for testing. Specifi-
cally, we conduct an evaluation on the Color Checker dataset
with a model trained on the NUS 8-camera dataset and vice
versa, whose results are reported in Table 2. Compared to
the state-of-the-art statistical GI (Qian et al. 2019), the C4

achieves competitive performance and even performs best in
the Worst 25% metric consistently and significantly. More-
over, our C4 with different backbone CNNs achieve the best
performance again among learning-based illumination esti-
mation in all performance metrics on both datasets, which
verifies that our model can mitigate negative effects of imag-
ing patterns across cameras owing to its strong generaliza-
tion capability via progressive refinement and data argumen-
tation.

Discussion about Loss Combination

In our cascaded structure, the combination of loss functions
is something worth discussing. We further discuss the design



Figure 3: Visualization of harder samples from the Color
Checker dataset. In the 1st and 3rd rows, the lower left parts
of images are corrected by our detected hypotheses and the
other parts are images corrected by the FC4’s predictions.
The numbers in the white rectangles of pictures are angle
errors (in degrees) between illumination predictions and la-
bels. The 2nd and 4th rows show the trajectories of predic-
tions towards ground truth labels.

of our loss function with two strategies: a single multiplica-
tion loss and the weighted multiply-accumulate loss, with
the three-stage C4 model.

• Single multiplication Loss – It only penalizes the final
fine illumination prediction. (e.g. in Equation (4), when
L = 3, weights should be [w1, w2, w3] = [0, 0, 1])

• Weighted multiply-accumulate loss – It combines the
intermediate illumination prediction from each stage, and
penalizes these illumination hypotheses jointly. (e.g. in
Equation (4), when L = 3, weights satisfying w1 ×w2 ×
w3 �= 0)

Table 3 shows comparative results on combined strategies
of the loss function. The latter, the weighted multiply-
accumulate loss Equation(4) is superior to its specific case
– single multiplication loss, which supports our motivation
to design the multiply-accumulate loss to exploit multiple
illumination hypotheses. Moreover, among the settings of
weights, the equal weight can be slightly better than the re-
maining, although the improvement is very marginal.

Discussion of Cascade Size

Another key insight of our C4 is to incrementally improve il-
lumination predictions in a cascaded structure. Performance

Table 3: Statistics of angular errors (in degrees) obtained by
different loss combinations of the three-stage C4 model on
the Color Checker dataset.

w1 w2 w3 Mean Median Tri-mean
Best Worst
25% 25%

Backbone-SqueezeNet-FC4

0.00 0.00 1.00 1.48 0.97 1.10 0.32 3.50
0.20 0.30 0.50 1.37 0.92 1.03 0.29 3.26
0.33 0.33 0.34 1.35 0.88 0.99 0.28 3.21
0.50 0.30 0.20 1.38 0.90 1.00 0.32 3.23
0.70 0.20 0.10 1.37 0.89 1.00 0.31 3.25

Backbone-AlexNet-FC4

0.00 0.00 1.00 1.57 1.09 1.22 0.32 3.60
0.20 0.30 0.50 1.52 1.07 1.17 0.32 3.48
0.33 0.33 0.34 1.49 1.03 1.13 0.29 3.52
0.50 0.30 0.20 1.50 1.01 1.14 0.33 3.50
0.70 0.20 0.10 1.50 1.02 1.14 0.32 3.50

Table 4: Comparison of network parameters on the Color
Checker dataset. The model labeled “1/3p” indicates the
backbone network parameters are reduced by one third. “3-
stage” means three-stages model. C4

B and C4
E mean our pro-

posed network with the model in B) and E) as the backbone
respectively. All results in this table are in units of degrees.

Method Mean Median Tri-mean
Best Worst
25% 25%

A) AlexNet-FC4 1.77 1.11 1.29 0.34 4.29
B) AlexNet-FC4,1/3p 2.17 1.58 1.71 0.53 4.87

C) C4
B,3 stage 1.65 1.11 1.22 0.34 3.88

D) SqueezeNet-FC4 1.65 1.18 1.27 0.38 3.78
E) SqueezeNet-FC4,1/3p 1.94 1.40 1.52 0.49 4.31

F) C4
E,3-stage 1.47 0.97 1.09 0.31 3.49

of such a cascaded structure depends on the size of cascade
stages. We demonstrate the validity of our cascaded structure
by comparing the performance at varying cascade levels. As
shown in Figure 5, angular errors in all metrics of two C4

variants decrease with cascade level increasing. In particu-
lar, the performance increases by a big margin from one-
stage C4 to two-stage variant, while a moderate improve-
ment from two-stage to three-stage, or even to four-stage.
However, as the number of cascades continues to increase,
the performance does not improve. We suppose that a deeper
network makes it harder to fit dramatically increasing size of
network parameters. Such a phenomenon encourages a rela-
tively large size of cascade stages for color constancy.

To further illustrate the effectiveness of the introduced
cascade structure, we visualize some examples with inter-
mediate illumination predictions from each stage of the pro-
posed C4 cascade on the Color Checker dataset in Figure
4. Most corrected images in (c) and (d) are visually closer
to ground truth (GT) than those in (b), and we quantita-
tively measure predictions in the 1st, 2nd and 3rd stages of
three-level C4 model with ground truth of testing samples,
P (1, 2) = 69.72% and P (2, 3) = 60.21%, where P (l, l+1)
denotes the ratios of more accurate predictions of the (l+1)-
th stage in comparison with those of the l-th stage during
testing. It further verifies the rationale of the coarse-to-fine
cascade structure.



Figure 4: Visualization of a number of examples from the Color Checker dataset. (a) In the CIE 1931 color space chromaticity
diagram, where the red, green and blue plus sign ’+’ represent the 1st stage, the 2nd stage and the 3rd stage illumination
predictions of our C4 given input images in (b), the black triangle is the corresponding illumination labels. (c) (d) and (e) are
corrected images by intermediate and final illumination hypotheses spotted by the C4. The angle errors (in degrees) between
illumination predictions and labels are highlighted in the white rectangles in the top-right of images.

Figure 5: Evaluation on effect of cascade size on the Color
Checker dataset. The x axis: the length of the cascade, while
the y axis: the angular error (in degrees).

Evaluation with Comparable Network Parameters

As aforementioned, the performance of such a cascade struc-
ture can be improved with the increase of the size of the
cascade stages L (when L <= 4). However, the number
of network parameters is proportional to the size of L. To

explore the real source of this improvement, we compress
the number of network parameters of our backbone (i.e.
AlexNet-FC4 and SqueezeNet-FC4) by decreasing the num-
ber of convolution kernels in every convolutional layer. As
shown in Table 4, the numbers of network parameters in
method B) and E) are one-third of original backbone method
A) and D) after compressing. When using compressed back-
bone networks, we get new cascade models (i.e. three-stage
C4 methods C) and F)), whose sizes of network parameters
are comparable to original FC4 models in A) and D). Table 4
reveals that superior performance of our C4 can be credited
to the cascade network structure.

Conclusion

This paper designs a cascade of convolutional neural net-
works for color constancy, which consistently achieves the
best performance for more challenging samples (on the
Worst 25% metric) and more robust performance under the
camera-agnostic setting. Experiment results favor for a rela-
tively larger cascade size and verify the boosting benefits of



combining multiple illumination hypotheses and the coarse-
to-fine refinement.
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Abstract. Temporal Color Constancy (CC) is a recently proposed ap-
proach that challenges the conventional single-frame color constancy. The
conventional approach is to use a single frame - shot frame - to estimate
the scene illumination color. In temporal CC, multiple frames from the
view finder sequence are used to estimate the color. However, there are
no realistic large scale temporal color constancy datasets for method
evaluation. In this work, a new temporal CC benchmark is introduced.
The benchmark comprises of (1) 600 real-world sequences recorded with
a high-resolution mobile phone camera, (2) a fixed train-test split which
ensures consistent evaluation, and (3) a baseline method which achieves
high accuracy in the new benchmark and the dataset used in previous
works. Results for more than 20 well-known color constancy methods
including the recent state-of-the-arts are reported in our experiments.

1 Introduction

The human visual system perceives colors of objects independently of the in-
cident illumination. This ability to perceive the colors in varying conditions as
the scene is viewed under a white light is known as color constancy (CC) [1].
To achieve this property, computational color constancy algorithms are used in
Image Signal Processor (ISP) pipelines of digital cameras to provide an estimate
of the color of the illumination of the captured scene.

The existing color constancy algorithms can be mainly classified into two
categories: 1) static methods and 2) learning-based methods. Gijsenij et al. [2]
defined a third class, gamut-based methods, in their survey. Since the gamut
methods often require training examples to define a target gamut [3] we include
them to the learning-based category. Static methods do not rely on training
data, but are based on assumed statistical or physical properties of the image
formation. For instance, Gray-world [4] relates the averaged pixel values to the
global illumination and Gray pixel [5] and its extension [6] identify achromatic
pixels using the properties of the lambertian model or dichromatic reflection
model to reveal illumination, respectively. Learning-based methods learn to map
input image features to the illumination estimate. Learning-based methods can
operate in the chroma space (Corrected moments [1] and Convolutional CC [7])
or in the spatial space full of rich semantic information (FC4 [8]). Static methods
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2 Qian et al.

are easier to implement on commodity ISP hardware, but the recent advantages
in the mobile CPUs and GPUs have made it intriguing to investigate whether
the better performing learning-based methods can replace static methods.

The above computational color constancy methods estimate the illumination
color from a single frame - referred to as the ”shot frame” in our work. However,
recently Qian et al. [9] proposed an approach where multiple frames preceding
the shot frame are also used in the estimation - an approach that can be termed
as temporal color constancy or multi-frame color constancy. They proposed a
recurrent network architecture based on AlexNet semantic features and recursive
network module for sequential processing. The temporal color constancy is a
realistic model of the process in a camera, where focus, gain, expose time and
white balance is constantly adjusted given a video stream that is displayed to
the user, until the ”shoot” button is pressed. The experiments were conducted
on the SFU Gray Ball dataset [10] that is captured with a video camera where
a calibration target is visible in every frame. Qian et al. demonstrated superior
accuracy for the temporal multi-frame setting vs. the conventional single-frame
setting, but it is unclear to which extend the SFU Gray Ball video clips are
related to real use cases of customer photography. SFU Gray Ball consists of 15
sequences, the sequences are captured over long time duration and physically
distant locations, and the frame resolution is low (240 × 320). Moreover, the
ground truth visible in every frame can convey unintentional cues to deep net
methods even if masked.

Our work makes the following contributions:
– We release a temporal color constancy (TCC) benchmark. The dataset

consists of 600 sequences of varying length (from 3 to 17 frames). The dataset
covers indoor and outdoor scenes with varying weather and daylight condi-
tions, and is till now the largest realistic temporal dataset.

– We make a benchmark analysis with over 20 statistical and learning-based
single and the existing temporal methods, using a fixed train-test setting.

– We propose a strong temporal color constancy baseline, termed as TCC-
Net, that achieves state-of-the-art results on the new dataset and the pre-
viously used SFU Gray Ball, with fast inference speed and light memory
footprint.

TCC-benchmark and TCC-Net will be made publicly available as an open-source
project, to facilitate fair comparison and development of novel temporal color
constancy ideas. We also provide wrapper functionality for experimenting with
other datasets such as the NUS dataset [11] and include implementations of the
recent methods such as FC4 [8] and C4 [9].

2 Related work

Computational color constancy (CC) refers to the algorithms that estimate the
illuminant color from an image. Gijsenij et al. [2] provide a comprehensive survey
of the contemporary methods and divide them under three categories: i) static,
ii) gamut-based and iii) learning-based methods. The static methods do not
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require training data. Well-known static methods and commonly used baselines
are Gray-world [4] and General Gray-world (inc. multiple variants) [12]. More
recent static methods are Gray Pixel [5] and ”Grayness Index” [6]. The static
methods are inferior in the single dataset setting where training and test images
are drawn from the same dataset, but outperform learning-based methods in the
cross-dataset evaluations [6]. In Gijsenij’s taxonomy the gamut-based methods
operate in the color spaces and thus omit the spatial domain information. A
strong baseline is Gamut Mapping [3]. In our work, we assign the gamut-based
methods to the learning-based methods if they use training data such as [3].
More recent methods operating in the colour spaces are Corrected moments [1],
Convolutional CC [7] and its Fast Fourier implementation (FFCC) [13]. The
most recent learning-based methods are based on deep architectures that use
pre-trained backbone networks to extract rich semantic features: FC4 [8] and
C4 [14]. We include the mentioned methods to our experiments since they report
state-of-the-art results for various single-frame datasets.

Temporal color constancy has received less attention than the single frame CC.
Attention has been paid on several special cases. For example, Yang et al. [15]
extract illuminant color from two distinct frames of a scene that contains specular
surfaces (highlights). Prinet et al. [16] propose a probabilistic and more robust
version of the Yang et al. method. Wang et al. [17] compute color constancy for
video frames. In their approach existing CC methods can be used and illuminant
is estimated from multiple frames of a same scene where scene boundaries are
automatically detected. Yoo et al. [18] propose a color constancy algorithm for
AC bulb illuminated (indoor) scenes using a high-speed camera and Qian et al.
[19] for a pair of images with and without flash. However, the seminal work of
temporal color constancy is Qian et al. [9] who seeded the term and proposed a
temporal CC algorithm using semantic AlexNet features and a Long Short Term
Memory (LSTM) recurrent neural network to process sequential input frames.
Qian et al. method and the dataset used in their experiments are included to
our experiments.

Public datasets are available for the evaluation of single-frame color constancy
methods, for example, Gehler-Shi Color Checker [20,21], SFU Gray Ball [10]
and NUS [11].4 SFU Gray Ball is collected with a video camera and is there-
fore suitable for multi-frame color constancy experiments [9]. However, the SFU
Gray Ball has very low resolution (240 × 320), contains only 15 sequences, and
its capture procedure does not correspond to the consumer still photography.
Yoo et al. [18] have published the dataset of 80 sequences used in their exper-
iments, but their sequences were specifically designed for AC bulb illumination
experiments and high-speed capturing. Prinet et al. [16] released a small dataset
of 11 sequences used in their video color constancy experiments. In summary, the
existing multi-frame color constancy datasets are small and ill-suited for generic
consumer still photography color constancy studies. Therefore we introduce a

4 See http://colorconstancy.com for download links of datasets and methods.
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new dataset of 600 sequences captured with a rooted mobile phone that makes
the multi-frame capture invisible to the mobile phone user and therefore better
resembles consumer still photography.

3 Dataset

The multi-frame temporal color constancy (TCC) dataset was collected by uni-
versity students who captured the shots during their free time. They were not
given instructions but asked to take photographs whenever they wish. Students
were given a Huawei Mate 20 Pro mobile phone which is one of the high-end
models and was rooted and re-programmed to automatically start storing raw
sensor images when the camera application was launched. The sensor images
were linked to the shot frames using the date and time tags of the files.

3.1 Image Capture

The rooted phone saves the frames as unprocessed 16-bit 3648×2736 Bayer pat-
tern images. High-resolution frame transfer from the ISP memory to the mobile
phone storage memory requires special functionality that limits the practical
capture frame rate to 1-3 frames per second (FPS).

To resolve the illuminant color ground truth the shot frame scenes need to
be captured with a color calibration target installed into the scene. For example,
in the Gehler-Shi dataset there is a Macbeth color checker calibration target
visible in the images. In the SFU Gray Ball dataset a gray ball calibration
target is attached to the video camera and is therefore visible in all captured
frames. In our dataset we wanted to avoid using visible targets since they may
unintentionally convey information to the learning-based methods even if they
are masked in the training and test sets.

Similar to SFU Gray Ball we used a gray surface calibration target, Spyder-
Cube (Figure 1), which is put into the shot scene instantly after the shot.5 The
students were instructed to take one shot of the calibration target in the loca-
tion which was the main target or location in their photograph. The captured
sequences contain 3-17 frames depending on the viewfinder duration (Figure 1).
The SpyderCube object contains two neutral 18% gray surfaces, from which
the one that better reflects the casting illumination was annotated and used to
compute the ground truth illumination color. The ground truth was verified by
manually checking all sequences using the ground truth correction. In total, 600
sequences were recorded and verified during different times of day, in various
indoor and outdoor locations and in various weathers during the time period of
October 2019 to January 2020.

In the dataset project page we provide linear demosaiced images in the PNG
format with the pixel values normalized to [0, 1], with a black level of zero and

5 The target is always at the image center so that color shading has minimal effect on
the ground truth.
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Fig. 1: Examples of 5 frame sequences in the collected TCC dataset. From each
sequence there are (left-to-right): 4 viewfinder frames, the shot frame, the cali-
bration target frame and the color corrected shot frame. Note that sensor specific
color correction is not applied, only color constancy. Gamma correction (2.2) is
applied for better visualization.

with no saturated pixels. The format correspond to that of Gehler-Shi dataset
which is a popular evaluation set in color constancy literature. The black level of
the specific camera sensor and device is 256 and the saturation level is at 4095.
The final RGB images are of the resolution 1824×1368.

3.2 Dataset Statistics and Performance Metrics

We profile the distributions of ground truth chromaticity values of several main-
stream color constancy benchmarks (Gehler-Shi, NUS 8-camera, Cube+ and
SFU Gray Ball datasets) in the top-left inset of Figure 2, while we show that of
the new Temporal Color Constancy dataset (TCC benchmark) in the top-right
position. Our chromacity distributions are similar to the popular Gehler-Shi,
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Fig. 2: Top-left: White point distributions of several popular benchmarks. Top-
right: White point distribution of our new dataset. Bottom-left: Histogram of se-
quence lengths of TCC. Bottom-right: Correlation between sequence chromatic-
ity (white points) and the sequence length.

NUS and Cube+ datasets.6 The small spatial shifts between the datasets are
mainly due to different cameras used in the datasets.

In the bottom left of Figure 2 we draw the histogram of sequence lengths
in the TCC benchmark. The mean length is 7.3, median 7.0 and mode is 8.5.
The bottom-right inset of Figure 2 shows the correlation coefficient between the
sequence lengths and the ground truth vectors, which indicates that there is no
clear correlation between the sequence length and the global illumination.

The main performance measure in our work is the angular error which is used
in the prior works [13,9]. The angular error ε is computed from the estimated
tri-stimulus (RGB) illumination vector ĉ and the ground truth vector cgt as

εĉ,cgt = arccos

(
ĉ · cgt

‖ ĉ ‖‖ cgt ‖
)

, (1)

where · denotes the inner product between the two vectors and ‖‖ is the Eu-
clidean norm. As overall performance measures we report mean, median and
trimean. Tukey’s trimean is a measure of a probability distribution’s location
defined as a weighted average of the distribution’s median and its two quartiles.

6 Note that SFU Gray Ball distribution is larger than others since the data was cap-
tured with a high-end Sony VX-2000 video camera that has separate sensors for each
color channel and therefore less spectral cross-talk and better channel separation.



A Benchmark for Temporal Color Constancy 7

Fig. 3: The architecture of TCC-
Net. “LayerName-x-y” denotes a 2D
layer of y filters of the size x × x
where the layer is either a stan-
dard convolution layer, a backbone
network (e.g. SqueezeNet) or a 2D
LSTM. “len” denotes the length of
the input sequence where the shot
frame is Ilen. From the shot frame, a
pseudo sequence of the same length
is generated using the procedure
in [9]. y is the illumination color vec-
tor after the last sigmoid layer.

Input: I1, , , Ilen Input: Î1, , , Îlen

Backbone-3-512 Backbone-3-512
2DLSTM-512-128 2DLSTM-512-128

concatenation
MaxPool2d
Conv-256-64
Sigmoid
Conv-64-3
Sigmoid

Output: y

In addition, we report the top quartile (25%), the worst quartile (worst 25%)
and the worst 5% numbers.

4 Methods

4.1 Extensions of Single-frame Methods

The conventional single-frame methods are designed to estimate the illuminant
color from a single image - the shot frame. However, it is straightforward to ex-
tend the single-frame methods to the multi-frame setting. A single-frame method
is executed on every frame and the per frame estimates are combined using a
suitable statistical tool such as the moving average. In the following we introduce
temporal extensions of the SoTA statistical and learning-based methods.

Temporal Grayness Index (T.GI): Qian et al. [6] proposed a substantial exten-
sion of the Gray Pixel method of Yang et al. [5]. They introduced Grayness
Index (GI) that provides a spatial grayness map of the input image and the
pixels of the highest gray index are selected for the illumination estimation. In
the temporal extension of GI, T.GI, all frames over the time are combined to
form a multi-frame GI map from which the best pixels are selected.

Temporal Fast Fourier Color Constancy (T.FFCC): We use the official temporal
smoothing implementation released by the author of FFCC [13]. It is based on
a simplified Kalman filter with a simplified transition model, no control model
and varying observation noise. The current estimate (modeled as an isotropic
Gaussian) is smoothed by multiplying with last observed estimate. For more
details, we refer to the temporal smoothing section in [13].

4.2 Temporal Color Constancy Network

In the following, we propose a strong baseline for temporal color constancy. The
baseline is a deep network architecture (TCC-Net) inspired by the RCC-Net
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Fig. 4: An overview of the TCC-Net processing pipeline: (a) input frame se-
quence; (b) a pseudo zoom-out sequence generated from the last (shot) frame;
(c) from the both sequences the backbone network extracts 512-channel semantic
features that are recursively processed by the 2D LSTMs that output 128-channel
features; (d) LSTM outputs are concatenated channel-wise and processed by a
1 × 1 convolution filter that produces a spatial illumination map. The global
illumination vector y is calculated by average pooling.

in [9], but with the following significant improvements: 1) a more powerful back-
bone network for the semantic feature extraction, 2) 2D LSTM that provides
more effective spatial recurrent information and 3) support for variable length
sequences. The overall architecture is described in Fig. 3. TCC-Net adopts the
two CNN+LSTM branch structure from RCC-Net. The first branch, the tempo-
ral branch, processes the image sequence, and the second branch, the shot frame
branch, processes a pseudo zoom-out sequence in the shot frame. In TCC-Net
the both branches are based on a novel 2D LSTM that produces spatio-temporal
information which are merged into a single RGB vector at the end of the pro-
cessing pipeline.

The backbone feature extraction network of RCC-Net (VGG-Net or AlexNet)
is replaced with SqueezeNet [22] in TCC-Net. In a recent architecture for com-
putational color constancy, FC4 [8], the SqueezeNet [22] was found superior and
this was verified by our experiments (see Section 5.3). Following [8], we keep all
layers up to the last convolution layer of SqueezeNet which outputs a 512-channel
2D feature map.

The second improvement is to adopt a 2D LSTM to temporally process se-
quences and learn a 2D spatial-temporal illumination feature map. We refer to
the ordinary LSTM used by RCC-Net as “1DLSTM” due to the fact that its
memory cells and the hidden states are encoded as 1D vectors. Although several
1DLSTMs can be stacked to learn more complex sequence-to-sequence mapping,
the nature of 1DLSTM hinders its representative power for spatial information.
2DLSTM, introduced in [23], extends 1DLSTM to 2D space by using convolu-
tional structures in both input-to-state and state-to-state transitions. Combin-
ing these changes, we have an end-to-end deep network which predict spatial
illumination. To get the global estimate vector, averaging (or more advanced
manipulation, e.g. confidence weighted averaging in [8]) is applied.

TCC-Net provides native support to varying-length input. This is imple-
mented by the dynamic computational graph feature supported in PyTorch. In
contrast, RCC-Net supports only a pre-defined and fixed length sequences (3 or
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5 frames in the original paper). With Nvidia GTX 1080ti the processing speed
of TCC-Net is 6 ms per frame (only the network operations).

For better understanding of the network parameters we present the key equa-
tions implemented in the TCC-Net architecture. For simplicity, the equations are
given only for one branch, but the both branches share the similar stages. Given
an input sequence {I1, . . . , Ilen} and the SqueezeNet backbone Fs TCC-Net pro-
ceeds as

Initialize the hidden state H0 and the memory cell C0 of 2D-LSTM

for t in range(1,len) :

Xt = Fs(It)

it = σ(Wxi ∗ Xt +Whi ∗ Ht−1 +Wci ◦ Ct−1 + bi)

ft = σ(Wxf ∗ Xt +Whf ∗ Ht−1 +Wcf ◦ Ct−1 + bf )

Ct = ft ◦ Ct−1 + it ◦ tanh(Wxc ∗ Xt +Whc ∗ Ht−1 + bc)

ot = σ(Wxo ∗ Xt +Who ∗ Ht−1 +Wco ◦ Ct + bo)

Ht = ot ◦ tanh(Ct)
L = Fr(Ht)

(2)

where it, ft, ot are 3D tensors and refer to the input, forget, and output gates
of 2D-LSTM. “∗” denotes convolution and “◦” Hadamard product. 2D-LSTM
has two parameters: the convolution kernel size K (a larger value corresponds to
faster illumination variations) and the output channel size H of the convolution
filter (corresponds to hidden channels of 1D-LSTM). Ablation study of the both
parameters is provided in Section 5. Figure 4 visualizes the workings of the
TCC-Net pipeline.

Training: In all experiments we use the following settings. The optimizer is
RMSprop [24] with the learning rate 3e−5 and the batch size 1. The network
was trained for 2,000 epochs. For data augmentation, images were randomly
rotated from −30◦ to +30◦ and randomly cropped to the size [0.8, 1.0] of the
shorter size. Each patch was horizontally flipped with the probability 0.5. The
SqueezeNet backbone was initialized with the weights pretrained on ImageNet.

5 Experiments

We run a large number of well-known methods on the new TCC Benchmark and
report their accuracy in Section 5.1. In Section 5.2 we verify good performance
of the new baseline method (TCC-Net) with the previously used SFU Gray Ball
dataset. In Section 5.3 we provide ablation study of the main components and
parameters of TCC-Net.

5.1 Method Comparison on TCC-benchmark

The results for various single-frame static and learning-based methods (see the
related work section), their temporal extensions (Section 4.1), the current tem-
poral state-of-the-art (RCC-Net) [9] and our temporal baseline (Section 4.2) are
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Method Mean Med. Tri. B25% W25% W5%

Single-frame Static
White-Patch [25] 11.20 10.42 10.87 1.87 21.48 26.20
Gray-World [4] 6.45 4.74 5.19 1.19 14.74 22.78
Shades-of-Grey (p=4) [26] 5.50 3.20 3.70 0.85 13.92 21.86
General Grey-World (p=1 ,σ=9) [12] 6.44 4.76 5.24 1.18 14.75 22.83
1st-order Grey-Edge (p=1, σ=9) [12] 5.46 4.09 4.25 1.01 12.84 21.06
2nd-order Grey-Edge (p=1, σ=9) [12] 5.10 3.62 3.85 1.00 12.00 20.48
PCA (Dark+Bright) [11] 5.45 3.00 3.68 0.96 13.78 22.93
Grayness Index (GI) [6] 4.99 2.68 3.10 0.71 13.22 24.12

Temporal extensions
T.GI 4.73 2.96 3.39 0.82 11.38 17.42

Single-frame Learning-based
Pixel-based Gamut (σ=4) [3] 6.90 5.53 6.20 1.18 14.72 19.19
Edge-based Gamut (σ=3) [3] 8.69 7.58 8.12 2.00 17.16 20.54
Intersection-based Gamut (σ=4) [3] 8.46 7.94 7.85 2.03 16.60 20.80
Natural Images Statistics [27] 5.63 6.89 5.88 1.41 14.61 22.20
LSRS [28] 6.61 4.92 5.52 1.67 13.90 21.37
Exemplar-based Colour Constancy [29] 5.24 3.88 4.21 1.38 11.58 19.82
Chakrabarti et al. 2015 [30] Empirical 4.26 2.60 2.82 0.51 11.07 16.43
Regression (SVR) [31] 4.00 3.09 3.45 1.36 7.81 11.07
Bayesian [20] 4.25 2.86 3.16 0.93 9.97 16.27
Random Forest [32] 3.76 2.66 2.94 0.74 8.54 13.14
AlexNet-FC4 [8] 3.10 2.12 2.35 0.85 6.78 8.21
SqueezeNet-FC4 [8] 2.84 2.10 2.23 0.74 6.39 7.83
C4 (3 stage) [14] 2.37 1.60 1.76 0.57 5.58 6.85
FFCC(model Q) [13] 2.33 1.37 1.60 0.49 5.84 10.97

Temporal extensions
T.FFCC 3.35 1.70 1.99 0.51 9.06 17.41

Temporal
RCC-Net [9] 2.74 2.23 2.39 0.75 5.51 8.21
Our (TCC-Net) 1.99 1.21 1.46 0.30 4.84 6.34

Table 1: Method comparison with the TCC-benchmark. Performance metrics
are based on the angular error (Section 3.2). The best results are bolded and the
second best underlined.

shown in Table 1. The results demonstrate that the recent deep learning based
methods (FC4 and C4) and the convolutional CC (FFCC) are clearly superior to
the conventional static and learning-based methods. These methods improve the
performance over the whole error distribution, i.e. both the easy and difficult test
samples. On our dataset the previous temporal state-of-the-art, RCC-Net [9], is
slightly inferior to the best single-frame methods C4 and FFCC.

The temporal extension of GI [6], T.GI, improves its results. On the contrary,
T.FFCC, referred to as “temporal smoothing” in [13], is inferior to its single-
frame version. The Kalman filter extension of FFCC provides smoother change
of the illuminant estimates over the frames, but the accuracy is worse than the
non-smoothed estimates. We also test Prinet et al. [16] and it achieves 7.51 mean
error due to its assumption that the illumination remains constant over time.

The proposed TCC-Net (Model G in Table 3) obtains the best performance
on all error measures and improves performance on the both easy and difficult
cases. As compared to the previous state-of-the-art, RCC-Net, the performance
improvement is over 35% in the mean error and and 43% in the median er-
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Fig. 5: Color corrected TCC examples and their angular errors (left-to-right):
1) four view finder frames; 2) the shot frame; 3) FC4 [8]; 4) RCC-Net [9]; 5)
FFCC [13]; 6) the proposed TCC-Net; 7) ground truth correction.

ror. Considering the fact that end-users are more sensitive to large estimation
errors [11] and ≤ 3.0◦ is generally considered as the sufficient accuracy, then
W25% error of the TCC-Net (4.84) is closest to the practical use among all
tested methods.

In Figure 5 are examples of color-corrected images with various methods.
The first two examples demonstrate easy cases from outdoors where all methods
perform comparably well. The third and fourth examples represent typical view
finder sequences toward a target which itself does not provide visually-rich clue
for inferring the illumination color. In these sequences the two temporal methods,
RCC-Net and TCC-Net, provide the best results since they effectively exploit
cues from the view finder frames. The last example is a difficult case where the
shot frame is a closeup of a tinted fabric material which can be of any plausible
color. For the fifth sequence only the proposed TCC-Net provides an accurate
estimate.

5.2 Method Comparison on SFU Gray Ball

To validate the findings in the previous experiment with the new TCC-benchmark,
we replicated the experiments in Qian et al. [9], using their metrics (the mean,
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Method Mean Med. W5% Max

Single-frame Static
Gray-World [4] 7.9 7.0 – 48.1
General Grey-World (p=1 (0),σ=9) [12] 6.1 5.3 – 41.2
1st-order Grey-Edge (p=1, σ=9) [12] 5.9 4.7 – 41.2
Gray Pixel [5] 6.2 4.6 20.8 33.3
Shades-of-Gray [26] 6.1 5.2 – 41.2

Single-frame Learning-based
Pixel-based Gamut (σ=5) [3] 7.1 5.8 – 41.9
Edge-based Gamut (σ=3) [3] 6.8 5.8 – 40.3
Intersection-based Gamut (σ=9) [3] 6.9 5.8 – 41.9
Inverse-Intensity Chromaticity Space [33] 6.6 5.6 – 76.2
Random Forest [32] 6.1 4.8 13.1 30.6
LSRS [28] 6.0 5.1 – –
Natural Images Statistics [27] 5.2 3.9 – 44.5
Exemplar-based Colour Constancy [29] 4.4 3.4 – 45.6
ColorCat [34] 4.2 3.2 – 43.7

Temporal
Prinet et al. [16] 5.4 4.6 – –
Wang et al. [17] 5.4 4.1 – 26.8
RCC-Net [9] 4.0 2.9 12.2 25.2
Our (TCC-Net) 2.8 2.3 7.1 13.9

Table 2: Method comparison with the SFU Gray Ball dataset (non-linear). The
numbers for other methods are copied from the original papers and [9].

median, worst 5% and maximum errors) and the SFU Gray Ball dataset. The
results are collected to Table 2 (cf. Table 1 in [9]).

On the temporal version of the SFU Gray Ball dataset, the proposed TCC-
Net again outperforms the RCC-Net [9], with a clear margin. The difference
of these two methods is particularly evident on the hardest cases as TCC-Net
obtains more than 40% lower error on the both worst 5% and the maximum
error metrics.

5.3 TCC-Net Ablation Study

Results with different components and parameter settings of TCC-Net are given
in Table 3 and briefly discussed below.

Does LSTM help? The 1-branch TCC-Net (Model B in Table 3) without the
LSTM module becomes equivalent to SqueezeNet-FC4 in Table 1. However, with
the LSTM module, for example the mean error is 11% lower than SqueezeNet-
FC4 which can be explained only by the temporal information carried in the
LSTM memory cell. Additionally, Figure 6 shows the t-SNE visualization [35]
of how LSTM representation is more discriminative than that of SqueezeNet
backbone in our TCC-Net. t-SNE is used to visualize high-dimensional feature
data. For each of the four selected samples shown in the right-hand-side of Fig-
ure 6, SqueezeNet backbone and 2D-LSTM output deep representations. The
representations are of the dimensions of (h,w,512) and (h,w,128), respectively,
where where h is the height, w width and 512 (or 128) the number of the feature
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TCC Configuration Mean Med. Tri. B25% W25% W5% Mem. (MB)
A 2branch,AlexNet,1D-LSTM 2.74 2.23 2.39 0.75 5.51 8.21 20.4
B 1branch,SqueezeNet,1D-LSTM 2.52 1.77 2.04 0.52 5.65 6.58 3.3
C 2branch,SqueezeNet,1D-LSTM 2.20 1.55 1.65 0.43 5.05 6.18 6.6
D 2branch,SqueezeNet,2D-LSTM,len1 3.27 3.46 3.32 2.07 4.44 4.80 68.8
E 2branch,SqueezeNet,2D-LSTM,len5 2.50 1.78 1.99 0.53 5.65 6.94 68.8
F 2branch,SqueezeNet,2D-LSTM(H=64) 2.17 1.59 1.68 0.40 5.00 6.72 33.3
G 2branch,SqueezeNet,2D-LSTM,(H=128) 1.99 1.21 1.46 0.30 4.84 6.34 68.8
H 2branch,SqueezeNet,2D-LSTM,(H=512) 2.06 1.09 1.40 0.30 5.19 7.65 476.1
I 2branch,SqueezeNet,2D-LSTM(K=1) 2.01 1.42 1.58 0.34 4.65 5.48 11.0
J 2branch,SqueezeNet,2D-LSTM(K=7) 2.08 1.43 1.60 0.35 4.83 5.83 131.0

Table 3: Ablation study of TCC-Net with various different configurations. The
default values for the number of LSTM channels is H=128 and for the convolu-
tional kernel size K=5.

Fig. 6: t-SNE visualizations of SqueezeNet and 2D-LSTM feature maps in the
TCC-Net architecture. Colors represents different illuminations in the shot
frames of the sequences #10, #12, #14 and #15 (on the right). Dots repre-
sent feature vectors (512 for SqueezeNet and 128 for 2D-LSTM) at different
spatial locations of the shot frames.

channels. Contrast to the SqueezeNet backbone, LSTM exploits spatio-temporal
information over multiple frames and provides features which better represent
the different illuminations.

Backbone network: The Model A in Table 3 is the baseline as this configuration
corresponds to RCC-Net in [9]. The effect of using SqueezeNet instead of AlexNet
backbone is evident between the models A and C. The results with SqueezeNet
are superior to the results with AlexNet and the memory footprint of SqueezeNet
is substantially smaller making it more practical for mobile devices. Intriguingly,
a single-branch TCC-Net without the pseudo sequence branch (Model B) also
performs better than the RCC-Net baseline (Model A) and thus verifies superior
performance of SqueezeNet for color constancy. By comparing Model B and
Model C it is clear that the two branch design provides better performance than
a single branch by a clear margin (the mean error is reduced by 12.7%).

1D vs. 2D LSTM: Model G is the main model reported in Table 1. The same
configuration but with 1D LSTMs is Model C. By comparing the performances
of C and G it is obvious that 2D LSTMs provide better performance and achieve
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state-of-the-art in the TCC and SFU Gray Ball benchmarks. TCC-Net baseline
(Model G) is a fully 2D convolutional architecture that is the best found archi-
tecture for illuminant estimation in temporal color constancy.

Dimensionality of LSTM hidden channels: Three different sizes of the LSTM
hidden channels, H = {64, 128, 512}, where tested (Models F, G and H, respec-
tively). For H=64 (Model F) the LSTM underfits and for H=512 the network
starts to overfit thus making H=128 a good trade-off between training error and
model generalization.

Kernel Size of 2D LSTM: The kernel size defines the amount of spatial correla-
tions retained by the 2D LSTM. Kernel size K=1 means that the neighbor pixels
do not affect to the LSTM inference. Different kernel sizes were tested (Models
G, I an J) and the best results were achieved with K=5.

Varying-length Input: One significant difference to the previous state-of-the-art
(RCC-Net) [9] is that TCC-Net allows an arbitrary number of input frames
before the shot frame. We experimented on two fixed lengths, 1 (only the shot
frame) and 5, and the arbitrary length (Models D, E and G, respectively). The
single-frame results are the worst, five frames is the second best, and arbitrary
length achieves the best performance and is the most convenient for the end-user
cases where the length of a view finder sequence is unknown.

Memory Footprint : From the perspective of deploying the deep net into a
GPU/NPU-supported consumer mobile platform, we profiled the memory foot-
prints of all TCC-Net variants in Table 3. The model C, combining SqueezeNet
and 1D-LSTM, obtains a good balance between accuracy and memory print (6.6
MB). The best-performing variant G occupies memory of 68.8 MB, due to the
larger dimensionality of hidden LSTM channels and the 2D LSTM structure.

6 Conclusions

Our work introduces TCC-benchmark, by far, the largest temporal color con-
stancy dataset of high resolution images. More than 20 popular methods were
evaluated on the dataset including the recent state-of-the-arts. As a new baseline
method, we proposed TCC-Net which is an end-to-end learnable deep and recur-
rent neural network architecture. TCC-Net achieves state-of-the-art results on
our TCC-benchmark and SFU Gray Ball used in the previous works on temporal
CC. TCC-Net outperforms, in terms of mean angular error, the best single-image
and temporal color constancy methods by 33% and 30%, respectively, on the SFU
Gray Ball set and by 40% and 27%, respectively, on the TCC-benchmark. The
TCC-Net represents a technique for combining SqueezeNet and 2D-LSTM to
capture spatial-temporal variations in a video. We present multiple variants of
TCC-Net including ones with small memory consumption and therefore suitable
for mobile devices.
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