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ABSTRACT 
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Bachelor’s thesis 
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Degree Programme in Computing and Electrical Engineering, Information Technology 

August 2020 
 

Image alignment is a common part of different methods in the field of computer vision. Image 
alignment is needed for example in many applications in medical science. The goal of image 
alignment is to find similarities between two images and modify the images to match these simi-
larities. This kind of image modification usually requires scaling, rotation, and translation of the 
image. This thesis focuses on image alignment by using only translation. 

There are already a lot of methods for image alignment. Many of these methods are quite 
complicated. The goal of this thesis is to perform image alignment with a simple method. The 
method used in this thesis bases on a deep learning convolutional neural network. The network 
model used in this thesis takes a 2-channel grayscale image as input and gives an x- and a y-
value needed for aligning the two images as output. 

The network model takes small images as input which is why the images need to be modified 
before passing them to the network. This is done by either resizing or cropping the images. The 
experiments in this thesis compare the effect of the method used for image modification. The 
experiments also focus on differences in results between different sized translations and image 
categories. 

The results of the experiments show that the network learns to align images quite well regard-
less of the method used for modifying images, size of translation, and categories of images. The 
results indicate that the model learns to recognize similarities between images. The experiments 
of this thesis were performed with a rather small amount of data which is why future experiments 
should be done using larger amounts of images. Future studies should also implement scaling 
and rotation to the model to improve the alignment of images. 
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1. INTRODUCTION 

For human eyes, it is easy to detect similarities between two images and use these sim-

ilarities to align the two images. However, when image alignment is needed, it must be 

done to multiple images in a short amount of time. This is something a human is unable 

to do which is why an algorithm is needed to perform image alignment in various appli-

cations. 

Many applications in the field of computer vision already use image alignment to prepare 

the images for the application’s usage. In the medical field for example image alignment 

can be used to allow a more accurate comparison between patient’s data taken at differ-

ent times and angles [1]. Another example is the usage of image alignment for aligning 

different documents with each other to automate the process of going through the docu-

ments. 

There are already a lot of various ways to align images in the field of computer vision. 

Group-wise image alignment also known as image congealing [2][3][4] is one of them. 

Its basic idea is to estimate warping parameters that can be used to align images. An-

other way is the usage of homography-based alignment [5][6]. The homography is a 3 x 

3 matrix which has elements containing the information on how the images must be 

modified. 

One way to perform image alignment is the usage of a convolutional neural network. 

Convolutional neural networks are good for image alignment because of their ability to 

extract features from input images. The purpose of this thesis is to explore the idea of 

using a deep convolutional neural network for image alignment. To perform full-on accu-

rate image aligning we need to consider scaling, rotating, and translating the images. 

This thesis focuses only on performing image alignment regarding translation. The model 

in this thesis is designed to have a simple output of two values – the x-translation and 

the y-translation needed for aligning two images. The approach of this thesis is based 

on previous approaches made with convolutional neural networks. Figure 1.1 visualizes 

the basic idea of the network model used in this thesis. 
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Figure 1.1. The basic idea of the network model in this thesis. Black borders were 
added to the images to make images’ edges visible.  

The rest of this thesis is arranged the following way. Chapter 2 focuses on previous work 

published regarding image alignment. The network model used in this thesis including 

the data generation process is introduced in Chapter 3. Experiments performed with the 

model are discussed in Chapter 4. These experiments focus on the network’s predic-

tions’ accuracy using data generated in various ways. Chapter 5 summarises the thesis 

and discusses potential future work relating to this thesis. 

Translation 
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2. RELATED WORK 

Image alignment is a common theme when it comes to computer vision. Over the years 

several methods have been implemented that align different sorts of images. In this sec-

tion, the focus is mostly on group-wise image alignment which is also known as image 

congealing. This section also introduces methods that use convolutional neural networks 

to perform image alignment. 

The process of group-wise image alignment was first named image congealing by 

Learned-Miller [2, 3]. The basic idea of image congealing is to estimate warping param-

eters of an image set. These parameters are then used to minimize a cost function. This 

way the summed component-wise entropies of a dataset full of transforms are minimized. 

The minimization produces a set of transformations associated with the original samples 

used in training. [2]  

Over the years, several methods have been developed to improve the efficiency and 

accuracy of image congealing. Image congealing has three key elements to it: cost func-

tion, optimization method, and feature representation [4]. Regarding the cost function, 

Storer et al. [7] introduced a method where a mutual information measurement is used 

as the cost function. They used a standard gradient descent method to optimize the cost 

function in a multiresolution scheme. Miller et al. [3] also used a mutual information 

measurement in their study. Cox et al. [8] presented another method regarding cost func-

tion. They used least-squares-based congealing algorithms in their study. They de-

scribed their approach as the solution to the problem of unsupervised aligning of images. 

Their presented algorithm estimates warp parameter updates simultaneously. 

When it comes to the optimization method, Miller et al. approach used gradient descent 

in the affine parameters’ space [3]. Baker et al. [9] approached image congealing with 

an inverse compositional approach as the optimization method. Their main goal for this 

approach was to make image congealing more efficient. Tong et al. [10] also used an 

inverse compositional approach in their study. Their approach, called semi-supervised 

least-squares congealing method, aimed to create a function that is minimized for both 

unlabelled and labelled images.  

In terms of feature representation, Xue et al. [4] propose an unsupervised feature selec-

tion approach. Their approach chooses a subset of feature representation automatically. 

This subset is then used for image congealing. According to Xue et al. almost all the 

related studies prior to their study have the problem of using the intensities of the original 
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image as the feature representation. Because this kind of representation occupies a 

high-dimensional space, it brings a computational burden to the optimization [4]. Also, 

when using original images’ intensities, most of the pixels’ local proximity to their neigh-

bouring pixels brings a problem to the optimization process. The approach proposed by 

Xue et al. has the main goal of solving these introduced problems. 

Image congealing is used in many applications. For example, Viola et al. [11] used image 

congealing in their study which focuses on real-time face detection. Image congealing is 

used in the study to create a better image representation. They call this representation 

an integral image. The usage of the integral image in their study eliminates the need to 

compute a multi-scale image pyramid, which makes the process more efficient. Another 

example is the study from Huang et al. [12]. Their study focuses on face recognition. 

They used unsupervised congealing in their alignment algorithm, which was based on 

distribution fields. Image congealing was chosen to use in the study to improve the algo-

rithm’s performance. 

Convolutional neural networks (CNNs) have been used in image alignment in various 

ways. One of the most common alignment categories is the usage of human faces. Sun 

et al. [13] introduced a three-level CNN structure which they used for face alignment. 

The outputs of each level’s networks were fused together for accurate and robust esti-

mation. The first level of the network structure consists of a total of three deep CNNs. 

The structure’s first level already produces accurate predictions. The second and third 

levels are then used to refine the initial results of the first level by using local patches 

around the predictions. 

Zhou et al. [14] further develop the idea of a multi-level CNN in face alignment. Their 

approach to the face alignment problem is taken in a coarse-to-fine manner. Their im-

plementation uses a four-level convolutional network cascade. Network’s each level is 

trained to refine a subset of local facial landmarks which are obtained from the previous 

level. Their implemented network structure can locate extensive facial landmarks accu-

rately thanks to the combination of geometric refinement and coarse-to-fine cascade. 

[14] 

Zhang et al. [15] also used the idea of multi-level neural network structure in their real-

time face alignment implementation. Their network structure, called Coarse-to-Fine 

Auto-encoder Networks, consists of 4 levels. Each level contains a Stacked Auto-en-

coder Network. The basic idea of the study’s implementation is to use the first level to 

quickly predict the facial landmarks from a low-resolution version of the detected face. 
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These landmarks are then refined in the following levels with each level using a higher 

resolution than the one before it. 

Zhang et al. [16] implemented a one-level convolutional neural network structure for fa-

cial landmark detection. Their network model produced five landmarks for a 40 x 40 

grayscale input image. Their network used four convolutional layers, three pooling lay-

ers, and one fully connected layer for the feature extraction. The output of the feature 

extraction was then input for multi-task estimation to produce the landmarks. 
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3. NEURAL ARCHITECTURE FOR IMAGE ALIGN-

MENT 

The approach to image alignment proposed in this thesis is the use of a deep convolu-

tional neural network. Deep learning neural networks are networks with multiple layers 

and a huge number of units which allows the networks to extract more specific infor-

mation about the input [17]. The principles of a convolutional neural network are intro-

duced in Section 3.1, the proposed model is introduced in Section 3.2, and the data 

generation process for the network is introduced in Section 3.3.  

3.1 Convolutional neural networks 

A convolutional neural network (CNN) is a network model which consists of three types 

of units – input, hidden and output units. CNN has many similarities to a feedforward 

neural network (FNN). The connections between units in both CNN and FNN are not 

allowed to form any kind of cycles which means the information only moves forward in 

the network model. [18] 

The difference between CNN and FNN is that CNN uses the mathematical operation 

called convolution in at least one of its layers. The layers which use convolution are 

called convolutional layers.  The convolution replaces the general matrix multiplication in 

these layers. Convolution is defined with the following equation [17] 

𝑆(𝑖, 𝑗) = (𝐾 ∗ 𝐼)(𝑖, 𝑗) =  ∑ ∑ 𝐼(𝑖 − 𝑚, 𝑗 − 𝑛)𝐾(𝑚, 𝑛),

𝑛𝑚

 

where I is the input matrix, i and j are the indices of the input matrix, K is a kernel matrix, 

the asterisk is the symbol of convolution and S is the resulting output matrix, which is 

also known as a feature map. Figure 3.1 shows a visualized example of convolution. 

 

(3.1) 
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Figure 3.1. An example of convolution. [19] 

Convolutional layers are often used in neural networks because of their ability to extract 

features from the input. Specifically, CNN is designed for two-dimensional shapes’ reor-

ganization. The reorganization is aimed at those shapes with a high degree of some form 

of distortion, such as scaling or skewing. A typical CNN consists of several subsampling 

and convolutional layers. After these layers there may be fully connected layers. [20] 

3.2 Proposed model 

The model used in this thesis is Deep Image Homography Estimation also known as 

HomographyNet proposed by DeTone et al. [21]. HomographyNet is a deep convolu-

tional neural network that produces the normalized values for a homography as an out-

put. The input of HomographyNet is a two-channel grayscaled image with a size of 128 

x 128 x 2 pixels. HomographyNet was chosen as the base model of this thesis because 

of its simple, straightforward structure.  

HomographyNet has a total of eight convolutional blocks with two fully connected layers 

after the blocks. A single convolutional block contains a convolutional layer as well as a 

batch normalization layer and an activation unit. The activation unit used in Homogra-

phyNet is a rectified linear unit (ReLU). The second, fourth, and sixth convolutional block 

is also followed by a max pooling layer.  

The number of filters in each convolutional layer is constant through all experiments de-

scribed in Section 4. The first four convolutional layers are set to 64 filters and the latter 

four to 128 filters. In HomographyNet the kernel matrix for calculating the convolution in 

the convolutional layers is set to 3 x 3. 
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The input images are handled in small, 64-sized batches. After each batch, the network’s 

units’ values are updated. A batch normalization layer was devised to prevent the internal 

covariate shift. Internal covariate shift is a phenomenon during network training where 

the distribution of each layer’s input changes as the parameters of the previous layers 

change. Batch normalization prevents this phenomenon by normalizing the input layer 

through re-scaling and re-centering. Thanks to batch normalization layers a higher learn-

ing rate can be used during network training. [22]  

The activation unit turns a linear transformation into a nonlinear transformation meaning 

it adds non-linearity to the network. The ReLU activation function is defined as [17] 

𝑔(𝑧) = max(0, 𝑧), 

which means all the negative values will be output as zeroes. ReLUs can preserve infor-

mation about relative intensities as the information passes through the network [23]. 

The max pooling layers are layers where a maximum filter is applied. The maximum filter 

is used to downsample the output of the previous layer before it is passed to the next 

convolutional block. Thanks to max pooling the number of learnable parameters in the 

network can be reduced. The size of the maximum filter used in the layer is chosen based 

on the amount of reduction wanted. In HomographyNet the max pooling layers use max-

imum filters with a size of 2 x 2. 

After the convolutional blocks, fully connected layers (FC) are used to compile the data 

from the previous layers. Before fully connected layers, a dropout with the probability of 

0.5 is used. This is done to prevent overfitting [24]. The first fully connected layer uses 

ReLU as the activation function. The activation function in the second fully connected 

layer depends on HomographyNet’s chosen model.  

HomographyNet has two different models – classification and regression. The classifi-

cation model uses a softmax as the second activation function. Softmax is a function that 

turns the outputs into a vector of probabilities. The function of softmax is defined as fol-

lows [25] 

𝑦𝑖 =  
𝑒𝑥𝑖

∑ 𝑒𝑥𝑗𝑉
𝑗=1

, 

where x is a vector containing all the inputs and V is the total amount of inputs. This 

function together with the cross-entropy loss function produces the final output. In 

HomographyNet this produces 8 output dimensions with 21 quantization bins. This 

means the final layer contains a total of 168 output neurons. [21] The complete structure 

of the classification model is shown in Figure 3.2. 

(3.2) 

(3.3) 
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Figure 3.2. The structure of HomographyNet’s classification model. [21] 

The regression model uses the Euclidean loss (L2) as the activation function. The re-

gression model outputs a certain number of real-valued outputs. In HomographyNet the 

amount of outputs is 8, which means the number of outputs is a lot smaller than with the 

classification model. Because of the low number of simple, straightforward outputs, the 

regression model was chosen to use in this thesis. 

This thesis focuses only on the translation in image alignment. Because of this, the only 

needed outputs are the x- and y-translation. That is why the proposed regression model 

was modified to only output two values instead of eight.  

The proposed network model uses an optimizer to create a connection between the 

model’s parameters and the loss function. The optimizer used in this thesis is the Sto-

chastic Gradient Descent (SGD). SGD is a method in which the approximation is com-

puted using a gradient’s descent direction. The gradient is calculated for each batch us-

ing the cost function. [26] The parameters given to the SGD in the proposed network are 

learning rate with a value of 0.005 and momentum with a value of 0.9.  

3.3 Data generation 

The datasets for the network model are generated from Caltech 101 [27] set of images. 

Caltech 101 is a collection of images consisting of 101 categories. Each category con-

tains a number of images ranging from 40 to 800. All the images are approximately the 

size of 300 x 200 pixels in JPEG format.  

Since the network model takes a two-channel grayscale image with a size of 128 x 128 

x 2 as input, the Caltech 101 images require modification before they can be input to the 

network. There are two types of modification which these images need – whitespace 

cropping and grayscaling. The grayscaling process is simple – original RGB images are 

turned grayscale. 

The whitespace cropping is not necessary for all images. That is because only some of 

the images in the Caltech 101 image collection contain extra whitespace. This 

whitespace must be cropped to avoid the network from learning from looking at these 
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borders. The cropping is done automatically using Python Imaging Library also known 

as Pillow. 

After the modifications are done, a translation needs to be generated for the network to 

learn from. Before starting the translation generation process for the image set, the max-

imum allowed translation must be determined. The network model is designed in a way 

that normalizes the 2-channel image’s x- and y-translations, also known as offsets, be-

fore passing them to the network. This means all the offsets are distributed between -1 

and 1. That is why a maximum allowed translation needs to be used: to avoid values 

being more than 1 or less than -1 after normalization. The maximum allowed translation 

is marked in this thesis with p. 

After the maximum allowed translation has been determined, each image will go through 

the same process of translation generation. First, x- and y-translations are both gener-

ated. A random integer between -p and p is assigned to both translations. Each integer 

in this range has the same probability of being assigned to the translation. Zero is also a 

possible result meaning the network might be given images that have no translation at 

all. The x-translation is marked in this thesis with px and y-translation with py. The trans-

lation values px and py tell how the first image of the pair should be moved according to 

the image coordinate system to align the two images. 

Once the image has an integer value for both px and py the next step is to choose a 

method for generating a pair of images from this image with the generated translation. 

This thesis uses two different methods. The name used for the first method in this thesis 

is the Cropped Method (CM). This method uses a window sized 128 x 128 pixels. The 

first step of this method is to check that there is enough room in the image for the window. 

This check makes sure that the width and height of the image are at least 2*p + 128 

pixels. If the image passes this check, it means the image has enough room for the 

window to be moved on the image when both px and py are equal to p or -p. This could 

also be achieved by using a lower value of p + 128 pixels. Another p is added to add 

more variability between the images generated since most images are used to create 

more than one image pair to a single dataset. 

If the image doesn’t pass the check, the image will be multiplied with a small scalar. The 

scalar used in this thesis is 1.2. The image’s width and height are both multiplied with 

this scalar. After that, the original image is resized to match the new width and height. 

The resizing is done by using the nearest neighbour method with Pillow. The new scaled 

image is then checked again with the check described above. This process is repeated 

until the image passes the check. 
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The second step of CM is to choose a spot from the image, where the 128 x 128 sized 

window is placed. The choice is made randomly with the restriction that the window must 

stay fully inside the image after it has been moved according to px and py. After the spot 

has been selected, a 128 x 128 sized part of the image is cropped from this spot and 

saved from later use. The window is then moved by px and py and another image is 

cropped from the window’s new position. These two cropped images now form a pair of 

images that share the translation values px and py. 

The second method used in this thesis is called the Resized Method (RM). The second 

step of RM is the same as in CM. However, in the first step of RM, the original image is 

resized right away. The image is resized to be the size of 2*p+128 x 2*p+128 pixels. This 

way the 128 x 128 sized window is always able to fit on the image with enough room to 

move the window with translation values in the range of -p to p. The resizing of the image 

is done with Pillow using the nearest neighbour method. The usage of CM and RM is 

visualized in Figure 3.3. 

 

Figure 3.3. The methods used for data generation. Black borders were added to the 
images to showcase whitespace cropping. The values p, px, and py were all set to 20. 

The Resized Method can include a larger portion of the original image in the created 

image pair. However, when creating a pair with the RM, it is likely that the dimensions of 

the original image will be distorted. The Cropped Method does not have this problem. 

However, the image pairs generated using CM will contain only a small part of the original 

image.  

After the image pair has been generated using one of the two methods, the two images 

saved during the second step are stacked together. This way the image pair becomes a 

single 2-channel image sized 128 x 128 x 2. Now the image is ready to be input to the 
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network. All generated images are saved to a NumPy archive. Each image’s translation 

values are also saved to the archive as they are used as associated ground-truth training 

labels during training. 
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4. EXPERIMENTS 

This section goes through the details of all experiments performed with the network. The 

network model described in Section 3 was implemented with the Keras neural network 

library for Python [28]. TensorFlow was used as the network’s backend [29]. A total num-

ber of four experiments were performed. The experiments and their results are described 

in depth later in this section. Before that, the details common to all experiments are de-

scribed. 

All datasets created for the experiments include a total of 3200 image pairs with the 

offsets generated for them. All training datasets used to train the network model for 600 

epochs. Each training data was divided into batches of 64 images meaning the network’s 

weights were updated 50 times during a single epoch. These details were set to be the 

same for all created data to allow accurate comparison between the results obtained 

using different datasets. 

During the training of the network, the network’s weights were saved after each epoch. 

After training with a training dataset was finished, a validation dataset was used to cal-

culate the mean error (ME) for each set of weights. The validation dataset was always 

created the same way as the training dataset, except using different images of the same 

category which the network had not seen during training. Euclidean distance was used 

to calculate errors. ME is calculated in this thesis with the formula 

𝑀𝐸 =  
1

𝑛
∑ √(𝑥𝑖 − 𝑥𝑝)

2
+ (𝑦𝑖 − 𝑦𝑝)

2
𝑛

𝑖=1

, 

where n is the number of image pairs, xi and yi are offsets generated for the image pair 

and xp and yp are the network’s predicted offsets for the pair. The resulting ME is the 

average distance from predicted translation to the generated one. 

Figure 4.1 shows an example of calculating MEs using network weights saved from each 

epoch. The training and validation data were made using only images of the same cate-

gory. The category used was airplanes. The image pairs were generated using CM for 

half of the pairs and RM for the other half with p set to 10. The green line in the figure, 

called “No training”, is the ME of the validation data if the network is not used to predict 

the offsets. In other words, the error here is the length of the translation generated. This 

line is used to indicate if the training has been effective. 

 

(4.1) 
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Figure 4.1. MEs for both training and validation dataset created from images of 
airplanes using both CM and RM with p set to 10. 

After all the ME values have been calculated for both datasets, the epoch with the lowest 

ME for validation data was saved for later testing. If there are multiple MEs with less than 

0.1 difference between them, the epoch with the lowest ME for the training dataset is 

chosen. In Figure 4.1 the chosen epoch would be epoch number 418. The same valida-

tion dataset was also used to test the network when it was trained using a different train-

ing dataset. In other words, the validation dataset was used as the testing dataset for 

other training datasets. This way the results of the network trained with different datasets 

can be compared accurately. 

These described details are included in each of the following experiments. First, Section 

4.1 describes the experiment where data generation methods are compared. In Section 

4.2 different values set for p are examined. Training the network with different categories 

one at a time is tested in Section 4.3. In Section 4.4 network is trained using images from 

more than one category at the same time. 

4.1 Comparison of data generation methods 

This experiment compares the two methods used for generating the datasets – CM and 

RM. The experiment is done using a total of six datasets – three training datasets and 

three validation datasets. All datasets for this experiment were generated from one cat-

egory of images. Airplanes was the chosen category. Caltech 101’s airplane-category 
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consists of 800 different images. The first 400 images were used to generate the three 

training datasets while the remaining 400 were used for the validation datasets. 

The first dataset pair (training and validation dataset) was created using CM. Since there 

was a total of 400 images of airplanes available for dataset generation for both datasets, 

eight image pairs were generated from each image to get a total of 3,200 pairs. The 

second dataset pair was created similarly except using RM as the method. The third 

dataset pair was created using both methods – CM for half of the pairs and RM for the 

other half. This means a single image was turned into four image pairs using CM and 

another four pairs using RM. Each dataset had p set to 10. 

Each dataset pair went through the process of finding the epoch with the lowest ME 

producing weights. After that, MEs were counted for each validation dataset using all 

these weights found. For example, the validation dataset generated using only CM was 

used to calculate its ME using network weights obtained from training the network with 

training dataset generated using only RM. In the end, this resulted in 9 different MEs – 

three for each validation dataset. Also, the ME of validation datasets without the use of 

the network was calculated. The results calculated are gathered in Figure 4.2. 

 

Figure 4.2. Results of the first experiment. 

The different colored bars in Figure 4.2 represent what training dataset was used to train 

the network. The blue bars for example show the MEs calculated for each validation 

dataset when the network was trained with the dataset created with only CM. The MEs 

are all grouped together with their corresponding validation dataset. 



16 

The results clearly show that regardless of the method used for training and testing, the 

ME is a lot lower than what it was without any training. For all validation datasets, the 

ME before any training was roughly 8 pixels. After training the network with any of the 

training datasets, the ME dropped to less than half. This indicates that the network learns 

to align the images regardless of the method used for data generation.  

The validation dataset created using only RM had lower ME when using RM only training 

dataset than the CM only training dataset and vice versa. The lowest ME was received 

when the network was trained with RM only created training dataset and tested with the 

validation dataset created the same way. This is why RM was the chosen method to use 

in the second experiment described in Section 4.2. The overall lowest MEs across the 

validation datasets were received using both methods for training dataset generation. 

Only the validation dataset generated using only RM had lower ME when the network 

was trained with data generated with just one method. That is why both methods were 

used to generate datasets for the third and fourth experiment described in Sections 4.3 

and 4.4.  

4.2 Experiment on maximum allowed translation 

This experiment compares three different dataset pairs each being generated using a 

different value for p. All three datasets were generated from images of airplanes with the 

first 400 images used to generate training datasets and the latter 400 to generate vali-

dation datasets. RM was the only method used for all datasets. The maximum allowed 

translation p was set to 40 for the first dataset pair, to 20 for the second dataset pair, and 

to 10 for the last dataset pair. 

The network was trained using each training dataset and the lowest ME resulting weights 

were used to calculate MEs for each validation dataset. Because of the network’s struc-

ture however, the validation dataset was not tested with network weights if the training 

dataset had a lower value set for p than the validation data itself. This was done because 

of the normalization of the offsets described in Section 3 meaning the network is trained 

to not give higher outputs than p or lower than -p. This means calculating MEs for vali-

dation datasets with a higher value set for p than the training dataset is pointless. MEs 

calculated for the validation datasets are shown in Figure 4.3. 
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Figure 4.3. Results of the second experiment. 

The results of the second experimented in Figure 4.3 are presented the same way as 

the results in the first experiment described in Section 4.1. The ”No training” value rises 

when the value of p is raised because that allows longer translations. These results show 

that even when the value of p is raised the resulting MEs are still a lot lower than the 

MEs calculated without the use of any training.   

The MEs calculated for the validation dataset with p equal to 10 are the most interesting 

results of this experiment. The results show that the ME is the lowest for the dataset with 

the lowest value for p used in training which is expected. In theory, networks with training 

data created using p higher than or equal to 10 should be able to align this dataset 

equally well. However, the results show that there are small differences between results 

calculated using different training datasets. This results from the fact that datasets with 

longer allowed translations require more training. Still, the fact that all of the MEs are 

less than half of the ME calculated for the dataset without the use of training, means the 

training’s effect on alignment prediction is positive. 

Figure 4.4 shows an example of a good translation and a bad translation with p set to 

40. Looking at these images it is hard to say why only one of them was translated 

correctly. Both images have a good amount of details which the network could have used 

to recognize the airplanes. One reason could be that the good translation image pair has 

a more simple background. 
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Figure 4.4. Example of a good translation (left) and a bad translation (right) 

4.3 Comparison of categories – single category 

This experiment compares the results of three dataset pairs, each of which was created 

using images from a single category. The datasets were created using CM for half of the 

pairs and RM for the other half with p set to 20 for all pairs. The first dataset pair was 

generated from images of airplanes. The second dataset pair was generated from im-

ages of motorbikes. The last dataset pair used the images of hawksbill turtles. The mo-

torbike category has a total of 798 images and the turtle category has a total of 100 

images. Ten images of each category are gathered into Figure 4.5.  

Figure 4.5. 30 example images from Caltech 101 collection of images – 10 air-
planes, 10 motorbikes and 10 hawksbill turtles. [27] 
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This way the experiment consists of two categories which have some similarities to them 

(airplane and motorbike both being vehicles) and a category which is very different from 

the others (turtles). Training and testing were done in similar fashion as in Section 4.1 

and Section 4.2. The results are gathered in Figure 4.6. 

 

Figure 4.6. Results of the third experiment. 

Before the results were calculated, the assumption was that each validation data set 

would have the lowest ME when the network was trained using images of the same 

category. The results show that this happened for airplanes and motorbikes. However, 

interestingly the dataset consisting of image pairs generated from turtles obtained its 

lowest ME when the network had been trained with motorbikes. When the network was 

trained using motorbikes, the overall MEs across all datasets were the lowest. This could 

be explained by the images in the motorbike category. It seems like motorbike images 

are the most similar images with one another. 

All MEs calculated after the network had been trained were lower than what the ME of 

the dataset was before any training. This happened even though the network does not 

have information on images’ categories. This suggests that the network model learns to 

identify the objects in the input images and predict the translation according to the iden-

tified objects. 
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4.4 Comparison of categories – multiple categories at once 

This experiment expands on the experiment described in Section 4.3. The datasets for 

this experiment are created the same way as in Section 4.3, except images from multiple 

categories are used for each dataset. This experiment uses a total of four dataset pairs. 

The first three dataset pairs use two image categories each for dataset generation, 

meaning airplanes, motorbikes, and turtles each were used for two dataset pairs. The 

fourth dataset pair was created using images from all three categories. Because the da-

tasets consist of a total of 3,200 image pairs each, the fourth dataset pair could not have 

an equal number of images from each category. It was randomly determined that turtles 

had one less image pair in these datasets meaning the fourth dataset pair’s datasets 

consist of 1,067 airplane image pairs, 1,067 motorbike image pairs, and 1,066 turtle im-

age pairs. Training and ME calculations of different datasets were performed in the same 

way as in Section 4.3. The results are shown in Figure 4.7. 

 

Figure 4.7. Results of the fourth experiment. 

All MEs calculated after training the network with one of the training datasets are again 

a lot lower than the ME of each dataset without training. This was to be expected after 

the results calculated in Section 4.3. Overall, the differences between MEs after training 

the network with different datasets are very low for each validation dataset. When the 

results of the ME values obtained from training the network are compared, it can be 

noticed that the validation dataset using only airplanes received the highest ME when 

the network was trained with the only dataset which did not have any airplanes in it. The 

same happened for motorbikes. However, this did not happen for the validation dataset 
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with turtles. Looking at the different MEs calculated for this dataset, it can be noticed that 

the turtle validation dataset has the lowest differences between the MEs.  

Finally, the results received from this experiment are compared to the results of the ex-

periment in Section 4.3. The comparison is collected in Table 4.1. In that table, the MEs 

calculated for each validation dataset are set in order from lowest to highest. 

 

Table 4.1. All mean errors calculted for the three validation datasets. 

ME for airplanes ME for motorbikes ME for turtles 

Airplanes 5.35 Motorbikes 3.57 Motorbikes 5.09 

Airplanes & Motorbikes 5.45 All three categories 4.82 Turtles 5.54 

All three categories 6.10 Motorbikes & Turtles 4.83 All three categories 5.57 

Airplanes & Turtles 6.49 Airplanes & Motorbikes 4.95 Motorbikes & Turtles 5.59 

Motorbikes 7.03 Turtles 6.87 Airplanes & Motorbikes 5.89 

Motorbikes & Turtles 7.35 Airplanes & Turtles 6.90 Airplanes & Turtles 6.57 

Turtles 8.02 Airplanes 7.19 Airplanes 7.12 

No training 15.72 No training 15.67 No training 15.78 

 

Looking at the results starting with the airplane validation dataset, the result is quite 

expected. All of the training datasets which had airplanes in them produced lower MEs 

for the validation dataset than any other training dataset. Also, the lowest ME was 

calculated when the network was trained only using airplanes. 

The results are mostly similar to the motorbike validation dataset. All of the training 

datasets which had motorbikes in them produced lower MEs for the validation dataset 

than any other training dataset. However, in this case, the difference between these sets 

of datasets is higher: For the airplane validation dataset, the lowest ME when airplanes 

were used in training was 6.49. The lowest ME when there were not airplanes in the 

training data was 7.03. This results in the difference of 0.54. For the motorbike validation 

dataset, the highest ME when motorbikes were used in training was 4.95. The lowest 

ME when motorbikes were not used in the training was 6.87. This results in a difference 
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of 1.92 which is over three times higher than the difference with the airplane validation 

data. 

The turtle validation dataset has the most interesting results. The lowest ME was 

calculated after the network was trained using only images of motorbikes. However, the 

difference to the ME calculated after the training was done with turtles is only 0.45. The 

reason for this result may have something to do with the number of images in the 

categories. The turtle category had a lot fewer images meaning a single image had to be 

turned into more pairs than with airplane and motorbike categories. 

Overall the results show that the network is able to recognize and locate the objects in 

the input images to some extend. Despite which category or categories were used for 

training and testing, the calculated ME was always remarkably smaller than the ME of 

the testing dataset itself. That means this network model can be useful when it comes to 

image alignment. 
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5. CONCLUSION 

The purpose of this thesis was to explore the idea of using a deep convolutional neural 

network for image alignment. The approach of this thesis focused on image alignment 

based only on translation. This meant that this thesis ignored scale and rotation when 

performing image alignment. The approach of this thesis followed previous work where 

the convolutional neural network was used to determine a homography which connects 

two images. The proposed neural network contained eight feature extracting convolu-

tional blocks with two fully connected layers compiling the data for network output. 

Experiments showed that the used network model was able to achieve reasonably ac-

curate results. Each approach made in the experiments produced results that were on 

average closer to the correct translation than before the usage of the network. This 

means the network learned to align images to some extent. The experiments also proved 

that the network was able to predict the alignment for images of different categories. The 

fact that the network did not have any information on the input images’ categories means 

that the network learned to recognize and locate the objects in the images. 

The network model should be experimented further because of the limited experiments 

done in this thesis. The experiments were done using only small datasets with only a few 

categories. Future experiments using this model should be done using larger datasets 

created from images from a larger number of categories. When the number of image 

pairs in the datasets rises the number of epochs used in training should also be raised. 

The same should be done when a larger value for the maximum allowed translation in a 

dataset is used.  

Another thing to consider in the future is adding scale and rotation into consideration. 

Translation alone allows already some sort of alignment. However, to obtain accurate 

alignments the network needs to be taught to predict the scaling and rotation needed. 

This brings a problem for data generation. The problem is to generate data with exact 

values that can reproduce the created translation. DeTone et. al [21] used homography 

to solve this problem. However, homography requires eight output values. The future 

work regarding this network model could focus on turning this network model into one 

that has four outputs: two for translation, one for rotation and one for scale.  
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