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ABSTRACT 
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M. Sc. thesis 
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May 2020 

 

In pipe routing, a designer designs the routes of pipes in a physical space in applications such as 

ship or plant design. The goal is to find a routing plan that conforms to physical restrictions as 

well as any application specific constraints while optimizing the cost of the construction. This may 

be done fully manually or be assisted with automated routing by a computer program. 

This thesis includes a literature review on the algorithmic pipe routing problem as well the 

more general shortest path problem. Pipe routing usually involves multiple pipes with branches 

that are to be routed in the same search space. This leads to a computational problem so complex 

that finding the optimal solution may not be feasible in practical applications. Many have taken 

the approach of approximating the optimum with optimization-based approaches. 

In this thesis I define a specific variation of the pipe routing problem as well as a process 

consisting of a set of algorithms used to solve it. Multiple pipes with branches are to be routed in 

a shared search space that is a weighted graph. The problem is deconstructed into a low-level 

and a high-level search problem. In the low-level problem individual branched pipes are routed 

with the new Multi-Terminal Pipe Router algorithm. The high-level problem is to perform the low-

level searches and find a globally optimized solution free of conflicts. This is achieved by applying 

the Conflict-Based Search algorithm into the pipe routing problem. 
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1 Introduction 

Pipe routing is the task of designing the routes of one or more pipes in a physical space 

with constraints such as space occupation. In many application areas such as ship design 

and plant design this is commonly done with the help of computer software that models 

a construction and how the pipes are laid out on it. Routing is usually done manually, but 

it may be assisted with automation software that optimizes the total cost. 

The problem of automated pipe routing originates from the largely researched shortest 

path problem in graphs, which has gained a great number of general solutions. A common 

ancestor of a lot of research on this domain is Dijkstra’s algorithm [1959], that can find 

the shortest path between two vertices of a graph if such a path exists. A popular extension 

of Dijkstra’s algorithm is A* by Hart et al. [1968], which adds a heuristic function to 

guide the search in order to increase efficiency. 

Pipe routing in practical applications introduces not only application specific 

constraints but also the need to route branched pipes and multiple routes in the search of 

the global optimum. This quickly makes the algorithms required to solve this problem 

optimally too complex. A majority of the practically oriented research has instead taken 

the approach of using heuristic systems to approximate the optimal result. 

A recently popular research topic as a solution to the pipe routing problem is the use 

of optimization-based approaches. Niu et al. [2016], Dong and Lin [2017] and Ito [1999] 

use genetic algorithms (GAs), a method based on the biological theory of evolution via 

genetics. Christodoulou and Ellinas [2010], Fan et al. [2006], Qu et al. [2016, 2018], Hu 

et al. [2006] and Luyet et al. [2007] use methods based on ant colony optimization (ACO), 

an optimization technique inspired by the collective behavior of ants. Liu and Wang 

[2011, 2012], Asmara [2013] and Asmara and Nienhuis [2006] utilize particle swarm 

optimization (PSO), an optimization technique based on the study of swarm intelligence. 

In some cases, the problem of routing a branched pipe can be formalized as the Steiner 

minimal tree (SMT) problem. Liu and Wang [2011, 2012] approximate Euclidean and 

rectilinear Steiner minimal trees with PSO-based algorithms. Ma and Liu [2010] use PSO 

in approximating a Steiner minimal tree in a graph whereas Luyet et al. [2007] use an 

ACO-based algorithm for it. 

The multi-agent pathfinding (MAPF) problem is parallel to the pipe routing problem. 

MAPF is an extension of the pathfinding problem, where the goal usually is to optimize 

multiple non-conflicting paths in the same search space. Sharon et al. [2015] developed 

Conflict-Based Search (CBS), an optimization algorithm that is a centralized conflict 

solver that drives individual single-agent pathfinding runs and gives them constraints 

based on conflicts with other agents. 
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In this thesis I present a set of my own algorithms to solve the pipe routing problem 

with some specific constraints. Multiple pipes in the same area need to be routed without 

conflicts. Additionally, the pipes may be branched, which makes the problem of single 

pipe routing more involved than the classical two-terminal pathfinding problem. Singular 

pipes with two terminals are routed individually by using Two-Terminal Pipe A* 

(TTPA*), a new algorithm based on A*. The two-terminal routings are composed 

together with another new algorithm, Multi-Terminal Pipe Router (MTPR). A centralized 

conflict solver using CBS runs these single pipe routings and gives them constraints based 

on the space occupations of the other routings so that an optimized conflict-free solution 

may be found. 

This thesis begins with a closer look at previous research on the topic. Chapter 2 will 

be a literature review that surveys the previously mentioned methods. In Chapter 3 I will 

define in detail the specific pipe routing problem that is to be solved. After that, in Chapter 

4 I present the algorithms and in Chapter 5 some evaluation and discussion. I will end 

with a conclusion in Chapter 6. 
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2 Literature review 

Routing a single pipe with two terminals is a problem adjacent to the more general 

shortest path problem and pathfinding. The shortest path problem for a single path can be 

solved in polynomial time with a simple algorithm such as Dijkstra’s [1959]. Much 

previous research into developing automated processes for the pipe routing problem has 

focused on finding such routes, formulating the shortest path problem into practical pipe 

routing algorithms with application specific constraints. 

As a step towards the extended problem definition, pipes with branches, i.e. multi-

terminal pipes, are included as a possible input. Finding the optimal result for this has a 

high time complexity and thus in the context of pipe routing application the optimum is 

often only approximated. 

The final step after involving multi-terminal pipes is to involve multiple pipes and so 

multiple routes to be solved in the search of the global optimum. While some more 

general problems such as multi-agent pathfinding have been researched to a great extent, 

applying them in the more specific application of routing pipes has not gained as much 

research. Multi-terminal routing optimally is already a complex problem for single pipes 

and routing multiple pipes occupying the same space introduces yet another layer of 

complexity. Implementing such a system in practice would likely prove to be impractical 

in its time complexity, and many have settled for non-deterministic non-optimal results 

with faster methods. 

I begin with a survey into a recently popular approach to the pipe routing problem, 

the heuristic optimization approach. Then I will take a look at Steiner minimal trees and 

two-terminal pathfinding algorithms. 

2.1 Optimization approaches to pipe routing algorithms 

Solving the shortest path problem for a simple two-terminal input has been extensively 

researched. Solving it can be as simple as implementing an exhaustive depth-first or 

breadth-first algorithm depending on the characteristics of the search space and 

application. A notable algorithm that many have utilized and extended since its 

appearance is Dijkstra’s [1959] algorithm, which can in turn be called a best-first 

approach. It has been used in routing processes as well, usually as a small part of a more 

complicated process such as Asmara’s and Nienhuis’ [2006]. In their later extensive pipe 

routing framework Asmara [2013] replaced Dijkstra’s algorithm with other more efficient 

routing algorithms. A popular algorithm that can be seen as an extension of Dijkstra’s 

algorithm is the A*-algorithm [Hart et al. 1968], which aims for better performance with 

involving a guiding heuristic function, while still guaranteeing the optimal result. Both 

algorithms will be examined in detail later in this chapter. 

However, entering the application area of pipe routing quickly introduces more layers 

of complexity compared to the shortest path problem in its simple and general form. 
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Solutions that aim for practical application likely need to resort to methods that do not 

strive for the optimal result. Rather, many existing solutions resort to producing results 

that approximate the optimum with algorithms of smaller time and space complexity and 

thus more practical computation times. 

A popular approach in recent research in the area of pipe routing algorithms is the use 

of optimization algorithms, specifically in the fields of swarm intelligence and 

evolutionary algorithms. These techniques focus on producing nondeterministic solutions 

fast instead of deterministically finding the optimal solution. 

A genetic algorithm (GA), first introduced by Holland [1975], is an optimization 

technique that mimics natural selection. GAs are stochastic iterative methods that can 

produce a number of solutions that approximate the optimum [Holland 1975]. 

In a GA a population of potential solutions is evaluated with a fitness function and a 

selection of them is picked for breeding using mutation and cross-over methods. The same 

process is used again for the new produced population and this process is repeated until 

a termination condition has been reached. [Holland 1975] 

GAs have been applied to a wide variety of optimization and search problems, one of 

which is the combinatorial optimization problem in graphs. Furthermore, it has been 

applied into solving problems in a variety of pipe routing methods as well. Recent 

applications of GAs in pipe routing include Niu et al. [2016] and Dong and Lin [2017]. 

Ito [1999] designed an interactive system where the user conducts GA optimization again 

and again until the user deems the solution appropriate.  

Ant colony optimization (ACO) algorithms are an example of ant algorithms, which 

are inspired by the collective behavior of an ant colony whose observable problem-

solving capabilities exceed those of a single ant. ACO formulates an ability of an ant 

colony, the ability to find and mark paths for example from the nest to food sources, into 

a combinatorial optimization problem. An ant leaves a trail of pheromones as it travels, 

which attracts other ants to follow the same path. If a path is successful in leading to a 

desirable destination, more and more ants will follow the same trail and further strengthen 

that pheromone trail. [Dorigo and Stützle 2004] 

Christodoulou and Ellinas [2010] developed an ACO based pipe routing algorithm. 

Fan et al. [2006] apply ACO in pipe routing in the specific context of ship design. Qu et 

al. [2016] apply an ACO algorithm into pipe routing for aircraft engines and Qu et al. 

[2018] use ACO in routing pipes with branches. Hu et al. [2006] and Luyet et al. [2007] 

use ACO to construct Steiner minimal trees, a central problem in pipe routing. Jiang et 

al. [2014] use a GA to improve the performance of their approach based on ACO. 

Particle swarm optimization (PSO) was first introduced by Kennedy and Eberhart 

[1995] and was initially inspired, akin to ACO, by the collective behavior of flocks and 
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swarms of animals, such as a flock of birds. Kennedy and Eberhart [1995] quickly found 

potential in simulating such behavior to solve general optimization problems. 

Unsurprisingly, the use of PSO has been studied in the world of hard combinatorial 

optimization problems such as pathfinding and more specifically pipe routing. Liu and 

Wang develop a PSO-based algorithm for routing rectilinear branch pipes, formulating 

the problem as a rectilinear Steiner minimal tree with obstacles [2011] as well as 

nonlinear branch pipes, which they formulate as the problem of Euclidean Steiner 

minimal tree with obstacles [2012]. Asmara and Nienhuis [2006] use PSO to drive a 

branched pipe routing process of multiple individual runs of Dijkstra’s algorithm. Asmara 

[2013] continues to involve PSO in their later extensive pipe routing framework. 

2.2 Steiner minimal trees 

The Steiner tree problem is a class of widely researched combinatorial optimization 

problems. While further definition of the problem requires examining its specific variants, 

it can be generalized as the problem of connecting a set of objects while optimizing some 

function of the result, producing a Steiner minimal tree (SMT). 

The pipe routing problem can be formulated as variants of the Steiner tree problem. 

One of them is the Euclidean Steiner minimal tree problem (ESMT): Given a set of N 

points in a metric space, the points must be connected with lines with a minimum total 

length. The solution forms a tree which may, depending on the input, have one or more 

Steiner points in addition to the original N points. The distance metric used in ESMT is 

often the Euclidean distance 

𝑑(𝑃, 𝑄) = √∑(𝑞𝑖 − 𝑝𝑖)2

𝑛

𝑖=1

 

where 𝑃 = (𝑝1, … , 𝑝𝑛) and 𝑄 = (𝑞1, … , 𝑞𝑛) are points in Euclidean n-space. 

There may be more than one possible ESMT to a given set of points. Figure 1 shows 

four points in two-dimensional space and two alternative ESMTs for those points. The 

outlined circles represent Steiner points. 
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Figure 1. Examples of two alternative ESMTs. 

Another variant is the rectilinear Steiner minimal tree (RSMT). In fact, it can be seen 

as a variant of ESMT with the difference that the distance between two points is calculated 

using rectilinear distance 

𝑑(𝑃, 𝑄) = ∑ |𝑝𝑖 − 𝑞𝑖|

𝑛

𝑖=1

 

Liu and Wang construct approximations to the ESMT problem [2012] as well as the 

RSMT problem [2011] with PSO-based algorithms. 

The variant of SMT that is most relevant in the specific problem definition of this 

thesis is the Steiner minimal tree in graphs (SMTG). This variant is often called the 

Steiner tree problem in literature, but to create distinction between the umbrella term and 

all its variants, it shall be called the SMTG problem. 

Luyet et al. [2007] defines the SMTG problem as follows. 

 

Let weighted undirected graph 𝐺 = (𝑉𝐺 , 𝐸𝐺 , 𝑤) with 𝑉𝐺 being the vertices of 𝐺, with 𝐸𝐺  

being its edges and 𝑤(𝑒), 𝑒 ∈ 𝐸𝐺  being the function for the weight of an edge. 

Let 𝑇 ⊆ 𝑉𝐺 be a set of vertices called terminals. 

Find 𝑆 = (𝑉𝑆, 𝐸𝑆), 𝑉𝑆 ⊆ 𝑉𝐺 , 𝐸𝑆 ⊆ 𝐸𝐺 , 𝑇 ⊆ 𝑉𝑆, a tree that is a subgraph of 𝐺 such that its 

total weight of all edges 𝑊𝑆 = ∑ 𝑤(𝑒)𝑒∈𝐸𝑆
 is minimal. 

The solution’s 𝑆 other vertices 𝑉𝑆 − 𝑇 shall be called Steiner vertices. 
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Figure 2. An example of a graph with its edge weights annotated on the left and its 

Steiner minimal tree on the right. 

Figure 2 shows an example of a graph and its Steiner minimal tree when vertices 

{𝑎, 𝑏, 𝑓} are chosen as terminals. The produced Steiner minimal tree also contains the 

Steiner vertices {𝑐, 𝑑}. It leaves out vertex 𝑒 of the original graph, because it is neither 

one of the terminals nor is it needed as a Steiner vertex to connect the terminals. 

Constructing SMTG is a problem of high time complexity. However, there are at least 

three situations when it can be solved more simply. First, when |𝑉𝑆| = 0 or |𝑉𝑆| = 1. In 

those cases, the solution is 𝑆 = (∅, ∅) and 𝑆 = (𝑉𝑆, ∅) respectively. Second, when |𝑉𝑆| =

2, the problem reduces to the shortest path problem. That is solvable with any two-

terminal pathfinding algorithm such as that of Dijkstra’s. Third, when 𝑉𝑆 = 𝑉𝐺, the 

problem reduces to the minimum spanning tree problem, which is solvable in polynomial 

time for example with Prim’s algorithm [1957]. 

Constructing SMTG optimally is often too inefficient for practical applications such 

as pipe routing. In such applications, in order to increase efficiency, approximating 

SMTG is often enough. Ma and Liu [2010] used PSO in approximating SMTG. Luyet et 

al. [2007] designed an ACO-based algorithm to approximate SMTG. 

2.3 Two-terminal pathfinding 

Much of the research on the shortest path problem and the pathfinding problem finds its 

roots in Dijkstra’s [1959] algorithm. It is an algorithm that can be used to find the shortest 

path from a vertex to all other connected vertices in a graph. What is more relevant in the 

pipe routing problem, is that it can be used to find the shortest path between only two 

vertices. 
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Dijkstra’s algorithm for the shortest path 

 

Input: 

𝑮 = (𝑉𝐺 , 𝐸𝐺): The graph. 

𝒗𝟏 ∈ 𝑉𝐺: The starting vertex. 

𝒗𝟐 ∈ 𝑉𝐺: The goal vertex. 

𝒘(𝑎, 𝑏), 𝑎 ∈ 𝑉𝐺 , 𝑏 ∈ 𝑉𝐺: A function that returns the weight of the 

                                        edge between vertices 𝑎 and 𝑏. 

 

Algorithm: 

Mark all vertices as 𝑢𝑛𝑒𝑥𝑝𝑙𝑜𝑟𝑒𝑑. 

𝑑[𝑣1] = 0. 

Until no vertex is 𝑢𝑛𝑒𝑥𝑝𝑙𝑜𝑟𝑒𝑑: 

        𝑠 = The 𝑢𝑛𝑒𝑥𝑝𝑙𝑜𝑟𝑒𝑑 vertex with the smallest value 𝑑[𝑠]. 

        If 𝑠 = 𝑣2: 

                Path has been found. Construct it by backtracking the chain of 

                predecessors starting from 𝑠. Return the path. 

        Mark 𝑠 as 𝑒𝑥𝑝𝑙𝑜𝑟𝑒𝑑. 

        For every neighbor 𝑛 of 𝑠 that is 𝑢𝑛𝑒𝑥𝑝𝑙𝑜𝑟𝑒𝑑: 

                𝑡𝑑 = 𝑑[𝑠] + 𝑤(𝑠, 𝑛). // Tentative distance 

                If 𝑡𝑑 < 𝑑[𝑛]: 

                        𝑑[𝑛] = 𝑡𝑑. 

                        Mark 𝑠 as the predecessor of 𝑛. 

No path from 𝑣1 to 𝑣2 was found. Return an error. 

Algorithm 1. Dijkstra’s algorithm for finding the shortest path. [Dijkstra 1959] 

 

Pseudocode for Dijkstra’s algorithm for the shortest path in a weighted graph is 

shown in Algorithm 1. Given a graph 𝐺 = (𝑉𝐺 , 𝐸𝐺) and a starting vertex 𝑣1 ∈ 𝑉𝐺 and a 

goal vertex 𝑣2 ∈ 𝑉𝐺, the algorithm starts exploring the graph by travelling its vertices and 

edges, starting from 𝑣1. The algorithm keeps track of the length, d-value, of the shortest 

found path from 𝑣1 to each explored vertex, as well as the predecessor of each explored 

vertex. Once the goal vertex 𝑣2 is explored, the path is ready. It can be constructed by 

then following the chain of predecessors, starting from 𝑣2, finally leading to 𝑣1. 

If the intention is, instead of finding the shortest path from 𝑣1 to 𝑣2, to find the 

shortest path from 𝑣1 to every vertex of the graph, only a slight modification is required. 

The algorithm should not stop if the currently explored vertex is the goal vertex (for there 

is no goal vertex). With this modification, the algorithm will end up exploring all 

connected vertices. 
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The space required by running Dijkstra’s algorithm grows linearly with the number 

of explored vertices. For each explored vertex, a d-value and a predecessor vertex are 

stored in memory. Each vertex of the graph is explored only once. Thus, space complexity 

of Dijkstra’s algorithm for the shortest path in a finite graph is 𝑂(|𝑉𝐺|). In the version 

that traverses the entire graph, this maximum space requirement is always met. However, 

in the shortest path version, this is only the worst-case scenario, because the algorithm 

will stop before exploring the entire graph if it finds the goal vertex. 

The running time complexity of Dijkstra’s algorithm is not as straightforward, 

because it depends on some implementation details that are not defined in the general 

version of the algorithm. In particular, the management of the set of explored vertices and 

their d-values may be implemented with a specialized data structure such as a priority 

queue. The choice of the data structure will affect the time complexity of the entire 

algorithm. 

Because each vertex is explored only once, each edge is examined at most two times: 

once for each of its two vertices. The worst-case search space is a complete graph, i.e. a 

graph where each vertex is directly connected to every other with a single edge. In this 

case, the number of edges, and thus the maximum possible number of edge examinations 

is |𝑉𝐺|2. 

While Dijkstra’s algorithm is a common starting point for choosing a shortest path 

algorithm, it is far from the most efficient in many practical applications. A*, originally 

created by Hart et al. [1968], is a pathfinding algorithm that extends Dijkstra’s by using 

a heuristic function to guide its search. 

The pseudocode of the A* algorithm, shown in Algorithm 2, looks similar to 

Dijkstra’s. There are two major additions in the algorithm: The heuristic function and the 

e-value, which is an estimation of the shortest path from 𝑣1 to 𝑣2 via some vertex. 

Whenever a vertex’ d-value is set, as in Dijkstra’s, additionally, the e-value of said vertex 

is also set. When choosing which vertex to explore next, the minimum e-value is used as 

the decision criterion instead of the d-value. The e-value of a vertex v is calculated by 

adding the d-value of said vertex to the result of the heuristic function with said vertex 

and the goal vertex as parameters. The heuristic is a function given as a parameter to the 

A*-algorithm. The goal of the heuristic function is to provide an estimated distance of the 

shortest path from a given vertex to the goal vertex. 
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A*-algorithm 

 

Input: 

𝑮 = (𝑉𝐺 , 𝐸𝐺): The graph. 

𝒗𝟏 ∈ 𝑉𝐺: The starting vertex. 

𝒗𝟐 ∈ 𝑉𝐺: The goal vertex. 

𝒘(𝑎, 𝑏), 𝑎 ∈ 𝑉𝐺 , 𝑏 ∈ 𝑉𝐺: A function that returns the weight of the edge 

                                        between 𝑎 and 𝑏. 

𝒉(𝑎, 𝑏), 𝑎 ∈ 𝑉𝐺 , 𝑏 ∈ 𝑉𝐺: A heuristic function that estimates the cost from 𝑎 to 𝑏. 

 

Algorithm: 

Mark 𝑣1 as 𝑜𝑝𝑒𝑛. 

Init 𝑑[𝑣1] = 0. 

Init 𝑒[𝑣1] = ℎ(𝑣1, 𝑣2). 

Until no vertex is 𝑜𝑝𝑒𝑛: 

        𝑠 = The 𝑜𝑝𝑒𝑛 vertex with the smallest value 𝑒[𝑠] 

        If 𝑠 = 𝑣2: 

                Path has been found. Construct it by backtracking the chain of 

                predecessors starting from 𝑠. Return the path. 

        Mark 𝑠 as 𝑐𝑙𝑜𝑠𝑒𝑑. // As opposed to being open. 

        For every neighbor 𝑛 of 𝑠: 

                Mark 𝑛 as 𝑜𝑝𝑒𝑛. 

                𝑡𝑑 = 𝑑[𝑠] + 𝑤(𝑠, 𝑛). // Tentative distance 

                If 𝑡𝑑 < 𝑑[𝑛]: 

                        𝑑[𝑛] = 𝑡𝑑. 

                        𝑒[𝑛] = 𝑡𝑑 + ℎ(𝑛, 𝑣2). 

                        Mark 𝑠 as the predecessor of 𝑛. 

No path from 𝑣1 to 𝑣2 was found. Return an error. 

Algorithm 2. A* algorithm. [Hart et al. 1968] 

 

The A* algorithm guarantees completeness, meaning that it will find a path from the 

starting vertex to the goal vertex if there is one. It also guarantees optimality given that 

the chosen heuristic function is admissible. A heuristic function is admissible if it never 

overestimates the minimum cost of the path between the two vertices. [Hart et al. 1968] 

The A* algorithm can be seen as a direct extension of the Dijkstra’s algorithm. If the 

heuristic function is such that it returns a constant value regardless of input, the estimation 

is of no worth and the algorithm is reducible to Dijkstra’s algorithm. 
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The choice of the heuristic function is crucial to the efficiency of the algorithm. The 

function should give as close of an estimate while being efficient on its own, for it is 

computed for every explored vertex in addition to some others. In the best-case scenario, 

it is computed once for each vertex of the shortest path, and none else. In the worst-case 

scenario, it is computed for every vertex of the graph. 

If the vertices of the graph represent points in a Cartesian coordinate system and the 

weight of each edge is the distance between the points of the two vertices, a simple 

admissible heuristic would be the distance between the points of the given two vertices. 

Furthermore, if the vertices represent points in a Euclidean space, a natural distance 

metric would be the Euclidean distance. On the other hand, in an application where the 

graph represents a grid, one could use the rectilinear distance between the grid’s cells that 

represent the vertices. 

The workings of the heuristic function may be much more involved than only being 

the simple distance between two points. A function that actually uses a pathfinding 

algorithm to find the path between the two vertices given to the heuristic function and 

returns the length of that path, would be the only heuristic that returns the perfect 

estimation. While this would surely be an admissible heuristic, it would obviously be 

needlessly inefficient. That being said, Holte et al. [1996] present Hierarchical A*, an 

A*-based algorithm that utilizes the lengths of calculated paths in an abstracted version 

of the search space as a heuristic. An abstraction of the search space can be a higher-level 

representation of the original search space. For example, the original graph could be 

divided into interconnected subgraphs and each of these subgraphs would then be 

represented by a vertex of the high-level abstraction graph. This high-level graph would 

be less complex than the original, meaning that finding paths within it should be faster, 

but of course only produce high-level paths. 
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3 Problem definition 

3.1 Pipe tracks 

When designing physical pipe routes in the model, it is obvious that there are physical 

limitations as to what paths the pipes may take. Most importantly, pipes may not collide 

with each other or other objects and structures in the model. In the practical world, pipes 

cannot be routed anywhere where there is free physical space. For example, in most cases, 

a pipe should not be routed straight through the middle of a passageway in a facility. 

Instead, there must be human designer decisions for what spaces are available for routing. 

In order to include human designer input into the solution, a designer-created limited 

space is assumed for the fully computational route planning to work inside of – the pipe 

track network. 

The pipe track network is created manually by a designer onto the model that 

represents the physical space where the routing is to take place. The intention is that the 

entire volume occupied by the pipe track network is reserved fully for pipes to run 

through. It is up to the designer to design the pipe track network so that it does not occupy 

spaces where there cannot be pipes – for example physical structures and passageways. 

The pipe track network models a physical volume of routing space. In order to 

simplify it to be ready for use by the routing algorithm, it is reduced to the form of a 

graph, the pipe track graph (PTG). The PTG is a finite undirected weighted graph 𝐺 =

(𝑉𝐺 , 𝐸𝐺) where each vertex 𝑣 ∈ 𝑉𝐺 is associated with a physical location (coordinates) in 

the model. The weight of an edge 𝑒 ∈ 𝐸𝐺 is the distance between the two vertices that it 

connects. The points of the vertices may be in a space of any number of dimensions, but 

likely it would be a two-dimensional or a three-dimensional space. Figure 3 shows an 

example of a PTG in a two-dimensional space. 

 

 

Figure 3. An example of a pipe track graph. 
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The PTG is the search space for the routing algorithm to take place in. The output of 

the routing algorithm will be a set of paths that travel via the edges and vertices of the 

PTG. 

The edges of a PTG compose a physical volume that is reserved for pipes, i.e. where 

the algorithmic routing can take place. A volume can only fit a limited number of pipes, 

which creates a clear constraint for the routing algorithm. A routing solution cannot be 

valid if any of these volumes are overfilled with pipes. There are multiple ways to 

implement this restriction. Possibly the most realistic one, if aiming for a detailed 

physically viable routing design, would be to attempt to create an arrangement of the 

pipes in the volume where none of the pipes overlap and all of them are completely inside 

the volume. Looking at a cross section of one of these volumes, the problem could be 

formulated as trying to fit circles (the cross sections of pipes) within a polygon. If all 

examined pipes do not fit, some of them must be routed via some other route. 

The purpose of the routing algorithm will be to create a rough, preliminary route 

planning. Thus, a simpler fitting criterion will be used. An edge of the PTG is simplified 

to a numerical value called the fill capacity of the edge. Given a PTG 𝐺 = (𝑉𝐺 , 𝐸𝐺) with 

𝑉𝐺 being its vertices and 𝐸𝐺  its edges, the fill capacity 𝑓𝑐(𝑒𝐺), 𝑒𝐺 ∈ 𝐸𝐺  is a constant value 

that is inherent to the volume that the edge represents. Each pipe that is to be routed 

through an edge will fill the edge’s fill capacity by the pipe’s own fill degree, which is a 

numerical value that represents the area of the pipe’s cross section. This will increase the 

edge’s fill rate 

𝑓𝑟(𝑒𝐺) = ∑ 𝑓𝑑(𝑒𝑡)

𝑒𝑟∈𝐸𝑡

, 𝑒𝐺 ∈ 𝐸𝐺 , 𝐸𝑡 = edges of a routing routed through 𝑒𝐺 . 

A routing solution can be valid only if the fill rate of no edge in PTG exceeds its fill 

capacity, i.e. 

∀𝑒𝐺 ∈ 𝐸𝐺: 𝑓𝑟(𝑒𝐺) ≤ 𝑓𝑐(𝑒𝐺). 

3.2 Piping network 

The piping network describes desired connections between objects. At the point of 

designing the piping network, the designer is concerned about what kind of pipes there 

need to be between which objects. The placements in physical space are not designed at 

this stage. The piping network essentially describes the desired logical layout of objects 

and pipes, which the model will need to conform to in a later design phase. The piping 

network is used as the routing algorithm’s input, defining the routes that are to be found 

by the algorithm. 
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The piping network forms a graph where the vertices represent physical objects and 

the edges represent the connections between those objects. The exact types of objects that 

the vertices and edges may represent depends on the application. 

In terms of piping design, a pipe may have a direction of flow, i.e. the direction where 

its contents (such as liquids or gasses) flow towards. Despite this implication of edge 

direction, the piping network graph is treated as an undirected graph because the flow 

direction will be irrelevant in the routing algorithm. 

The objects represented in the piping network that have a known physical position 

are associated with exactly one vertex of the PTG. Ultimately, it is up to the designer to 

choose which PTG’s vertex is associated with which object, but more than likely it is the 

one that is physically nearest to the object. Neither the rest of the vertices, i.e. the inner 

vertices, or any of the edges, are associated with those of the PTG. The inner vertices 

represent pipe branching points and the edges represent the pipes. 

The piping network graph must be reducible into the following format for it to be a 

valid input for the routing algorithm: 

 

Given a PTG 𝐺 = (𝑉𝐺 , 𝐸𝐺) with 𝑉𝐺 being its vertices and 𝐸𝐺  its edges, the piping network 

graph is a forest 𝑅 where each connected component represents a routable tree 𝑟 =

(𝑉𝑟, 𝐸𝑟) ∈ 𝑅 which is a finite undirected weighted tree. Each of the leaf vertices 𝑉𝑟𝑙
⊆ 𝑉𝑙 

is such that 

∀𝑣𝑙 ∈ 𝑉𝑟𝑙
: ∃! 𝑣𝐺 ∈ 𝑉𝐺: 𝑎𝑠𝑠𝑜𝑐(𝑣𝑙) = 𝑣𝐺 , 

where 𝑎𝑠𝑠𝑜𝑐(𝑣𝑙) = 𝑣𝐺  means that vertex 𝑣𝑙 is associated with vertex 𝑣𝐺 . Each inner 

vertex 𝑣𝑏 ∈ 𝑉𝑟 − 𝑉𝑟𝑙
 represents a pipe branching point and each edge 𝑒 ∈ 𝐸𝑟 represents a 

pipe. The weight of an edge is the fill degree of the pipe it represents. 

 

As is apparent in the above formalization, the piping network must be a forest of trees, 

which is a set of connected graphs with the leaf vertices being associated with exactly one 

vertex of the PTG. In a practical case it is likely that some of such vertices represent 

equipment that would be connected to multiple of these trees. To illustrate this, let us look 

at the following example of a routable tree that is not yet valid. 

 

 

Figure 4. An invalid routable tree. 
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Figure 4 shows an example of a routable tree with vertices {𝑣𝑙1
, 𝑣𝑙2

, 𝑣𝑙3
, 𝑣𝑙4

, 𝑣𝑙5
} having 

associated vertices in a PTG and vertices {𝑣𝑏1
, 𝑣𝑏2

} being the branch vertices. This 

routable tree does not yet meet the formal requirements, because the vertex 𝑣𝑙3
 is 

associated to a vertex in PTG, yet it is not a leaf vertex in the routable tree. To fix this, 

the graph must be preprocessed so that this requirement is met. The graph can be 

separated into two while in a sense duplicating the vertex in question. A new vertex is 

added that associates to the same PTG vertex. 

 

 

Figure 5. The original routable tree separated into two different routable trees. 

 

The two routable trees in Figure 5 are now valid routable trees that can be part of the 

forest of routable trees that is an input to the routing algorithm. Producing these kinds of 

valid routable trees is a data preprocessing step that is assumed to have been done before 

running the routing algorithm. 

The formal definition of a valid piping network graph does not prohibit vertices with 

no edges connected to it. Such a vertex would represent an object that has no pipes 

connected to it, thus requiring no routing which means that such routable trees can be 

pruned before running the routing algorithm. 

3.3 Output 

The goal of the solution is to find a routing for each routable tree. A routing is a connected 

subgraph of the PTG that connects the PTG vertices that the leaf vertices of the routable 

tree are associated with. The routing annotates each of its edges with the pipe that is routed 

through it. The output, more formally, is defined as follows. 

Given a PTG 𝐺 = (𝑉𝐺 , 𝐸𝐺) with 𝑉𝐺 being its vertices and 𝐸𝐺  its edges, and a set of 

routable trees 𝑅, the solution, if one is found is a set 𝑇 of routings. Each routing is a tree 

that is a subgraph of 𝐺. For every routable tree 𝑟𝑖 ∈ 𝑅 there is a routing 𝑡𝑟𝑖
∈ 𝑇, and |𝑅| =

|𝑇|. Each edge 𝑒 that appears in a routing 𝑡𝑟𝑖
 is annotated with the edge of the routable 
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tree 𝑟𝑖 that was routed through it. This increases that routing PTG edge’s fill rate with the 

fill degree of that routable tree’s edge. 

In practical physical construction of piping, the cost of piping depends on many 

practical factors including material costs as well as installation costs. In the scope of this 

problem definition, the cost is simplified to a simple equation with pipe fill degrees and 

lengths as the only factors. The cost of a single routing 𝑡 = (𝑉𝑡, 𝐸𝑡) with 𝑉𝑡 being its 

vertices and 𝐸𝑡 its edges is 

𝑐𝑜𝑠𝑡(𝑡) = ∑ 𝑓𝑑(𝑒) ∗ 𝑤(𝑒)

𝑒∈𝐸𝑡

, 

where 𝑤(𝑒) is the weight of the edge of defined by the PTG, which is also the distance 

between the two points that the two vertices of the edge represent. This cost imitates the 

material cost of a pipe. The total cost of a solution 𝑇, i.e. a set of routings is the sum of 

the costs of the routings 

𝑐𝑜𝑠𝑡(𝑇) = ∑ 𝑐𝑜𝑠𝑡(𝑡)

𝑡∈𝑇

. 

The goal of the routing algorithm is to find a solution with a total cost as small as 

possible. There may be any number of possible solutions, some of which will have the 

same cost even if the solutions are different. The algorithm needs only output one solution 

if one is found. It is also plausible that there is not any possible solution, let alone an 

optimized one. In this case the algorithm will signal this and output no routings. 
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4 Routing multiple branched pipes 

4.1 Overview 

As described in Chapter 3, the input for the routing algorithm is a set of routable trees and 

the output is a set of routings. The goal is to find a solution where the total cost of all the 

routings is optimized. Assuming the routings did not share the search space, it would be 

enough to find the optimized solution for each routing individually. However, this is not 

the case, as one of the major parts of the routing problem is that they share a common 

search space, the PTG, and can have mutual conflicts within it. In this chapter, I will 

present a set of my own algorithms that produce the desired output. 

A pathfinding algorithm is often presented as finding a single path from a vertex to 

another within a graph. However, many applications exist where there is need for multiple 

non-conflicting paths. The multi-agent pathfinding (MAPF) problem, in short, is the 

problem of optimizing the global cost of a set of single-agent pathfinding solutions in a 

shared search space while avoiding conflicts. The MAPF problem could be formalized as 

such that it could be solved with many generic pathfinding algorithms that were originally 

presented in the context of single-agent pathfinding. Given a search space where each 

state represents the composite of the states of all agents, the solution could be found with 

any pathfinding algorithm that makes little assumptions about the properties of the search 

space. However, this would be a largely inefficient approach in practice, because the size 

and complexity of the search space would increase exponentially with each new agent 

included. For this reason, practical MAPF solutions must approach the problem 

differently. 

The routing process presented next is structured as multiple small low-level 

optimization processes and combining them into one, ultimately producing a holistically 

optimized solution. The low-level optimization problem is to find a routing solution for a 

single routable tree of the input. The high-level problem is to combine these low-level 

solutions into one conflict-free set of routings while optimizing the total cost of all the 

routings. 

A conflict is the situation where the fill rate of an edge in the PTG exceeds its fill 

capacity. This happens when too many routings pass through the same edge, increasing 

its fill rate with their respective fill degrees. A conflict is solved by rerouting one or more 

of the involved routings through other edges of the PTG. 
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4.2 Low-level pipe routing 

The goal of the low-level search is to find an optimized routing for a single routable tree. 

A routable tree may be branched, which is a major reason why this problem is more 

complicated than something that can be solved with a simple pathfinding algorithm. 

However, the following algorithm will take the approach of performing a series of two-

terminal routings to compose the complete routing that may have more than two 

terminals. Thus, a two-terminal routing algorithm will be defined first. Then the 

composing algorithm that produces the final routing can be defined. 

4.2.1 Two-terminal routing algorithm 

In the development of an optimized and efficient two-terminal pathfinding algorithm for 

the routing construction algorithm, A* will be used as a starting point. A* on its own is 

not enough, because the problem definition has some specific constraints of its own. As 

described in Chapter 3, each edge of the PTG has a limited fill capacity, and each pipe 

routed through such an edge will increase its fill rate, which must not exceed the fill 

capacity. This creates a constraint for the pathfinding algorithm, as it may not travel via 

an edge where a pipe cannot fit. Additionally, the cost of a path is not only dependent on 

the length of its edges but also the fill degrees of the pipes represented by its edges. 

Furthermore, the fill constraint will change dynamically as the path is being explored by 

the algorithm, because at every branch, the fill degree of the pipe may change. This brings 

us to another detail that the algorithm must take care of: placing the branches at select 

vertices of the path. Next, I present a routing algorithm to solve the pathfinding problem 

with these requirements, which is called Two-Terminal Pipe A* (TTPA*). The 

pseudocode for TTPA* is shown in Algorithm 3. 

The first step of TTPA* is to find a simple path from the starting vertex to the goal 

vertex within the PTG. This is done with the A* algorithm with the heuristic being the 

Euclidean distance between the points of given vertices of PTG. This path will then act 

as a template for the routing. What is left is to arrange the pipes of the routable sequence 

onto that template path. This is done by starting from both ends of the path at the same 

time, placing pipes and traversing towards the other end until both ends meet. The 

algorithm aims to optimize the total cost of the pipes by keeping on placing low cost pipes 

for as long as possible. If the next pipe in the sequence would have a smaller fill degree, 

the current pipe will be ended immediately, and the next pipe will be started. 
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Two-Terminal Pipe A* (TTPA*) 

 

Input: 

𝑮 = (𝑉𝐺 , 𝐸𝐺): The PTG. 

𝒇𝒓: Fill rates – a mapping of PTG edge to a numerical value.  

𝒔𝒆𝒒: The routable sequence to be routed. 

 

Algorithm: 

Let 𝑣1 = first vertex in 𝑠𝑒𝑞 be the starting vertex. 

Let 𝑣2 = last vertex in 𝑠𝑒𝑞 be the goal vertex.  

Let 𝑝𝑎𝑡ℎ = 𝑓𝑖𝑛𝑑_𝑝𝑎𝑡ℎ(𝑣1, 𝑣2). 

Until all edges of 𝑝𝑎𝑡ℎ have been annotated: 

        Let 𝑒𝑠𝑒𝑞𝑎
 = first edge in 𝑠𝑒𝑞. 

        Let 𝑒𝑝𝑎𝑡ℎ𝑎
 = first unannotated edge in 𝑝𝑎𝑡ℎ. 

        If 𝑓𝑟[𝑒𝑝𝑎𝑡ℎ𝑎
] + 𝑓𝑑(𝑒𝑠𝑒𝑞𝑎

) > 𝑓𝑐(𝑒𝑝𝑎𝑡ℎ𝑎
): 

                Return with no solution. 

        Annotate 𝑒𝑝𝑎𝑡ℎ𝑎
 with 𝑒𝑠𝑒𝑞𝑎

. 

        Let 𝑒𝑠𝑒𝑞𝑎+1
 be the next edge after 𝑒𝑠𝑒𝑞𝑎

. 

        If 𝑓𝑑 (𝑒𝑠𝑒𝑞𝑎+1
) < 𝑓𝑑(𝑒𝑠𝑒𝑞𝑎

) or num of edges in 𝑠𝑒𝑞 > num of unannotated edges in 𝑝𝑎𝑡ℎ: 

                Remove 𝑒𝑠𝑒𝑞𝑎
 as well as the now edgeless vertex from 𝑠𝑒𝑞. 

        Let 𝑒𝑠𝑒𝑞𝑏
 = last edge in 𝑠𝑒𝑞. 

        Let 𝑒𝑝𝑎𝑡ℎ𝑏
 = last unannotated edge in 𝑝𝑎𝑡ℎ. 

        If 𝑓𝑟[𝑒𝑝𝑎𝑡ℎ𝑏
] + 𝑓𝑑(𝑒𝑠𝑒𝑞𝑏

) > 𝑓𝑐(𝑒𝑝𝑎𝑡ℎ𝑏
): 

                Return with no solution. 

        Annotate 𝑒𝑝𝑎𝑡ℎ𝑏
 with 𝑒𝑠𝑒𝑞𝑏

. 

        Let 𝑒𝑠𝑒𝑞𝑏−1
 be the edge right before 𝑒𝑠𝑒𝑞𝑏

. 

        If 𝑓𝑑 (𝑒𝑠𝑒𝑞𝑏−1
) < 𝑓𝑑(𝑒𝑠𝑒𝑞𝑏

) or num of edges in 𝑠𝑒𝑞 > num of unannotated edges in 𝑝𝑎𝑡ℎ: 

                Remove 𝑒𝑠𝑒𝑞𝑏
 as well as the now edgeless vertex from 𝑠𝑒𝑞. 

The path, now being fully annotated with pipes, is the routing result. Return it. 

 

Notes: 

𝒇𝒊𝒏𝒅_𝒑𝒂𝒕𝒉(𝑣1, 𝑣2): A function that returns the shortest path from vertex 𝑣1 to vertex 

𝑣2 using A* with the heuristic being the Euclidean distance between points of given 

vertices. 

𝒇𝒅(𝑒): A function that returns the fill degree of edge 𝑒 ∈ 𝐸𝑠𝑒𝑞. 

𝒇𝒄(𝑒): A function that returns the fill capacity of edge 𝑒 ∈ 𝐸𝐺 . 

Algorithm 3. Two-Terminal Pipe A* (TTPA*). 
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TTPA* has a few failure conditions. First, if the initial pathfinding does not find a path, 

no solution will be found. Second, if the number of edges in that path is less than the 

number of edges in the routable sequence, no solution can be found because there will 

not be enough edges in the path to arrange all the pipes on. Third, if an edge in the path 

is met where the current pipe would not fit according to the fill rate and fill capacity of 

the PTG edge and the fill degree of the pipe. 

Let us illustrate the process of TTPA* with an example: 

 

 

Figure 6. Pipe track graph 𝐺 on the left and routable sequence 𝑠𝑒𝑞 on the right as the 

initial input for TTPA*. 

 

Figure 6 shows the initial input for the routing algorithm. On the left is 𝐺, the PTG within 

which the routing is to be done. The numbers at each edge of 𝐺 represent their respective 

fill capacities. The weight of each edge of 𝐺 is assumed to be 1. On the right is 𝑠𝑒𝑞, a 

two-terminal routable tree, i.e. a sequence. The leaf vertices of 𝑠𝑒𝑞, 𝑣𝑙1
 and 𝑣𝑙2

 are 

associated with vertices 𝑣𝑚 and 𝑣𝑏 of 𝐺 respectively. Vertices 𝑣𝑏1
 and 𝑣𝑏2

 of 𝑠𝑒𝑞 are 

branch vertices with no associated vertices in 𝐺 yet. The numbers at each edge of 𝑠𝑒𝑞 

represent their respective fill degrees. Routing can be started with performing TTPA* 

with the following parameters: 𝐺 being the graph, fill rates of all edges being zero and 

𝑠𝑒𝑞 being the sequence to be routed. 
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Figure 7. The initial path in TTPA*. 

 

The first step of TTPA* is to find the path from the start vertex to the goal vertex with 

A*. The resulting 𝑝𝑎𝑡ℎ is shown in Figure 7 and consists of the 𝐺 vertices 

[𝑣𝑚, 𝑣𝑙 , 𝑣ℎ , 𝑣𝑒 , 𝑣𝑏]. 

 

 

Figure 8. The first annotation step. 
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Figure 8 shows the first annotation step. Here, the fill rate of edge (𝑣𝑚, 𝑣𝑙) does not 

exceed its capacity  if the fill degree of (𝑣𝑙1
, 𝑣𝑏2

) was added to it, so (𝑣𝑚, 𝑣𝑙) can be 

annotated with (𝑣𝑙1
, 𝑣𝑏2

). Now it needs to be decided whether or not to remove the edge 

(𝑣𝑙1
, 𝑣𝑏2

) and the vertex 𝑣𝑙1
 from seq. It should be done if either: 1. The number of edges 

in 𝑠𝑒𝑞 is greater than the number of unannotated edges in 𝑝𝑎𝑡ℎ or 2. the fill degree of the 

next edge in seq, which is (𝑣𝑏2
, 𝑣𝑏1

), is smaller than the fill degree of the current edge 

(𝑣𝑙1
, 𝑣𝑏2

). Neither of these conditions are met, so nothing is removed from 𝑠𝑒𝑞. 

 

 

Figure 9. The second annotation step. 

 

Figure 9 shows the second annotation step. This time 𝑠𝑒𝑞 is examined from the other end. 

The 𝑝𝑎𝑡ℎ edge (𝑣𝑏 , 𝑣𝑒) is annotated with (𝑣𝑙2
, 𝑣𝑏1

). Now, the number of edges in 𝑠𝑒𝑞 (3) 

would be greater than the number of unannotated edges in 𝑝𝑎𝑡ℎ (2), so edge (𝑣𝑙2
, 𝑣𝑏1

) 

and vertex 𝑣𝑙2
 are removed from 𝑠𝑒𝑞. 
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Figure 10. The third annotation step. 

 

Figure 10 shows the third annotation step. Coming back to this end of 𝑠𝑒𝑞, 𝑝𝑎𝑡ℎ edge 

(𝑣𝑙, 𝑣ℎ) is annotated with 𝑠𝑒𝑞 edge (𝑣𝑙1
, 𝑣𝑏2

). That edge and its vertex are removed from 

𝑠𝑒𝑞 for the same reason as in the second annotation step. 

 

 

Figure 11. The fourth annotation step. 
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Figure 11 shows the fourth annotation step. Here the 𝑝𝑎𝑡ℎ edge (𝑣ℎ, 𝑣𝑒)  is annotated 

with the 𝑠𝑒𝑞 edge (𝑣𝑏2
, 𝑣𝑏1

). The 𝑝𝑎𝑡ℎ is now fully annotated, so the algorithm is 

finished. 

 

 

Figure 12. The final routing result with new associations. 

 

As is shown in Figure 12, the annotated 𝑝𝑎𝑡ℎ is now a routing that the algorithm can 

return as the result. Note that the exhaustive annotation of 𝑝𝑎𝑡ℎ implies new associated 

vertices for all vertices of 𝑠𝑒𝑞. Vertices 𝑣𝑏1
 and 𝑣𝑏2

 did not, at the beginning of the 

algorithm, have associated vertices in the PTG, but they do have now. 

4.2.2 Multi-terminal routing algorithm 

Now that a method for routing a two-terminal routable tree into a routing has been 

defined, I will explain how to use this to compose a routing from a routable tree that has 

more than two terminals. 

A routable tree with more than two terminals may be deconstructed into multiple 

routable trees with two terminals in each. Consider the following example routing in 

Figure 13. 
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Figure 13. A routable tree with three terminal vertices and a branch vertex. 

 

Figure 13 depicts a routable tree with three terminal vertices {𝑣𝑙1
, 𝑣𝑙2

, 𝑣𝑙3
} and one 

branch vertex 𝑣𝑏1
. Each of the terminal vertices is assumed to be associated with some 

vertex of a PTG and the branch vertex is not. This routable tree may be deconstructed 

into two two-terminal routable trees as shown in Figure 14. 

 

 

Figure 14. The original routable tree deconstructed into two routable trees. 

 

Now there are two routable trees 𝑟1 and 𝑟2, but only one of them is truly ready to be 

routed. That is 𝑟2, because its leaf vertices have vertices in PTG associated with them. 

The other routable tree 𝑟1 does not meet this condition, because one of its leaf vertices 

𝑣𝑏1
 is not associated with a PTG vertex, so it cannot be routed yet. If 𝑟2, is now routed, it 

will be found that the two-terminal routing algorithm will associate the vertex 𝑣𝑏1
 with a 

PTG vertex. This means that the second routable tree can now be routed, because all its 

leaf vertices have vertices in the PTG associated with them. Once the two-terminal 

routing algorithm on this second routable tree is performed, the complete routing has been 

produced. 

Next I define the algorithm that composes the entire routing by running multiple two-

terminal routings, the Multi-Terminal Pipe Router (MTPR). The pseudocode for MTPR 

is shown in Algorithm 4. 
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Multi-Terminal Pipe Router (MTPR) 

 

Input: 

𝑮: A PTG.  

𝒇𝒓: Fill rates – a mapping of PTG edge to a numerical value. 

𝒓: A routable tree.  

 

Algorithm: 

Choose two terminal vertices 𝑣1 and 𝑣2 from of 𝑟. 

Let 𝑠𝑒𝑞 = 𝑠𝑒𝑞𝑢𝑒𝑛𝑐𝑒(𝑣1, 𝑣2). 

Let 𝑡 = a routing produced by running TTPA* with 𝐺, 𝑓𝑟 and 𝑠𝑒𝑞 as parameters. 

If 𝑡 is not found: 

        No total routing solution can be found. Return with no solution. 

Increase the fill rates in 𝑓𝑟 by the fill degrees of the edges in 𝑡. 

Let 𝑅 = 𝑒𝑥𝑡𝑟𝑎𝑐𝑡(𝑟, 𝑠𝑒𝑞, 𝑡). // A set of routable trees 

If 𝑅 = ∅: 

        Return 𝑡. 

Let 𝑇 = ∅, an empty set of routings. 

For each 𝑟′ in 𝑅: 

        Let 𝑡′ = a routing produced by running MTPR with 𝐺, 𝑟′ and 𝑓𝑟 as parameters. 

        If 𝑡′ is not found: 

                No total routing solution can be found. Return with no solution. 

        Increase the fill rates in 𝑓𝑟 by the fill degrees of the edges in 𝑡′. 

        Add 𝑡′ to 𝑇. 

Return a composite routing by merging 𝑡 and each routing in 𝑇. 

 

Notes: 

𝒔𝒆𝒒𝒖𝒆𝒏𝒄𝒆(𝑎, 𝑏): A function that constructs and returns a linear path from vertex 𝑎 to 

vertex 𝑏. 

𝒆𝒙𝒕𝒓𝒂𝒄𝒕(𝑟, 𝑠𝑒𝑞, 𝑡): A function that returns a set of routable trees produced by extracting 

sequence 𝑠𝑒𝑞 from routable tree 𝑟. Routing 𝑡 is used to associate branch vertices of 𝑠𝑒𝑞 

with PTG vertices so that the produced routable trees’ leaf vertices all have associations. 

Algorithm 4. Multi-Terminal Pipe Router (MTPR). 

 

MTPR deconstructs the given routable tree into smaller two-terminal routable trees, 

which are subgraphs of the original routable tree and can be routed with TTPA*. The 

result of TTPA* is used to associate the branch vertices of the routed sequence with PTG 

vertices so that the rest of the deconstructed routable trees may be routed next. 
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MTPR is a recursive algorithm. Its recursiveness stems from the way it deconstructs 

the routable tree and routes these sequences one at a time before deconstructing the 

routable tree further. In reach recursion, given a routable tree, it chooses two terminal 

vertices of the routable tree and creates a sequence between the two terminals. The two 

terminals must be chosen so that both have associations with PTG vertices but in the 

sequence between them there are no other vertices with associations with PTG vertices. 

The sequence is simply a path between the two vertices within the routable tree and can 

be solved with any pathfinding algorithm. A path is guaranteed to exist, because as is 

implied in the name, routable trees are trees, which means that there is inherently a path 

between any given two vertices of the routable tree. This sequence is extracted from the 

original given routable tree, separating it from the rest of the tree into its own subgraph. 

The extraction also produces a set of other routables left to be routed later, as will be 

shown in the following example. The extracted sequence is given to be routed by TTPA*, 

which not only produces the routing for the sequence, but equally as importantly, 

associates the sequence’s branch vertices with vertices of the PTG. Those vertices may 

now be used as terminals of the further deconstructed routable trees that are to be routed 

with further recursions of the MTPR. 

The algorithm is best illustrated with an example: 

 

 

Figure 15. A pipe track graph, a routable tree and its associations as the input for 

MTPR. 

 

Figure 15 shows the initial input for the MTPR example. On the left is 𝐺, the PTG within 

which routing is to be performed. On the right is the routable tree 𝑟 and its associations 

with the PTG vertices, where in the beginning only the leaf vertices of 𝑟 have associations. 
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The fill rates of each edge are assumed to be zero at the beginning. Again, the fill 

capacities of the PTG edges and the routable tree’s edges’ fill degrees are visible next to 

the respective edges. The first step is to choose two terminals of 𝑟. Let them be 𝑣𝑙1
 and 

𝑣𝑙2
. This gives us the sequence [𝑣𝑙1

, 𝑣𝑏2
, 𝑣𝑏1

, 𝑣𝑙2
], which will be routed with TTPA*. 

 

 

Figure 16. First routable sequence routed. 

 

Figure 16 shows the results of the first TTPA* run using the routable sequence 𝑟1 which 

was extracted from the original routable tree 𝑟. A routing was produced on 𝐺 and the 

vertices 𝑣𝑏1
 and 𝑣𝑏2

 were provided with associated vertices on PTG. As 𝑟1 was extracted 

from r, two new routable trees 𝑟2 and 𝑟3 were also produced. Next, one of these new small 

routable trees is chosen and MTPR is ran on it. Let that be 𝑟2. It is important to note why 

this sequence is routable: Even though one of its leaf vertices was a branch vertex in the 

original routable tree, it is now possible to route it thanks to the previous TTPA* run 

providing an associated PTG vertex for that vertex. 
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Figure 17. Second routable sequence routed. 

 

After the second TTPA* run with the sequence 𝑟2, a new routing is produced on 𝐺, as is 

shown in Figure 17. What remains is the routable tree 𝑟3. Performing MTPR on it, the 

first sequence to be routed with TTPA* is chosen. Let us choose two vertices that have 

associations, 𝑣𝑙4
 and 𝑣𝑏2

 which makes a new two-terminal routable sequence 𝑟4.  

 

 

Figure 18. Third routable sequence routed. 

 

In Figure 18 is seen that after routing the routable sequence 𝑟4 there is only one more 

routable tree 𝑟5 to be routed. It is already a sequence, so it is ready to be routed. 

 



-30- 

 

 

Figure 19. Fourth and final routable sequence routed. 

 

In Figure 19, you can see that there are no more routable trees to be routed. The final 

routing is now ready. 

4.3 High-level conflict solving 

The goal of the routing process is to produce a global solution that contains routings for 

all the given routable trees. In the previous part of this chapter the local problem of 

constructing a routing of a single routable tree with no regard to the others was solved. 

What is left is to produce a composite of the local solutions. Because the individual 

routings were calculated with little respect to the others, there may be conflicts between 

them, i.e. multiple routings’ pipes may occupy the same edges of the PTG, and the 

cumulative fill degree will exceed that of a PTG edge’s fill capacity. In the search of a 

conflict-free solution, a centralized conflict solver is needed. 

Sharon et al. [2015] presented the Conflict-Based Search (CBS) algorithm that 

produces an optimal solution to the problem of constructing a globally cost-optimal 

solution when multiple conflict-free independent searches is desired. CBS does this with 

a centralized unit that drives the local searches, detects conflicts between them and gives 

them additional constraints for future searches based on the conflicts. This produces a tree 

with each node representing a solution that may have conflicts and add more constraints. 

This constraint tree is grown until a conflict-free solution is found and it is not possible 

to find another solution with a smaller total cost. The pseudocode for CBS is shown in 

Algorithm 5. 
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Conflict-Based Search (CBS) algorithm 

𝑅𝑜𝑜𝑡. 𝑐𝑜𝑛𝑠𝑡𝑟𝑎𝑖𝑛𝑡𝑠 =  ∅. 

𝑅𝑜𝑜𝑡. 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 = find individual paths by running the low-level search on each. 

𝑂𝑃𝐸𝑁 = {𝑅𝑜𝑜𝑡}. 

While 𝑂𝑃𝐸𝑁 is not empty: 

        𝑃 = The node in 𝑂𝑃𝐸𝑁 with the lowest cost. 

        Validate the paths in 𝑃 until a conflict occurs. 

        If 𝑃 has no conflict: 

                Return 𝑃. 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛. 

        𝐶 = first conflict in 𝑃. 

        For each agent 𝑎 involved in 𝐶: 

                𝐴 = new node.  

                𝐴. 𝑐𝑜𝑛𝑠𝑡𝑟𝑎𝑖𝑛𝑡𝑠 = 𝑃. 𝑐𝑜𝑛𝑠𝑡𝑟𝑎𝑖𝑛𝑡𝑠 + new constraint that prohibits 𝑎 from 

                                              recreating 𝐶. 

                𝐴. 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 =  𝑃. 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛. 

                Update 𝐴. 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 by running a new low-level search for 𝑎. 

                If 𝐴. 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 was found: 

                        Insert 𝐴 to 𝑂𝑃𝐸𝑁. 

Algorithm 5. Conflict-Based Search. [Sharon et al. 2015] 

 

In order to apply CBS to the routing problem, four details need to be defined for it: The 

low-level search algorithm, the cost of a low-level solution, the definition of a conflict 

and the definition of a constraint. 

The low-level search algorithm in this application of CBS will be MTPR, which was 

defined previously. The result of that algorithm is a single routing, so wherever CBS 

refers to a single path, in this application the path is actually a routing. 

The second piece of information that CBS needs is the cost of a single low-level 

search solution. In this application this is the cost of a single routing. As defined in more 

detail in Chapter 3, the cost of a routing is the sum of the costs of each of its edges, which 

for a single edge is the edge’s length in PTG multiplied by the pipe’s fill degree. 

The definition of a conflict between routings was defined in Chapter 3. In short, this 

is the situation where the total fill rate of one or more edges of the PTG exceed its fill 

capacity. This happens when too many pipes are routed through the same edge. This 

definition of a conflict is used in this application of CBS. 

Finally, it needs to be defined what it means to add constraints to the low-level search. 

Looking at TTPA*, the factors that limit whether an edge may be routed are whether it is 

a neighbor and whether its fill rate would not exceed its fill capacity if travelled. There 
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are two immediately apparent types of constraints one could choose from: Either blocking 

travelling that edge entirely or increasing its fill rate. The latter choice seems the most 

compelling, but there is a problem: TTPA* starts by finding a template path ignoring all 

fill rates, and if the fill rates then prevent arranging the pipes on that path, TTPA* will 

simply fail to produce any solution. If instead we choose the other choice, blocking the 

travel of the edge entirely, the initial pathfinding will have to travel around that edge and 

may find another solution. Thus, this will be used as the constraint. The routing that is 

rerouted will have to conform to this new constraint, but the routings that will be left in 

place will not have to mind this constraint. This constraint is applied to an MTPR run by 

removing the constrained edge from the local copy of the PTG that the MTPR run will 

use. 

Note that as CBS was presented in the context of multi-agent pathfinding, it involves 

the dimension of time in its conflict definition in the original paper. Because we are 

dealing with pipe routing, there is no dimension of time. Instead a pipe will permanently 

fill a space if routed through it. Additionally, instead of handling conflicts on vertices, we 

are dealing with conflicts on edges. 

The next example demonstrates how CBS is used to route routable trees together in a 

PTG. For the sake of simplicity of the example, there are only two routable trees, both of 

which consist of only two vertices. Despite the simplicity of this example, CBS can be 

used to route any number of routable trees with any degree of complexity. 

 

 
Figure 20. A pipe track graph, two routable trees and their associated edges. 

The initial input for the CBS example is shown in Figure 20. There is a pipe track 

graph 𝐺 and two routable trees 𝑟1 and 𝑟2 and their associations with the edges of 𝐺. The 

edge weights of the edges of 𝐺 and the fill degrees of the routable trees’ edges are visible 

in the Figure at the respective edges. The fill capacity of each edge of 𝐺 is 1. 
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Figure 21. First solution candidate. 

CBS starts by running MTPR for each of the routable trees disregarding each other’s 

space occupations, i.e. with no constraints. Figure 21 shows the result of this. The result 

of routable tree 𝑟1 is the routing 𝑡1 and the result of 𝑟2 is 𝑡2. The total cost of the solution 

is 5, which is the costs of 𝑡1 and 𝑡2 added together. These three pieces of results which 

are the cost, the constraints and the routings make up the root node of the constraint tree. 

Now, the leaf node of the constraint tree with the least cost should be picked, but there is 

only one node, so the decision is straightforward: the root node is examined. It is found 

that it has a conflict on the edge (𝑣𝑏 , 𝑣𝑑), because the fill degrees of the edges of routings 

𝑡1 and 𝑡2 that travel through this edge add up to a fill rate of 2, which is greater than the 

edge’s fill capacity which is 1. Two child nodes are created under the root node with 

constraints created according to this conflict. 

 

 
Figure 22. Two new solution candidates added to the constraint tree. 

In Figure 22 there are two new candidate solutions: 𝑆2 and 𝑆3. Each is represented 

with a constraint tree node that defines the solution’s cost and the constraints that were 

used to produce that solution. On 𝑆2 the constraint is applied on 𝑟2 which means that 𝑟2 
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must find a routing where it does not travel the constrained edge which is (𝑣𝑏 , 𝑣𝑑). On 

𝑆3 the same constraint is used for 𝑟1 instead. The entirety of the constraint tree now has 

two leaf nodes, 𝑆2 and 𝑆3, of which 𝑆2 has the lowest cost so it will be the one to be 

examined next. It has a conflict on edge (𝑣𝑑, 𝑣𝑓), where again, the fill rate exceeds the 

edge’s fill capacity. This will be used to create a constraint for the next two candidate 

solutions. 

 

 
Figure 23. Two new solution candidates added to the constraint tree. 

Now, in Figure 23, there are once more two new candidate solutions 𝑆4 and 𝑆5. Note 

that they both have used two constraints to produce their routings: The one inherited from 

the parent node (𝑆2) and the new constraint. There are now three leaf nodes in the 

constraint tree: 𝑆3, 𝑆4 and 𝑆5. The next one to examine is 𝑆4 because it has the lowest 

cost of 6. It has no conflicts between the routings, which makes it the final solution of the 

algorithm.  
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5 Evaluation and discussion 

The high-level CBS algorithm guarantees the globally optimal solution given that the 

low-level search guarantees the optimal low-level solution [Sharon et al. 2015]. However, 

MTPR does not make any guarantees on optimality. There are multiple reasons for why 

it is not optimal. First, the two-terminal sequence routing using TTPA* attempts to 

optimize the pipe arrangement based on an assumption about pipe costs: the cost of pipes 

close to leaf vertices is less than the cost of those that are closer to the branches. The 

accuracy of this assumption is not guaranteed. Second, the order of the TTPA* runs in a 

routable tree is arbitrary. Even if the order was deterministic, it would still make no 

guarantee that the order will produce any more optimal solutions than any other order. 

The algorithm does not guarantee completeness. It is guaranteed in neither TTPA* 

nor MTPR. TTPA* may fail to arrange pipes on the path that it searched with A* while 

another such path could have been found where the pipes could be successfully arranged. 

TTPA* does not make effort in trying to find another path if this is the case. In MTPR 

there is no guarantee that the chosen order of running TTPA* on two-terminal sequences 

produces any solution if there is one. In the case that it does not, it is possible that another 

order would have produced a solution. This potential is not explored by MTPR. 

There are more than one potential approach to dealing with the two-terminal sequence 

routing ordering problem. The simplest one would be to perform an exhaustive search by 

trying every order and choosing one. In the search of “any solution”, it would be necessary 

to try different combinations only until one is found that produces a solution. In the search 

of the optimal solution, it would be necessary to try them all to find the one with the 

smallest cost. This would undoubtedly increase the running time of the algorithm 

significantly, because trying one combination always involves performing an entire run 

of MTPR. The number of these combinations increases exponentially with the number of 

leaf vertices of the routable tree, making this approach most likely infeasible. The 

ordering problem is a combinatorial optimization problem in itself. This means that one 

could research the wide pool of solutions presented to solve combinatorial optimization 

generically and apply them to this problem. An issue with this approach is of course that 

evaluating the cost of a single combination involves running MTPR for that combination. 

Instead, in the search of an approximation of the optimum, one could use only an 

estimation on the cost. This estimation could be made according to the fill rates of the 

pipes involved in the routable tree and the distances between the positions of the 

associated PTG vertices. 

According to an analysis by its presenters, CBS performs poorly when there are many 

strongly coupled agents [Sharon et al. 2015]. Two agents are considered strongly coupled, 
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if the likelihood of conflicts between them is high. In this application of CBS this would 

mean routable trees that are likely to be routed via the same edges and their fill rates 

would easily exceed the fill capacities of those edges. To deal with this issue and to 

increase performance, Sharon et al. [2015] present an extension to the algorithm, Meta-

Agent Conflict-Based Search (MA-CBS). In MA-CBS strongly coupled agents are 

merged into meta-agents which replace the single-agent low-level search with a multi-

agent low-level search where only the merged agents are involved. Test runs in an 

empirical study may show if strongly coupled agents are an issue in the pipe routing 

problem. If it is, MA-CBS could be considered as a replacement of CBS in the routing 

process. However, this is not necessarily a trivial change. Using MA-CBS would require 

the choice of a low-level search that is capable of routing multiple routable trees at once. 

The fact that MTPR does not guarantee optimality may seem like a missed 

opportunity, because using CBS would enable globally optimal results if the low-level 

search would be optimal. The choice of developing a low-level algorithm that does not 

aim for the optimal result is based on the general implication raised by previous research 

that the combinatorial optimization problem of multi branched pipe routing is too 

complex to be solved optimally in practice. However, an empirical study of some practical 

data on a relevant application and a series of test runs of an implementation of a routing 

algorithm would be necessary in order to show that this is not feasible. Such a study of 

implementation is not part of this thesis but would be a necessary part of potential future 

development. 

The exact total time complexity and efficiency of the presented algorithm is difficult 

to measure theoretically. For this reason, further informed development of the algorithm 

would require test runs of an implementation on real data. This could also show if the fact 

that this algorithm does not guarantee completeness is a problem in practice, because only 

real data would show whether the edge cases where a solution may not be found are 

substantial. 
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6 Conclusion 

In this thesis I studied pipe routing algorithms. I started with a literature review to provide 

an overview of previous solutions to the problem. I continued with a definition of a 

specific variation of the pipe routing problem as well as a set of algorithms to solve it. 

In Chapter 2 I reviewed literature of previous solutions to the pipe routing problem. 

It was found that due to the quickly increasing complexity of the algorithmic problems 

related to pipe routing, a considerable approach is to use optimization-based methods. In 

these optimization algorithms, the goal is not to guarantee optimality, but to find an 

approximation of the optimal result. The genetic algorithm is one of these methods. It is 

a general optimization algorithm based on the theory of evolution via genetics. Ant colony 

optimization is another such algorithm and is inspired by the collective behavior of a 

colony of ants, which is seen to exceed the capabilities of a single ant. The behavior 

relative to pipe routing is the ability of an ant colony to find paths to places of interest 

such as food sources. Similarly, particle swarm optimization algorithms pursue imitating 

the behavior of swarms of entities, such as a flock of birds, in order to solve optimization 

problems. 

The literature review was continued with a look into the Steiner minimal tree problem, 

in which the goal is to find the minimum cost tree that connects the given points or 

vertices. The problem of pipe routing can be formalized as the Steiner minimal tree 

problem, particularly for pipes with branches. Then two classic pathfinding algorithms 

were studied, Dijkstra’s algorithm and the A* algorithm. Both, after their original 

appearances, have seen much research and implementation in applications such a pipe 

routing. 

As a preparation to presenting my own pipe routing algorithms, I presented the 

specific problem definition with formal definitions in Chapter 3. The search space is 

defined as the PTG, which is a weighed graph where the vertices represent coordinates 

and the weights of edges are the distances between points. This graph represents the area 

in the model where pipes are allowed to be routed. Small graphs called routable trees 

represent the pipes that are to be routed between vertices of the PTG. A routable tree may 

have multiple terminals, which are associated with a vertex of the pipe track graph. The 

routable trees define what kinds of pipes are to be routed, which creates routing 

constraints based on the space limits of the PTG’s edges. The desired solution, given a 

pipe track graph and a set of routable trees, is a set of routings which represents the 

arrangement of all the pipes in all routable trees on the PTG. 

In Chapter 4 I presented a pipe routing process to solve the exact problem definition 

described previously. The process deconstructs the problem into a low-level search 

problem and a high-level search problem. In the low-level problem routings are solved 

for individual routable trees with a new algorithm, MTPR. It is a recursive algorithm that 
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further deconstructs a multi-terminal branched routable tree into multiple two-terminal 

non-branched routable trees, which it solves with another new algorithm, TTPA*. The 

high-level search drives these low-level MTPR searches and attempts to find an optimized 

total result with no conflicts between routings. For this problem CBS from Sharon et al. 

[2015] is applied, which is a general framework for finding the optimized conflict-free 

solution to multiple low-level searches. 

The presentation of the algorithms was followed with evaluation and discussion in 

Chapter 5. It was found that while the examples provided along with the presentation of 

the algorithms produced decent results, there is little promise of completeness in the 

algorithm. For the sake of efficiency in the complex optimization problem, the algorithm 

was not intended to be optimal in the first place. However, there was no conclusion on its 

ability to approximate the optimum. Any further sensible evaluation and development of 

the algorithms would necessitate a software implementation and test runs on data with 

characteristics of the application that they are being developed for.  
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