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ABSTRACT

The contributions of this thesis are new modeling and compression algorithms for
stereo images, disparity maps, and light field images. Plenoptic imaging is an emerg-
ing area of digital imaging with growing interest in both research and applications.
In particular, research in light field coding is very active, since traditional image cod-
ing solutions are not designed to fully exploit the multi-dimensional characteristics
of light field images. We show that excellent coding performance can be achieved in
the area of light field coding through new architectures combining: disparity-based
view warping, sparse linear prediction, and entropy coding of prediction errors.

Departing from traditional digital images having two-dimensional discrete spatial
sampling, in this thesis we consider light fields represented by four-dimensional dis-
cretely sampled plenoptic function, which allows the sampling and rendering of the
scene from several angular directions. The corresponding angular views are highly
redundant, depicting the scene from slightly different view points or camera posi-
tions. Any given angular view can be reconstructed from a single or a set of reference
angular views, using accurate estimation of disparity maps. The methods of this the-
sis are exploiting the four-dimensional redundancy of the light field for producing
very efficient coding.

We first present new methods for lossless coding of stereo images and lossy coding
of light fields using sparse linear predictive models and context adaptive arithmetic
coding. We also present a novel algorithm for lossless coding of high resolution dis-
parity maps, and propose a maximum likelihood estimator for normalized disparity
maps, which models pairwise disparity maps and relative positions for all angular
views in a light field. We present two novel algorithms for light field coding using
hierarchical light field reconstruction based on normalized disparity maps and sparse
linear predictive models, and demonstrate state-of-the-art performance in lossy light
field coding. Further, the presented light field coding algorithms have been success-
fully proposed for international standardization leading to the creation of the 4D
prediction profile of the forthcoming ISO/IEC 21794 standard for light field cod-
ing.
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1 INTRODUCTION

In this chapter, we introduce the motivation behind the study of the topics selected
for this thesis, present the objectives of the research in Publications I to VII, and
provide an outline of the structure of this thesis.

1.1 Motivation of the thesis

Recently, a lot of academic and commercial interest has been directed towards emerg-
ing imaging modalities, such as plenoptic imaging used in representations of light
by the plenoptic function [1], able to deliver a higher degree of immersion and en-
abling a wider range of applications compared to traditional digital imaging tech-
nologies. One of the most prominent examples of plenoptic representations of light
are the so called light fields, which by parametric modeling of the directional infor-
mation of the incident light are suitable for tasks such as novel view generation, or
three-dimensional (3D) modeling and depth estimation. Other notable applications
of light fields are those, which complement traditional imaging technologies using
post-processing algorithms as is done, for example, in the task of refocusing [2].

Current light field acquisition technologies can be divided into two categories:
camera array based [3] and micro-lens array based [4]. The former samples direc-
tional information of light by directly acquiring high resolution images at multiple
view points with cameras usually positioned along a regular rectangular grid. The
latter of the two technologies samples the light field with a combination of an imag-
ing sensor and an array of microscopically small lenses arranged into a grid between
the main lens and the image sensor. In both cases, the resulting data has character-
istics different to traditional two-dimensional (2D) images since the same scene is
sampled multiple times from slightly different angular directions. Traditional image
and video coding technologies [5][6] excel at encoding natural images with smoothly
varying surfaces, but prove to be less efficient in modeling redundancies of light field
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images.

Plenoptic images are expected to be distributed through the same communication
channels as any other digital media, and considering that light field images contain
possibly hundreds or even thousands of times the amount of data of a conventional
digital image, it is of high interest in both academy and industry to develop effective
and practical coding tools to accelerate the adoption of the imaging technology it-
self. The importance of light field coding can also be inferred from the considerable
international effort directed towards the standardization [7] [8] [9] of these coding
technologies.

1.2 Objectives of the thesis

The main objective of this thesis is to develop coding algorithms for both lossy and
lossless coding of plenoptic images. The essential tools used and developed for this
dissertation are linear predictive models specific to disparity-regions or segmentation-
regions. The approach taken within this dissertation for advancing the field of plenop-
tic coding builds on utilization of existing and standardized image coding tools for
achieving 2D image compression or entropy coding. One of the important objec-
tives is also the distribution and sharing of algorithms and software to allow the
academy and industry to capitalize on the efforts taken during the development of
this thesis. We now give a brief summary on the objectives of the publications pre-
sented.

• Publication I. Conventional image coding algorithms are not designed to fully
exploit redundancy existing in a stereo color pair. In Publication I, the objec-
tive was to develop a sparse linear prediction scheme exploiting the inter-view
redundancy (through disparity-based warping) between a pair of color images
obtained with a stereo camera, and to show that such a prediction scheme, to-
gether with context-adaptive arithmetic coding, is highly efficient in lossless
coding of stereo color images.

• Publication II. The objective was to study how to obtain better lossless com-
pression of high resolution and high precision disparity maps. These type
of disparity maps have a very high dynamic range, and the goal in Publica-
tion II was to attain high lossless coding efficiency by combining revertible
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linear transforms (predicting piecewise smooth regions) with split of predic-
tion errors into groups of bit planes. We then studied coding of the grouped
bit planes using a novel context-adaptive algorithm in combination with a set
of existing disparity and image coding tools, obtaining higher compression
ratios compared to the existing tools.

• Publication III. The objective was to develop a novel disparity-based sparse pre-
dictive model, and overall coding scheme, for state-of-the-art scalable coding
of plenoptic images through detailed depth-region based modeling of the re-
dundancy among neighboring micro-lens images in a plenoptic image.

• Publication IV. The objective was to study the estimation of normalized dis-
parity maps in light fields obtained with a high resolution camera array. We
approached this problem by developing a maximum likelihood model for nor-
malized disparity maps based on disparity maps obtained with optical flow
estimation in pairwise matching of views.

• Publication V. The objective was to improve over existing 2D image codecs
in lossy coding of light fields acquired with a high resolution camera array.
A sparse set of reference views were selected with their color and normalized
disparity components encoded using existing image coding tools. We then de-
signed a novel linear predictive model for light field reconstruction combining
several warped reference views optimally at the target view location.

• Publication VI. The objective was to develop a novel unified coding scheme
for coding of light fields obtained with either micro-lens imaging or camera
array imaging. The linear predictive model of Publication V was used as the
light field reconstruction algorithm together with supplementary sparse pre-
diction. A novel light field reconstruction and prediction error coding scheme
was proposed, combining hierarchical partitioning of a light field and entropy
coding using standardized image coding tools.

• Publication VII. The objective was to improve the state-of-the-art in light field
coding by introducing an improved disparity-region based sparse prediction
scheme and inter-view prediction error coding into the hierarchical light field
reconstruction and coding scheme of Publication VI.
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1.3 Outline of the thesis

This dissertation is structured as follows. In Chapter 2, the different imaging modal-
ities ranging from conventional digital imaging to light field imaging are introduced,
together with mathematical treatment of the camera model, the plenoptic function,
and the quantities of depth, disparity, and normalized disparity. Chapter 3 gives a
brief summary of classical image coding tools and algorithms existing in the liter-
ature for coding of natural images and disparity maps, followed by a discussion of
recent literature in light field coding. Lossless coding algorithms for stereo images,
introduced in Publication I, and lossless disparity map coding algorithms of Publi-
cation II, are discussed in Chapter 4. Light field coding and modeling related algo-
rithms of Publications III to VII are discussed in Chapter 5, and finally conclusions
and summary are presented in Chapter 6.
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2 IMAGING MODALITIES

In this chapter, we introduce the representations of the digital images and imaging
modalities discussed in this thesis.

2.1 Representation of digital images

A single-component digital image I ∈ NV×U is a 2D array of numerical values.
For monochrome images, each pixel is represented by one sample I (v, u) with sam-
ples having variable intensity. Pixels of an image are addressed by their row (ver-
tical) and column (horizontal) positions (v, u) along the grid of pixels. The grid
is defined with integer spacing starting with the upper-left corner (0,0) and ending
with (V −1, U−1), where V is the number of rows and U is the number of columns.
A multi-component digital image contains C number of samples per pixel, each sam-
ple indexed by I (v, u, c) having variable intensity and corresponding to a specific
color component. Each sample is represented with b number of bits, where b de-
fines bit depth of an image. For conventional imaging purposes, color components
are usually either red, green, and blue (RGB), or luminance and chrominance com-
ponents (YCbCr), and samples are represented as unsigned integers with a range of
values from 0 to 2b − 1.

A digital camera uses an optical lens to project an image of a scene on an image
sensor that consists of a grid of photodetectors capable of recording the intensity
of the incoming light. In color cameras, a color filter array (CFA) is placed on top
of the image sensor to distinguish the intensity between different wavelengths or
colors. A CFA consists of a mosaic of elements, each covering one pixel and passing
through only a specific range of wavelengths. A typical CFA uses red, green, and
blue filters in a Bayer pattern [10] resulting in spatially subsampled representations
of each color component. The resulting Bayer pattern image is then interpolated
into the complete color image in a process called demosaicing.
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2.2 Pinhole camera projection

A conventional digital camera consists of an optical system and an image sensor.
The optical system, or lens, projects light radiating from the scene on to the image
sensor that records the intensity of the light over some distribution of wavelengths
(i.e., colors). Interactions of the light inside the lens are rather complicated physical
phenomena, and therefore a simplified camera model is adopted, where the optical
system is modeled as an infinitesimal aperture known as a pinhole. The pinhole
camera model can be used to describe image formation in geometrically simple but
physically precise enough manner [11]. The pinhole camera model consist of a pin-
hole, a focal length f representing the distance of the pinhole aperture from the
image sensor, and the object being imaged.

Let us consider the pinhole aperture of Figure 2.1, located at the origin p =
[0,0,0]T in a 3D coordinate system, the finite image grid π parallel to the xy-plane
residing at the focal distance f from the aperture, and the object located at k =
[xk , yk , zk]

T . A ray of light traveling from k through p will intersect the image grid
π at,

k′ =

⎡
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. (2.1)

In the case of a digital camera, the projected image forms on an image sensor that
corresponds to the image grid in the pinhole camera model. Pixel location (v ′, u ′)
of (y ′k , x ′k ) on the image sensor can be obtained from,

v ′ =
y ′k + p ′v my

my
,

u ′ =
x ′k + p ′u mx

mx
,

where (p ′v , p ′u )marks the vertical and horizontal position of the aperture p over the
image sensor in pixel coordinates, and my and mx correspond to vertical and hori-
zontal distances between adjacent pixels on the sensor. These distances are known
as pixel pitch. For a square pixel, pixel pitch is equal in horizontal and vertical direc-
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Figure 2.1 The geometry of the pinhole camera projection.

tions and can be defined as mxy = my = mx .

2.3 Disparity and depth in stereo camera projection

Equation (2.1) demonstrates how depth information z is lost during projection on
the image grid. Depth corresponds to the distance of the object from the image grid.
Using two pinhole cameras, i.e., a stereo camera as illustrated in Figure 2.2, depth
information can be recovered via triangulation [11]. Let us consider two pinhole
cameras separated by the baseline bx along the x-axis,

p0 = [0,0,0]T ,

p1 = [bx , 0, 0]T .

Locations p0 and p1 are known as optical camera center coordinates or camera center
coordinates for short. Since the second image grid π1 is only a translated version of
π0, the x-coordinate of the object k on the second image grid becomes x ′′k = f xk−bx

zk
.

Considering that there is zero rotation between the two image grids, we can express
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Figure 2.2 The projective geometry for disparity-based depth estimation with a rectified stereo camera.

the depth component zk by,

zk =
bx f

x ′
k
− x ′′

k

.

If we multiply focal length f by pixel pitch mxy we obtain,

zk =
bx f

x ′
k
− x ′′

k

=
bx f mxy

u ′− u ′′
=

bx f ′

du
, (2.2)

where,
f ′ = f mxy ,

for simplicity. The quantity du = u ′ − u ′′ is known as horizontal disparity. Con-
versely, if the second camera is translated only along the y-axis we would obtain ver-
tical disparity dv = v ′−v ′′. As can be seen from equation (2.2), disparity is inversely
proportional to the depth of the object and is represented in pixels.
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2.4 Light field

A conventional single aperture camera, as represented by the pinhole model of equa-
tion (2.1), captures a 2D projection of the scene. A stereo camera acquires two 2D
projections of the scene using an additional translated pinhole camera, from which
scene depth at each pixel location can be estimated using equation (2.2). A light field
camera can be thought of as an extension of a stereo camera into an array of pinhole
cameras capturing an estimate of the light field of the scene. A light field is the mea-
sure of the radiance of the scene as a function of position and direction [12]. In this
section the four-dimensional (4D) parameterization of light fields is described, fol-
lowed by introduction of two of the most common light field acquisition methods.

2.4.1 4D light field parameterization

A light field is fully described by the seven-dimensional plenoptic function [1],

L= P (θ,φ,τ,λ, x, y, z),

where θ andφ define the angle of incidence of a light ray in spherical coordinates, τ
represents time, λ is the wavelength of the light, and x, y, z are the 3D coordinates of
the viewing position. If we consider only a single time instance τ corresponding to
the moment of sampling, a single wavelength λ, and also consider viewing positions
to lie in the same xy-plane, we can reduce the plenoptic function into a 4D function
L= P (θ,φ, x, y). The 4D plenoptic function can be represented using the two-plane
parameterization [13], with a discrete version illustrated in Figure 2.3, where t s -
plane corresponds to viewing positions (y, x), and the v u-plane corresponds to pixel
coordinates in a pinhole camera image at each viewing position. The two-plane pa-
rameterization of a light field L translates conveniently into a 4D array X, indexed
by angular directions (t , s) and pixel coordinates (v, u). Each (t , s) corresponds to
a different angular view, or sub-aperture image (SAI), along vertical and horizon-
tal directions, and each (v, u) corresponds to a specific pixel location in each SAI
via X (t , s , v, u). In the following discussion the array X is referred to as a light field.
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Figure 2.3 The two-plane parameterization used for 4D representation of the plenoptic function.

2.4.2 Micro-lens array based plenoptic camera

With a conventional single lens camera light arriving at the lens of the camera is fo-
cused on an image sensor. This means that at a specific pixel location the recorded
light intensity is the sum of a whole cone of light rays originating from the scene
point in focus. While the cumulative intensity of the light rays is retained, the di-
rectional information associated with each separate light ray is lost. To capture the
directional information, the light rays are projected to separate pixel locations in-
stead of integrating all of them at the same pixel location. By focusing incoming
light from the main lens onto an array of micro-lenses, also known as a lenslet array,
a micro-lens image formed on the sensor samples the different angular directions pro-
jected by the given micro-lens. Such a system is depicted in Figure 2.4 for plenoptic
camera 1.0 [14], where each micro-lens is focused at the main lens. It follows that
each pixel in a micro-lens image records intensity of light along a particular angular
direction relative to the main lens forming blurry micro-lens images. In plenoptic
camera 2.0 [14], each micro-lens is focused at the image plane of the main lens. In this
thesis we mainly discuss processing and coding of light fields obtained with plenoptic
camera 1.0.

The concept of micro-lens imaging, or plenoptic camera, was introduced by Lipp-
mann in [15]. Using a contemporary digital plenoptic camera 1.0, and by applying
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Figure 2.4 The projective geometry of the plenoptic camera 1.0.

post-processing [2] on the resulting sensor imageΛ, multiple view points of the same
scene can be obtained along both horizontal and vertical angular directions (t , s), and
the 4D light field structure X can be obtained. For example, with a consumer grade
plenoptic camera [16] a micro-lens array has 434×541 number of micro-lenses, with
an example shown in Figure 2.5. Each micro-lens covers roughly 13× 15 pixels on
the image sensor, but after the interpolation and alignments for achieving rectifica-
tion [2] the final size of the light field structure X becomes 15× 15× 434× 625.

A micro-lens based plenoptic camera is a combination of a conventional digital
camera and a micro-lens array residing in front of the image sensor. This property
makes it possible to implement plenoptic cameras as hand-held devices [4] such as
the consumer products by the imaging company Lytro, with the final iteration of
Lytro plenoptic cameras being the Lytro Illum. All micro-lens array based plenop-
tic images [16] discussed in this thesis have been acquired using Lytro Illum that
represents the plenoptic camera 1.0.

2.4.3 Camera array

A micro-lens based plenoptic camera suffers from limitations created by the overall
design. The baseline between SAIs is limited by the size of the main lens, and the
number of obtainable SAIs is restricted by the radius of a micro-lens and the size of
the image sensor. Due to the small baseline between SAIs, or more simply views,
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Figure 2.5 (Left) The full demosaiced sensor image Λ from I01_Bikes [16] acquired with a micro-lens
based plenoptic camera [4]. (Right) The close-up reveals the individual micro-lens images.

light fields obtained with micro-lens array based plenoptic cameras are referred to as
dense light fields. The varying optical quality of micro-lenses creates artifacts on the
reconstructed views, and pixels falling under the extremities of each micro-lens suffer
from vignetting. The high-density camera array (HDCA) [3], with an example light
field illustrated in Figure 2.6, overcomes many of these issues. The baseline between
views and the number of views for an HDCA can be magnitudes larger than in the
case of a micro-lens based plenoptic camera, and the quality of views is restricted
only by the quality of the imaging device.

State-of-the-art HDCAs are realized using a high quality digital single-lens reflex
(DSLR) camera together with a high precision robotic arm, or gantry, responsible for
moving the camera to different viewing positions [3]. Since each view corresponds
to a frame captured with a DSLR, quality issues such as vignetting are negligible. For
example, the dataset of [3] contains light fields with dimensions 21× 101× 2160×
3840, resulting in a substantial increase of resolution over a typical micro-lens based
plenoptic image. Due to the wider baseline of HDCAs these type of light fields are
called sparsely sampled light fields.

2.4.4 Disparity maps for camera arrays

Let us consider two intensity images, I0 and I1, representing two views X(t0, s0)
and X(t1, s1). The corresponding vertical and horizontal disparity maps, Dv ∈RV×U

and Du ∈RV×U , anchored at the view (t0, s0) express correspondences between pixel
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Figure 2.6 A subset of views from the light field Set 2, illustrated here as an example of an HDCA [3]
light field, consisting of 3×3 views in the t s -plane, each with 1080×1920 resolution in the
v u-plane and RGB color components.

values I0(v, u) and I1(v̂, û), by,

v̂ = ⌊v +Dv (v, u)⌉,

û = ⌊u +Du (v, u)⌉,

where due to the integer grid (v, u), rounding to the nearest integer, denoted by the
operator ⌊·⌉, is necessary. If (v̂, û) is not occluded by another pixel (v̂ ′, û ′), it holds
that,

I1(v̂, û) ≈ I0(v, u). (2.3)

The equation (2.3) is called the warping equation, and provides a way to represent
I1 using I0 and its corresponding disparity maps Dv and Du . Disparity estima-
tion methods have commonly used a block or scanline matching [17] between a
pair of images for estimating the pixel correspondences of equation 2.3. Match-
ing costs commonly used are based on absolute or squared values of differences
I1(v̂, û) − I0(v, u). Early disparity estimation algorithms have been substantially
improved by energy minimization strategies [18] [19] for penalizing matching er-
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rors, occlusions, and discontinuities. Recently, optical-flow algorithms [20], and
convolutional neural networks [21] have been proposed for state-of-the-art dispar-
ity estimation.

For ideally xy translated pinhole cameras, vertical and horizontal disparity maps
Dv and Du corresponding to view (t0, s0) can be used to obtain the depth map Z0

using,

Z0(v, u) =
by f ′

Dv (v, u)
=

bx f ′

Du (v, u)
, (2.4)

where f ′ = f mxy , and baselines by and bx correspond to distances between corre-
sponding camera centers along x and y axes,

bx = x1− x0,

by = y1− y0.

A stereo camera system can be modeled as a pair of parallel pinhole cameras using
linear projective transformations obtained from a rectification procedure. First, rel-
ative positions and orientations of the two camera grids are estimated together with
optical parameters of the cameras themselves [22]. Positions and orientations of the
cameras express the extrinsic parameters of the stereo system, while optical parame-
ters represent the intrinsic parameters. Using extrinsic and intrinsic parameters, a set
of linear projective transformations can be obtained that transform the image grids
to a common plane [11]. With such a calibrated stereo camera system, depth from
disparity can be estimated using triangulation, as illustrated in Figure 2.2, and used
for example in object pose estimation and odometry related tasks. In [23] a precise
outline matching criteria was developed for accurate pose estimation of cylindrical
objects. The pose estimation algorithm was further developed into a real-time sys-
tem for stereo-vision-based navigation of a mobile manipulator [24], [25].

In equation (2.2) it was shown for horizontally shifted cameras that we can ob-
tain the horizontal disparity map between two views by scaling the reciprocal depth
map 1/zk with the product of focal length, pixel shift, and horizontal baseline be-
tween the views. The normalized disparity map D̃0 [26] anchored at view (t0, s0) is
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represented as,

D̃0(v, u) =
Du (v, u)

bx
=

Dv (v, u)
by

, (2.5)

where Du and Dv are horizontal and vertical disparity maps between views p0 and
p1. Considering another camera p2 located on the same xy-plane as p0 and p1, for
non-occluded pixels we can obtain horizontal and vertical disparity maps between
p0 and p2 as,

D̂u = D̃0 b̂x , (2.6)

D̂v = D̃0 b̂y , (2.7)

where, similar to equation (2.2), b̂x and b̂y correspond to horizontal and vertical
displacements between cameras at p0 and p2. For a light field parameterized by the
4D model introduced in Section 2.4.1, the normalized disparity map, as illustrated
in Figure 2.7, is a convenient representation for obtaining pairwise disparity maps
over view points (t , s).
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Figure 2.7 The normalized disparity map corresponding to view (t , s) = (5,5) of light field Greek from
the dataset [27].
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3 STATE-OF-THE-ART IN IMAGE CODING

In this section we introduce the principles of linear prediction and entropy coding.
We provide a review of contemporary image and video coding tools found in the
literature and present the state-of-the-art in light field coding.

3.1 Conventional image coding methods

While a large number of image coding algorithms exist, in this section conventional,
or commonly adopted image coding methods are discussed. Image coding algorithms
can be divided into two categories, lossy and lossless, based on whether or not the
complete information content of the image is preserved during encoding and decod-
ing. Many image coding algorithms are able to encode in both lossy and lossless con-
figurations depending on the set of parameters. A still image codec (coder-decoder),
or intra codec exploits spatial redundancy of an image, while inter codecs take advan-
tage of redundancies between two or more images such as frames in a video sequence.
While conventional still image coding algorithms are exclusively intra codecs, most
video coding methods involve both intra and inter-coding algorithms.

Lossy coding of images introduces distortion during encoding, and the decoded
image no longer represents fully the original information. However, coding of the
image information is optimized, so that the quality of the decoded image is perceptu-
ally acceptable, and often coding artifacts, or distortions introduced by the encoder,
are visually negligible. This type of tuning of trade-off between quality and required
information is known as rate-distortion (R-D) optimization, and it is usually per-
formed using objective metrics, such as peak signal-to-noise ratio (PSNR), or slightly
more subjectively oriented metrics, such as structural similarity index (SSIM) [28].
In addition, lossy coding allows to encode an image at higher compression ratios
compared to lossless alternatives. Lossy coding is the most commonly adopted im-
age coding approach, and is most useful when the decoded information is consumed
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in an environment where visual artifacts have no significant impact.

Image coding algorithms belonging to the lossless category encode image infor-
mation without introducing distortion. This property makes it possible to obtain
all of the original information from the decoded image. Lossless coding is important
in areas where distortion of image data is unacceptable. A good of example of the
necessity of lossless image coding is the area of medical diagnostics [29].

In the following sections, the basic principles of contemporary digital image com-
pression are introduced, followed by a summarized treatment of both lossy and loss-
less image coding methods.

3.1.1 Linear prediction for predictive coding

In this section we describe the general definitions of least squares optimal and sparse
linear predictors, which are used in predictive coding schemes of Publications I and
V to VII. The least squares optimal linear predictor is obtained from the linear re-
gression model,

y=Aθ+ ε,

where y ∈RN×1 are observed values, A ∈RN×M is the regression matrix, θ ∈RN×1

are the prediction coefficients, and ε ∈ RN×1 is the error or residual term of the
regression model. The system is overdetermined with N > M . An approximate
estimate of θ is obtained by minimizing squared error with respect to prediction
coefficients,

θ̂=min
θ
||y−Aθ||2. (3.1)

We can obtain θ̂ as a solution to the normal equations,

�

AT A
�

θ̂=AT y.

When columns of A are linearly independent the minimization problem (3.1) has a
unique solution given by,

θ̂=
�

AT A
�−1

AT y. (3.2)

The prediction ŷ of observed values y can now be expressed as,

ŷ=Aθ̂. (3.3)
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The solution (3.2) gives the prediction coefficients minimizing the squared error ||y−
Aθ||2, and is therefore known as the least squares linear predictor. In many cases, the
coefficient vector θ̂ will contain only a few coefficients with significant magnitudes,
and a large number of columns from A will contribute only a little to the prediction
ŷ. In such a case, a sparse predictor using only the significant columns of A may be
of interest. We denote as a set of indicesK = {k1k2 . . . kK} the most useful columns
of A, where K is the order of the sparse predictor. Sparse prediction is expressed as,

ỹ=Aθ̃K , (3.4)

where θ̃K has only K number of nonzero coefficients. Several algorithms for ob-
tainingK and θ̃K have been proposed in the literature, and in this thesis we mainly
rely on a forward selection algorithm known as optimized orthogonal matching pur-
suit [30].

3.1.2 Entropy coding

According to information theory [31], a lower bound on the average code length
required for encoding a symbol xi can be obtained as,

H = −
N−1
∑︂

i=0

pi log2(pi ), (3.5)

where pi = P (X = xi ) is the probability of symbol xi appearing from the informa-
tion source X , with P representing the probability mass function associated to the
N distinct symbols of the alphabet defining X . The information content− log2(pi ),
carried by symbol xi , is represented in bits, and the resulting H is defined as entropy
represented in bits per symbol. When the probability of symbol xi is not influenced
by the appearance of any other symbol x j ∈ X , equation (3.5) defines the lowest
amount of bits per symbol required to encode a message containing symbols {xi}
generated with probabilities {P (X = xi )}.

The aim of entropy coding is to design a binary code, or code words for symbols
xi ∈X , so that the lengths of the code words are close to the information content,

li =− log2(pi ),
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and that the average code length per symbol would be as close to H as possible.
The probability distribution P is also to be estimated. Non-adaptive entropy coders
assume a given probability distribution for the symbols. In the case of encoding a
string of letters, the distribution P could be the estimated letter frequency in the En-
glish alphabet. A semi-adaptive entropy coder works in two passes, first estimating
symbol probabilities P , and then designing a code based on the estimated P . If P has
been obtained by analyzing symbol frequencies then equation (3.5) can be consid-
ered as the zero-order empirical entropy. Formulating H based on the probability
of a symbol conditional on the k previous symbols would give the k-order empirical
entropy.

Adaptive algorithms estimate and update the probability distribution on-line dur-
ing encoding, and usually obtain the highest compression performance. Further im-
provements in estimation of P can be obtained using contexts, where the context
refers to, for example, the previous letter before the current one. Since the occur-
rence of letters used in the English language have a high correlation, context-based
entropy coding can more precisely model the probability of the currently occurring
letter.

Most notable entropy coding schemes are Huffman coding and arithmetic cod-
ing. Huffman coding [32] can be used to design a variable-length code with prefix-
free code words, with their lengths minimized based on symbol probabilities pi ,
producing results very close to entropy. A Huffman code is maintained in a binary
tree where each leaf corresponds to the code word of a particular symbol xi . The
depth of the leaf in the tree is defined by the probability pi , with most improbable
symbols residing at the deepest level. For symbols obtained from an independent
source, a Huffman code provides the shortest average code length in the class of
prefix codes. Huffman coding is used in the baseline implementation of the JPEG
image coding algorithm [33] for entropy coding non-zero quantized transform co-
efficients. A Golomb-Rice (GR) code [34] is closely related to a Huffman code, and
can be used to determine Huffman code words for xi ∈N having a geometric prob-
ability distribution. In a GR code, a single parameter k ≥ 0 is used to determine the
code word in two parts; the first part contains h + 1 in unary, where h = ⌊xi/2

k⌋,
and the second part contains the remainder j = i mod 2k in binary using k number
of bits. A GR code is a subset of a Golomb code [35], where the quotient h, and
remainder j , are computed for k instead of 2k .
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One significant drawback of Huffman coding is the fact that for each symbol xi

the corresponding code word has length l̂i ≥ 1 bits. This makes a Huffman code
inefficient for highly non-uniform distributions P . Blocking of symbols can be used
to distribute this inefficiency among the block of symbols [36], but memory re-
quirements for this technique increase exponentially with block length. The origi-
nal Huffman coding algorithm also places ambiguity on code words of equal length,
something that can be remedied by using the canonical Huffman coding algorithm
[37]. If the probability distribution P is not static, adaptive variants [38] of Huffman
coding are used. However, in most cases adaptive Huffman coding is too memory
consuming, since multiple trees have to be maintained to account for the changes in
the probability distribution.

Arithmetic coding [39] [40] provides a more efficient alternative to Huffman
coding, especially with adaptive modeling, or when one symbol has self-information
much lower than one bit. For large amount data, it can reach code lengths extremely
close to the lower bound given by entropy, thus providing better coding efficiency
than Huffman coding. Let us consider the string s = x0x1x2 . . . xn−1 formed of n oc-
currences of symbols xi from alphabet X . An arithmetic coder (AC) can construct
a code word for any occurrence of s . The output of an AC is a fractional binary
number approximately representing the negative logarithm of the probability of s ,
with probabilities of symbols xi either fixed prior to coding, or obtained on-line
during coding (adaptive arithmetic coding). The code length of an arithmetic code
is the negative logarithm of the width of an interval that hosts unambiguously the
fractional number representing the probability of s . Therefore, an AC is on average
able to output close to just − log2(pi ) amount of bits for each symbol xi .

Another variant of AC is a binary arithmetic coder (BAC) [41], which, as the
name suggest, encodes symbols from a binary alphabet. The usefulness of a BAC
is that it can be efficiently implemented in hardware with bit-shifting operations.
Therefore, many implementations of arithmetic coding aimed for high computa-
tional efficiency and throughput, such as image and video codecs, use some variant
of a BAC. An adaptive binary arithmetic coder (ABAC) [42] can be found in both
JPEG [33] and JPEG 2000 [5][43] standards. ABAC was further developed into a
binary context-adaptive arithmetic coder (CABAC) [44] used by the video coding
standards H.264/AVC [45][46] and H.265/HEVC [6][47].
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3.1.3 Lossy image coding

As illustrated in Figure 3.1, a typical transform-based lossy image coding algorithm
consist of the following parts,

1. preprocessing of input image data,
2. transformation or spatial prediction,
3. quantization of transform coefficients,
4. entropy coding of transform coefficients.

The preprocessing step converts the input data to a more uncorrelated represen-
tation, allowing for a more compact representation of the information content of
the data. In lossy coding this color transformation is not necessarily invertible. Of-
ten RGB input data is decorrelated into luminance and chrominance components
such as the YCbCr colorspace. Standardized transforms are often used such as the
ITU-R BT. 709-6 recommendation [48]. The luminance component contains the
intensity or brightness of the image, while the chrominance encodes differences be-
tween R, G, and B channels. Representing the real-valued difference signals of the
R, G, and B channels requires additional bandwith compared to the original RGB
signal, and this is usually taken care by rounding, scaling, and offsetting the result-
ing difference signals. This corresponds to an irreversible transform from one col-
orspace to another. One important aspect of the YCbCr representation has to do
with the human vision system being more sensitive to luminance (Y) than chromi-
nance (Cb, Cr), and this property is exploited in lossy image coding schemes by
favoring the quality of the luminance component over chrominance. In many stan-
dardized codecs [33] [43] [46] [47] spatial precision of chrominance is reduced by a
subsampling process. Chrominance subsampling may happen only in the horizontal
direction, or both in horizontal and vertical directions.

In the transform stage, a linear unitary transform is used to project the data, or
signal, onto a set of basis functions such as sinusoids or wavelets, obtaining a set
of transform coefficients, which by Parseval’s theorem [49] have the same total en-
ergy (sum of squared values) as the original image data. In the case of an efficient
transform, the energy in the transform coefficients is more unevenly distributed,
and therefore, often only a sparse set of basis functions (or transform coefficients)
are needed for obtaining a good approximation (in mean squared error (MSE) sense)
of the original image. For natural images, having significant low-pass characteristics,
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Figure 3.1 The block scheme of the JPEG image coding algorithm for lossy compression of 2D images.

most of the energy of the transform coefficients is located in the lower frequency
components, and coefficients of higher frequency components can be significantly
quantized without introducing a severe increase in the MSE of the reconstructed
image.

In image compression the most prominent transforms are discrete cosine trans-
form (DCT) and discrete wavelet transform (DWT). A DCT considers the input
signal as a weighted sum, or a superposition, of cosines of various frequency, and
transforms the signal into a set of coefficients each indicating the importance of a
cosine of a particular frequency. A DCT therefore transforms the image from spa-
tial space to frequency space. A fast Fourier transform (FFT) algorithm [50] is al-
most universally used for applying and inverting a DCT. When used on 2D arrays,
a DCT is applied along rows of the image and subsequently along columns. For
efficient adaptation to local changes in the image, a block-wise implementation of
DCT is usually used. An 8× 8 pixels block-wise DCT is used by the most widely
adopted lossy image compression method, developed by the Joint Photographic Ex-
perts Group (JPEG), and known simply as the JPEG image coding algorithm [33],
with the coding scheme depicted in Figure 3.1. An integer transform similar to DCT
is also used by the standardized video codec H.265/HEVC [6], known as the high-
efficiency video codec, in transforming prediction error samples into a more sparse
representation prior to entropy coding. Recently 4D-DCT has been proposed for
lossy coding of plenoptic images [51] with SAIs divided into 4D blocks prior to a
4D-DCT.

A DWT performs a multiresolution analysis of the input data by transforming it
with a set of basis functions, obtained as scaled and translated versions of a wavelet
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function. The basis functions are mutually orthogonal, each representing a certain
subband in both spatial and frequency domains. Compared to a DCT, the spatial
component in the decomposition allows a DWT to perform better for transient fea-
tures in an image. Furthermore, a DWT is applied to the whole image at once, and
unlike an 8×8 DCT used in JPEG, it does not introduce blocking artifacts. Different
wavelet functions have been proposed in the literature, and in image compression the
most notable wavelets are the Cohen–Daubechies–Feauveau (CDF) wavelets [52]
used by the JPEG 2000 image coding standard [5]. The lifting scheme [53] is used in
computing a DWT, and both real-valued and integer-valued transforms can be used.
For lossy coding, JPEG 2000 uses a floating-point CDF wavelet, and for lossless cod-
ing a reversible integer-valued CDF wavelet.

A DWT in image coding is especially useful for the design of embedded codes, as
has been demonstrated by coding algorithms such as embedded zerotrees of wavelet
transform (EZW) [54], set partitioning in hierarchical trees (SPIHT) [55], and em-
bedded block coding with optimized truncation (EBCOT) [56]. The most notable
property of embedded codes is the ordering of the bitstream by importance; in the
case of a DWT largest scales and most significant wavelet coefficients are located
in the beginning of the bitstream. The full bitstream becomes a set of embedded
subsets, each representing the image at certain level of distortion. This makes it pos-
sible to implement quality scalability by simply truncating the bitstream at specific
locations therefore enabling progressive decoding of images. EZW and SPIHT de-
rive the bitstream directly from transform and quantization stages while EBCOT
constructs the bitstream, or codestream, from a more abstract ordering of the en-
coded elements. EBCOT partitions subbands into code-blocks each with its own
embedded bitstream. This enables the use of the so called quality layers, which can
be obtained from truncating bitstreams of codeblocks to obtain a generic PSNR or
resolution scalability with random access to different code-blocks. Due to the flexi-
bility and rich set of features EBCOT was used as the initial algorithm from which
the baseline of JPEG 2000 was developed.

Transform coefficients of both DCT and DWT are represented as real or integer
values with highly variable magnitudes. For natural images visually the most im-
portant information is often located in the lower end of the frequency spectrum,
and significant data compression can be achieved by discarding information in the
higher frequency subbands, for which transform coefficients already have smaller
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magnitudes. JPEG applies a single pass quantization, from fixed tables of quantiza-
tion factors over all coefficients based on the targeted quality of the decoded image.
Quantized DCT coefficients are then re-ordered into “zigzag” order, and entropy
coded using a combination of run-length coding and Huffman coding. The zero-
frequency coefficient, or direct-current (DC) coefficient is treated separately, since
DC coefficients of adjacent blocks are highly similar. DC coefficients are therefore
encoded using the difference between the DC coefficient of the current and previ-
ous block. This type of coding (based on differences between adjacent samples) is
known as differential pulse code modulation (DPCM). Usually, DPCM coded DC
values have a more concentrated distribution around zero, resulting in lower en-
tropy. Regardless of the type of transform, quantization factors of the chrominance
values are often larger compared to those of intensity values.

Many video coding methods, such as the standardized H.264 (H.264/AVC), also
known as advanced video coding, and HEVC, provide intra prediction modes [45]
[6]. Intra modes are useful for coding of video sequences with abrupt changes where
temporal redundancy is low, and they can just as well be used for complete coding
of still images. Both AVC and HEVC use block-wise spatial prediction followed by
transform coding of prediction errors. AVC uses either 4× 4 or 16× 16 blocks for
partitioning an image prior to prediction, while HEVC makes use of a more so-
phisticated quadtree-based decomposition with variable sized blocks. Both codecs
provide several modes for spatial prediction, including planar prediction, DC com-
ponent prediction, and several different angular prediction modes. AVC has eight
angular prediction directions, four of them depicted in Figure 3.2, and HEVC pro-
vides 33 angular prediction directions. HEVC and AVC both additionally have a DC
prediction mode, and HEVC also has a planar prediction mode. After the prediction
is obtained, AVC applies a 4×4 integer transform with properties similar to a DCT.
For transforming 4×4 luminance blocks, HEVC uses a discrete-sine-transform-based
approach, and a DCT-based transform for other types of blocks. Similar to JPEG,
transform coefficients are quantized, scanned, and finally entropy coded. AVC offers
two entropy coding methods, first one providing context-adaptive variable length
codes from multiple code tables, and the second one providing arithmetic coding
using CABAC, while HEVC uses CABAC only.
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Figure 3.2 First four directional intra-predictors for 4× 4 block prediction used in H.264/AVC. The DC
predictor (mode 2) is not illustrated.

3.1.4 Lossless image coding

The main components of a typical lossless image coding method are the following,

1. lossless preprocessing of input image data,
2. reversible transform or spatial prediction,
3. entropy coding of,

(a) transform coefficients
(b) or prediction coefficients,
(c) and prediction errors.

The main concepts of lossless data compression are the two stages of modeling
(step 2) and coding (step 3), and they apply to lossless image coding as well. The
modeling and coding steps for a single pixel I (v, u) can be summarized as: first, ob-
taining the prediction Î (v, u) of the pixel value based on previously encoded pixels,
second, assigning a context to Î (v, u) based on previously encoded pixels, and third,
encoding the prediction error ε(v, u) = I (v, u)− Î (v, u) using an entropy coder and
the given context. Such as scheme is depicted in Figure 3.3. Almost all lossless image
coders follow the previously stated three steps. Differences between the methods
arise from the choice of predictor, context model, and entropy coder. Usually, loss-
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less coding algorithms are designed with a particular trade-off between complexity
and compression performance in mind.

The original JPEG supports lossless coding using sample-based prediction and
entropy coding. Each sample x is predicted using one of eight fixed predictors com-
bining the values of up to three neighboring samples a, b , and c , followed by en-
tropy coding of prediction errors, as shown in Figure 3.4a. Neighboring samples are
located inside a causal template defined by already encoded/decoded samples.

The low-complexity, context-based lossless image compression algorithm (LOCO-
I) [57], also adopted as the JPEG-LS coding standard, improves over lossless JPEG
by introducing a more context-driven coding architecture aiming for better decorre-
lation of the input image. The fixed predictor in LOCO-I is known as the median
edge detector (MED) (with its spatial template depicted in Figure 3.4b) and evaluates
a predicted sample value as,

x̂M ED ¬

⎧

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎩

min(a, b ) if c ≥max(a, b )

max(a, b ) if c ≤min(a, b )

a+ b − c otherwise.

LOCO-I further conditions the prediction error using coding contexts derived from
characteristics of gradients in the causal neighborhood (e.g., Figure 3.4b). In JPEG-
LS implementation of LOCO-I the number of contexts is 365. An adaptive correc-
tion is applied to the predicted value, based on the current sample’s context. Predic-
tion errors are then encoded using a GR code with an adaptive strategy for each con-
text. For flat-regions, where adjacent samples have identical values, LOCO-I skips
context-based coding, and instead relies on run-length coding, encoding the num-
ber of identical adjacent samples. The better conditioning of the prediction error in
LOCO-I/JPEG-LS produces better compression performance compared to lossless
JPEG.

For predicting continuous-tone images, the context-based, adaptive, lossless im-
age codec (CALIC) [58] uses the gradient adjusted predictor (GAP). This predictor
chooses one of seven possible fixed predictors based on the value of gradients in sev-
eral directions in a causal neighborhood (e.g., Figure 3.4c). The prediction error is
then conditioned into one of several contexts (for 8-bit images the number of con-
texts is 576), and further adjusted using the mean of so-far obtained prediction errors
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Figure 3.3 A commonly used lossless image compression scheme consisting of causal prediction and
coding of subsequent prediction errors.

of the given context. Final prediction errors are entropy coded using only eight con-
texts and adaptive arithmetic coding. Similar to the flat-region detector of LOCO-I,
CALIC can distinguish between the “type” of samples being coded, switching be-
tween the prediction of binary and continuous-tone images during encoding.

The lossless mode of JPEG 2000 follows closely that of the lossy mode. In loss-
less JPEG 2000, an irreversible floating-point wavelet is replaced with an integer-to-
integer reversible wavelet allowing lossless reconstruction.

H.264/AVC and H.265/HEVC both support lossless intra-coding. The initial
version of lossless coding in H.264 uses the same block-wise angular prediction as
the lossy version, but disables transform and quantization stages. Compared to the
predictors of JPEG or JPEG-LS, H.264 lossless does not use sample-wise prediction,
but instead predicts either a row (or a column) inside the prediction block using a
single reference sample, as depicted in Figure 3.2. A sample-based prediction scheme,
relying on DPCM, was proposed in [59] as an amendment to the H.264 standard.
H.265 relies on similar block-based angular prediction as the initial H.264 lossless
mode and bypasses the transform and quantization stages prior to entropy coding.
Similar to the sample-based DPCM scheme of H.264, a sample-based angular intra
prediction was introduced [60] to HEVC to counter the inefficiency of block-wise
angular prediction.

Similarly to lossy coding, lossless coding schemes may involve preprocessing of
the input data. However, for lossless coding purposes this step is performed in re-
versible manner. An integer-to-integer reversible color transform (RCT) [5] is used
by the JPEG 2000 standard for decorrelating RGB images prior to lossless coding. In
RCT, the luminance component is a weighted average of RGB components, while
chrominance components are obtained as differences between green and blue, and
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(a) Labeling of samples in the spa-
tial template used by the pre-
dictor of lossless JPEG.

(b) Labeling of samples in the spa-
tial template of the MED predic-
tor of JPEG-LS.

(c) Samples in blue represent the
spatial template used by GAP
of CALIC.

Figure 3.4 Causal predictor templates for predicting the sample value x in JPEG, JPEG-LS, and CALIC
lossless image coding algorithms.

red and green channels. HEVC and AVC use a reversible YCoCg-R color transform,
which has a higher decorrelation capability [61] compared to RCT or the traditional
YCbCr transform. Other notable codecs, such as CALIC, or LOCO-I, do not ex-
plicitly apply a color transform prior to prediction, and it remains up to the user to
exploit correlations between color components of the input data.

3.2 Coding of disparity information

Disparity maps represent a different modality compared to natural images, and un-
like textured surfaces, disparity maps are mainly piecewise-smooth (or even piecewise-
constant) being characterized by both sharp discontinuities and highly smooth (or
even flat) regions, as depicted in Figure 2.7. The discontinuities rise from depth
differences between objects in the scene, while the depth and disparity within each
object can be highly smooth. An efficient encoding of such images must therefore
combine both efficient representation of large constant, or continuous, regions with
efficient coding of abrupt discontinuities around depth discontinuities.

In addition to general image codecs, such as JPEG 2000, H.264 or H.265 intra,
specialized methods for coding of disparity maps have been proposed in the liter-
ature [62][63]. The largest difference between codecs designed for natural images
and disparity maps is the need for disparity codecs to emphasize on conserving of
discontinuity boundaries. The crack-edge-region-value (CERV) [63] algorithm loss-
lessly encodes a gray-level image, by focusing on highly efficient coding of contours
and gray-level values representing constant valued regions in the image. The CERV
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algorithm represents the image using binary vertical and horizontal edges, with edges
representing contours of constant valued regions. The value of each region is a dis-
parity or depth value. Values of constant regions are encoded using a list of most
likely values obtained from previously encoded disparity values. Contours are en-
coded using semi-adaptive contexts and arithmetic coding, and for less complex con-
tours using chain-codes. Due to its high efficiency in coding of piecewise-constant
images, CERV can also be used for lossless coding of any type of segmentation [29].
In Publication I, the CERV algorithm is used for coding the disparity map corre-
sponding to one of the views in a stereo image pair. In Publication III, CERV is used
for coding of an initial depth-based segmentation of the central view in a light field,
and for coding of additional region-based displacement information.

For coding of piecewise-smooth images the data representation used by CERV
becomes less efficient. This is especially true in lossy coding of piecewise-smooth
images, such as normalized disparity maps, where constant-valued regions are small.
For such images, DWT-based coding methods, such as EBCOT, become more suit-
able. A wavelet decomposition is able to track discontinuities with adequate accu-
racy for warping-based prediction purposes, and smooth regions are well modeled
by the low-pass subbands. For these reasons, JPEG 2000 was used for coding of nor-
malized disparity maps in Publication VI and Publication VII. The R-D performance
of the codec proposed in Publication VI was improved by utilizing a breakpoint
adaptive discrete wavelet transform (BPA-DWT) in coding of normalized disparity
maps [64] using a variant of EBCOT introduced in [62]. The BPA-DWT algorithm
conserves discontinuities appearing in normalized disparity maps, being especially
useful in coding of HDCA images with sharp and detailed object boundaries.

3.3 Light field coding

The existing literature on light field coding proposes several approaches for lossy
coding of light fields and can be roughly divided into: pseudo-temporal codecs (ex-
ploiting inter-view redundancies with existing codecs, such as HEVC [6]), transform-
based codecs (directly exploiting the 4D structure of a light field), and predictive
codecs (which attempt to exploit the 4D redundancies, but use predictive transforms
instead of a fixed transform). Contemporary light field coding can also be character-
ized by extensive use of conventional image coding tools. Even if novel approaches
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are used for transforming, or predicting a light field, the final task of entropy coding
transform coefficients or prediction errors is often handled by conventional image
and video coding tools.

The literature comprehends a large selection of algorithms designed solely for
coding of dense light fields, such as light fields obtained by hand-held plenoptic cam-
eras, and less emphasis has been directed towards coding of sparse high resolution
light fields obtained with camera arrays such as the HDCA. The lesser degree of
inter-view redundancy between the views in a sparse light field make direct decorre-
lation methods such as a multi-dimensional DCT less powerful, and disparity-based
alignment of neighboring views becomes necessity in some form or another. At
higher rates, existing video coding tools, such as HEVC with its very versatile and
efficient motion compensation approach, are able to encode sparse light fields with
good R-D performance, but struggle to obtain low distortion at lower rates, while
codecs with disparity compensated prediction have been shown to produce relatively
low distortion even at very low rates.

Recently, coding of light fields using video codecs and pseudo-temporal sequenc-
ing has been one of the most prominent in the literature [65, 66, 67, 68, 69]. Such an
encoder considers a static light field to be a video sequence obtained with a particular
scan order of views (t , s). Frames of the video are often obtained as a sequence of
SAIs [65], with two popular scan orders depicted in Figure 3.5. The pseudo-temporal
sequence approach has also been demonstrated on the raw sensor image (i.e., micro-
lens images) without preprocessing into separate SAIs [66]. The rate-distortion per-
formance of different pseudo-temporal sequencing methods depends on the scan or-
der of view points, the choice of the video codec, and on the tuning of the codec’s
parameters. In [67], a light field acquired using a micro-lens based plenoptic camera
is interpreted as a multi-view sequence, and the multi-view extension of HEVC is
used in a novel rate allocation scheme for lossy coding. In [68], the rectangular array
of SAIs of a light field are divided into quadrants with each quadrant exploiting both
the center view and neighboring views within an optimized scan order. Results on
maximization of inter-view redundancy between SAIs using specialized scan orders
and HEVC is presented in [69].

A 4D-DCT is used in decorrelation of micro-lens based light fields in [51], and,
somewhat similarly to the 2D block-based partitioning of the original JPEG codec,
a light field is partitioned into 4D blocks along (t , s) and (v, u) dimensions. Dense

51



1 2 3 4 5 6 7 8 9 10 11

s

1

2

3

4

5

6

7

8

9

10

11

t

(a) A serpent scan order.
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(b) A spiral scan order.

Figure 3.5 Two scan orders for maximizing inter-frame redundancy in sequential coding of SAIs.

light fields have a high degree of redundancy in the t s -plane and SAIs usually have
some degree of local redundancy in the v u-plane, and therefore efficient decorre-
lation can be obtained through the resulting sparse nature of the 4D-DCT coeffi-
cients. Finally, significant transform coefficients are specified by a hexadeca-tree and
entropy coded. In the literature, this method is known as the multidimensional
light field encoder using 4D transforms and hexadeca-trees (MuLE), and serves as
the 4D transform mode in JPEG Pleno Light Field VM 2.1.

In [70], homographies are used for aligning SAIs so that a sparse representation
can be obtained using low-rank approximation. The light field codec described by
the combination of the two stages is known as homography and low-rank approx-
imation (HLRA). In HLRA, the novel representation obtained is encoded using
HEVC. Experimental results on dense light fields indicate that HLRA improves
over methods relying on pseudo-temporal sequencing and HEVC. In [71], a shear-
let transform-based approach is used to reconstruct dense light fields from HEVC
encoded reference views, while in [72] light field reconstruction is performed us-
ing interpolation, based on displacements obtained from encoded disparity maps.
In [73], a motion compensated wavelet lifting scheme is developed for prediction of
light fields.

One of the few existing HDCA encoding approaches is reported in [26], present-
ing an elaborated disparity model and a hierarchical disparity compensated inter-
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view transform, followed by a wavelet decomposition and coding using EBCOT [56].
Results superior to HEVC are reported on the HDCA datasets [3].

Publication VI introduces a hierarchical light field reconstruction and prediction
error coding scheme, dubbed warping and sparse prediction (WaSP), and during the
80th JPEG meeting held in Berlin it was selected as the verification model (VM)
software for the JPEG Pleno Light Field standard. Initial versions VM 1.0 [74], and
VM 1.1 [75], developed by the author of this thesis, were solely implementations
of WaSP. After the introduction of the 4D transform mode WaSP continued as the
4D prediction mode in VM 2.1 [76][7][77]. The VM software, especially its initial
versions 1.0 and 1.1, have already been cited by several publications in the literature.
A more detailed discussion of WaSP is presented in Section 5.3.

Several publications [78, 79, 80, 81, 82] report the performance of the VM im-
plementations of WaSP in encoding densely sampled light fields, such as the ones
obtained with a micro-lens based plenoptic camera as described in Section 2.4.2.
As will be discussed in Section 5.3, WaSP has been developed for coding of both
types of light fields and dense light fields represent only a subset of the JPEG Pleno
datasets [83]. In [78], inter-view redundancy of a light field is captured using graph
learning, and the resulting directed graph is encoded losslessly. Similar to many other
light field coding approaches, a subset of views are selected as reference views and en-
coded using HEVC. The novelty of the algorithm comes from the reconstruction of
the rest of the views through the solving of a minimization problem on the graph,
and the R-D performance is reported to exceed that of VM 1.0. Similarly in [79],
a sparse set of reference views, encoded with HEVC, are used in block-based linear
prediction of the full light field, with low-rank approximation and entropy coding of
prediction errors. The scheme of [79] obtains very good results exceeding the R-D
performance of both modes of the VM 2.1 software on dense light fields. Evaluation
of the near-lossless performance of WaSP in coding of medical light fields obtained
with a Raytrix R42 (representing the plenoptic camera 2.0) is reported in [84].

An iterative segmentation, known as a collection of super-rays, is proposed in [80].
Low rank approximation using a singular value decomposition (SVD) is performed
on the super-rays, and resulting eigen images are entropy coded using HEVC. The
method is demonstrated for densely sampled light fields with performance gains
compared to VM 1.1. The super-ray concept was further used together with a re-
versible graph transform in [81], where a geometry-aware graph-based transform
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(GBT) is used (instead of a SVD) to sparsify inter-view redundancies between super-
rays, and resulting graph transform coefficients together with disparity information
are entropy coded using arithmetic coding. For encoding densely sampled light
fields, GBT was shown to offer coding performance exceeding VM 1.1 at higher rates.
In [82], hierarchical coding of light fields based on a Fourier disparity layer (FDL)
representation is proposed. A sparse subset of views are encoded using HEVC, and
decoded views are used for obtaining an FDL representation, which is used for hier-
archical prediction of the rest of the light field. Resulting view prediction errors are
encoded with HEVC. The scheme was shown to improve over VM 1.1.

3.4 Standardized image and video coding methods

The main international organizations for image and video coding are the Interna-
tional Organization for Standardization (ISO), International Electrotechnical Comis-
sion (IEC), and the ITU Telecommunication Standardization sector (ITU-T). For
efficient design and distribution of standards, joint technical committees (JTC) have
been established, with subcommittees (SC) handling specific areas of standardiza-
tion. The subcommittee specializing in image and video coding is the ISO/IEC JTC
1/SC 29 with two working groups (WG). The first working group, WG 1, handles
coding of still pictures, and is known as JPEG. The second working group, WG 11,
handles coding of moving pictures and audio, and is known as the Moving Pictures
Experts Group (MPEG).

The JPEG working group is responsible for developing and standardizing still
image coding methods. Notable standards are the original JPEG [33], the binary
image coding standards JBIG [85] and JBIG2 [86], JPEG 2000 [43], JPEG-LS [87],
and for example the more recent JPEG Pleno [8].

The development of H.264 [46] and H.265 [47] has been handled by two joint
projects between ITU-T and MPEG. The joint video team is responsible for the
H.264 standard, while the joint collaborative team on video coding is responsible for
the development of the H.265 standard. Outside JPEG and MPEG standardization,
ISO/IEC JTC 1/SC 24, the subcommittee for computer graphics, image processing
and environmental data representation, has been responsible for standardizing the
portable network graphics (PNG) file format.
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4 CONTRIBUTIONS TO LOSSLESS CODING

OF STEREO IMAGES AND DISPARITY

MAPS

In this chapter we present the original contributions of this thesis in fields of stereo
image compression and lossless coding of disparity maps. We discuss the lossless
stereo color image compression algorithm presented in Publication I, and the lossless
disparity map coding algorithm presented in Publication II.

4.1 Lossless coding of stereo color images

In Publication I, two lossless color image coding algorithms, sparse multivariate pre-
diction (SMP), and sparse multivariate prediction with warping (SMPW) are pre-
sented. Similar to many lossless image codecs, both methods use prediction and con-
text coding. In SMPW, sparse predictors are designed for image patches correspond-
ing to constant regions in the disparity map. Contrary to the fixed predictors used
in e.g., CALIC, the proposed predictors aim to model patches corresponding to dif-
ferent objects of the scene inferred from the actual geometry through the use of the
disparity map. Additionally, SMPW uses further conditioning based on disparity-
based warping. More details on warping will be given in Section 5.2.2. SMPW is
therefore designed for conditional lossless coding of the second view (in this case the
left view) in a stereo color pair of images (L,R).

Each color image is represented by RGB components, e.g., L= (LR,LG ,LB ), with
each component having V ×U dimensions. The locations of all pixels in an image
component are denoted as set Ω, the current pixel is (v, u) ∈ Ω, and the current
component is c ∈ {R,G,B}.

In section 4.1.1, we first describe the SMP predictor for coding a single view, and
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in the subsequent section 4.1.2, we describe the SMPW predictor appending the SMP
predictor template with an estimate of the left view Lw , obtained from disparity-
based warping of the right color view R.

4.1.1 Sparse multivariate prediction

The predictor in SMP is a causal predictor, sequentially predicting color components
as a linear combination L̂c (v, u) =Υc (v, u)θc of elements in the row regressor vec-
tor Υc (v, u), using prediction coefficients in the column vector θc . Obtained pre-
diction errors, εc (u, v) = Lc (v, u)− L̂c (v, u) are then entropy coded using context
arithmetic coding. Two prediction templates are used: causal template ΥC (·), and
full templateΥF (·) . The causal template is used to include already encoded/decoded
pixels from color component c when predicting the same component Lc . The full
template is used for previously encoded/decoded color components when coding
subsequent components. This structure exploits redundancy between color compo-
nents, and performs a decorrelation similar to the pre-processing steps discussed in
sections 3.1.3 and 3.1.4.

Since color components c ∈ {0,1,2} are predicted sequentially, the inclusion of
the full templateΥF (·) increases the size of θc as a function of c . By denoting with Nc

the size of the regressor vector we have N0 = 5, N1 = 14, and N2 = 23. During the
sparse design, only K nonzero elements of θc are used, and to keep computational
complexity reasonable, we have selected to use K = 10 for c ∈ {1,2}, and K = 5
for c = 0.

In the sparse predictor design for single component images (i.e., Nc = 1) we exper-
imented with orthogonal matching pursuit, but due to its computational complexity
we resorted to a fast and effective two-pass algorithm when Nc > 1. The first pass
obtains the full least squares solution θ̂ minimizing,

∑︂

(u,v)

(Lc (u, v)−Υc (v, u)θ̂)2.

In the second pass, the entries of θ̂ are ordered decreasingly by their magnitude, and
the first K entries are included in the sparsity maskK = [k1k2 . . . kK], with each ki

representing a column index of Υc (v, u). We also experimented with the minimum
description length (MDL) principle, using the asymptotically efficient MDL crite-
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rion [88] for obtaining optimal K . Compared to fixed K values of 5 and 10, MDL
optimal K values improved coding efficiency by less than 0.1 percent, which can be
considered negligible. Due to this, only fixed values of K were used in obtaining the
final results.

4.1.2 Sparse multivariate prediction with warping

For a stereo color pair of images, with one of the two views and its correspond-
ing disparity map already decoded, SMPW can be used for conditional coding of the
second color view. In stereo imaging, the two images are often highly redundant, de-
picting the scene from slightly different view points. As discussed in Section 2.4.4, a
pixel-wise linear relationship between the two images exists based on the two-view
geometry. It is therefore natural to use the redundancy of the stereo pair for condi-
tional coding purposes.

In Publication I, we denote by Dr the right disparity map, and by using the warp-
ing equation introduced in Section 2.4.4 on the right color image R, we obtain a left
warped image Lw . The two views of the stereo pair represent two distinct view
points, and therefore the left warped image Lw approximates L only at a restricted
set of pixels. Similar to the left-right consistency check used in stereo matching algo-
rithms [18], a warping operation to the opposite direction (i.e., from left to right) is
used to discard pixels, for which the MSE summed over all three color components
is larger than threshold value of T1 = 1500. Pixel locations (v, u), where the consis-
tency check gives less than T1, are collected to a set of restricted pixel locations Ω1,
from which a partially warped disparity map Dw

l is constructed. The partial warped
disparity map is used to obtain the warped left image Lw both at the encoder and de-
coder. The warped left image is used as a source of additional regressors, denoted
as Υw (·), which contain full templates ΥF (·) for all color components, and the addi-
tional regressors are appended to the regressor vectors of SMP.

The partial disparity map, Dw
l , contains regions of connected components of

same disparity. These constant patches have a significance of representing (with high
probability) pixels belonging to the same object, and therefore will most likely con-
tain a texture that can be characterized well by using a separately designed predictor.
The SMPW uses this insight to design optimal predictors for each large enough con-
stant patch found in Dw

l . For each patch, boundaries between neighboring patches
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must be carefully handled, so that regressors are restricted to the current patch only.
A procedure for carefully selecting correct replacement regressors over pixels from
neighboring patches is presented in Publication I.

In the conditional coding scheme, both the encoder and the decoder, are assumed
to have the right color image R already available. The encoder has additionally access
to the right disparity map, Dr , from which the partial left disparity map, Dw

l , is
created and encoded using lossless depth map coding [63]. After obtaining Dw

l , the
encoder performs an analysis stage, which obtains optimal sparse predictors for all
constant patches P w

1 , . . . , P w
N . Only those patches attaining code lengths smaller than

the general predictor SMP are selected for actual encoding.

The prediction residual, εc (v, u) = Lc (v, u)−L̂c (v, u), for c ∈ {0,1,2}, is encoded
using context-adaptive arithmetic coding. Four gradients corresponding to vertical,
horizontal, 45◦, and 135◦ directions are obtained, quantized, and in total 16 possible
contexts are obtained for both SMP and SMPW. Optimal predictors are encoded us-
ing 19 bits per coefficient, and sparsity masksK are transmitted using 6 bits for each
regressor index. For SMPW, the total number of predictors is nw + 1, representing
optimal predictors for each patch and the general predictor used for pixels not be-
longing to any constant patch. The total number of coefficients is nw × 30+ 25 for
SMPW, and 25 for SMP.

4.1.3 Performance of the proposed conditional coding scheme

Experimental results were obtained using the Middlebury dataset [89]with 27 stereo
pairs and ground truth disparity maps, and the results are shown in Table 4.1. The
compression performance was compared against several publicly available codecs:
JPEG 2000 [5], CALIC [58], LCIC [90], JPEG-LS [57], and PNG [91]. The perfor-
mance of CALIC was obtained by encoding each color component c separately using
the gray level compression executable of CALIC. We encoded the left color image
with (SMPW) and without (SMP) the use of the right color image and disparity map.
Results demonstrate that both coding schemes are able to obtain improvements over
competing codecs, and more importantly the disparity-based conditional coding is
shown to further improve coding efficiency.
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Table 4.1 Average compression results, in bits per pixel (bpp), for lossless coding of 27 images from
the Middlebury stereo dataset [89] . The first row shows results obtained when compressing
the left color image L given R, and the second columns shows the performance in the vice-
versa configuration of encoding R given L. Both proposed methods obtain better compression
performance than the competing codecs. The proposed warping-based codec SMPW further
improves over SMP by about 0.15 bpp.

SMPW SMP JPEG 2000 LCIC CALIC JPEG-LS PNG

L given R 7.4021 7.5681 7.6999 7.6771 8.6605 9.169 10.395

R given L 7.3319 7.5005 7.6324 7.593 8.5175 9.0311 10.293

4.2 Lossless coding of floating-point disparity maps

Publication II discusses lossless compression of high resolution and high precision
disparity maps [92] having floating-point samples. The publication introduces a
novel context predictive compressor (CPC) that can operate on integer images hav-
ing more than 16 bits of precision. For integer sampled disparity and depth maps,
the compression tool CERV [63] has been show to provide the best lossless com-
pression performance when an image is piecewise constant and has 8 bits or less of
precision.

However, the coding algorithm of CERV represents an image as a collection of
connected components by obtaining and efficiently coding contours of connected
components, followed by a graph-based representation of disparity values for obtain-
ing the conditioning rules in the final coding of sample values. For disparity maps
with a high dynamic range, the number of regions representing connected compo-
nents can become exceedingly large, possible having distinct values at every pixel in
the image. In such a case, the computational complexity in the graph-based approach
of CERV becomes impractical. In Publication II, we introduce a preprocessing stage
involving a predictive transform using one-dimensional differentiator filters with a
maximum order of three. The differentiator filters are well suited for representing
piecewise smooth disparity maps, and resulting prediction residual can be efficiently
encoded using the context-adaptive arithmetic coding of CPC, or existing image cod-
ing tools, including CERV. The compression methods discussed in Publication II are
shown on average to reduce the rate in lossless coding from 24− 26 to about 8− 12
bits per pixel.
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4.2.1 Predictive one-dimensional differentiator filters

The usability of CERV can be improved with a reversible transform representing
smoothly varying or piecewise smooth regions with a constant term. These constant
regions can then be efficiently encoded by CERV. The solution in Publication II is
to use one-dimensional differentiators, which model the disparity map through first,
second, or third order derivatives. Planar regions are therefore represented com-
pactly with a constant, and large smooth regions can be described with only a few
constants. The transform can be used in lossless coding, by obtaining and encoding
the prediction residual. For example, using the first order horizontal differentia-
tor H1(·), the disparity map D ∈ RV×U is transformed into the prediction residual
E(v, u) = D(v, u)−D(v, u − 1), with the first column of E initialized by the first
column of D. The one-to-one correspondence between D=H1(D)+E and lossless
compression of E allow for lossless reconstruction of the original disparity map D.
The second and third order horizontal differentiators are,

H2(D) = D(v, u)− 2D(v, u − 1)+D(v, u − 2)

H3(D) = D(v, u)− 3D(v, u − 1)+ 3D(v, u − 2)−D(v, u − 3),

and similar transforms can be obtained for the horizontal direction as V1(·),V2(·),
and V3(·).

After the predictive transform stage what remains to be encoded is the resid-
ual image E, for which we always encode the sign as a binary image with CERV.
For encoding absolute values |E| we present several methods including existing im-
age coding tools and the novel CPC algorithm. Values of |E| are represented with
24 bits and for backwards compatibility with 16-bit and 8-bit codecs, we present
two schemes; split-into-2 (SPL2), and split-into-3 (SPL3), for dividing an integer
|E(v, u)| = I ≤ 2nB − 1 into two, or three integers I0, I1, and I2. In SPL2, both
I0 and I1 are represented at most with 16 bits, while in SPL3 the last integer I2 is
always represented with 8 bits to enable the use of CERV.
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4.2.2 Context predictive compressor

The CPC algorithm uses context-adaptive arithmetic coding for encoding theλ0 least
significant bits of the disparity map D. Contexts are formed using transforms H1(·)
and V1(·) by obtaining quantized images H̃1 and Ṽ1 as,

H̃1(v, u) = ⌊log2(1+ |H1(v, u)/28|)⌉,

Ṽ1(v, u) = ⌊log2(1+ |V1(v, u)/28|)⌉.

The context image Y is now formed as,

Y (v, u) = Ṽ (v − 1, u)+ (K2+ 1)H̃ (v, u − 1)+ (K1+ 1)(K2+ 1)H̃ (v − 1, u − 1),

where K1 and K2 are the number of distinct values in H̃ and Ṽ respectively. The
contexts capture the distribution of the energy in the causal neighborhood, and are
reminiscent of the contexts used in JPEG-LS [57], except that the range of values
is properly scaled for our considered number of bit planes. Therefore, the number
of contexts increases rapidly with nB , and infrequent contexts (with less than 60
occupants) are merged into a single context. Context-adaptive arithmetic coding is
then used to encode I0 based on the contexts of Y.

4.2.3 Performance of the proposed coding methods

Two sets of experiments were conducted on the proposed lossless coding methods.
In the first one, SPL2 scheme was evaluated with one of the differential transforms
as the preprocessing stage, and C1 = PNG or C2 = JPEG 2000 as the codec for
the bit plane images I0 and I1. In the second experiment we use SPL3, and the use
of general image compression utilities is replaced with algorithms more specific to
disparity compression, namely C3= CERV, and C4= CPC.

The total code length therefore consists of: the code lengthLs for encoding the
sign of E using CERV;L (I0;Ci ) for encoding the LSB bit planes; L (I1;Ci ) for en-
coding the MSB or the subsequent (named MSB1 for SPL3) bit planes; and in the case
of SPL3L (I2;Ci ) for encoding the MSB2 bit planes. In total 13 high resolution, and
high precision, floating-point disparity maps were encoded, with the measured dy-
namic range nB for the floating-point values ranging from 24 to 26 bits, with 15 to
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17 fractional bits.
In the first experiment (with SPL2), best performance was obtained when λ0 =

16, while the choice of the preprocessing transform, and the choice of the codecs var-
ied from image to image. For best performing combinations the average obtained
bpp was 10.33 bits. The first experiment was also conducted without the use of the
preprocessing transform resulting in 12.31 bpp, or about two bits per pixel more
than with the preprocessing transforms. This indicates that differential predictors
are well suited for representing high precision disparity maps. In the second ex-
periment (with SPL3), shown in Table 4.2, the best performing codecs consisted of
combinations of CERV and CPC, with average rate of 9.42 bits per pixel, down al-
most one bit per pixel from SPL2. The difference between CPC and JPEG 2000 as
the codec for I0 (or the LSB bit planes) is about one bit per pixel in favor of CPC.
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Table 4.2 Summary of best results for the considered coding schemes, with C1 = PNG,
C2 = JPEG 2000, C3= CERV, and C4= CPC. In the first column, results are shown for plain
(without predictive transform) PNG encoding of the LSB and MSB bit plane images. The follow-
ing three columns show best results obtained over all predictive transforms using SPL3, with
the given combination of MSB and LSB bit plane image codecs. The combination of CERV for
MSB bit plane images and CPC for LSB bit plane images provides overall best performance.

Method none SPL3 SPL3 SPL3

CodecMSB1
C1 C3 C3 C3

CodecMSB2
− C3 C3 C3

CodecLSB C1 C1 C2 C4

M1 11.57 9.57 9.9 8.48

M2 13.03 11.09 11.67 10.41

M3 12.56 12 11.44 10.16

M4 12.56 12 11.44 10.16

M5 11.84 10.51 10.51 9.09

M6 11.84 10.51 10.51 9.09

M7 13.41 11.14 10.59 9.53

M8 12.26 10.06 9.94 9.03

M9 14.55 12.8 13.45 12.17

M10 12.17 10.9 10.87 9.28

M11 11.42 9.06 9.29 8.05

M12 10.49 9.47 8.92 7.97

M13 12.37 9.67 9.82 9.06

Ave r. 12.31 10.67 10.64 9.42
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5 CONTRIBUTIONS TO LOSSY CODING OF

LIGHT FIELDS

This chapter reviews light field coding algorithms described in Publications III-VII.
We start by describing the 4D segmentation-based sparse prediction used in Publi-
cation III for coding of plenoptic images, followed by discussion of modeling and
coding algorithms developed for the HDCA case, where the generally wider base-
lines between views makes the 4D segmentation approach impractical. Especially for
HDCA data, we present our method of estimating normalized disparity maps, intro-
duced in Publication IV, and describe the occlusion-based view merging algorithm
introduced in Publication V. The occlusion-based view merging algorithm together
with a hierarchical prediction structure constitutes the basis of the WaSP light field
coding algorithm presented in Publication VI, which together with improvements
introduced in Publication VII deliver state-of-the-art results in light field coding.

5.1 Sparse predictive coding using 4D segmentations

In Publication III, partially in response to the JPEG Pleno call for proposals (CfP)
in [93], an image compression method for light fields obtained with a micro-lens
based plenoptic camera was introduced. For the purposes of this thesis, the algo-
rithm is dubbed as the sparse predictive plenoptic codec (SPPC). This coding scheme
consists of detailed modeling of the micro-lens array, and depth-based modeling of
the scene geometry, for sparse prediction of SAIs, or simply views. As discussed in
Section 3.3, many plenoptic coding schemes involve either coding of the full demo-
saiced sensor image Λ, or coding of a set of reference views with subsequent pre-
diction (or interpolation) of the remaining views of X. The SPPC algorithm, pro-
posed in Publication III, belongs to the latter category, with the substantial difference
that no video coding tools are required for reference view coding. Random access,
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and backwards compatibility with existing JPEG tools are provided by the use of
JPEG 2000 as the reference view codec. The rest of the views (known as side views)
are interpolated using decoded views and disparity-based sparse prediction.

The efficiency of the proposed algorithm can be attributed to detailed modeling
of the hexagonal grid of the micro-lens array, and to a disparity-based sparse predic-
tion scheme utilizing available (i.e., decoded) nearby views in target view prediction.
In Publication I, the process of obtaining sparse predictors for the conditional view
of a stereo pair included warping of the given color view based on disparity. In Pub-
lication III, a somewhat similar scheme is used, however instead of warping color
views, a 4D segmentation is obtained from a quantized center view depth map from
which the correspondence of any regionΩℓ between any two views can be obtained.
This allows the encoder to directly design optimal sparse predictors for any region,
in any view, given the already available views. SPPC is divided into nine functional
blocks with the full structural layout depicted in Figure 5.1. We now briefly sum-
marize each block.

Block 1 Transformation of the demosaiced sensor image into the light field structure.
This block consist of transforming the approximately T V × SU image Λ into the
T × S×V ×U sized 4D light field X. This process involves obtaining the system of
coordinates xy of the hexagonal sensor lattice that hosts the micro-lens array. The
center of each micro-lens is estimated using the parameterized hexagonal grid model
of the LF Toolbox [2], from which the mapping Λ→X can be obtained.

Block 2 Estimation and quantization of the depth map of the central view. In Publi-
cation III, we have used the light field depth estimation algorithm in [94] that obtains
an estimate of the depth Z corresponding to the central view of X. A depth-based
segmentation is obtained from Z, with each depth level corresponding to a region
Ωℓ. In order to simplify the partitioning process we assume fronto-parallel depth
regions obtained in Block 2, and quantize the depth map corresponding to the cen-
tral view X(⌊T /2⌋+ 1, ⌊S/2⌋+ 1) assuming that T and S are odd. This corresponds
to the segmentation method used in [95] while alternative methods for obtaining a
segmentation are provided in [96].

Block 3 Estimation of displacements of depth-based regions from the central view to all
side views. Due to the hexagonal grid of the micro-lens array and the small baseline
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Figure 5.1 The light field coding scheme of SPPC.

between views (t , s), displacements are restricted to a set of 241 vectors defined in
the v u-plane. Displacements are obtained by minimizing the MSE between samples
of pixels in the central view and displaced samples in a side view. In Publication III,
the search for the best displacement vector for side view (ti , si ), and region Ωℓ, is
devised as a linear regression problem

X̂(ti , si ) =Aθ,

where the task is to find the best sparse predictor θ of order 1, with the 241 columns
of the regression matrix A constructed from displaced samples of the central view.
Therefore, the optimal predictor will emulate the prediction,

X (ti , si , v, u, c) =X (⌊T /2⌋+ 1, ⌊S/2⌋+ 1, v −∆v, u −∆u, c)θ1,

with (∆vi ,∆ui ) representing the best displacement vector.

Block 4 Coding of displacements. Displacement vectors (∆vi ,∆ui ) are arranged
into a 2D array that can be efficiently encoded using the disparity coding tool CERV.

Block 5 Obtaining the depth-based segmentation for each side view. In this block,
the displaced (i.e., warped) regions Ωℓ are assembled into a set of T S − 1 number
of segmentations with one segmentation for each side view. In the warping process,
regions furthest away (with highest depth) are warped first, so that occlusions are
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correctly handled. In-painting for disoccluded pixels is performed similar to [96] us-
ing an algorithm known as neighbor’s disparity assignment [97], where disoccluded
pixels get assigned the highest depth value of neighboring pixels.

Block 6 Coding of the depth segmentation. The segmentation of the depth map Z,
obtained in Block 2, is encoded using the disparity coding tool CERV.

Block 7 Coding of reference views. A single, or multiple views, are selected from X,
and encoded as a set of low distortion reference views. The most efficient coding of
m1×m2 reference views was found by extracting the corresponding segment from
Λ, and by encoding this rectangular segment using JPEG 2000. This was found to
be more efficient than individually encoding each reference view.

Block 8 Predictive reconstruction, or refinement, of a side view from decoded neigh-
boring views. In this block, sparse predictors Θℓ corresponding to regions Ωℓ are
obtained for each side view. The predictive model is used to completely reconstruct
a side view or refine an already decoded reference view.

Block 9 Coding of sparse prediction parameters. Each sparse predictor, Ωℓ, has k
non-zero coefficients, for which the corresponding index in the regressor template
and the coefficient itself are encoded. Regressor indices are encoded with 8 bits per
index. Nonzero prediction coefficients are quantized (by rounding) to 12 bits in the
fractional part, and the indices of quantization are entropy coded using GR coding.

Lossy coding performance of SPPC was evaluated according to the test conditions
of [93], with distortion at each requested rate point reported in Table 5.1, and rela-
tive improvement against JPEG 2000 and HEVC, reported in Table 5.2. The RGB
sensor image Λ has dimensions V × U = 5368× 7728, and is obtained after devi-
gnetting and demosaicing. Five images from the dataset in [16] are encoded into
bitstreams of B̄V U number of bits, where B̄ is the reported rate of compression in
bpp. The required bit rates in bpp are defined in the CfP as B1 = 0.005, B2 = 0.02,
B3 = 0.1, and B4 = 0.75. The distortion of the encoded images is obtained after
transforming Λ into a set of SAIs in the 4D light field structure X. The objective
measurements of PSNR and SSIM in YCbCr colorspace were obtained using the
tools difftest_ng [98] and ssimdiff [99], as defined in the CfP.
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Image Method B1 B2 B3 B4

I_01 SPPC 29.73 (0.741) 31.93 (0.816) 33.62 (0.893) 38.31 (0.964)

I_02 SPPC 26.90 (0.671) 28.50 (0.770) 30.52 (0.889) 35.05 (0.964)

I_04 SPPC 31.77 (0.763) 32.82 (0.843) 35.19 (0.925) 38.43 (0.973)

I_09 SPPC 28.31 (0.718) 30.48 (0.804) 31.79 (0.864) 35.50 (0.952)

I_10 SPPC 32.95 (0.853) 36.17 (0.907) 38.12 (0.948) 41.49 (0.977)

Table 5.1 Mean PSNRYCbCr as given by difftest_ng, and in parenthesis the mean SSIMYCbCr given
by ssimdiff, for rate points defined in the JPEG Pleno CfP [93].

Image Method B1 B2 B3 B4

I_01
JPEG 2000 0.00% 1.74% 0.73% 0.29%

HEVC 13.15% 11.25% 3.42% 2.75%

I_02
JPEG 2000 0.00% 0.90% 1.10% 0.65%

HEVC 14.79% 9.95% 4.26% 2.71%

I_04
JPEG 2000 0.00% 0.00% 0.68% 0.24%

HEVC 21.76% 12.40% 3.54% 1.24%

I_09
JPEG 2000 0.00% 2.61% 1.54% 0.58%

HEVC 9.05% 14.00% 5.09% 2.11%

I_10
JPEG 2000 0.00% 0.64% 0.40% 0.25%

HEVC 22.51% 9.34% 3.34% 2.01%

Table 5.2 The relative improvement in PSNRYCbCr, with SPPC compared against HEVC and JPEG 2000
anchors, for rate points defined in the JPEG Pleno CfP [93].

In Publication III, a lossless variant of SPPC is also proposed that encodes the
RGB sensor image Λ in the Bayer pattern of ‘grbg’ using lossless JPEG 2000. After
demosaicing, the result is a near-lossless Λ̂, and by encoding the remaining residual
imageΛ−Λ̂ using lossless JPEG 2000, one obtains a lossless encoding of the plenoptic
image.
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5.2 4D predictive coding using a small number of reference

views

The sparse predictor of SPPC exploits small inter-view disparities between rectified
SAIs (obtained from the demosaiced sensor image Λ) and is able to identify rele-
vant regressor vectors over neighboring views from the 241 columns of the regres-
sor matrix A. However, in the camera array case, such as the Fraunhofer HDCA
data set [3], inter-view disparities can be in the range of hundreds of pixels com-
pared to the one or two pixel disparities in light fields obtained with a micro-lens
based plenoptic camera, making it impractical to directly apply the sparse predic-
tion scheme of SPPC.

HDCA images are already represented as a set of rectified SAIs, or views, in the
4D light field structure X, making the data similar to the stereo color images used
with SMPW in Publication I. The SMPW algorithm tackled the problem of predic-
tion and coding of the second view in a stereo pair; in the nomenclature of Publica-
tion IV, SMPW uses a single reference view to predict the target view. Considering
the number of views as dimensions T × S of the light field X, the SMPW algorithm
was designed to encode 1×2 light fields, and in Publications IV-V we study the encod-
ing of much larger light fields, with the number of views as high as 11×33. Therefore,
the light field codec presented in Publication V shares more in common with SMPW
than the SPPC algorithm does. Since the preliminary stage of warping is used, the
prediction scheme needs to solve the problem of merging multiple warped reference
views for optimal prediction of the target view. The main contribution of Publica-
tion V is a least squares optimal linear predictive view merging algorithm, in which a
set of optimal predictors are designed based on the jointly observed occlusions over
several warped reference views.

The SMPW algorithm obtains pixel displacements from a single disparity map
D anchored at the reference view. The disparity map is all that is required to per-
form warping of sample values of the reference view to corresponding pixel locations
in the target view. For example, information about relative positions of two view
points (in the t s -plane) during acquisition is not required. However, to warp sam-
ple values of the reference view to corresponding pixel locations in multiple target
views requires either a depth map of the scene, with accurate camera parameteriza-
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tion for camera locations (from which disparity maps between pairs of views can
be obtained), or a complete set of pairwise disparity maps between the target and
each reference view. The normalized disparity map D̃, introduced in Section 2.4.4,
gives a compact formulation of pairwise disparities using relative camera positions
and a normalized disparity map anchored at the reference view. In the following
Sections 5.2.1 and 5.2.3, we first discuss the modeling of normalized disparity maps
for HDCA scenes as presented in Publication IV, followed by a discussion of Publi-
cation V, with the introduction of the view prediction algorithm used in coding of
both micro-lens array and HDCA imagery using view warping and merging based
on displacement information obtained from normalized disparity maps.

5.2.1 Modeling and estimating normalized disparity maps from HDCA

image data

We already defined the disparity and normalized disparity in Section 2.4.4, and in Pub-
lication IV we study the problem of maximum likelihood estimation [100] of the
normalized disparity map D̃ and camera displacement parameters bx , by , using a set
of disparities Dv , and Du , obtained with optical flow estimation software.

For pairwise matching we define horizontal and vertical disparity maps as Dt0,s0,t1,s1
u

and Dt0,s0,t1,s1
v , respectively, between views (t0, s0) and (t1, s1) of light field X. The dis-

parity maps are anchored at the view (t0, s0). We consider the case when disparities
are obtained using an efficient optical flow estimation algorithm (known as coarse-
to-fine patchmatch (CPM) [20]) designed for large displacements. CPM provides
disparities as a sparse list of displacement vectors obtained from matching samples
of X(t0, s0) against X(t1, s1). Based on this, we define as Ψt0,s0,t1,s1

the set of pixels
(v, u), for which matches are found. From the definition of disparity we now have,

X (t1, s1, v̂, û) ≈ X (t0, s0, v, u),

where,

v̂ = ⌊v +D t0,s0,t1,s1
v (v, u)⌉,

û = ⌊u +D t0,s0,t1,s1
u (v, u)⌉.

We define the horizontal and vertical optical centers of the cameras as Cx and Cy .
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Distances along the x and y axes, or baselines, between two cameras (corresponding
to views (t0, s0) and (t1, s1)) are defined as,

b t0,s0,t1,s1
x = Cx (t1, s1)−Cx (t0, s0),

b t0,s0,t1,s1
y = Cy (t1, s1)−Cy (t0, s0).

For the equidistant angular sampling scenario of the HDCA on the xy-plane, we can
write,

b t0,s0,t1,s1
y

b t0,s0,t1,s1
x

=
(t1− t0)δy

(s1− s0)δx
=

t1− t0

s1− s0
µ,

where µ= δy/δx . It also holds that,

ρ(v, u) =
v̂ − v
û − u

=
t1− t0

s1− s0
.

In the experimental acquisition setup of HDCA data [3], the value of µ was set to
1.5 and ideally µ should not depend on view indices (t , s). Similarly, the value of
ρ(v, u) should ideally be constant and not depend on the location (v, u). However,
the exact positioning of the robotic arm carrying the imaging device during light
field acquisition is not possible, and therefore the ratioµ is not constant over all pairs
of baselines obtained from Cx and Cy . Similarly, the value of ρ(v, u) suffers from
imprecisions originating from the acquisition and rectification process. Therefore,
in Publication IV, we apply an estimation procedure forµ, based on robustly averag-
ing the value ofρ(v, u) using the median operator over all available (v, u) ∈ Ψt0,s0,t1,s1

,
at each pair of angular views (t0, s0) and (t1, s1), where (t0, s0) corresponds to the ref-
erence view, and (s1, t1) is the target view. The ideal constant µ is hence estimated
separately for each pair of angular views as,

µ̂M
t0,s0,t1,s1

=
s1− s0
t1− t0

ρ̂M
t0,s0,t1,s1

,

where ρ̂M
t0,s0,t1,s1

is the median of ρ(v, u) for the pair of views (t0, s0) and (t1, s1).

We will now describe how the maximum likelihood estimation of the normal-
ized disparity map D̃t0,s0

, and camera displacements, is formulated using disparity
matches given by CPM and camera baselines obtained from the acquisition setup.
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We consider the disparity model, agreeing to (2.4),

D t0,s0,t1,s1
u (v, u) =

b t0,s0,t1,s1
x f ′

Zt0,s0,t1,s1
(v, u)

+ e = D̃t0,s0,t1,s1
(v, u)+ e(v, u), (5.1)

which in vector form can be written as,

d1 = r1b u
1 + e1, (5.2)

where d1 corresponds to Dt0,s0,t1,s1
u , r1 equals the normalized disparity, and b u

1 is the
horizontal baseline. Both matrices D and Z are considered as column vectors ob-
tained using the same scan order. Due to occlusions, the equation (5.2) corresponds
to only a certain subset of pixels (vτ , uτ) ∈Ωn ⊂Ω, where Ω is a set of non-occluded
pixels, for which matches were obtained over all n views. By obtaining the set of
equations between (s0, t0) and {(s1, t1), . . . , (sn , tn)} we have,

⎧

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎩

d1 = r1b u
1 + e1

...

dn = rn b u
n + en .

(5.3)

Each equation corresponds to a particular subset of matched (v, u), but due to the
angular overlap between sampled views (t , s) the full system of equations is highly
interconnected, so that Ωa ∩Ωb ≠ ; when 1≤ a, b ≤ n, and the system can be used
in maximum likelihood estimation of both {r1, . . . ,rn} and {b u

1 . . . , b u
n }.

We assume the elements of em to be independent and identically distributed from
a Gaussian distribution N (0,σ2

m), where m is the running index of vectors em , m =
1, . . . , n, and the number of elements in em is nm . The conditional joint probability
density of em is defined as,

P (em(1), . . . , em(nm)|σm) = (
1

σm
p

2π
)nm e
−
∑︁nm

i=1(dm (i)−rm (i)b
u
m )

2

2σ2
m ,

where em(i) denotes the i ’th element of em . The negative log-likelihood function is
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defined as,

Lm = −nm log
1

σm
p

2π
+
∑︁nm

i=1(dm(i)− rm(i)b
u
m)

2

2σ2
m

,

= −nm

�

−1
2

logσ2
m −

1
2

log2π
�

+
∑︁nm

i=1(dm(i)− rm(i)b
u
m)

2

2σ2
m

,

which can also be written as,

Lm =
nm
∑︂

i=1

�

em(i)
2

2σ2
m
+

1
2

logσ2
m

�

. (5.4)

Setting the partial derivative of Lm with respect to v = σ̂2
m to zero, the maximum

likelihood estimate of the variance of em becomes,

∂

∂ v

nm
∑︂

i=1

�

em(i)
2

2v
+

1
2

log v
�

= 0,

−
nm
∑︂

i=1

em(i)
2

v2
+

nm

v
= 0,

nm
∑︂

i=1

em(i)
2

nm
= σ̂2

m . (5.5)

Substituting (5.5) back into (5.4), and by considering the joint estimation of all m =
1, . . . , n equations from (5.3), we now have the criterion to be minimized with respect
to {r1, . . . ,rn} and {b u

1 . . . , b u
n }, defined as,

L =
n
∑︂

m=1

nm

2
log σ̂2

m ,

=
n
∑︂

m=1

nm

2
log

nm
∑︂

i=1

em(i)
2

nm
,

=
n
∑︂

m=1

nm

2
log

∑︁nm
i=1(dm(i)− r̂m(i)b̂

u
m)

2

nm
. (5.6)

Tracing back to the estimation of the normalized disparity D̃t0,s0
(vτ , uτ)we can also
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write,

L =
n
∑︂

m=1

nm

2
log

∑︁

(vτ ,uτ)∈Ωm
(D t0,s0,tm ,sm

u (vτ , uτ)− D̃t0,s0
(vτ , uτ)b̂

u
m)

2

nm
.

We set the partial derivative of (5.6) with respect to D̃t0,s0
(vτ , uτ) to zero, and obtain,

∂L
∂ D̃t0,s0

(vτ , uτ)
= 0,

−
n
∑︂

m=1

nm em(i)b̂
u
m

∑︁nm
i=1 em(i)2

= 0,

−
n
∑︂

m=1

em(i)b̂
u
m

σ̂2
m

= 0,

which can also be written as,

−
n
∑︂

m=1

1
σ̂2

m

∑︂

(vτ ,uτ)∈Ωm

(D t0,s0,tm ,sm
u (vτ , uτ)− D̃t0,s0

(vτ , uτ)b̂
u
m)b̂

u
m = 0.

The estimate of the normalized disparity at pixel location (vτ , uτ) becomes,

D̃t0,s0
(vτ , uτ) =

∑︁

m|(vτ ,uτ)∈Ωm

D t0,s0,tm ,sm
u b̂ u

m
σ2

m

∑︁

m|(vτ ,uτ)∈Ωm

(b̂ u
m)2

σ2
m

. (5.7)

Similarly, we obtain the estimate of the horizontal baseline between (t0, s0) and (tm , sm)
as,

b̂ u
m =

∑︁

(vτ ,uτ)∈Ωm
D t0,s0,tm ,sm

u D̃t0,s0
(vτ , uτ)

∑︁

(vτ ,uτ)∈Ωm
(D t0,s0,tm ,sm

u )2
. (5.8)

The estimation of (5.7) and (5.8) is performed iteratively, by alternating between the
two estimators starting with the initial estimates of baselines {b u

1 , . . . , b u
n } (obtained

during acquisition of the light field) used in (5.7). During the second iteration, base-
lines obtained from (5.8) during the first iteration can be used in the minimization.

The estimation of normalized disparities {r1, . . . ,rn} and baselines can be ob-
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tained completely analogously to (5.3), by using vertical matches from CPM together
with vertical baselines {b v

1 . . . , b v
n }. By merging horizontal and vertical matches into

a system of equations similar to (5.3), the estimation of {r1, . . . ,rn}, {b u
1 . . . , b u

n }, and
{b v

1 . . . , b v
n } can be solved within the same set of iterations. All of our results have

been obtained using this joint estimation approach.

In Publication IV, we experimented with the proposed re-estimation method, us-
ing a set of 11× 33 views from HDCA Set 2 [3]. Normalized disparity maps were
estimated for five views, corresponding to the center and corners of the 11× 33 ar-
ray of views. The convergence speed of the iterative estimation process was exam-
ined by studying the PSNR values obtained from the linear average of the σ2

m values
of (5.5). Convergence was observed to be fast with the PSNR settling within two to
three iterations. The initial model (5.1) may contain an additional dependency be-
tween baselines and the scene depth, which can be modeled by obtaining baselines
and normalized disparity maps separately for different depth regions of the scene.
In practice, this involves running the re-estimation method independently on dif-
ferent depth regions, with the initial segmentation obtained, for example, from the
re-estimation of the whole scene. Partitioning the scene into three depth dependent
regions improves the performance of the re-estimation by nearly 1 dB.

As a precursor to the color view synthesis used in Publications V to VII, we ex-
amine color view synthesis performance using different sets of estimated normalized
disparity maps. The experiment is constructed as follows. At the encoder, D̃t ,s for
(t , s) ∈ Γr e f is estimated for three different configurations of Γd e s i g n representing the
rows in (5.3). The first one, SUBSET, considers a regularly subsampled set of (t , s)
from the full T × S array, the second configuration, BORDER, considers a subsam-
pled set of views along the borders of the t s -plane, and finally ORACLE considers
all available views in the 11 × 33 set of views. The goal of the decoder is to use
estimated normalized disparity maps, and a set of color reference views Γr e f , to syn-
thesize color views in the set Γp r ed i c t . For this reason, we further condition the sets
SUBSET, BORDER, and ORACLE, so that Γd e s i g n ̸⊂ Γp r ed i c t . Normalized dispar-
ity maps are estimated for (t , s) ∈ Γr e f , quantized into 511 regions, and losslessly
encoded using CERV [63]. Estimated camera coordinates are encoded as well. For a
given target bitrate, color components of views Γr e f are encoded, and together with
decoded normalized disparity maps, and camera coordinates, the decoder can predict
views Γp r ed i c t . A greedy view synthesis method based on integer precision warping
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was used, with more details on view synthesis given in the following Section 5.2.2.

Results indicate that the view prediction scheme is well suited for prediction of
views Γp r ed i c t located near Γr e f in the t s -plane, with PSNRYCbCr as high as 39 dB,
with performance dropping below 30 dB for distant views. Interestingly, it was no-
ticed that while ORACLE configuration performs best, with SUBSET having sec-
ond best performance, the worst performing configuration BORDER loses only
about 1 dB in PSNRYCbCr compared to ORACLE.

Estimation of normalized disparity maps seems less sensitive to the distance in
the t s -plane, while color view prediction is highly sensitive to distance between the
reference and target view. Based on these observations, a hierarchical view prediction
scheme emphasizing the placement of color reference views over the placement of
estimated normalized disparity maps is proposed in Section 5.3.

5.2.2 Light field reconstruction

In Section 4.1, we already discussed the use of disparity-based warping within a stereo
image coding scheme. While the warping algorithm used in the light field compres-
sion schemes of Publications V to VII is highly similar to the one used in SMPW,
some notable differences do exist. For example, in SMPW warping was based on
pure disparity between samples of the two views. The light field warping algorithm
uses normalized disparity maps to warp between any two views of a light field X. We
now present a method for warping of samples within a light field using normalized
disparity maps.

In Publications V to VII, warping is used to transform texture and normalized
disparity components of view (t1, s1) to their corresponding versions at camera co-
ordinates of view (t2, s2). Disparity-based warping is therefore suitable for prediction
of view (t2, s2) conditional on texture and normalized disparity map at view (t1, s1).
The resulting distortion of the prediction is constrained by the quality of the nor-
malized disparity map at view (t1, s1), the precision of camera center coordinates Cy,
and Cx, and the possible distortion in the texture component of the reference view.

Algorithmic details on the integer precision warping procedure are given in Al-
gorithm 5.1. The warped normalized disparity map is initialized to minus infinity,
enabling fast detection of remaining undefined (i.e., occluded) pixel locations after
warping. Horizontal and vertical disparities are computed using equations (2.6-2.7),
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rounded to the nearest integer, and subjected to out-of-bounds test to verify that
transformed coordinates are withing image dimensions. The algorithm keeps track
of the warped normalized disparity map for occlusion testing of warped samples, so
that the correct order along the depth axis is maintained and objects closer to the
camera do not become occluded by objects residing further in the scene.

When multiple reference views are warped to the same target view position, each
sample at a pixel location (v, u) may receive several overlapping candidates from
warped references. For densely sampled light fields this overlap becomes significant,
and even for sparse light fields a large portion of the target view may become covered
by several warped reference views. A simple solution is a greedy algorithm warping
reference views in the order of the reciprocal Euclidean distance between camera
positions of reference views and the target view. The closest reference view would
therefore be considered first filling most of the target view with its warped samples,
with the rest of the reference views filling any remaining parts. However, this hard-
decision merging disregards the possibility of combining samples from all warped
reference views for improved prediction. In the following section, we present a lin-
ear prediction scheme for view merging that uses a set of interpolators designed to
optimally combine all non-occluded samples.

5.2.3 Least squares optimal view merging algorithm (LSVM)

The SPPC algorithm in Publication III was shown to provide very good results,
when the inter-view prediction occurred within a restricted prediction template ob-
tained from small displacements between adjacent views. However, as discussed in
Publication IV, light fields obtained with an HDCA contain disparities of several
hundreds of pixels between adjacent views, and the process of obtaining sparse pre-
dictors from the subsequently very large templates becomes computationally im-
practical. The scheme of using estimated normalized disparity maps, texture of ref-
erence views, and greedy view merging was however shown to provide rather good
prediction performance in Publication IV.

The lack of interpolation in the greedy view merging algorithm means that the
predicted view is a direct result of displaced sample values from reference views with
integer valued displacements unable to provide sub-pixel precision. The greedy al-
gorithm is also unable to combine multiple warped sample values to improve the
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prediction performance, even though in many cases the overlap between the warped
reference views is significant. A single optimally designed interpolator is unlikely
to provide best performance in combining the warped samples, since different ref-
erence views contribute to different parts of the target view. For example, let us
consider two warped reference views, and pixel locations (v, u) at the target view.
This results in four possible combinations of occlusions: 1) both reference views
are occluded, 2) the first reference view is occluded and the second reference view is
non-occluded, 3) the second reference view is occluded and the first reference view is
non-occluded, and 4) both reference views are non-occluded. In Publication VI we
use this type of reasoning to design a classification of interpolators from patterns (or
combinations) of occluded/non-occluded warped reference samples with all possible
combinations forming a set of occlusion classes. Interpolators, or predictors, are de-
signed for each combination using linear regression, and the algorithm was dubbed
least squares view merging (LSVM). We now briefly describe the LSVM algorithm
for light field reconstruction.

5.2.3.1 Occlusion classes

Occlusion patterns can be used for segmenting the target view into regions where
each reference view is useful. We call these regions occlusion classes, each occlusion
class corresponding to a different sparse subset of reference views used to obtain
the best linear predictor involving only the relevant reference views at each pixel
location. We now give a brief description on how to obtain occlusion classes.

Considering the target view (t , s), having n reference views indexed by the ele-
ments of Ω= {(t0, s0), . . . , (tn−1, sn−1)}, we express warped texture views as,

W0 = X(t0,s0)
W (t , s),

...

Wn−1 = X(tn−1,sn−1)
W (t , s),
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and warped normalized disparity views as,

G0 = D̃(t0,s0)
W (t , s),

...

Gn−1 = D̃(tn−1,sn−1)
W (t , s).

We introduce the non-occlusion operator δ (G(v, u)) as,

δ (G(v, u)) =

⎧

⎨

⎩

1, G(v, u)>−∞ (non-occluded)

0, otherwise,

allowing to define the vector-state of occlusions at pixel (v, u) as follows. The occlu-
sion state at pixel (v, u) in view (t , s) is a binary vector b(v,u) of length n having the
elements,

b (v,u)(k) = δ
�

Gk (v, u)
�

, k ∈ {0, . . . , n− 1}.

We introduce the matrix F of dimensions V ×U defined by,

F (v, u) =
n−1
∑︂

k=0

2k b (v,u)(k),

where each element F (v, u) is a label containing an integer representation of the
binary vector b(v,u). In essence F is a segmentation with 2n classes, as depicted in
Figure 5.2 for HDCA image Set 2 from [3]. For each segment in F a linear predictor
is designed to optimally combine warped samples from the relevant reference views.

5.2.3.2 Design of optimal linear predictors

We now give a brief description on obtaining the optimal linear predictor of a given
occlusion class. The coefficient matrix Θc , for color component c , has dimensions
2n × n, and contains weights used in a linear combination of warped samples from
reference views. Coefficients for each occlusion class m ∈ C are given as the m’th
row inΘc . The weight of the k’th reference view is given by the k’th column ofΘc .
For a pixel (v, u), belonging to class m, we have F(v, u) = m, and the merged target
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Figure 5.2 The 25 = 32 different occlusion classes illustrated for target view (t , s) = (12,20) from
light field Set 2 [3]. The occlusion classes are obtained from pixel-wise occlusion patterns
collected from the warping of five reference views (0,2), (0,98), (20,2), (20,98), (10,50)
to the camera position of the target view.

texture view is evaluated as,

Xmod e l (t , s , v, u, c) =
n−1
∑︂

k=0

W k (v, u, c)δ(Gk (v, u))Θc (m, k).

(5.9)

The matrix of optimal parametersΘc is obtained for each of its rows by performing
a least squares design for minimizing the sum of squared residuals

∑︁

(v,u) (ε(v, u, c))2,
for all (v, u) so that F(v, u) = m, using the linear model (5.9),

X (t , s , v, u, c) =Xmod e l (t , s , v, u, c)+ ε(v, u, c),

where ε(v, u, c) becomes a function of parameters Θc through (5.9). Hence, the full
matrixΘc is obtained by solving 2n−1 least squares problems. The predicted target
view is defined as a linear combination (5.9) of reference views over occlusions classes
m ∈ C using optimal parameters, and the model output is further rounded to the
nearest integer to obey the constraint of the integer alphabet of the decoded image.
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5.2.4 Light field coding using LSVM

In Publication VI, a light field coding scheme based on LSVM is developed specifi-
cally to encode the very large light fields of the HDCA dataset [3]. Similar to SPPC,
this study was partly motivated by the JPEG Pleno standardization, where require-
ments stipulated the need for the compression scheme to excel in coding of HDCA
images in addition to micro-lens array images. At the time, the codec was labeled
TUT-HDCA.

The overall scheme of TUT-HDCA is developed from the SPPC scheme with
modifications to existing blocks together with additional functionality from newly
introduced blocks. Block 1 of SPPC accesses the demosaiced sensor image, while
TUT-HDCA directly accesses rectified SAIs without any additional processing of the
input texture data. The second block in SPPC performed estimation of the disparity
map at the center view, while TUT-HDCA uses estimates of normalized disparity
maps and camera coordinates obtained from [101][102]. Normalized disparity maps
are median filtered, and quantized, so that encoding using CERV algorithm becomes
efficient. The Block 3 of SPPC is not necessary, since estimated normalized disparity
maps together with estimated camera coordinates are sufficient for warping using
Algorithm 5.1. However, Block 3 is utilized as a refinement procedure for improving
the precision of quantized normalized disparity maps. The main prediction block
of SPPC relies on sparse prediction over a fixed template of neighboring views, and
the whole block is completely replaced by the two stages of warping and merging
of reference views. This modified scheme becomes practical in coding of very large
light field images such as the images from the HDCA dataset [3].

The performance of TUT-HDCA was evaluated in two configurations and com-
pared against plain intra-coding using JPEG 2000. In the first configuration, half
of the texture views are encoded using JPEG 2000 with their normalized disparity
maps encoded using CERV, and the rest of the texture views are synthesized using
LSVM. While a large number of reference views are available, only a small subset of
views are used to predict a given target view. From now on we use the terms target
view and intermediate view interchangeably, as the latter one is the notation used in
the JPEG Pleno standardization process. The second configuration uses only a fixed
set of five reference views, in the corners plus center arrangement, which allows for
good angular coverage of a rectangular light field. The encoder can target very low

82



bit rates since only five reference views (and their normalized disparity maps) and
two camera parameters for all views need to be encoded. Results in Publication VI
show that both configurations produce better R-D performance than JPEG 2000,
with PSNRYCbCr improvements of over 6 dB at lower rates. Further, is it shown
that LSVM improves over 2.5 dB in PSNRYCbCr when compared against greedy view
merging.

5.3 4D predictive coding of light fields using hierarchical

reference views

In Publication VI and Publication VII, several modifications were proposed in order
to improve the efficiency of the TUT-HDCA light field codec. These changes can
be summarized as,

1. the introduction of a hierarchical coding scheme for improved reference view
partitioning,

2. the introduction of variable-rate prediction residual coding using an auxiliary
codec, such as JPEG 2000 or HEVC,

3. the introduction of a sparse region-based filter for final adjustment of the tex-
ture component.

The combination of the first two items, hierarchical prediction with in-loop pre-
diction residual coding, is the most important component in improving the perfor-
mance of TUT-HDCA. The improved structure can be viewed as two layers of the
full algorithm: the first layer handles the coding of the initial reference views and
controls the execution of the encoding/decoding process, as shown in Figure 5.3,
and the second layer handles the reconstruction of each intermediate view, as shown
in Figure 5.4. The hierarchical coding scheme allows the codec to improve predic-
tion efficiency as more views become available to be used in LSVM, while residual
coding is used to restrain the propagation of significant prediction errors.

The third item introduces a sparse filtering scheme as the final refinement step in
view prediction. In WaSP of Publication VI, only a single region is used in the final
adjustment, while the more efficient variant introduced in Publication VII, dubbed
warping and sparse prediction on regions (WaSPR), uses depth-based regions simi-
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lar to SPPC and TUT-HDCA. In WaSP, prediction residual is encoded using intra-
coding tools, while in WaSPR a more efficient inter-coding scheme is proposed. In
this section, we present a discussion on all three of the above proposed improvements
and show how the WaSP and WaSPR codecs perform against the state-of-the-art in
lossy light field coding.

5.3.1 Hierarchical ordering of reference views in light field

reconstruction

The LSVM algorithm reconstructs light fields using warping of reference views and
optimal linear prediction on regions obtained from occlusion classes. One of the key
design choices is the selection of reference views, and ideally they should be found
within close proximity of the target view with respect to distance in the t s -plane.
Also, reference views should be placed on both sides of the target view horizontally
and vertically to minimize occlusions. When such a configuration is not possible to
realize, the quality of the LSVM-based reconstruction suffers, and low distortion can
be obtained only by allocating more bits to prediction residual. A hierarchical light
field reconstruction and prediction residual coding scheme is introduced in Publi-
cations VI and VII, for obtaining good R-D characteristics in coding of light fields
using the LSVM algorithm for view reconstruction.

In the hierarchical coding schemes of WaSP and WaSPR, a light field is divided
into disjoint subsets with each subset representing a hierarchical level. Each view
X(t , s) of the light field has an associated hierarchical level, H (t , s) ∈ N, reflecting
the order in which views are predicted one from the others. Hierarchical levels are
marked in the T × S hierarchy matrix H with hierarchical configurations for light
fields Greek, I01_Bikes, and Set 2 depicted in Figure 5.5. Views on lower hierarchical
levels operate as possible reference views in prediction of views on higher hierarchical
levels, with all of the views of each hierarchical level being encoded (and decoded)
before coding any of the views on the next hierarchical level.

5.3.2 Rate-allocation between hierarchical levels

Except for low bit rates of less than 0.01 bpp, most of the code length in WaSP and
WaSPR is used by codestreams of auxiliary codecs. Therefore, rate allocation is re-
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quired to efficiently divide (with respect to R-D) the bit budget between auxiliary 
codestreams among hierarchical levels. In Publication VII, an iterative approach is 
presented for solving the rate allocation problem by dividing the joint bit alloca-
tion of hm hierarchical levels into hm − 1 number of optimizations as detailed in 
Algorithm 5.2. We now briefly discuss the rate allocation algorithm with full details 
available in Publication VII.

The B number of bits available for encoding a light field X  is converted to bits 
per pixel by,

R = B
T SV U

, (5.10)

whereR is composed of,

R =
n−1
∑︂

i=0

�

R r e f
i +R D̃

i

�

+
m−1
∑︂

j=0

R r e s
j , (5.11)

where n is the number of texture reference views and m is the number of normalized
disparity maps with {R r e f

i }, {R
D̃
i }, and {R r e s

j } representing reference view rates,
normalized disparity rates, and view prediction residual rates respectively for each i
reference view and j intermediate view. The procedureB = BitAllocation(B) takes
as an input parameter the number of bits targeted by the encoder for coding of the
texture component and prediction errors over all hierarchical levels. The outputB
vector contains bit budgets (or rates) for auxiliary codestreams at hierarchical lev-
els h ∈ {1, . . . , hm}. If hm = 1, the algorithm finishes and B bits are divided evenly
between auxiliary codestreams at the lowest hierarchical level. If hm > 1, the algo-
rithm continues in iterative fashion to the next hierarchical level and finally obtains
the valuesB (h) for ∀h ∈ {1, . . . , hm} by maximizing the fidelity of the decoded light
field. The fidelity criterion is a design parameter and could be for example PSNR or
SSIM.

For high resolution light fields, such as Set 2, the execution time for the hierar-
chical rate allocation scheme becomes large due to multiple encoding passes on each
hierarchical level. Assuming that the R-D performance of the codec within a hierar-
chical level is rather uniform, a speed-up can be obtained by applying rate allocation
to a small subset of all views. Rate allocation for Set 2 was obtained with white
crosses in Figure 5.5 depicting the subset of views selected for rate allocation. The
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Figure 5.3 Block scheme of the WaSPR light field codec. Reference views on the lowest hierarchical
level are encoded first, and remaining intermediate views are encoded in a hierarchical or-
der. The block scheme for reconstruction and coding of an intermediate view is depicted in
Figure 5.4.

encoder
memory

encoder
memory

encoder
memory

bitstream

bitstream
bitstream

Figure 5.4 View reconstruction and prediction parameter coding for an intermediate view, followed by
entropy coding of prediction residual using an auxiliary codec. This diagram presents a more
detailed version of the main encoding block of WaSPR depicted with a single box in Fig-
ure 5.3.

subset is selected so that the reference view configuration for each view in the subset
remains intact.

5.3.3 Region-based sparse prediction in WaSP and WaSPR

In WaSP and WaSPR, the region-based sparse filter is used for final adjustment of
the predicted intermediate view X(t , s ), resulting in an equivalent refinement of the
initial integer precision warping into fractional precision. In WaSP, the sparse filter
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Figure 5.5 Hierarchy matrices H for light fields Greek, I01_Bikes and Set 2. With dense light fields,
a single reference view at the center of the light field (represented as the lowest hierarchi-
cal level) is enough for low distortion reconstruction of remaining views. With sparse light
fields, the lowest hierarchical level occupies corners and the center of the light field allowing
the hierarchical view reconstruction algorithm to avoid significant occlusions. White crosses
indicate the subset of H used for decreasing the execution time in rate allocation for Set 2.

uses just a single region, while in WaSPR regions are obtained by clustering, or seg-
menting, the normalized disparity map. The motivation behind this segmentation
approach is similar to the one behind the depth-based partitioning discussed in Pub-
lication IV. In summary, the sparse filter reduces the magnitude of prediction errors
by additional prediction of the texture component in Nr different disparity-regions.

Regions Υ f (for which sparse predictors are designed) are obtained from the nor-
malized disparity map D̃(t , s). The segmentation process is recursive, in each itera-
tion subdividing a given region into two new regions using as threshold the median
of the given region. When Nr is adequately small, in many cases the algorithm pro-
duces a segmentation with close to uniform sizes |Υ f |, and for example with Nr = 2
gives a foreground-background segmentation that in Publication VII was found very
suitable for low rate coding of light fields obtained with a micro-lens based plenoptic
camera.

We now describe the design of the sparse filter at regionΥ f . We denote by Xc (t , s)
the V ×U matrix containing the c ’th color component of the texture image X(t , s).
We seek a model for Xc (t , s) and linearize the matrix by columns resulting in V U
long vectors ȳc , ∀c ∈ {0, . . . ,Nc − 1}. At each disparity-region Υ f , we select the
corresponding rows as |Υ f | long vectors yc

f , and express the linear prediction model
as,

yc
f =Ac

f Θ
c
f + ε

c
f , (5.12)
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where,
yc

f ∈R
|Υ f |,

are pixels of the predicted region, and,

Ac
f ∈R

|Υ f |×((n+1)Na+1),

is the regressor matrix, with columns corresponding to values from the predicted
view and reference views. The variable Na = (2L+ 1)2 represents the number of
elements in the rectangular non-causal spatial template Ψ(v,u), defined as a vector of
coordinate pairs,

Ψ(v,u) = [(v − L, u − L), (v − L, u − L+ 1), . . . , (v + L, u + L)],

and L is a design parameter in the range of {1,2,3}. We also have,

Θc
f ∈R

(n+1)Na+1,

as prediction coefficients, and finally,

εc
f ∈R

|Υ f |,

are prediction errors. For each color component, the least squares problem for the
model (5.12) becomes minΘc

f
∥εc

f ∥
2, having the full model solution,

�

Ac
f

T Ac
f

�

Θc
f =Ac

f
T yc

f .

The sparse predictor selects sets I c
f each with m most relevant columns, with m ∈

{5, . . . , 25} being a design parameter common to all color components. Column in-
dices of the m non-zero elements ofΘc

f are denoted by I c
f ⊂ {0, . . . , (n+1)Na}, and

non-zero elements of the vectorΘc
f are denoted by θc

f . The sparse prediction model
becomes,

ŷc
f =Ac

f Θ
c
f =Ac

f ,I c
f
θc

f = Ãc
f θ

c
f ,

where Ãc
f is the submatrix of Ac

f , containing only the columns with indices in I c
f .

The design of the setsI c
f can be handled by many sparse recovery algorithms, and we

have used the optimized orthogonal matching pursuit approach presented in [30].
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The sparse filter of WaSP can be obtained by setting Nr = 1, and selecting only the
first Na columns of Ac

f and the bias column of ones.

5.3.4 Rate-distortion performance of WaSP and WaSPR

Plots of the R-D performance of WaSP and WaSPR are provided in Figures 5.6-5.9.
The results in Figure 5.6, obtained under the JPEG Pleno light field common test
conditions (CTC) [83], demonstrate that the proposed scheme performs well against
both state-of-the-art light field and video codecs, namely LFTC and HEVC, and
demonstrates the superiority of the proposed scheme at higher rates.

The region-based sparse filtering scheme of WaSPR, introduced in Publication VII,
together with inter-view residual coding improves substantially over WaSP, as de-
picted in Figure 5.7. WaSPR is also superior when compared against graph-based
light field compression algorithms, such as GBT [81], as shown in Figure 5.8, and
provides competitive results against HLRA [70].

One big drawback of many state-of-the-art light field codecs is the fact that they
are designed to only compress dense light fields obtained with micro-lens based plenop-
tic cameras. Our proposed schemes, WaSP and WaSPR, are both able to significantly
compress micro-lens array images and HDCA data, due to the hierarchical compres-
sion scheme based on normalized disparity maps and the LSVM light field recon-
struction algorithm. WaSPR is shown to provide improved R-D performance on
HDCA data over the WaSP codec, as shown in Figure 5.9.

A comparison between WaSPR and the method of [26], dubbed here as base an-
chored model (BAM), is provided in Figure 5.10, and shows that WaSPR has a very
good performance on very large HDCA datasets with each view having 4K dimen-
sions of 2160× 3840 pixels. All reported results have been obtained using the rate-
allocation method of Algorithm 5.2 originally proposed in Publication VII.
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Figure 5.6 Rate-distortion performance of WaSPR on the micro-lens based plenoptic image
I09_Fountain_Vincent_2 [16]. Comparisons are made against VM 2.1 (WaSP and
MuLE) [77], LFTC [79], and HEVC anchors [83], under the conditions specified in the
CTC [83].
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Algorithm 5.1 Warping of the texture image and the normalized disparity map from
the location of the view (t1, s1) to the location of the view (t2, s2).

1: procedure WARPING(D̃, X, Cy, Cx, t1, s1, t2, s2)

2: V = {0, . . . ,V − 1}

3: U = {0, . . . , U − 1}

4: for all v, u do

5: D̃ (t1,s1)
W (t2, s2, v, u) =−∞

6: for all c do

7: X̃ (t1,s1)
W (t2, s2, v, u, c) = 0

8: end for

9: end for

10: by =Cy (t1, s1)−Cy (t2, s2)

11: bx =Cx (t1, s1)−Cx (t2, s2)

12: for all v ∈ V do

13: for all u ∈U do

14: dv = ⌊D̃(t1, s1, v, u)by⌉

15: du = ⌊D̃(t1, s1, v, u)bx⌉

16: v̂ = v + dv

17: û = u + du

18: if v̂ ∈ V ∧ û ∈U then

19: d̂ = D̃(t1, s1, v, u)

20: if D̃ (t1,s1)
W (t2, s2, v̂, û)< d̂ then

21: D̃ (t1,s1)
W (t2, s2, v̂, û) = d̂

22: for all c do

23: x̂ =X (t1, s1, v, u, c)

24: X̃ (t1,s1)
W (t2, s2, v̂, û, c) = x̂

25: end for

26: end if

27: end if

28: end for

29: end for

30: end procedure
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Algorithm 5.2 Hierarchical rate allocation for prediction residual.

1: procedureB = BITALLOCATION(B)

2: B1(1) = B

3: B1(h) = 0, ∀h ∈ {2, . . . , hm}

4: for h = 2, . . . , hm do

5: for γ ∈ ΓB do

6: B =ReAllocate(B h−1, h,γ )

7: Dγ =D(B , h)

8: end for

9: γo = argmaxγ Dγ

10: B h =ReAllocate(B h−1, h,γo)

11: end for

12: returnB =B hm

13: end procedure

14: functionB = REALLOCATE(B ,h,γ )

15: B =
∑︁h−1

i=1 B (i)

16: for k = 1, . . . , h − 1 do

17: B (k) = γB (k)

18: end for

19: B (h) = (1− γ )B

20: returnB

21: end function
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Figure 5.7 Rate-distortion performance of WaSPR compared against the 4D prediction mode (i.e.,
WaSP) of VM 2.1 [77] in compressing the micro-lens based plenoptic image I01_Bikes [16].
The dashed black line represents WaSPR with a combination of the new inter-coding of pre-
diction residual and the sparse prediction scheme of WaSP. Comparing the dashed black line
against the solid black line reveals that the new inter-coding scheme for prediction residual im-
proves over the intra-coding used in WaSP. The performance of the solid blue line represents
WaSPR using both the new disparity-region based sparse prediction and the new inter-coding
scheme for prediction residuals, revealing significant improvement over the sparse prediction
scheme of WaSP.
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6 CONCLUSIONS AND SUMMARY

In this final chapter of this thesis, we present a brief summary of the author’s con-
tributions in standardization of light field coding and outline the results obtained in
the seven publications included in this thesis.

During the writing of this thesis the author participated in ISO/IEC JTC 1/SC
29/WG 1 (also known as JPEG) with the proposed light field coding algorithms
SPPC, TUT-HDCA, WaSP, and WaSPR published during the development of the
international light field coding standard ISO/IEC 21794 [103][104] also known as
JPEG Pleno [7][77]. The author was responsible for developing software [105][106]
based on the proposed coding algorithms. The developed software was adopted for
use in JPEG Pleno activities [74][75][76]. After rigorous testing and evaluation of
the proposed coding scheme through several core experiments [107, 108, 109, 110,
111, 112, 113, 114], the working group decided to include WaSP as one of the two
light field coding modes of the forthcoming ISO/IEC 21794 standard. The author
acted as a co-editor of the draft of international standard ISO/IEC 21794-2 that con-
tains algorithmic descriptions of coding and view reconstruction methods together
with a full description of the codestream syntax. This work was carried out between
the 76th and the 85th JPEG meeting during 2017 to 2019.

In Publication I, lossless compression of stereo color images was studied and a
disparity-based sparse prediction scheme SMPW was developed. A causal sparse pre-
dictor for the second view of the stereo pair was designed based on the warped ver-
sion of the first view. The sparse predictor works not only in a spatially causal way
but also decorrelates the RGB color space through causal prediction of the three
color components. Efficient context coding of the prediction error together with
coding of the disparity using lossless contour coding produced results better than
those of several state-of-the-art image compression algorithms.

In Publication II, the goal was to implement a lossless coding scheme, capable of
encoding high resolution (in the spatial domain) and high precision (in the dynamic
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range) disparity maps. Existing image coding tools, such as a contour compression al-
gorithm and several 2D image codecs were used together with predictive transforms
and bit plane partitioning. For efficient coding of the lowest bit planes, a context
coding algorithm CPC was developed based on the predictive transforms, resulting
in highest obtained coding performance.

A scalable light field coding algorithm capable of coding micro-lens array images
from lossy to lossless, was developed in Publication III. In particular, a 4D segmen-
tation based on the depth map of the central view of the light field was used in ob-
taining displacements for a set of spatial regions between any two views in the light
field. Prediction was realized using sparse predictors designed optimally for each re-
gion and each view. The algorithm won the ICIP 2017 Light Field Image Coding
Challenge.

The estimation of normalized disparity maps for an HDCA light field was stud-
ied in Publication IV. An initial set of pixel-wise horizontal and vertical displacement
data between each pair of views was obtained using optical flow estimation. Based
on the horizontal and vertical disparity data, normalized disparity maps together
with the camera parameterization of the light field were then estimated using a max-
imum likelihood estimator. Segmentation of the initial set of estimated normalized
disparity maps was used to increase the accuracy of the estimator by applying the
maximum likelihood estimator separately within each of the regions of the segmen-
tation. The performance of the estimated normalized disparity maps was evaluated
using several warping based view reconstruction configurations.

In Publication V, the LSVM light field reconstruction algorithm, utilizing region-
based optimal linear prediction, was developed for efficient merging of multiple
warped views in the presence of large dis-occlusions, such as those appearing in
HDCA light fields. In LSVM, least squares optimal linear predictors are designed
separately for each region, or occlusion class, with each occlusion class correspond-
ing to a specific combination of reference views. The occlusion classes can be ob-
tained directly from the warping process without the need of additional coding of
segmentations. LSVM and JPEG 2000 (for reference view coding) were used together
in a light field coding scheme TUT-HDCA that was shown to exceed the perfor-
mance of standalone JPEG 2000.

The LSVM light field reconstruction algorithm together with the hierarchical
prediction and coding order, introduced in Publication VI, constitute the WaSP light
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field compression architecture. The hierarchical prediction and coding structure ex-
ploits the local redundancy of the light field in the t s -plane, and the use of exist-
ing image coding tools exploits the redundancy in the v u-plane. The choice of the
hierarchy matrix, containing the hierarchical prediction and coding configuration,
depends on the properties of the light field, with sparse light fields requiring more
reference views on the lowest hierarchical level compared to dense light fields. WaSP
was shown to provide lossy coding performance that exceeds the performance ob-
tained with the combination of pseudo-temporal sequencing and HEVC.

In Publication VII, WaSP was further developed into a more efficient variant
WaSPR that includes a more refined region-based sparse prediction scheme and inter-
view prediction error coding. The use of the region-based sparse filter allows the
codec to more precisely adjust warped regions in the reconstructed view. The inter-
view prediction error coding allows the codec to exploit redundancy of the predic-
tion error in the t s -plane and substantially increases the coding efficiency on densely
sampled light fields. WaSPR was shown to provide superior lossy light field coding
performance when compared against several state-of-the-art light field codecs.
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Abstract—High resolution disparity images are stored in
floating point raw files, where the number of bits per pixel is
typically 32, although the number of used bits when converted
to a fixed point representation is lower, e.g., between 24 and 26
in the dataset used in our experiments. In order to compress
images with such high dynamic range, the bitplanes of the
original image are combined into integer images with at most
16 bits, for which readily existing compressors are available.
We introduce first a context predictive compressor (CPC) which
can operate on integer images having more than 16 bits. The
proposed overall compression scheme uses a first revertible linear
transformation of the image as a first decorrelation process,
and then splits the transformed image into integer images with
smaller dynamic range, which are finally encoded. We experiment
with schemes of split-into-2 and split-into-3, with combinations
of several existing compressors for the integer image components
and show that the newly introduced CPC operating over the least
significant bitplanes combined with CERV operating over the
most significant bitplanes achieves always the best compression,
with final lossless compressed results of between 8 and 12 bits
per pixel.

I. INTRODUCTION

Disparity images with high resolution in both range (i.e.
in number of bits per pixel) and in spatial domain (i.e. in
the size of the image, nr × nc) have become available and
have been used mainly as ground truth in stereo matching.
Acquiring disparity or depth images with high range resolution
is essential when the geometry of the scene needs to be
known with high precision, as in computer vision, robotics,
and automotive applications.
In here we discuss the compression of disparity images

having a high resolution, of 24-26 bits per pixel. Acquisition
of such high resolution disparity images is still a laborious
process and the accuracy of the results is still perhaps lower
than the 24-26 bits effectively used in the representation. For
example in [1] the images represent horizontal disparities
measured in “pixel” units and including a fractional part,
the range of disparities left-right being horizontal shifts of
maximum 600 pixels. In [1] the estimated accuracy of the
disparity values is about quarter of pixels, leading to a practical
range of 600× 4 distinct disparity values, hence about 11 bits
of precision.
However, in virtual reality, animation, and even more fre-

quent in the synthetic images used in cinema, the depth and
disparity are known from the generation process practically
at the precision of floating point representation. The need to
combine real and synthetic content leads to the need of a

unified representation and coding for depth or disparity of both
real captured scenes and synthetic ones.
We are given a disparity image having real values D(i, j) ∈

R, i = 1 : nr, j = 1 : nc. The real values are represented in
floating point format, e.g., using nfp = 32 bits per value in the
single precision format. We convert such a value into a fixed
point representation with nF bits in the fractional part and nI

bits in the integer part, in a revertible way, by analyzing each
file separately. One can easily go through all values in the file
and check how many bits in the fractional part are needed
for representing the value, as that nF for which D(i, j) =
2−nF ⌊2nFD(i, j)⌉ for all (i, j). For example, in Middlebury
dataset most ground truth disparity images are presented in
floating point format with nfp = 32, but in fixed point they
have a precision of the fractional part of nF = 15, 16 or 17
bits and of the integer part of nI = 9 bits, hence a total of 24
to 26 useful bits in the fixed point representation out of the 32
bits of the floating point numbers. In the following we consider
the compression of the integer images D, having nB = nI +
nF bits per pixel, from which one can restore losslessly the
floating point values from D. With the compression methods
presented in this paper we can reduce the average number of
bits per pixel to about 8-12 bits in the compressed file.

II. LOSSLESS COMPRESSION OF DISPARITY IMAGES BY
USING PREDICTIVE TRANSFORMS

For disparity images with low range resolution the most
efficient compression tool is CERV [2], which was imple-
mented for 8 bits disparity images, and was shown to be
fast and to provide a high compression for the images in
the old Middlebury dataset [3], better than the general image
compressors PNG, CALIC, JPEG-LS [2].
The CERV compressor considers the image as being a

collection of constant connected component regions, and pro-
ceeds in two stages: in the first the contours of the constant
regions are transmitted, using a context coder for the crack
edges (vertical and horizontal crack-edges are separating the
neighbor pixels belonging to two distinct regions); in the
second stage, the disparity value of each region is encoded,
taking into account the disparity values of the neighbour
regions already encoded. The first stage is very efficient being
implemented with context trees having a high tree-depth level.
The second stage treats the constant regions as a graph, and its
high efficiency stems from accounting for the very complex
dependencies in the graph.



The practical limitations of CERV are mainly in the second
stage. In the case when the image is formed of a lot of
small connected constant regions, the graph of the regions
becomes very complex and implementing the analysis rules for
conditioning and exclusions becomes two expensive process as
time and data structures. However, CERV was able to run in
fractions of a second with the images in the old Middlebury
dataset.
In the new Middlebury dataset the number of constant

regions is very high, potentially every pixel in D having a
distinct value, and therefore the network of regions becomes
trivially the grid of the image, with no interesting relationships
to exploit in stage 2 of CERV.
We improve here the applicability range of CERV encoder

by introducing a simple compression scheme able to compress
images D with hundreds of thousands of constant regions,
by introducing a revertible transform stage before CERV
compressor. We take into account that disparity images have
very many smooth regions, where disparity varies incremen-
tally along planes or along low curvature regions. By its
decomposition of such smooth regions into constant regions,
CERV has to deal with very many small regions, a task that
becomes impractical; our solution is to use a differentiator
as a preprocessing stage, in which case a large planar region
will be transformed to a single constant region, or a large
smooth surface will be transformed into a collection of a
few constant regions. The preprocessing stage consists of
revertible transformations, so that our overall compression
remains lossless.
The predictive transforms are performed using differentiator

filters of orders 1,2 and 3, in horizontal or vertical direction.
The disparity image D is transformed by H1 as E(i, j) =
D(i, j) − D(i, j − 1), for all i = 1, . . . , nr, j = 2, . . . , nc,
and the first column is initialized as E(i, 1) = D(i, 1) for
all i = 1, . . . , nr. One can notice that there is a one-to-one
transform between D and E = H1, so we can encode/decode
losslessly H1 and from this we can reconstruct D. The
second order differentiator is defined by E(i, j) = D(i, j) −
2D(i, j−1)+D(i, j−2), and the third order differentiator as
E(i, j) = D(i, j)− 3D(i, j − 1) + 3D(i, j − 2)−D(i, j − 3)
and can be used to obtain the one-to-one transforms H2 and
H3, respectively. For the vertical direction, in a similar way,
one can define the one-to-one transforms V 1, V 2 and V 3. The
transformed image has the advantage that it has low absolute
values in the areas close to planar shape, or having a low
curvature.
The differentiator transforms are creating residual images

E, with E(i, j) a signed integer. We encode the signs for all
elements as a binary image, and use for that the very efficient
contour compressor in the first stage of CERV (hence by
encoding the contours of constant regions in a binary image).
The binary image representing the sign of E(i, j) at each

pixel is transmitted first, and what remains to be encoded is
the absolute value |E(i, j)| at each pixel, which we denote as
I(i, j) = |E(i, j)| and refer in the following as the integer
target image I.

Algorithm 1 The context predictive coding algorithm CPC for
an input image D and a transform T ∈ {H1, H2, V1, V2, V3}
1: Input: The (nr×nc)-integer image D having nB bitplanes

and the transform T .
2: Apply the revertible transform T to image D to obtain the

residual image E. Extract the λ1 least significant bitplanes
from the image I = abs(E) and form with them the image
I0, which is encoded next.

3: Compute the discrete gradients for context formation:
Apply the revertible transforms H1 and V1 to D, obtaining
the images H1 and V1, respectively. Denote H̃ the
image with elements H̃(i, j) = ⌊log2(1 + |H1(i, j)/2

8|)⌉
and similarly compute Ṽ with Ṽ (i, j) = ⌊log2(1 +
|V1(i, j)/2

8|)⌉. Denote K1 the number of distinct values
in image H̃1 and K2 the number of distinct values in
image Ṽ1.

4: Form the context image X with elements X(i, j) = Ṽ (i−
1, j)+(K2+1)H̃(i, j−1)+(K1+1)(K2+1)H̃(i−1, j−1).

5: Pass through the context image X and collect the fre-
quency γ(iν) of each context, iν (i.e., how many times
iν occurs in the image). Construct a binary image Ω
where Ω(i, j) is set to one if γ(X(i, j)) > 60. All pixels
where Ω(i, j) = 0 are grouped into a single context, iν∗ .
Transmit the context merging marker image Ω to decoder.
Collect the minimum value m(iν) and maximum values
M(iν) of I0 over each context iν .

6: Initialize the symbol counters Niν (s) = 1 for s =
m(iν), . . . ,M(iν) at each context iν .

7: Final pass to perform encoding: For i = 2 : nr, j = 2 : nc
7.1 Determine the context iν = X(i, j) (or iν∗ if
Ω(i, j) = 1).
7.2 Encode s = I0(i, j) using arithmetic coding
with the probability p(s) = Niν (s)/

∑
s′ Niν (s

′).
7.3 Update the count Niν (s) = Niν (s) + 1.

In the experimental section we show results of using the
differentiator transforms H1, H2, V 1, V 2, V 3 before the com-
pressor CERV, but also before the general compressors PNG
and JPEG 2000, and show that they have a very strong impact,
reducing by about 2 bits per pixel the compressed file size.
However, high resolution images, with I(i, j) = |E(i, j)|

in the range of 24 bits per pixels, cannot be encoded directly
by the 8bit or 16 bit existing compressors.

III. THE COMPRESSION SCHEME BASED ON SPLITTING
INTEGERS

We consider two general image compression tools, PNG
and JPEG 2000 that have a simple interface in MATLAB,
realized within the functions imwrite and imread for writing
and reading images, having 16 as the maximum “bit depth”
for lossless compression of graylevel images. To be able to
use these compression tools, we are splitting any integer I ,
which needs to be compressed, into two integers or into three
integers, so that their maximum number of bits is 16.



Fig. 1. The compression scheme Split-into-3 (SPL3).

In the scheme Split-into-2 (SPL2) each integer I is split
into two integers, I0 and I1, so that its λ least significant
bits are grouped into I0 and the nB − λ most significant bits
form the integer I1, with I = I0 + 2λI1. The scheme will
evaluate the results when experimenting with each value of
λ that makes both I0 and I1 to have at most 16 bits, hence
λ ∈ {nB − 16, nB − 15, . . . , 16}.
In the scheme Split-into-3, see Figure 1, the integer I is split

into three integers, I0, I1 and I2, with I = I0+2λ1I1+2λ2I2.
Since this scheme is intended to accommodate encoding of
I2 by CERV, which operates in the current form only on 8-
bit images, the number of bitplanes in I2 is fixed to be 8,
the number of bitplanes in I1 varies between 1 and 4 and the
number of bitplanes in I0 equals the remaining nB−8−n2 =
λ1. Hence, in terms of the parameter n2 we have λ1 = nB −
8− n2 and λ2 = nB − 8.
Specifically for the stage of encoding the integer image

I0 we propose a context coding algorithm, presented as
Algorithm 1, where the context when encoding I0(i, j) is
formed by combining three integers, accounting for the energy
in the causal neighborhood of (i, j). For example, the vertical
gradient at (i − 1, j), evaluated as Ṽ (i − 1, j) = ⌊log2(1 +
|V1(i − 1, j)/28|)⌉ expresses the quantized logarithm of the
absolute value of the difference image V at (i − 1, j). The
introduced context reminds of the contexts defined in JPEG-
LS [4], except that the range of the values are here properly
scaled for our considered range of bitplanes. Also, in order to
eliminate the contexts that are infrequent, there is a stage of
merging the small contexts into a single pooled context iν∗ ,
whose locations are transmitted prior to proper coding, using
a binary image Ω.

IV. EXPERIMENTAL RESULTS

The dataset considered in the experiments is the new Mid-
dlebury dataset, [1], with the 13 scenes having high resolution
disparity, as summarized in Table I. The left disparity image
for each scene is read in floating point format and then
translated into fixed point representation, checking which is
the number of bits used in the fractional part for each image.

Finally, the original image is considered to be integer valued,
having nB ∈ {24, 25, 26} bitplanes.

A. First experiment

In the first experiment, various choices of predictive trans-
forms and codecs are evaluated for the SPL2 scheme. The
codecs used for encoding the LSB image I0 and the MSB im-
age I1 are selected from the set of two codecs, C1 =PNG and
C2 =JPEG 2000 (denoted also JP2), which both can operate
in lossless mode on images having at most 16 bitplanes.
For each transform, say V 1, and pair of codecs, say PNG for

LSB bitplanes I0 and JP2 for MSB bitplanes I1, we experiment
with all bitplanes splits λ ∈ {nB − 16, nB − 15, . . . , 16}
and report the best obtained result. The overall codelength
comprises: 1) Lη bits for encoding the sign {η(i, j) =
sign(E(i, j))} of the transformed image E, encoded using
the contour context coding of CERV; 2) L(I0; Ci) bits for
encoding by the codec Ci the LSB image I0; 3) L(I1; Ci) bits
for encoding by the codec Ci the MSB image I1.
In Table II are shown the results obtained for the disparity

images on the dataset, reporting only those combinations of
transforms and codecs that achieved the best result at least for
one image. The best result for each image is shown in the
last column, representing the best compression under SPL2
scheme. For all the files the best compression is obtained for
the parameter λ having the highest possible value, λ = 16.

B. Second experiment

While the first experiment used general image compressors
on the split-into-2 disparity images, in the second experiment
we use compression tools more specific for disparity image
compression, namely the CERV disparity compressor, and the
new context coder CPC. For all the files the best compression
is obtained for the parameter n2 having the highest possible
value in the tested set {1, 2, 3, 4}, i.e., n2 = 4, with the
corresponding value of λ1 = nB − 12.

C. Summary of best results of each coding scheme

Table IV shows the best results obtained with SPL2 and
SPL3. The second column shows the scheme SPL2 applied
straight to the image D, without a predictive transformation,



TABLE I
THE NUMBER OF FRACTIONAL BITPLANES nF AND THE TOTAL NUMBER

OF BITPLANES nB FOR THE FILES USED IN THE EXPERIMENTS

Image Name nr nc nF nB

M1 Adirondack 1984 2872 16 24
M2 Jadeplant 1988 2636 15 25
M3 MotorcycleE 1988 2964 17 25
M4 Motorcycle 1988 2964 17 25
M5 PianoL 1924 2828 16 24
M6 Piano 1924 2828 16 24
M7 Pipes 1940 2940 17 26
M8 P layroom 1904 2796 16 25
M9 P laytableP 1848 2724 17 26
M10 P laytable 1852 2720 16 25
M11 Recycle 1944 2880 16 24
M12 Shelves 1988 2952 17 25
M13 V intage 1920 2888 16 26

TABLE II
CODING RESULTS OF THE SPLIT-INTO-2 (SPL2) SCHEME, WHEN

APPLYING TO THE INITIAL IMAGE A DECORRELATING TRANSFORM AND

THEN SPLITTING THE RESULTING IMAGE INTO TWO INTEGER IMAGES,
ENCODED SEPARATELY BY C1 = PNG OR C2 = JPEG2000.

Transf. V1 H2 V2 H1

CodecMSB C1 C1 C1 C1 SPL2∗
CodecLSB C1 C1 C1 C2

M1 10 9.48 9.43 9.52 9.43
M2 11.55 11.62 11.56 10.98 10.98
M3 11.47 11.63 11.64 11.84 11.47
M4 11.47 11.63 11.64 11.84 11.47
M5 10.34 10.3 10.43 10.35 10.3
M6 10.34 10.3 10.43 10.35 10.3
M7 10.49 10.68 10.53 11.14 10.49
M8 10.29 10.17 9.79 10.04 9.79
M9 13.56 13.71 13.91 12.51 12.51
M10 10.8 10.87 11.02 10.64 10.64
M11 9.37 9.01 8.62 9.04 8.62
M12 9.07 8.86 8.7 9.38 8.7
M13 10.28 9.85 9.64 9.61 9.61

Aver. 10.69 10.62 10.56 10.56 10.33

which obtains the worst results. The scheme SPL3 with LSB
codecs PNG and JP2 is shown in columns 4 and 5 respectively,
with poor results when compared to the last column, which
has our CPC as LSB codec.

V. CONCLUSIONS

The paper presented a few useful concepts to be used when
encoding high resolution disparity images: transforming the
initial image; grouping the bitplanes of the transformed image
into integer images able to be encoded by existing 8-bit or
16-bit image codecs; using codecs suitable for each type of
remaining redundancies in the LSB and MSB decomposed
images. The experiments show that very good results can be
obtained with existing codecs. We also introduced a context
predictive codec able to handle images with more than 16 bits,
and have used it for the LSB part of the decomposition, while
using CERV for the two other bitplane groups, the tandem
(CPC,CERV) obtaining the best results in all studied images.

TABLE III
CODING RESULTS OF THE SPLIT-INTO-3 (SPL3) SCHEME, WHEN

APPLYING TO THE INITIAL IMAGE A DECORRELATING TRANSFORM AND

THEN SPLITTING THE RESULTING IMAGE INTO THREE INTEGER IMAGES,
ENCODED SEPARATELY BY C3 = CERV OR C4 = CPC .

Transf. H1 V1 H2 V2 V3 SPL3∗
CodecMSB1 C3 C3 C3 C3 C3 C3
CodecMSB2

C3 C3 C3 C3 C3 C3
CodecLSB C4 C4 C4 C4 C4 C4

M1 9.69 9.8 8.48 8.84 9.23 8.48
M2 11.03 10.92 10.41 10.58 11.34 10.41
M3 10.47 10.81 10.16 10.53 11.67 10.16
M4 10.47 10.81 10.16 10.53 11.67 10.16
M5 9.71 9.82 9.09 9.56 10.2 9.09
M6 9.71 9.82 9.09 9.56 10.2 9.09
M7 10.66 10.3 10.05 9.53 10.63 9.53
M8 10.31 10.08 9.41 9.03 9.87 9.03
M9 12.64 13.37 12.17 13.26 14.3 12.17
M10 9.88 10.71 9.28 10 11.05 9.28
M11 9.61 9.4 8.32 8.05 8.33 8.05
M12 8.81 8.94 8.09 7.97 8.71 7.97
M13 10.88 9.92 9.34 9.06 9.63 9.06

Aver. 10.3 10.36 9.54 9.73 10.53 9.42

TABLE IV
SUMMARY OF BEST RESULTS OF THE CONSIDERED SCHEMES, WITH

C1 = PNG, C2 = JPEG2000, C3 = CERV AND C4 = CPC .

Transf. − SPL2∗ SPL3∗ SPL3∗ SPL3∗
CoderMSB1

C1 C3 C3 C3 C3
CoderMSB2

− C3 C3 C3 C3
CoderLSB C1 C4 C1 C2 C4

M1 11.57 9.43 9.57 9.9 8.48
M2 13.03 10.98 11.09 11.67 10.41
M3 12.56 11.47 12 11.44 10.16
M4 12.56 11.47 12 11.44 10.16
M5 11.84 10.3 10.51 10.51 9.09
M6 11.84 10.3 10.51 10.51 9.09
M7 13.41 10.49 11.14 10.59 9.53
M8 12.26 9.79 10.06 9.94 9.03
M9 14.55 12.51 12.8 13.45 12.17
M10 12.17 10.64 10.9 10.87 9.28
M11 11.42 8.62 9.06 9.29 8.05
M12 10.49 8.7 9.47 8.92 7.97
M13 12.37 9.61 9.67 9.82 9.06

Aver. 12.31 10.33 10.67 10.64 9.42
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ABSTRACT

This paper proposes a lenslet image compression method scalable
from low bitrates to fully lossless. The subaperture images are split
into two sets: a set of reference views, encoded by a standard lossy
or lossless compressor, and the set of dependent views, which are
reconstructed by sparse prediction from the reference set using the
geometrical information from the depth map. The set of reference
views may contain all views and all views may also be dependent
views, in which case the sparse predictive stage does not reconstruct
from scratch the views, but it refines in a sequential order all views
by combining in an optimal way the information about the same re-
gion existing in neighbor views. The encoder transmits to the de-
coder a segmented version of the scene depthmap, the encoded ver-
sions of the reference views, displacements for each region from the
central view to each of the dependent views, and finally the sparse
predictors for each region and each dependent view. The scheme
can be configured to ensure random access to the dependent views,
while the reference views are compressed in a backward compatible
way, e.g., using JPEG 2000. The experimental results show per-
formance better than that of the baseline standard compressor used,
JPEG 2000.

Index Terms— JPEG-PLENO, lenslet image compression,
sparse prediction, JPEG 2000, depthmap compression, image warp-
ing

1. INTRODUCTION

The paper introduces a scalable lossy-to-lossless compression of
lenslet plenoptic images, as a proposal in response to the Call for
Proposals (CfP) of the JPEG committee [1][2]. The content is con-
ceptually simple: we try to complement a very efficient and flexible
image compression standard, in essence JPEG 2000, by adding
features for exploiting the similarites existing between the views
extracted from the lenslet image.

The proposed scheme consists in modelling the geometry of the
scene and the geometry of the lenslet array and providing by these
models necessary information for producing warping of a view into
another view, using flexible interpolators implemented by sparse pre-
dictors. The geometry information is encoded first, so that the de-
coder can operate in synchrony when performing warping operations
over the regions of the segmentation (each view has its own seg-
mentation). The encoding of the lenslet image consists in selecting
groups of reference views, to be encoded by JPEG 2000, while the
rest of the views, called here dependent views, are encoded predic-
tively from one of the reference views. An initial version of the
whole lenslet image (and hence of all the views) can be encoded first

with the JPEG 2000 coder, at a fraction of available bitrates, in which
case the predictive stage refines a region in the current view, utilizing
the highly similar versions of the region in the neighbor views.

The lossy encoding of lenslet images was already the subject
of one grand challenge at ICME in 2016, in which five papers where
published [5]-[9], with the objective and subjective results compared
in [10]. The presented solutions either operated on the lenslet image
as a whole, or first decomposed the lenslet into a stack of views,
after which the stack of views was encoded as a pseudo video se-
quence by a video encoder, which exploited the similarity between
closeby views. Our paper takes an approach belonging to the second
group, except that it is not using a video coding algorithm, but in-
stead it handles in an explicit way the warping of the regions of the
scene, and creates flexible interpolators using sparse predictors. In
this paper we present solutions for the encoding and decoding stages,
assuming implicitely that the render is the reference render used to
generate the reference images in the CfP.

The present paper is organized as follows. In Section 2 we
present the block scheme and the main functional blocks. In Sec-
tion 3 we present the experimental results and finally we conclude in
Section 4.

2. THE PROPOSED COMPRESSION SCHEME

2.1. The main functional blocks used in the algorithm

Figure 1 illustrates the proposed encoding scheme as a block dia-
gram. Next, we describe the functional blocks.

Block 1: Conversion of the lenslet image to a stack of subaper-
ture images: We are given the lenslet image Λ having three color
components on a grid of size (mr ×mc) = (5368× 7728), where
the element Λ(x, y, c) is indexed by the row index x and the column
index y (hence horizontal axis is Oy and vertical axis Ox) and the
color component index c ∈ {0, 1, 2} stands for the RGB color com-
ponents {0, 1, 2} ≡ {R,G,B}. This image may be converted to
a different color space prior to encoding, and converted back to the
RGB space after decoding.

An interesting color transformation is rgb-to-ycrcb, and for the
case of lossless compression we found that transforming to a single
component mosaic image prior to encoding and then recovering an
rgb image by demosaicng after decoding provides good results.

We use a template function to mark the pixels within a super-
pixel, as shown in Figure 2 a). A view collects each pixel with a
given index γ from each superpixel, resulting in a rectangular array
of size (nr×nc). The lenslet image can also be represented as a col-
lection of views I = {Lγ , γ ∈ Γ165}, with each view a color image
Lγ : {1, . . . , nr} × {1, . . . , nc} × {0, 1, 2} → {0, . . . , 210 − 1},
with Lγ(i, j, c) indexed by i, j for row and column in subaperture



Fig. 1. Block diagram of the encoder. 1)The input lenslet image LI is converted to a LF structure of 165 non-rectified sub-aperture images
nSAI. 2) The segmentation routine finds the segmentation of the central SAI. 3) Each region from central view segmentation is warped to each
of the side views by displacements estimated in this module. 4) The found displacements are encoded. 5) The warped regions are assembled
in 165 segmentations, one for each view. 6) The segmentation of the central view is encoded in the bitstream. 7) The additional reference
views are selected and encoded to the bitstream. 8) For each view and each region, a sparse predictor is designed, using as regressors the
background JP2 decoded image and the additional reference images. 9) The sparse predictor structure and predictor coefficients are encoded.
The block numbers refer to the paragraph in text where they are described.

image and c for the color component. Note that the considered sub-
aperture images are resulting directly fromΛ and are different of the
subaperture images after the processing chain of rectification. The
same template function shown in Figure 2 a) gives the indexing of
the views in the LF structure of non-rectified sub-aperture images.

In the system of coordinates of the sensor the hexagonal lattice
has one axis slightly rotated with an angle α from the horizontal axis,
and there is also horizontal shiftΔy and vertical shiftΔx of the lat-
tice nodes. The location of the microlense centers in the integer co-
ordinates (x, y) of the sensor are functions xC(i, j,Ψ), yC(i, j,Ψ)
computed by the function LFBuildHexGrid from the lightfield tool-
box [11], which needs as input the parameters Ψ = {α,Δx,Δy}
stored in the variables LensletGridModel. The mapping from the
lenslet image to the view image is Lγ(i, j, c) = Λ(xC(i, j,Ψ) +
kγ , yC(i, j,Ψ)+ �γ , c), where the template functions γ → (kγ , �γ)
and (k, l)→ γk,� can be seen from Figure 1. The conversions from
one representation to the other

Lγ(i(x, y), j(x, y), c) = Λ(x, y, c) (1)
Λ(xC(i, j,Ψ) + kγ , yC(i, j,Ψ) + �γ , c) = Lγ(i, j, c) (2)

can be computed efficiently. The direct conversion is used at the
encoder and the inverse conversion at the decoder.

Block 2: Estimating and quantizing the disparity map: In
this paper we use the estimation algorithm described in [12]. The
depthmap provided by the algorithm has a high resolution, in prac-
tice almost 100 different levels. The regions having the same depth
levels are the fundamental elements in the predictive encoding
scheme, since we design a distinct optimal predictor for each region,
and for each view. For each such predictor we will have to encode
the structure and the coefficients of the predictor, and hence the
bitrate for predictors is proportional to the number of levels in the
disparity image. We notice that a good performance can be obtained

uniformly over whole rate range if we re-quantize the depth values
to a number of Nρ = 16 levels. Further tuning of this parameter
can improve the performance, and hence Nρ could be left as an
important configuration parameter. We note finally that the image is
segmented in Nρ segments, the pixels in each segment having the
same depth. There are in average nr × nc/Nρ pixels in a region
and we note that a region is formed of many connected componets,
possibly spread all over the scene.

Block 3: Finding the displacements of a region from the central
view to a side view: The displacements of the regions are estimated
and transmitted as described in our lossless compression paper [15]
to which we send for a detailed description. However, a notable dif-
ference appears because the set of possible displacements is defined
by the hexagonal lattice structure of the grid. The possible set of di-
rections is marked in Figure 2 d) and consists of 241 vectors. Hence
one region can be moved from the central view to a side view by
using one of the 241 vectors (we found that in lenslets the maximum
disparity of a pixel from the center view to the side view is about
8 pixels). We take each region in turn and find the best vector of
displacements as the one giving the smallest MSE between the color
of the pixels of the region in the center view and the color of pix-
els in translated region in the side view. The problem of finding the
best displacement becomes that of finding the best sparse predictor
of order 1, which has as desired value Lγ(ir, ic, c), collected from a
side view at location (ir, ic), when the template of prediction of Fig-
ure 2 d) is applied centered on the pixel (ir, ic) on the central view.
The optimal prediction model will emulate a prediction of the form
L̂γ(ir, ic, c) = θ1Lγ(ir − ird, ic− icd, c), but where the horizontal
and vertical direction displacements (ird, icd) are represented (and
encoded) as the index in the template of Figure 2 d).

Block 4: Encoding the displacements of a region from the cen-
tral view to a side view: In principle the displacement vector needs
about 8 bits per vector (the alphabet size is 241). The template of



(a) (b) (c) (d)

Fig. 2. (a) Spiral scanning of a microlens block. The template γ allocates an index γ(k, l) ∈ {1, . . . 165} to the pixel at (k, l), e.g.
γ(8, 8) = 1 and γ(8, 7) = 2. The template selects 165 pixels that have the centers within the octogone inscribed in the circle of radius
8.25 pixels. The views are marked in the same manner by the vector γ; (b) and (c) Prediction template for Sparse Predictors: one predictor
has 63 possible regressors, taken from nine neighbor views and from seven superpixels. (b) The nine neighbor views involved, seen in the
lenslet sensor grid (the nine views in the bold enclosed black square, including the views γ = 20, 39, 62, 19, 38, 61, 18, 37, 60. (c) The seven
superpixels involved, marked by different colored spirals, and inside each spiral the nine views involved. In total there are 63 marked pixels.
(d) Displacement template containing 241 pixels on the hexagonal grid of one non-rectified SAI image. Each template location defines a
possible displacement vector for a region, i.e 123 signifies horizontal translation by two pixels to right.

the predictor covers all expected displacements of the center view
to the side views, which are needed in here. One has to encode
one displacement vector for each view and each region. However,
we found that arranging the symbol representing each vector in a
165 × Nρ matrix results in an image which looks very similar to a
disparity map (has many large constant regions). Hence we encode
this 165 × Nρ “disparity” image with the CERV algorithm, which
anyway is part of our routines, since it was needed in the transmis-
sion of the depth map of the central view, and obtain a remarcably
low necesary bitrate.

Block 5: The warped regions are assembled into 165 segmen-
tations: Considering a particular side view, each region is displaced
from the central view with the optimally found displacement vector,
which will result in a partition of this side view in regions carry-
ing the label of the segmentation in the central view (formed by the
quantized depth-map ). Warping is done taking care of the possible
collision of depth values, by starting the warping from the region
farthest away to the closest region However, there may be missing
pixels after warping, and those cases are treated as in our lossless
compression method [15].

Block 6: Encoding the depth map for the central view: In here
we use CERV [13] for encoding the segmentation of the depthmap,
although alternatively one can use other more common encoders,
like the standardized JPEG-LS [14], accepting a small loss in effi-
ciency.

Block 7: The additional reference views are selected and en-
coded to the bitstream: A number of selected reference views can be
encoded with JPEG 2000 at a higher PSNR than the rest of the views
(the rest of the views may not be encoded at all by JPEG 2000). This
is an important feature ensuring random access to the views. The
most efficient current solution is to selectm1 ×m2 reference views
and extract a (434m1) × (541m2) image from the lenslet image.
The obtained image is encoded with JPEG 2000. This is more effi-
cient than encoding each reference view separately. For low bitrates
one can encode with JPEG 2000 only these references and recon-
struct predictively the rest of the views, using the sparse prediction
of Block 8.

Block 8. Reconstructing or refining predictively a side view from
available neighbor views Each region Ω� of the segmentation of a
view has its own sparse predictor Θ�. In the implemented program,

the sparse predictor takes its inputs (its regressors) from the available
reconstructions of the current view and of the 8 neighbor views, as
presented in Figure 2 (a-c). The figure and its caption give close
details of the linear regression model setting. The sparse predictor
operates independently over the color planes, and uses the same set
of coefficients for all color planes, designed to be optimal over all
color planes. In the simplest form, the predictor has a single active
template pixel, which will be equivalent with a simple translation.
Higher order predictors perform better interpolations. For the greedy
prediction Fast OLS used in this paper [16], we have available for
each region Ω� a set of predictors, Θ

[1]
� ,Θ

[2]
� . . . ,Θ

[K]
� , indexed by

their number of coefficients, k = 1, 2, . . . ,K. In the experimental
section we show results when confining all predictors to the same
order, k, set according to the target bitrate. The sparse predictor
design was described for a similar situation in [15], to which we
send for more details.

Block 9. Encoding the predictor parameters: The sparse predic-
tor has k nonzero parameters. The mask of nonzero parameters is
encoded by transmitting the indices of the pixels from the prediction
template, selected to be nonzero. The locations are sent in their oder
of selection by the FastOLS algorithm. The prediction mask has 63
locations, and each location is written raw using 8 bits. Hence the
cost of all prediction masks is 165× nΩ × k × 8bits. The nonzero
parameters are grouped according to their rank of selection by the
greedy FastOLS algorithm. The first selected parameter tends to
have high values, while the last selected parameter, of rank k, tends
to have smaller values. For this reason the parameters are encoded
in groups, one group for each rank. Every nonzero parameter θ is
first quantized to a given number of bits in the fractional part, in our
experiments nB = 12, and then the integer value �θ2nB � is stored
in a string of integers encoded using Golomb-Rice (GR) coding and
the sign is sent as a raw bit. There are k groups (according to the
rank of selection) and each group has its own GR parameter.

2.2. Advantages of the proposed method

Random access: The current implementation treats the case when a
lenslet image is encoded. All the modules can be rewritten for the
simpler case when the rectified lightfield structure LF has to be en-
coded directly. In that case the views may be needed to be accessed



img. method B1 B2 B3 B4

I 01 prop. 29.73 (0.741) 31.93 (0.816) 33.62 (0.893) 38.31 (0.964)
I 02 prop. 26.90 (0.671) 28.50 (0.770) 30.52 (0.889) 35.05 (0.964)
I 04 prop. 31.77 (0.763) 32.82 (0.843) 35.19 (0.925) 38.43 (0.973)
I 09 prop. 28.31 (0.718) 30.48 (0.804) 31.79 (0.864) 35.50 (0.952)
I 10 prop. 32.95 (0.853) 36.17 (0.907) 38.12 (0.948) 41.49 (0.977)

Table 1. MeanPSNRY UV as given by the reference software difftest ng and in parenthesis the mean SSIMY UV given by ssimdiff.

with random access. Our encoding scheme is well suitable for this
feature, e.g. by decoding first a small part (the depth map and the
displacements relevant to the side view γ ), then decoding the ref-
erence γ0 (or the group of references containing it) and finally the
depedent side view.

Included depthmap: The bitstream includes the depthmap,
which is obtained with high precision at the encoder from the
plenoptic camera using the original lenslet image. The decoder
receives at no additional cost the depthmap, which may be used in
many additional applications, e.g. for creating VR content.

3. EXPERIMENTAL RESULTS

The evaluation of the compression scheme is done according to the
methodology established in the JPEG Pleno Call for proposals on
Light Field Coding.

The image to be encoded, Λ, is the RGB lenslet image of size
(nr ×nc) = (5368× 7728), obtained after devignetting and demo-
saicing, distributed by the organizers of the challenge. There are five
scenes, denoted I 01, I 02,I 04,I 09,I 10, introduced in [17]. The
presented encoding algorithm is used for encodingΛ into a bitstream
having nrncB̄ bits, where B̄ is the reported compression, in bits per
pixel. The decoding algorithm produces an approximate reconstruc-
tion, denoted Λ̂.

The pipeline for creating from Λ a rectified lightfied structure
LF is denoted LF = T (Λ), where LF is the rectified 15 × 15
array of subaperture images (SAIs) to be displayed and subjectively
evaluated, and the transformation T is realized by the function cre-
ated by the organizers using the Lightfield Toolbox [11].

3.1. Lossy coding

Each SAI in the LF is an RGB image, and the objective measures
indicated by the organizers are PSNR and SSIM values, computed
for each SAI (by transforming each RGB SAI to YUV colorspace
and then computing weighted sum over the Y,U,V components and
over all SAIs). The computation of PSNR is done using the pro-
gram difftest ng provided by the organizers using the param-
eters --toycbcr --yuvpsnr and similarly the SSIM is com-
puted with ssimdiff --nowav --lin.

We report in Table 1 the PSNRY UV and SSIMY UV indi-
cators for all the scenes, at all the required bitrates B1 = 0.005,
B2 = 0.02, B3 = 0.1 and B4 = 0.75 bpp. In the experimental
results we fixed the order of predictors depending on the available
bitrate, as follows: k = 0 at rate B1, k = 2 at rate B2, k = 6 at
rate B3 and k = 6 at rate B4i. A similar lenslet image encoding-
decoding scheme to our proposed method can be achieved using e.g.
plain JPEG 2000 or HEVC in its intra mode. They are given as ref-
erence in Table 2.

We note that the effective length of the bitsream created by our
program is always conservatively taken below the target rate, e.g.,
at the target B1 = 0.005 bpp, for image I01 we have used B̄1 =

img. method B1 B2 B3 B4

I 01 JP2 0.00% 1.74% 0.73% 0.29%
HEVC 13.15% 11.25% 3.42% 2.75%

I 02 JP2 0.00% 0.90% 1.10% 0.65%
HEVC 14.79% 9.95% 4.26% 2.71%

I 04 JP2 0.00% 0.00% 0.68% 0.24%
HEVC 21.76% 12.40% 3.54% 1.24%

I 09 JP2 0.00% 2.61% 1.54% 0.58%
HEVC 9.05% 14.00% 5.09% 2.11%

I 10 JP2 0.00% 0.64% 0.40% 0.25%
HEVC 22.51% 9.34% 3.34% 2.01%

Table 2. The relative improvement in PSNRY UV compared to the
HEVC-intra and the background method JPEG 2000.

Image I 01 I 02 I 04 I 09 I 10
Bmax[bpp] 9.88 9.67 9.72 10.26 9.31
JP2 Bmax[bpp] 16.07 15.26 15.53 17.25 15.67

Table 3. Bitrates for lossless coding.

0.0049 bpp. For the HEVC, the bitrate was chosen such that it was
above the target bitrate.

3.2. Lossless coding

A direct lossless encoding of the RGB image Λ by JPEG 2000 will
produce a file with about 16 bpp as shown in the second row in Table
3. A much more efficient way is to perform the transformation of the
RGB image into a single component mosaic image, Ym, extracted
from the RGB color planes according to the ‘grbg’ Bayer pattern
of the camera: Ym(2i, 2j) = Λ(2i, 2j, 2), Ym(2i + 1, 2j + 1) =
Λ(2i+1, 2j+1, 2), Ym(2i+1, 2j) = Λ(2i+1, 2j, 1), Ym(2i, 2j+
1) = Λ(2i, 2j + 1, 3).

After lossless compression of the mosaic image Ym using loss-
less mode of JPEG 2000, and then performing demosaicing with the
filter from [19], one gets the RGB Λ̂, which is a near-lossless version
ofΛ, (e.g., for image I 01, PSNR = 65.3 and the needed bitrate is
6.56 bpp). Performing an additional lossless encoding of the almost
null RGB image Λ − Λ̂ by using lossless mode of JPEG 2000, one
gets a perfect lossless reconstruction of Λ. The obtained results are
shown in the first row of Table 3.

4. CONCLUSIONS

The proposed algorithm has a great flexibility, using relatively sim-
ple functional blocks, in a structure which can be configured by the
user. Further optimization of this structure will allow to obtain better
results.
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Abstract—We discuss in this paper models for the disparity
information needed when pairwise warping the angular views
in a light field data set formed of N views. In one scenario of
light field data compression, first a set of M reference views
is encoded and then each of the remaining views is predicted
by warping several reference views using disparity information.
The necessary disparity information in this case may be as
high as M(N-1) pairwise view disparity maps, estimated and
transmitted independently for each pair (reference, target). We
propose an estimation model which can be used in a flexible
way for any selected configuration of references and predicted
views. We study the estimation of the global model from the
matching information provided by a pairwise matching program.
The model may be defined in several ways, by considering the
vertical and horizontal matches at various views and by allowing
different model parameters for the regions from a segmentation
of the scene. The regions based model is shown to perform
better than a single region model. The performance of the model
in synthesizing the unseen color views at specified locations in
the views array is presented for several configurations of the
estimation and prediction sets.

I. INTRODUCTION

The light field images acquired by dense camera arrays
have become recently available having high image resolution
and high number of views in the array. In the standardization
project JPEG Pleno light field [1] [2] it is of interest how
the disparity information extracted from a light field dataset
could be encoded in the most efficient way and then be utilized
for synthesizing some views based on reference views. One
of the problems in compression is how to utilize the most
precise disparity models, available for pairs of views, so that
the prediction by disparity based warping will produce high
quality images.

Here we propose to extract a single overall model, expressed
in terms of the depth for the scene at each reference view, out
of which all the pairwise needed disparities can be computed.
Even for a carefully prepared dataset the overall model will
produce however only an approximate reproduction of the
pairwise disparity estimated from real data, due to optical and
geometrical imperfections when acquiring and processing the
multiview images.

For now we address the simple question of how to optimally
reconstruct the pairwise disparities obtained by a state-of-the-
art optical flow estimation method. We present an algorithm
which operates only on the input matches. It avoids the expen-

sive color warping operations to produce the color distortion
measure. The usefulness of the results will largely depend
on the precision of the optical flow routine. In here we trust
completely the matches offered by the program presented in
efficient coarse-to-fine patch match (CPM) estimation method
[7], since our optimization criterion will seek to reproduce
these matches by our proposed criterion. As better flow
estimation programs will become available, the quality of the
input data will also improve.

The estimation of light field disparity was studied for
long time, see for example [3] [4] and reference therein for
existing public literature. Also, especially for the HDCA data
considered here, there is prior work in [5] [6] proposed in the
standardization literature, which used CPM pairwise matching
information in a heuristically motivated estimation algorithm.

II. PAIRWISE MATCHING VIEWS IN LIGHT FIELD DATA

We consider a light field composed of N = K ×L angular
views, {Ak,`, k = 1, . . . ,K; ` = 1, . . . , L}, obtained by
a camera taking N pictures of the scene, with the camera
positions at coordinates (Y (k, `), X(k, `)) in a rectangular
grid, resulting in pictures which are highly redundant.

We are choosing an angular view Ak0,`0 as a reference and
any other view, say Ak,`, is taken as a target. We obtain a
list of matches between the two views, by using the CPM
method [7]. The goal is to encode the target Ak,` based on
the reference Ak0,`0 by using warping. Each angular view,
Ak,`, is a nr × nc RGB color image having at pixel location
(i, j) the vector of color Ak,`(i, j), with three components
indexed by c ∈ {1, 2, 3}, e.g., Ak,`,1 is the value of the red
component. In our experiments we use the dataset described
in [8], which is used for core experiments in JPEG Pleno light
field. Each angular view is a 4K image having nc = 3840 and
nr = 2160. The full HD case can be obtained by cropping
the central part of each 4K image to obtain a HD sub-image,
n′c = 1920 and n′r = 1080, as we did in the color view
synthesizing experiment.

The list of matches has entries of the form (i, j, i′, j′),
for the pair of views Ak0,`0 Ak,`, where the RGB color at
Ak0,`0(i, j) was found to correspond to the RGB color at
Ak,`(i

′, j′). We refer to (i, j) as a scene point being anchored
at the reference and (i′, j′) as being the same scene point
anchored at the target and denote Ψ(k0,`0),(k,`) the set of



pixels (i, j) for which matches are found. The entries in the
list define disparities at the locations (i, j) ∈ Ψ(k0,`0),(k,`) as
follows: row displacement Dr

k0,`0,k,`
(i, j) = i′− i and column

displacements Dc
k0,`0,k,`

(i, j) = j′ − j.
The matching information provides evidence, the closest

to data, about the matches that happen between the pair of
views (Ak0,`0 , Ak,`). Hence one would be tempted to use the
list of matches, i.e., the vertical Dr

k0,`0,k,`
(i, j) and horizon-

tal Dc
k0,`0,k,`

(i, j) disparity images, to perform warping for
predicting Ak,` based on Ak0,`0 , obtaining the warped image
Wk,`:

Wk,`(i+Dr
k0,`0,k,`(i, j), j +Dc

k0,`0,k,`(i, j)) = Ak0,`0(i, j).

This will presumably offer a very good PSNR of the
predicted Ak,`, but will require encoding for each side view
the pair of disparity images Dr

k0,`0,k,`
(i, j), Dc

k0,`0,k,`
(i, j),

hence the associate bitrate will be very large for a separate
encoding of the disparities, at each side view. The remedy is
to encode jointly the disparities using the high redundancy that
exists between them.

Due to occlusions, the warped image Wk,` will not be
defined in the whole (nr × nc) grid, and hence several other
references may be used to get a complete prediction of Ak,`.

A. Correspondence between vertical and horizontal dispari-
ties

If the camera optical axis had an ideal translation from the
camera center (Yk0,`0 , Xk0,`0) to (Yk,`, Xk,`), then the pixel
displacements will be given by

i′ − i =
(Yk,`−Yk0,`0 )f

z(i,j)

j′ − j =
(Xk,`−Xk0,`0 )f

z(i,j)

(1)

where z(i, j) is the depth of the pixel with location (i, j) in
Ak0,`0 and f is a focal parameter (which will not be needed,
since it will not appear as an explicit parameter in our model).
Hence the ratios (i′ − i)/(j′ − j) should be constant for all
entries in the list for the pair of views Ak0,`0 Ak,`,

ρ(i, j) =
(i′ − i)
(j′ − j) =

(Yk,` − Yk0,`0)

(Xk,` −Xk0,`0)
= ρ0

(k0,`0),(k,`). (2)

The image acquisition scenario in HDCA is that Yk,` −
Yk0,`0 = (k − k0)δY and Xk,` − Xk0,`0 = (` − `0)δX , with
δY and δX specific to the experiment, which results in

(Yk,` − Yk0,`0)

(Xk,` −Xk0,`0)
=

(k − k0)δY
(`− `0)δX

=
(k − k0)

(`− `0)
µ, (3)

where µ = δY /δX .
However, the exact positioning of the robot arm that carries

the camera at a desired position is not possible, and hence
the ratio (Yk,`−Yk0,`0 )

(Xk,`−Xk0,`0 ) should be estimated experimentally,

by (robustly) averaging ρ(i, j) = (i′−i)
(j′−j) form (2) over all

(i, j) ∈ Ψ(k0,`0),(k,`). We collect the distribution of ρ(i, j) for
all (i, j) ∈ Ψ(k0,`0),(k,`) and estimate the location parameter
as the median value, denoted as ρ̂M(k0,`0),(k,`). A robust esti-
mate of the scale is taken as the median absolute deviation

Fig. 1. Plot of the conversion factor between horizontal disparities and
vertical disparities at the view (2, 26). The ideal ratio would be µideal =
60mm/40mm = 1.5. The horizontal and vertical disparities are obtained
by estimating the optical flow between the center view and the view (2, 26)
with the efficient coarse-to-fine patch match (CPM) estimation method [7].

(MAD) defined as the median of the absolute differences
|ρ(i, j)−ρ̂M(k0,`0),(k,`)| over all (i, j) ∈ Ψ(k0,`0),(k,`). Assuming
a normal distribution corrupted by outliers, we estimate the
normal scale as σM = 1.4826MAD({ρ(i, j)}). The ideal
constant value µ = δY /δX is hence estimated separately
for each angular view as µ̂M(k0,`0),(k,`) = ρ̂M(k0,`0),(k,`)

(`−`0)
(k−k0) .

The experimental setup for the HDCA data that we use has
µ = 1.5.

When combining the information from the list of matches,
one should take into account the variability of ρ(i, j) = (i′−i)

(j′−j) ,
between angular views, and inside each angular view.

To obtain a first picture of how much the experimental
data deviates from the ideal scenario (equidistant sampling
and parallel translation), we take the center view as a refer-
ence, k0 = 10, `0 = 50, and we illustrate in Figure 1 the
estimated location and the estimated normal scale for one
angular view. In order to provide more robust estimates, we
excluded from each list of matches those matches for which
(i′−i)
(j′−j) 6∈ (ρ̂M − 3σM , ρ̂M + 3σM ).

III. FORMULATING THE MAXIMUM LIKELIHOOD PROBLEM

We consider one region Ω in the image, and the disparities
anchored at (k0, `0) obtained by matching between view
(k0, `0) and (k1, `1) for this region, Dc

k1,`1
(i, j) (in this section

we omit the first two subindices, k0, `0 for Dc) . We denote
z(i, j) the ideal depth of the scene point represented as the
pixel (i, j), anchored at view (k0, `0), and for simplicity of
notations, denote ψ(i, j) = f/z(i, j) where f is the camera
focal parameter and ψ(i, j) is called for short reciprocal-depth
(we have an additional f factor in the definition of reciprocal-
depth, compared to [6]). We consider the disparity model,
agreeing to (1),

Dc
k1,`1(i, j) = (Xk1,`1 −Xk0,`0)f

1

z(i, j)
+ e(i, j)

= (Xk1,`1 −Xk0,`0)ψ(i, j) + e(i, j)



and collect all equations for the pixels belonging to the non-
occluded part of region Ω in the vector form:

x1 = r1C
x
1 + e1, (4)

where Cx1 = (Xk,`1 − Xk0,`0); we arranged the pixels
(iτ , jτ ), τ = 1, . . . , n1 from the two-dimensional region Ω1

by scanning columnwise the region Ω1, resulting in the
vectors x1 and r1 having the elements with index τ as
x1(τ) = Dc

k1,`1
(iτ , jτ ) and r1(τ) = f/z(iτ , jτ ) = ψ(iτ , jτ ),

respectively.
Proceeding in a similar way for matching to the views with

indices (k2, `2), . . . (kn, `n) we get the model




x1 = r1C
x
1 + e1

...
xn = rnC

x
n + en.

(5)

Each equation refers to a different subset of Ω, due to
different occlusions in different views; however, in general
there is significant overlap between the matched pixels sets
Ω1, . . . ,Ωn, which makes the equations in (5) to be highly
interconnected.

The system of equations is used to estimate both the
reciprocal-depth values (the set of elements Φ = {ψ(iτ , jτ )}
appearing in the vectors r1, . . . , rn) and the constants Cx =
{Cx1 , . . . , Cxn}. Assuming Gaussian distribution N(0, σ2

m) for
elements of the error vectors em, and independence for all
errors, the negative log-likelihood function is a function of
Φ, Cx and Vx = {σ2

1 , . . . , σ
2
n}

J 1
Φ,Cx,Vx =

n∑

m=1

nm∑

q=1

(
em(q)2

2σ2
m

+
1

2
log σ2

m

)
(6)

One can easily show that the variances from the set Vx at
optimality should satisfy

σ̂2
m =

∑nm
q=1 êm(q)2

nm

=

∑
(iτ ,jτ )∈Ωm

(
Dc
km,`m

(iτ , jτ )− Cxmψ(iτ , jτ )
)2

nm
(7)

The criterion to be minimized with respect to Φ, Cx remains

J 2
Φ,Cx =

n∑

m=1

(
1

2
log

∑nm
q=1(xm(q)− r̂m(q)Ĉxm)2

nm

)
. (8)

The minimization of (8) with respect to the parameters
{ψ(iτ , jτ )} and Cx1 , . . . , C

x
n will be done alternately, by first

re-estimating the set of elements {ψ(iτ , jτ )} appearing in in
r1, . . . , rn considering the current estimates of Cx1 , . . . , C

x
n ,

and then reversing the role of the current and re-estimated
parameters. We start with the stage of initial values for the
parameters Cx1 , . . . , C

x
n , which are known from the experiment

setting. For given Cx1 , . . . , C
x
n , the estimation of the element

ψ(iτ , jτ ) involves all equations where (iτ , jτ ) ∈ Ωm, leading
to

ψ(iτ , jτ ) =

∑
m|(iτ ,jτ )∈Ωm

Dckm,`m (iτ ,jτ )Cxm
nmσ2

m∑
m|(iτ ,jτ )∈Ωm

(Cxm)2

nmσ2
m

. (9)

The weighing by the noise variances is not possible at the first
iteration, where we take all these variances equal and then they
cancel from (9). Starting from the second iteration of (9), the
current estimates of noise variances computed by (7) are used.

The iteration for finding new estimates of Cx1 , . . . , C
x
n uses

the current estimates for reciprocal-depths and the current
variances from (7):

Ĉxm =

∑
(iτ ,jτ )∈Ωm

Dc
km,`m

(iτ , jτ )ψ(iτ , jτ )
∑

(iτ ,jτ )∈Ωm
(ψ(iτ , jτ ))

2 (10)

Completely analogously we can treat the model for vertical
matches

Dr
k1,`1(i, j) = (Yk1,`1 − Yk0,`0)f

1

z(i, j)
+ ε(i, j)

= (Yk1,`1 − Yk0,`0)ψ(i, j) + ε(i, j)

and obtain the vector equation for one region Ωm

ym = r1C
y
m + εm (11)

and get a system of equations




y1 = r1C
y
1 + ε1

...
yn = rnC

y
n + εn

(12)

similar to (5), by considering several views,
(k1, `1), . . . , (kn, `n).

In fact the unknowns r1, . . . , rn, Cx1 , . . . , C
x
n , and

Cy1 , . . . , C
y
n of the systems (5) and (12) can be solved together,

by merging the systems (5) and 12) and solving with the same
alternate approach. We present results with this joint version
in this paper.

IV. EXPERIMENTAL RESULTS

The light field data used in the experiments is the set S2

from the HDCA data [8], from which we keep the subarray
11×33 from the vertical locations 0 : 2 : 21 and horizontal lo-
cations 2 : 3 : 98 (according to the labeling of view files). The
central view is shown in Figure 2a. We consider five reference
views Γref = {(1, 1), (11, 1), (1, 33), (11, 33), (6, 16)}.

The horizontal and vertical disparities are obtained by
estimating the optical flow between each reference view and
the rest of 362 views, with the efficient coarse-to-fine patch
match (CPM) estimation method [7].

We have estimated the reciprocal depthmaps at each refer-
ence view, using our proposed re-estimation algorithm. The
PSNR of reconstructed disparity versus the iteration stage
of the re-estimation algorithm is shown in Figure 3 in red.
The PSNR corresponds to the MSE obtained by practically
summing over all 362 views σ2

m given in (7). Convergence
is fast, practically after two iterations the estimated quantities
don’t change significantly. The resulted reciprocal depthmap
for the reference view (6, 17) is shown in Figure 2 b.



A. Comparing the re-estimation for the whole image versus
running re-estimation separately over each region

In order to improve the performance of the re-estimation
procedure, we show that we can run the procedure separately
over the regions of a partition. We consider the simple case of
partition based on the depth values, as shown in Figure 2c. The
partition into regions is based on the estimates of reciprocal
depth obtained previously for the whole scene.

Again the convergence of the routine over each region is
very fast, the PSNR for the whole image reconstruction being
shown in blue in Figure 3 over each iteration (cumulating
the results of the three different runs). The performance of
reconstructing the initial pairwise matching data has improved.
In a compression application this will involve only additional
cost for encoding not only one set of estimated camera
coordinates, (Cx, Cy), but three of them, {(Cx(Ωp), Cy(Ωp))}.
In Figure 4 we show the locations of (Cx(Ωp), Cy(Ωp)) for
various regions and various views. The differences between
a single region and specific regions are extremely small, so
the cost of differentially encoding (Cx(Ωp), Cy(Ωp)) is very
small.

B. Synthesizing color views not available at the encoder using
re-estimated disparities

For the array of (11× 33) views we consider the following
scenario: We have available at the encoder a subset Γdesign of
views, which can be used for the estimation of the reciprocal
depth map Φ. The encoder will transmit the estimated map
Φ̂ to the decoder and also the estimated centers of the views
from the subset Γdesign. The encoder will also transmit the
color views for the reference views set Γref , which in our
case is formed of the corner and center of the array, i.e.,
Γref = {(1, 1), (11, 1), (1, 33), (11, 33), (6, 17)}. The decoder
needs to display the views on a freeview display, and will
need to decode the color lightfield views from Γref . Based on
the decoded reference views, the decoder will then synthesize
and render the views at specified camera positions, Γpredict,
in our case positions in the (11 × 33) array, where we know
the ground truth. We consider the case when Γpredict does not
contain any of the views used for design, Γdesign, so that the
estimated map Φ̂ could not gather directly informations about
disparities relevant to this set.

We consider three configurations of Γdesign: in Figure 5 are
shown the configurations SUBSET and BORDER, and the last
configuration is ORACLE, which would have access at the
encoder on all the (11× 33) views.

We use our re-estimation procedure at each of these
configurations, for each of the reference views, obtain-
ing {Φ̂ORACLEi , i ∈ Γref}, {Φ̂SUBSETi , i ∈ Γref} and
{Φ̂BORDERi , i ∈ Γref}. Each estimated map is quantized into
511 levels and is losslessly encoded. For each configuration,
the given target bitrate is used for encoding the depthmap,
and the rest of the bits are used for encoding the five RGB
references. Each view (k, `) from Γpredict is synthesized using
the five references, by warping first the closest reference to
the view (k, `), resulting in a warped image W , where not all

pixels are defined, due to occlusions. Then the second closest
reference is warped to view with position (k, `), but this time
only the resulting locations that were occluded W are filled
in. The process continues in the same way with the rest of the
references.

The PSNRY UV values, [1], for the synthesized locations
are computed and displayed in pseudocolor in Figure 6, for
all the configurations, for all views from Γpredict, and for five
bitrates. One can see first that the views closer to the central
view have a reasonable reconstruction, obtaining PSNRY UV
as high as 39 dB, but as the location of the view goes further
from the closest reference view, the PSNRY UV drops below
30 dB. One can note the almost radial distribution of the PSNR
in the view array, according to the distance between each view
and its closest neighbor, which is the array center (6, 17) for
Γpredict.

The ORACLE configuration performs better than the others,
as expected, showing that the reciprocal depth designed from
all available views has a better quality and performs better
in warping. However, for the design performed with least
number of used views, which is the configuration BORDER,
the estimated reciprocal depth map still performs well, loosing
only 1dB when compared to the performance of ORACLE
configuration.

V. CONCLUSIONS

We have introduced a re-estimation procedure for the re-
ciprocal depth, given pairwise match estimates for pairs of
views. The routine can be applied in a flexible way, and it
was shown that for a simple partition into three regions the
PSNR of reconstruction of matches is better than for a single
region. With larger partitions the PSNR performance may still
improve, at the cost of having to encode additional sets of
coordinates parameters, one set for each region.
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(a) (b) (c)

Fig. 2. (a) The central view of the lightfield S2; (b) Estimated reciprocal depthmap anchored at the central view, obtained by running the re-estimation
algorithm for the whole scene Ω; (c) Partition of the scene P = {Ω1,Ω2,Ω3} into three regions Ωp = {(i, j)|ψ(i, j) ∈ Ip} with I1 = (0; 1.27],
I2 = (1.27; 1.6], I3 = (1.6; 2.5].

Fig. 3. PSNR when reconstructing the pairwise matching points, versus the
iteration step in the re-estimation algorithm. In the case P = Ω the algorithm
is run on the whole image, considered as a single large region Ω. In case
P = {Ω1,Ω2,Ω3} the re-estimation algorithm is run three times, once for
each region Ωp, obtaining the reciprocal depthmap for that region, plus a
set of camera coordinate positions (Cx(Ωp), Cy(Ωp)) for each region. The
central view is partioned into three regions as shown Figure 2c). It can be
seen that the algorithm practically converges in two steps in both cases.

Fig. 4. Estimated positions of the ideal cameras (Cx(Ωp), Cy(Ωp)) , when
appying the re-estimation algorithm for the whole scene as a single Ω region
(red circles) and when applying the re-estimation separately for the three
regions forming the partition P = {Ω1,Ω2,Ω3}, as shown in Figure 3. Also
shown are the ideal positions, in the regular grid (green diamonds). For better
viewing only the positions for a small subset of views are shown.

(a)

(b)

Fig. 5. The array of (11 × 33) views: in gray, the views used for
reciprocal depth estimation; in white: the views for which the color image
has to be synthesized by warping the references. We assume five references:
(1,1);(11,1);(1,33);(11,33);(6,17) (a) The SUBSAMPLE configuration for es-
timating Φ; (b) the BORDER configuration for estimating Φ. The ORACLE
configuration uses all (11× 33) views for reciprocal depth estimation, Φ.

Fig. 6. The PSNRY UV performance over the color synthesized views,
under different experimental configurations and different bitrates. The location
of the (4× 9) represented blocks of synthesized views is shown in Figure 5.
The view (6, 17) is a reference and is not synthesized, so no PSNRY UV

value is given for it. (Top) Here the PSNRY UV values are represented
in pseudocolor in each of the 5 bitrates and 3 configurations; (Bottom) To
increase the legibility of (a), here the improvements are shown in pseudocolor,
where improvements are with respect to the worst performance (which is at
0.03 bpp, for the BORDER configuration). As much as 0.2 dB are gained in
SUBSAMPLE configurations, and 0.8 dB in ORACLE configuration, between
corresponding bitrates. .
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Abstract—We have proposed under JPEG Pleno standardiza-
tion activities a scheme for lenslet image compression, where the
regularities and similarities existing between neighbor angular
views were successfully exploited, achieving competitive results
in the JPEG Pleno core experiments using lenslet data. This
paper proposes improvements on our previous scheme of light
field compression, making our approach more suitable for com-
pression of light fields acquired with dense camera arrays, where
the disparities between farthest views can reach several hundreds
of pixels. We review the functional blocks of the compression
algorithm, replacing and modifying some of the functionality with
more advanced and efficient solutions. Based on our submission
to the JPEG Pleno core experiments, we present and discuss our
results obtained on the Fraunhofer HDCA dataset. Additionally,
we present a new view merging algorithm which substantially
increases the PSNR at all bit rates.

I. INTRODUCTION

Light field and plenoptic imaging are emerging imaging
technologies which are used in a wide range of computer
vision applications, such as virtual reality systems, medical
imaging and robotics. These technologies provide an extension
to the already well established stereo imaging which has for
long been used in inferring scene geometry and depth in
computer vision.

Light fields can also be acquired by using a dense array of
cameras, which are often implemented with a high precision
robot, sampling the view at adjacent locations along both
vertical and horizontal directions [1]. We refer to this type
of setup as high density camera array (HDCA). Compared
to consumer grade light field devices such as Lytro Illum,
HDCA systems provide several orders of magnitude more
data and offer a larger change in perspective along the views.
Nonetheless, the high quality of the individual views and
the precise actuation of the imaging rig provides very high
redundancy between adjacent views.

Recent interest in light field imaging has led JPEG to initiate
the standardization of JPEG Pleno [2][3][4][5]. Based on our
previous work on lossless light field coding [6][7], we have
proposed a similar scheme in JPEG Pleno for lossy light field
compression [8]. By successfully exploiting the similarities
between adjacent angular views we have already achieved
competitive results in JPEG Pleno core experiments for the
lenslet datasets using the scheme from [8].

In this paper we implement several modifications to our
previous light field coding scheme intended to handle both

the geometrical and color redundancy among adjacent views
more efficiently. We study the efficiency of our compression
scheme for encoding the HDCA dataset [1], used in the JPEG
Pleno standardization efforts.

II. LIGHT FIELD CODING SCHEME

HDCA data consists of an array Nh×Nv of adjacent views
with identical dimensions nr × nc. The full set covering the
whole array of views has the indices denoted as a set Γ. In
our scheme the user has to choose first a (very sparse) set of
reference views, with indices denoted as Γref , to be used as
references for encoding the rest of views. We encode the views
at Γref using already existing image coding tools, namely
JPEG 2000. Additionally, we encode a quantized version of
scene depth at each view selected by Γref using [9]. The rest
of the views, having indices in the set denoted Γside = Γ \
Γref , are decoded by exploiting the redundancies between the
views in sets Γref and Γside.

A high quality depth estimation at Γref is necessary in
order to efficiently reconstruct the side views. The importance
of the accuracy of the inferred scene depth increases as the
distance between the reference and side views increases. In our
experiments we use the depth provided in [10][11] for JPEG
Pleno core experiments [12]. Our scheme greatly benefits from
the use of [9] in efficient encoding of the depth.

First we describe the underlying principle for the encoding
scheme. We have used in [8] sparse prediction as a tool to
identify the relevant regressor elements when predicting one
view based on its neighbor views, which is feasible and very
efficient in the case of lenslet images. The success in lenslet
case is due to the small disparities between adjacent views, of
at most one-two pixels. In such a situation, a well designed
template can explore the close pixels and the close views
(in the whole 4D light field domain) to find the relevant
regressors for prediction, with no need of further aligning
the views before prediction. However, in the HDCA case,
a similar approach will require to consider huge candidate
regressor templates. There is one more impediment for our
earlier scheme. In our practical implementation of [8], we have
chosen a template of prediction based on those neighbor views
of the current view, that were already encoded. All views were
encoded by advancing in a certain scanning order of the array
of views (a spiral way from center to boundary). However
this results in a limited random access capability: one has to



Fig. 1. Block diagram of the encoder.

decode all prior views along the spiral, before being able to
decode the view of interest in a random access application.

In a different configuration, one can decide to encode and
decode most of the views based on a small set of reference
views, which are needed to be decoded prior to decoding any
other view. This configuration, which we call for short random
access configuration, is introducing constraints in the choice
of what type of redundancy can be used: in the spiral case
the encoding is very efficiently done based on neighboring
views, which are extremely similar. In the random access
configuration some of the views will be encoded based on
more distant views, where the correlations are typically weaker
than between neighboring views (the more the viewing angle
is changed, the more the obtained images differ).

In the HDCA case, the corresponding pixel in a reference
view that corresponds to a pixel in the current view is further
apart, and one has to know this disparity for being able to make
an efficient prediction. Hence now the preliminary stage of
warping the reference view for aligning with the current view
is an essential step, which we undertake before applying the
prediction, in a similar way to the sparse prediction of stereo
color images we described in [13]. When several references are
available, each has to be warped to the location of the target
view before combining their warped versions into a prediction.

III. DESCRIPTION OF THE FUNCTIONAL BLOCKS

Fig. 1 illustrates the proposed encoding scheme as a block
diagram. Next, we describe the functional blocks, and for
those that have a correspondent in [8] we briefly make note
of similarities and differences.

The proposed compression scheme is based on our previ-
ous work [8], which divided the encoding process into nine
functional blocks. In this section we review the modifications
to the existing block scheme.

Accessing the rectified light field structure: In the case
of lenslet data considered in [8], the data was accessible in
several forms: lenslet image, non-rectified aperture images,
and rectified aperture images. The HDCA case corresponds

to the last form, and is the easiest, since it does not require
any pre-processing of data before encoding.

In the current scheme, the available views are split into M
reference views, denoted Lref1 , . . . ,LrefM , having indices in
the view-array specified in the M elements of the index set
Γref .

Estimating and quantizing disparity maps: The Block 2 in
[8] performed the disparity estimation and quantization at the
center view only. Here we propose a more flexible approach
by handling an arbitrary number of reference disparity maps.
We consider for exemplification mainly the case of M = 5
color references and disparity maps, which has a great random
access capability: after decoding five references, the access to
any particular view is ensured. In the experiments we have
used the reciprocal depthmaps {Drefm},m = 1 : 5 and the
estimates of the camera positions {Xk,l} provided by [10][11]
for JPEG Pleno core experiments.

We first median filter the reciprocal depth data to enforce
a smoother data surface, which is useful for better depth
image compression, for which we use crack-edge region value
(CERV) encoder [9]. Quantization of this disparity is the next
processing step towards compression, to ensure a flexible rate
distortion of the decoded disparity. Before encoding the depth
at each of the references in Γref we apply Lloyd quantization
using nQ levels. This reduces the initial 16-bit representation
of the depth to a representation with nQ levels distributed
optimally according to the histogram of the disparity image.
By choosing a smaller nQ, the quantization becomes coarser,
and the disparity map can have a more efficient lossless
encoding by [9], but the distortions introduced are higher.
Fig. 2 illustrates the performance of this approach for HDCA
dataset S2, with a varying number of quantization levels. The
PSNR reflects the average over Γref and the bit rate is reported
as bits per pixel.

Disparity and motion vectors estimation for a generic view:
We now describe the process for finding the disparity needed
when predicting a generic view, with indices denoted (k, l).

As a first step towards finding the disparity we have used
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Fig. 2. The average Rate Distortion performance when encoding the HDCA
disparities dataset S2 [10]. For each reference disparity view 10 nonuniform
quantizers were designed having the number of levels nQ = 21, 22, . . . , 210.
The average PSNR and rate obtained by CERV, JPEG 2000, and JPEG-LS at
each nQ are shown in the plot. The R-D point obtained for nQ = 2 is the
left-bottom point and nQ increases in order along the curve.

the simple mechanism presented in [10] for converting the
reciprocal depthmaps for each of the M references to disparity
maps between a reference and a given view. In this process,
the geometrical coordinates of the camera at the reference,
Xrefm , and at the given view Xk,l are used, being estimated
by the method in [11]. This disparity data is anchored at the
reference and we perform a disparity based warping process
to get the disparity data anchored at the view k, l. Since the
disparity data is quantized to nQ levels, we obtain implicitly
a segmentation of the view k, l in nQ non-connected regions.
For each region, the horizontal and vertical displacements of
the region from the color warped image to the true view k, l
are estimated by the block “Find Regions, Motion Vectors” in
Fig. 1. The final warped version Wm

k,l obtained by warping the
color light field reference view Lrefm to the location of the
view (k, l) is obtained by warping with the combined motion
vector and pixel disparity, for each pixel of the reference. Due
to occlusions, not all pixels at the view (k, l) receive a value.
However, since we use M distinct references, the pixels that
are missing in all the views Wm

k,l will be very few. They
will be filled by successive median filtering of the combined
warped image Wk,l, obtained as presented next.

The Block 3 in [8] covers for the estimation of horizon-
tal and vertical disparities between the center and the side
views. Now we use an equivalent of Block 3 as a disparity
refinement step. We note that the functionality of Block 5
from [8], that of generating segmentations for each view is
covered now by the described process of warping of disparity
information, and is marked in Fig. 1 as the block “Collect
Warped Depthmap/Segmentation”.

We stress that by warping we mean simultaneously creating

a warped color image and a warped disparity image, by using
the same movements of the pixels.

Encoding blocks: All the blocks in Fig. 1 that perform
encoding have their output marked in red, signifying that their
outputs are sent to the final bitstream, which is obtained by
multiplexing all the block bitstreams. The final bitstream will
contain also additional metadata.

All the encoding blocks from [8], namely encoding disparity
refinement motion vectors, encoding of depth for reference
views, encoding the predictor parameters are very similar to
the ones that we use in the current scheme.

Reconstructing a side view from available references: In
[8], the Block 8 used to perform the encoding of a side view
using a sparse linear filter (dedicated to each region and view),
which used as regressors at most 8 neighboring views. Having
five references, and their disparities, we replace this with an
approach similar to conventional depth-image-based rendering
for warping each side view conditional on the reference views,
explained in the next section. The main difference to [8] is
the necessity of warping the views prior to prediction. That
introduces also the need of merging various warped views.

IV. PREDICTING AND ENCODING A SIDE VIEW BASED ON
THE REFERENCE VIEWS

The main functionality of the codec is to predict one
view based on the information from the reference views.
We represent in Fig. 1 in more detail this function, which
encompasses the whole right half of Fig. 1, including the
blocks of Warping, Optimally Combine Warped Images, Col-
lect Warped Depthmap/Segmentation, Sparse Region Based
Predictor Design.

A. Warping of disparity

We assume that reciprocal depthmap is encoded only for
views in Γref . For each reference, we obtain its corresponding
disparities, both horizontal and vertical, anchored at the side
view by warping its reciprocal depth. Inverse depth is a floating
point quantity which during warping has to be multiplied by
the horizontal and vertical spacing between the reference and
side view. Rounding the resulting values to integers produces
the integer precision disparity estimate between the views,
which we use for warping.

After obtaining the warped disparity views Gm
k,l for each

m ∈ Γref a proper merging of the results needs to be
performed to obtain Gk,l. The difficulty consists in the fact
that due to occlusions the warping process is not assigning
values to Gm

k,l at each pixel location.
A simple scheme is to arrange the references by their

closeness, in the view array, to the current view (k, l). Then
we pick the closest reference m1 and fill Gk,l with all non-
occluded values from Gm1

k,l ; then proceed and fill only the
missing values in Gk,l with the non-occluded values from
next closest reference m2, and continue the same way until
the last reference. The last remaining missing pixels in Gk,l

will be filled by successive median filtering.



B. Disparity refinement by motion vectors

The quality of the obtained disparity at the side view is
dependent on the accuracy of the reciprocal depth at the
reference and on the proper scaling with the vertical and
horizontal baselines. These quantities are subject to estimation
and quantization errors, and thus we perform a disparity re-
finement process at each side view for each reference in Γref .
The motion vectors are searched on a small search window,
since the large disparities (values in the order of several
hundred pixels) are approximately known from the reciprocal
depthmap. The refinement process finds small adjustments
specific to each local region at the side view (k, l).

Code length for the disparity refinement motion vectors is
relative to the search radius and the number of unique levels in
initial warped disparity. For one side view with search window
of w×w code length becomes CLMV = nQM log2(w2). The
encoding of these vectors is very similar to the encoding of
the displacements in Block 4 of [8].

C. Least-squares view merging

The fusion method presented in Section IVA is a “hard-
decision” warping, based on the closeness of the reference
views, and it does not make the best use of the fact that each
non-occluded pixel in Wm

k,l contains a noisy estimate of the
corresponding pixel’s value in the side view. We introduce
the selector δmk,l(i, j) which equals 1 for a non-occluded pixel
Wm

k,l(i, j), and 0 otherwise. We use the following algorithm
to merge the warped reference views. Over all warped views
in Γref , obtain for each pixel a classification based on the
number of reference views in which it was a non-occluded
pixel. In our setting we have M reference views in Γref so
overall we have at most 2M classes for each pixel. In Fig. 3
we show by different colors the resulting classes of the pixels,
c = 0, 1, . . . , 2M − 1. For a pixel (i, j) belonging to class c,
we evaluate the merged Wk,l(i, j) as:

Wk,l(i, j)=

M∑

m=1

Wm
k,l(i, j)δ

m
k,l(i, j)θ

c
m,

where the optimal parameters Θc = [θc1, θ
c
2, . . . , θ

c
M ] are

obtained for each class by performing a least-squares design
by minimizing the sum of residuals for every pixel (i, j)
belonging to class c in the model:

Lk,l(i, j)=Wk,l(i, j) + ε(i, j).

D. Sparse filter design

It is the task of the last prediction stage to find which
regressors are useful in a prediction template convolving the
merged warped image Wk,l with a sparse predictor. We
have used the candidate template as a square window with
dimensions 7 × 7 pixels. The design procedure is the same
as in [8], which was operating on the regions having the
same disparity. The only big difference is that in [8] the
convolution was used over several neighbour views, since they
were already well aligned, while here we only perform the
final convolution on Wk,l by a specific sparse predictor.

Fig. 3. Example of the 32 classes considered in view merging for view
(023, 004) in S2.

V. EXPERIMENTAL RESULTS

The original HDCA dataset for JPEG Pleno core exper-
iments consists of four sets, denoted by S2, S6, S9, S10 of
21 × 101 views at 2160 × 3840 resolution. In accordance to
the JPEG Pleno core experiments, we consider only a subset
of 11× 33 views, where each view is cropped center-wise to
Full HD size of 1080×1920. Bit rates reported are total code
lengths divided by the amount of pixels in the subset. For the
experiments the new codec, labeled here as TUT, was used
for encoding the HDCA data set S2.

A. Large set of references in checkerboard arrangement

In this experiment we have used a checkerboard arrange-
ment of the reference views (starting from the top-left corner)
with disparities quantized at nQ = 511 levels. This con-
figuration provides good results at high bit rates. The color
references were encoded by JPEG 2000 and the reciprocal
depthmap was compressed by CERV. Since in [10] are pro-
vided only 5 reciprocal depthmaps, the missing disparities for
the rest of the references were obtained by warping from the
five CERV compressed reciprocal depthmaps (by using the
block “Collect Warped Depthmap/Segmentation”). Only the
baseline of Subsection IVA was used in the codec (Subsections
B, C, and D were not used). The results of PSNRY UV are
shown in Fig. 4. A comparison with encoding all the views by
JPEG 2000 is presented, showing a big improvement by the
TUT method. This comparison is relevant for the use cases
when one may want to use encoding tools only from the
JPEG 2000 system, which is license free, and does not want to
use more advanced video coding methodology, which require
licensing. No comparison with existing light field compression
methods can be shown since there are no public results in the
literature for HDCA dataset.

B. Sparse set of references

In Fig. 5 we present results under same experimental
conditions as above for the case of only 5 references (corners
plus the center of the view array). We present results over
the set S2 for various quantization levels nQ for disparity.
Only the baseline of Subsections IVA was used in the codec



Fig. 4. Rate-distortion performance for a high-density set of references in
checkerboard configuration for S2.

Fig. 5. Rate-distortion performance for a sparse set of only 5 references for
S2.

(Subsections B, C, and D were not used). Fig. 5 shows the
improvement in performance as nQ increases from 67 to 255.

C. Improvements by each prediction stage

To illustrate the performance of stages IVA, IVB, and IVC
from Section IV we report rate distortion at each of these
stages, reported in Table I. Adding the stage IVB improves
by 0.6 dB and adding the stage IVC improves by more than
2.3 dB at the tested bit rates 0.03, 0.05 bits per pixel. Adding
the stage IVD to the chain IVA+IVB+IVC did not improve
significantly yet, most likely due to implementation issues.

VI. CONCLUSIONS

The new codec presented was shown to obtain favorable
results for the encoding of HDCA data when compared to

TABLE I
COMPARISON OF DIFFERENT STAGES FOR PREDICTION PRESENTED IN

SECTION IV, FOR nq = 128

PSNR
Method BITRATE = 0.03 BITRATE = 0.05
IVA 35.68 35.79
IVA+IVB 36.30 36.42
IVA+IVB+IVC 38.63 39.00

the baseline JPEG 2000. More experiments, under various
experimental conditions, are needed for fine tuning the various
elements of the scheme. The scheme has the potential to
improve when a full rate-distortion procedure will be im-
plemented, while promising results were shown here using
intuitive selections of the parameters.
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Abstract—We propose a versatile light field compression
scheme that is organized on hierarchical levels, where all views
belonging to a particular level are encoded using several views
already encoded in the previous hierarchical levels. The new
scheme builds on an earlier version of our codec, and provides
a more generalized functionality with improved view merging.
The operations needed when one view is encoded conditional
on its reference views are: first warping its reference views
to the location of the current view and partitioning the pixels
according to their state of occlusion in various warped versions;
then merging the warped references using one optimal LS merger
for each class of occluded pixels; finally, adjustment of the
overall merged image to the original view by using a sparse
predictor. The new scheme is applied to both plenoptic camera
images and high density camera array data, and is evaluated in
accordance with the JPEG Pleno test conditions. We compare
the performance of the proposed codec to that of the HEVC
anchors defined in the JPEG Pleno test conditions. We also make
comparisons to the performance achieved by our earlier scheme.
The proposed codec is publicly available on GitHub and it was
accepted as the Verification Model (VM) 1.0 software for JPEG
Pleno Light Field coding standard.

I. INTRODUCTION

In this paper, we present an overall architecture for plenoptic
image compression, by collecting together in a single system
a series of tools that we developed for encoding first the
plenoptic camera images [1] and then the high density camera
arrays (HDCA) [2]. The main novel elements of the proposed
scheme are: a) an unitary treatment of both types of light field
data: plenoptic camera data and HDCA data, for the first time
in our framework of warping, merging, and sparse prediction;
and b) introduction of hierarchical encoding of the references,
resulting in a flexible architecture. Two important aspects of
the system are view warping and sparse prediction and for this
we call the system WaSP (warping and sparse prediction) for
short. When the scheme is used with an intra codec, e.g. JPEG
2000, it offers backward compatibility in JPEG family, and at
the same time, it achieves results close to the results obtained
by the inter coding with HEVC [3] (which is the inter coding
method of choice used in the literature for plenoptic camera
image compression, often in pseudo-sequence configuration).
The two different types of light field data have quite different
features, out of which the most important for compression
is the range of disparities: the sub-aperture images (SAIs)
obtained from a plenoptic camera have very small disparity

between consecutive views in the array, while the disparities
are much larger for the HDCA case. There are several codecs
exploiting the redundancy between several SAIs obtained with
plenoptic camera by 4D local prediction implemented with
sparse prediction [1], using disparity information [4], and
there are also methods performing well even without disparity
information [5]. For HDCA data compression the use of
disparity information is essential and a very precise model
for warping is important, as we have used in [2].

The contributions submitted to the ICIP 2017 challenge on
plenoptic image compression [5] [6] form a good sample of
the recent research in the area, where heavy demands on the
plenoptic imaging are set: views may have a large resolution
(4K images in the case of HDCA data [7]), and the arrays
of angular views can also have very large dimensions in the
order of thousands of views. However, it is rather difficult to
compare the results from various papers, since quite different
methodologies of reporting are used. The situation changes
with the development of the new JPEG Pleno Light Field
standard [8] [9], where a rigorous testing procedure is followed
and the results are easier to compare. A publicly available
set of results obtained with all contributions from ICIP 2017
challenge are published in [10].

In Section II we present the general structure of the encoder
followed by Section III discussing the hierarchical structure
of the encoding process. Section IV provides details on both
depth and color view prediction, and Section V presents
color residue encoding. Finally in Section VI we provide
our experimental results, and finish with conclusions and
discussion in Section VII.

II. THE GENERAL STRUCTURE OF THE ENCODER

We present in Fig. 1 the general structure of the encoder,
formed of three larger modules: the first encodes indepen-
dently the views at the lowest hierarchical level, the second
encodes inverse depth maps for N views, and the third, which
is the main module, performs the warping, merging and sparse
prediction at each view, except for the views at the lowest
hierarchical level.

The outputs of the modules are local bitstreams, marked in
red, that are written to the main bitstream. At the same time,
the encoder decodes all bitstreams, producing variables that
are needed inside the encoder and saves them to the encoder
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Fig. 1. Block diagram of WaSP encoder. Data types for the input of the different blocks are illustrated. In this variant we use JPEG 2000 for encoding both
color and inverse depth and this is indicated by the data type JP2.

Fig. 2. The core functionality (warping, merging, sparse prediction, and residual encoding) of the main encoding block of WaSP in more detail. This block
is performed for all views which have references at lower hierarchical levels.

memory marked in green (so that the encoder can utilize
prediction using the same available information existing at
the decoder). Notable such variables are the decoded reference
views, the decoded inverse depth maps, and the camera center
information which are all needed for running the main module
for each of the views. Writing of the camera centers data
into encoder memory and bitstream happens outside main
block and it is performed prior to starting the main encoding
block. The encoder memory can reside either on disk or on
random-access memory (RAM). WaSP uses the hard drive to
store the intermediate decoded views thus keeping the RAM
requirements low.

The first functional block is the one in dash line in the
upper left corner of Fig. 1, which performs the encoding of
the references at the lowest hierarchical level using JPEG 2000
indicated by the orange box with dotted line border. In this
paper we report results only with JPEG 2000 as the reference
view codec. However, JPEG 2000 can be replaced by any other
suitable image codec.

The second functional block encodes the inverse depth maps
for N views, which will be used for synthesizing inverse depth
maps at subsequent views, that will again serve as references
for other views. This block is illustrated in Fig. 1 as the dash
line block in the lower left corner. The encoder for the inverse
depth maps is JPEG 2000, and is marked as the orange boxes
with dash dot border. Again, any other suitable encoder, such
as the lossless crack-edge–region–value codec CERV [11],
can be implemented here if needed by the application. The
number N of views for which the reference inverse depth
maps are encoded can be as low as one, in which case a
lot of occluded pixels have to be in-painted before getting a
reasonable reconstruction of the depth at any other view. For a
better reconstruction one can use for example N = 5 inverse
depth maps as in the case of HDCA data (center plus four
corners, see [12]). In the case of lenslet images we generated
a large set of inverse depth maps using the method [13] with
small adaptations, so that one can use inverse depth maps for
any desired number N of reference views.



The main module of the encoding scheme in Fig. 1 is
the large module on the right with dash line border and is
illustrated with more detail in Fig. 2. This module runs for
each view except the for views at the lowest hierarchical level.
This main module, at the current view (k, l) belonging to
hierarchical level HL, will require as its inputs the inverse
depth maps and the color of certain views from the previous
hierarchical levels, 1, . . . ,HL−1. The hierarchical dependency
between the views is described in Section III, while the
functions of the blocks inside the main module are described
in Section IV.

III. HIERARCHICAL STRUCTURE OF ENCODING

In this section we describe the hierarchical encoding of
WaSP which allows random access capabilities and provides
the encoding quality.

The angular random access capability can be defined as
the number of views that have to be decoded before any
single view can be decoded. One can have a flexible setting
of the random view access by organizing the encoding of
the views according to hierarchical levels HL, where first
hierarchy HL = 1 is formed by the central view (or any
other preferred view); second hierarchy HL = 2 contains all
views that should be decoded using only the central view;
third hierarchy HL = 3 has the views that can be decoded by
decoding first any views from the preceding two hierarchies;
and the overall number of hierarchies being set according to
the requirements.

For low bitrates just a small number of references on a
small number of hierarchical levels are sufficient for encoding
the light field. For example at the lowest bitrate there is a
single reference, situated at HL = 1 with all other views
being synthesized from this one view. At highest bitrate we
may have HL = 6 levels of hierarchy, with about half of
the views being references (specifically those in the levels
HL < 6) while the level HL = 6 contains only views that
are not used as references for any other view. Fig. 3 illustrates
the view hierarchy configuration for an encoding of a light
field captured with a plenoptic camera.

If the best encoding efficiency is targeted, the number of
hierarchical levels is unconstrained, and should be larger if
the bitrate is higher. While if random access is targeted, one
could use for example a single reference level with a single
reference view (e.g. the center view) at all bitrates.

The hierarchical encoding and decoding of WaSP allows for
parallel implementation. While in this paper we do not present
results on a parallel implementation, we note that an efficient
parallel implementation is possible since all of the views at
a certain hierarchical level can be encoded and decoded in
parallel.

For a reference view (k, `) situated at hierarchical level
HL = n, we call a basin of attraction all the views situated
on hierarchical levels HL > n that use (k, `) as one of their
references. In Fig. 4 the center view at HL = 1 works as
a reference to 8 views at HL = 2. Rate allocation between
hierarchical levels varies, as indicated by R1 and R2 in Fig.

4. Usually Ri < Rj , when i > j, since prediction performance
increases towards the higher hierarchical levels.

For one (k, `) situated at hierarchical level HL = n we call
basin of influence the set of all the reference views situated on
levels HL < n, that are used by (k, `) as one of its references.
References for a view at HL = 3 are illustrated occupying two
lower hierarchical levels HL = 1, 2 in Fig. 5.

IV. ANGULAR VIEW PREDICTION

The main encoding module is the one used in all hierarchical
levels HL > 1, for encoding conditionally any view having as
references other views that have already been encoded.

We denote Dk,` the inverse depth map and Lk,` the RGB
image at the view (k, `). The two key elements for efficient
coding are the conditional encoding of Dk,` and Lk,` based
on previously decoded inverse depth maps and color views.
In Fig. 2 the decoded inverse depth maps and color views
are labeled D̂k,` and LDECk,` respectively. The process of
conditional color coding is based on a warping-merging-
sparse prediction stage. The process of obtaining the geometry
information needed for performing the warping is discussed
first.

A. Creating disparity maps from inverse depth maps

In this section we present the technique for obtaining
disparities between the angular views of the light field from
a single depth map estimated at a single view. The depth
map of the scene for the center view can be estimated by
a number of different methods, see [14] for a discussion of
recent algorithms. Synthesizing the depth at any other view
can be done by warping if the distances along the horizontal
and vertical directions between the angular views are known.
These warped depth maps can be used to provide the necessary
disparity at the higher hierarchical levels for efficient view
warping in view prediction.

Let us denote the coordinates of center of the camera for
the view (k, `) as (Cy(k, `), Cx(k, `)). The disparity along the
horizontal direction between a scene point in the reference
view (k0, `0) and the same scene point in the view (k, `) is
given by

H(i, j) =
fBx
ξ(i, j)

=
f(Cx(k, `)− Cx(k0, `0))

ξ(i, j)
,

where Bx = Cx(k, `)−Cx(k0, `0) is the baseline (the distance
between the centers of the views over horizontal direction),
and ξ(i, j) is depth at pixel location (i, j) in view (k0, l0).
Similarly, the vertical disparity is given by

V (i, j) =
fBy
ξ(i, j)

= ByDk0,`0(i, j),

where By = Cy(k, `)−Cy(k0, `0) and the inverse depth map
has the elements Dk0,`0(i, j) = f

ξ(i,j) . These two disparities
can be used for warping the color image Lk0`0 of the view
(k0, `0) to the view (k, `) as follows:

Wk0,`0
k,` (i+ V (i, j), j +H(i, j), ν)=Lk0,`0(i, j, ν) (1)



Fig. 3. The split of the angular views obtained
from a plenoptic camera into six reference layers.
As a configuration example, one can use as ref-
erences all red marked views from HL = 1, 2, 3
(which are encoded conditionally as shown in
Fig. 4 and 5) and all remaining views are encoded
conditionally based on the existing reference
views.

Fig. 4. The reference views in hierarchical level
HL = 2 have as their reference the central view
(the reference at HL = 1). Hence the basin of
attraction of the reference HL = 1 contains all
reference at level HL = 2.

Fig. 5. The particular reference view (1, 5),
from the hierarchical level HL = 3, has three
references from HL = 2: (3, 3), (7, 3), (3, 7)
and one from HL = 1: (7, 7). These four
references are contained in the ellipse marking the
basin of influence for the reference view (1, 5).

where each shift is performed with an integer number of pixels
with the need of truncating V (i, j) and H(i, j) prior to their
use in (1). Here ν stands for color component index.

In order to compute the disparities, one needs the baselines
and the inverse depth map with elements Dk0,`0(i, j), which
are initially given as real valued numbers. The precision
needed for storing the elements of the inverse depth map
can be found by studying the truncation process needed in
the warping formula (1), where the real values V (i, j) and
H(i, j) are anyway truncated to integers. For example, if we
denote HM (i, j) = (Cx(kM , `M )−Cx(k0, `0))Dk0,`0(i, j) the
highest (in absolute value) horizontal disparity of the pixel
(i, j), which is obtained at the farthest view (kM , `M ) from
the reference coordinates (k0, `0), then we obtain the largest
sufficient integer truncation as H̄(i, j) = b(Cx(kM , `M ) −
Cx(k0, `0))Dk0,`0(i, j)e. The disparities at views closer to
(k0, `0) will be obtained by truncating the appropriately scaled
elements of HM .

B. Warping inverse depth maps and the color views using
camera centers

We present in Algorithm 1 the pseudo code for the warping
of several reference views (kc, `c) ∈ Γref to one target view
location (k, `), that is an extension of the warping process
presented in [15]. The geometry of warping is the same for
warping a color view or a inverse depth map, so they are
presented in the same pseudo code.

We denote all valid coordinates of the image by Ω0 =
[1, . . . , nr]×[1, . . . , nc]. The warping operations are displacing
the pixel (i, j) to a new coordinate (in, jn), and as long as the
new coordinate is in Ω0, the pixel color Lkc,`c(i, j) from the
source is copied to the warped location, as W [kc,`c]

k,` (in, jn).

However, in case of collisions, when several different pixels
(i, j) are warped to the same (in, jn), the pixel color corre-
sponding to the highest inverse depth is kept for (in, jn) and
this inverse depth value is stored in D[kc,`c]

t (in, jn).

C. Merging the warped color views

Merging the warped color views,W [kc,`c]
k,` , at the target view

(k, `) based on the occlusion classes of the warped pixels was
introduced and presented in detail in [2].

The metadata information that is needed for color view
merging is encoded using 16-bit integers. This metadata in-
cludes the coefficients of the LS merger. For low bitrates,
the merging process can be done using fixed weights, derived
according to the distance between the current view and the
view that was warped. Encoder signals to the decoder whether
or not fixed weights are used. In the case of using the fixed
weights only a single scaling parameter is encoded instead of
the LS merging weights.

Due to the various angular coverage by the reference views,
occlusion at one reference will be likely to be solved (to
become well-defined) when tackling another reference. In the
end, just possibly few pixels are undefined, and from what
we observed they are isolated pixels (or groups of very few
pixels), which can become defined as usual, by post processing
the merged image using a median filter.

D. Merging the warped inverse depth maps

The merging of the inverse depth maps D[kc,`c]
k,` computed

by Algorithm 1 for the target view (k, `) presents virtually the
same difficulties and challenges as for the color views. While
for the color view we can design optimal merging, for inverse
depth maps this is often not the case, since we usually do



Algorithm 1 Inverse depth and color view warping of the
reference views with indices in Γref = {(kc, `c)}, to the target
side view (k, `). The merging of the multiple warped color
values is presented in detail in [2].

1: Input: The inverse depth maps Dkc,`c and color images
Lkc,`c at the reference views in Γref ; the coordinates
{Cx(kc, `c), Cy(kc, `c)} of the camera centers for all
views in Γref ∪ (k, l).

2: for (kc, `c) ∈ Γref do
3: Initialize ∀(kc, `c, i, j, ν):

D[kc,`c]
k,` (i, j) = −∞, W [kc,`c]

k,` (i, j, ν) = −1
4: ∆y = (Cy(k, `)− Cy(kc, `c))
5: ∆x = (Cx(k, `)− Cx(kc, `c))
6: for i = 1, . . . , nr do
7: for j = 1, . . . , nc do
8: V (i, j) = Dkc,`c(i, j)∆y
9: H(i, j) = Dkc,`c(i, j)∆x

10: Dd = Dkc,`c(i, j)
11: jn = j + bH(i, j)e
12: in = i+ bV (i, j)e
13: If ((in, jn) ∈ Ω0)&(D[kc,`c]

k,` (in, jn) < Dd)
14: D[kc,`c]

k,` (in, jn) = Dd
15: W [kc,`c]

k,` (in, jn, ν) = Lkc,`c(i, j, ν), ∀ν
16: end for
17: end for
18: end for
19: Output: Warped inverse depth maps D[kc,`c]

k,` and warped
color images W [kc,`c]

k,` at the target side view (k, `) from
all references (kc, `c) ∈ Γref .

not have access to ground truth inverse depth at all the views.
We selected to use an algorithm of merging that requires no
additional parameters. In the case of multiple values found by
various warped versions at one pixel, we take the median of the
values as the winner. We note that the other merging variants,
used for color warped images, are too expensive to be used for
inverse depth merging at lower rates, and are often not useful.
Further developing of the inverse depth map merging will be
done in the future.

E. Sparse predictor design

The sparse predictor design was described at length in
[16]. The configuration information for the encoder identifies
the structure of the template from where the regressors are
selected and the number of regressors to be used. The bitstream
will contain the locations of the chosen regressors, and the
values of the prediction coefficients corresponding to those
regressors.

V. COLOR IMAGE ENCODING

Any tool for encoding 2D images can be linked to WaSP,
and in the version reported in this paper WaSP uses JPEG
2000 for the initial encoding of the reference color and inverse
depth views. For subsequent views the color residuals are also

Fig. 6. Encoding results on the data set greek. WaSP outperforms HEVC at
all tested rates.

Fig. 7. Encoding results on the data set sideboard. WaSP outperforms HEVC
at the lower rates.

encoded using JPEG 2000. We used the free implementation
offered by Kakadu.

The JPEG 2000 can be called in a variant for encoding RGB
images on 16 bits (well suited for our 10 bits RGB images)
where one has to specify in the call the full amount of bits to
be used for the view. These bit budgets are determined from
the allocated bitrate at each hierarchical level. We note that in
the levels HL > 1, each residual image (original image minus
predicted image) is sent to the RGB encoder.

VI. EXPERIMENTAL RESULTS

We report WaSP encoding results on a selection of data
sets from [17] using JPEG Pleno VM 1.0 version of WaSP.
Results are reported on data sets greek, sideboard, and Set



Fig. 8. Encoding results on the data set Set 2. WaSP outperforms HEVC at
low to medium rates. Compared to our earlier method [2] the new hierarchical
scheme of WaSP shows clear improvement at medium to high rates.

2. Results shown in Fig. 6, 7, and 8 illustrate our new
codec’s performance against HEVC. The HEVC anchors were
obtained from [18]. Fig. 8 also shows improved performance
compared to our earlier HDCA encoding method [2].

In Fig. 6 we see WaSP outperforming HEVC at all tested
rates on the PSNRYUV metric described in [18]. The difference
in favor of WaSP grows at the lower rates. In Fig. 7 WaSP
can be seen outperforming HEVC at the lower rates, while
at the higher rates the difference becomes negligible. In Fig.
8 WaSP performs substantially better than HEVC at low to
medium rates. Set 2 is an example of HDCA data where large
disparities between views need to be compensated by warping.
WaSP has an effective warping and merging mechanism which
provides better results relative to HEVC especially at low rates.

WaSP outperforms our earlier results [2], labeled TUT,
on Set 2 with significant improvement at the higher rates,
as shown in Fig. 8. Improvements are mainly due to the
increase in view prediction quality due to the hierarchical
scheme. As the encoder proceeds towards higher hierarchical
levels it is able to use redundancies from adjacent and nearby
views efficiently, whereas our earlier method relied on the
“four corners plus center” reference view configuration in view
prediction.

VII. CONCLUSIONS

We propose a plenoptic coding framework WaSP that has
been adopted by the JPEG Pleno Light Field work group as
the initial version of the VM software for the upcoming JPEG
Pleno Light Field codec.

The hierarchical structure was shown to improve the com-
pression performance compared to our earlier methods while
allowing a systematic approach for setting various degrees
of random access in the bitstream. In addition, we report
results in accordance with JPEG Pleno common test conditions

document, and we show improved performance relative to the
HEVC anchors used by the JPEG Pleno work group.

Further alternatives of the current blocks of the en-
coding scheme will be tested in the future. The source
code of WaSP for the VM 1.0 version is available at
https://github.com/astolap/WaSP.
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ABSTRACT In this paper we introduce a new light field codec, dubbed WaSPR (warping and sparse
prediction on regions), which has additional features and improved performance when compared to our
recently introduced WaSP (warping and sparse prediction) codec. We present in detail the overall scheme,
including the initial WaSP structure, and the additional new features of WaSPR, including a region based
sparse prediction stage, and the addition of a more efficient way to encode the prediction residuals by
including separate inter-view coding of residuals obtained at each hierarchical level. The new scheme is
demonstrated to improve over both modes of the JPEG Pleno Verification Model software version 2.1, and
is shown to provide competitive results when compared against several recently published light field codecs.

INDEX TERMS Light field coding, image coding, plenoptic, multi-view.

I. INTRODUCTION
Light field imaging technologies encompass a wide variety of
methods for recording the plenoptic representation of light.
The origin of the research into the plenoptic representa-
tion of light dates back to the early 20th century [1], [2]
with substantial advancement after the introduction of digital
imaging [3], [4]. Nowadays, there exist plenoptic cameras for
consumer [5] and industrial use [6]. In addition to plenoptic
cameras, the research community has been using camera
arrays for digital sampling of light fields. Both plenoptic
cameras and camera arrays produce data that have charac-
teristics different to those of 2D images due to the higher
dimensionality which originates from the recording of the
directional information of light rays. The direction of the light
rays can be considered as additional sampling in two dimen-
sions resulting in the commonly applied 4D parameterization
used for light fields. Compared to traditional 2D imaging
technologies, the higher dimensionality of light fields allows
for post-processing of light fields into a 3D model of the
scene, or into several 2D images each corresponding to a
different view point of the scene. For this reason light field
imaging has gathered much interest from research and indus-
trial communities.

Our earlier light field compression methods evolved from
compression of plenoptic camera images [7] and high-density

The associate editor coordinating the review of this manuscript and
approving it for publication was Victor Sanchez.

camera array (HDCA) images [8] into a general light
field coding architecture dubbed warping and sparse pre-
diction (WaSP) [9]. Light fields acquired from plenoptic
cameras and camera arrays are both interpreted in the 4D
prediction framework and the WaSP method is an efficient
coding tool for light fields of both types. This property to
some extent differentiates WaSP from many other light field
coding algorithms, as explained in Section I-C, with several
of the algorithms designed to be efficient or practical with
only one type of light field data. After being published to
the JPEG Pleno Light Field work group in the 80th JPEG
meeting in Berlin, WaSP was selected as the verification
model (VM) software for VM1.0 [10], VM1.1 [11] and as the
4D prediction mode in VM 2.1 [12], all which have been used
by the research community for evaluating the performance of
light field coding algorithms as will be further discussed in
Section I-C. For further discussion of JPEG Pleno light field
coding, we refer the reader to [13] and [14].

This paper has two goals: firstly, it presents in detail the
architecture and the design of the WaSP light field codec,
which is the basis for 4D prediction mode of the JPEG Pleno
Light Field draft standard. We introduced WaSP earlier in a
conference paper [9], and its publicly available [15] imple-
mentation was adopted as the VM 1.0 and 1.1 of JPEG Pleno
standardization activity, being also already cited and used as
an anchor in the scientific literature. To complete the descrip-
tion ofWaSPwe present here in more detail the scheme of the
initial WaSP codec. Secondly, we introduce a more advanced

176820 This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see http://creativecommons.org/licenses/by/4.0/ VOLUME 7, 2019



P. Astola, I. Tabus: Coding of Light Fields Using Disparity-Based Sparse Prediction

version of WaSP, called warping and sparse prediction on
regions (WaSPR), with inter-view residual coding and more
efficient region-based sparse prediction producing state-of-
the-art results. Moreover, we show that on densely sampled
light fields WaSPR turns out to have better performance
compared to the 4D transform mode of the JPEG Pleno Light
Field draft standard [14].

The paper is divided as follows. In Section I-A we present
the notation and definitions of the light field data as used by
the encoder. In Section I-B we describe the most common
acquisition methods for the light fields used in this work.
In Section I-Cwe briefly describe the recent light field codecs
found in the literature. In Sections II and III the full architec-
ture and warping based view prediction of WaSP andWaSPR
are described in detail. In the rest of this paper the intersection
of the elements of WaSP andWaSPR is denoted as WaSP(R).
In Section IV the new region-based sparse prediction scheme
is described. Section V discusses the usage of auxiliary
codecs in encoding of texture and normalized disparity [16]
data, and presents the inter-view residual coding scheme of
WaSPR. In Section VI the hierarchical structure of the codec
is detailed together with a discussion of the rate-distortion
(R-D) optimization algorithm for the view prediction residu-
als. In Section VII details on the codestream of the proposed
codec are specified. R-D results are provided in Section VIII,
and finally conclusions are provided in Section IX.

A. DEFINITIONS AND NOTATIONS
We use the parameterization of the plenoptic function by two
planes: the first, having coordinates (t, s), being the angular
view point plane, and the second plane having coordinates
(v, u) in any angular view as illustrated in Figure 1. The
array of angular or sub-aperture views is indexed by the
rectangular grid,

t ∈ {0, . . . ,T − 1},

s ∈ {0, . . . , S − 1}, (1)

and each sub-aperture view, or sub-aperture image, is defined
as a rectangular array of pixels,

v ∈ {0, . . . ,V − 1},

u ∈ {0, . . . ,U − 1}. (2)

All the texture and disparity data to be encoded are defined
over the above two grids, hence being considered 4D data,
and we call 4D prediction the operations involving simulta-
neously the data at various indices along the four coordinates,
while 2D prediction (or encoding) refers to operations involv-
ing only the coordinates (2).

The texture component of the light field is defined on the
above two grids (1) and (2), where the color component c
of a single pixel is identified as X (t, s, v, u, c), where c ∈
{0, . . . ,Nc − 1} is the color index with Nc being the num-
ber of color components. We refer to the entire texture part
light field as X, which is a five-dimensional array, with the
generic element X (t, s, v, u, c) having the limits of the indices

FIGURE 1. In the 4D two-plane parameterization of light fields, each
angular view or view point (t, s) will have its corresponding sub-aperture
image, sampled on the plane (v,u).

given by (1), (2) and c ∈ {0, . . . ,Nc − 1}. We refer to the
angular view at coordinates (t, s) as the V × U × Nc color
image X(t, s), and hence the data to be encoded is the set of
texture views,

{X(t, s)}0≤t≤T−1;0≤s≤S−1. (3)

The final decoded light field data is identified by the super-
script dec on the corresponding elements of the input texture
views, e.g.,

{Xdec(t, s)}0≤t≤T−1;0≤s≤S−1.

In the process of warping the texture views we use additional
input data specifying the normalized disparity, defined as
Z̃ (t, s, v, u) on the same two grids (1) and (2). We refer to
the normalized disparity angular view at coordinates (t, s) as
the V × U image Z̃(t, s). All normalized disparity views are
defined as a set,

{Z̃(t, s)}0≤t≤T−1;0≤s≤S−1, (4)

from which the encoder uses as input data only a very sparse
subset. Since normalized disparity data is needed also at the
decoder, we denote Z̃dec the decoded normalized disparity
data, which is used for warping operations at both the encoder
and the decoder.

During the view prediction stage of a given angular view
(t, s), the already processed (encoded and decoded) views
are used for prediction. The prediction stage includes a
disparity based warping followed by a merging procedure,
in which multiple warped views are blend together to form
a more complete prediction. We denote the predicted texture
view, obtained after the actions of warping and merging,
as Xdec

merged(t, s), and similarly for the normalized disparity

view Z̃dec
merged(t, s). Due to occlusions some pixel locations

of the merged views may still have an undefined value.
The merged views are further subjected to inpainting,
in which the relatively sparse set of pixel locations miss-
ing in all of the warped views are filled with neighboring
values. We denote the inpainted texture views of the light

VOLUME 7, 2019 176821



P. Astola, I. Tabus: Coding of Light Fields Using Disparity-Based Sparse Prediction

field as Xdec
inpainted(t, s) and similarly for normalized disparity

Z̃dec
inpainted(t, s).
Each view X(t, s) of the light field array has an associated

hierarchical level H (t, s) ∈ N reflecting the order in which
the views are predicted one from the others. These levels are
marked in a T × S hierarchy matrix H. The following matrix
illustrates a possible view configuration for T = S = 5 with
highest hierarchical level hm = 3,

H =


1 3 2 3 1
3 2 3 2 3
2 3 1 3 2
3 2 3 2 3
1 3 2 3 1

 ,
where the reference views are located at the center and the
corners of the view array (where the hierarchical level is
H (t, s) = 1), and the subsequent hierarchical levels 2 and
3 are occupied by the rest of the views. For further discussion
of H see Section VI.

There are Nref views on the first hierarchical level of the
light field and their indices in the angular grid are denoted as
(tRi , s

R
i ), where i ∈ {0, . . . ,Nref − 1}. For ease of notations

we refer to a view on the lowest hierarchical level by using
the index i, instead of using its angular indices. Similarly,
the intermediate views in the light field are indexed by (t Ij , s

I
j ),

where the linear index j ∈ {0, . . . ,Nint − 1} is an alternative
way to specify the index of an intermediate view.

Each intermediate view j has its own set of texture refer-
ence viewswith their set of indices denoted as�X

j , and a set of
normalized disparity reference views with their set of indices
denoted as �Z̃

j . The number of texture reference views for
intermediate view j is denoted as NX

j = |�
X
j |, and similarly

N Z̃
j = |�

Z̃
j |. Both the texture, and the normalized dispar-

ity reference views are obtained from the decoded views
Xdec and Z̃dec.

The total number of bits B available for encoding a given
light field X is converted to bits per pixel (bpp) by,

R = B
TSVU

, (5)

whereR is further divided as,

R =
Nref−1∑
i=0

(
Rref
i +RZ̃

i

)
+

Nint−1∑
j=0

Rres
j , (6)

with {Rref
i }, {RZ̃

i }, and {Rres
j }, representing the reference

view rates, the normalized disparity rates, and the view pre-
diction residual rates respectively. The bit depth of the texture
component of the light field X is b, i.e., X (t, s, v, u, c) ∈
{0, . . . , 2b − 1} and bit depth is preserved during encoding
and decoding.

B. LIGHT FIELD ACQUISITION
Light fields are usually obtained either using a plenoptic
camera or an array of conventional cameras as done in the
case of an HDCA. A plenoptic camera, such as the Lytro

Illum, see for example the dataset in [17], differs from regular
digital cameras by having a microlens array in front of the
imaging sensor. The microlens array is a hexagonal grid of
small lenses (lenslets) each covering a small fraction of the
total number of pixels of the imaging sensor. The pixels
under each microlens are illuminated by light rays entering
the main lens from different directions of the scene. This
allows the microlenses to record directional information of
the light rays. The 2D positions on the imaging sensor under
each microlens correspond to different view points (t, s), and
an individual pixel in each view point is indexed by the
microlense index (v, u). The performance of the plenoptic
camera is limited by the dimensions of the imaging sensor and
the dimensions of the microlenses, and this results in a lim-
ited angular and spatial separation between successive view
points. However, the plenoptic camera can be implemented
in a single device, making it a consumer product comparable
to a regular digital camera.

The images acquired by plenoptic cameras are further
processed to obtain a rectified array of views [18], which
is the plenoptic input data considered in the current paper
following the specifications in the JPEG Pleno common test
conditions (CTC) [19]. Compared to the plenoptic camera,
a HDCA produces light fields with higher image resolution
together with wider angular and spatial separation between
view points. In a typical HDCA, each view (t, s) is acquired
with a high resolution imaging sensor producing a higher def-
inition image when compared to the array of views acquired
with a plenoptic camera.

C. LOSSY LIGHT FIELD CODING
Several different approaches for encoding 4D light fields
in lossy manner have been proposed in the literature. The
existing codecs can be roughly divided into: pseudo-temporal
codecs (exploiting existing inter-view redundancies using
existing codecs such as HEVC [20]), transform based codecs
(directly exploiting the 4D structure of the light field), and
predictive codecs (which attempt to exploit directly the 4D
redundancies but use predictive transforms instead of a fixed
transform). Many of the proposed light field coding algo-
rithms try to make efficient use of standardized 2D image and
video codecs in various coding stages. Some of the codecs
are designed for dense light fields (see Figure 2) and others
for sparsely sampled light fields (see Figure 3) with only few
attempting to encode both types of light fields.

The pseudo-temporal encoding approach has been one
of the most prominent in the literature [21]–[25]. Such an
encoder considers the static light field to be a video sequence
obtained using particular scan orders of the views (t, s). The
video sequence can be obtained as a sequence of individ-
ual sub-aperture views [21], but the approach has also been
demonstrated on the raw lenslet image without such pre-
processing [22]. State-of-the-art video codecs are highly effi-
cient in exploiting inter-view redundancies and this property
can be exploited when considering the sub-aperture views
as pseudo-temporal sequence of frames. The rate-distortion
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FIGURE 2. A densely sampled light field with small inter-view disparities.
The figure illustrates a set of 3× 3 views from light field Greek with high
similarity between the sub-aperture images due to the closeness of the
view points (t, s).

FIGURE 3. A sparsely sampled light field with large inter-view disparities.
The figure shows a set of 3× 3 views from light field Set2, illustrating that
large distances between the sampled view points in the (t, s) plane imply
significant differences of the corresponding sub-aperture images. For this
type of light fields, pixel-wise alignment using warping is necessary to
efficiently exploit the inter-view redundancy between the sub-aperture
images.

performance of different pseudo-temporal sequence methods
depends on the scan order of the view points, the choice of
the video codec, and on the tuning of the codecs parameters.
In [23] the light field acquired using a plenoptic camera
is interpreted as a multi-view sequence and the multi-view
extension of HEVC is used in a novel rate allocation scheme.
In [24] the sub-aperture views of the light field are divided
into quadrants with each quadrant exploiting both the center
view, and the neighboring views, within an optimized scan
order. An approach to maximize the inter-view redundancy
on a plenoptic image by designing a suitable coding order of
the views is presented for HEVC in [25].

In [26] a 4D discrete cosine transform (DCT) based codec
for plenoptic camera images is proposed for coding of dense
light fields. Reminding the 2D DCT scheme of the legacy
JPEG codec, the 4D DCT approach divides the sub-aperture
images of the lenslet image into 4D blocks, and each block
is processed by applying 4D DCT, then the significant trans-
form coefficients are specified by a hexadeca-tree, and finally
the significant coefficients are entropy coded. The method is
called multidimensional light field encoder using 4D trans-
forms and hexadeca-trees (MuLE) and serves as the 4D
transform mode in JPEG Pleno Light Field VM 2.1. A joint
homography and low-rank approximation scheme (HLRA) is
used in [27] to first align the sub-aperture views and subse-
quently to obtain a sparse representation of the aligned struc-
ture followed by the use of HEVC for encoding the novel rep-
resentation. HLRA is shown to improve over HEVC pseudo-
temporal sequence coding of dense light fields. In [28] a small
number of sub-aperture images are encoded using HEVC,
and subsequent views are reconstructed using a shearlet trans-
form based prediction scheme. In [29] the plenoptic image is
encoded by a sparse set and disparities. The sparse set and the
disparities are encoded with HEVC and the rest of the plenop-
tic image is synthesized using disparity based reconstruction,
interpolation, and inpainting. In [30] a motion compensated
wavelet lifting scheme is used to encode the sub-aperture
images. Similar to our encoding strategy, the disparity map is
first estimated and subsequently encoded in the codestream.
An elaborated disparity model is used in [16], together with
hierarchical disparity compensated inter-view transform, fol-
lowed by wavelet decomposition and coding using EBCOT
[31]. The scheme is demonstrated in encoding of high reso-
lution HDCA data with R-D performance superior to HEVC.

Our earlier lossy light field codecs are all based on dispar-
ity compensated predictive coding. In [7] the lenslet image
was sliced into a set of non-rectified sub-aperture images
from which a set of reference views were selected. The
reference views were jointly encoded as a subsampled lenslet
image instead of separated images. A segmented version of
the scene depth map at the central sub-aperture view was
encoded and the displacements of a region from central to
all other views were obtained and encoded. For each region
in each view a sparse predictor is designed based on its
neighboring views.

For sparsely sampled light fields with large inter-view
disparities, such as the HDCA images, obtaining a consistent
disparity based segmentation over the light field becomes
difficult due to significant occlusions. Additionally, the large
disparities between neighboring views render the sparse pre-
diction scheme of [7] computationally complex. In [8] the
segmentation based sparse prediction approach was replaced
by optimal prediction based on a fixed set of reference
views with inter-view correspondences obtained from dispar-
ity based warping. Each warped reference view provides a
prediction of the target view, and the final prediction was
obtained using occlusion based segmentation with a separate
least squares predictor for each region in each view. In [9]
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the prediction scheme of [8] was improved by introducing a
hierarchical prediction scheme with residual coding and the
overall method was dubbed WaSP.

Recently several papers [32]–[36] have been published
with comparisons to JPEG Pleno VM implementations of
WaSP for encoding densely sampled light fields such as the
ones obtained with a plenoptic camera. These light fields
represent a subset of the JPEG Pleno datasets [19]. Graph
learning technique is used in [32] at the encoder to capture
the inter-view redundancy of the light field and the resulting
graph is transmitted losslessly. A subset of views are encoded
using HEVC and the remaining views are reconstructed by
solving a minimization problem at the decoder side. The
results demonstrate performance better than VM 1.0. In [33]
a block-based least squares sense optimal linear predictor
is used to predict the light field from a subset of HEVC
encoded reference views with residual encoded using a low-
rank approximation strategy. The scheme is demonstrated to
perform better than both of the encoding modes of VM 2.1 on
dense light fields. An iterative segmentation, known as a
collection of super-rays, is proposed in [34]. A low rank
approximation using singular value decomposition (SVD)
is then performed on the super-rays and the resulting eigen
images are entropy coded using HEVC. The method is
demonstrated for densely sampled light fields and shows
performance gains when compared to VM 1.1. The super-
ray concept was further used together with a reversible graph
transform in [35] where the geometry-aware graph based
transform (GBT) is used instead of the SVD to sparsify
the inter-view redundancies between the super-rays, and
the resulting graph transform coefficients together with the
disparity information are entropy coded using arithmetic
coding. For encoding densely sampled light fields GBT was
shown to offer coding performance exceeding VM 1.1 at
higher rates. In [36] a hierarchical coding strategy based
on Fourier disparity layer (FDL) representation is proposed.
A subset of views are encoded using HEVC from which the
FDL representation is obtained. The FDL is then used to
hierarchically predict subsequent views and view prediction
residual is again encoded using HEVC. The method was
shown to offer improvements over VM 1.1.

In [37] the performance of the WaSP codec was improved
by utilizing a breakpoint adaptive discrete wavelet transform
(BPA-DWT) in coding of the normalized disparity views.
For encoding HDCA datasets, the BPA-DWT approach was
shown to preserve better the discontinuities appearing in
the normalized disparity images. Therefore, the warping and
merging operations of WaSP can utilize the normalized dis-
parity information more precisely and improvements in the
R-D performance were demonstrated. The near-lossless per-
formance of WaSP for encoding of medical light fields was
reported in [38] where it was compared against the near
lossless performance of the 4D DCT transform [26] and the
recent lossless light field codec known as minimum rate
predictors [39].

II. ENCODER ARCHITECTURE
In this section the main parts of the WaSP(R) encoder are
introduced. The light field encoder takes as input a subset
of the texture views (3) and a subset of normalized disparity
views (4). These input views are reference views, or views
at the lowest hierarchical level. The task of the encoder is
to create a bitstream from which the decoder can reconstruct
all the texture views (3). According to the CTC, we consider
experiments where all texture views (3) are available, and
only a small subset of normalized disparity views is available.
We note an important additional functionality: the decoder
can decode from the bitstream the complete set of normalized
disparity views (4), which are lossy reconstructions obtained
in identical way at the encoder and decoder.

The encoder block scheme is shown in Figure 4. The
encoder’s main task is to encode the texture part of the light
field with the lowest possible distortion, given a specific rate
R. In the proposed codec this is achieved by utilizing the
normalized disparity information during the prediction of the
intermediate views. The block scheme for the intermediate
view reconstruction is shown in Figure 5. The intermediate
view reconstruction stage is a combination of hierarchical
texture view prediction and residual coding. Existing image
coding tools, in this work labeled as auxiliary codecs, such as
JPEG 2000 [40] or HEVC, are used for encoding: 1) full tex-
ture views at lowest hierarchical level, 2) texture prediction
residual for intermediate views, and 3) normalized disparity
data at the lowest hierarchical level. In this paper we use JPEG
2000 for encoding the normalized disparity views and HEVC
for encoding the texture and residual views.

A. TEXTURE
We encode RGB or YCbCr views, having Nc = 3, with V
and U being anywhere from 512 for low resolution images,
to 2000 for high resolution datasets. In the experimental
section results are additionally demonstrated on encoding
only the luma (Y) channel for being able to report compar-
isonswith recent light field codecs for which the experimental
results were available for luma channel only. In all our exper-
iments, the bit depth for the texture components is b = 10.

B. NORMALIZED DISPARITY
For each view (t, s) we define the normalized disparity map at
pixel (v, u) as Z̃ (t, s, v, u). The normalized disparity map will
be used for creating horizontal and vertical disparity maps
between a reference view (t1, s1) and any target view (t2, s2),
which are needed for warping the view (t1, s1) to the location
of view (t2, s2). Denoting the center coordinates for reference
and target as Cx(t1, s1) and Cx(t2, s2) respectively, we obtain
the horizontal baseline as,

1x = Cx(t1, s1)− Cx(t2, s2),

and similarly for the vertical baseline,

1y = Cy(t1, s1)− Cy(t2, s2).

176824 VOLUME 7, 2019



P. Astola, I. Tabus: Coding of Light Fields Using Disparity-Based Sparse Prediction

FIGURE 4. WaSP(R) block scheme. The views on the lowest hierarchical level are encoded first. The remaining views of the light field are
encoded in the hierarchical order and the block scheme for encoding the intermediate views is depicted in Figure 5. The decoded reference
texture and normalized disparity views enter the encoder memory from which they are accessed in the view prediction blocks in Figure 5.

FIGURE 5. Main prediction block of WaSPR for intermediate view (t I
j , sI

j ), j ∈ {0, . . . ,Nint−1} together with prediction residual coding using the
auxiliary codec. This diagram is a detailed version of the main encoding block illustrated by a single box in Figure 4.

On the discrete grid, in case of no occlusion, the pixel (v, u)
in view (t1, s1) corresponds to the pixel (v̂, û) in view (t2, s2)
obeying the disparities,

v̂ = v+ bZ̃ (t1, s1, v, u)1ye,

û = u+ bZ̃ (t1, s1, v, u)1xe. (7)

The rounding to the closest integer operation, denoted b·e
in (7), produces the necessary equations for warping with an
integer number of pixels. The subsequent optimal texture pre-
diction operations are introducing further adjustments of the
integer precision warping, resulting in an equivalent overall
warping operation using fractional pixels.

C. TEXTURE RECONSTRUCTION BASED ON WARPED
REFERENCE VIEWS
At each intermediate view X(t Ij , s

I
j ) the texture view recon-

struction includes the following operations:
1) For k ∈ {0, . . . ,NX

j − 1}, pick the k’th view index
(t, s) from �X

j . Since all angular indices in �
X
j belong

to lower hierarchical levels, (t, s) is the angular index

of an already encoded and decoded view. Warp
Xdec(t, s) to obtain the warped view Wk

j . Proceed and

in the end obtain all warped views {W0
j , . . . ,W

NX
j −1

j }.

2) Merge the warped views {W0
j , . . . ,W

NX
j −1

j } and obtain
Xdec
merged(t

I
j , s

I
j ) (see Section III-B).

3) Inpaint Xdec
merged(t

I
j , s

I
j ) to obtain Xdec

inpainted(t
I
j , s

I
j ) (see

Section III-C).
4) Perform sparse filtering to obtain Xdec

pred(t
I
j , s

I
j ) (see

Section IV).
5) Obtain view prediction residual Ej = X(t Ij , s

I
j ) −

Xdec
pred(t

I
j , s

I
j ).

6) Encode Ej using rate Rres
j ; then decode, and store the

result in Edec
j .

7) Add the decoded view prediction residual to the pre-
diction and obtain Xdec(t Ij , s

I
j ) which is the final recon-

struction of the texture.

The warping operation applies a pixelwise horizontal and
vertical displacement on the pixels of the reference view,
and the magnitude of the displacement is obtained as a
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FIGURE 6. Warping a reference view to a nearby camera position yields
almost complete reconstruction. Black regions correspond to scene
points which were not seen by the camera at the reference view location.
The above image is the result of warping the reference view X(0,2)
to the camera position of the target view X(4,2).

FIGURE 7. Warping a reference view to a faraway camera position
produces only a partial reconstruction. Similar to Figure 6 black regions
correspond to pixels which are not seen by the camera at the reference
view location. The above image is the result of warping the reference
view X(20,98) to the camera position of the target view X(4,2). Since the
reference view resides on the lower right corner of the camera array,
the upper and left parts of the view at the target location cannot be
reconstructed using warping of the reference view alone.

multiplication of the normalized disparity with horizontal
and vertical baselines. The warping algorithm is presented
in Section III-A. Step 2 applies the mixing, or merging of
the multiple warped reference views into a single predicted
intermediate view.

The warping operation in Step 1 may introduce areas
of missing pixels which originate from the occluded
areas appearing when changing the view point, as shown
in Figures 6-7. Warping a view to nearby camera position
can be used to construct an almost complete prediction of
the view, as shown in Figure 6. However, for views far
apart in the angular grid, as seen in Figure 7, warping will
introduce large missing areas of pixels due to occlusions.
Increasing the number of neighboring views (see hierarchical
coding of views in Section VI) usually solves the occlusion
problem, leaving only a small number of undefined pixels
in the merged image. In Step 3 to complete the predicted
view the inpainting algorithm of Section III-C is applied on
the merged result. Step 4 applies adjustment of the predicted

view using sparse filtering, see Section IV. Steps 5-7 obtain,
encode, and decode the prediction residual and obtain also
the final decoded view, needed also at the encoder in the case
the current viewwill be used as a reference for encoding other
views. The encoding of the prediction residual is optional and
when targeting extremely low rates the encoding of prediction
residual is usually disabled.

D. NORMALIZED DISPARITY RECONSTRUCTION BASED
ON WARPED NORMALIZED DISPARITY VIEWS
Normalized disparity views are predicted similarly to the pre-
diction of texture views. At each intermediate view (t Ij , s

I
j ) the

reconstruction of the normalized disparity view Z̃dec(t Ij , s
I
j )

includes the following operations:

1) For k ∈ {0, . . . ,N Z̃
j − 1} pick the k’th view index (t, s)

from�Z̃
j and warp Z̃dec(t, s) to obtain the warped view

Gk
j . Proceed and in the end obtain all warped views

{G0
j , . . . ,G

N Z̃
j −1

j }.
2) Merge the warped normalized disparity views

{G0
j , . . . ,G

N Z̃
j −1

j } to obtain Z̃dec
merged(t

I
j , s

I
j ).

3) Inpaint Z̃dec
merged(t

I
j , s

I
j ) to obtain Z̃dec(t Ij , s

I
j ).

The normalized disparity views make no use of the predic-
tion residual since often the normalized disparity views are
obtained for a very sparse subset of views and in some cases
the encoder receives only one normalized disparity view.
Therefore it is not possible to obtain prediction residual for
most of the normalized disparity views. For the same reason
the normalized disparity views are merged using the median
operator instead of the predictive merging algorithm.

III. VIEW PREDICTION
Section II-C already provided an overview of the view pre-
diction algorithm used in WaSP(R). In this section further
details are provided on view warping and on the occlusion
aware predictive view merging algorithm.

A. VIEW WARPING
View warping together with the view merging algorithm of
Section III-B are the first layer of the texture prediction
tools, and they transforms the texture and normalized dis-
parity components of the view (t1, s1), located at the camera
coordinates Cy(t1, s1),Cx(t1, s1), to the camera coordinates
Cy(t2, s2),Cx(t2, s2) of the view (t2, s2). Therefore, view
warping produces a prediction of view (t2, s2) conditional
on texture and normalized disparity at view (t1, s1). The
quality of the prediction is constrained by both the quality
of the normalized disparity at view (t1, s1), the precision of
the camera center coordinates Cy, and Cx, and the quality of
the reference view texture.
The warping procedure described in Algorithm 1 begins

with the initialization of the warped normalized disparity and
the warped texture views at lines 4-9. The pixel values in
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the warped normalized disparity view are initialized to minus
infinity, which enables for quick detection of remaining
undefined pixels after warping. At lines 14-15, for each pixel
(v, u), the horizontal and vertical disparities are obtained by
multiplying the normalized disparity Z̃ (t1, s1, v, u) with the
vertical and horizontal baselines 1y, 1x which have been
obtained from the camera center coordinate arraysCy andCx
at lines 10-11. The obtained disparities Dv,Du are rounded
to the nearest integer. The current pixel coordinates (v, u) at
view (t1, s1) are transformed to the warped pixel coordinates
(v̂, û) at view (t2, s2) on lines 16-17.

The warped pixel coordinates may reside outside the image
dimensions and an out of bounds test is performed at line 18.
If the warped pixel coordinates lie inside the image dimen-
sions the algorithm proceeds to check for a possible occlu-
sion. The occlusion check at line 20 compares the normalized
disparity value at thewarped pixel coordinates (v+Dv, u+Du)
in the warped normalized disparity view to the normalized
disparity value (v, u) at the reference, and overwrites the
warped normalized disparity value only if it is smaller than
the one at the reference. This ensures that pixels from objects
closer to the camera plane are not overwritten by more distant
objects. If the warped pixel coordinates pass the occlusion
test, the warping action takes place at lines 21-25 and the
normalized disparity and texture values of view (t1, s1) at
pixel coordinates (v, u) are copied to the warped normalized
disparity and texture views at (t2, s2) in pixel coordinates
(v+ Dv, u+ Du).

B. TEXTURE VIEW MERGING USING OCCLUSION BASED
SPARSE LINEAR PREDICTION
In this section we present the linear prediction model used in
WaSP(R) for texture view merging. First we describe the sets
of reference texture and normalized disparity views used in
the view merging operations, followed by the introduction of
the occlusion based segmentation used in the linear prediction
stage. Then the method for obtaining the linear prediction
coefficients is described in detail.

Let us consider an intermediate view (t Ij , s
I
j ) with N x

j
reference texture views indexed by the elements of �X

j =

{(tX0 , s
X
0 ), . . . , (t

X
N x
j −1

, sXN x
j −1

)}. The warped reference texture
views are denoted as,

W0
j = Xdec(t

X
0 ,s

X
0 )

W (t Ij , s
I
j ),

...

W
N x
j −1

j = Xdec
(tX
Nxj −1

,sX
Nxj −1

)

W (t Ij , s
I
j ),

and the warped normalized disparity views are denoted as,

G0
j = Z̃dec(t

X
0 ,s

X
0 )

W (t Ij , s
I
j ),

...

G
N x
j −1

j = Z̃dec
(tX
Nxj −1

,sX
Nxj −1

)

W (t Ij , s
I
j ).

Algorithm 1 View Warping of View at Camera Location of
the View (t1, s1) to Camera Location of the View (t2, s2)

1: procedure ViewWarping( ˜Zdec, Xdec, Cy, Cx, t1, s1, t2,
s2)

2: V = {0, . . . ,V − 1}
3: U = {0, . . . ,U − 1}
4: for all v, u do
5: Z̃ (t1,s1)

W (t2, s2, v, u) = −∞
6: for all c do
7: X̃ (t1,s1)

W (t2, s2, v, u, c) = 0
8: end for
9: end for
10: 1y = Cy(t1, s1)− Cy(t2, s2)
11: 1x = Cx(t1, s1)− Cx(t2, s2)
12: for all v ∈ V do
13: for all u ∈ U do
14: Dv = bZ̃dec(t1, s1, v, u)1ye
15: Du = bZ̃dec(t1, s1, v, u)1xe
16: v̂ = v+ Dv
17: û = u+ Du
18: if v̂ ∈ V ∧ û ∈ U then
19: Ẑ = Z̃DEC (t1, s1, v, u)
20: if Z̃ (t1,s1)

W (t2, s2, v̂, û) < Ẑ then
21: Z̃ (t1,s1)

W (t2, s2, v̂, û) = Ẑ
22: for all c do
23: X̂ = XDEC (t1, s1, v, u, c)
24: X̃ (t1,s1)

W (t2, s2, v̂, û, c) = X̂
25: end for
26: end if
27: end if
28: end for
29: end for
30: end procedure

The goal of the encoder is to synthesize, or predict,
the texture part of the intermediate view (t Ij , s

I
j ) using the

information available in both sets {W0
j , . . . ,W

N x
j −1

j } and

{G0
j , . . . ,G

N x
j −1

j }. In the following section we introduce an
occlusion based segmentation used in a sparse subset selec-
tion on the warped pixel values so that only the most relevant
parts of the warped reference views are utilized for interme-
diate view prediction.

1) OCCLUSION CLASSES
For any warped view, due to occlusions, it is possible that not
all pixel locations get assigned a value in the main loop of the
warping algorithm of Algorithm 1. Different reference views
produce different occlusion patterns, and the aggregation of
this information can be used to infer a useful segmentation of
the predicted intermediate view. Each occlusion class corre-
sponds to a different sparse subset of the reference views used
to obtain the best linear predictor involving only the relevant
reference views at each pixel location. We introduce the
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non-occlusion operator δ(G(v, u)) as,

δ(G(v, u)) =

{
1, G(v, u) > −∞ (non-occluded)
0, otherwise,

(8)

allowing to define the vector-state of occlusions at the pixel
(v, u), as follows. The occlusion state at a pixel (v, u) in the
current view (t Ij , s

I
j ) is a binary vector b(v,u)j of length N x

j
having the elements,

b(v,u)j (k) = δ(Gkj (v, u)), k ∈ {0, . . . ,N x
j − 1}.

We introduce the matrix Fj of dimensions V ×U defined by,

Fj(v, u) =

N x
j −1∑
k=0

2kb(v,u)j (k),

where each element Fj(v, u) is a label containing the inte-
ger representation of the binary vector b(v,u)j . The class
Fj(v, u) = 0 corresponds to the pixels where all reference
views are occluded, and therefore is not used for prediction.
In essence Fj is a segmentation with 2N

x
j classes of the pixels

in the warped images Gk
j and Wk

j . The occlusion classes for

intermediate view j are given by the set Cj = {0, . . . , 2N
x
j −1}.

In the following section we describe how to design a set of
merging weights for each of the classes in C.

2) DESIGN OF THE LINEAR PREDICTORS
For a given color component c, the merging weight matrix,
or coefficient matrix 2c

j has dimensions 2N
x
j × N x

j and con-
tains the weights used to obtain the merged intermediate
texture view Xdec

merged(t
I
j , s

I
j ). The merging weights are given

for each occlusion class m ∈ Cj as the m’th row in 2c
j .

The weight of the n’th reference view is given by the n’th
column of2c

j . For a pixel (v, u) belonging to classmwe have
Fj(v, u) = m and the merged intermediate texture view is
evaluated as,

Xmodel(t Ij , s
I
j , v, u, c)=

N x
j −1∑
k=0

W k
j (v, u, c)δ(G

k
j (v, u))2

c
j (m, k).

(9)

The matrix of optimal parameters 2c
j is obtained for each

of its rows by performing a least-squares design for minimiz-
ing the sum of squared residuals

∑
(v,u) (ε(v, u, c))

2 for all
(v, u) so that Fj(v, u) = m, using the linear model (9),

X (t Ij , s
I
j , v, u, c) = Xmodel(t Ij , s

I
j , v, u, c)+ ε(v, u, c),

where ε(v, u, c) becomes a function of the parameters 2c
j

through (9). Hence, the full matrix 2c
j is obtained by solv-

ing 2N
x
j least squares problems. The coefficients are further

rounded to 10 bits in the fractional part, obtaining the index
of quantization,

2
c
j = b2

c
j 2

10
e. (10)

Both the encoder and decoder will use the quantized version
2
c
j /2

10 instead of the full precision 2c
j and the indices of

quantization are written in raw format in the bitstream.
The predicted intermediate view is defined as the linear

combination (9) of the reference views over the occlusions
classes m ∈ Cj using the quantized parameters from (10) and
the model output is further rounded to the nearest integer,
to obey the constraint on the integer alphabet of the decoded
image, resulting in,

Xdec
merged(t

I
j , s

I
j , v, u, c) = bXmodel(t

I
j , s

I
j , v, u, c)e,

with obtained values further clipped to the known range of
pixel values {0, . . . , 2b − 1}.

C. INPAINTING
During the warping process some of the pixels (v̂, û) remain
undefined due to occlusions. These locations can be detected
using the non-occlusion operator (8) after the execution of
Algorithm 1. When predicting an intermediate view with
several reference views the frequency of occluded pixels is
low and their effect on the image can be approximated by salt-
and-pepper noise. Based on this observation, in WaSP(R) we
apply a simple median filtering based inpainting procedure
to fill in the undefined values prior to sparse filtering and
residual coding. The inpainting procedure sequentially scans
the missing values of the image in row-wise scan order, each
time filling them by the median of their (non-occluded) 3×3
neighborhood. Each successfully filled (i.e., filtered) pixel is
then considered as non-occluded and the algorithm quickly
fills the occluded parts of the image with the procedure
repeated until all missing pixel locations are filled. Same
inpainting algorithm is used for both texture and normalized
disparity.

IV. REGION-BASED SPARSE PREDICTION
In WaSPR the region-based sparse filter is used to perform
the final adjustment of the merged and inpainted intermediate
view Xdec

inpainted(t
I
j , s

I
j ), resulting in an equivalent refinement

of the initial integer-pixels warping to a fractional pixel pre-
cision displacements. The sparse filter reduces the magnitude
of the prediction residual by adjusting the texture component
in the Nr different disparity regions defined as a set of pixel
locations,

ϒf = {(v, u)}, f ∈ {0, . . . ,Nr − 1},

with the sparse linear predictors obtained using a greedy
sparse algorithm. Next we will describe how the regions and
their corresponding sparse filters are obtained.

A. OBTAINING DISPARITY BASED REGIONS
The regionsϒf , for which the sparse predictors are designed,
are obtained from the normalized disparity map Z̃dec(t Ij , s

I
j ).

The segmentation process is recursive, each time subdividing
a given region into two new regions, with the threshold being
the median value of the given region. For adequately small
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Nr this simple segmentation process obtains a segmentation
with rather uniform sizes |ϒf |, and for example with Nr = 2
the process obtains a foreground-background segmentation
which we found very useful when using the proposed scheme
for coding of plenoptic camera images at very low rates.

B. DESIGN OF THE OPTIMAL SPARSE PREDICTORS
FOR EACH REGION
Let us denote by Xc(t Ij , s

I
j ) the (V ×U ) matrix that is the c’th

color component of the texture image X(t Ij , s
I
j ). We want a

model for Xc(t Ij , s
I
j ), and we linearize the matrix by columns,

obtaining the (VU × 1)-vectors ȳcj , ∀c ∈ {0, . . . ,Nc − 1}.
For each region ϒf we select the corresponding rows as
(|ϒf |×1)-vectors ycj,f . We express the linear predictionmodel
to be estimated from the set of matrix equations,

ycj,f = Dc
j,f2

c
j,f + ε

c
j,f , (11)

where,

ycj,f ∈ R|ϒf |,

Dc
j,f ∈ R|ϒf |×((N

X
j +1)Nfull+1),

2c
j,f ∈ R(NX

j +1)Nfull+1,

εcj,f ∈ R|ϒf |,

whereNfull = (2Lj+1)2 represents the number of elements in
the spatial template9(v,u) defined as the vector of coordinate
pairs,

9(v,u) = [(v− Lj, u− Lj),

(v− Lj, u− Lj + 1), . . . , (v+ Lj, u+ Lj)],

and Lj is a configurable parameter for the filter usually in the
range of {1, 2, 3}. The p’th row of the regressor matrix Dc

j,f is
constructed in the following way,

1) p’th row ofDc
j,f corresponds to a value at pixel location

(v, u) ∈ ϒf ,
2) the columns k, k ∈ {0, . . . ,Nfull − 1} of the p’th row in

Dc
j,f are defined as a specific neighbor in the regressor

template 9(v,u) for the intermediate view j,

Dcj,f (p, k) = Xdec(tj, sj, v̂, û, c),

3) and the rest of the columns (n + 1)Nfull + k of the
p’th row in Dc

j,f are defined as a specific neighbor in
the regressor template 9(v,u) for reference view n ∈
{0, . . . ,NX

j − 1},

Dcj,f (p, (n+ 1)Nfull + k) = Xdec(tXn , s
X
n , v̂, û, c),

where (v̂, û) = 9(v,u)(k) and (tXn , s
X
n ) ∈ �

X
j .

The last column of Dc
j,f is set to ones and corresponds to the

bias term used in the model. The Nc least squares problems
for the model (11) are min2c

j,f
‖εcj,f ‖

2, each having the full
model solution,(

Dc
j,f
TDc

j,f

)
2c
j,f = Dc

j,f
T ycj,f .

The task of the sparse predictor is to select the sets Icj,f each
with onlymjmost relevant columns, where the value ofmj is a
configuration parameter common to all color components and
is usually in the range of {5, . . . , 25}. The sparse supports,
i.e., the column indices of the mj non-zero elements of 2c

j,f
are denoted by Icj,f ⊂ {0, . . . , (NX

j + 1)Nfull}. The non-zero
elements of the vector2c

j,f are denoted by θ
c
j,f , and the sparse

prediction model can be written as,

ŷcj,f = Dc
j,f2

c
j,f = Dc

j,f ,Icj,f θ
c
j,f = D̃c

j,f θ
c
j,f ,

where D̃c
j,f is the submatrix of Dc

j,f , containing only the
columns with indices in Icj,f . The design of the sets Icj,f
can be handled by a variety of sparse recovery algorithms.
In this work we have used the optimized orthogonal match-
ing pursuit approach, and the implementation known as fast
orthogonal least squares [41]. The sets Icj,f are transmitted
using d((NX

j + 1)Nfull + 1)/8e bytes for each set and the
coefficients θcj,f using quantization as in equation (10). The
sparse filter fromWaSP [9] can be obtained by settingNr = 1
and by using using only the firstNfull columns ofDc

j,f together
with the bias column of ones.

V. AUXILIARY CODECS
In this section we explain how auxiliary codecs are used to
encode texture reference and residual data, and normalized
disparity maps. We enumerate the steps for obtaining the pre-
diction residuals, and describe how the prediction residuals
are encoded using intra coding tools inWaSP and using inter-
view coding tools in the proposed codec WaSPR. Then we
describe the quantization procedure applied to the normalized
disparity maps prior to their intra coding using JPEG 2000.

A. CODING OF THE REFERENCE TEXTURE DATA
AND PREDICTION RESIDUALS
The texture data is encoded using HEVC and refers both to
the reference views i ∈ {0, . . . ,Nref − 1} which correspond
to the original sub-aperture images at X(tRi , s

R
i ), as well as to

prediction residual views Ej at view indices (t Ij , s
I
j ). Predic-

tion residual view for intermediate view j is defined as,

Ej(v, u, c) = X (t Ij , s
I
j , v, u, c)− X

dec
pred(t

I
j , s

I
j , v, u, c),

where Xdec
pred(t

I
j , s

I
j ) is obtained after inpaiting and region-

based sparse prediction. The prediction residual view Ej
contains the remaining difference between the predicted and
the original view after the completion of the prediction
stage. The sign of the residual needs to be preserved during
the encoding-decoding cycle and a level-shift operation is
applied to Ej, followed by a rounding step,

Êj = b(Ej + (2b − 1))/2e.

Êj is then encoded with HEVC using rate Rres
j . At the

decoder the decoded residual is obtained as,

Edec
j = 2Êj − (2b − 1).
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FIGURE 8. The scan-order for the inter-view coding of texture and residual
views, indexed by (t, s), at each hierarchical level H(t, s) ∈ {1, . . . ,hm}.
Here the scan order is illustrated for a light field with T = S = 10. The
same scan order is used at every hierarchical level, and view locations
(t, s) which are not present in the current hierarchical level are skipped.

Quantizing the level-shifted residual by two ensures that the
bit depth of Êj is also b which is necessary when using an
auxiliary codec with strict bit depth requirements. However,
one bit of precision is lost.

At each hierarchical level the corresponding prediction
residual views are obtained as a group and then encoded using
standardized coding tools. In WaSP [9], [14] the coding of
texture and residual views is performed using intra coding
with JPEG 2000 [40]. Each texture reference view and predic-
tion residual thus will have its own JPEG 2000 codestream.
This approach fails to exploit the possible inter-view redun-
dancies found in both texture and prediction residual views.
For light fields obtainedwith an actual plenoptic camera, such
as the Lytro Illum, some inter-view redundancy exists even
after disparity based inter-view prediction. In the proposed
codec WaSPR, the inter-view redundancy of texture and
residual views is therefore further exploited using HEVC [20]
with serpentine scan-order (i.e., Figure 8). The same scan-
order is applied to both the texture residual views and the
texture data of the initial set of reference views on the first
hierarchical level.

B. CODING OF NORMALIZED DISPARITY
Normalized disparity Z̃ is represented as a real valued quan-
tity. For encoding of normalized disparity the WaSP(R)
framework uses as an auxiliary codec JPEG 2000 [40]. While
JPEG 2000 supports signed 32-bit floating point encoding,
we choose to apply a simple quantization procedure to the
normalized disparity Z̃ prior to encoding. The quantization

process first quantizes the floating point values of Z̃ to integer
range by applying a multiplication and truncation (round-
ing) operation and subsequently level shifts the quantized
values into the positive range. For a given reference view
i ∈ {0, . . . ,Nref − 1}, the quantization operation for the
normalized disparity data is,

Z̃q(tRi , s
R
i , v, u) = bZ̃(t

R
i , s

R
i , v, u)2

QZ̃ e,

whereQZ̃ is a quantization factor for the normalized disparity
data and for all our experiments has the value 14. To ensure
positive values, the level shifted and quantized normalized
disparity is obtained using,

Z̃ql(tRi , s
R
i , v, u) = Z̃q(tRi , s

R
i , v, u)+MZ̃ ,

where MZ̃ is defined as the absolute value of the smallest
value found in the quantized normalized disparity,

MZ̃ = |min
z̃∈Z̃q

z̃|.

After quantization and level-shifting, the normalized dispar-
ity Z̃ql is encoded with the selected auxiliary codec using the
rateRZ̃

i . The decoded normalized disparity is obtained as,

Z̃dec
= (Z̃ql −MZ̃ )/2

QZ̃ .

VI. HIERARCHICAL CODING OF VIEWS
One of the main difficulties of light field coding is the exis-
tence of occluded pixels between neighboring views. The
disparity based warping scheme can be used to reduce the
number of occluded pixels if the reference views can be
selected to surround the target view both horizontally and
vertically. A simple setup is to use as reference views the
corners of the light field but in large disparity scenes, such
as the HDCA, this approach produces inefficient prediction
and is unable to solve the occlusion problem to the fullest.

In the hierarchical coding scheme of WaSP(R) the views
are divided into disjoint subsets, each subset representing a
hierarchical level. The encoder works in an hierarchical order,
where the views on hierarchical level h are all encoded before
encoding any of the views on the hierarchical level h+1. The
views on the lower hierarchical levels operate as possible ref-
erence views to the views on the higher hierarchical levels, see
Figure 9. As the encoder proceeds towards the higher hierar-
chical levels, the density of the reference views increases and
the intermediate view prediction becomes more efficient. The
decrease of the energy of the prediction residual leads to more
efficient coding of the higher hierarchical levels. Therefore
at the higher hierarchical levels the required image quality
can be achieved with smaller codelengths for residuals. The
hierarchical configurations for three light field images greek,
I01_Bikes and Set2 are shown in Figure 10. The dense light
fields greek and I01_Bikes use six hierarchical levels with
just one view residing at the lowest hierarchical level. Full
reconstruction of subsequent hierarchical levels is still pos-
sible due to the density of the light field and substantially
difficult occlusions do not occur. For the sparse light field
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FIGURE 9. The split of the views obtained from a plenoptic camera into
six hierarchical levels. At each hierarchical level the views marked in red
are to be coded conditional on the reference views (marked in gray) using
the proposed prediction scheme. At the lowest hierarchical level 1 no
reference views are available and thus the center view is encoded
without prediction using the auxiliary codec only. Already at hierarchical
level 2 a reference view is available, and the intermediate views (in red)
can be encoded conditional on the reference views. The number and
density of reference views grows as a function of the hierarchical level
increasing the efficiency of the 4D prediction.

Set2 the lowest hierarchical level occupies the corners and
the center of the camera array. The combined prediction of the
warped five reference views is enough to cover the possibly
occluded areas resulting from the warping of the individual
reference views.

The hierarchical scheme is not used for the synthesis of
the normalized disparity. Since no prediction residuals are
obtained for the synthesized disparity views, the hierarchi-
cal propagation of prediction errors may lead to dramatic
decrease in the accuracy of the synthesized disparity views.
For this reason, the normalized disparity views are always
synthesized from the lowest hierarchical level.

A. AUXILIARY CODEC RATE ALLOCATION BETWEEN
HIERARCHICAL LEVELS
With the exception of the very low bit rates (< 0.01 bpp)
most of the code length in the proposed codec is used for the
codestreams of the auxiliary codecs. Because of this a rate
allocation scheme is needed to efficiently distribute the bit
budget between different hierarchical levels. In Algorithm 2
we present an iterative algorithm which divides the joint bit
allocation of hm hierarchical levels into hm − 1 number of
optimizations.

The main procedure B = BitAllocation(B) takes as an
input parameter B the total number of bits targeted by the
encoder for coding of the texture component given by (5)
and (6). The output B is a vector containing the bit budget
for the auxiliary codec codestreams of each hierarchical level
h ∈ {1, . . . , hm}. The algorithm begins by allocating the full
bit budget B for the lowest level, and assigning 0 bits for the
rest of the hierarchical levels. If hm = 1 the procedure ends
and the full bit budget is used at the lowest hierarchical level
by setting B(1) = B. If hm > 1 the algorithm proceeds in iter-
ative fashion to obtain the values B(h) for ∀h ∈ {1, . . . , hm}
by maximizing the fidelity of the decoded light field.

The function D(B, h) encodes the light field using the rate
allocationB and obtains the fidelity of the decoded light field
for the levels up to and including h. The fidelity criterion can
be for example the peak signal-to-noise ratio (PSNR) or the
structural similarity index [42].

The first of the hm − 1 iterations obtains the optimal
splitting of the B bits between levels h = 2 and h− 1 = 1 by
maximizing the fidelity D = D(B, h) on lines 4-9 in which
the fidelity is evaluated for every split parameter γ in the
set 0B. The split parameter γ is used in the function B =
ReAllocate(Bh−1, h, γ ) which scales the bit allocations for
levels i ≤ h − 1 by γ , and assigns (1 − γ )B bits to the
level h. In the case of h = 2 the function simply applies a
γ controlled division or split of the B bits between the two
successive hierarchical levels. At line 8, after obtaining the
fidelity of the decoded light field for a set of bit allocations
for γ ∈ 0B, the algorithm picks the split parameter γo which
yields the highest fidelity of the decoded light field. TheB bits
are accordingly partitioned into the vectorBh = B2 using the
reallocation functionB2 =ReAllocate(B1, 2, γo). In the next
iteration (h = 3), the bits of levels h− 2 = 1 and h− 1 = 2
are again scaled using γo and the remaining (1 − γo)B bits
are used for the level h = 3, maximizing the fidelity of the
decoded light field for the levels h ∈ {1, 2, 3}, producing the
vector B3. The iteration ends once Bhm is obtained.

For larger light fields, such as Set2, applying the hierar-
chical rate allocation scheme for all views becomes a rather
slow process due to each hierarchical level being successively
encoded several times. By assuming that the view prediction
performance inside a hierarchical level is rather uniform,
a speed-up can be obtained by applying the rate allocation for
only a subset of the views. This strategy was used in obtaining
the rate allocation for Set2 with white crosses in Figure 10
illustrating the subset of view used.

VII. CODESTREAM
The codestream is divided into two parts: the header section,
and the codestreams for each view. The header section con-
tains necessary parameters for decoding to take place such
as the number of views in the codestream, the sub-aperture
image height V and widthU , the offset parameterMZ̃ used in
the quantization of the normalized disparity, and information
about the colorspace used. Following the header section is
a series of sub-aperture views, each having their own set
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FIGURE 10. Hierarchy matrices H for images greek, I01_Bikes and Set2. For the dense light fields a single texture and normalized disparity reference at
the center of the camera array in lowest hierarchical level is enough for good quality view prediction in the subsequent hierarchical levels. For sparse
light fields the lowest hierarchical level occupies the extremities and the center of the camera array providing occlusion free prediction over practically
the whole light field. For Set2 the white crosses indicate the subset of views which were used in rate allocation.

FIGURE 11. Comparing the rate-distortion performance of the proposed
scheme against the 4D prediction mode (i.e., WaSP) of VM 2.1 [14]. The
dashed line represents the proposed scheme with the sparse filtering
scheme of the VM 2.1 (WaSP). This reveals, that the proposed inter-coding
scheme for residuals improves over the JPEG 2000 based intra coding
used in VM 2.1 (WaSP). The solid blue line represents the proposed
scheme using the novel region-based sparse filter and the new
inter-coding scheme for residuals. Substantial improvement can be
observed against the sparse filtering scheme of VM 2.1 (WaSP, the
dashed line).

of camera parameters, prediction parameters, and both tex-
ture and normalized disparity codestreams from the auxiliary
codecs.

The parameters in the codestreams for reference and inter-
mediate views are different, since the reference views lack the
view prediction parameters and only contain the sub-aperture
view attributes, such as camera parameters, view indices, and
the codestreams from the auxiliary codec. The number of
parameters used by the view merging algorithm increases
rapidly as a function of the number of reference views but we
have used rarelymore than four references. The viewmerging
parameters are followed by the parameters of the region-
based sparse filter, which include the number of regions used,
the filter size, the filter order, the location of the regressors
in the template signaled as a bit mask, and finally the filter

Algorithm 2 Bit Allocation for Hierarchical Levels
h = 1, . . . , hm
1: procedure B = BitAllocation(B)
2: B1(1) = B
3: B1(h) = 0, ∀h ∈ {2, . . . , hm}
4: for h = 2, . . . , hm do
5: for γ ∈ 0B do
6: B = ReAllocate(Bh−1, h, γ )
7: Dγ = D(B, h)
8: end for
9: γo = argmaxγ Dγ
10: Bh = ReAllocate(Bh−1, h, γo)
11: end for
12: return B = Bhm
13: end procedure
14: function B = ReAllocate(B,h,γ )
15: B =

∑h−1
i=1 B(i)

16: for k = 1, . . . , h− 1 do
17: B(k) = γB(k)
18: end for
19: B(h) = (1− γ )B
20: return B
21: end function

coefficients themselves. In WaSPR the view parameters are
further encoded with Deflate [43]. The codestream of the
prediction residual is appended directly as the bytes given by
the auxiliary codec.

VIII. EXPERIMENTAL RESULTS
In this section the performance evaluation of the proposed
codec is discussed.

A. DATASETS
The R-D results of the proposed encoder are reported on
datasets used by the JPEG Pleno standardization activity [19].
The datasets tested are the ones provided by Multimedia
Signal Processing Group of Ecole Polytechnique Fédérale de
Lausanne (EPFL) [44], Heidelberg Collaboratory for Image
Processing (HCI) [45], and Fraunhofer Institute for Integrated
Circuits [46]. The datasets as used in this paper are available
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FIGURE 12. Rate-distortion performance of the proposed codec on plenoptic images. Comparisons are made against VM 2.1 (WaSP and MuLE) [14],
LFTC [33], and HEVC anchors [19], under the conditions specified in the CTC [19].

in JPEG Pleno database [47]. Following the conventions of
the JPEG Pleno light field standardization the sample bit
depth for the texture views is set to 10 bits and the 8 bit
datasets have been scaled to 10 bits per sample. According to
the CTC we use a sparse set of 11× 33 views from Set2 [46]
which are further cropped to the central 1080×1920 rectangle
of pixels. However, we also demonstrate the performance
of the proposed codec on the full Set2 in a comparison
against [16].

The EPFL dataset provides images taken with Lytro Illum
plenoptic camera which have been post-processed into sub-
aperture images using [18]. The Lytro Illum images have a
small disparity range (less than 15 pixels between extreme
views) similar to those in the synthetic dataset provided by
HCI, where 3D rendering software was used to generate
views similar to those obtained using a plenoptic camera.

The HDCA dataset by IIS has several hundreds of pixels of
inter-view disparity, making it a very different dataset, which
is not tackled in the existing literature, excepting [16].

B. QUALITY METRICS
We demonstrate the performance of our codec according to
the quality metrics used by the JPEG Pleno standardiza-
tion using the Matlab implementations in [19]. The quality
metrics are all evaluated in the YCbCr color space includ-
ing a weighted PSNR YCbCr and PSNR Y. The weighted
PSNR YCbCr is computed as (6 · PSNR(Y) + PSNR(Cb) +
PSNR(Cr))/8.

C. CONFIGURATION OF THE AUXILIARY CODECS
The texture reference, residual, and normalized disparity cod-
ing can be performed with a variety of auxiliary codecs.
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FIGURE 13. Rate-distortion performance of the proposed codec on the densely sampled light fields Greek and Sideboard, and on the sparsely sampled
light field Set2. Comparisons are made against VM 2.1 (WaSP) [14] and HEVC anchors [19], under the conditions specified in the CTC [19].

FIGURE 14. Rate-distortion performance of the proposed codec on the plenoptic image I09_Fountain_Vincent_2 and on the densely sampled light fields
Greek and Sideboard. Comparisons are made against GBT [35], HLRA [27], and FDL [36], under the conditions specified in the publications [27], [35], [36].

Technically any image/video codec with suitable support for
the given bit depth and resolution can be used. We have
experimented with two auxiliary codecs: JPEG 2000 for nor-
malized disparity and HEVC for texture and residual.

For HEVC coding we use HEVC Test Model version 16.20
[48] with a group of pictures structure of size 8 for EPFL
and HCI datasets and intra coding for the sparsely sampled
light field Set2. The full 444 chrominance sampling is used
for the reference views and 400 sub-sampling for the residual
views; we let our prediction to fully handle the chrominance
prediction of the intermediate views. The QP parameter of
each hierarchical level was set to closely match the rates
obtained from the rate-allocation scheme of Section VI-A.

For JPEG 2000 we use the free implementation of Kakadu
version 7.10.2 [49]. We used the command line parameter
-no_info to remove a codestream marker segment which
is not necessary for decoding, -no_weights to allow for
the direct minimization of mean squared error instead of
visual quality, -precise to force 32-bit processing during
transforms increasing precision, and Clevels=6 for setting
the number of wavelet decomposition levels to six which was
considered optimal.

D. RATE-DISTORTION PERFORMANCE EVALUATION
We compare the R-D performance of the proposed
codec against JPEG Pleno VM 2.1 [14], the light field

translation codec (for which we use the acronym LFTC) [33],
HEVC in pseudo-temporal sequence [19], HLRA [27], GBT
[35], FDL [36] and the HDCA compression method of [16].
In Figures 11-15 the R-D comparisons are provided following
the common test conditions [19] with the exception that the
evaluations against HLRA, GBT, and FDL were obtained
using 9×9 views. Furthermore, when evaluating against FDL,
only the Y component was encoded as was also done in [36].
The R-D results for the codecs were obtained from their
corresponding publications and authors, with the exception
of LFTC, for which we used the implementation provided
in [50] and the parameters offered in [33].

From the Figure 11 it can be seen that for the densely
sampled light fields the gain of WaSPR compared to WaSP
comes both from the higher efficiency of HEVC compared
to JPEG 2000, and from the region-based sparse filtering;
the multiple filters being restricted to the individual disparity
regions offer a far more coherent set of predictors while the
filter in [9] attempted to combine everything in a single sparse
predictor.1 The region based sparse filter of WaSPR has an
increased computational complexity over the sparse filter
used in WaSP. Regarding the results reported in Figure 11,
we observed an average increase in the encoder execution
time of roughly 20% for high rates, and 84% for low rates,

1For visual comparison see http://www.cs.tut.fi/~astolap/WaSPR
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when comparing the new region based sparse filter ofWaSPR
against the earlier sparse filter of WaSP. However, we note
that our implementation of the proposed codec has not been
thoroughly optimized with respect to execution time.

As shown in Figures 12-13, the proposed codec performs
better than both of the VM 2.1 encoding modes on the
JPEG Pleno datasets. For encoding the EPFL dataset the
average Bjontegaard [51] rate reductions for PSNR YCbCr
are −48.1% and −27.8% against the 4D prediction (WaSP)
and 4D transform (MuLE) modes of VM 2.1 respectively.
For the HCI dataset the proposed codec obtains −28.0% rate
reduction against VM2.1, andwith the sparsely sampled light
field Set2 the proposed codec obtains−53.4% rate reduction.

At low and medium rates the proposed codec offers quite
similar performance when compared against LFTC with
the proposed scheme obtaining substantial improvement at
higher rates as shown in Figure 12. Both WaSPR and LFTC
are somewhat similar in nature; HEVC is used for coding of
reference views and a segmentation based linear predictor is
used to predict the intermediate views. Both methods rely
on a segmentation obtained from disparity based labeling;
LFTC’s segmentation is build on quad-tree partitioning using
depth boundaries while WaSPR uses more arbitrary shaped
regions discriminated by their disparity values. One likely
explanation for the R-D performance differences between
WaSPR and LFTC is the choice of segmentation, and the
difference in residual coding with the latter using a low-
rank approximation strategy. A careful study combining best
features from both approaches might obtain superior R-D
performance on all rate points.

Compared to GBT the proposed scheme obtains better R-D
results with the gain being largest at the lowest rates, as shown
in Figure 14. Similarly the proposed codec improves over
FDL with the R-D improvements becoming largest at the
higher rates. HLRA obtains better performance at the lowest
rates but at higher rates the R-D performance becomes almost
identical to the proposed method.

In Figure 15 the 21 × 97 views of Set2 were encoded at
the full 2160× 3840 resolution. Similar to [16] only the sub-
set of 11 × 33 views use residual coding and the rest of the
1674 views were predicted only using the hierarchical sparse
prediction scheme. The rate-allocation scheme was applied
on the cropped 11×33 views and the obtained QP parameters
were manually adjusted for a better performance. Both the
proposed method and [16] use warping of the texture using
normalized disparity maps and residual coding using existing
well-established image coding solutions. The method of [16]
places more emphasis on the modeling of the normalized
disparity field, with a base-anchored mesh model used to
infer disoccluded areas via backfilling strategy. We infer the
full set of normalized disparity maps with direct warping and
merging of the five reference normalized disparity maps with
region based correction using sparse filtering during texture
prediction. The method of [16] also uses BPA-DWT variant
of EBCOT [52] for coding of normalized disparity, which has
been shown to improveWaSP performance on HDCA images

FIGURE 15. Rate-distortion performance for Set2 using 21× 97 views at
2160× 3840 resolution. The performance of the proposed method is
compared to [16].

[37], while our method still relies on baseline JPEG 2000 for
coding of normalized disparity.

The rate allocation between texture/residual, normalized
disparity, and prediction parameter data varies depending on
the size of the light field and on the rate targeted by the
encoder, with the texture/residual using from 43% to 97% of
the total rate. At the highest rates most of the bits are used for
texture reference and residual coding, while at the lowest rates
the prediction parameters use an equal or larger fraction of
the encoded bits. The normalized disparity data uses between
0.04− 32.50% of the total rate.

IX. CONCLUSION AND DISCUSSION
In this paper we have described a new light field coding
scheme WaSPR based on the WaSP framework with rate-
distortion performance shown to exceed both WaSP and
MuLE modes of the JPEG Pleno VM 2.1. The proposed
codec performs well against recent state-of-the-art light field
codecs for both densely and sparsely sampled light fields.
We have provided a detailed description and discussion of
the common parts of WaSP and WaSPR, provided a rate
allocation algorithm for hierarchical coding of light fields,
introduced inter-view coding of texture reference and residual
views into the WaSP framework, and proposed a new region-
based sparse prediction scheme shown to significantly reduce
the magnitude of the prediction error resulting from direct
disparity based view prediction. The WaSPR software [53]
has beenmade publicly available for the research community.
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