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ABSTRACT 
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May 2020 
 

This thesis presents the problem of motion tracking and the concept of motion capture, and 
an overview of different methods for capturing a motion. This thesis provides a detailed descrip-
tion of marker-based optical motion capture and compares it with other methods for motion cap-
ture. In addition, introduction to neural networks and denoising of sequential data is provided. 
Practical section of the thesis entitles capturing approximately 30 minutes of motion data, training 
multiple recurrent neural networks to denoise it and comparing the results of multiple model types 
and a proprietary denoising software. Comparing is performed on three different metrics: mean 
square error between prediction and original sequence, mean difference in bone lengths between 
prediction and original sequence and mean difference of joint gradients between the prediction 
and the original sequence. 
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1. INTRODUCTION 

 

Tracking the motion of an object or of a person is a common task in many fields, including 

military and arts. In healthcare industry, an example is tracking the movement of a patient 

in rehabilitation, which is crucial to ensure they are moving correctly [4]. For security 

companies, it is essential to model the movement of a suspicious person for the surveil-

lance cameras to follow that person [2]. In the film and gaming industries, motion tracking 

enables a very efficient method for producing animations, as complex animation process 

can be simplified to combining a computer-generated model and a motion extracted from 

a human actor [5]. As an example, the skyscraper-climbing gorilla from the blockbuster 

movie King Kong (2005) was animated by extracting the movement of an actor pretend-

ing to be a gorilla and binding the extracted motion to a computer-generated gorilla model 

[3]. Tracking the motion of a person with high precision is crucial in virtual and augmented 

reality solutions. As an example, all modern head-mounted virtual reality displays are 

based on knowing the orientation and the motion of the head of the user. 

Motion capture refers to extracting motion of an object. In motion capture, the object to 

be captured is divided into features. For instance, in human motion capture these fea-

tures can be the primary joints of the human: hips, shoulders, knees etc. Feature selec-

tion depends on the application, the method of motion capture used, the capture condi-

tions and the desired accuracy and complexity of motion data. Motion capture is com-

monly shortened to mocap. 

Motion capture process includes many components, which can cause errors in the cap-

tured motion. In many industries, these errors are unacceptable and must be fixed man-

ually or the motion must be recaptured. This is a time-consuming process, and therefore 

there is a high demand for an automatic denoising model. 

This thesis presents an overview of common motion capture methods and discusses in 

more detail one solution called marker-based optical motion capture system. The thesis 

exhibits a data-driven method for motion capture data denoising. 

The thesis is divided into 5 sections. Section 1 is the introduction of the problem and the 

thesis. Section 2 provides a theoretical overview of motion capture systems and theory 
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for the used denoising method. Section 3 presents a detailed overview of the data cap-

ture technology and denoising method used in this thesis. Section 4 presents the exper-

imental setup and summarizes the experimental results. Conclusions are presented in 

the last section. 
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2. THEORETICAL BACKGROUND 

Modern motion capture systems have greatly improved from the ones used at the begin-

ning of motion capture. In the beginning of 20th century, animators used to trace move-

ment of people from a film frame-by-frame on paper. This marked the beginning of mo-

tion capture. The field has evolved from this and has now reached the state where ani-

mation can be produced in real time from movements of an actor and still be indistin-

guishable from real life. Now, to reach this quality of motion capture, the motion capture 

must be limited to certain area, and the actor must be equipped with markers. Current 

development focus is to enable motion capture in any scenario without additional prep-

aration for the tracked person or object. [7] 

. 

2.1 Marker-based optical motion capture methods and systems 

Currently, a popular and accurate method for motion tracking is to use optical motion 

capture systems. Optical motion capture systems have unmatched accuracy. For this 

reason, they are commonly used as the ground truth in the evaluation of other motion 

tracking methods.  

There are two methods for optical motion capture: marker-based and markerless. 

Marker-based optical motion capture refers to the method of capturing motion, where the 

subject is equipped with markers [24]. Markerless motion capture aims to approximate 

the pose and the location of the object through computer vision techniques [1]. Marker 

less methods have the advantage of not having to equip the subject with markers, but 

the accuracy of the motion data is lower.  

The markers used in the marked-based capturing methods can be either passive or ac-

tive [1]. Passive markers are retroreflectors. The reflectiveness allows the infrared cam-

eras used for tracking to separate the reflective markers from the background by the 

intensity of the reflected light. The locations of the markers in the 2D view of individual 
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cameras enable the calculation of the locations of the markers in 3D space utilizing tri-

angulation [24]. Figure 1 provides an example of a person wearing a suit equipped with 

passive markers.  

 

Figure 1. Actor in a motion capture suit. 

 

Active marker tracking uses the same idea as passive markers, but instead of reflecting 

infrared light, the markers themselves serve as light sources [25]. The active markers 

send light either at different wavelengths or with varying frequencies, which allows the 

cameras to distinguish between the markers. This eliminates the problem of mixing up 

markers with each other in the triangulation process of motion capture. However, active 

markers suffer from the disadvantage that the markers require a power source, which 

complicates the setup of a system utilizing active markers. In addition, due to the com-

plexity of the active markers, they are not as affordable as passive markers. 

Marker-based optical motion capture methods have several advantages and disad-

vantages when compared to other motion capture methods. Main advantage is the unri-

valed accuracy in capturing the location of the markers. Thanks to the high accuracy, 
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marker-based optical motion capture are also the go-to method for facial motion tracking, 

where the motions are much smaller than in body tracking. In addition, the tracked object 

can move freely in the capture area, unlike some active systems [23].  Furthermore, the 

data is obtained in real time.  

On the contrary, main disadvantages include the need to apply a marker on the desired 

feature of the subject of tracking and the possible occlusions of the markers [23]. An 

occlusion is defined as failure of a camera to detect a certain marker in a frame. Other 

disadvantages are for example confusion of two or more markers due to the identical 

structure of marker and the difficulty of rigidly attaching a marker to an object. The cap-

turing is also tied to a certain space [24] and time-consuming setup is required for ex-

panding or moving the space, and the setup for the capture itself can be very time-con-

suming compared to non-optical methods, especially when many cameras or markers 

are used.  

Handling an occlusion requires time-consuming and computationally expensive post pro-

cessing. In order to minimize the number of occlusions during the capture, number of 

cameras used for the capture can be increased. Modern motion capture systems also 

mix optical and mechanical motion capture techniques in order to avoid the need for 

correcting occlusions. Often it is faster to reshoot a scene instead of trying to fix the 

errors caused by the noise. 

As an alternative to marker-based optical methods, also other methods use markers. 

Such methods are magnetic, acoustic and mechanical marked-based motion capture 

systems. Magnetic systems use a set of receptors placed at the joints of the actor for 

measuring the position of the joints with an antenna. Acoustic systems use sound trans-

mitters as markers and calculate the position of the transmitters given the time it takes 

for the sounds to reach receivers. They both have the advantage of a low price compared 

to optical methods but suffer from lower sampling rate and movement-restricting cables. 

In addition, acoustic systems are also very susceptible to outside sounds, and magnetic 

systems suffer from the problem of magnetic interference. [1] 

Mechanical systems are based on potentiometers and sliders attached around the 

tracked object in order to calculate the position of the joints given the acceleration of the 

joints. These have the advantage of not requiring movement-restricting cables nor cali-

bration and they do not suffer from outside noise [1]. In contrast, the accuracy provided 

by mechanical systems is considerably lower than the cutting-edge optical methods, and 
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due to that, mechanical systems are overshadowed by optical methods in many indus-

tries. For example, in animation industry, accuracy is the key to realistic animations and 

therefore animators prefer optical methods. 

There are two types of objects in marker-based optical motion capture. The first one is 

referred to as a rigid body. A rigid body is an object, where the respective distances 

between markers do not change. Objects that keep the same shape during the capture 

are captured as rigid objects by attaching markers on the hull of the object in visible 

places. Alternative to a rigid body is a skeleton, which consists of rigid bodies with rotat-

ing joints between them. Human body is an example of a skeleton, where the limbs are 

considered rigid bodies. Markers are placed near the joints [24], in order to calculate 

respective rotations between joints. Knowing that the distance between joints remains 

constant during the capture, the location of the joints can be calculated given the joint 

angles.  

In conclusion, there exists several different methods for capturing motion of an object, 

which have their respective advantages and disadvantages. Choosing the optimal mo-

tion capture system is based on the application. For example, in film industry, where 

accurate motion is required for realistic animations, marker-based optical tracking meth-

ods are more common. In the other hand, gaming applications such as Xbox Kinect use 

markerless optical tracking methods for games, as they require no setup and additional 

accuracy is not required. For applications, where light invariance is required, mechanical 

sensors are the best solutions. Such situations are outdoor capturing sessions, e.g. con-

struction sites, where the sunlight would render the optical solutions unusable. 

2.2 Recurrent neural networks 

Neural networks refer to a data-driven black box model, which aims to transform an input 

into desired output by performing a combination of linear and non-linear operations on 

the input data. 

Neural networks consist of neurons typically arranged into hierarchical layers. These 

neurons refer to learnable weights, which are multiplied with the inputs to produce an 

output, and a non-linear activation function [6]. The number of neurons in a layer deter-

mines the dimension of the output of the layer. Activation functions introduces non-line-

arity into the neural network, which allows training of models, which can solve non-linear 

problems. Without non-linear functions, multi-layer neural network could be represented 
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as a single layer neural network. Typical non-linear functions contain sigmoid and hyper-

bolic tangent functions, which take an input value and transforms it to a fixed range be-

tween zero and one, or minus one and one. 

Neural networks are trained by giving the neural network an input and a desired output. 

The neural network calculates its prediction of the desired output out of the input, and 

the output of the network is compared to the desired output. Using different metrics, the 

error between the calculated output and the desired output is measured. Then the error 

is back propagated to the network. This means that the error is sent back to the network, 

and for each neuron, a gradient of the error is calculated [23]. Each weight is then ad-

justed in order to minimize the gradient [6]. By repeating the process with different inputs 

and outputs, the network learns weights that return the minimum mean error for the train-

ing set. While adjusting the weights, it is important to take account that the goal of the 

network is to work with different inputs, and this is done by controlling the adjustment 

with a hyperparameter called learning rate. This hyperparameter determines how much 

of the gradient is used to update the weights. There exist more complex optimization 

methods, such as RMSprop and Adam, which use heuristics to automatically adjust the 

learning rate in order to speed-up convergence [26].  

Choosing the number of layers and neurons in the network is application dependent. Too 

many layers and neurons lead to the neural network overlearning the training data, which 

makes it unable to generalize. This mean it is unable to produce desired results with data 

outside of the training data. Then again, too little neurons and layers can lead to the 

neural network not having enough computational capability to recreate the desired output 

from the input. In order to prevent overfitting, multiple methods can be applied. These 

include adding noise to input, randomly disabling neurons from the calculation [8], re-

stricting the norm of the weights and by augmenting the training data [23]. Augmenting 

refers to artificially increasing the size of the dataset. For example, this could mean taking 

an input picture and rotating it and cropping it to make multiple different input pictures. 

Network with more layers is also harder to train due to gradients vanishing during back-

propagation, but to combat this, recent research has propose using rectified linear acti-

vation units [9] and batch normalization [10] to ensure the gradients do not get infinites-

imally small.  

Recurrent neural networks are similar to feed-forward neural networks, but in addition to 

normal weights, they have a feedback connection. This means, that some of the data 

calculated at each time step is sent to the same network at the next time step and used 
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at that time step to produce the output. This allows the network to carry information be-

tween time steps [6]. Common uses for recurrent neural networks are sequential prob-

lems, such as natural language processing and time series prediction. 

Problem with recurrent neural networks is the backpropagation, as the gradients can 

become extremely small after a few frames of backpropagation through time. In order to 

combat this problem, many specialized recurrent neural network cells have been de-

signed. These include Long short-term memory (LSTM) [11] and Gated Recurrent Unit 

(GRU) [12]. These cells have specialized gate structure, which enables them to control 

the information shared between time steps. LSTM has three gates: input, output and 

forget gates. The forget gate is used control which information to retain and which to 

discard. In addition to regular output, LSTM outputs a cell state, which allows them to 

store information from previous time steps. GRU on the other hand forgoes the cell state 

and the output gate and uses the regular output to transfer information.  

2.3 Sequence denoising 

Sequence denoising refers to removal of noise from sequential data. For example, re-

moving outliers from dated weather data or even fixing spelling errors from a sentence 

can be seen as a sequence denoising problem. In this thesis, focus is on denoising of 

sequential motion capture data.  

In the past, many different methods have been applied for denoising of motion data. 

Earlier methods were based on removing unnatural motion from the sequence and inter-

polating realistically [13]. More modern methods are data-driven, and mostly based on 

machine learning. Earlier machine learning adaptation used Boltzmann machines [14] or 

autoencoders [15] in order to recover the noise-free sequence. Currently, state-of-the-

art methods use deep residual neural networks [16] or recurrent neural networks [17] to 

denoise the data.  

This thesis is based loosely on the latter methods. Main difference is working in joint 

space instead of marker space. This is due to the difficulty of obtaining correctly labeled 

marker. Even with perfect motion capture setup, marker confusion is a common problem. 

Manually correcting the labels would be extremely time consuming, and therefore joint 

locations are used instead. Joint locations are easier to obtain, as they can be calculated 

from the unlabeled or falsely labeled marker data relatively accurately. In addition, motion 

capture data is more compact in joint angle form, and most of the publicly available mo-

tion capture data is in joint angle format. Joint angles are calculable from the markers, 
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but the opposite is not possible, as some of the data is lost during transforming from 

marker locations to joint angles. 
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3. METHODS  

3.1 Measuring joint angles by optical motion capture system 

This section overviews the OptiTrack motion capture system used for collecting motion 

data. An OptiTrack camera consists of infrared light emitters and sensors. The camera 

emits infrared light using LEDs and capture the reflected infrared light by the infrared 

light sensors. The cameras distinguish between the background and the markers by the 

intensity of the reflected infrared light.  

In this thesis, two different models of OptiTrack cameras are used. The first model is 

OptiTrack Prime 17W, which has a 70-degree field-of-view, 1.7-megapixel resolution and 

a frame rate of 360 frames per second (FPS).1 The second model is OptiTrack Prime 41, 

which has a horizontal field-of-view of 51 degrees, frame rate of 180 FPS and a 4.1-

megapixel resolution.2 Figure 2 contains picture of this camera. Both camera types are 

powered and operated over Ethernet. 

By combining the high-speed and high-resolution cameras, a large capture volume is 

achieved, where tiny, large and quick movements can all be effectively captured. This is 

crucial for the evaluation, as small, accelerating and large movements are tested. 

An area for the capture must be prepared before capturing. The capture area needs to 

be clear of obstacles in order to allow free movement of the captured object and not to 

block the view of individual cameras. In addition, the capture area should contain as few 

reflective object and light sources as possible, which could be mistaken for markers or 

disturb the cameras. This is achieved by choosing non-reflecting material for the floor or 

covering it with non-reflecting mats and removing all unnecessary light sources and re-

flective objects. Ones that cannot be removed should be covered. Lighting of the capture 

area should be as minimal as possible as external light might interfere with the capture. 

 
 

1 OptiTrack, Prime 17W details. Available at https://optitrack.com/products/prime-17w/ 

Date retrieved: 13 November 2019 

 
2 OptiTrack, Prime 41 details. Available at https://optitrack.com/products/prime-41/ Date 

retrieved: 13 November 2019 

 

https://optitrack.com/products/prime-17w/
https://optitrack.com/products/prime-41/
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Especially sunlight and other infrared light sources need to be removed in order for the 

capture to succeed. [20] 

The cameras are to be installed around the edges of the capture volume in a way that 

they all capture a unique view. Yet, the views need to overlap to ensure that the markers 

can always be captured with at least two cameras, preferably more. This is of utter im-

portance, as the triangulation requires coordinates of the marker from at least two cam-

eras. Cameras need to be rigidly attached to ensure their stability during the capture. 

[20] Moving a camera will invalidate the extrinsic parameters of the camera, which results 

in incorrect results. Therefore, the setup needs to be recalibrated, if a camera is moved. 

 

 

Figure 2. OptiTrack Prime 41 motion capture camera 

For the automatic marker position calculation from the feeds of individual cameras, a 

proprietary software known as Motive was provided by OptiTrack. Motive automatically 

calculates the positions of the markers in 3D spaces from the feeds of individual cameras 

with triangulation and creates respective rigid body objects or skeletons from the markers 

as instructed by the user. Motive is capable of exporting the captured data in real-time 

to other applications. The motion data can be saved in multiple different formats, i.e.  3D 

coordinates of the markers or skeleton joint angles. 

In Motive, it is possible to relabel markers after capturing. This can be done manually 

going through the data and switching marker labels when they appear incorrect. There 
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is also tool for automatically relabeling all markers, when the software has access to the 

complete motion capture sequence. Downside of the manual relabeling is the time the 

process takes. On the other hand, the automatic relabeling can still fail to correctly label 

the markers. In addition, neither of these methods are capable of fixing errors caused by 

missing markers.  

Calibration of the setup is required before capture. Calibration is the process of calculat-

ing the camera position and orientation, referred to as the extrinsic parameters. These 

are required for accurate triangulation. For OptiTrack systems, the calibration process 

consists of calibrating all cameras and setting the ground plane. For camera calibration, 

there is a specialized object with multiple markers distributed with asymmetrical dis-

tances attached to it. This object is referred to as calibration wand. The camera calibra-

tion is done by waving the wand around the capture volume in the shape of number 8. 

Given the distance between the markers, the parameters of the cameras can be cali-

brated by the software. Before camera calibration, one can pinpoint objects in individual 

camera feeds that the cameras mistake for markers and remove them by either covering 

them or masking them from the camera view. Setting the ground plane is done by placing 

a special L-shaped object with markers in the corners inside the capture volume. The 

object is referred to as calibration square. The middle marker defines the origin of the 

axes, and the two other markers will define positive x-axes and positive z-axes. [20] 

3.2 Motion capture data  

In this thesis, a captured motion sequence is exported from motive in Biovision Hierarchy 

(BVH) format [21]. This file format contains a list of joints of the skeleton calculated from 

the markers, offset of each joint from the root joint, and the orientation of each joint and 

location of the root joint for every frame of the sequence.  From this data format, it is 

trivial to calculate each joint location in respect to the root joint for each frame. After-

wards, every coordinate of every joint is concatenated to form a single vector. These 

vectors are calculated for each frame in the sequence, and finally concatenated on a 

temporal axis to form a matrix  

𝑿 =  

[
 
 
 
 
 
 
𝒙𝒊𝟎,𝒕𝟎 𝒙𝒊𝟎,𝒕𝟏 𝒙𝒊𝟎,𝒕𝟐

𝒚𝒊𝟎,𝒕𝟎 𝒚𝒊𝟎,𝒕𝟏 𝒚𝒊𝟎,𝒕𝟐

𝒛𝒊𝟎,𝒕𝟎 𝒛𝒊𝟎,𝒕𝟏 𝒛𝒊𝟎,𝒕𝟐

⋯

𝒙𝒊𝟎,𝒕𝒏−𝟐 𝒙𝒊𝟎,𝒕𝒏−𝟏 𝒙𝒊𝟎,𝒕𝒏

𝒚𝒊𝟎,𝒕𝒏−𝟐 𝒚𝒊𝟎,𝒕𝒏−𝟏 𝒚𝒊𝟎,𝒕𝒏

𝒛𝒊𝟎,𝒕𝒏−𝟐 𝒛𝒊𝟎,𝒕𝒏−𝟏 𝒛𝒊𝟎,𝒕𝒏

⋮ ⋱ ⋮
𝒙𝒊𝒋,𝒕𝟎 𝒙𝒊𝒋,𝒕𝟏 𝒙𝒊𝒋,𝒕𝟐

𝒚𝒊𝒋,𝒕𝟎 𝒚𝒊𝒋,𝒕𝟏 𝒚𝒊𝒋,𝒕𝟐

𝒛𝒊𝒋,𝒕𝟎 𝒛𝒊𝒋,𝒕𝟏 𝒛𝒊𝒋,𝒕𝟐

⋯

𝒙𝒊𝒋,𝒕𝒏−𝟐 𝒙𝒊𝒋,𝒕𝒏−𝟏 𝒙𝒊𝒋,𝒕𝒏

𝒚𝒊𝒋,𝒕𝒏−𝟐 𝒚𝒊𝒋,𝒕𝒏−𝟏 𝒚𝒊𝒋,𝒕𝒏

𝒛𝒊𝒋,𝒕𝒏−𝟐 𝒛𝒊𝒋,𝒕𝒏−𝟏 𝒛𝒊𝒋,𝒕𝒏 ]
 
 
 
 
 
 

 (1) 
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where x,y and z refer to respective x,y and z coordinates of joint i at timestep t, j refers 

to amount of joints and n refers to amount of timeframes. The matrix will be of size 𝑿𝟑𝒋,𝒏. 

Motion capture data is visualized in Figure 3. 

The captured motion data is prone to measurement errors, and therefore it is often mod-

eled as true motion data distorted by noise, described as  

𝑿𝟑𝒋,𝒏  = 𝒀𝟑𝒋,𝒏  + 𝑵𝟑𝒋,𝒏,      (2) 

where j refers to the amount of joints, multiplied by three as each joint has 3 degrees of 

freedom, n refers to time step, Y denotes the noiseless true motion capture data, N de-

notes noise and X denotes the measured data, which is a combination of signal and 

noise. All variables have the same dimensions, as given in Equation 1. Goal of denoising 

is to estimate Y, while having access to X and no knowledge of N. In this thesis, various 

neural networks are trained to generate �̂�, which is the estimate of Y. 

There are two main error types in motion capture data: ones caused by marker confusion 

and ones caused by marker occlusion. The marker confusion happens, when two mark-

ers are near each other and the capture software labels them incorrectly. This can also 

happen, when tracking of the markers is temporarily unsuccessful, for example when the 

actor leaves the tracking volume. The marker occlusions happen, when the marker is 

obstructed by the actor or an obstacle and is invisible to the cameras. Further noise in 

the data is caused by capture system calibration errors, marker drift, marker occlusion 

and camera limitations. 
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Figure 3. Visualization of the motion capture data. The green spheres in the picture 
refer to positions of the joints. The joints are connected with black lines in order visualize 
the structure (a human skeleton). 

 

3.3 Data pre-processing 

Prior to training, pre-processing and data augmentation steps will be applied. Data is by 

default measured in joint angles, which need to be transformed into xyz-coordinates of 

each joint. Y-axis refers to upwards axis. Transformation is done with fixed length bones, 

in order to normalize the data. This enables using the data with different people, and 

reduces the noise caused by marker drift during capturing.  

Final preprocessing step is to move the coordinate location from global frame to a local 

frame. This is done by removing the root joint location from other joint locations and 

presenting the root then in residual coordinates: 

𝑴 ∶= 

[
 
 
 
 

�̅� 𝑿(𝟎, 𝟏) −  𝑿(𝟎, 𝟎)

 𝑿(𝟏, 𝟎) − 𝑿(𝟎, 𝟎) 𝑿(𝟏, 𝟏) − 𝑿(𝟎, 𝟏)
⋯

𝑿(𝟎, 𝒏 − 𝟏) − 𝑿(𝟎, 𝒏 − 𝟐) 𝑿(𝟎, 𝒏) − 𝑿(𝟎, 𝒏 − 𝟏)

𝑿(𝟏, 𝒏 − 𝟏) − 𝑿(𝟎, 𝒏 − 𝟏) 𝑿(𝟏, 𝒏) − 𝑿(𝟎, 𝒏)
⋮ ⋱ ⋮

𝑿(𝒋 − 𝟏, 𝟎) − 𝑿(𝟎, 𝟎) 𝑿(𝒋 − 𝟏, 𝟏) − 𝑿(𝟎, 𝟏)

𝑿(𝒋, 𝟎) − 𝑿(𝟎, 𝟎) 𝑿(𝒋, 𝟏) − 𝑿(𝟎, 𝟏)
⋯

𝑿(𝒋 − 𝟏, 𝒏 − 𝟏) − 𝑿(𝟎, 𝒏 − 𝟏) 𝑿(𝒋 − 𝟏, 𝒏 − 𝟏) − 𝑿(𝟎, 𝒏)

𝑿(𝒋, 𝒏 − 𝟏) − 𝑿(𝟎, 𝒏 − 𝟏) 𝑿(𝒋, 𝒏 − 𝟏) − 𝑿(𝟎, 𝒏) ]
 
 
 
 

,  (3) 
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where X(j,t) refers to xyz-coordinates of joint j at timeframe t. Joint at location 0 is re-

served for the root joint. In other words, the location of a joint was now indicated as 

difference from the root joint. This means, that the pose is not dependent on the location 

of the actor. At last, the root joint was transformed into residual location instead of using 

absolute locations by representing the root joint at frame n as the difference of the loca-

tion of the joint at frame n and the location of the joint at frame n-1. This also makes the 

root joint independent of the location, but instead dependent on the movement of the 

joint in two consecutive frames.  

3.4 Training data preparation and augmentation 

For training, one needs ground truth data and noise-contaminated input data. In this ap-

proach, ground truth data is sampled from the data and augmented with noise to gener-

ate the input data. First, a 30-frame sequence from the data is sampled. This sequence 

is randomly rotated among y-axis and mirrored among the y-axis with a probability of 0.5 

in order to augment the training data. This is referred to as the original sequence. Fur-

thermore, noise is added to the original sequence to produce a noisy sequence. The 

noise is produced by adding Gaussian noise with zero mean and standard deviation of 

0.1 to random joints of the input sequence for random durations between 5 to 20 frames. 

Noise is applied to every joint up to 3 times, with 30% probability to add noise at a time. 

This way, a joint might have multiple noisy parts in a single sequence. This is done to 

simulate labeling errors, as they result in joint locations being falsely calculated. In order 

to avoid overfitting to certain joints, 10% of all joint locations are set to zero. This syn-

thetic noise distribution aims to mimic the real noise distribution. 

During training, the network receives the noisy sequence as input, and then aims to re-

cover the original sequence by predicting how the original one looks like. The output of 

the network is referred to as output sequence, which is compared to the original with a 

loss function discussed in the next section. 

 

3.5 Neural network architecture for motion denoising 

For denoising of the captured data, a neural network was trained using PyTorch [18], a 

deep learning framework maintained by Facebook. PyTorch was chosen instead of the 

more popular frameworks Keras [19] and TensorFlow [20], as the custom network archi-

tecture used for denoising is not possible to create with Keras, and PyTorch is much 
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simpler to use and faster to train than TensorFlow. PyTorch also has an automatic dif-

ferentiation engine, which makes backpropagation during training extremely simple and 

efficient. 

Main advantage the deep learning based denoising has over the proprietary algorithm is 

that it can be applied live, as it does frame based denoising and does not require access 

to the whole sequence. Main disadvantage is that it requires a lot of data to train a model 

accurately, and different models and therefore different datasets for different marker con-

figurations.  

The main neural network is a shallow recurrent network, consisting of a single GRU layer 

[12] followed by a linear layer. At each time step, the network aims to estimate the original 

coordinate vector from the noisy input vector. GRU layer was chosen in favor of LSTM 

[11] since it has fewer weights while providing similar performance. For ablation, multiple 

different networks with varying hidden size and layer amount were trained. Comparison 

of the networks is discussed in more detail in Section 4 and summarized in Table 1. 

At a timestep t, GRU Layer takes as input a 𝑴𝑏,3𝑗(𝑡) matrix, where b represents the 

batch size and j represents the amount of joints and transforms it to the 𝑴𝒃,𝒉(𝑡) , where 

h represents the hidden neuron size of the layer. After this, the hidden state is fed to a 

linear layer, which transforms 𝑴𝑏,ℎ(𝑡) matrix back to shape to 𝑴𝑏,3𝑗(𝑡). Finally, the output 

is concatenated to the output sequence. This is repeated for each frame in the sequence, 

until an equal length output sequence of shape �̂�𝑏,𝑛,3𝑗, where n is the amount of time 

steps, is attained. The architecture is visualized in Figure 4. 

During training, the mean square error 

𝑴𝑺𝑬(𝒀, �̂�) =  
𝟏

𝒏
∑ ∑ (𝒀(𝒊, 𝒕) − �̂�(𝒊, 𝒕))𝟐𝟑∗𝒋

𝒊=𝟎
𝒏
𝒕=𝟎    (4) 

between the output sequence �̂� and the original sequence y is used as the loss function. 

In the equation, n refers to number of timeframes in the sequence, and j is the amount 

joints in a time step. This loss is backpropagated through time to the weights of the net-

work. 
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Figure 4. Visualization of the main architecture. Subscript t refers to current time 
frame. 
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4. EXPERIMENTAL SETTING AND RESULTS 

 

Practical part of the thesis was conducted in the CIVIT laboratory3. The laboratory is 

located at Hervanta campus of Tampere University in room SA201, and at the time of 

writing was equipped with five of OptiTrack 17W high-speed motion capture cameras, 

and three of OptiTrack 41 high-resolution motion capture cameras.  Cameras were con-

nected to the control PC over Ethernet. The PC was equipped Motive for automatic po-

sition calculation and for skeleton joint location exporting to the animation software.  

Figure 5 describes the capture volume setup. In the figure, green triangles represent 

OptiTrack 41 cameras and blue triangles represent OptiTrack 17W cameras. Blue ellipse 

represents the capture volume. The green box represents the roof-mounted truss, to 

which the cameras were attached. Due to technical restrictions of the capture area, the 

camera placement is not equidistant. 

 Mean residual triangulation error was calibrated to 0.6 mm, as calculated by Motive post 

calibration. 

The data was captured with maximum speeds of the cameras. This is 360 FPS for the 

high-speed camera and 180 FPS for the high-resolution camera. Final joint data was 

calculated from the cameras at 120 FPS.  

Full measurement pipeline is visualized in Figure 6. The pipeline can be summarized into 

four steps. First, the tracked object is equipped with markers. Then the locations of the 

markers are captured with the camera setup. After that, the data is preprocessed by the 

software and data is denoised with the neural network. Finally, less noisy motion capture 

data is ready to be used. 

 

 
 

3 Tampere University, CIVIT Laboratory. Available: civit.fi Date retrieved: 13 November 

2019 
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Figure 5. Camera placement respective to the capture volume. 

 

 

Figure 6. Full measurement pipeline: equipping of markers, capturing of motion, de-
noising of data and utilizing denoised data. 

4.1 Data acquisition 

To gather enough data for a data driven method, an actor was recruited to perform hu-

man like actions, e.g. walking, dancing and running, and the motion was captured. Mo-

tion capture was done by first attaching 37 markers on the actor’s body and then captur-

ing the motion with the before described motion capture setup. This configuration allows 

capturing the movement of each limb. Chosen marker setup is illustrated in Figure 1.  

After capturing, the proprietary denoising algorithm of the Motive software version 1.9 

was ran on the data in order to reduce noise. Despite the denoising, the data still contains 

a large amount of noise, which results in noisy training data. This causes some artefacts, 
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where the network tries to replicate a noisy motion instead of a clean one. An illustration 

of the captured data is given in Figure 7. 

Final dataset consisted of 110 000 frames of movement of actor A for training and 7500 

frames of movement of actor B for testing. Different persons were used for training and 

testing, to demonstrate the network’s independence on the person. This way, the gener-

alization ability of the network can be visually evaluated. 

 

Figure 7. Example of motion capture data. Motion is skinned to a character for im-
proved visualization. 

4.2 Training details 

In order to find the best performing network, nine different neural networks were trained. 

The networks had either 1, 2 or 3 GRU layers, and either 512, 1028 or 2014 hidden units 

per layer. The networks were trained using Adam optimizer [22], batch size of 128 and 

learning rate of 0.01. Learning rate was gradually reduced during the training by multi-

plying it with 0.8 every 6000 iterations. On a single Nvidia Tesla P100 GPU, it takes 

between 0.5 and 1.5 seconds for one iteration consisting of sampling, predicting and 

backpropagating. This means that up to 5 500 frames of data are processed each sec-

ond, which means the models are well suited for real time prediction, as there is no need 

for backpropagating at test time. Training is repeated for 60000 iterations. 

4.3 Evaluation details 

Three metrics are used to measure the performance of a network. The first metric is 

known as the mean square error, the second one is referred to as bone length error and 

the third one is comparing gradients of the sequences. 
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In the first metric, a noisy sequence is produced similarly as during training time. Then, 

the mean square error as described in Equation 4 between the original sequence Y and 

output sequence �̂� is calculated. Performance of the network is measured by the mean 

square error between the output sequence and the original. For comparison, the mean 

square error between the noisy sequence and the original are also calculated. 

This metric evaluates the networks ability to remove noise from the sequence. Con-

versely, this metric is not perfect, as the original might contain noise. If this is the case, 

then the output is punished for removing this noise, as the mean square error between 

the original and the output sequence will be higher if the network successfully removes 

this noise.   

The second metric quantifies the error about how much the distance of two connected 

joints differs between the original and the output: 

𝑩𝒐𝒏𝒆𝑳𝒐𝒔𝒔(𝒀, �̂�) =  
𝟏

𝒏
∑ ∑ ((𝒀(𝒊_𝒑, 𝒕) − 𝒀(𝒊, 𝒕))𝟐 − (�̂�(𝒊_𝒑, 𝒕) − �̂�(𝒊, 𝒕))𝟐𝟑∗𝒋

𝒊=𝟑
𝒏
𝒕=𝟎 ), (5) 

where Y refers to the original sequence, �̂� refers to the output sequence, n refers to 

number of timeframes in the sequence, i_p is the parent of joint I i.e. the joint which joint 

i connects to, and j is the amount joints in a time step 

In other words, the length of a bone connecting two joints is calculated in both the original 

and the output sequence. Finally, the mean square error between the original bone 

lengths and the predicted bone lengths are calculated and summed. For comparison, 

the bone loss between the original and the noisy sequence is also calculated. 

This metric evaluates how the network takes human physic in the calculation. Intuitively, 

the bone length should remain constant during a sequence.  

The final metric compares the absolute gradient of joint locations between the original, 

noisy and the output sequence. This is calculated with  

𝜵 𝒀 =  ∑ | 𝒀(𝒊, 𝟏:𝒏 − 𝟏) −  𝒀(𝒊, 𝟐:𝒏)|
𝟑∗𝒋
𝒊=𝒐 ,   (6), 

where 𝒀 refers to the inspected sequence, j is the number of joints and n is the temporal 
length of the sequence. The closer the predicted gradient is to the original the better. 
Too low gradient indicates overly smooth prediction, while a higher gradient indicates 
possibility of sudden, abnormal jumps in joint locations.  

 

In addition to these metrics, a visual evaluation is also performed. This is done by choos-

ing the best measuring network from the first phase and comparing its output of a noisy 

sequence to the denoised sequence provided by both manual correction and the propri-

etary software. 
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4.4 Experimental results 

Results of the first evaluation are presented in Table 1. Each of the networks produced 

50 denoised outputs from 50 artificially noisy input samples. Then each error was calcu-

lated for every prediction and averaged over the number of sequences. Rationality for 

this approach is to make the metric less dependent on individual sequences, as some 

types of noise might be harder to denoise than others. 

Table 1. Errors between the artificially noisy sequence and the original, and between 
the predicted and the original. MSE stands for mean square error, BLE for bone length 
error. Columns of type model refer to different neural network models, while the noise 
column refers to errors between the noisy and the original sequence. 

 

As the top model to be visually evaluated, the model with a single layer of 1024 hidden 

units was chosen. This was due to it having the smallest MSE and second-best bone 

improvement. In addition, it has one of the lowest differences in magnitude to the original, 

as visualized in Figure 8, which shows the dynamic performance of the different models. 

Although the model with two layers of 1024 hidden units compared on par with the cho-

sen model, the smaller is faster at training and predicting due to smaller parameter count. 

For visual evaluation, a sequence containing multiple errors caused by actor leaving and 

re-entering the capture area was chosen as the input sequence. Figure 8 shows frames 

of results of different denoising methods and the original sequence. Visualization was 

done using BVH Motion Creator4. 

In visual observation, while the proprietary software is capable to correct errors caused 

by marker confusion relatively well when it has access to the full sequence, it still con-

tains errors, and this causes noticeable twitching in the joint data. These are possible to 

fix manually by relabeling the markers one by one. On the other hand, the network can 

 
 
4 A. Miyazaki, BVH Motion Creator, 2011. Available: http://www.akjava.com/demo/bvhplayer/ 



23 
 

   
 

do this in real time from the noisy sequence, without needing access to the whole se-

quence. In other words, the denoising at a frame is not based on future frames, as op-

posed to the proprietary software.   

 

 

Figure 8. Magnitudes of the gradients of the original, noisy and predicted sequences. 
X-axis is the time step, while y-axis is the sum of absolute values of gradients of all joints. 

Sharp errors caused by occluded markers proved to be more difficult to fix. Proprietary 

software fails this due to the lack of markers. In addition, it is not possible to add markers 

by hand, so manual correction is also out of question. On the other hand, the network 

was able to smoothen the movement and remove jumps in the position of limbs. How-

ever, at times the network also produced a pose that was between the ground truth and 

the noisy pose. This is partly explained by the particular choice of the loss function. The 

loss function describes the difference between the prediction and the ground truth, and 

due to complexity of human motion, there might exist multiple possible poses that could 

produce the noisy sequence when exposed to noise. If such cases exist in the training 

data, the loss function drives the network to predict a pose between the options, as this 

minimizes the L2 loss.   

Nevertheless, there is also clear visible translation in some joints, where there should be 

none. This indicates that the model failed to recognize noisy and noiseless limbs. One 
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explanation for the model’s failure to adapt to all motions is due to the small database 

used. In addition, the training data contained severe noise caused by marker occlusion, 

which affected the results. Noisy training data made the model learn to replicate this 

noise instead of the noiseless motion. Regardless, the results are satisfactory acknowl-

edging the amount of data used for training. 

 

 

Figure 9. From left: a) raw joint data of the actor after obstructed marker, b) data 
corrected with Motive software after capture, c) data corrected with the neural network, 
d) hand-corrected data. 
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5. CONCLUSION 

In this thesis, an introduction to optical marker-based motion capture and denoising of 

sequential motion capture data was provided. Proposed method performed well in com-

parison to a proprietary denoising algorithm when denoising bigger errors, but caused 

small errors in limbs, where there was no previous noise. Denoising on joint angle data 

does not reach the quality of denoising as opposed to denoising on marker level. De-

noising could be improved by using only motion capture sequences without sharp errors 

as the training data and collecting more data for training. The data is never truly noise-

less, but for many industries purposes data that looks realistic and noiseless to a human 

observer is satisfactory.   

As a future research topic, using generative adversarial networks should be investigated 

due to their probabilistic prediction capabilities. Another topic is to explore denoising on 

marker level data instead of the interpolated joint data, as then occlusions could be cor-

rectly modeled. Finally, using joint angles instead of joint locations would be an interest-

ing topic. Then bone lengths would be inherently normalized, and noise generation would 

be simple due to working on angle level. On the other hand, working on angles requires 

a continuous angle representation, which can be difficult to learn. This has been found 

out from personal experience. 
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