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ABSTRACT 

Tuukka Senttula: Data driven soft sensor for diesel engine emissions 
Masters of Science Thesis 
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May 2020 
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The objective of this thesis was to compare different machine learning models for predicting raw 
nitrogen oxides values produced by non-road diesel combustion engine in non-laboratory 
environment. The models were evaluated by their accuracy and also by their ability to run real 
time. If the evaluation is enough, the predictor could be used to replace the real sensor. 
 
The available data came from dozens of different engines: different engine types, different 
power restrictions, different applications such as tractors and harvesters. Some of the engines 
were in laboratory environment when the rest were in real customer use. In this thesis the 
training of the models is done with the data of a single customer use engine and the evaluation 
data is from crossvalidated data from the same engine, a combine harvester, a forwarder and a 
laboratory engine. The selected evaluation engines meet the stage V emission limits and are all 
exactly the same engines except their different software, engine aftertreatment system and type 
of work. 
 
Results show that it is not possible to get similar accuracy as the real sensor with fast models, 
but it is possible to get close, especially in high engine speeds. Models with high prediction 
power have better results and it might be possible to exceed the real sensor accuracy, but with 
the cost of slower prediction. LSTM models perform better than other types of models. 
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TIIVISTELMÄ 

 
Tuukka Senttula: Datapohjainen virtuaalisensori dieselmoottorin päästöille  
Diplomityö 
Tampereen yliopisto 
Automaatiotekniikan diplomi-insinöörin tutkinto-ohjelma 
Toukokuu 2020 
 

 
Avainsanat: koneoppiminen, regressio, neuroverkot, NOx päästöt 
 
Tämän työn tarkoitus oli vertailla eri koneoppimismalleja typpioksidiarvojen ennustamiseen 
dieselmoottorin raakapäästöistä kenttäolosuhteissa. Malleja evaluoidaan niiden tarkkuuden 
sekä kyvyn reaaliaikaisuuden mukaan ja mikäli evaluaatio on hyvä, mallia voidaan käyttää 
korvaamaan oikea sensori.  
 
Käytetty data tulee monesta erilaisesta moottorista: eri tyyppisistä, eri tehorajoitetuista, eri 
applikaatioista kuten puimuri tai traktori sekä laboratorio- ja asiakaskäytössä olevista. Tässä 
työssä oppimisdatana käytetään vain yhtä asiakaskäytössä olevan traktorin dataa ja 
evaluointidatana käytetään saman moottorin ristiinvalidoitua dataa sekä puimurin, 
kuormatraktorin ja laboratoriomoottorin dataa. Valitut moottorit noudattavat stage V 
päästörajoituksia ja ovat täysin sama moottori erotuksena niiden ohjelmisto, 
jälkikäsittelyjärjestelmä ja työn tyyppi. 
 
Tulokset näyttävät ettei ole mahdollista päästä oikean sensorin tarkkuuteen nopeilla malleilla, 
mutta lähelle on mahdollista päästä etenkin korkeissa moottorin pyörimisnopeuksissa. 
Suuremmat mallit saivat parhaita tuloksia ja on mahdollista että ne sivuaisivat oikean sensorin 
tarkkuutta, mutta mallin nopeus kärsii koon kasvaessa. LSTM mallit toimivat muita malleja 
paremmin. 
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1. INTRODUCTION 

Data is said to be the new oil [1] representing its value and more companies are investing into 
collecting data. Warehouse for the data is only the foundation for any data-driven advantage as 
it enables easy access to the structured data and increases productivity of the people analysing 
it. Learning from the data is important for making decisions today, it can provide trends on where 
something is heading or reoccurring patterns that give us knowledge of the system mechanics: 
“Those who cannot learn from history are doomed to repeat it” [2] holds true in many fields. 
 
Forecasting a time series gives us a glimpse of the future, for example weather can be predicted 
to some extent while stock markets are more complex to predict. If the signal source which to 
forecast is a physical sensor, a well-designed soft sensor, also called virtual sensor, can replace 
the physical component in the best case scenario. Soft sensor simulates the process and predicts 
the desired signal given the relevant input signals. Ideally the prediction is model-based where 
the simulation is based on the theoretical model, but this approach is not always feasible to use. 
Alternatively the soft sensor can be data-driven where an empirical model replaces the theoretical 
model. 
 
Machine learning is a tool used to find an empirical model that fits to given data, since it is able 
to find patterns without prior knowledge of the specific problem. Machine learning model learns 
from examples by optimising the parameters of the model to fit the given example data as close 
as possible. 
 
There are many different machine learning algorithms and training procedures which are used in 
different applications and choosing which ones to use is not always clear without testing. Different 
models have different sizes and the increase in the number of parameters in a model provides 
more prediction power and thus should increase the accuracy of the model. In simple linear re-
gression there might be only a few parameters compared to large neural networks where the 
number can go to hundreds of billions [3]. In real-time applications the massive models are not 
preferred due to their required high computation resources. 
 
Diesel engine combustion is an example of difficult to model process with its thermochemical and 
fluid-dynamic nature where the theoretical model is not feasible to use. Also the engine control 
unit (ECU) has limited computing capabilities meaning the size of the model is important to eval-
uate. Modern vehicles are intelligent and emissions are highly regulated so research in this area 
is useful. 
 
The goal of this work is to design a soft sensor for predicting the engine-out nitrogen oxides (NOx) 
concentration produced by the engine combustion process. The model should be able to run real-
time in the ECU and its accuracy needs to be comparable with the physical sensor. The main 
issue is assumed to be too low accuracy due to too complex process. The model will be optimised 
using field data from tractors that are in customer use to achieve realistic results and the planned 
dataset contains 2000 hours of customer data. The data is transient meaning it has unpredictable 
and fast changing work. The evaluation is decided on the sensor error and the system knowledge. 
 
Selecting best inputs to use is crucial. Each model is evaluated with different amount of inputs 
ranked by the feature selection to make sure only the necessary inputs will be used. Simple mod-
els are evaluated first as they are more transparent and thus preferred. The best performing 
model is also evaluated on data from different engines to test its generalisation 
 
Chapter 2 introduces the diesel engine. The actual combustion process is not relevant and the 
focus in the chapter is on the emissions, their formation, regulation and reduction, especially from 
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the NOx point of view to explain why the raw NOx values need to be measured. Soft sensors are 
also explained more through here. 
 
Chapter 3 concentrates on the machine learning theory. Multiple different models are introduced 
and their characteristics are compared. Other machine learning aspects such as the feature se-
lection, evaluation and optimisation are briefly explained. 
 
Chapter 4 contains the used approach for searching the best model. The dataset which to use 
and the real sensor which to virtualise are explained first and then the actual models and their 
evaluation is decided. All the results are collected and shown in chapter 5 and finally the work is 
summed up in the final chapter 6. 
 

1.1 Requirements 

The goal of this work is to design a soft sensor which can replace the physical NOx sensor of raw 
engine emissions in a non-road vehicle. Requirements for this goal are: 
 

1. Model accuracy comparable to sensor accuracy 
2. Fast enough model for real-time computation 
3. Feasible to run in ECU 

 
The requirements are not hard limits, but a multiobjective optimisation problem, where the accu-
racy and the speed of the model are maximised. If the designed sensor is not fast enough or not 
feasible to use in ECU, the soft sensor can be used as monitoring tool for the physical sensor. 

1.2 Previous works 

The formation and reduction of NOx has been studied extensively and soft sensors for it have 
been made. The usages are made in two different systems: boilers and combustion engines. The 
formation of NOx is same in both processes, but the work cycle and the environment is a large 
difference. 
 
Boilers have steady workpoints, which make the system easier to predict and the results have 
been positive [4-6]. NOx soft sensor for engines are done by more complex models like neu-
rofuzzy model trees [7-9], recurrent neural networks [10], other neural networks [11-13] and other 
types of models [14-16]. The results cannot be compared since the evaluation of the models is 
not the same. The type of environment and the distribution of data also has effect on the results. 
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2. BACKGROUND 

This chapter briefly explains the diesel engine emissions and their reduction. Diesel engines are 
important due to their high energy efficiency, but the environmental effects are a reason for their 
high regulation. The focus is on NOx emissions. Finally the benefits of soft sensor and the princi-
ples of creating one are described. 
 

2.1 Diesel engine 

Diesel engines, example in figure 1, are an important part of society today. Their reliability, energy 
efficiency and cost efficiency are a reason why they are used in many transportation, off-road and 
industrial vehicles. 
 

 
Figure 1 Stage V diesel engine model HD 49 by Agco Power [17]. 

 
The protection of environment has been researched in recent years and diesel engines have been 
proven to be large contributor to pollution. Research is done to find substitutes for diesel engines, 
but also to make the diesel engines less pollutant. [18]  
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2.1.1 Emissions 
 
Diesel fuel originates from carbon and hydrogen and in ideal environment the combustion would 
only generate carbon dioxide and water. However this perfect transformation is not achievable 
and other products are generated. Significant harmful products include hydrocarbons, particulate 
matter, nitrogen oxides and carbon monoxide. In urban environment the diesel vehicles are the 
most important contributor to NOx emissions. NOx has been proven to cause lung diseases, acid 
rains and visibility impairing pollutant haze. [19, 20] Emission standards introduce limits for these 
harmful products. 
 
The European emission standard for new non-road machinery is structured as stages I…V. The 
objective of the legislation is to gradually reduce the polluting emissions. For this work the NOx 
emissions are on focus. 
 

Table 1 NOx limits for stages I…V showing the limits decreasing [21]. 

 Year implemented NOx (g/kWh) HC+NOx (g/kWh) 

Stage I 1999 9.2  
Stage II 2002 6  
Stage III A 2006  4 
Stage III B 2011 2  
Stage IV 2014 0.4  
Stage V 2019 0.4  

 
In the table 1 is the engine-out limits for NOx in different stages for engines with net power be-
tween 130 and 560 kW. The tractors used for this work follow these limits. In Stage III A the limit 
was the total amount of NOx and hydrocarbons. 

2.1.2 NOx formation 
 
Nitrogen molecules in the air have strong triple bonds which is why they don’t react easily [22]. In 
cylinders with high temperatures, above 1600°C, the nitrogen starts to react with oxygen to gen-
erate NOx emissions meaning that the temperature and oxygen concentration have major influ-
ences to NOx formation. 85-95% of the NOx emissions consist of NO and the rest is NO2. [18]  
 
The temperatures are highest when the piston is at the top of its stroke. By controlling the fuel 
injection timing, quantity and adding pilot and post injections, the maximum temperature and pres-
sure can be altered to affect the emissions. Unfortunately when the temperature  of the combus-
tion is lowered to reduce NOx emissions, the other emissions usually increase. [18, 23, 24] Since 
the temperature and fuel injection parameters have effect on the amount of NOx emissions, the 
same parameters are assumed to be important inputs for the soft sensor. 

2.1.3 Engine aftertreatment system 
 
The emissions produced by the combustion cannot be evaded and to reduce the emissions that 
finally come out of the engine, an engine aftertreatment system (EAT) is used. EAT contains a 
series of components that clean the exhaust gas of harmful emissions before releasing it to air. 
The components used may vary between engines due to different emission standards and man-
ufacturers’ aftertreatment strategies [25].  
 
The most focused NOx reduction technologies are exhaust gas recirculation (EGR), lean NOx 
trap (LNT), and selective catalytic reduction (SCR). The EGR and LNT have proved not to be 
enough by themselves for today’s high standards. SCR, in figure 2, is used especially in high-
duty engines and its technology is enough to meet the requirements. [18] 
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Figure 2 Simplified figure of SCR with AdBlue injector 

Diesel oxidation catalyst (DOC) has a main purpose of oxidizing hydrocarbons and carbon mon-
oxide and to increase the ratio of NO2 to NO. SCR reduces the NOx emissions by using ammonia 
(𝑁𝐻3) as reducing agent and various ceramic materials as catalyst. [18] The ammonia by itself is 
toxic, which is why it is provided in urea solution sold by its commercial name AdBlue. NOx is 
usually largely NO and its main reaction with ammonia creates nitrogen and water [26]. 
 
SCR is used especially in high-duty vehicles, since the reaction requires a certain minimum tem-
perature to perform efficiently that is not easily achieved in light-duty vehicles. The amount of 
ammonia needs to be controlled. If the ammonia stored in SCR is too high, it will lead to excess 
ammonia output with the exhaust gas, which is known as ammonia slip. In low temperatures the 
ammonia will not react and has no effect on NOx emissions. Ammonia slip is best avoided by 
precise injection quantity and timing. Also a large SCR catalyst gives time for the reaction to occur 
and thus lowers the timing requirement of the ammonia injection, but in mobile diesel engines the 
size of the SCR catalyst is restricted. [18] 
 
To achieve precise injection, a high quality sensor is required. The environment for the sensor is 
harsh: High temperatures, high vibrations, able to detect less than 100 ppm concentrations, high 
response time and it should be as durable as possible. The NOx is measured before the SCR 
and the urea injector for controlling the injection quantity. After the SCR the NOx is measured 
again to monitor the actual NOx value released to air. 

2.2 Soft sensor 

The physical sensors such as the NOx sensors have disadvantages. Sensors might not work in 
some environments, the accuracy can be unsatisfactory and physical components always have 
a price. Soft sensor simulates the process to achieve the same results as a physical sensor would. 
It uses the measurements from other sensors to model the desired value. Some signals might not 
have any correlation to other measurements making them impossible to virtualise. The term soft 
sensor is a combination of the words software and sensor, because the information produced by 
the model is similar to hardware sensors and it is usually implemented as computer program. [27] 
 
In a simple example, measuring the speed of a vehicle can be done with soft sensor that uses 
the rotational speed of a tire and knowledge of its relation to the forward velocity. This model-
based approach relies on the identified system model and its performance is therefore critically 
dependent on system knowledge. The model-based approach is reliable to use when the system 
mechanics are known. In more complex simulations the model is computationally too heavy for 
real-time applications [28]. 

 
Collecting data is normal nowadays and it has enabled a data-driven approach for soft sensors, 
where the system knowledge is unnecessary and the model can be optimised to fit into the actual 
data. Data-driven approach for the vehicle speed problem would be to measure the rotational and 
forward speed in multiple different situations to collect dataset which to use. This data is used to 
optimise a model to fit the dataset and in this case the linear model with correct parameters should 
be found. Which type of model to use and how the fitting to data is done is a machine learning 
problem, which is explained in chapter 3.  
 
Large data-driven models are often black-box models: it is not known exactly how the prediction 
is made. System knowledge can give us information what type of data-driven model is expected 
to perform best. 
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The soft sensor is not always feasible to implement. Most important aspect for creating a soft 
sensor is having the right inputs: the vehicle speed example is impossible to implement if we have 
only ambient temperature as input. If the inputs are correct ones, they still need to be with required 
sampling rate. Vehicle speed cannot be estimated in one second intervals if the rotational speed 
is only measured once a minute. If the model is computationally heavy, usually trade-off can be 
made to reduce the required resources with the cost of accuracy. 
 
Data-driven soft sensors have been made for NOx sensor in diesel engines using data only from 
laboratory environment [7-12, 14-16]. Engines were different in these works with some using 
heavy-duty engines [7, 10, 11, 14, 16] and others medium-duty [8, 9, 12, 15]. Different error met-
rics were also used: mean squared error [7, 9, 10, 15], R-squared error [12, 16], cumulative rela-
tive error [8, 10], cumulative absolute error [14] and mean absolute error [11]. Because of the 
different datasets and errors metrics used, it is impractical to compare the results of each work. 
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3. THEORY 

This chapter introduces the main principles of machine learning. After a brief overview, several 
approaches for constructing and optimising machine learning models are described. Finally the 
evaluation and validation processes of models are described. 

3.1 Machine learning 

Machine learning is a term for fitting a mathematical model to data and the model can give infor-
mation about the mechanics of the data or predict outcome of an unseen datapoint. [29] Machine 
learning models learn from examples given to it meaning it can only learn from something it has 
seen. This fitting of the model is referred to as training and it makes the model learn from the used 
data. 
 
A popular machine learning problem is the classification of handwritten digits, where the input 
samples are small images of handwritten digits and the output is the predicted class: the digits 
from 0 to 9 in this case [30]. This is an example of classification problem, where the prediction 
can be defined as correct or incorrect. In regression problems the goal is to predict a continuous 
value as close as possible. Soft sensors are often a regression task since the physical sensor 
measurement is usually a continuous value. These learning problems where the data has inputs 
and outputs and the goal is to predict the correct outcome are called supervised learning [31]. 

 
Figure 3 Linear classification and regression examples. 

Figure 3 shows the high level difference between classification and regression. Classification cre-
ates a decision boundary between different classes and regression creates a curve that goes 
near all datapoints. Some models suitable for regression are introduced next. 

3.2 Simple models 

In this section we will study two machine learning models: linear regression and decision tree. 
These are a usual starting point due to their fast training speed and the model interpretability. If 
the accuracy of these simple models is enough, it is not necessary to explore more complex 
models. The simple models can also be used for identifying important features for the task. 
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3.2.1 Linear regression 
 
In linear regression the assumption is that the inputs have a linear dependency to output and the 
training is fitting a line through the input space. The model for more than one feature has the form 
 

𝑓 (𝑿) =  𝛽𝟎 + ∑𝑿𝑗
𝑇𝛽𝑗

𝑝

𝑗=1

 , 
(1) 

 

 
where we have the input vector XT= (X1, X2,… Xp) and the 𝜷 =  𝛽1, 𝛽2, … 𝛽𝑝 are the model’s un-

known coefficients with the bias 𝛽0. Fitting the model to N amount of observed training data pairs 
(x1,y1) … (xN, yN) is done by minimizing the total error between the predictions and the correct 
values. [31]  Figure 4 shows an example linear regression with one feature. 
 

 
Figure 4 Linear regression with one feature x. The coefficients 𝛽0 and 𝛽1 are optimised to data-

points. 

The most popular error metric is the squared error where the error is the residual sum of squares 
(RSS) from true value yi [31]  
 

RSS(𝜷) =  ∑(𝑦𝒊 −  𝑓 (𝒙𝒊) )
𝟐

𝑵

𝒊=𝟏

. 
(2) 

 

Each 𝒙𝑖 = (𝑥𝑖1, 𝑥𝑖2 , … 𝑥𝑖𝑝) is a vector of measurements for the i:th sample. The RSS formula can 

be written with the input matrix 𝑿 and output matrix y and formula 1 to form 
 

RSS(𝜷) =  (𝒚 −  𝑿𝜷) 𝑻(𝒚 −  𝑿𝜷) 
 

(3) 

 

 
Differentiating with respect to 𝜷 and assuming the 𝑿 has full rank, the first derivative will have 
unique solution [31] 

𝑿 𝑻(𝒚 −  𝑿𝜷) = 0 . 
 

(4) 
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The optimised coefficients can now be calculated analytically as 
 

𝜷 = (𝑿𝑻𝑿)−𝟏𝑿𝑻𝒚 . 
 

(5) 

 

Linear regression can model non-linear relationships if the input space is expanded, for example 
to include polynomials of the inputs. The simplicity of linear regression makes them stable and 
not likely to overfit, but in many problems only relying on the linearity is not enough. 

3.2.2 Decision tree 
 
Decision trees have a flowchart-like structure where in each node a comparison is done with the 
input to the internal learned value of the cell. Trees are popular since the sequential if-else state-
ments makes them easy to understand and the training is fast. Figure 5 shows a simple structure 
for predicting the emissions of the engine combustion. 
 
 

 
 

 

Figure 5 Decision tree algorithm pseudocode. The prediction process is easy to understand 
with the top-to-bottom if-else structure. 

Decision trees can be visualised as a flowchart, which helps with the interpretability. Example of 
decision tree usage is fraud prediction in bank loan administration where the interpretability is 
important [32]. 
 
Constructing a decision tree can be made by hand or by fitting the tree to available data where 
the used features and their splitpoints are learned. A popular tree-based algorithm is Classifica-
tion And Regression Tree (CART) which is explained here. Using the sum of squares error in a 
subset of data R, the optimal prediction is the mean c of subset and its error is 
 

∑ (𝒚𝒊 − 𝒄)
𝟐

𝒙𝒊 ∈ 𝑹

. 

(6) 

 

 
 
In the formula above the region R is defined by some samples of x and the error is calculated by 
the samples’ corresponding y values. To find the best splitpoint for a single iteration, a greedy 
algorithm is used that seeks a splitting value s of splitting variable j which will have the least error 
when adding the errors in both generated subsets of data [31] 
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min
𝑗,𝑠

 [ min
𝑐1

∑ (𝑦𝑖 − 𝑐1)
2

𝑥𝑖 ∈ 𝑅1(𝑗,𝑠)

+ min
𝑐2

∑ (𝑦𝑖 − 𝑐2)
2

𝑥𝑖 ∈ 𝑅2(𝑗,𝑠)

]. 

 

(7) 

 

The best split j, s is used and the process will be done on both generated subsets of data and 
repeated until some stopping criteria, which can be related to depth of tree, number of samples 
in the subset or the decrease in error [31]. The importance of each feature can estimated on how 
much in total the splits based on the feature reduce the error criteria [33].  
 
The cons of decision tree include the high variance of predictions and the inability to extrapolate, 
due to each sample is used independently and the correlation of features is not taken into account. 
To counter the high variance, often multiple trees are built for the same dataset to generate ran-
dom forest. 

3.3 Ensemble 

Ensemble model is a term where multiple models are trained for a data and their results are 
combined. Ensembles work best when the errors made by the models are independent and iden-
tically distributed. Training multiple independent models is called bagging in which if each model 

has variance 𝜎2 , the combined variance is 
1

𝐵
𝜎2 where B is the number of models in the ensemble. 

Using multiple models also multiplies the required number of parameters. [34] 
 
An example of bagging is the random forest, where multiple trees are used for predicting. To 
make each tree different, different data is used for each. For each tree samples are drawn from 
the data with replacement in process known as bootstrapping. A single tree can have high vari-
ance, but the entire forest will have lower variance. In random forest regression the final prediction 
is the average prediction of each tree: 
 

𝑓𝑟𝑓
𝐵 (𝑥) =

1

𝐵
∑𝑇𝑏(𝑥)

𝐵

𝑏=1

. 

 

(8) 

 

Where 𝑇𝑏 is an individual tree and B is the number of trees in the forest. The averaging effect 
reduces the extremes in predictions, which usually is beneficial to reduce the effect of a single 
datapoint. The random forest calculates importance for each feature similarly to trees by the total 
decrease of the error criteria averaged over all trees in the forest. [31, 35] 

3.4 Neural networks 

Artificial neural networks is an approach to predict similarly to biological brain. The complete net-
work consists of smaller units, neurons, that usually act parallel in stacked layers. The general 
structure of a single neuron in the network is shown in figure 6: 
 

1. Apply a weight for each input of a single neuron 
2. Sum the results and add bias term 
3. Apply activation function. 
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Figure 6 Internal structure of an artificial neuron visualised. Multiple inputs create a single out-

put. 

 
The steps 1 and 2 represent linear regression and the idea of using vector-to-scalar function was 
inspired by neuroscience. The inputs of a single neuron can be the model inputs or other neurons. 
[29] Activation functions in step 3 are affine transformations that introduce nonlinearity to the 
model. Popular activation functions include sigmoid, tanh and rectified linear unit (ReLU): [36] 
 

𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑥) =  
1

1 + 𝑒−𝑥
 

 

(9) 

 

 

𝑡𝑎𝑛ℎ(𝑥) =  
𝑒𝑥 − 𝑒−𝑥

𝑒𝑥 + 𝑒−𝑥
 

 
 

(10) 

 

 
ReLU(𝑥) = ma x(𝑥, 0). 

 

(11) 

 

 
Neural networks are deemed magical and mysterious today, but in reality they are just nonlinear 
statistical models [31]. Two different neural network structures, also called topologies, are intro-
duced next. 

3.4.1 Multilayer perceptron 
 
Simplest topology is a multilayer perceptron where the neurons are structured in layers and each 
neuron of a previous layer is connected to each neuron in next layer. In figure 7 is a single layer 
perceptron network with two input signals, one hidden layer with two neurons and one output 
neuron. 
 

 
 
 

Figure 7 Simple neural network with one hidden layer. 

The two input datapoints 𝑥1 and 𝑥2 are fed to the hidden layer H and the output layer y takes the 
results of the hidden layer. This “Vanilla” neural network has simple structure since all connections 
are forward and each cell of previous layer is connected to each in the next. [31] 
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3.4.2 Recurrent neural networks 
 
The simple feedforward network described in previous chapter predicts each input independently, 
but if the neural network input is a time-series, the historical values are usually important to take 
into account. Recurrent connection is a term for a feedback connection which has a delay that 
enables using information from the previous datapoint. 
 
 
 

 
Figure 8 Recurrent connection visualised as folded (right) and unfolded (left). In folded repre-

sentation the recurrent node is connected to itself. 

 
In figure 8 the input comes in in a sequence and the recurrent node takes it and the previous 
output of itself as input connections. The recursive structure has trouble with finding patterns with 
long delay, which is countered by adding internal state to each node and controlling the infor-
mation flow with gates. Popular implementation of this gated structure is long short-term memory 
(LSTM) and the structure of LSTM cell is visualised in figure 9. [37] 
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Figure 9 LSTM cell (above) has more weights and complexity compared to normal recurrent 
cell (below). 

Comparing the LSTM node to simple recurrent one, the same inputs and outputs can be seen, 
but with different internal structure. Gates are sigmoid functions meaning that when a gate is 
closed, output is close to zero meaning no information flows through and the opposite is when 
sigmoid outputs one and the information is unmodified. The internal state of the cell can stay 
unmodified due to the gated structure.  
 
Input gate decides whether the current input is useful. If input gate is closed, the current input has 
no effect on the state of the cell. Output gate decides if the output fed forward. The difference with 
the input gate is that the state of the cell can be altered even though the output is not fed forward. 
[37, 38] 
 
When the input sequence is continuous, the internal state can grow indefinitely and may cause 
the network to break. Forget gate solves the issue by allowing the state to reset by applying 
multiplicative effect on the state, differing from additive effect the input has. The traditional LSTM 
doesn’t use forget gate, but it has been proven to work. [39] 
 
Single prediction at timestep t and inputs x in LSTM with forget gate is as follows 

 
𝑧𝑡 = 𝑔(𝑾𝑧𝒙

𝑡 + 𝑅𝑧𝑦
𝑡−1 + 𝑏𝑧) 

 
(12)  

𝑖𝑡 = 𝜎(𝑾𝑖𝒙
𝑡 + 𝑅𝑖𝑦

𝑡−1 + 𝑏𝑖) 
 

(13) 

𝑓𝑡 = 𝜎(𝑾𝑓𝒙
𝑡 + 𝑅𝑓𝑦

𝑡−1 + 𝑏𝑓) 

 

(14) 
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𝑐𝑡 = 𝑧𝑡⊙ 𝑖𝑡 + 𝑐𝑡−1⊙ 𝑓𝑡 
 

(15) 

𝑜𝑡 = 𝜎(𝑾𝑜𝒙
𝑡 + 𝑅𝑜𝑦

𝑡−1 + 𝑏𝑜) 
 

(16) 

𝑦𝑡 = ℎ(𝑐𝑡) ⊙ 𝑜𝑡 . 
 

(17) 

 
Where the ⊙ symbol represents pointwise multiplication. The z is the input with activation g. 
Weights of the network are W, R, b which are connected to current input, recurrent input and bias, 

respectively. The 𝜎 in equations (13, 14, 16) is the sigmoid gate function controlling input gate i, 
forget gate f and output gate o. The recurrent connection can be seen in state of the cell c and 
how all inputs also include the previous output of the cell y. Activation functions g, h are often 
hyperbolic tangent. [38]  

3.5 Neural network training 

All models usually need some type of optimisation and a loss function: a function which to mini-
mise. In linear regression in section 3.2.1, the mean squared error was used as loss function. 
Also the linear regression could be optimised in analytical form, but in neural networks an iterative 
optimisation is required.  
 
Gradient descent is an algorithm that utilises the loss function to calculate the derivative of the 
model parameters and iteratively makes small steps towards lowering the value of the loss func-
tion. The iterative optimisation does not require to use all data in each step and using only a batch 
of data has multiple benefits, such as:  
 

 Estimation of gradient is more accurate with large batch, but with less than linear re-
sults. 

 Some hardware, like graphics processing unit (GPU), achieve results faster when us-
ing specific size arrays. [29] 

3.6 Model evaluation and validation 

What a model learns is the result of what loss function is used and models can be evaluated with 
the same metric. Sometimes the preferred evaluation metric is not reasonable to optimise with. 
For example in classification the ratio of correct and incorrect predictions is an intuitive metric, but 
since the binary evaluation has no gradient, the gradient descent cannot be used. Also this per-
centage accuracy metric has no information about the confidence for prediction. Better method 
for this is to use different loss function which to optimise and the accuracy can be used to evaluate 
the trained model. [40] 
 
The evaluation needs to be done with a different data than the training to avoid overfitting, in 
which the model is not learning to recognise the generalised patterns of the system and starts to 
memorise individual datapoints. 
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Figure 10 Threefold crossvalidation, in which the training is done three times. 

 In cross validation the data is split into k-amount of subsets. For each k the subset is held out 
and the training is done with the remaining data and the evaluation with the held-out set. In figure 
10 a threefold splits of data is visualised. The final evaluation of the model is the average of each 
result. [31] 

3.7 Resources used by a model 

When deploying a model to low-spec hardware, such as the ECU, the resources are limited and 
the size of the model needs to be taken into account [41]. Limits for the maximum resources 
usage is dependent on engine control hardware and software and thus deciding exact limits is 
not sensible. 
 
The resources used by a model can be measured as the size of the model on disk, the required 
memory needed in runtime and the evaluation speed. Increase in the number of parameters in 
the model increases all these resources needed, but how much depends on the model type. As 
such, the number of parameters can be used as approximation of the total resources used. In 
linear regression and neural networks this is the number of weights and in decision trees and 
random forests the total number of splits. [29] 

3.8 Feature ranking and selection 

In feature selection the goal is to select the most useful input features and filter out the irrelevant. 
Fewer inputs reduce the dimensionality, thus making the model simpler, speeding up the training 
process and reducing the resource usage of the model. [42] With feature ranking the features are 
ordered by their importance and the selection is made from the most important ones.  
 
Pearson correlation coefficient measures the linear correlation between two variables using the 
covariance and the variances of the variables 
 

𝑹 =  
𝒄𝒐𝒗(𝑿, 𝒀)

√𝒗𝒂𝒓(𝑿)𝒗𝒂𝒓(𝒀)
 . (18)  

 
Pearson correlation coefficient (R) gives values between -1 and 1 with negative values meaning 
negative correlation and zero that there is no correlation [42]. Taking the absolute value of the 
coefficient maps the values to 0 to 1 range, where 1 means perfect correlation. If a feature has 
high linear correlation to selected output, it is likely to be important for prediction. 
 
As explained in section 3.2.2, decision tree can calculate a numerical value for the importance for 
each feature. The most important features for a tree might be very different from the ones 
achieved by linear correlation, since the decision trees do not take the correlation into account. 
Using random forest instead of a decision tree lowers the variance in results, which is explained 
in section 3.3. 
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When all features are given an importance using either Pearson correlation coefficient and a ran-
dom forest, the features can be ranked and a subset of features can be selected from some 
amount of the most important features. Other models can be tested by using the selected subset 
of features. 
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4. METHODOLOGY 

The goal of this work is to create a soft sensor for predicting raw NOx concentration using the 
techniques introduced in chapter 3. The evaluation is done by accuracy, which is explained more 
in section 4.3.1  but in results the resource usage of the model is also taken into account. 
 
First the field data source is introduced and the selection and processing of the dataset is  ex-
plained. Other engines are also used for evaluation. Next the currently used physical sensor and 
its characteristics are explained. The accuracy of the physical sensor can be estimated from avail-
able laboratory data.  
 
The progress of finding the best model for this job is explained in section 4.3. This includes de-
ciding the evaluation metric, selecting important features and listing the models that will be eval-
uated. Finally other usages for the soft sensor are introduced. The results of the physical sensor 
accuracy estimation, feature selections, model evaluations and the evaluations on other engines 
are all in the chapter 5. 

4.1 Data 

To achieve realistic results, the data is chosen from an engine that is in customer use. The se-
lected tractor is a Valtra N-series model N174 shown on figure 11, that is on customer use on a 
Finnish farm.  
 
 
 

 
Figure 11 Valtra N-series tractor [43], the same model which the data is chosen. 
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The dataset needs to represent the complete lifecycle of the engine, but the software changes 
and wearing of the components makes the old data not equal to newer data. The worktype and 
the environment follows a yearly cycle and for these reasons the data is selected from the most 
recent complete year 10/2018 – 9/2019. In figure 12 a time-series slice from the engine is visual-
ised to show its irregular work pattern. 

 
Figure 12 Example timeseries from the selected engine showing the engine speed in revolu-

tions per minute (RPM) and the amount of fuel injected in milligrams per piston stroke. 

 
Figure 13 Histogram of ambient temperature in the selected dataset. 

The ambient temperature in figure 13 is distributed from -25°C to close to +40°C and this type of 
environment represents a typical Finnish climate [44]. The extreme temperatures are not easily 
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reproduced in laboratory environment, which is why the field data is useful. The data distributions 
are visualised more after the preprocessing in section 4.1.2. 
 
Selecting all the datapoints from one year is almost 2000 hours, which is a lot of data for many 
machine learning algorithms and to speed up the results, the data was filtered by selecting slices 
of few hours from different dates equally through the year to achieve dataset of 75 hours. 

4.1.1 Signals 
 
Engine control unit produces thousands of signals and to reduce the amount of non-useful sig-
nals, only the signals used in previous works and suggested by experts are used [45]. The se-
lected 21 signals descriptions and used alias are shown in table 2. Each signal comes from al-
ready existing sensor to make the implementation feasible. 
 

Table 2 Selected signals. 

Signal alias Signal description 

qty_fuel_injected Current fuel injection quantity 

n_engine Rotational speed of the engine 

qty_MI1_inj Desired injection quantity of the main injection 

deg_MI1_inj Desired main injection timing 

T_oil  Oil temperature 

T_SCR_us_corr Temperature before the SCR 

T_SCR_ds_corr Temperature after the SCR 

T_DOC_us_corr Temperature before the DOC 

T_coolant  Coolant temperature  

T_amb Ambient air temperature  

p_amb Ambient air pressure 

p_exhaust_BP Exhaust back pressure 

p_rail_max10ms Maximum rail pressure of the last 10 ms 

p_boost Relative boost pressure 

mf_exhaust Exhaust gas massflow 

mf_IAM Air mass flow 

pos_wastegate Wastegate position 

pos_throttle Throttle actuator position 

P_engine Current engine power 

qty_pilot1 First pilot injection quantity 

qty_pilot2 Second pilot injection quantity 

 
All signal are continuous and logged with 1 Hz sampling frequency. The units are unnecessary 
as all values will be normalised. 

4.1.2 Preprocessing 
 
The goal of preprocessing is to filter out uninteresting and too special cases and normalise signals 
to be more usable for the models. Also the crossvalidation splits are taken into account and the 
data is visualised. Dataset has no missing values. 
 
Engine is idle when it is running without any external load. Idle time is assumed much easier to 
forecast than transient work and thus it is preferred to be reduced. Special cases for this work are 
times when the engine aftertreatment is not running as normal. In the engine there is a special 
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“engine state” signal that gives approximations when the engine is idle or the engine aftertreat-
ment system is not in normal running mode and this signal is used to remove all but normal 
running.  
 
Load maps are used to show the usual work points of the engine by visualising engine speed to 
fuel injection quantity distribution. The load map of the field tractor is shown in figure 14. The 
amount of idle time after the preprocessing is still high, but the data is otherwise well distributed 
[45]. 

 
Figure 14 Load map of the dataset shown as percentages of time with each square having 

range of 10 mg/hub and 166 RPM. High (9%) idle time is marked separately. 

Each input signal is normalised to have zero mean and standard deviation of one. NOx values 
are divided by their maximum value to preserve the relational distance from zero and the non-
negativity. Reason for different normalisation for NOx values is explained in the evaluation section 
4.1.3. 

 
 

 
 

Figure 15 The crossvalidation splits by the indices. 

 
The data is split into three groups for crossvalidation as shown in figure 15. Each split consists of 
consequent samples from two different times. This way each split has coherency, but not only 
from one time period.  

4.1.3 Other engines 
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Other engines are used to estimate the physical sensor and to validate the model. All models 
have the same engine type meaning the combustion process should be same. 
 
 

Table 3 Selected engines which data is used. 

Engine name Work type 

Tractor The tractor explained in section 4.1 
Forwarder Gathers and carries logs 
Harvester Combine harvester, harvests grain crops 
Laboratory engine Transient cycle in laboratory environment 

 
 
 

 
Figure 16 Forwarder (left) [46] and Combine harvester (right) [47]. 

The forwarder and combine harvester, shown in figure 16, are selected because their design and 
type of work is different from a tractor. The load maps of these two engines is shown in figures 
17 and 18. 
 

 
Figure 17 Load map of the forwarder. The work is focused on one point. 
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Figure 18 Load map of the combine harvester. The work has little high speed work. 

The distribution in load maps for forwarder and combine harvester are different than the farm 
tractor, but since the engine type is the same, a model trained for the tractor should be able to 
predict well on the other engines. These load maps are also concentrated on specific work points 
 

 
Figure 19 Load map of the Laboratory engine. This engine has more high power work than 

other engines. 

The laboratory engine has more high power work than the other engines, shown in figure 19. 
Laboratory data is used to estimate the physical sensor in section 4.2. All three introduced en-
gines are used to evaluate models as validation data to test the generalisation of the models. 
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4.2 Physical NOx sensor   

All real sensors have similar downsides: price, installation required and chance of breaking. NOx 
sensor is an example of expensive and delicate instrument and is often a component that is re-
placed due breaking. The NOx sensor also measures the oxygen percentage, but since this value 
is currently not used, it is ignored.  
 
The ceramics in the sensor need a certain minimum temperature to work, this causes missing 
measurements when the engine is not warmed up yet. In the selected training dataset this warm-
ing makes up 0.11% of total time and is filtered out. The accuracy of the physical NOx sensor is 
defined as relative in measurements above 100 ppm and absolute on lower values. [45] 
 
Estimations of the sensor accuracy can be made from available data. Long endurance testing 
engines run a specific cycle in laboratory environment. If the environment is assumed to stay 
constant, the NOx measurement should be the same at every second of each cycle.  
 
The laboratory engine, from which data the accuracy estimation is made, is the same type as the 
field engine and is running two hour cycles. Some cycles have disturbances not related to sensor 
and are considered outliers. 128 hours of most recent data is selected. 

 
Figure 20 One minute sample from the transient laboratory cycle with 40 cycles superimposed 

and their median visualised. 

 
Estimation for true value is achieved by using the median of the cycles. Figure 20 shows how the 
cycles match each other. Calculating each cycles error against this median true value gives esti-
mations of the error of the sensor. The evaluation is done with the same metrics as the tested 
models, explained in the next section. 
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4.3 Approach 

The most important attributes of soft sensor is the model which to use and how the evaluation of 
the models is done. In this section the models are listed, the different sets of inputs which to use 
are selected and the evaluation is decided. 

4.3.1 Evaluation 
 
When deciding the evaluation, there are a few details that need to be taken into account: the goal 
is to minimise the absolute value of excess NOx and ammonia, the NOx sensor has relative ac-
curacy in over 100ppm values and that the timing requirement is not high.  
 
The relative accuracy of the physical sensor means that in high values, the absolute error is not 
accurate. Using relative error in low values gives emphasis on errors that have low absolute error. 
Due to neither absolute or relative error having the preferred aspects, combining these gives the 
best of both. The 100 ppm splitting value between the absolute and relative error of the physical 
sensor is used in the decided evaluation function 19. The absolute error is divided by 100 to make 
the function continuous. Error of single sample is 
 
 

𝒈(𝒚𝒕𝒓𝒖𝒆, 𝒚𝒑𝒓𝒆𝒅) =

{
 
 

 
 𝒚𝒕𝒓𝒖𝒆 < 𝟏𝟎𝟎,

|𝒚𝒕𝒓𝒖𝒆 − 𝒚𝒑𝒓𝒆𝒅|

𝟏𝟎𝟎 

𝒚𝒕𝒓𝒖𝒆 ≥ 𝟏𝟎𝟎,
|𝒚𝒕𝒓𝒖𝒆 − 𝒚𝒑𝒓𝒆𝒅|

𝒚𝒕𝒓𝒖𝒆,

. 

 

(19) 

 

 
This can be simplified as  
 

 

 

𝒈(𝒚𝒕𝒓𝒖𝒆 , 𝒚𝒑𝒓𝒆𝒅) =
|𝒚𝒕𝒓𝒖𝒆 − 𝒚𝒑𝒓𝒆𝒅|

𝐦𝐚𝐱(𝒚𝒕𝒓𝒖𝒆 , 𝟏𝟎𝟎)
. 

 

(20) 

 
The total error is the mean of all errors and will be called mean relative error (MRE) 
 

𝐌𝐑𝐄 =
𝟏

𝑵
∑𝒈(𝒚𝒕𝒓𝒖𝒆,𝒊, 𝒚𝒑𝒓𝒆𝒅,𝒊)

𝑵

𝒊=𝟎

. 

 

(21) 

 
 
The exact value of the current second is not as important as the difference of sums from a short 
time period. The average difference of sums over time period of 60 seconds was chosen as a 
second evaluation metric. This error will be called short term bias (STB). 
 
 

𝐒𝐓𝐁 =
𝟏

𝑵 − 𝟔𝟎
∑ |

𝟏

𝟔𝟎
∑(𝒚𝒕𝒓𝒖𝒆,𝒊+𝒋 − 𝒚𝒑𝒓𝒆𝒅,𝒊+𝒋)

𝟔𝟎

𝒋=𝟎

|

𝑵−𝟔𝟎

𝒊=𝟎

 

 

(22) 

 
Cross-validation splits are used for the final evaluation of a model. The training is done three 
times each time holding out one part of the dataset and the final evaluation is done with both MRE 
and STB for the held-out data and the two other engines. 
  
The number of parameters in the model may change when the training is done with different data, 
which is why also the parameter count is averaged for final result. For each model a total of seven 
metrics are obtained. 
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4.3.2 Feature selection 
 
The feature selection can be divided into two parts: how much delay is needed and which signals 
to use. Features will be ranked using Pearson correlation coefficient and a random forest of 50 
trees. 
  
For both feature ranking methods, a table is made of each signal and 30 seconds of delay. From 
these tables two lists are made from the sum of the values on each row and on each column to 
create total importance for each signal and second. The hypothesis is that the fuel injection sig-
nals are most important and the meaningful delay is only few seconds. The signals and delays 
are both selected into three sets to achieve nine combinations to use as an input for a model.  

4.3.3 Models  
 
The models introduced in chapter 3 are the candidates to be evaluated. Each model is evaluated 
with each set of inputs achieved by feature selection, except the models with recurrent connec-
tions that use the maximum selected delay. 
 

Table 4 Selected models and their parameters. 

Model alias  Model type parameters 

DUMMY Mean predictor - 
LR Linear regression - 
RF Random forest 10 trees, min_impurity_decrease 5*10^-7 
DENSE1 Multilayer perceptron 1 layer of 16 nodes  
DENSE2 Multilayer perceptron 2 layers of 16 nodes 
RNN1 Recurrent neural network 1 layer of 16 nodes 
RNN2 Recurrent neural network 2 layers of 16 nodes 
LSTM1 Long short-term memory 1 layer of 16 nodes 
LSTM2 Long short-term memory 2 layers of 16 nodes 

 
Linear regression and random forests are implemented using Scikit-learn Python library [48] and 
the neural networks are done with keras library [49]. Also a dummy predictor that always predicts 
the mean of the train data is used to get a comparable minimum for evaluations.  

4.4 Other usages 

 
The usage of the constructed soft sensor is dependent on its performance and size. A small and 
accurate soft sensor can replace the physical sensor completely. If the accuracy is not acceptable, 
it can still be used in ECU to assist in measuring and monitoring, especially during cold starts 
when the NOx sensor is not active. Large model may not be usable real-time, but it could still be 
used to monitor the performance of the physical sensor. 
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5. RESULTS 

In this chapter all achieved results are shown. First the physical sensor accuracy estimation is 
shown to get benchmark for evaluations. Next the importance of each feature is analysed to 
achieve different sets of inputs for finally evaluating the models. The best model is visualised 
more in different situations. 
 

5.1 Physical sensor accuracy estimation 

The 128 hours of laboratory data has 48 complete cycles of which 40 have no noticeable disturb-
ances. In figure 21 the mean relative error of each 48 cycles is shown and the few outliers can be 
seen. Cycles with error over 0.1 have too much disturbances and are filtered out. 

 
Figure 21 Mean relative error distribution of the laboratory cycles. 

Table 5 Error metrics of the filtered laboratory data. 

Error metric minimum mean maximum 

MRE 0.0285 0.0418 0.0838 

STB 0.0049 0.0108 0.0322 

 
Most cycles have relative error of 0.04 making it a confident estimate for the sensor error. The 
mean values in table 5 are used as the comparison benchmark for model evaluations. 
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5.2 Feature selection 

The results for feature selection are visualised in this section and the input sets are explained. 
Figure 22  shows the importances for each individual input signal with delays from 0 to 30 seconds 
achieved by both methods used. 

 

 
Figure 22 The importance of each second and each signal using Pearson correlation coefficient 

(above) and random forest (below). 

Pearson correlation coefficient highest individual inputs are the fuel injections quantities with 
2 to 4 seconds of delay and the temperature of DOC without delay. Random forest produces more 
focused results making the first delay of the main injection quantity most important feature. To 
better visualise the importance for each signal and for each second of delay, both feature im-
portance matrices are summed for each axis and the results are visualised below. 
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Figure 23 The importance of each second of delay with Pearson correlation coefficient (above) 

and random forest (below). 

From the feature importance of delay seconds, figure 23, it can be seen that the linear correlation 
decreases steadily. This means that the more recent values are more important, but there is no 
clear indicator for when the delay is too high. Result from random forest is more clear; The first 
delay value is the most important and after around 8 seconds the importance stays at zero. Re-
ducing the maximum delay which to take into account speeds up the training of the models, but 
increases the chance of removing some important pattern which occurs with higher delay. 15 
seconds of  delay is chosen as the maximum to take into account. 
 

Table 6 Signal sets. 

Maximum delay alias 

1 a 

8 b 

15 c 

 
 
Three breaking points are chosen for the input sets. Most restricted set will take only one second 
of delay, the next takes into account the first 8 seconds and to consider higher delays, 15 seconds 
is chosen. 
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Figure 24 The importance of each signal using Pearson correlation coefficient (above) and ran-

dom forest (below). 

The importance of signals is visualised in figure 24. Both feature ranking methods rank the fuel 
injection quantity signals high as expected. The random forest clearly ranks the top 4 signals 
much higher than the rest. The Pearson correlation coefficient gives highest importance to DOC 
temperature. The most restricted set of input signals will consist of these 5 signals. 
 
Next set of input signals consists of the previous 5 and the next 5 most important from the Pearson 
correlation. All signals are included in the final set. 
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Table 7 Signal ranks. Each signal is given a rank from 1 to 3. 

Signal alias Rank 

qty_MI1_inj 1 

qty_fuel_injected 1 

n_engine 1 

deg_MI1_inj 1 

T_DOC_us_corr 1 

p_rail_max10ms 2 

P_engine 2 

p_boost 2 

T_coolant  2 

p_exhaust_BP 2 

All remaining signals 3 

 
Table 8 Input sets with each combination of delay and signals to use. 

Input set 1a 1b 1c 2a 2b 2c 3a 3b 3c 

Seconds of delay 1 8 15 1 8 15 1 8 15 
Number of input signals 5 5 5 10 10 10 21 21 21 
Total number of inputs 10 45 80 20 90 160 42 189 336 

 
Table 8 shows the achieved 9 sets of inputs from 1a to 3c. The number 1, 2 or 3 represents  the 
signals used and the letter a, b, or c is for the delay shown in table 6. The recurrent models will 
always use 15 seconds of delay, since the timestep is not considered independent input. Other 
models will be evaluated on each 9 sets. 
 

5.3 Evaluating models 

The evaluation of each different model is analysed and the full results are shown in appendix A. 
Best results of each model is collected in table 9. 
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Table 9 Subset of model evaluations subset, smaller errors are better. 
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Physical 
sensor 
accuracy 

- 
- 

- 0.011 - - - 0.041 - - 

DUMMY - 1 0.293 0.190 0.643 1.142 0.665 0.319 0.876 1.260 

LR 3c 337 0.105 0.372 0.898 1.285 0.239 0.719 1.238 1.601 

RF 2b 22852 0.075 0.245 0.741 1.322 0.186 0.430 1.011 1.398 

DENSE1 2b 1473 0.084 0.312 0.976 1.448 0.180 0.471 1.157 1.643 

DENSE1 3b 2593 0.081 0.333 1.001 1.415 0.211 0.539 1.170 1.600 

DENSE2 2b 1745 0.075 0.319 0.830 1.482 0.196 0.498 1.030 1.656 

DENSE2 2c 3329 0.079 0.349 0.676 1.196 0.180 0.578 0.907 1.348 

RNN1 b 450 0.088 0.336 0.713 1.304 0.209 0.519 0.927 1.396 

<RNN2  c 1154 0.083 0.352 0.708 1.223 0.190 0.572 0.908 1.310 

<LSTM1 c 2504 0.056 0.341 0.773 1.238 0.144 0.548 1.074 1.309 

<LSTM2 c 4616 0.061 0.332 0.713 1.35 0.157 0.526 0.966 1.436 

 

 
Figure 25 The lowest STB errors for each data showing how the other engines are not pre-

dicted as well as the field data. 
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None of the models is able to generalise itself to the other engines, as shown in figure 25, and 
only the crossvalidated field data is analysed more through. Crossvalidated field data errors of 
the LSTM models are lower than the others. In figure 26 the STB error of the field data is visualised 
against the number of parameters of each model. 

 
Figure 26 STB error of the crossvalidated field data and the number of parameters of all models 

visualised. Recurrent models are marked with x. 

The most simple models with low amount of parameters are not able to capture the complexity of 
the process. More parameters is required to achieve lower error. Model LSTM1 with all input 
signals performs best on the crossvalidated data with both error metrics. 
 

5.4 Analysation of the best model  

The best model LSTM1 is analysed more through with the first validation set split and training 
it on the other two sets.  
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Figure 27 An example time series of the true and predicted value from the test data. 

In figure 27 a slice from the test data is predicted and shown for more intuitive visualisation. In 
this short timeslice there are no clear errors and all the steep slopes are timed correctly. The NOx 
values in this timeslice range from 200 to 1200 which is around the average value. The NOx value 
distribution is visualised more in figure 28.  
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Figure 28 Errors in different NOx values with the lowest error points shown. 

The error compared to the true NOx value shows that the error is low in the most frequent NOx 
values. The NOx values under 100 ppm have thousands of samples, but the errors are high. The 
error in 1200ppm - 1400ppm is low even though there are not many samples in this range, mean-
ing that predicting higher NOx values is possible by training on lower values. 



35 
 

 

 
Figure 29 Relative error in load map locations. Squares with less than 30 samples are marked 

with x and are ignored. 

Figure 29 shows the relative error in different load map locations. In high engine speed with fuel 
injection over 40 the error is between 0.047 to 0.08, which is close to the estimated 0.041 of the 
real sensor. This high power work has a lot of samples, which can be seen in figure 14. Idle corner 
also has a lot of samples but the relative error is highest. 
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Figure 30 Relative errors in different engine speeds with the lowest error point shown. 

Figure 30 shows the relative error in different engine speeds. This figure shows more clearly that 
the high engine speeds are easier to predict and how the error increases when approaching low 
speeds. The high error in low engine speeds need to be addressed in future work. 
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Figure 31 Histograms of the relative difference for each test data. Errors over 4 are visualised 

as 4. 

From the error distributions in figure 31 the higher deviation of the engines not used for training 
can be seen. Data from the forwarder is distributed around wrong bias and the errors in the har-
vester have long tail.  
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6. CONCLUSION 

Main goal of this work was to search data-driven models that are able to run with restricted re-
sources and evaluate their accuracy on the NOx prediction problem. The process also included 
the feature importance calculations, which revealed new information about the importances of 
signals and delays. Fuel injection quantities and timing are the most important as expected and 
models can perform well with only few signals. Random forest gives clear results on the required 
delay, which was longer than expected. Several models were evaluated with multiple sets of in-
puts. 
 
None of the models is able to generalise itself to data from other engines. The training data is too 
different compared to other engines, but the work of other engines much more steady and there-
fore should be much simpler. The error in bias is usually easy to learn when adding the new data, 
which will greatly reduce the error especially in the forwarder data. The model has still learned 
something from the tractor data since the errors in other engines are normally distributed. Training 
needs to be done with data from multiple engines to ensure the generalisation of the model. The 
field data available is also not perfect: the real ground truth is not available and the optimisations 
are done to slightly inaccurate sensor value. Detecting outliers is also difficult since the different 
work types are all important, but some work is rare and may even be absent from the used data. 
  
LSTM models are the best model for this problem. Simple models are not enough to capture the 
complexity of the problem. Recurrency decreases the required parameters compared to other 
neural network topologies and the LSTM performs better than the standard recurrent model. The 
topology of the best LSTM neural network is can be further optimised for better results. 
 
Surprisingly the idle running is difficult to predict. In the preprocessing the idle running was re-
duced, but this was with the presumption that the idle time would be easy to predict. Some idle 
time needs to be included in the training. The high engine speeds can be predicted with accuracy 
close the real sensor accuracy and this situational high accuracy gives confidence that a gener-
alised soft sensor is possible. 
 
Soft sensor would have minimal costs per engine and it can perform at all environments and all 
times when the other measurements are available. As a downside the soft sensor currently per-
forms well only situationally. Main downsides of the real sensor are the cost and the required 
warm-up time during cold starts. The real sensor has much less variation on accuracy and con-
sistent performance, which makes it still the best way to measure NOx in more regulated regions. 
Sensors also improve constantly lowering their cost and increasing performance. This further in-
creases the future requirements for the soft sensor. 
 
In its current form the soft sensor is not general enough to be usable. Performing well on only one 
engine in certain conditions is not reasonable to implement anywhere, but adding more diverse 
data is expected to increase the accuracy on all conditions. More focus can be put to optimise the 
topology of the LSTM model now that it is confirmed to be the best model type for the problem. 
By focusing on the current flaws of the model and data distribution, it is possible to create soft 
sensor comparable to the current real sensor. 
 
Future work will include training with larger dataset, optimising the LSTM structure and imple-
menting the soft sensor. The implementation can be done by making the soft sensor work along-
side real sensor assisting during cold starts and at high engine speeds or by completely replacing 
the real sensor. More generalised model that would work on different engine sizes as well would 
be the long term goal.  
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APPENDIX A: EVALUATIONS OF EACH MODEL 
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DUMMY 
- 

1 0.293 0.19 0.643 1.142 0.665 0.319 0.876 1.260 

LR 1a 11 0.196 0.29 0.637 1.155 0.412 0.418 0.912 1.206 

LR 1b 21 0.141 0.437 0.713 1.185 0.332 0.745 0.943 1.413 

LR 1c 43 0.123 0.517 0.805 1.295 0.282 0.860 1.178 1.601 

LR 2a 46 0.184 0.279 0.641 1.163 0.368 0.393 0.883 1.207 

LR 2b 91 0.108 0.361 0.968 1.268 0.253 0.655 1.148 1.540 

LR 2c 190 0.107 0.383 0.868 1.274 0.242 0.695 1.166 1.558 

LR 3a 81 0.184 0.270 0.643 1.167 0.367 0.389 0.907 1.219 

LR 3b 161 0.106 0.358 1.022 1.290 0.247 0.630 1.192 1.562 

LR 3c 337 0.105 0.372 0.898 1.285 0.239 0.719 1.238 1.601 

RF 1a 27304 0.095 0.273 0.686 1.213 0.251 0.430 0.957 1.274 

RF 1b 28374 0.095 0.285 0.676 1.245 0.235 0.482 0.921 1.366 

RF 1c 27676 0.097 0.306 0.609 1.097 0.232 0.504 0.849 1.210 

RF 2a 22856 0.075 0.248 0.753 1.334 0.192 0.407 1.036 1.405 

RF 2b 22852 0.075 0.245 0.741 1.322 0.186 0.430 1.011 1.398 

RF 2c 23216 0.075 0.280 0.691 1.314 0.196 0.450 0.955 1.403 

RF 3a 23368 0.075 0.247 0.764 1.340 0.195 0.406 1.059 1.412 

RF 3b 23586 0.075 0.237 0.749 1.338 0.187 0.419 1.019 1.414 

RF 3c 23176 0.074 0.278 0.712 1.332 0.195 0.449 0.999 1.424 

DENSE1 1a 193 0.102 0.352 0.759 1.380 0.262 0.523 1.003 1.447 

DENSE1 1b 353 0.103 0.430 0.783 1.296 0.247 0.626 1.026 1.460 

<DENSE1  1c 705 0.100 0.550 0.771 1.340 0.232 0.939 1.037 1.571 

DENSE1 2a 753 0.087 0.337 0.884 1.533 0.213 0.501 1.182 1.635 
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DENSE1 2b 1473 0.084 0.312 0.976 1.448 0.180 0.471 1.157 1.643 

DENSE1 2c 3057 0.086 0.365 0.723 1.226 0.185 0.640 0.954 1.385 

DENSE1 3a 1313 0.084 0.349 0.909 1.580 0.214 0.509 1.233 1.688 

DENSE1 3b 2593 0.081 0.333 1.001 1.415 0.211 0.539 1.170 1.600 

<DENSE1  3c 5409 0.090 0.370 0.767 1.189 0.209 0.625 1.006 1.371 

DENSE2 1a 465 0.105 0.308 0.664 1.227 0.260 0.465 0.910 1.293 

DENSE2 1b 625 0.095 0.375 0.722 1.211 0.229 0.571 0.959 1.371 

DENSE2  1c 977 0.096 0.511 0.689 1.175 0.227 0.861 0.976 1.357 

DENSE2 2a 1025 0.074 0.295 0.856 1.469 0.200 0.452 1.195 1.552 

DENSE2 2b 1745 0.075 0.319 0.830 1.482 0.196 0.498 1.030 1.656 

DENSE2 2c 3329 0.079 0.349 0.676 1.196 0.180 0.578 0.907 1.348 

DENSE2 3a 1585 0.085 0.303 0.913 1.509 0.220 0.451 1.236 1.589 

DENSE2 3b 2865 0.084 0.347 0.856 1.480 0.195 0.541 1.057 1.645 

<DENSE2  3c 5681 0.081 0.377 0.711 1.220 0.204 0.641 0.945 1.375 

RNN1 a 370 0.114 0.281 0.910 1.467 0.257 0.440 1.175 1.523 

RNN1 b 450 0.088 0.336 0.713 1.304 0.209 0.519 0.927 1.396 

<RNN1  c 626 0.095 0.440 0.693 1.242 0.225 0.674 0.868 1.312 

RNN2 a 898 0.088 0.304 0.900 1.497 0.234 0.453 1.170 1.554 

RNN2 b 978 0.095 0.312 0.681 1.387 0.219 0.483 0.891 1.485 

<RNN2  c 1154 0.083 0.352 0.708 1.223 0.190 0.572 0.908 1.310 

LSTM1 a 1480 0.069 0.296 0.839 1.447 0.165 0.436 1.132 1.509 

LSTM1 b 1800 0.069 0.240 0.810 1.307 0.161 0.393 1.030 1.379 

<LSTM1 c 2504 0.056 0.341 0.773 1.238 0.144 0.548 1.074 1.309 

LSTM2 a 3592 0.064 0.282 0.931 1.445 0.175 0.421 1.240 1.499 

LSTM2 b 3912 0.064 0.264 0.837 1.350 0.159 0.438 1.071 1.431 

<LSTM2 c 4616 0.061 0.332 0.713 1.350 0.157 0.526 0.966 1.436 

 


