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ABSTRACT
The focus of this work is on the problem of team recommenda-
tions, in which teams have multidisciplinary requirements and
team members’ selection is based on the match of their skills and
the requirements. When assembling multiple teams there is also a
challenge of allocating the best members in a fair way between the
teams. We formally define the problem and propose a brute force
and a faster heuristic method as solutions to create team recom-
mendations to multidisciplinary projects. Furthermore, to increase
the fairness between the recommended teams, the K-rounds and
Pairs-rounds methods are proposed as variations of the heuristic
approach. Several different test scenarios are executed to analyze
and compare the effectiveness of these methods.

1 INTRODUCTION
Recommendation algorithms for team formation aim to assemble
teams of individuals based on some specified criteria. For team
formation, we need to extract and identify individual characteristics
of the individuals, topics from documents and perform analysis
and visualization of relation graphs [3]. The individuals are then
grouped together based on how near they are from each other in a
relations graph (implicit relation identification) or by expert finding
[7]. While it is a difficult task to assemble the “best” team, due to
the several different subjective factors that could define a team as
best, a decision support system such as a recommender system may
help on that [3]. Furthermore, most of the papers describe team
formation in software development context [16], or based on users
common interests and attributes [1, 4].

Thinking about a team as a package of items in which its mem-
bers have skills that correspond to individual items attributes, a
multidisciplinary team is a package of items with diversity in their
attributes. Complex tasks often demand multidisciplinary teams,

and an increase of a team output could be achieved through select-
ing members with specific skills to maximize that output. Forming
such teams requires aligning people with different skills and back-
grounds and should also consider people that are not similar as
a possible good choice, while recommender systems are usually
based on similarities as an indicator of good alignment [8, 13]. In
addition, the concept of diversity is positive in a multidisciplinary
team context [6, 12] and may also trigger serendipity [11].

Other challenges may apply to this multidisciplinary team for-
mation problem, e.g., when a team member is restricted to work for
only one project. If several teams are being formed, all the best can-
didates could be assigned to the first team, leaving the remaining
less suitable candidates for the other projects. Thus, the fairness as-
pect [9, 10] of this team formation should be also taken into account,
in a way that good members could be assigned to all teams.

In this work, our inspiration comes from a real world problem in
which multidisciplinary teams need to be formed and allocated to
work on different projects with requirements for members’ skills
and some constraints. We pay special attention to fairness when
multiple teams need to be formed. That is, we focus on “how to
create team recommendations based onmembers’ skills and projects re-
quirements, while ensuring fairness?”. Recommender systems could
be very helpful in multidisciplinary team formation problems for
projects, bringing several benefits. Particularly when there are thou-
sands of candidates and dozens of teams to be formed, the amount
of needed human labor can be significantly reduced due to sys-
tematic analysis of candidates. In addition, it is a difficult task to
maintain the fairness aspect between teams manually, a problem
which that recommender system algorithm can solve.

2 PROBLEM DEFINITION
2.1 Motivating example
Assume that there are several projects that aim to create products
and satisfy needs. Each one of them has different needs of skilled
people based on their requirements, restrictions, context and goals.
For example, a project on developing a new website for a company
would require individuals with skills of front-end development,
design of interfaces, and user experience. However, a project aimed
at creating a device for measuring heart rate would need individuals
with expertise in health sciences, engineering and ergonomics.

The individuals that could work on a project possess different
sets of skills. The ability or expertise to do something well is defined
as a skill. A project is a collaborative effort to reach a goal, which
is carefully designed and planned [14] and that requires a team of
people with specific skills for that.

This work investigates a team formation problem in the context
of a platform in which several different projects are available to
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Figure 1: Example of a set of skills in a hierarchy

receive applications from interested individuals (applicants) to work
on them. For all projects, a team should be formed by matching
the project requirements with applicants’ skills. Furthermore, each
project has a determined number of team members required.

The teams should be formed in a way that maximizes matches
between project requirements and applicants’ skills. A perfectly
maximized but unrealistic team formation would be when for every
applicant in the team, the applicant possesses all of the project
required skills. However, a given applicant cannot belong to more
than one team, which poses a restriction since forming a team
limits the available choices of applicants for other teams. Therefore,
when forming all the teams, some fairness is required in such a way
that all teams are similarly good and choices are not made purely
on finding the best possible applicants for a project, leaving other
projects with the remaining less suitable applicants.

2.2 Model
Skills, which might be attributes of applicants or project require-
ments, are represented by textual tags and relate to each other in
a graph relationship. Figure 1 shows an example of a set of skills
and their relations. In this example, skills are represented by nodes
which are connected by edges.

Skills are not only attributes of applicants, but also requirements
for the projects. Let P be a set of projects, in which each project
p, p ∈ P , is described by a set of required skills p = {r1, . . . , rn }
that the team members of the project must possess, in which ri is a
textual tag representing a skill. It can be assumed that all projects
have the same amount of required skills.

Example 2.1 (Projects p1 and p2 and their sets of required skills).
p1 = {programming, sales, user interfaces, design}
p2 = {programming, user experience, marketing, advertising}

To determine if an applicant a has the skill r that is needed in
the project p, or if the applicant has any skills related to r within
its skill set, the function scoreAR(a, r ) is used. The function returns
a score of how well an applicant has skills that relate to a spe-
cific required skill of a project. The similarity function returns a
score in the interval [0, 1], depending on how related the skills are:
scoreAR(a, r ) =

∑
∀si ∈a similarity(si , r ).

Knowing how well an applicant’s skills suit one project require-
ment, it is possible to calculate how well an applicant fits in a
project in consideration with all of the project’s required skills. The

function scoreAP(a,p) is used to calculate the matches between
the set of skills of an applicant a and all the required skills of
a project p, based on the function scoreAR(a, r ): scoreAP(a,p) =∑
∀ri ∈p scoreAR(a, ri ).
Furthermore, with the information of how well applicants could

fit within a project, the function scoreTP(t ,p) denotes how well a
team of k applicants t , t ⊂ A, matches with all the required skills of
a project p. By using this function it is possible to compare howwell
different team formations fit to a project, according to Definition 2.2
below. It is assumed that all teams are formed with the same amount
of applicants k : scoreTP(t ,p) =

∑
∀ai ∈t scoreAP(ai ,p).

Definition 2.2. Given a project p = {r1, . . . , rn }, and a set of
applicants A = {a1, . . . ,am }, where each applicant ai is associated
with a set of skills {si1 , . . . , six }, the best team ofk applicants for the
project p is the teamT ∗ for which:T ∗ = arдmax |T |=kscoreTP(T ,p),
such that, ∀r j ∈ p, ∃ai ∈ T , with siy = r j ; and there are at least k
applicants in the set A.

Therefore, to form q teams of k members, the setAmust contain
at least q × k applicants.

The model presented above differs from the methods in research
literature in the sense that teams are not formed based on similar-
ities between its members as in content-based methods, neither
on past ratings as in collaborative filtering approaches. The con-
cept of ratings itself is not used in a traditional way, but replaced
by the relation between required skills of projects and applicants’
skills, which for this problem would be better called scores. Since
the relations between applicants’ skills — items’ attributes — are
not taken into consideration, content-based filtering is not suitable.
Furthermore, recommended teams are also not calculated based
on historic data of past formed teams. Projects are often unique
and rarely the assumption that there are two or more projects with
the same requirements can be made. Hence, collaborative filtering
would also be unfit for this problem, since the sparsity problem
would be taken to an extreme in which the subset of rated items
for a user would consist of at most one item.

Nonetheless, the model seems to fit better within knowledge-
based approaches. It could be related to constraint-based knowledge-
based systems, as the projects possess requirements for the desired
applicants’ skills. Furthermore, knowledge-based methods have as
their strengths the ability to work well with sparsity, complex and
specific problems, which is the case presented by this work.

Moreover, the concept of group recommendations to individuals
is used. The formation of a team involves calculating the score of
applicants for a project, then combining them into the team, based
on the requirements (criteria) set by the projects.

2.3 Fairness-aware Team Formation
It is not sufficient to find the best team for a project using the
Definition 2.2, since the assignment of applicants to a specific team
makes them unavailable to other teams. Therefore, the property
of fairness needs to be applied when suggesting multiple teams to
multiple projects, so that there is a balance between the teams.

Definition 2.3. Fairness to teams: Let T be a set of n teams
(T1, . . . ,Tn ), assigned to a set P of projects (p1, . . . ,pn ). Given a



set TS including all pairs of teams (Ti ,Tj ) ∈ T , to ensure fair-
ness in group formation, minimize:

∑
(Ti ,Tj )∈T |scoreTP(Ti ,pi ) −

scoreTP(Tj ,pj )|.

The implication of applyingDefinition 2.3 is that the best possible
team is not always going to be chosen for some projects. However,
by choosing teams with slightly lower scores (scoreTP ) for some
projects, it is possible to choose teams with greater scores for oth-
ers, thus minimizing the differences and increasing the fairness
between them. The implementation of fairness in this work is novel
relating to the research literature, as most of the approaches are
implemented by reducing the variation between predicted ratings,
i.e. by increasing similarity between items. On the other way, this
work proposes to achieve fairness through the way in which teams
are formed, considering the presented restrictions of the context.

3 METHODS
3.1 Brute force algorithm
Assume that combinations(k,L) is a function that calculates the
binomial coefficient (generates a list of all possible combinations)
of k elements from the set of elements L. In our context k is the
amount of applicants in a team, and L is the set of all applicants.
Moreover, the function scoreAP(a,p) calculates how well a given
applicant a is suited to a given project p, based on the model in
Section 2. Our brute force algorithm uses the combinations(k,L)
and scoreAP(a,p) functions to implement a brute force method to
generate the best teams recommendations. For every project p in
the set of projects P , all the possible team combinations T of k
members are generated from the set of available applicantsA. Then
for every possible team t in T , its score relating to the project p
is calculated with the function scoreTP(t ,p). The team with the
maximum score is chosen as the best team for that project and its
members are removed from the set of available applicants A. This
team formation process is repeated for all projects.

3.2 Heuristic algorithm
The brute force approach is computationally expensive, due to the
calculation of all possible team combinations. Therefore, a heuris-
tic which could be applied to minimize the computations while
keeping the recommendation efficacy is proposed. Instead of gener-
ating all possible team combinations, our heuristic first calculates
scoreAP(a,p) between every applicant a in the set A and every
project p in the set of projects P . These values are stored as a set
in the projectApplicantsScores variable. Then the applicant a who
had the maximum scoreAP for a given project p is chosen as a mem-
ber of that project team and is removed from the set of available
applicantsA. This previous step is repeated k times until the project
p team has all its k members chosen. This team formation process
is then repeated for all other projects of the set P .

Furthermore, this algorithm could be optimized to improve fair-
ness according to Definition 2.3. That optimization is specified in
the following two novel variants V 1 and V 2, which implement a
k-rounds choosing method to generate more fair teams recommen-
dations. Specifically, instead of choosing all the k best applicants as
members of a project team and then repeating the process for other
project teams, V 1 chooses only one applicant a who had the best

calculated scoreAP for every project p as a member of that project
team, and also removes it from the set of available applicants A.
This procedure happens in k rounds to add the k-nth-member until
all the teams have k members. Similarly,V 2 implements a variation
pairs-rounds choosing method to form teams. Based on the calcula-
tions of scoreAP(a,p) between every applicant a in the set A and
every project p in the set of projects P , there are k/2 rounds in
which the pair of applicants a1 and a2 who had the best values of
scoreAP for p are assigned as team members and removed from the
set of available applicants A. Again, this process is repeated until
all the projects have teams of k members. If k is an odd number,
then during the last round only one team member will be assigned.

4 EXPERIMENTAL EVALUATION
4.1 Dataset
A pre-processed DBLP dataset (Wang et al. [15]), consisting of a
CSV file with 7428 lines, is used for testing. Each line corresponds to
a researcher, and contains the person’s name and a varying number
of skill tags related to that person. Each researcher has at least
one skill and there are 4480 unique skills among all people. Due
to the nature of DBLP, the skills associated with the researchers
correspond to keywords used in those researchers publications.
Truthfully, it may not represent the same definition of skills used
in this work. However, since the skills derived from the DBLP
dataset represent an area of knowledge or expertise in which a
person published research, it could be considered as a sufficient
approximation. To assemble the hierarchy relationship between the
skills, Wordnet [5] was used.

4.2 Measurements
Since the scoreTP value is an indicator of how well a team fits into
a project requirements, the analysis of the success of the recom-
mendations is focused on it. The sum of all the scoreTP values in a
set of recommended teams indicate how successful the recommen-
dation method is, relative to its parameters (amount of projects,
amount of required skills by project and amount of members in each
team). Therefore, this measurement is taken into account as it con-
veys s better quality and quantity of matches between applicants’
skills and project requirements. Furthermore, based on the scoreTP
values, a fairness-deviation indicator is proposed to measure the
fairness digression between recommended teams. Assuming that
an absolute fair set of teams would be a set in which all of the teams
have the same scoreTP , the fairness-deviation indicates how much
in average the teams deviated from this absolute fair situation.
The fairness-deviation between a set of recommended teams T

is defined by: fairness-deviation(T ) =

∑
∀ti ∈T | ti −mean(T ) |

len(T )
,

where mean(T ) is the mean of the scoreTP values of the teams in
the set T , and len(T ) is the count (length) of teams in the set.

4.3 Methods
A test scenario receives as input p projects and a set of 20 randomly
sampled skills that could be used as project requirements. This set
of projects together with the parameter k of how many members
each team should have are subsequently used as input to the algo-
rithms. The results returned by the algorithms are measured and



recorded. In all experiments, we use the full set of 7428 applicants
as input to the algorithms. We target at comparing the fairness-
related results between the algorithms. From the range of numbers
between 5 and 35 a sample of 10 numbers was selected to be used
as p values (amount of projects). Then from the range between 3
and 12 a sample of 5 numbers was used as k values (amount of
members in each team). These range values were chosen trying to
represent the extreme situations in a real scenario, as Agile teams,
for example, usually have less than 10 members [2]. All the possible
combinations between the 10 sampled p and 5 sampled k values
are used to generate a total of 50 test scenarios. Those 50 scenarios
are executed receiving as input only the 200 most frequent skills as
possible project requirements. Likewise, another 50 test scenarios
are created and executed with another samples of p and k values
following the same constraints, however using the 200 less frequent
out of the 2000 most frequent skills to create project requirements.
The behaviour of the algorithms during the extreme situations
of overfitting and underfitting of data can be analyzed with this
variation between the most and less frequent skills.

4.4 Effectiveness
The recommendations are evaluated by howwell the teammembers
of the team recommendations adhere to the required skills of the
projects, represented by the sum of scoreTP values. In addition,
they are also evaluated by how fair the teams are in the context of
a set of recommended teams T . The fairness-deviation indicator is
used for that. Figure 2 shows the sum of all the scoreTP values over
the amount of choices made in a set of recommended teams T . The
amount of choices made refer to the amount of team members in
each team multiplied by the amount of project teams (k × len(T )).
By applying linear regression to this data (as indicated by the lines
in the figure), it is possible to notice that the Pairs-rounds method
achieves slightly better results in overall than the other methods,
while the K-rounds method seems to improve when the amount of
choices made increase. However, the results of the three algorithms
are very similar and in practice their differences could be considered
negligible. Due to the two variations of skill sets used to generate
project requirements, it is also possible to notice two linear areas
of concentrated points in Figure 2. More frequent skills in project
requirements have a bigger chance to find more similarities with
applicants’ skills, thus increasing the overall value of scoreTP .

Figure 3 shows the fairness-deviation values for all executions,
over the amount of choices made. With linear regression analysis on
this data (as indicated by the lines in the figure), it is observed that
the K-rounds and Pairs-rounds methods produce significantly more
fair results than the simple heuristic method without fairness opti-
mization. The brute force and heuristic methods not only produced
less fair results, but also had a lower sum of the scoreTP values.
This occurred because first a full team was formed and its members
were made unavailable for other teams.

5 SUMMARY
In this work, we focus on the problem of fair team recommen-
dations. We formally define the problem and propose algorithms
as solutions to create team recommendations to multidisciplinary
projects. The experimental evaluation shows that the proposed

Figure 2: Sum of scoreTP values for different algorithms

Figure 3: Fairness-deviation for different algorithms

heuristic-based methods are able to create team recommendations
for multidisciplinary projects in a very successful way.
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