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Abstract

Model-Driven Engineering (MDE) is a software development paradigm that
is proposed to increase the efficiency of software development. To realize this
goal, the design of the software application and the design-time decisions are
captured in models. The models are kept consistent with each other and the
source code by model transformations. Designing the modeling languages
and specifying, designing and implementing the model transformations are
critical tasks in applying MDE successfully.

Applying MDE to the development of a certain type of software is pri-
marily about understanding and defining the process, work practices and
methods that are to be used in the development. The input and output in-
formation for each phase in the process are defined and suitable modeling
languages are selected to express the information. The relationship between
the input and the output is defined as a model transformation. The more
stable, well-understood and explicitly defined the phases are initially, the
easier it is to apply MDE.

A software product line environment is a favourable target for applying
MDE. Similar products are being built and have been built before, so the
information needed in each phase is understood well. Therefore the model
transformations and modeling languages will be quite good from the start and
can be expected to change relatively little. The same model transformations
are used in the development of multiple products and benefit each of them.
The combined gains are enough to justify a large one-time investment into
developing high-quality model transformations.

However, developing a unique or a first of its kind software application
is a challenge for applying MDE. There is little prior experience and the un-
derstanding of the requirements is poor. Therefore, the initial assumptions
will be wrong and the model transformations and modeling languages will
undergo frequent changes while the understanding gradually grows. Because
there is only one application, the gains do not compound and a much smaller
investment can be justified. Also, the time spent building model transforma-
tions delays the start of the development of the application.
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In this dissertation we present a light-weight approach to developing
model transformations. The model transformation development is concur-
rent with the application development and does not delay it. The approach
permits and encourages developing incomplete and interactive model trans-
formations instead of perfect ones. Such model transformations can be built
early, based on incomplete understanding, and their flexibility helps adapt to
changing requirements. The gains are smaller than with highly automated
model transformations, but the investment required is also smaller.

The approach consists of a model transformation development process,
a model transformation language and human decision modeling. There is a
proof-of-concept tool supporting the approach. The approach and the tool
are evaluated by applying them in three model transformation development
scenarios.

Model transformations themselves are software and as such subject to the
same development challenges as any other software. The requirements are
initially unknown, they are partly discovered only during the model trans-
formation development, and they change. There are various stakeholders to
the development and they have different backgrounds, skills and expertise,
which makes communication challenging. The time and effort that can be
spent on the development is limited.

We address these well-known software development challenges with well-
known software development practices. Prototyping and iterative develop-
ment help with initially unknown, emerging and changing requirements by
enabling fast start and gradual refinement and growing of the model trans-
formation; patterns help build a shared vocabulary and capture tacit domain
knowledge; and iterative development makes it possible to finish the develop-
ment when the budgeted resources have been spent or when the achievable
improvements no longer justify the estimated effort.

Because even the finished model transformation may contain human inter-
action, the most difficult aspects of the application development do not need
to be thoroughly understood or automated. As a downside, when the models
of the application are changed, the model transformation is re-executed and
the human effort of making decisions may have to be repeated. We present
a way to model the decision context that enables automatic reasoning of
decision validity under certain circumstances.

The approach presented in this dissertation enables the development of
model transformations in parallel with the application that uses them. It
facilitates communication and knowledge transfer between stakeholders by
capturing key knowledge in concrete artefacts. Modeling human decisions
reduces the human effort in reusing decisions, making interaction a viable
way of adding flexibility to model transformations.
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Preface

Do model transformations dream of electric sheep?

– Philip K. Dick, Do Androids Dream of Electric Sheep?, 1968 (adapted)

The main question I have been exploring is how human—or how robotic—
could and should a model transformation be. I have not found the universal
Truth, but I found smaller truths, which have kept me entertained. Mostly
the work has not felt like work at all. I feel I have been “playing on the
sea-shore, and diverting myself in now and then finding a smoother pebble
or a prettier shell than ordinary”, as Sir Isaac Newton put it.

I wrote this dissertation almost exclusively at night, usually with a cat
on my lap, and occasionally with a glass of good rum. Deep night has few
distractions, but may get a bit gloomy and chilly. A cat choosing your lap
over a soft and stable bed or couch dispels both adverse effects. The rum
kept my spirits up on the nights the furniture won.

I am very grateful to all the people who, each in their own way, allowed
me the time and freedom to get utterly lost at the beach. I appreciate the
help in conducting studies and writing papers as well as the sympathetic
ears and the magically re-filling fridge. This is best expressed in the Kiitos
ja Anteeksi form, which mixes a little apology into each thank you.

First of all I thank my supervisor, Professor Tarja Systä, for her endless
patience and apologize for rigorously testing the endlessness. I thank Profes-
sor Holger Giese from University of Potsdam and Professor Ivan Porres from
Åbo Akademi University for reviewing the manuscript and for their remarks.
I thank Professor Kai Koskimies for his pre-review comments and for the
books he lent. I apologize for borrowing them for so long.

Many people participated in the DReAMT application studies. Markku
Laitkorpi and Petri Selonen from Nokia Research Center, Antti Tirilä and
Markus Kouko from Solita Oy and Jari Peltonen from TUT provided the
cases and the domain knowledge. Heikki Suontausta and Mikko Hartikainen
implemented the model transformations. I thank them for the effort and
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time they contributed despite their busy schedules and I am glad I got to
work with them.

Gábor Halászi spent a summer cleaning up the DReAMT compiler code. I
thank him for it and apologize for the mess. I thank all the people who worked
on the MADE tool, which was an important component in my research.

I thank Anna Ruokonen and Johannes Koskinen for the pleasant working
environment for the years we shared an office. I thank Samuel Lahtinen
for the peer support during these last phases. I owe special thanks to Jari
Peltonen for all the stress-relieving chats, tea, chocolate and Sisu; for the
Trinity study he really did not have time for; and for introducing me to good
rum. I offer a blanket apology “for all that I may have caused”.

Last and most, I thank my wife Heather and the mushroom for keeping
me sane when work did feel like work at all. I apologize for the sacrifices
they had to make.

Kiitos ja anteeksi.

Mika Siikarla
Tampere, November 5th, 2010

Note 1: No animals were harmed during the writing of this dissertation.
However, two cats frequently suffered to be petted.

Note 2: I have tried to use gender-neutral English. Where it would have led
to clumsy sentences, I let a virtual coin toss choose the gender. That is why,
for instance, the Debbies in Chapter 3 are not Daves.

vi



Contents

Abstract iii

Preface v

Contents vi

List of Included Publications xi

1 Introduction 1

1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Solution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.3 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . 6
1.4 Dissertation Contributions . . . . . . . . . . . . . . . . . . . . 9
1.5 Author’s Contribution . . . . . . . . . . . . . . . . . . . . . . 11
1.6 Organization of the Dissertation . . . . . . . . . . . . . . . . . 11

2 Background 13

2.1 Model-Driven Engineering . . . . . . . . . . . . . . . . . . . . 13
2.2 Patterns . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.3 Traceability . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.4 MADE . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3 DReAMT Model Transformation Development Process 21

3.1 Development Process . . . . . . . . . . . . . . . . . . . . . . . 21
3.2 Running Example . . . . . . . . . . . . . . . . . . . . . . . . . 24
3.3 Illustrative Scenario . . . . . . . . . . . . . . . . . . . . . . . . 26

4 DReAMT Model Transformation Language 33

4.1 Model Transformation Language . . . . . . . . . . . . . . . . . 33
4.2 Model Transformation Execution Model . . . . . . . . . . . . 35
4.3 Graph Rewrite System . . . . . . . . . . . . . . . . . . . . . . 36
4.4 Pattern Implementation . . . . . . . . . . . . . . . . . . . . . 38

vii



4.5 Rule Construct . . . . . . . . . . . . . . . . . . . . . . . . . . 40
4.6 Illustrative Scenario . . . . . . . . . . . . . . . . . . . . . . . . 42

5 Decision Modeling 45

5.1 Decision . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
5.2 Decision Validity and Decision Context . . . . . . . . . . . . . 46
5.3 Decision Model . . . . . . . . . . . . . . . . . . . . . . . . . . 48
5.4 Decision Modeling in DReAMT Language . . . . . . . . . . . 49
5.5 Reuse and Traceability . . . . . . . . . . . . . . . . . . . . . . 51
5.6 Decision Related Design Issues . . . . . . . . . . . . . . . . . . 53
5.7 Illustrative Scenario . . . . . . . . . . . . . . . . . . . . . . . . 53

6 DReAMT Tool 57

6.1 Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
6.2 Interactive Execution Environment . . . . . . . . . . . . . . . 59
6.3 Model Transformation Compiler . . . . . . . . . . . . . . . . . 60

7 Applications 65

7.1 Applications of DReAMT . . . . . . . . . . . . . . . . . . . . 65
7.2 Building ReSTful APIs . . . . . . . . . . . . . . . . . . . . . . 66

7.2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . 66
7.2.2 Conducting the Study . . . . . . . . . . . . . . . . . . 67
7.2.3 Further Development . . . . . . . . . . . . . . . . . . . 70
7.2.4 Observations and Conclusions . . . . . . . . . . . . . . 70

7.3 Solita Process Language Modeling Tool . . . . . . . . . . . . . 71
7.3.1 Solita Process Language . . . . . . . . . . . . . . . . . 71
7.3.2 Setup for the Study . . . . . . . . . . . . . . . . . . . . 73
7.3.3 Building the Process Modeling Tool . . . . . . . . . . . 74
7.3.4 Feedback from Solita . . . . . . . . . . . . . . . . . . . 76
7.3.5 Observations and Conclusions . . . . . . . . . . . . . . 79

7.4 A Flexible Modeling Tool System . . . . . . . . . . . . . . . . 81
7.4.1 Trinity . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
7.4.2 Incomplete and Inconsistent Models . . . . . . . . . . . 82
7.4.3 Setup for the Study . . . . . . . . . . . . . . . . . . . . 84
7.4.4 Building the Model Transformation . . . . . . . . . . . 85
7.4.5 Observations and Conclusions . . . . . . . . . . . . . . 87

8 Related Work 89

8.1 Model Transformation Development . . . . . . . . . . . . . . . 89
8.2 Requirements Capture and Stakeholder Communication . . . . 90
8.3 Model Transformation Specification . . . . . . . . . . . . . . . 92

viii



8.4 From Requirements to Implementation . . . . . . . . . . . . . 93
8.5 Modeling Human Decisions . . . . . . . . . . . . . . . . . . . 94
8.6 Traceability . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97
8.7 Languages and Tools . . . . . . . . . . . . . . . . . . . . . . . 97

9 Introduction to the Included Publications 99

10 Conclusions 103

10.1 Research Questions Revisited . . . . . . . . . . . . . . . . . . 103
10.2 Improvements and Future Work . . . . . . . . . . . . . . . . . 105
10.3 Concluding Remarks . . . . . . . . . . . . . . . . . . . . . . . 106

Bibliography 109

Appendices

Appendix A: Model Transformation Language Syntax 115

ix



x



List of Included Publications

[I] M. Siikarla, K. Koskimies, and T. Systä. Open MDA using transformational
patterns. In U. Aßmann, M. Aksit, and A. Rensink, editors, Model Driven
Architecture, European MDA Workshops: Foundations and Applications,
MDAFA 2003 and MDAFA 2004, Revised Selected Papers, volume 3599 of
Lecture Notes in Computer Science, pages 108–122. Springer, 2005.
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Chapter 1

Introduction

The question, then, is how to define model and language translations
so they can be used for the practical purpose of maintaining consis-
tency between models and, where feasible and desirable, generating
one model from another.

– Stuart Kent, Model Driven Engineering in Proc. of IFM 2002

[Within] an engineering discipline, each activity is a balance of invest-
ment and return, [. . . ]

– Jan Bosch, Design & Use of Software Architectures, 2000

1.1 Motivation

Model-Driven Engineering (MDE) [24] is a software development paradigm
where the focus is on models. Software developers build a system primarily
by constructing and updating models instead of writing source code. The
models record the design of the system as well as various development-time
decisions. Each model conforms to a modeling language (usually defined with
a meta-model), which determines what information is recorded in the model
and in what form. Models are kept consistent with each other and the source
code by using model transformations, in order to prevent the models from
gradually becoming inaccurate or obsolete.

Raising the abstraction level from code to models is visioned to improve
developer productivity much the same way that moving from assembly to
higher level programming languages did. Models also provide design-time in-
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Figure 1.1: A model-driven software development process

formation and up-to-date documentation, which is hoped to help maintainers
work faster, easier and with fewer mistakes.

In MDE a software development process is structured around and driven
by the use of models. The information passed from one process phase to
another is recorded in models instead of leaving it in informal documents or
the developers’ minds. In each process phase the content of the input models
is processed, design decisions are added and the output models are updated.
This propagation of information between models drives the entire software
development process. What kind of models are produced, in what order and
what modeling languages are used is defined by a so called macro-process.
A micro-process defines the details of how the output models of a phase are
produced from its input models. [24]

A simple iterative macro-process is shown in Figure 1.1. The macro-
process is just a chain of micro-processes, each producing a single model based
on one model. The boxes represent models and the small arrows between
models represent micro-processes. The large round arrow signifies that the
macro-process is iterative.

Several models may contain overlapping information about the system on
a different abstraction level or from a different point of view. Micro-processes
define how the consistency of the overlapping information is maintained man-
ually, semi-automatically or automatically. A model transformation can as-
sist the developers in updating models. In this dissertation a model trans-
formation is a program that partially or completely derives a set of models
(the target models) based on another set of models (the source models). We
exclude fully manual updates from the definition, but do allow human inter-
action and other ways for a designer to affect the execution. Much of the
productivity expectation for MDE relies on the ability to automate majority
of the manual effort in model updates [24].

Some proponents of MDE suggest it as the new way of developing all
software [25]. That is not reality at least yet. Some attempts to apply
MDE [43] have succeeded in increasing productivity and some attempts [30]
have failed. MDE is still so new that it is impossible to know if the failures
are due to inherent limitations in the applicability of MDE or due to the
primitive tool and method support existing [41].
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Staron [41] lists some factors that increase the likelihood of success in
applying MDE. He relies on experiences from several case studies carried
out by himself and others. One of the factors is that there is already a
software development process in use that is mature and “compatible” with
MDE. Compatibility in this context means that the information needed for
various activities, e.g. quality assessment, is known and that there are natural
places for models in process.

This is the most favourable situation for applying MDE and developing
model transformations. Either there is a history of similar products or the
same product has been maintained for a long time, so that the development
process is mature and stable. There is a body of knowledge from which to
gather reliable model transformation requirements. The large number of ap-
plications of the model transformations makes it acceptable to invest a lot of
effort to achieve even small benefits per application. The situation resembles
software product lines, where a one-time effort on producing reusable assets
is offset by their repeated use.

The introduction of a software product line requires a considerable in-
vestment of effort in producing the initial design and the reusable assets.
However, the investment is incurred only once and is divided among the
subsequent products, whereas the benefits are experienced in full by each
product. This lowers the development cost of products. Other, sometimes
more important, objectives of reuse are to improve quality, time-to-market
and maintenance cost of products. The first products are developed either
without the reusable assets or the product development is delayed while the
assets are being developed. [7, pp. 5–10]

In MDE the reusable assets are the macro and micro-processes, the model-
ing languages and the tools. Applying MDE to the development of a software
system is really about finding and defining a detailed software development
process that is customized for developing just that particular type of soft-
ware. A different process is needed for a different domain, organization or
even project. Developing the process, models, modeling languages and tools
can require a large effort. [24]

Even in the favourable cases, Staron strongly suggests that MDE is ap-
plied in stages. Models should be introduced at selected parts of the process
and their significance increased gradually until the models are the primary
artefacts. The effort is too large to be carried out all at once. Also, in the
first stages there will be initial mistakes. Advancing in stages allows learning
from the mistakes and customizing MDE for the specific needs. [41]

In this dissertation we focus on less favourable situations, where the soft-
ware development process is not mature and stable. Because there is no,
or only very little experience, the first captured requirements are bound to
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be inaccurate or simply wrong. Small amount of products means that the
benefits must be much higher and the costs much lower. The benefits must
be realized already for the first product, since there will not be (many) oth-
ers. Also, the start of product development must not be delayed too much,
especially if time-to-market is important.

Balancing the investment and return can be done basically with either a
high yield strategy or a low cost strategy. Either one aims for heavy returns
to justify a somewhat heavy investment or one aims for light investment to
justify somewhat light returns. Due to the requirements for producing some
results quickly, the latter seems more attractive.

From this perspective, high level of automation in the model transfor-
mations is problematic. The initial guesses are going to be wrong and au-
tomating them will produce a model transformation that is too strict, i.e. it
disallows something that needs to be done. Kent [24] suggests that model
transformation tools should be flexible and configurable. Also, raising the
degree of automation often yields diminishing results. After certain point,
automating the last, most rarely occurring and most difficult to understand
human decisions is no longer cost-effective.

As a more fundamental issue, perfect automation of a design task requires
perfect understanding of the task in all possible contexts. That may turn
out to be a very large research problem. For example, database design for
relative databases [10] has been researched for over 30 years, and there still
is no general, always applicable solution [13, p. 328].

Fortunately it is not necessary to replace the human designers to get bene-
fits, only to assist them perform their design tasks. Allowing human decisions
in key places makes the model transformations more flexible, but introduces
another set of problems. To make an educated decision, the human must
comprehend the decision, its consequences, and the context in which it is
made. They must understand how the transformation works and at what
point in its execution the question was posed. When the model transforma-
tion is used in application development and a change is made to the source
models, the transformation must be executed again and the decisions need
to be made again. Traceability information about human decisions can not
be stored as it is not available.

Without any understanding of how the human makes the decisions, a
tool can not assist the user in these matters. Hard-coding decisions and their
options and writing only human-readable documentation on how to use the
model transformation is the state of the art.

A model transformation development process can be much lighter, when
it aims to produce interactive model transformations instead of automated
ones. Leaving in some interaction is a good way to add variability and flex-
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Figure 1.2: Development of model transformation(s) in parallel with appli-
cation development

ibility to model transformations. A more light-weight approach helps MDE
to “scale down” to singular applications and enables model transformations
to be developed and to evolve in parallel with the application development
project they are applied in. If the problems related to human involvement
can be removed or alleviated, interactive model transformations can be used
as the basis for a less imposing and demanding MDE approach than requiring
fully automatic model transformations.

1.2 Solution

In this dissertation we present a model transformation development process
that is iterative and incremental. The process runs in parallel with the ap-
plication development process where the model transformation is to be used.
The model transformation is initially very interactive and incomplete and it is
gradually automated and completed. Patterns are used in the model trans-
formation development process to capture the requirements for the model
transformation. Also the model transformation design and implementation
are modularized into pattern-like units.

Figure 1.2 visualizes the application development process and the parallel
model transformation development processes, one for each micro-process.

Model transformations are software and should be developed the same
way as software. Iterative development and prototyping are ways of dealing
with uncertainty and unknown and changing requirements in software engi-
neering. Discovering the requirements as the understanding of the problem
increases is an important part of software engineering, at least as important as
the actual implementation. Creating prototypes makes it possible to gather
fast and early feedback, which helps encounter problems and find answers
sooner. An iterative development process allows creating the first version or
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a prototype early and refining it gradually, having a working but incomplete
system all through the development. Development can be stopped after any
iteration, if the system being built is deemed ready or if some other condition
is met.

Iterative development is used widely in software engineering, even in soft-
ware architecture development [7]. It stands to reason that developing model
transformations should be iterative for precisely the same reasons. After all,
model transformations are software with initially poorly understood require-
ments. With iterations, the decision whether to continue refining the model
transformation can be made after each iteration based on the next iteration’s
expected improvement or remaining resources.

Patterns are used to capture tacit knowledge and to create a vocabulary
for a domain, among other things. Developing a model transformation in-
cludes stakeholders with expertise about the application domain and stake-
holders with expertise about model transformations. We use patterns to
capture the application domain experts’ knowledge in transformation tech-
nology independent terms. The patterns are concrete artefacts that can be
used for discussions between the stakeholders.

The design and the implementation of the model transformation are also
structured as patterns. Pattern-like artefacts are used as the unit of refine-
ment from the specification to the implementation, which helps contain the
impact of requirements changes to the corresponding design and implemen-
tation artefacts.

Some form of human involvement is often left in somewhere along a chain
of otherwise automatic model transformations, because automating the entire
development would be impossible, at least within the given time and cost
limits. Instead of trying to get rid of the involvement or pretend it does not
exist, we aim to make it visible and explicit by modeling the decisions that
are understood. The machine readable models can be used to justify decision
reuse when re-executing a model transformation, to provide tool assistance
in decision making and to provide traceability for decisions.

1.3 Research Questions

The research questions that are addressed in this dissertation are:

1. How can model transformation development be weaved with the appli-
cation development?

2. How can the various stakeholders with different expertise and back-
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ground communicate with each other and document the captured re-
quirements for the desired model transformation?

3. How can the model transformation specification be defined and refined
in reasonable units?

4. How can human decisions in model transformations be modeled so that
the modeling facilitates (a) decision validity checking, (b) intelligent de-
cision reuse, (c) tool assistance in decision making and (d) traceability?

5. How can the captured requirements and the decision models be trans-
lated into entities in the transformation implementation?

We conducted the research in three stages. In the first stage we recog-
nized the importance of tool support in MDE and the collaboration between
the application designer and the transformation tool. We laid out a vision of
open model transformation mechanisms [I], which promotes e.g. interaction,
comprehension and customization.

In the second stage, we built the DReAMT model transformation de-
velopment approach and the supporting tool based on openness. We built
them iteratively, improving and assessing them in cycles.

Initially we defined recurring semi-automatic transformation tasks using
disjoint patterns [I] that contain only the solution part (related to RQ3). We
used an existing pattern tool MADE [21] for applying patterns and managing
user interaction (RQ4-c). We assessed the solution and determined that the
biggest drawback was the tool user having to manually initiate the application
of each pattern. Reducing this user burden was therefore the focus of the
next iteration.

We augmented the pattern definition [II] with an application condition
(RQ3), which states when the pattern can be applied. The pattern defini-
tions were translated semi-automatically into corresponding entities (RQ5)
in executable code. We decided that the biggest problem was that the user
had to remake their earlier decisions when the source model was edited.

We developed decision models [III] to enable validity checking (RQ4-a),
reuse (RQ4-b) and tool assistance (RQ4-c) for human-made decisions. We
discovered that also traceability across human decisions (RQ4-d) was facil-
itated [VI]. We listed practices for discovering and implementing patterns
(RQ5). The model transformation language was formalized to make it com-
pilable and a concept for decision models was added (RQ5).

We created the iterative DReAMT process [IV] for developing interactive
model transformations in a study with Nokia Research Center. We described
the stakeholders, roles, artefacts and phases (RQ2, RQ3, RQ5). We extended
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Table 1.1: The research questions addressed by the included publications

Publication RQ 1 RQ 2 RQ 3 RQ 4 RQ 5
[I] X c
[II] X X
[III] X a, b, c X
[IV] X X X X
[V] c X
[VI] d

pattern definitions into full patterns to document the requirements in tech-
nology independent terms (RQ2). In each iteration, the model transforma-
tion can be incomplete, but assists in the application development (RQ1).
Patterns are refined and new patterns are added incrementally (RQ1, RQ3).

Table 1.1 lists the included publications and the related research ques-
tions. In addition to the relations mentioned above, the table includes [V],
which explains the DReAMT tool, including details of the user interface
(RQ4-c) and the model transformation engine (RQ5).

In the third stage, we evaluated the approach and the tool in two studies.
We evaluated the approach and the tool in a study with Nokia Research
Center [IV], a study with Solita [VII, pp. 3–12] and a study within Tampere
University of Technology [VII, pp. 12-17]. The evaluation of the research
activity itself is in this dissertation.

The research process we used follows that of constructive research. In
constructive research the researchers are trying to create a new artefact or
innovation. Constructive research can be considered to be design science.
In design science, the researchers set a goal state of how things should be
and then try to implement something to achieve the goal. The results can
be constructs (concepts), models, methods and instantiations. In the end,
the results are evaluated. It is possible that the results fall short in some
way or that they exceed the expectations or even have some unexpected
use. There are at least two alternative processes for implementation. In the
evolutionary process the specification and implementation of the goal state
is done in parallel iteratively. If the first implementation is not good enough,
specification and implementation are repeated. [23, Ch. 5]

We followed the evolutionary process with a total of four iterations. Our
results are primarily a method (the development process) and instantiations
(the model transformation language, the decision modeling language and the
tool). The results also include constructs and a model, most importantly the
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concepts related to decision modeling. We started with the goal of tool sup-
port for open (interactive) model transformations, but included how model
transformations can be developed along the way. Iterative research process
allowed prototyping and in that way discovering and reprioritizing features,
such as decision reuse.
Thesis:

We argue that the light-weight approach to iteratively developing model
transformations that is presented in this dissertation can be used to develop
interactive model transformations in parallel to the application project that
uses the model transformation. We argue that the stakeholders of the model
transformation development can use the concrete process artefacts for cap-
turing and sharing knowledge. We also argue that the decision modeling
alleviates some of the key drawbacks of human involvement in model trans-
formations.

1.4 Dissertation Contributions

To facilitate developing model transformations in parallel to application de-
velopment and to alleviate the problems with interaction, and as the contri-
bution of this dissertation, we propose an approach to developing interactive
model transformations, called Decision Reusing Approach for Model Trans-
formations (DReAMT).

The main contributions of this dissertation and their key features are

• an iterative and incremental process for developing model transforma-
tions, which

– allows incomplete and semi-automatic model transformations so
that they can be developed in parallel to and be used in the ap-
plication development,

– uses patterns to capture and communicate about the model trans-
formation requirements in manageable sized units and with tech-
nology independent terms,

– can be stopped when the transformation is good enough or when
the allocated resources have been used and still produces a useful
model transformation and

– contains a feedback phase, in which the model transformation is
analysed by executing it on the actual models of the application;

• a language for defining interactive model transformations that
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– supports interaction and decision modeling,

– organizes the definition into patterns and rules,

– has the same basic unit as the model transformation specification,
i.e. patterns and

– is graph, graph-rewrite system and role model based;

• a model for expressing human decisions so that

– their validity can be automatically checked after the source model
has been modified,

– they can be reused if valid,

– partial traceability can be provided across the decisions and

– a tool can provide guidance to the user;

• a proof-of-concept tool, which is integrated into a UML modeling tool,
to support the DReAMT approach; and

• evaluation of the approach and the tool in three studies.

Part of the novelty of the contributions is in them as a whole. Together
they form a comprehensive research result on developing interactive model
transformations. The process, the language, the decision model, the tooling
and the studies support each other and the strategy of parallel incremental
development.

For the model transformation development process the novel features are
the development of model transformations in parallel to the application de-
velopment as well as the use of patterns for capturing requirements and for re-
fining them into implementation artefacts. The process is also one of the very
few that span specification, design, implementation and deployment stages
of model transformation development; and explicitly describe the practices,
roles, responsibilities and artefacts involved.

The model transformation language’s novel features are the language
structures for defining decision models and pattern implementations.

The novelty of the decision model is the inclusion of circumstances af-
fecting a human decision and not only its choices and consequences. To our
knowledge the decision model is the first domain independent model for de-
signing and describing human decisions in interactive model transformations
that can be used to reason about decision reuse.

The DReAMT tool and the evaluation of the approach are described
in the dissertation because of their role in conducting the research. The
implementation of the tool and the method of the evaluation do not offer
any novel scientific contributions on their own.
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1.5 Author’s Contribution

The concept of open MDE was developed by the author of this dissertation
and was inspired by discussions with his supervisor and another professor
at TUT. The model transformation development process is work by the au-
thor and the creator of the ReSTifying process, with valuable and valued
feedback and assistance from other people. The definition of model transfor-
mation as patterns and their relations, decision modeling, decision validity
checking, decision reuse, decision traceability and the model transformation
tool implementation are work by the author alone.

The applications of DReAMT were carried out together with the indus-
trial and academical partners. The author of this dissertation acted as the
Transformation Architect in all of the studies, acted as the Transformation
Programmer in the TUT study, and supervised the transformation devel-
opment in the Solita study. The author of this dissertation performed the
evaluation of the studies.

1.6 Organization of the Dissertation

The introduction part of this dissertation is organized into ten chapters.
Chapter 2 contains background information about MDE, patterns and human-
machine interaction. We lay out the DReAMT approach in Chapters 3, 4 and
5, which present the model transformation development process, the model
transformation language and the decision modeling, respectively. Chapter 6
shows technical details of the proof-of-concept tool. Chapter 7 details how
DReAMT has been applied in three studies. The chapter also contains the
evaluation of the applications. Related work and comparison of DReAMT
to state-of-the-art technologies is in Chapter 8. Chapter 9 introduces the
included publications and Chapter 10 draws conclusions and discusses im-
provements and future work.
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Chapter 2

Background

‘There are things,’ he said, ‘which may be known, and these we study
in order to gain in understanding and increase our power. Alchemy,
metaphysics, and necromancery are such fields of knowledge, and on
them and their sister sciences are based the whole of our industrial
civilization.’

– Michael Swanwik, The Iron Dragon’s Daughter, 1993

2.1 Model-Driven Engineering

There are several model-driven software engineering approaches, e.g. MDE,
MDSD (Model-Driven Software Development) and so on. Although there are
differences between them, they share much of the same motivation and core
ideas. Even researchers commonly talk of “MDx” or “MD*”, unless it is im-
portant to make the distinction of which specific approach is meant. Model-
Driven Architecture (MDA) [35] is Object Management Group’s (OMG) ap-
proach and relies on the use of OMG standards and products, such as MOF
and UML. Kent [24] proposed the name Model-Driven Engineering (MDE)
as a technology-neutral alternative to MDA. MDE also encompasses a larger
part of software engineering.

Application development can be thought to be a graph of process phases,
where each phase refines the results of a previous phase or phases. Each
design phase needs some information and produces information augmented
with design decisions. The information is provided in models, which conform
to a modeling language. A micro-process is defined for each phase.

The carrying idea in MDE is that the models capture such information
from the design phases that would otherwise be thrown away. Normally, when
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a developer does some reasoning in order to solve a design problem, they use
a mental model, but only the solution is recorded. In MDE, the attempt is to
record at least parts of the reasoning and the mental model into a concrete
model using a modeling language. Having more information about the design
decisions means that a change during development or maintenance is easier.

However, if the models are out-of-date, they are worthless and can even
be misleading [33]. Models contain overlapping information, which creates
relationships among models both vertically, i.e. across abstraction levels, and
horizontally, i.e. across aspects of the system. Model synchronization is a key
issue, and therefore focus and research in MDE has moved from language
design towards model transformations.

One model transformation spans one design phase and completes the
micro-process automatically or, more likely, assists the designer in completing
it. The model transformations for several phases form a chain of model
transformations and can be considered a composite model transformation.

Because models are machine-readable, model transformations can be au-
tomated if the relationships among (the information contained in) the models
involved are understood well enough. At least some level of automation is
desirable, because in iterative application development each design phase,
and therefore the corresponding model transformation is performed multiple
times.

The modeling languages and model transformations become part of the
application’s development infrastructure, much like build systems, program-
ming languages or version control systems. One vision in MDE is that this
infrastructure could be reused. Reuse across products in the same domain
and company has been somewhat successful, but reuse across domains or
companies has been difficult. This is in line with experiences from, for
example, component reuse, where a lot of planning is required to achieve
reusability and the larger the scope of reuse is, the more difficult the plan-
ning becomes [7, pp. 8 & 13].

In iterative application development, a particular design phase is en-
tered several times during the application development and each time the
associated model transformation is executed. The evolution of the applica-
tion causes the design phase input, i.e. the model transformation’s source
model(s), to change from one iteration to another.

If the execution of the model transformation requires human decisions,
the decisions need to be made again one way or another. The approach
usually taken is to either blindly reuse all old decisions or to forget all the
old decisions. In the former case, if some decisions have become invalid
due to the changes in the source models, the decisions need to be explicitly
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changed. The designer is responsible for figuring out which decisions might
have become incorrect and which can be trusted.

As the application development progresses, new requirements may come
up. This can lead to, for example, some design phase needing a new piece of
information as its input. The source modeling language has to be changed so
that the source models can contain the new information. A scenario where
changes in the application development lead to changes in the model trans-
formation is referred to as model transformation co-evolution. Changes in the
source or target modeling languages pose challenges for reusing decisions. If
the form of the source model changes, so does the form of the decisions. Not
only does it become more difficult to justify that the old decisions can be
correctly reused, it becomes difficult to even recognize and match decisions.
We think changes to source or target metamodels are quite common, because
often the content is more important than the form.

2.2 Patterns

A pattern is a known good solution to a recurring problem in a domain.
Patterns originate in building architecture [2], but have since been used in
various fields. In software engineering patterns have become quite popular
and are used in many ways, e.g. programming [4], design patterns [19] and
workflow patterns [44]. A pattern describes the problem and the solution on
a general level, so that it can be applied to, i.e. used in, different situations.

Patterns are not invented, but discovered, because the solutions already
exist. Describing a discovered pattern makes an implicit piece of informa-
tion explicit and as such documents a part of an existing body of intuitive
knowledge and expertise.

A pattern has a name and thus the patterns for a domain or an environ-
ment define a vocabulary for that domain. The vocabulary provides common
terminology for stakeholders and makes communication clearer. A pattern
can also be related to other patterns. A collection of related patterns and
their relationships is called a pattern system [8]. It should be possible to tell a
“story,” i.e. describe a real scenario within the domain, using the vocabulary
defined by a pattern system.

There are several different formats in which patterns can be written.
Gamma et al. [19] use the sections such as name, intent, motivation, appli-
cability, structure, participants, consequences, implementation, known uses
and related patterns. A pattern is not just a description of the solution.
The goal and reason behind using the pattern (intent) as well as the forces
that cause the problem (motivation) are important parts of the pattern de-
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scription. They help transfer the knowledge about why the problem occurs
and why the solution works. That understanding helps assess whether the
pattern can be applied to the problem at hand and to customize the pattern,
if necessary.

There is nothing magical about a pattern format itself. It is just a sys-
tematical way to document what solutions and best practices exist, how they
are used, why, in what kind of situations and what are the benefits and
drawbacks.

Patterns are written for people and are quite general. Analysing the
situation and estimating the benefits and drawbacks of applying a particular
pattern is left for the reader. Because of this informality, a pattern as a whole
usually can not be formalized. Pattern tools contain a partial implementation
of a pattern, where at least parts of the solution and the application condition
of the pattern have been formalized. Some informal textual description of,
for example the forces, may also be included with the pattern implementation
and made available to the tool’s user.

In the DReAMT approach patterns are used to describe what steps a hu-
man designer can take to solve specific problems in creating or synchronizing
models. The patterns form a pattern system, which describes how the entire
models are synchronized. The concrete model transformation is formed by
creating implementations of the patterns and using human interaction where
the patterns are vague or include decisions.

2.3 Traceability

Traceability, especially in the context of model-driven engineering, can be de-
fined as any relationship that exists between artefacts involved in the software
engineering life cycle [1]. In some cases it is sufficient to know which elements
are related, but e.g. in change impact analysis, software comprehension and
decision support, it is helpful to know also the nature of the relationship. In
rich traceability [15] there can be several types of traceability relationships,
the relationships can be grouped (i.e. there can be relationships between
the traceability relationships) and the relationship types can have seman-
tics. Traceability is important across a single model transformation step and
particularly across a chain of model transformations.

An automatic model transformation can provide traceability by creating
trace data as a side effect of synchronizing the source and target models.
Each rule or action in the transformation explicitly or implicitly records the
traceability information. It can be stored in the record of transformation
or be in a model of its own. If a model transformation requires human
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decisions in some form, those decisions need to be traceable, too. Otherwise
the traceability is lost or hindered across the decision.

Recording the decision is not enough, as it simply reveals which option
was chosen, but not what affected the decision. The decision itself is not
traceable and therefore neither are its consequences. It should be noted that
two automatic model transformations that require manual model augmenting
in between in fact form a composite semi-automatic model transformation.

In this dissertation we model some aspects of the causes and consequences
of decisions. The decision models are used during the model transformation
to provide partial traceability across the decisions. The traceability infor-
mation for decisions and otherwise is stored as mappings. There can be
any number of mappings and each mapping has named fields. The type of
mapping and the field names enable rich traceability.

2.4 MADE

The DReAMT tool is integrated with MADE [21], a task-based role mod-
eling tool, and the DReAMT model transformation language reflects some
of its concepts. MADE is a versatile tool that was originally developed for
framework specialization. DReAMT uses MADE to handle the user interface
and to manage and perform model editing tasks, which is only a small part of
the functionality available. MADE itself is integrated with a UML modeling
tool. The current version is integrated with UML2Tools [17], which is built
on top of Eclipse [16] and uses the EMF-based (Eclipse Modeling Framework)
UML2 component.

A task in MADE is an action primitive. One task could be, for example,
to create a class in a class diagram. A task can be defined as automatic, in
which case MADE performs it, or manual, in which case MADE displays it
to the user. There can be several unfinished manual tasks at any given time,
and the user can choose the order in which they perform the tasks.

Related tasks are grouped together into a concern, which is a complex
action composed of the action primitives of the constituent tasks. A concern
could, for example, define the tasks for applying a design pattern.

The tasks in a concern are by default unordered. A partial order can
be imposed by adding dependencies between tasks. This means that the
dependent task can not be performed before the prerequisite tasks have been
performed. For example, a task for adding an operation to a class depends
on the task that creates the class. When a task is performed, all automatic
tasks that become available are performed and all manual tasks that become
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available are added to a task list visible to the user. The tasks and the
dependency relationships form a directed acyclic graph.

Each task has a type and the types are predefined in MADE. New types
can be added by writing Java code. Typical tasks include creating and se-
lecting model elements. A task may have properties that parametrize its
behaviour. For example, a task for creating a class has property ClassName,
which determines the name of the new class. An informal task is used when
the concrete actions can not be detailed or can not be effected by MADE.
“Make a backup copy of the target model.” is an example of an informal task.
Informal tasks can also be used to create multiple choice decisions.

Each task is placeholder for a value. The type of the value depends on
the task type. A create class task contains a reference to a class. Initially
the value is empty and when the task is performed, the “value” of the action
is set as the value of the task. For model element creation or selection tasks
the value is a reference to the model element created or selected. Setting the
value of a task is also called binding the task to the value.

Task properties can have constant or script values. A script can read the
values of the task’s direct prerequisite tasks. For example, a task for creating
a class could derive the name of the new class from one of the model elements
its prerequisite task is bound to, creating a name like “FacadeVehicle” based
on the name “Vehicle”.

The user interface for MADE is shown in Figure 2.1. In the top left
corner (marked with A) is a list of currently active concerns. Concerns can
be organized into a hierarchy of packages. The integrated modeling tool
window (B) shows the active diagram, in this case a class diagram with four
classes. That window is part of the modeling tool’s user interface and can be
used for examining and modifying models.

The task browser (marked C) shows the tasks in the selected concern.
A task can have subtasks, which appear under it. A red dot on the task
icon means its subtasks have not been performed yet. In the figure the
tasks InheritancePattern and VehicleInheritance have such subtasks. The
pending task view (marked D) lists pending tasks under the selected task.
The task selected in the figure is a multiple choice decision (XOR type), so
the tasks listed under it are the choices. A short description of the task
is displayed, e.g., “Use pattern EachEntitySeparately.” Tasks can also have
longer descriptions, which are displayed in the area below the pending tasks
(marked E). In the figure the long description has the same text as the short
description.

When the user double-clicks on a task they can perform it. Depending
on the task, they may have to provide additional information. For example,
if the task is to select a source model class, they have to point out the class.
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Figure 2.1: User interface of the interactive model transformation execution
environment [V, Fig. 3]

The three options for the multiple choice decision shown in the figure require
no additional information. The user just double-clicks one of them to choose
that option.

MADE saves the progress of manual and automatic tasks in a file separate
from the model. It is therefore possible to do some tasks, close the tool and
finish the other tasks at a later time. Storing the task information separately
from the model means that the model does not get polluted with information
not relevant to the model’s purpose. Also, the model can be processed with
a third-party tool without problems.
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Chapter 3

DReAMT Model

Transformation Development

Process

Try again. Fail again. Fail better.

Go on failing. Go on. Only next time, try to fail better.

Ever tried. Ever failed. No matter. Try Again. Fail again. Fail
better.

– Quotes attributed to Samuel Becket

3.1 Development Process

This chapter is based on an included publication [IV]. We carried out a study
with Nokia Research Center (NRC) about building model transformation
support for a process they had created. The process was meant for creating
APIs for specific type of web services. Based on findings in that study we
define an iterative process for developing model transformations. The model
transformations are developed to be used in building some software applica-
tion. The software application development and the model transformation
development processes are run in parallel.

We define the roles Design Phase Expert, Transformation Architect, and
Transformation Programmer. Design Phase Expert has thorough—although
partially implicit—knowledge related to the design phase in question and
is capable of judging the work quality of other designers. He is responsi-
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Figure 3.1: Transformation development process and its roles [IV, Fig. 1]

ble for the transformation functionality. Transformation Architect has deep
understanding of transformation design and the chosen mechanisms. He is re-
sponsible for the transformation design. Transformation Programmer knows
the model transformation language and can write transformation code. He
is responsible for the quality of the transformation implementation. A single
person can play multiple roles if they have the necessary expertise.

The cyclical model transformation development process is illustrated in
Figure 3.1. The artefacts created and refined in the process are shown as
wide boxes in the middle of the picture. A shaded area connects an artefact
to the role that is primarily responsible for it. There is a separate instance of
the DReAMT process for each design phase in the application development
process.

In the beginning of a transformation development cycle, the Design Phase
Expert provides correspondence examples. A correspondence example cap-
tures parts of the expert’s tacit knowledge by describing structures in well-
designed target models that should result from the given source model frag-
ment. Tacit knowledge is by its very nature implicit and unorganized. At
first, the examples are necessarily vague and do not cover all correspond-
ing source and target model structures. Some of them might be too general
or unnecessarily specific, and they can contain variation points and redun-
dancy. For example, in our study [IV] with NRC, the Design Phase Expert
was sure the 12 correspondence examples he initially produced were needed,
but was not sure if they were consistent, contained all variations and were
independent.

A correspondence example consists of a source model fragment and a
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target model fragment. The Design Phase Expert chooses a suitable notation
for a model fragment, preferably the notation used for the model, e.g. UML
class diagrams. The notations for the source and target model fragments
can be different. The correspondence examples are sketches that are used
for communication between people, so they do not need to be well-defined or
unambiguous.

Next, the Design Phase Expert and the Transformation Architect write
transformational patterns based on the correspondence examples. A trans-
formational pattern is a transformation mechanism independent description
of how and when one recurring transformation task in this design phase is
performed. Each transformational pattern is based on one correspondence
example, but the pattern writing is far from mechanical. This is where the
biggest shift from implicit to explicit, from knowledge to information takes
place. Where a correspondence example is just a sketch, a transformational
pattern contains enough information for an application designer to apply it
manually.

We do not fix the format, but we follow loosely the sections Gamma et
al. [19] suggest for design patterns. As a difference, we omit sections Also
Known As and Sample Code and merge sections Structure, Participants and
Collaboration with Implementation.

Name identifies the pattern and declares a term in the design phase vo-
cabulary. Sections Intent, Forces and Consequences describe why the solu-
tion works, what factors affect the problem and the solution and what are
its results and trade-offs. Applicability describes situations in which this
pattern is usable, such as “for important superclasses”. Applicability can
contain structural (“superclass”) and non-structural (“important”) conditions
and they may be informal (“important”).

Implementation describes how the pattern is applied and it may contain
variation, like “make one of the classes abstract”. Related Patterns lists other
transformational patterns that are related to this pattern and explains the
relationships. Known Uses contains examples of situations where the pattern
has been used before.

A transformational pattern is not complete when it is first written. Some
sections, for example Intent and Forces, may be very rough or even empty
initially. The pattern writing is done in parallel with, or more accurately
interlaced with, the developing of the other artefacts. Refinement of a pattern
may continue from the first to the last iteration.

The Transformation Architect and the Transformation Programmer cre-
ate a transformation definition from the transformational patterns. Trans-
formation definition is transformation mechanism specific and defines the
high-level structure and behaviour of the transformation code. This may in-
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clude sub-transformations and precedence or default rules, depending on the
transformation mechanism. If the transformational patterns contain informal
parts, they are turned into user decisions. The transformation programmer
creates the transformation implementation based on the transformation def-
inition.

The process is general enough that it could be used with any model trans-
formation language. However, the DReAMT model transformation language
is a particularly good fit, because it is based on implementing patterns. The
transformation implementation, and therefore also the transformation defi-
nition, is organized into patterns. When all the process artefacts have the
same unit of organization, iterative and incremental development is easier.
Adding a new pattern or refining an existing one has little effect on the rest
of the specification, definition or implementation.

Once the transformation implementation is available, it is executed on
the current source models from the application development and possibly on
selected reference source models. The execution and results are evaluated
by the Design Phase Expert. The model transformation most likely fails to
be perfect. The feedback is used in the next iteration where the correspon-
dence examples and transformational patterns are refined and new ones are
created. The understanding of the design phase has increased and the next
transformation will fail better.

The process can be stopped after any iteration. The decision can be
based on e.g. the quality of the model transformation, the amount of al-
located resources remaining or the expected gains and costs of continuing.
Because each iteration produces a working model transformation implemen-
tation, there will be a usable result. It may very well be that even at the end
the model transformation is not complete in all aspects.

Our approach facilitates early prototyping, which can lead to fast discov-
ery of new insight. We encourage starting with a loose transformation and
modeling all unknown and/or undecided aspects as user decisions.

3.2 Running Example

We will use the logical database design phase from database design as a
running example for illustrating the DReAMT approach. Database design is
separated into conceptual, logical and physical database design phases [11,
p. 419]. Each phase produces a model of the database from a specific point
of view. The conceptual model defines the information, but is independent
of any data model, e.g. the relational model or an object model. The logical
model is a refinement of the conceptual model for a specific data model, but
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is independent of any database management system. The physical model is
a refinement of the logical model for a specific database management system.
We will base the logical model on the relational model.

A tool, whether a model transformation or something else, should adapt
to the existing processes and practices instead of making the processes and
practices adapt to the tool. The three design phases separate database design
decisions into three sets based on how dependent a decision is on the chosen
implementation technologies. Each design model captures a different set of
decisions, and each model is needed. The phases and the models have been
chosen carefully to provide the right abstraction level for the database design
decisions. So, there is little use for a model transformation that bypasses
phases and produces only the physical model, for example. The goal, there-
fore, is a transformation that assists the designer in creating and updating
the logical database model based on the conceptual model.

The conceptual model is given as an entity-relationship model. The logical
model describes the structure of a relational database schema, and can be
in the form of, e.g. a data structure diagram. From a model transformation
point of view, the conceptual model is the source model and the logical model
is the target model. In this example, both models are represented as UML
class diagrams.

In a nutshell, entities (we will call them classes from now on) in the entity-
relationship model become relations (or tables) in the relational schema and
properties of classes become attributes (or columns) of tables. However, the
entity-relationship model can contain various types of relationships among
classes, e.g. inheritance and containment, the relationships can involve any
number of classes and have any multiplicity. The relational schema only has
a single type of relationship: a directed one-to-one reference from one table
to another table or itself.

One of the main tasks in logical design is to break down the complicated
entity structures, e.g. inheritance or containment graphs, into tables and ref-
erences. Each table must have a primary key, which is a set of columns whose
values uniquely identify the data tuples the table contains. The primary key
may be formed by selecting existing columns, or by adding an extra column,
a surrogate key. A reference from one table to another is formed by adding a
set of columns, called the foreign key to the referring table. The types of the
columns in the foreign key must match those of the columns in the primary
key.

Figure 3.2 (a) shows an example of an entity-relationship model in class
diagram form. There are eight classes (entities) and all but two of them
inherit another class. One possible result of logical design is shown in Fig-
ure 3.2 (b). The columns belonging to a table’s primary key are marked with
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(a) (b)

Figure 3.2: An entity-relationship model and one possible database schema

an asterisk and foreign keys have been marked with a shaded box. There
are only six tables, because tables FootballPlr and BasketballPlr have been
merged into table Athlete.

Logical database design is a suitable example, because even after decades
of research there still is no universally applicable method, which would be
unambiguous and detailed enough for a machine to perform and generic
enough to suit every situation. Date writes: “[We] must now also say that
database design is still very much an art, not a science. There are (to repeat)
some scientific principles . . . [However], there are many, many design issues
that those principles simply do not address at all. [There are many] design
methodologies–some fairly rigorous, other less so, but all of them ad hoc to
a degree–that can be used as an attack on what at the time of writing is still
a rather intractable problem, viz., the problem of finding ”the” logical design
that is incontestably the right one.” [13, p. 328]

It should be noted that logical design involves also defining dynamic as-
pects, such as consistency constraints, views, stored procedures and access
rights. Although not addressed in this example, these issues are important
on their own.

3.3 Illustrative Scenario

We go through some iterations of the model transformation process for cre-
ating a model transformation for logical database design. There are some
experienced designers, who have done logical database design manually in
several individual cases. Although they will not be able to give detailed
rules, they can provide examples and rules of thumb, and they are able to
compare valid solutions to each other. These designers can act as Design
Phase Experts. By chance each of them is called Debbie. Archie is going to
be the Transformation Architect and Peter the Transformation Programmer.

It is now the shared duty of Debbies, Archie and Peter to find out and
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(a)

(b)
(c)

Figure 3.3: Initial set of correspondence examples

document how Debbies do logical database design and figure out what parts
of that can be assisted by tool and how. They need to tap into Debbies’ tacit
knowledge, make it explicit, document it, decide on the tool support, design
the technical aspects and implement it.

Debbies first create correspondence examples for cases that they can think
of without too much effort. Because of short iterations, the initial collection
does not need to have complete coverage and the correspondence examples
need not be too detailed. After all, the correspondence examples are just
visualizations of the implicit and intuitive knowledge mainly for the Design
Phase Experts. They are closer to visual names or identifiers for ideas than
descriptions of those ideas. They are the first step from tacit to explicit, from
abstract to concrete, and provide a concrete artefact for anchoring thoughts
and for communication.

Let us say Debbies initially come up with the small set of correspondence
examples in Figure 3.3. In this case Debbies have drawn the correspondence
examples so that the source structure is on the left and the target struc-
ture on the right. The source structure is expressed as a class diagram and
the target structure in an ad hoc notation closely resembling a class dia-
gram. The darker, blue boxes in the source structure represent classes and
the lighter, yellow paper sheet symbols in the target structure represent ta-
bles. Comments and notes can be included, as is evident in correspondence
example 3.3 (c). Debbies have just sketched the correspondence examples,
not actually defined a visual modeling language.

The correspondence examples are not very detailed. They could be loosely
described as “[in some cases] a class corresponds to a table”, “an attribute
corresponds to a property” and “two classes with an association in between
correspond to something complicated”. We emphasize again, that the cor-
respondence examples are not rules and that they may be ambiguous. For
example, it is not clear, whether the class and table in correspondence ex-
ample 3.3 (a) have to have the same name, or if there are any restrictions
to the type or multiplicities of the association in correspondence example
3.3 (c). They simply state that there is at least one scenario, where there
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could be the source structure in the source model and the target structure in
the target model.

Next, Debbies and the Transformation Architect Archie go through the
correspondence examples together and they write transformational patterns.
Archie does not know what the pictures mean, because they are not handles
to his tacit knowledge. He may be able to guess something just from the
appearance, though. Debbies’ and Archie’s task really is to transfer the
knowledge from Debbies to Archie and in the process document it. Even
Debbies can not fully explain every detail of the correspondence examples at
this point.

As we explained earlier, writing a transformational pattern includes more
than just typing a textual description of a drawing. The pattern does explain
and disambiguate the correspondence example, but it also describes the rea-
sons for using the solution, trade offs, etc. To stretch the name analogy, a
visual name is given meaning, context and usage scenarios.

When Debbies and Archie discuss they realize some key domain concepts
keep appearing. They decide to bring the concepts into the explicit domain
vocabulary and define transformational patterns primary key and foreign
key. The correspondence example 3.3 (a) is translated into transformational
pattern A table corresponding to a class shown in Figure 3.4. The solution
can be summarized as “Select an existing table or create a new table for each
class in the entity relationship model.” This pattern is not complete as it
lacks such vital information as how to choose between selecting and creating
a table and which table should be selected. Instead of being worked on in
this iteration until it is finished, the pattern is gradually refined in subsequent
iterations.

The correspondence example 3.3 (b) is translated into pattern A column
corresponding to an attribute, which is used to create a column and map
its origin to an attribute. The solution can be summarized as “For each
attribute in a class, create a column with matching name and type within
the table corresponding to the class.” The correspondence example 3.3 (c) is
just a placeholder for further studying and is too vague to be translated into
a transformational pattern at this time.

The transformational patterns Foreign Key and Primary Key as well as
A table corresponding to a class and A column corresponding to an attribute
are related. They form a simple pattern system visualized in Figure 3.5. A
shaded oval represents a pattern and a line between two ovals means that
the two patterns are related. We do not make a distinction here on what
type a relationship is or whether it is directed or undirected. We provide the
visualization only so that the reader can easier follow this scenario.

The transformational patterns written so far do not list every action that
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Name A table corresponding to a class

Intent Maps a table in the logical model to its origin, a corresponding class in
the conceptual model. Also points in which table the classes’ properties
are stored.

Forces Each table in the logical model that is derived from a class in the
conceptual model must be traceable to that class.

Information from the conceptual model must not be lost. Each class
must be represented in the logical model by a table of its own or a
table shared by other classes.

Applicability This pattern is applicable to each class in the conceptual model.

Implementation Decide whether this class is mapped to an existing table or a
new table. Create the new table, if necessary, and name it after the
class. Record the class-table pair for traceability purposes. Apply a
column corresponding to an attribute to the attributes of the class with
the corresponding table as the target table.

Consequences Recording the class-table pair leaves a persistent documentation
of the table’s origin.

Applying this pattern to a class ensures the class is not omitted.

Related Patterns A column corresponding to an attribute is applied to the
classes’ attributes.

Known Uses (Not written yet.)

Figure 3.4: Pattern a table corresponding to a class

Figure 3.5: Transformational pattern system

needs to be taken in the design phase. The application designer may—and
most likely will—have to perform other, unanticipated actions. For instance,
in this example of logical database design there is often need to add tables
and columns that do not originate from the conceptual model. Various book
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(a) (b) (c)

Figure 3.6: New correspondence examples in second iteration

keeping and logging activities may require tables for storage and some tables
may need to be augmented with meta-data.

At least creating new tables and columns without applying patterns should
be permitted. Such actions should be able to affect the application of pat-
terns, therefore they should be permitted at any point during the transforma-
tion activity. For example, there is nothing in the description of the pattern
A table corresponding to a class that prevents selecting a table that was not
created by applying a pattern.

Archie and the Transformation Programmer Peter create the transfor-
mation definition and the transformation implementation, but they are not
discussed in this chapter. The transformation implementation is executed
on source models from the application and Debbies evaluate the result. Af-
ter reflecting on how they perform logical design without a transformation,
they identify three ways of breaking down inheritance relationships between
classes.

At the beginning of the second iteration, Debbies create three new corre-
spondence examples (Figure 3.6), each one visualizing one way of translating
inheritance. Again, the correspondence examples are ambiguous and the only
visible difference between 3.6 (b) and 3.6 (c) is the vertical position of the
A/B table.

Debbies and Archie now discuss the meaning behind the new correspon-
dence examples and write the transformational patterns. In the pattern
subclass and superclass in separate tables a table is created for the subclass
and the superclass corresponds to some other table. The subclass’s table
has a reference to the superclass’s table. In the pattern subclass merged into
superclass’s table the subclass will correspond to the subclass’s table. In the
pattern superclass copied into subclass’s table a table is created for the sub-
class and the superclass will correspond to the subclass’s table as well as to
a separate table. The reasons for choosing one over another are not clear at
this point.

Previously one class corresponded to one table, but a table could cor-
respond to many classes (many-to-one). Due to table copying it turns out
that a class can correspond to multiple tables (many-to-many). The pattern
a table corresponding to a class is changed to selecting one or more tables.
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Figure 3.7: The transformational pattern system in the second iteration

Creating a new table based on a class is moved to a new pattern a table
derived from a class. It is stated that if a table is derived from a class, the
table also corresponds to the class. The solutions of the three inheritance
patterns can now be stated using these two patterns.

The inheritance related transformational patterns are mutually exclusive.
This is documented in the patterns. To prevent all of the patterns being
applied to the same instance of subclass-superclass structure, a new trans-
formational pattern inheritance interpretation is created just for making the
decision of which, if any, of the three patterns is applied. These relationships
between the four patterns are documented in the related patterns section.
The larger pattern system is visualized in Figure 3.7.

Again, Archie and Peter create the transformation definition and the
transformation implementation. The transformation implementation is exe-
cuted on source models from the application and Debbies evaluate the result.

In the third iteration Debbies realize that each subclass of a single super-
class have the same interpretation of the inheritance relationship. In other
words, the decision among the three inheritance related transformational pat-
terns is made only once for each inheritance relationship, not once for each
subclass in an inheritance relationship. The correspondence examples are
updated to reflect this (Figure 3.8). Instead of talking about a superclass
(A) and one subclass (B), they now talk about a superclass (A) and all its
subclasses (B, C, . . . ).

Also, if the pattern Subclass merged into superclass’s table is used, some-
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(a) (b) (c)

Figure 3.8: New correspondence examples in third iteration

Figure 3.9: Transformational pattern system

times there is need for an artificial discriminator field to be able to tell which
type a row actually represents; the superclass or one of its subclasses. The
transformational pattern primary key is changed to reflect that the primary
key can be a surrogate key—an artificial column, e.g. an integer—instead of
a collection of existing columns. Because DReAMT allows manipulating the
models during the execution of the model transformation, it was already pos-
sible to manually add such columns. Now that the decisions are understood
better, the model transformation is modified to support them by making
these options explicit as choices.

One-to-one and one-to-many associations can be represented with a single
foreign key. The current pattern system is visualized in Figure 3.9. The
transformation development would continue further, but we stop following
the scenario at this point.
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Chapter 4

DReAMT Model

Transformation Language

The limits of my language mean the limits of my world.

– Ludwig Wittgenstein

4.1 Model Transformation Language

This chapter is based on the included publications, where the DReAMT
model transformation language is described in detail [II].

The DReAMT model transformation language is a textual language. On
the syntactic level a model transformation implementation consists mainly
of pattern constructs and rule constructs. From a technical perspective, the
transformation implementation is a graph rewrite system [38], where the
rule constructs are graph rewrite rules and the pattern constructs are named
abstract subgraphs.

On the conceptual level a model transformation implementation consists
of pattern implementations and their application conditions. Transforma-
tional patterns are refined into these conceptual entities and they are docu-
mented in the transformation definition. One transformational pattern usu-
ally corresponds to a pair of one pattern implementation and one application
condition. One pattern implementation is written as one pattern construct
and one application condition is written as one or more rule constructs.

A pattern implementation describes the solution part of a transforma-
tional pattern in a machine readable form. An application condition defines
to which parts of the models a pattern implementation is applied. For exam-
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transformation = namespace def+ (pattern def | rule def)+

namespace def = NS ID ”{” TYPE ID (”,” TYPE ID)* ”}”
pattern def = ”pattern” PATT ID ”{” decision def* graph ”}”
rule def = ”rule” RULE ID ”{” lhs ”=>” rhs ”}”
lhs = graph (”nac” graph)*
rhs = graph

graph = (structural | attribute | pattern | distinct | inline)+

structural = node (edge node)* | node MERGE node
pattern = PATT NODE ID ”:” PATT ID
node = node def | node ref
node def = NODE ID ”:” TYPE ID
node ref = NODE ID | PATT NODE ID ”.” TASK ID
edge = OUT EDGE | IN EDGE
OUT EDGE = ”-->” | ”--#?{id}-->”
IN EDGE = ”<--” | ”<--#?{id}--”

Figure 4.1: Core syntax of DReAMT model transformation language

ple, the pattern A table corresponding to a class is applied to each class in
the source model. The pattern implementation and the application condition
together formalize only a part of the transformational pattern. Information
regarding the motivation and the forces, for example, is omitted.

Normally there are quite direct correspondences between the pattern arte-
facts in specification, design and implementation. Therefore the impact of a
change in, for example, one transformational pattern is ideally restricted to
only a few transformation definition and implementation artefacts.

Sometimes a complicated application condition is easier to express and
comprehend as several simpler application conditions. Also, if two pattern
implementations are always applied under the same conditions, the applica-
tion conditions can be merged. Such splits and merges can produce a more
elegant design, but they also mean that the specification, definition and im-
plementation no longer have precisely corresponding units. It is up to the
Transformation Architect to decide if the trade-off is worth it.

A model transformation implementation may contain namespace con-
structs in addition to pattern and rule constructs. The model transformation
language does not have a fixed metamodel for the source and target models,
and the namespace structures define the type names allowed in the transfor-
mation. Overview of the model transformation language syntax is shown in
Figure 4.1. A more complete version of the syntax is included in Appendix A.
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There are many model transformation languages already, and we devel-
oped yet another. We could not use any of the existing languages, because
decision modeling was one of the key concepts we wanted to experiment with.
Because we invented it, we had to be the first to implement it in a model
transformation language. We also needed the language to have an explicit
notion of a pattern implementation.

It might have been possible to adapt some existing language and tooling
to our needs at any one specific time. However, the model transformation
language was a critical tool in the research and it was vital that we could
quickly and easily modify it according to the unforeseeable future research
needs.

4.2 Model Transformation Execution Model

When the model transformation is executed, it first reads the source model
and translates it into graph form. The pattern implementations are then
applied to the graph according to the application conditions. This is done
by running the graph rewrite system made of the pattern and rule structures
on the source graph. The result is a so called task graph.

A task graph is a system of automatic and interactive model editing and
design decision tasks. The tasks define the work that has to be carried out to
complete the entire design phase for that particular source model. To be more
precise, the tasks define the work that has been captured in transformational
patterns and implemented fully. There may still be work that has not been
incorporated in the model transformation and thus needs to be carried out
without tool support.

The task graph is translated into MADE tasks and passed on to the
MADE tool (explained in Section 2.4), which performs the automatic tasks
and assists the designer in performing the interactive tasks. The tasks create
new elements into the target model, modify existing ones and capture the
designer’s decisions. When all the tasks have been performed, the design
phase is completed and the target model is finished.

The model transformation execution model is visualized in Figure 4.2.
The boxes represent the artefacts involved and the oval shapes represent the
actions and actors. The action “pattern application” creates the task graph
and MADE executes it under the guidance of the designer. These two steps
form the model transformation that creates or updates the target model
based on the source model.

The task graph is not a very expressive language and very complicated
consequences for decisions can not be expressed. In such cases the model
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Figure 4.2: Executing a model transformation

transformation has to be run again after the decisions have been made. There
is no explicit support for this in the language or the tool, so building and
operating such multi-stage transformations is difficult.

4.3 Graph Rewrite System

A graph rewrite system is a specialization of an abstract rewrite system,
where the objects are subgraphs. Each rewrite rule contains a left-hand side
and a right-hand side. The left-hand side can be seen as a condition and the
right-hand side as a consequence. If the condition is met, the consequence
is effected. The left-hand side describes an abstract subgraph and if its
occurrence is found in the host graph, the occurrence is replaced by the
subgraph described by the right-hand side.

The rule constructs in the model transformation implementation act as
graph rewrite rules and define a graph rewrite system. The rules are applied
one at a time until there are no more applicable rules.

The order in which the rule constructs are defined in the transformation
implementation is their strict priority. If there are several rules that could
be applied, the one with the highest priority is applied. Rule applications
are done serially and the application of one rule may enable or disable the
applicability of other rules. For example, if the application of rule #4 makes
rule #2 applicable, the next rule to be applied is rule #2.

The graph type used is directed graph with edge and node labels and node
attributes. So, each node and edge has a label (a type) and nodes can have
key-value pairs. The conceptual model of the graph is shown in Figure 4.3.

At the start of the model transformation execution the host graph is the
translated source model. When rules are applied, they create task graph
pieces by instantiating pattern implementations and attach them to the host
graph. Rules may also use some working notes in the form of nodes, edges
and attributes to pass information between rules.
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Figure 4.3: Model of the labeled attributed graph

For example, a rule might prepare the graph for another rule by adding
an edge with label ancestor from a node to each of its direct and indirect
ancestors. Another rule might mark a node processed by adding an attribute
processed = True.

The separation into the source model, working notes and task graph com-
ponents is purely conceptual. The graph rewrite system makes no difference
between, say, source model nodes and task graph nodes. It is possible to
modify or even delete source model graph elements, but it is not necessary
and the changes are not reflected back to the actual source model.

When the graph rewrite system stops, everything except the task graph
component is discarded. The task graph component is exported to MADE.

There are no fixed metamodels for the source model types, for example
for UML class diagrams. To the graph rewrite system the node and edge
labels are just names. Type names can be declared in the transformation
code with the namespace construct, but they are only used at compile time
to guard against misspelling.

Because there is no metamodel, features such as proper compile-time
type checking, rules defined for supertype being applied to subtypes, and
node deletions cascading through compositions are not possible. Though,
DReAMT model transformations mostly just add task nodes and deletions
are not too common.

Even though there is no explicit metamodel, the source model import
projects an implicit metamodel by mapping the source model onto the generic
graph model. In the current import implementation a UML model is trans-
lated so that each metaclass instance, e.g. a class or an association, becomes
a node and each meta-association instance becomes an edge.

A node is labeled with the metaclass’s name and an edge with the meta-
association’s role name. Attributes of the metaclass instances, such as name,
become attributes of the node. Ordered collections are represented with ad-
ditional edges between the elements. Figure 4.4 shows a small class diagram
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(a) (b)

Figure 4.4: A class diagram and the translated graph

on the left and the corresponding graph on the right. The node attributes
are not visualized.

4.4 Pattern Implementation

The definition of a pattern implementation consists of a name, a decision
context definition and a description of the task graph fragment. The name is
an identifier that can be used in the rules to refer to the pattern implemen-
tation. The decision context determines when, if at all, the human decisions
embedded in the pattern implementation are reused in future executions of
the model transformation. The decision context and decision reuse concepts
are covered in detail in Chapter 5.

The pattern implementations do not make the graph rewrite system more
expressive. They are just shorthand notations as far as the graph rewrite
system’s functionality is concerned. The pattern implementations are an ab-
straction for the human writers and readers of the model transformation.
They attach a name and meaning to a piece of transformation implementa-
tion, a bit the same ways as, for example classes or functions do in program-
ming languages.

The task graph, as stated earlier, describes the MADE tasks for apply-
ing the pattern and the relationships between the tasks. For example, the
transformational pattern A table corresponding to a class (Figure 3.4) needs
to find out for each class, to which existing table the class should be mapped
or if a new table should be created. That can be achieved with a pattern
implementation with one class selection task and one table selection/creation
task, called srcClass and tgtTable respectively.

When the pattern implementation is applied to a class, srcClass is au-
tomatically bound to it. The task tgtTable is a manual task allowing either
selection or creation of a table. If the designer chooses table creation, the
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Figure 4.5: Task graph for A table corresponding to a class

new table is named after the class. The pattern implementation could be
called TableCorrespondingToClass.

Figure 4.5 visualizes the task graph for TableCorrespondingToClass.
The round nodes are the tasks and the edge labeled #_ between the tasks
is a dependency. It is needed, because tgtTable requires the name of the
class bound to srcClass. In addition to the tasks, the graph contains a node
(the oval shape) for the pattern implementation itself. The pattern node is
connected to each task node with an edge, whose label is the task’s name
prefixed with a dot. The behaviour of the tasks is controlled via attributes in
the task nodes. The attributes are omitted from the figure. The visualization
is used only for illustrative purposes. There is no formal mapping between
the visual and textual forms.

The textual format just expresses the task graph’s structure and the node
attributes, gives it a name and defines what roles the nodes play in the
decision context. The actual textual pattern implementation is shown in
Figure 4.6. The task graph’s structure is defined on line 8 and consists of
two nodes and an edge between them. The pattern node itself is implied
and is not explicitly defined. Nodes are given as identifiers (srcTable and
tgtTable) and edges as a string of four hyphens and an angle bracket to
mark the edge’s direction. An identifier within the stem of the edge tells the
edge’s label (#_).

Line 1 declares the pattern implementation and names it. Lines 2–6 define
the task types and the decision context. Line 8 defines the structure, i.e. two
nodes and an edge between them. Lines 11–14 set attributes for the task
node tgtTable. The name, short description (title) and long description
(description) affect the texts that are shown when the task is selected
in MADE. The attribute className defines the name for the new table, if
created. A task is a manual select/create by default, so that does not need
to be changed. Because the task srcClass is not meant to be performed by
the user, its attributes do not need to be modified.

STI and SXI tell MADE which interpreter to use to process the value.
STI means the value is literal text and SXI means the value is in MADE’s
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1 pattern TableCorrespondingToClass {

2 // declare nodes
3 context

4 srcClass:ClassRole ;

5 decision

6 tgtTable:TableRole ;

7

8 srcClass <--#_-- tgtTable // tgtTable depends on srcClass
9

10 // override default UI texts
11 tgtTable {#name="STI: tgtTable",

12 #title="SXI: ‘Select/create table corresponding to ’+srcClass.i.name+’.’",

13 #description="SXI: ‘Select or create the table corresponding to the entity

’ + srcClass.i.name + ‘.’",

14 #className="SXI: srcClass.i.name" } // new table’s name

15 }

Figure 4.6: Definition of TableCorrespondingToClass

internal script language. The script in className fetches the name of the
model element (a class) bound to task srcClass.

4.5 Rule Construct

The definition of a rule construct consists of a name, the left-hand side and
the right-hand side. The left-hand side is the condition under which the
rule is used. It consists of one subgraph describing the positive application
condition and zero or more subgraphs each describing a negative application
condition (nac). The right-hand side consists of a single subgraph.

Usually a rule is used as an application condition for a pattern imple-
mentation. In that case the rule just creates a concrete instance of a pattern
implementation and attaches it to the host graph. Rules are also used for
normal housekeeping tasks such as initializing and preprocessing for an appli-
cation condition or a set of application conditions and cleaning up temporary
attributes or edges.

For example, the initial version of the pattern a table corresponding to a
class says it should be applied once to each class in the source model. The ap-
plication condition (visualized in Figure 4.7) is shown in Figure 4.8. Lines 2–6
define the left-hand side. It states that this rule is applied if there is a Class
node in the graph. However, the negative application condition (lines 4–6)
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Figure 4.7: Visualization of rule applyTableCorrespondingToClass

1 rule applyTableCorrespondingToClass {

2 // LHS
3 c:Class

4 nac

5 c:Class <--srcClass-- s:ClassRole

6 s <--.srcClass-- p:TableCorrespondingToClass

7 =>

8 // RHS
9 c:Class // preserve the class from LHS

10 tctc:TableCorrespondingToClass // instantiate pattern impl.
11

12 tctc.srcClass {bound=c.modelElement} // bind srcClass task
13

14 c <--srcClass-- tctc.srcClass // fulfill nac

15 }

Figure 4.8: Graph rewrite rule for TableCorrespondingToClass

states that the rule is not applied if the Class node is connected to a ClassRole
node (a task node) from the pattern implementation TableCorresponding-

ToClass. If such an unprocessed Class node is found, the right-hand side
(lines 8–14) is performed.

The right-hand side creates an instance of the pattern implementation
(line 10) and binds its srcClass to the unprocessed class (line 12). Finally,
on line 14, an edge labeled srcClass is created from the srcClass node to
the class node. This last action ensures that if the rule is tried on the same
class a second time, the negative application condition will disqualify the
match. Otherwise the rule would be executed on the same class over and
over again, forever.

If this rule is applied to the graph representing the class diagram in Fig-
ure 4.4a, one instance of the pattern implementation is created for each of
the source model classes. The instances are also partially bound, leaving in
total three manual tasks, which have not been bound. When the graph is
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translated into tasks for the MADE tool, there will be three interactive tasks
for the user to perform: to select an existing table or create a new one for
each of the source model classes.

4.6 Illustrative Scenario

We expand on the scenario in the previous chapter by filling in the evolu-
tion of the model transformation definition and the model transformation
implementation. In the first iteration Debbies the Design Phase Experts
and Archie the Transformation Architect had written the transformational
patterns a table corresponding to a class and a column corresponding to an
attribute. The next steps are for Archie and Peter the Transformation Pro-
grammer to create the model transformation definition and the model trans-
formation implementation.

At this point there is very little to design for the implementation. Archie
and Peter decide that the implementation of the pattern a table correspond-
ing to a class will have one decision for each class: “Select a table or create
a new table for class <className>.” In their opinion that is better than,
for example, having the designer manually create tables and then asking one
decision for each table: “Select the corresponding classes for table <table-
Name>.” There is no understanding yet of what the user is supposed to base
their decision on, so Archie and Peter do not need to worry about decision
modeling.

Peter writes the pattern implementations and the application conditions
based on the transformational patterns and the model transformation def-
inition. The pattern implementation and the application condition for the
pattern a table corresponding to a class were already shown in Figure 4.5,
Figure 4.6, Figure 4.7 and Figure 4.8.

In the second iteration, Debbies and Archie had written four new trans-
formational patterns regarding inheritance and modified the pattern a table
corresponding to a class. The pattern was split into one pattern for mapping
tables to classes and one pattern for creating new tables based on classes.

Archie and Peter decide that the implementation of the pattern inheri-
tance interpretation will have one decision for each inheritance relationship,
i.e. a superclass-subclass pair. The designer will be asked which of the in-
heritance patterns subclass and superclass in separate tables, subclass merged
into superclass’s table and superclass copied into subclass’s table should be
applied in each case.

Peter writes the pattern implementations. The implementation for a table
corresponding to a class is shown in Figure 4.9. Because the pattern imple-
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1 pattern TableCorrespondingToClass {

2 context

3 srcClass:ClassRole ;

4 decision

5 tgtTable:TableRole ;

6 }

Figure 4.9: Modified TableCorrespondingToClass

mentation acts as a mapping only, there are just two task nodes and no edges
or node attributes. The previous implementation for the pattern (Figure 4.6)
is used as the implementation for the pattern a table derived from a class.
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Chapter 5

Decision Modeling

Big yellow letters on the screen; a cold voice of the machine.
We’re drifting further away; nobody knows what to say.

And as we ask for a little help from a friend.
The only response we get is: “HUMAN DECISION REQUIRED”

– S.P.O.C.K., “Human decision required”, Speed of Light, 1998

5.1 Decision

The discussion on decision modeling for reuse of human decisions [III] and
traceability across decisions [VI] in this chapter is based on the included
publications.

An application designer is guided by some reasoning when she performs
actions to finish a design phase. When a model transformation is developed,
the actions are automated to the extent that the reasoning is understood. For
the actions with incompletely understood reasoning, human decisions have
to be added into the model transformation. For example, the designer may
have to decide which columns in the table Student form the primary key.

We define human decision in a model transformation as any choice that
the human operator has to make and that affects the outcome of the model
transformation. A decision has more than one option to choose from, and
to make a decision is to choose one of the options. The consequences of the
decision depend on the option chosen. We call that option the value of the
decision. The reasoning behind making the decision is partly or completely
unknown, but we assume it to be deterministic.

To the model transformation implementation the decisions seem like non-
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deterministic rules. Each decision is replaced with one of its possible con-
sequences, and without understanding about the reasoning the choice seems
random.

Our definition of decision doe not say how the model transformation
implementation should present the decisions. There is not necessarily one
run-time question for one decision. In fact, one important goal of a semi-
automatic model transformation implementation is to reduce the designer’s
burden in making the decisions. The designer may be asked explicitly to
make a decision, for example, to select the primary key for Student. A de-
cision may be made implicitly by default values that can be changed or by
indirect questions.

The decomposition of incompletely understood actions and reasoning into
decisions is clearly not unique. For example, selecting the primary key for
Student could be defined as one decision to choose between using existing
columns or creating a surrogate key, and another decision to choose the actual
columns if a surrogate is not used. It could also be defined as a single
decision with options {create surrogate, columnSet1, columnSet2, . . . }. The
decomposition might not even be done by classes, by, for example, having a
single decision for choosing all the tables that should get a surrogate key.

Some decisions may be unique, but for most decisions there probably are
other decisions that are of similar type, but affect a different part of the
model. For example, the decisions to choose primary key columns for tables
Student, Person and Teacher are similar, but focus on a different table. We
call the type a decision kind and a decision is an instance of its decision
kind. We call the focus of the decision (in this case the table) the target of
the decision.

5.2 Decision Validity and Decision Context

The designer makes the required decisions when the model transformation is
first executed. However, (the value of) some of the decisions may have to be
changed later. In an iterative macro-process the application’s models evolve
from iteration to iteration. When the model transformation is executed a
second time, some decisions may need to be changed due to the changes in
the source models. If the decision is not affected by a change, we say (the
reasoning for) the decision is valid across that change. If the decision is
affected, it is invalid across the change.

If a decision is valid, its value from the previous execution should be
used without bothering the designer. We say (the value of) the decision is
reused. All valid decisions should be reused in order to prevent redundant
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effort. However, if the transformation reuses invalid decisions, the designer
can not trust reused decisions and has to manually verify which are valid.
Especially if the iterations are short and the incremental changes are small,
manual validity checking can be a lot of effort compared to making only the
new and changed decisions. Ideally, exactly the valid decisions are reused.

Determining whether a decision is valid or not is problematic. In order to
do it perfectly the reasoning must be known fully. But if the reasoning were
known fully, it would have been automated and it would not be a decision.

Studying state matching in incremental parsing [22] helped us realize that
sometimes a conclusion can be reused even without knowing the reasoning. A
deterministic parser performs the same action in two situations, if the parser
state, the current token and look-ahead are the same in both situations. This
generalizes for a sequence of tokens and actions. An incremental parser uses
this fact to reuse subtrees of a parse tree from an old version of a file when
parsing a new version.

When a designer is making a decision, the reasoning is potentially affected
by the source models, the decisions she has made so far, her skills, expertise
and intuition as well as informal documents and specifications. We call such
circumstances the decision context.

Because we have no way to detect and understand changes in informal
artefacts or knowledge, in this dissertation we do not consider how changes
in the informal context are acted on or detected.

The reasoning for making a decision d can be thought of as an unknown
but deterministic function rd : Cd → Od, where Cd is the set of possible
contexts and Od is the set of options. The value of the decision in the context
c ∈ Cd is rd(c). Decision validity, then, is defined by a relation Vd ⊆ Cd×Cd,
and Vd(c, c

′) =⇒ rd(c
′) = rd(c).

An obvious observation is that if the context does not change, the decision
is valid. It holds that Vd(c, c) = True. This is not too useful, because it
requires that nothing changes.

Especially in the early iterations it is difficult to detail the reasoning, but
it is often easy to limit the decision context at least in some way. There
are parts in the models that do not affect the reasoning and these can be
omitted when determining validity. For example, when choosing the primary
key for a table, the columns in that table are inspected, but columns in other
tables are not. The better the decision is understood, the more accurately
the context can be limited.

The second observation is that changes outside the limited context can
not invalidate the decision. So, if the old and new limited contexts are equal,
the decision is valid. Part of Vd can be constructed, because for any such
context limiting function l it holds that l(c) = l(c′) =⇒ Vd(c, c

′). Equality
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Figure 5.1: Decision model metamodel

of the limited contexts does not catch all valid decisions, so it is a sufficient
but not a necessary condition for validity.

5.3 Decision Model

Based on the concepts introduced earlier, we define an application domain
and transformation technology independent metamodel for a decision model
(Figure 5.1). The main elements are DecisionKind and DecisionInstance.
Decision models are used in the transformation definition and the contents
reflect some aspects of the model transformation implementation technology.
It is not necessary to craft decision models for decisions that are still very
poorly understood.

DecisionKind has a name and consists of definitions for a target, the op-
tions, the context structure, the context computation and the consequences.
The target definition defines the model element type of the target. For ex-
ample, for the decision to choose primary key the target is a table. If the
database schema is expressed as a UML class diagram, the target type is
a UML class. The decision model for DecisionKind ChoosePrimaryKey is
shown in Figure 5.2. Note, that the target definition does not describe an
application condition.

An option definition describes what the options are, or more precisely
how they are computed. The context is defined in two pieces: the context
structure and the context computation. The context structure describes the
named fields of the context value and the context computation describes
how those values are computed. For the primary key selection example, the
context structure has the field TargetColumns and the value is the set of the
target table’s columns.

The consequences definition describes for each option what happens if the
designer chooses that option. The consequences do not have to be in terms of
direct changes to the target model. They may be quite low level effects, such
as adding markings to guide the automatic part of the model transformation.
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Name ChoosePrimaryKey

Target A table.

Options All combinations of the target table’s columns.

Context Structure and computation TargetColumns: A set of the target
table’s columns.

Consequences Add a stereotype PrimaryKey to the selected columns.

Comments This decision kind can be presented as a class selection task with
multiplicity +.

Figure 5.2: Decision model for ChoosePrimaryKey

Comments may be added to the decision model to document implemen-
tation issues such as how to represent the decision in the chosen model trans-
formation technology.

DecisionInstance represents a model transformation run time instance of
a DecisionKind. DecisionInstances are not explicitly modeled. They are
just a concept in the metamodel. Depending on the model transformation
technology in use, there may or may not be a concrete entity at run time
corresponding to a DecisionInstance.

5.4 Decision Modeling in DReAMT Language

The Transformation Programmer implements the decision models in the
transformation definition as pattern implementations and rules. The pat-
tern implementation has concepts for the decision context, decision target
and options and therefore the decision models do not need to be too compli-
cated. The DReAMT tool uses the decision model implementations during
the execution of the model transformation to check if decisions from a previ-
ous execution are valid for reuse. The decision model implementations also
provide traceability for the decisions.

A decision kind is implemented as a pattern implementation, which gives
the decision kind an identity. The tasks forming the decision context struc-
ture are declared with the keyword context and the tasks holding the values
for options with the keyword decision. The decision target is included as a
context task. The pattern implementation can contain other tasks. Those
are declared with the keyword visiting.

For example, the decision context for ChoosePrimaryKey could be mod-
eled to be the columns of the table. The decision target is the table whose
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1 pattern ChoosePrimaryKey {

2 context

3 target:TableRole, // the target of the decision
4 columns:ColumnRole ; // columns of the table
5 decision

6 primaryKey:ColumnRole ;

7 visiting

8 pkStereotype:StereotypeRole ; // consequences
9

10 primaryKey <--#_-- pkStereotype // which element to stereotype
11

12 primaryKey{#name="STI: primaryKey",#multiplicity="+", ...}

13 pkStereotype{#stereotypeName="STI: PrimaryKey" }

14 }

Figure 5.3: Definition of decision kind ChoosePrimaryKey

primary key is being selected. The decision context structure is one variable
named columns, whose value is the set of the columns in the table. Concep-
tually the options are all the non-empty subset of the table’s columns. Note
that the decision is not presented to the user as a multiple-choice question.
The columns selected are given the stereotype PrimaryKey.

The primary key columns are given a stereotype, because the target model
profile requires it. The stereotypes are part of the target model itself and
they are not extraneous markings used to guide the model transformation.

Figure 5.3 shows the definition of the decision kind ChoosePrimaryKey.
The target and context nodes are declared in the context section (lines 2–4),
the decision nodes are in the decision section (lines 5–6) and all other nodes
in the section “visiting” (lines 7–8). The task pkStereotype will apply the
stereotype PrimaryKey to the columns the user selects, so a dependency is
set to the task primaryKey (line 10). In some cases, the decision value may
require more than one task. The consequences do not always have tasks, e.g.
when the consequence is the application of a pattern implementation.

The #multiplicity property with value “+” (line 12) means that task
primaryKey has multiplicity of at least one. After one column has been
chosen, MADE will show an optional task to choose another. The user may
select any number of additional columns one at a time.

In the transformation definition the decision context computation can be
described textually. In the transformation implementation it is given as graph
rewrite rules. The rule for applying the decision ChoosePrimaryKey and
setting its decision context is shown in Figure 5.4. Computing the decision
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1 rule applyChoosePrimaryKey {

2 t:Table <--columnSet-- cSet:ColumnRole // fetch col set
3 nac

4 cSet:ColumnRole <--.columns-- p:ChoosePrimaryKey

5 =>

6 t:Table <--columnSet-- cSet:ColumnRole // preserve LHS
7

8 choosePK:ChoosePrimaryKey // new pattern instance
9 choosePK.target{bound=t.modelElement} // set target

10 choosePK.columns <+ cSet // set context
11 }

Figure 5.4: Graph rewrite rule for TableCorrespondingToClass

context is done with two helper rules. They bind the set of columns to a
node and add a columnSet edge so that the task can be found later.

The decision applying rule creates an instance of the decision kind (line 8)
and binds the table to the target node (line 9). The single context node’s
value is set by merging the node cSet to it (line 10). The value of cSet is the
set of the table’s columns and is computed by the two helper rules. Merging
joins the two nodes and adds the values in cSet to the context node’s value.

5.5 Reuse and Traceability

A decision that has been made maps the values of the decision context and
decision target to the values of the decisions. Choosing columns firstname

and lastname, but not age as the primary key of table Person corresponds
to 〈target : Person, columns : {firstname, lastname, age}〉 → 〈primaryKey :
{firstname, lastname}〉. All the made decisions of a decision kind form a
mapping. For ChoosePrimaryKey it would be of the type T × 2C → 2C ,
where T is the set of all tables and C is the set of all the columns. 2C is the
set of all subsets of C.

The decision kind mappings are stored in the transformation record.
When the model transformation is re-executed, the mappings from the pre-
vious run are recovered. When a pattern implementation is instantiated and
its target and context have been set, the recovered mapping for the deci-
sion’s kind is checked for an entry with matching target and context. If one
is found, the decision value is bound to the decision’s task node. If there is no
match, the decision will remain open and has to eventually be made by the
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user. Decision reuse is attempted as the last action of a rule that instantiates
one or more pattern implementations.

For example, the rule applyChoosePrimaryKey instantiates the pattern
implementation (decision kind) ChoosePrimaryKey. The target and con-
text nodes are given values (lines 9–10 in Figure 5.4) as the last explicit
actions of the rule. If the target is table Person and the context is as de-
scribed above, DReAMT looks for an entry with 〈target : Person, columns :
{firstname, lastname, age}〉 as the target and context and finds one. The
decision value is 〈primaryKey : {firstname, lastname}〉, which is bound to
the primaryKey node, reusing the decision.

Because the mappings are stored and can be retrieved later, they can be
used for providing traceability. Every pattern implementation that contains
a context and/or a decision section has a recoverable mapping. Pattern
implementations can then be used to define traceability mappings explicitly
by instantiating and binding them with the graph rewrite rules. For example,
in the later iterations in the illustrative example the pattern implementation
TableCorrespondingToClass is used only to map tables to classes, showing
the origin of the tables’ columns.

The mapping for a decision kind implicitly provides partial traceability
across the decision(s). If the decisions were not modeled and were simply
questions for the user, any traceability information has to be created explic-
itly. For example, if the user answers “yes”, class A is mapped to table T1,
and if the user answers “no”, the class is mapped to table T2. However, there
is no traceability for the decision itself.

For example for change impact analysis, it is not possible to say whether
a certain change in the source model will affect table T1 or not. It is known
that changes to class A affect table T1, if the user answers “yes”, but it is
not known whether the user will still answer “yes” after the change.

When the decision is modeled, its context and target (the causes) are
mapped to the decision itself and thus to its consequences. As a side-effect
of modeling for decision reuse, it is possible to say that, for example, changes
to classes A, B, or C (may) affect the answer “yes”. Because the decision
context does not take into account the full reasoning behind the decision,
it gives a pessimistic estimation of impact, i.e. the trace get scattered. For
example, if there is not enough understanding to limit the decision context
at all, the decision is mapped to the entire source model.

There can be any number of mappings (pattern implementations) and
they have named fields (task nodes). The mapping entries (pattern imple-
mentation instances) form typed links and link structures among the model
elements. The link types also have a meaning. The mappings do therefore
provide rich traceability.
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5.6 Decision Related Design Issues

Translating the variation and human decisions in the transformational pat-
terns into decision models is not a mechanical task. The Transformation
Architect has to consider functional and non-functional aspects, such as us-
ability and maintainability.

The transformational patterns do not say how a decision is to be pre-
sented to the user. That is part of the design of the model transformation.
For example, is the application designer asked for each table to “select the
columns that form the primary key for [tablename]”, or is she asked for each
column “is the column [columnname] part of the primary key?” Such design
decisions affect the decision models and the model transformation greatly.

Because of the nature of the decision context, decision validity checking is
conservative. If there is a possibility that a part of a model affects a decision,
it should be part of the context. In some cases the “correct” decision context
spans too large a portion of the model to be useful. For example, if nothing
is known of what the decision is based on, the decision context is the entire
model. Then any change invalidates the decision and reuse never happens.

In such situations it may be better to limit the decision context too much
and advice the users. The decision context could be limited to only certain
types of elements, for example. A user guide or other documentation should
explain that changes to, e.g. associations are not taken into account for this
decision kind. If the decision context is left empty, the decision is reused
always. So, overlimiting the decision context trades precision for recall in
decision validity checking.

It is sometimes practical to combine a decision kind’s pattern implemen-
tation with another pattern implementation. For example, two small decision
kinds that are applied to the same targets and have the same decision con-
texts could be combined into one decision kind. It reduces the amount of
nearly identical graph rewrite rules and pattern implementations.

5.7 Illustrative Scenario

We build on the scenario from the two previous chapters and add explanations
about the decision modeling. In the first iteration Debbies and Archie wrote
the transformational patterns a table corresponding to a class and a column
corresponding to an attribute. Archie and Peter create the necessary decision
models as part of creating the model transformation definition.

The pattern implementation TableCorrespondingToClass (Figure 4.6) con-
tains a decision to select or create a table. The understanding of what affects
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1 pattern ChoosePrimaryKey {

2 visiting

3 target:TableRole, // the target of the decision
4 primaryKey:ColumnRole,

5 pkStereotype:StereotypeRole ; // consequences
6

7 primaryKey <--#_-- pkStereotype // which element to stereotype
8

9 primaryKey{#name="STI: primaryKey",#multiplicity="+", ...}

10 pkStereotype{#stereotypeName="STI: PrimaryKey" }

11 }

Figure 5.5: Initial version of the decision kind ChoosePrimaryKey

this decision is poor. Because the decision is needed for every class, Archie
and Peter decide to save the application designer redundant work at the
expense of the precision of the validity checking. They model the decision
context to be just the target, which means the decision will be reused uncon-
ditionally. They write instructions for the model transformation’s users and
explain that the validity checking must be done manually.

The pattern implementation ColumnCorrespondingToAttribute contains
only automatic tasks, so decision context is irrelevant. For the first version of
ChoosePrimaryKey Archie and Peter decide to not define a decision context,
because the transformational pattern primary key does not contain enough
information. The pattern implementation is shown in Figure 5.5. All the
nodes are listed under the section“visiting”, which means decision reuse is not
attempted. The application rule is very similar to that shown in Figure 5.4,
but there is no need to compute or assign the context (line 11).

In the second iteration the understanding of how the primary key is se-
lected has improved. Archie and Peter leverage this by defining the decision
context for ChoosePrimaryKey to be the set of columns in the class. The
set can be computed and collected with two small helper rules (Figure 5.6.
The first one initializes a table with a node that is used for collecting the set.
The second rule adds each column to the table’s set by binding the column
to a task node and then merging the node to the set collecting node. The
pattern implementation itself was shown in Figure 5.3 and the applying rule
in Figure 5.4.

In the third iteration Debbies add the option to create a surrogate key
into the transformational pattern primary key. If a surrogate key is used, a
column is added into the table and that column alone is used as the primary
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1 rule initColumnSet {

2 t:Table // any table
3 nac

4 t:Table <--columnSet-- c:ColumnRole // but not yet initialized
5 =>

6 t:Table <--columnSet-- c:ColumnRole

7 }

8

9 rule collectColumnSet {

10 t:Table <--columnSet-- cr:ColumnRole // an initialized table
11 t --columns--> c:Column // with a column
12 nac

13 c:Column <--columnSet-- cr:ColumnRole // not yet included
14 =>

15 t:Table <--columnSet-- cr:ColumnRole // preserve LHS
16 t --columns--> c:Column // preserve LHS
17

18 cr2:ColumnRole{bound=c.modelElement} // bind column . . .
19 cr <+ cr2 // and add it to the set
20 }

Figure 5.6: Helper rules to collect columns of a table

key. The decision of whether to create the surrogate or use existing columns
can be expected to not be affected by columns in other tables. Peter can
combine that decision and the decision of which columns to choose into one
pattern implementation, because they share the target and the context.

In the subsequent iterations Archie and Peter may have to rethink the
decision validity condition for ChoosePrimaryKey. As it is now, adding or re-
moving any column invalidates the decisions. But would not the primary key
be fine, if a column that had been left out of the primary key was removed?
Only the Debbies, if anyone, would be able to answer that.

With the feedback from applying the model transformation in each iter-
ation the Debbies increase their awareness of their tacit knowledge and the
understanding of the problems and solutions. The decision models improve
over iterations just the same as the transformational patterns and the pattern
implementations.

As can be seen in the examples presented here, changes to a transfor-
mational pattern affect mostly the corresponding part in the transformation
definition, decision models and the pattern implementations and rules. The
changes leak only to the related patterns and even then relatively little.
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Changes to the decision validity condition alone cause very small changes
to the pattern implementation. Context nodes may have to be added or
removed and it may be necessary to rethink which nodes are context, decision
and visiting nodes. However, the relationships between the nodes and the
properties that are set on nodes do not need to be altered. The graph rewrite
rules that compute the decision context do change, but those rules can be
separated from the rules that apply the pattern.

All in all, changes to decision models or decision validity conditions stay
very local, supporting the claim that a transformational pattern can be used
as a unit of refinement from the specification to the implementation of model
transformational patterns.
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Chapter 6

DReAMT Tool

Welcome to the machine.

– Pink Floyd, “Welcome to the Machine”, Wish You Were Here, 1975

6.1 Architecture

This chapter is based on an included publication [V]. The DReAMT tool
is actually two tools, the interactive model transformation execution envi-
ronment (DIMTEE) and the model transformation compiler (DMTC). The
execution environment is built on top of a task-based tool MADE [21], which
was discussed in Section 2.4. The compiler is a stand-alone program.

DIMTEE is integrated with MADE and the Eclipse UML2 component.
The UML2 component is based on the Eclipse Modeling Framework (EMF).
MADE is integrated with UML2Tools, which provides diagram editors on
top of UML2. DMTC uses only common Python libraries. The components
DIMTEE and DMTC consist of (light boxes at the top) and depend on (dark
boxes at the bottom) are shown in Figure 6.1.

When the user launches a model transformation he gets a list of tasks.
Performing one task may bring new tasks to the list. When all the tasks have
been performed, the transformation is finished. Much more happens behind
the scenes. When the user launches the transformation, the execution en-
vironment translates (UML2 Import in Figure 6.1) the relevant parts of the
source model into graph form. It executes the transformation implementa-
tion (given as a graph Grammar) on its graph rewrite system engine (GRS
engine).

The graph grammar creates a task graph customized for transforming
that source model. The task graph is translated (Task graph export) into a
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Figure 6.1: DIMTEE and DMTC technology stacks

MADE concern and passed on to MADE task engine, which together with
the MADE UI takes care of managing the task list and handling the user
interface for performing tasks. The manual tasks are recorded, which allows
saving the work and returning to it later.

The model transformation compiler parses (Parser) the model transfor-
mation code and generates (Grammar generator) Java code. The compiled
Java code (Grammar) is installed into the execution environment.

Currently the UML2 Import can translate model elements from UML2
class diagrams and activity diagrams. From a technical point of view it can
translate any EMF model element, but for performance reasons it does not
translate the entire source model. The code for UML2 Import is generated
from a so called translation model. If the import functionality needs to be
modified, it is done by editing the translation model. The purpose of the
model and the code generation is to make developing the DReAMT tool
easier, it is not meant to be used by model transformations writers.

The translation model defines what parts are included and how they are
expressed in the resulting graph is defined. The translation model really
describes how to reduce the source model to form a model fragment and uses
an improved version of a reduction scheme called Implication-Projection [39].

The translation model is textual and contains implication rules, projec-
tion rules and labeling rules for each model element type. Implication rules
dictate what part of an element’s neighbourhood is included, e.g. “[if you
include a] Class =⇒ [include also] the attached AssociationEnds”, “Associ-
ationEnd =⇒ attached Classes, containing Association” and “Association
=⇒ contained AssociationEnds”.

Projection rules list the element properties that are to be translated, e.g.
for a class name and abstract. Labeling rules tell what name to use for
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Figure 6.2: User interface of the interactive model transformation execution
environment [V, Fig. 3] (same as Figure 2.1)

an edge between nodes and to which direction it should go. In the UML
metamodel a link between two elements is bidirectional and has two names,
one for navigating to each direction. In the graph a link is represented as a
single directed labeled edge.

6.2 Interactive Execution Environment

Figure 6.2 (repeated from Figure 2.1) shows the interactive model transfor-
mation execution environment user interface. MADE concerns can be used
for various purposes, but in the DReAMT setting they are started (and pos-
sibly finished) model transformation executions. The user can organize the
model transformation executions freely into a hierarchy of packages.

A new model transformation is launched by right-clicking a MADE pack-
age and selecting Launch model transformation from the menu. This opens
up a dialogue for choosing a UML package from the active UML model.
MADE can currently access only one model file at a time. The selected
package is treated as the “source model” and the “target model” will be an-
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other package in the same model. The selected UML package is imported
as a graph and the Java implementation of the graph rewrite rules is called.
The rules create a task graph, which is exported into MADE as a concern.

The integrated modeling tool window (marked B) shows the currently
active diagram. In the figure it shows the contents of the UML package
selected as the source; the UML classes Vehicle, Car, Person and Student.
This view is part of the modeling tool’s user interface and is always available
to the user for viewing or modifying the model.

When a concern is selected, its tasks are shown in the task browser
(marked C in the figure). The highlighted task InheritancePattern has un-
finished sub-tasks, which are listed in the pending task view (marked D).
The task is a multiple choice decision and the sub-tasks are its three options.
When one of the options is chosen, tasks that have that option as a pre-
requisite become available. If the consequences have been too complicated
to be expressed as a task graph, the graph rewrite system engine has to be
re-engaged manually by launching the model transformation again.

6.3 Model Transformation Compiler

A DReAMT model transformation is given as a text file, which the model
transformation compiler compiles into a Java source file called grammar.java.
That is compiled into a Java class and installed into the model transformation
execution environment by copying it over the old class file. Currently only
one model transformation can be installed at a time.

The text file contains the definitions of the pattern implementations and
the application condition rules. For each pattern implementation the com-
piler generates a factory function in Java. When the function is invoked, it
creates the nodes and edges defined in the pattern implementation, sets node
attributes and adds mapping data. The data is used in decision reuse when
recovering the mappings from the previous execution of the model transfor-
mation.

DMTC automatically assigns an identifier to each pattern implementation
and for each task node in it. A node’s mapping data is a triple of the pattern
implementation’s and the task’s identifiers as well as a number signifying the
instance of the pattern implementation. For example, if the identifier for
the pattern implementation TableCorrespondingToClass is 42, the identifiers
for its tasks srcClass and tgtTable are 1 and 2 and it is the fourth time the
pattern implementation is instantiated, the triples are (42, 4, 1) and (42, 4, 2).
The mapping data is added to the task nodes and later exported into the
tasks in the MADE concern. The tasks are bound to model elements, say
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1 rule applyTableCorrespondingToClass {

2 // LHS
3 c:Class

4 nac

5 c:Class <--srcClass-- s:ClassRole

6 s <--.srcClass-- p:TableCorrespondingToClass

7 =>

8 // RHS
9 c:Class // preserve the class from LHS

10 tctc:TableCorrespondingToClass // instantiate pattern impl.
11

12 tctc.srcClass {bound=c.modelElement} // bind srcClass task
13

14 c <--srcClass-- tctc.srcClass // fulfill nac

15 }

Figure 6.3: Rule applyTableCorrespondingToClass (same as Fig-
ure 4.8)

C4 and T4, and the tasks from the third instantiation are bound to C3 and
T3. The mapping data makes it possible to see that the mapping entries are
(C4, T4) and (C3, T3) and not, for example, (C4, T3) and (C3, T4).

For an application condition rule the compiler generates a class with one
method for finding a match for the LHS and another for carrying out the
graph modifications implied by the RHS. In addition, the compiler generates
one method for each negative application condition in the rule. It does only
very basic optimization.

The compiler statically chooses a search strategy based on a few simple
heuristics and produces a depth-first match-finding algorithm. The algorithm
treats the nodes in the LHS as a sequence of variables, and the types, prop-
erties and edges as constraints. It finds a concrete node that satisfies the
constraints for one variable and descends to the next variable. If there are
no suitable nodes left, the algorithm backtracks to the previous variable. If
a full match is found, it is returned as a tuple of nodes.

The rule applyTableCorrespondingToClass is shown in Figure 6.3. The
rule is the same as in Figure 4.8 and is repeated here solely for the reader’s
convenience. A pseudo-code for the algorithm generated for finding a match
for the LHS and for the negative application condition is shown in Figure 6.4.

The rule’s positive application condition (line 3) requires only the exis-
tence of a node with type Class. The match() method (lines 1–8) tries to
find such a node by trying each node in the graph in order (lines 2–6) to
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1 method match()

2 for c in Nodes // go through candidates for c
3 if c.type != "Class" // is c candidate Class?
4 continue

5 if nac_1(c) // a match, but does nac match, too?
6 continue

7 return tuple(c) // match found

8 return null // search exhausted

9

10 method nac_1(c)

11 for edge_1 in c.inEdges // check c for an edge . . .
12 if edge_1.type != "srcClass" // labeled srcClass and . . .
13 continue

14 Node s = edge_1.source

15 if s.type != "ClassRole" // from a ClassRole node
16 continue

17 for edge_2 in s.inEdges // check s for an edge . . .
18 if edge_2.type != ".srcClass" // labeled .srcClass and . . .
19 continue

20 Node p = edge_2.source

21 if p.type != "TableCorrespondingToClass" // from a tctc
22 continue

23 return True // match found for nac

24 return False // search exhausted

Figure 6.4: Pseudo-code for LHS and nac matching algorithm

see if it is of type Class (lines 3–4). If the node is of some other type, the
algorithm skips to the next node.

The rule’s negative application condition (lines 5–6) must not hold. The
graph must not contain a ClassRole node and a TableCorrespondingToClass
node so that the edge constraints are true. If the match() method finds
a match, it checks negative application condition (lines 5–6). If the nac is
found, the match is not valid. The actual check is in the method nac_1(),
which does a match-finding generated with the exact same method as the
positive application condition.

The nac_1() method goes through the Class node’s incoming edges look-
ing for the right label (lines 12–13). It checks the source end of the edge to
see if it is a ClassRole (lines 14-16). If these both hold, it goes through the
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ClassRole node’s incoming edges (lines 17–23) looking for an edge labeled
.srcClass from a TableCorrespondingToClass node.

The generated customized match algorithm essentially goes through all
structurally valid node and edge combinations and checks that the given type
and attribute conditions hold. If a check fails, the code tries the next valid
combination. This naive matching algorithm is very inefficient. The actual
implementation is a little better, but essentially it works as described here. It
does not choose a search strategy dynamically, analyze dependencies between
rules or use information about the modeling language. Optimizing the match
algorithm has not been a priority.

The right-hand side of the rule (lines 8–14) implies that a new instance of
the pattern implementation TableCorrespondingToClass needs to be created
(line 10), its role srcClass needs to be bound to the class found (line 12) and
an edge from the role to the Class node needs to be created (line 14). No
nodes or edges need to be removed, as the left-hand side only contains one
node and that is on the right-hand side, too.

The compiler will generate a call to the pattern implementation’s factory
function, the binding and the edge creation. As the very last action, the
compiler generates function calls for the decision reuse attempts. The calls
will compare the created pattern implementation instances’ (in this case just
one) context to the recovered mapping’s entries. If a matching entry is found,
the decision nodes are bound to the recovered values.

63



64



Chapter 7

Applications

HALO Purely for Pets Derma Dream is a soothing, all-purpose oint-
ment effective on skin conditions, rashes, insect bites, cuts and abra-
sions. It provides lasting coverage and a protective barrier against in-
fections [. . . ] For Dogs, Cats, Birds, Rabbits, Ferrets, Gerbils, Ham-
sters, Snakes, Iguanas, Lizards, Monkeys, Horses, Pigs, and anyone
else with skin!

[This] topical ointment [can be] used for any problem skin condition.
[It is] soothing, anti-fungal and anti-bacterial. [It heals] cuts, wounds,
abrasions, and scabby areas overnight.

Apply directly to affected area once or twice daily. [. . . ] Use liberally.

– An advertisement for HALO Pets Derma Dream Natural Healing
Salve Rashes, Insect Bites, Cuts And Abrasions

7.1 Applications of DReAMT

We have applied DReAMT in three research studies to evaluate the approach
and the tool. In the first study [IV], DReAMT was used to provide tool sup-
port for a new process for building so called ReSTful web service [37] applica-
tion programming interfaces (APIs). In the second study [VII, pp. 3–12], the
DReAMT tool was used as a component in a business process modeling tool.
A DReAMT model transformation was used to transform a business process
that was expressed as an activity diagram into an XML-form understood by
a process and task engine. In the third study [VII, pp. 12–17], the DReAMT
process was used to develop a model transformation that assists in creating
model (in)consistency rules based on two metamodels.
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Figure 7.1: Process for building ReSTful services [IV, Fig. 2]

7.2 Building ReSTful APIs

7.2.1 Introduction

Applying DReAMT to a service API building process was done at Tam-
pere University of Technology (TUT) under the research project MoDES
in co-operation with an industry partner, Nokia Research Center (NRC).
The service API building process had been developed at NRC for building
so called ReSTful web service APIs that follow the Representational State
Transfer (ReST) [18] architectural style. DReAMT was used to develop a
model transformation for one design phase of that process.

The original goal was to evaluate the DReAMT model transformation
language and tool and study model transformation development. Addition-
ally, the DReAMT model transformation development process was created
and also evaluated. This application of DReAMT is described thoroughly in
the included publication [IV].

The service API building process is illustrated in Figure 7.1, where the
packages are models and the block arrows represent design phases. The Re-
quirements note stands for informal requirements specification. The model
Functional Spec is a functional specification, a formalization of the require-
ments specification.

Information Model defines the main concepts and their relationships on
a technology-independent level. Resource Model is a resource-oriented view
of the conceptual model. It is a mapping of the concepts onto the ReST
architectural style. The model represents the resources that are exposed
through the API. DReAMT was used to develop a model transformation for
the design phase between the information model and the resource model.

Service Spec specifies the service and contains the resource structure as
an URI listing, HTTP-methods, links between resources, etc. Service is a
service implementation, an actual executable service description.
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7.2.2 Conducting the Study

There were four stakeholders with a different skill set, expertise and initial
knowledge. The author of the service API building process (from NRC) knew
the process inside out and was a ReST expert. He was also responsible for the
development of one web service (Photo Service). An application developer
(NRC) knew something about the process and ReST, but was not an expert.
He was responsible for another web service (Topic Service).

The author of this dissertation (from Tampere University of Technology
(TUT)) knew DReAMT thoroughly and as a model transformation researcher
had good knowledge of them. A programmer (TUT) had enough knowledge
of the DReAMT transformation language and tool to be able to write model
transformations. The former two had only very basic knowledge of model
transformation issues and no knowledge of DReAMT, whereas the latter
two were unfamiliar with the service building process and ReST. There was
virtually no overlap in the two groups’ relevant knowledge.

The differences in the skill sets and the lack in the overlap can be seen
clearly in Figure 7.2. The model transformation related skills are on the
axes on the left: knowledge about foundations and theory of model trans-
formations (MT), about the DReAMT approach and philosophy in general
(Approach) and about the DReAMT model transformation language (Lan-
guage), from bottom to top. ReST related skills are on the right: ReST in
general (ReST), the ReSTful API development process (ReSTifying process)
and the stakeholder’s web service (Service), from bottom to top. Each axis
has a mark for basic, good and thorough understanding of the concept, in
that order from the center outward. The skill levels of the stakeholders are
rough estimations and not results of measurements.

Initially all the knowledge about the process and specifically of the design
phase was tacit and in the head of the Design Phase Expert. Even the
information and resource models’ form, or modeling language, was not clear,
only what they needed to contain. Since both types of models deal with
concepts and their relationships, class diagram was chosen as the modeling
language for them and a profile was created for resource models. At first, two
kinds of resources and two kinds of relationships were identified, and they
were added in the resource model profile. Figure 7.3 shows an example of
fragments of an information model and a resource model.

The Design Phase Expert identified the most important simple element
structures that can appear in an information model and crafted 12 correspon-
dence examples in the first iteration. One of them is shown in Figure 7.4.
Because both the information and the resource model are class diagrams, the
two structures in the correspondence example are class diagram fragments.
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(a) Design Phase Expert

(b) Application Designer

(c) Transformation Architect

(d) Transformation Programmer

Figure 7.2: Diagrams of the stakeholders’ knowledge

Figure 7.3: Example a) information and b) resource model fragments [IV,
Fig. 3]

The information model structure is on the left and the resource model struc-
ture on the right.

At the first glance, the correspondence example looks like a well-defined
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Figure 7.4: A correspondence example for navigable associations with mul-
tiplicity > 1 [IV, Fig. 4]

rule to transform the structure on the left into the structure on the right.
However, a closer look reveals ambiguities. For example, can the association
between A and B be a composition or an aggregation? Do the classes A and
B have to be distinct? Are all the elements on the right created by this rule
or is there overlap with other rules?

The Design Phase Expert was confident that the examples were correct,
i.e. that at least in some cases the solution is right. However, he was not
able to say, whether the correspondence examples were consistent with each
other, covered all important situations, contained all the necessary variation
and worked independent of each other. In fact, when the Design Phase Ex-
pert and the Transformation Architect created the transformational patterns,
they discovered that some examples were conflicting while others were just
compositions of simpler ones.

Because of the many discoveries at this early stage, first the correspon-
dence examples and then the transformational patterns were revised without
going through the rest of the development cycle. For the same reason, it was
also done a third time. On the third time the need for a new type of a re-
source, a projection, was identified. The need was just written down and not
pursued further and the resource type was not defined or described at this
point. This led to changes in the modeling language for the target model.

The Transformation Architect created the transformation definition. It
was quite simple because of the small number of patterns. The Transforma-
tion Programmer created the transformation implementation, which was a
straight-forward task, due to the direct correlation between the transforma-
tional patterns and the tool implementation concepts. The transformation
implementation was executed on the photo service’s information model and
the Design Phase Expert evaluated the result.

The work between the Design Phase Expert and the Transformation Ar-
chitect progressed in weekly meetings over the course of two months. If the
schedules and other responsibilities of the participants had permitted, the in-
tervals could have been much shorter. With such a sparse schedule, it helped
to have the progress recorded in clear artefacts. Especially the boundary-
objects, i.e. artefacts used for communication across roles, were useful.
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7.2.3 Further Development

After the study was carried out the ReSTifying process was developed fur-
ther at NRC independently, mostly during the year 2009 [29]. The biggest
modification was changing the whole viewpoint to how the information model
is crafted based on the functional specifications. In the old process the se-
quence diagrams in the functional specification were refined iteratively, until
they were detailed enough for synthesizing the information model. In the
new process the ReST designer inspects the sequence diagrams and answers
a questionnaire. The information model is created as a side-effect of the
answers.

The role of the information model changed from an abstract conceptual
model into a more detailed model containing some information that was pre-
viously introduced to the process in the resource model. In a way the infor-
mation model “moved towards” the resource model in purpose. This changed
the relationship between the two models and therefore also the requirements
for the model transformation. Some design decisions, for example choosing
properties that uniquely identify an entity, were moved to the earlier phase,
as part of the questionnaire.

The transformation from an information model to a resource became more
mechanical than before. Also, the modeling language (UML profile) for the
information model was modified. The modeling language for the resource
model was changed, too, but only very little.

In early 2010, the author of this dissertation built one DReAMT model
transformation between the new information and resource models and an-
other from the resource model to the service specification. The service spec-
ification was given using WADL [48]. The model transformations were built
mostly by following the information in a report [29] detailing the two phases
of the new process. The work took about four weeks of calendar time, in-
cluding testing and debugging. The model transformations contained only a
little interaction.

7.2.4 Observations and Conclusions

The DReAMT model transformation development process can be used to
build a model transformation in parallel with the application development.
The iterative development updates the model transformation with short in-
tervals. The interaction and ability for direct model modifications during
the model transformation make the model transformation flexible and useful
even when incomplete. The DReAMT model transformation language and
DReAMT tool can be used to create a model transformation.
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We think the ReSTifying process gives a realistic view of the problems
typical at the beginning of a model transformation development process. The
stakeholders have different expertise and knowledge, yet they need to commu-
nicate and work together to specify and build the model transformation. The
Design Phase Expert—indeed the author of the service building process!—
was not able to give precise rules or comment on the rule set’s completeness,
coverage or consistency. The ReSTifying process, its use of models and mod-
eling languages kept evolving all through the study and after it. We think
this, too, is to be expected when the process is new.

We used transformational patterns to capture the requirements in the
domain language. The Design Phase Expert and the Transformation Archi-
tect were able to discuss, discover and document the requirements using the
model transformation development artefacts. The concrete artefacts acted as
boundary objects between stakeholders and made it easier to communicate
even when there were a few weeks between iterations.

The correlation between the transformational patterns and the model
transformation design and implementation artefacts limited the scope of
changes and made iterative refinement of a pattern easier. Transformational
patterns turned out to be a good unit for refinement. They are independent,
but related, so adding and updating patterns does not greatly affect the other
patterns or their implementations.

The research assistant acting as the Transformation Programmer did not
know DReAMT before the study started. He learned the language and the
tool quickly and was able to build the transformation implementation inde-
pendently.

7.3 Solita Process Language Modeling Tool

7.3.1 Solita Process Language

This section is based on a report [VII, pp. 3-12] of a research study. The
report is included as part of the dissertation.

This study was conducted in cooperation with Solita Oy. They were devel-
oping a business process management system for an external client company.
The goal of the study was to explore how process modeling could be used at
Solita Oy by developing a process modeling tool prototype. The DReAMT
tool was used to transform a process model into a proprietary XML-based
process language used by the business process management system.

The business process management system runs small business processes,
such as handling a product order. Despite the small size, a process may
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run for several days or even months. The system contains a process engine,
which starts and stops instances of processes manages them when they are
running. The system receives events from business systems and directs the
running process instances, if necessary.

A process description contains declarations of tasks, which are performed
by humans. A TaskBuilder service within the process engine creates and ini-
tializes tasks and assigns active tasks to users. An external task management
system handles the user responses and updates the state of the tasks accord-
ingly. The process engine monitors the active tasks and reacts to changes in
their states. Task types are extensions to the TaskBuilder service.

A process description is essentially a state machine. It contains states,
which are called nodes, and transitions between the states. A transition can
have a condition (a predicate) that depends on, for example, external events
and timeouts. Exactly one of the states is active at any given time during
the execution of a process instance. When a predicate on any of the outgoing
transitions is fulfilled, the target of the transition becomes the active state.
Even if more than one condition becomes true at the same time, only one of
the transitions is followed.

There are several types of nodes. A so called workphase node has tasks
associated with it. When the state becomes active, the tasks are activated
and the task management system allows users to perform them. A fork node
contains descriptions of subprocesses, which are executed in parallel. When
all the subprocesses have finished, the outgoing transitions from the fork node
may be triggered. The execution in the main process does not fork. There is
only one active state in the main process (the fork node) and one in each of
the subprocesses.

The process instance also has data that can be used during the execu-
tion, for example the identifier of the product order being processed. The
transition predicates can refer to the process instance’s data.

The process description is given in a proprietary XML format. The ma-
jority of the elements in the XML language are straight-forward, such as node,
transition and predicate. However, the semantics of some XML elements and
XML attributes, for example scheduler and class, are not immediately clear
from their name.

A process description in the XML form is passed to the business process
management system, which creates a Java code component. When a process
instance is started, the Java objects required to hold the process instance’s
state are created. In the beginning the new process instance’s active state is
its start node.
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7.3.2 Setup for the Study

The core of the study was carried out by a researcher (the author of DReAMT)
and a research assistant from Tampere University of Technology (TUT) and
a process designer and the author of the process engine from Solita Oy. Sev-
eral other people from both organizations participated in smaller roles. Most
of the work was carried out in about a year’s time in 2009–2010.

The process designer had participated in the requirements capture for
some of the business processes, so he knew them very well. He knew the
basics of the process language and its XML format, but had not written any
process descriptions in XML. The author of the process engine had not been
involved in the requirements capture and had only seen a few examples of the
real business process specifications. As the lead designer, he knew the process
language and its XML format thoroughly. Both the process designer and the
author of the process engine had used Eclipse before, but not for modeling.
Neither of them was familiar with the UML activity diagram notation.

The process modeling tool was built by customizing UML2Tools and
MADE and by writing a DReAMT model transformation. The research
assistant acted as the main tool developer and did most of the customization
and wrote the model transformation. He had no prior experience of model
transformations or DReAMT. The researcher supervised the study and did
some modifications to MADE and DReAMT. The process designer and the
process engine’s author provided information about the process language and
assessed the process modeling tool.

The process modeling tool was meant to be used by the people who write
the XML process descriptions based on business process specifications. The
process modeling language was defined as a profile for a UML activity dia-
gram. The profile defined stereotypes and attributes for the stereotypes. The
stereotypes were used to distinguished between the various node and transi-
tion types. Node type specific details, for example the name of a Java class
used for callbacks, were stored in the extended attributes of the stereotypes.
The syntax and visual appearance of activity diagrams was used, but the
semantics were different.

In the process modeling too, the user would first draw the process model
using the UML editor and then launch a model transformation to generate
the XML format. The process model is mostly just a visualization of the
process, so the model transformation from an activity diagram to the XML
format is a syntactic translation. The process modeling tool developer used
the DReAMT model transformation language and tool to create the model
transformation.

Because the primary goal was to learn more about the suitability of pro-
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cess modeling for Solita Oy and not just to create a tool, the plan was to
create an initial tool version early and improve it in cycles. The first version
would be used just for gathering experiences and feedback to find better re-
quirements. Also, collecting the process patterns can be started when some
version of the tool is available.

7.3.3 Building the Process Modeling Tool

The process modeling tool developer started by customizing the tool plat-
form. He added support for profiles and stereotypes to MADE, fixed some
bugs in the interaction with activity diagrams and so on. He also studied
about graph-rewrite systems and model transformations.

The researcher added the ability to process activity diagrams to the UML2
Import component in the DReAMT tool. This was easy, because it only in-
volved modifying the translation model, which is used to generate the import
code. The researcher also helped the process modeling tool developer learn
about the DReAMT model transformation language and about using the
DReAMT tool.

After the training for using the model transformation language, the tool
developer wrote the model transformation independently. The DReAMT
model transformation development process was not used, because the model
transformation was merely a mapping. The activity diagram and the process
language had nearly identical structure by design, so the model transforma-
tion mostly just recreated the structure using different node types.

The initial version of the process modeling tool was based on many guesses
about the process language. Technical documentation about the business
process management system and especially the process language had been
sent to TUT and it had been studied there. The documentation was quite
technical and had been cleaned of references to Solita’s client. It was difficult
to understand some aspects of the process language, because the documen-
tation was on a low level and lacked a real context. The syntax was clear
from the XML schema, but the semantics of, e.g. the different kinds of nodes
were not clear.

In principle it would have been possible to design a visual language based
on the syntax alone. However, the aim was for humans to read and write
processes in the language and it was important to know the meaning of
concepts and not just their form. In order to be suitable, a visual language
needs to emphasize the important and hide the less important features.

At this point the process designer and process engine’s author were not
yet directly involved. They were working on other projects, but questions
were frequently directed to them, because they knew the most about the

74



business process management system. Communication was done via email,
which is always challenging. We do not mention these obstacles to chronicle
the rare and exotic misfortunes that befell us. We mention them, because
such events are common in real projects in real environments.

The modeling tool was demonstrated to the process designer and the
author of the process engine. They quickly discovered mistakes in the repre-
sentation of the processes. The errors were caused by the initial misunder-
standings and lack of knowledge about the semantics of the process language.
When the participants were in the same location, communication was, of
course, much more efficient than by email. Many of the misunderstandings
were corrected in the same session. Despite its shortcomings the first tool
version served its purpose of generating a lot of feedback.

For the second version of the process modeling tool, the tool developer
made modifications to the process modeling language, i.e. the activity dia-
gram profile, and to the XML generation. He also made some bug fixes and
general improvements to the code. A process model now contained all the
same information as a process description in the XML form. The workflow
was visible as activities and flows, that were stereotyped to mark the var-
ious node and transition types. All the details, such as Java class names
for callbacks, were stored in attributes of the stereotypes. In UML2Tools
these extended attributes of the elements were only visible when viewing an
element’s properties.

Note that this is not a model marking [34, p. 3-6] approach. The stereo-
types and details are part of the process description and they are used by
a process writer. They are not additional markings used only in the model
transformation.

At the same time, the writing of processes had started at Solita Oy.
Because these were the first real processes written in the process language,
new requirements for were naturally discovered. As a consequence, changes
were made to the process engine’s capabilities and the process language to
accommodate to the new needs.

The process modeling tool still produced process descriptions in the old
XML format. It was presented and delivered to Solita Oy with a user manual.
Unfortunately the tool was too difficult to be used without the presence of
the tool developers, despite the manual and a training session. There were
also some instability issues with the integration of UML2Tools and the rest
of the process modeling tool. The poor usability and technical problems
prevented independent use of the tool at Solita Oy.

The third version of the process modeling tool produced process descrip-
tions in the new XML format. A lot of effort was spent to improve the
usability and the stability, but the problems never were satisfactorily solved
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in the scope of the project. Even with additional training, the tool was not
mature enough to be used independently. It was therefore decided that the re-
searcher, being familiar with the process modeling tool and the workarounds
to its problems, would use the tool to model two real business processes.
The process designer chose two processes he considered to be among the
most complicated ones.

The two business processes were described in process specification docu-
ments that contained a textual description of a business process and a picture
in an ad hoc workflow notation. It showed the structure of the process, con-
ditions on transitions and the tasks. The specifications had been written
by different people, but the pictures were similar and closely resembled the
activity diagram notation used in the process modeling tool.

The notation used in the pictures was not formalized. The pictures were
meant only to augment the text. They contained small inconsistencies in the
notation, for example the difference of branching and forking was not clearly
marked and some transitions had been accidentally left out.

The researcher modeled the two processes. The activity diagram repre-
sentations closely resembled the pictures in the process specification docu-
ments. The two process models, the produced XML and the tool itself were
presented at Solita Oy and they were discussed.

A modified activity diagram for one of the processes is shown in Figure 7.5.
The names of the process, the nodes and the tasks have been changed for
confidentiality reasons. The structure in the diagram is not changed. The
rounded boxes are nodes and the connecting arrows are transitions. The texts
on the transitions are predicates. The rectangles are tasks and the arrows
with the text “using” connect a workphase node to the tasks it activates.

The modified process handles the creation of a new product type for a
wholesale company who sells and delivers products to other companies or
franchises. The process starts at the top and the normal workflow proceeds
down. The top part of the process handles the creation of the product type
into the wholesaler’s information system. The bottom part consists of three
parallel paths. The leftmost path deals with instructing regional salesmen to
which companies they should try to sell the new product. The middle path
processes delivery contracts and logistics with the supplier. The rightmost
path is for entering the product’s information into a product databank shared
by the wholesaler and its clients.

7.3.4 Feedback from Solita

The study proceeded in iterations and throughout the study the process de-
signer and the author of the process engine gave feedback on process modeling
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Figure 7.5: Process model for creating a new product

and its suitability for Solita Oy in this context. During the study they gave
feedback in discussions and in email correspondence and after the study they
gave a free form summary. The process designer and the author of the pro-
cess engine were given a short list of topics to cover in the summary and they
were encouraged to include any other comments they wished.

Because the model transformation is only a small part in the process mod-
eling tool, the feedback is not directly about the DReAMT tool. However,
the process designer and the author of the process engine make interesting
observations, which we find relevant from the point of view of developing
model transformations, modeling language design and application of model-
ing (and thus also applying MDE). For completeness, we provide most of the
generic feedback as well, although in an abridged form.

According to the feedback, the visual notation for the process model
makes the structure of the business process easy to understand. Examining
details, however, is difficult. The visual notation did not contain or highlight
non-essential aspect, but some relevant features, for example attributes of
nodes, were hidden. Making all the details visible would clutter the process
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and obscure the process structure. Some parts of the UML activity diagram
notation were considered difficult to understand.

Understanding of the uses of process modeling grew during the study and
many initial assumptions were discovered to be wrong. The process modeling
tool produced and delivered did not abstract from the XML, that is, it did
not remove the need to manipulate and understand the details present in the
XML. Either the details need to be added into the visual process model or
they have to be added to the XML after it has been generated. Modifications
to the XML would be lost if the XML was generated again. For these reasons,
the process modeling tool is not very useful for a process writer, even if the
technical problems were fixed.

The model transformation is not very visible to the process modeling tool
user, so there is not much feedback about it. It correctly translated the infor-
mation in the extended activity diagram form into the XML form. Optional
attributes for nodes could be set and default values changed during the XML
generation. However, changing the values requires detailed understanding of
the XML format.

The process modeling tool served its purpose in helping explore process
modeling in Solita’s context, but it turned out that the need for a modeling
tool are different from the initial guesses. Therefore the process designer and
the author of the process engine did not consider a process modeling tool
with these features to be suitable for use at Solita Oy.

With the experience and increased understanding of the potential and
uses of process modeling in Solita’s context, the author of the process engine
and the process designer described what kind of a process modeling tool
would be most useful. The most important purpose for a process modeling
tool from Solita’s perspective is to make creating business processes easier,
so that the user does not need to know the details of the process language.

A process modeling tool should be well aware of the process language, so
it could help and guide the user with difficult actions. The tool could guide
the user, e.g. by requiring mandatory attributes to be given and suggesting
default values for optional ones. This information is already in the XML
schema, and could perhaps be used in the process modeling tool to adjust its
behaviour.

Such a tool would complement direct XML editing instead of replacing it.
The graphical notation and the UML2Tools editor work well for creating and
modifying the structure of the process, but the details need to be modifiable
as well. The structure of the process could be viewed and modified in visual
form and details added into the XML. A round-trip engineering functionality
would allow propagating changes between the process model and the XML
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without losing information. It should also be possible to start with either
format and generate the other.

A process modeling tool should support incremental process development,
so that a sketch of a process could be gradually refined and augmented with
the necessary details. The tool could maybe be used in the requirements
capture phase to draw an initial sketch with the bare amount of details. The
sketch would then be passed on to a process writer more as a specification
than as an incomplete process description. It is not certain that such use of
the tool would reduce the total effort, but it would help people with different
skill sets to participate in implementing a business process.

The appearance of various visual elements should be customizable. This
would help visually distinguish between nodes whose type is the same, but
that have some specific values for its attributes. For example, a node that
triggers an asynchronous external operation could look different from normal
nodes.

7.3.5 Observations and Conclusions

Because the model transformation was such a clear translation from one
format to another, and especially since the business process model was shaped
following the XML-format, the DReAMT process was not used. So, this
study evaluates only the use of the DReAMT model transformation language
and the DReAMT tool for developing model transformations.

The process modeling tool developer designed and wrote the first version
of the model transformation and each update on his own. The author of
DReAMT participated in designing the process model and visualizations for
several of the process language concepts and provided a little assistance in
bug hunting, but did not write any pattern implementations or application
rules.

This was the first time the process modeling tool developer used DReAMT.
He had no problems with writing the implementation in the model transfor-
mation language nor with using the model transformation compiler DMTC.
There is no real debugging support, which would be vital in a finished pro-
duction quality tool set. So, there were a few bug hunt sessions, where he
needed help.

The researcher added support for UML activity diagram elements into
the DReAMT tool. This was very easy due to the translation model that is
used for generating the model import component.

We conclude that the DReAMT model transformation language and tool
can be used with little initial training and that extending it to work with
new types of UML diagram notations is easy.
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The goal of the study was not to apply MDE to business process imple-
mentation at Solita Oy. However, exploring the possibilities for modeling
and code generation are close to what could be a first stage in applying
MDE. We therefore think that some observations made in this study could
be generalized for many MDE attempts.

In this case, there was no particular process of how a business process
specification becomes a business process implementation. The natural lan-
guage specification is just handed to a process writer who somehow writes
an XML file. No one knew initially what would be the best place for mod-
eling, what should be modeled or how. The understanding of these issues
slowly grew during the development of the process modeling tool. One of the
modeling languages—the XML format for the business processes—evolved
during the development. Many initial guesses were wrong, including such
fundamental issues as the best target group for the modeling and tooling.

Such challenges are typical to software development and we have argued
that they are typical for its small subset, model transformation development,
too. If models and high quality model transformations had been developed
based on only these bad guesses, it would have been a disaster. A thorough
analysis prior to developing the model transformations would have delayed
the start of implementing the business processes and would not have helped in
the end, because some problems were discovered only while the real business
processes were being implemented. We see this as support to our claim that
model transformation development should happen iteratively and in parallel
to development of the application (in this case business process implementa-
tions).

We also take this opportunity to examine the reasons the process model-
ing tool was not found useful. The tool should have allowed crafting business
processes easier than with XML. However, the business process model con-
tained all the same information as the XML format. Nothing was abstracted
away. Although the overall structure of the process was easier to see, the
details still needed to be added.

The modeling language was just a different syntax for the same content.
That does not raise the abstraction level. Just adding a proper “model” or a
visualization does not help on its own. The abstraction level must be raised
by leaving out details, in order to gain much benefits. The process description
already had a structured well-defined form, so having a (UML) model did
not add anything new.

Another reason for the unsuitability of the process modeling tool was
that the values of some properties were much more important than expected.
The process engine has many extension points and some properties of nodes
determine the extension to use. Two nodes with different values in such a
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field could be semantically very different and hiding this distinction in the
visual notation actually makes the process more difficult to understand. This
is the reason why the process designer and the author of the process engine
mentioned customizable appearance for subtypes of elements.

We think a better use for the process modeling tool would have been in
the requirements capture, where a process model and its visualization could
replace the sketches made with a regular drawing program. In that way, it
might have even been possible to use the first process not only to visualize the
process structure but also to simulate some usage scenarios. The business
experts involved in crafting the business process specification would have
been able to run previously defined or ad hoc usage scenarios to look for any
obvious logical mistakes.

7.4 A Flexible Modeling Tool System

7.4.1 Trinity

This section is based on a preliminary report [VII, pp. 12-17] of an ongoing
research study. The report is included as part of the dissertation.

This study was conducted at Tampere University of Technology. The
Trinity project had developed flexible modeling tool system called Trinity,
which allows manipulating incomplete and even inconsistent models. The
Trinity project was going to build a component that informs a modeling tool
user how the model is inconsistent with its metamodel. The goal of the study
was to develop a process and tool support for creating inconsistency rule sets
based on the differences between the metamodel and what actually is allowed
in the tool. The DReAMT approach was going to be used to develop a model
transformation to assist in creating such rule sets.

For the purposes of this study, the Trinity system consists of a model
repository and integrations to various modeling and reporting tools. The
model repository is a relational database and the tool integrations communi-
cate with it using an object-relational mapping component. The integrated
tools themselves can vary from modeling environments like Eclipse UML2 to
drawing tools with some diagram support, e.g. Microsoft Visio, and reporting
tools such as Microsoft Excel or Word.

In reality Trinity contains much more. The model repository is dis-
tributed, not local and centralized; tool integrations can communicate with
each other using an agent architecture; models can be annotated, reviewed
and linked to each other; and models can be versioned. For the purposes
here, however, the simplified view of Trinity suffices.
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The tool user does not directly edit the model with the tool, instead
he edits a view of the model. A view is a tool specific representation of a
full or a partial model and can contain graphical and textual elements and
information such their size, position and colour. The elements in the view
are also linked to the elements in the model. Both the view and the model
are stored in the model repository. The model repository also contains a
metamodel both for the model and for the view. There can be more than
one view to a model and the views can be for different tools.

Trinity is integrated to a modeling or reporting tool by building a com-
ponent specifically for that tool. The component observes the tool user’s
actions, e.g. drawing an element or connecting elements, and interprets their
effects on the view and the model. The changes are reported to the object-
relational mapping component, which stores them in the repository.

7.4.2 Incomplete and Inconsistent Models

Trinity allows incomplete and inconsistent models because of the view that
modeling is more than just entering the finished model into a tool. Modeling
is primarily a creative design activity and the role of the model changes during
it. Especially in the early stages the model may be used for communicating
and visualising ideas and thoughts. Such sketching should not be restricted
by demands of completeness and full compliance with the modeling language.
A modeling tool should assist in the modeling work and not just in recording
its result.

Also a method or an ad hoc way of working can benefit from the flexibil-
ity. For example, a method might state that the properties and classes of a
subsystem are identified independently and they are combined in a separate
step. Without any tool support the designer could first list the properties
and the classes, group related properties together and then assign the groups
to classes. The properties in a group become class properties of the class.
With flexible modeling tool support, the designer could draw class properties
without a class, visually group them and then move them into classes. If the
tool is inflexible, the actual design work has to be done outside the tool, e.g.
on pen and paper, and only the end result is entered into the tool.

At some point in the modeling, when the sketching is over, it is important
that the model is and stays consistent with the modeling language. For
instance, when the model has already gone through several iterations and
only small incremental changes are being made, the changes must not break
the model. To make full use of the model it should be complete and consistent
when it is used, for example for generating code, simulating or testing. The
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usage dictates where in between permitting “everything” and full consistency
the model consistency requirements should be set at a given time.

In addition to the modeling language itself, guidelines and profiles for
the domain, organization or project may place restrictions on the model.
Restrictions may affect the content, i.e. the model, and the appearance, i.e.
the view data. For example, it may be required that classes have unique
names within their namespace, or that in a workflow diagram the default
path is laid out from left to right.

It is not possible or feasible to remove all restrictions on the models. A
modeling tool can not help the user much if it can not make any assumptions
about the model. The modeling tool interprets the user’s actions in a certain
way and thus excludes some options.

For example, when the user is drawing a line that represents an association
and moves the end of the line over a class, the modeling tool assumes that
the user intends to attach the association’s end to the class. The modeling
tool follows the UML class diagram metamodel and creates a link with the
label type from the association’s end to the class. However, no user action
can connect these model elements with a link that is used between a class
method and its parameter.

These assumptions and interpretations that the modeling tool makes are
also reflected in the integration component. The code of the component ac-
commodates the interpretations and thus imposes restrictions on the struc-
ture and contents of the model. The restrictions in fact define a modeling
language.

This implied modeling language is a superset of the actual modeling lan-
guage, i.e. it is more permissive. In Trinity it is considered that there is an
abstract metamodel, so called relaxed metamodel for the implied modeling
language. The relaxed metamodel is specific to a modeling language, but
also to a modeling tool and its integration component.

Each model of that language must comply with the restrictions defined
by the relaxed metamodel. No collection of restrictions, including the actual
metamodel of the language, can be looser than the relaxed metamodel.

When observing the model repository from a low level implementation
point of view, there are very few requirements for the models. The database
schema only requires that models of elements and links, both of which are
typed. Links have one or more ends and each link end connects the link to
an element.

There are no restrictions on the types, so a class diagram may contain
elements from a mind map in addition to the normal class diagram elements.
A link that should be between a state and a transition in a state chart
diagram may be placed between two classes in a class diagram. These loose
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Figure 7.6: The model repository’s view of relaxed metamodel

restrictions form a very permissive metamodel (Figure 7.6), which is used for
all the models regardless of the modeling language.

7.4.3 Setup for the Study

The study was carried out by the main researcher from the Trinity project
and the author of this dissertation, who worked in the MoDES project. At
the time of this writing, the study is still continuing and the work reported
here was carried out in about a month’s time in the beginning of 2010.

The goal was to build a model transformation to support the process
of producing a model consistency rule set based on the metamodel and the
relaxed metamodel of a language. The rule set creation process was at this
stage restricted to UML class diagrams viewed and modified in Microsoft
Visio. It was planned, that later the process would be generalized to apply
to a wider context.

There was no rule checker component and no rule checking language yet
at this point. So, there was no suitable intermediate language, which could
capture the rules. It was therefore decided that the model transformation
would produce the rule set in a simple XML format that lists the conflict-
ing conditions. It was understood, that this format would not be the final
modeling language and that once the rule checker component was developed,
the target modeling language for the model transformation would change
radically.

The Trinity researcher acted as the Design Phase Expert and the author
of this dissertation acted as the Transformation Architect and as the Trans-
formation Programmer. The Trinity researcher knew in detail how the Visio
integration component worked and what limitations there were to editing the
class diagrams. He also had ideas of specific consistency rules that should
be enforced. However, he could not immediately craft an explicit relaxed
metamodel nor could he list detailed reasoning based on the differences in
the relaxed and normal metamodels. The Trinity researcher had basic knowl-
edge of model transformations and very little knowledge of DReAMT.

The author of this dissertation knew DReAMT thoroughly and as a model
transformation researcher had good knowledge of model transformations. He
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had very little knowledge about the Visio integration, the relaxed metamodel
or required consistency rules. Both participants had good knowledge of mod-
eling and specifically modeling with UML.

7.4.4 Building the Model Transformation

First the participants met a couple of times to agree on the scope of the
study, its goals, etc. After that they met roughly once a week in a room
with a whiteboard. The whiteboard was used heavily to draw correspon-
dence examples, metamodel and model fragments and to write patterns and
consistency rules. The whiteboard was photographed when a session ended
and when the whiteboard got full. The Transformation Architect then trans-
lated the information in the photographs into the DReAMT process artefacts
offline. One of the photographs is shown in Figure 7.7.

The Design Phase Expert and the Transformation Architect focused on
crafting the relaxed metamodel and listing correspondence examples, consis-
tency rules and reactions to the violations of the rules. A correspondence
example represents a fragment of the source model(s) and a fragment of the
target model(s). In this case the source models are the normal and relaxed
metamodel and the target model is the consistency rule model. The source
model fragments express a class of conflicts between the metamodels. They
were given as class diagram fragments. The consistency rules and the reac-
tions were just written as text.

For instance, the correspondence example in Figure 7.8 shows a case where
the metamodel requires an instance of a type (Y in the figure) to be always
be contained within an instance of another type (X), but the relaxed meta-
model permits stand-alone instances. A concrete example is the metamodel
requiring class properties to be placed within classes.

When a designer is creating the consistency rules, they need to consider
many things. Although a conflict between the actual metamodel and the
relaxed metamodel always means that a model can be inconsistent, it does
not necessarily mean that a rule should be generated.

The rule checker component will need to react to the modeling tool user’s
actions very fast and without slowing down the computer. The designer
may deem that checking for some particular conflict would likely happen too
frequently or be too slow to be suitable for an interactive application. Other
conflicts might be unimportant or so frequent that notifying the tool user
would be annoying instead of being helpful. It could also be, that checking
for one conflict can be combined with checks for other conflicts or in general
needs to be handled in an exceptional way. For these reasons, the model
transformation can not be automatic.
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Figure 7.7: Whiteboard full of correspondence examples, rules and fragments
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Figure 7.8: Correspondence example for mandatory/optional container

The Design Phase Expert already knew before the transformation devel-
opment process even started that some consistency rules were going to be
needed. They were collected and they acted as a rough measure of how com-
plete the transformational pattern system is, because all the rules should be
found during the consistency rule creation process. If they are not found with
the help of the patterns, then the designer has to discover them manually.

Some correspondence examples were found by analyzing concrete conflicts
between the normal and relaxed metamodel. Because there was no concrete
relaxed metamodel, this step was not systematic. Correspondence examples
were also found by looking at the list of consistency rules that should be
found and trying to find a reasoning for them in the differences between the
metamodels. In total about a dozen correspondence examples were found
and refined into transformational patterns and implementation.

Because there was no explicit relaxed metamodel, there was nothing to
execute the model transformation against. For this reason, the model trans-
formation implementation step was skipped for the first few iterations. In-
stead, the transformational patterns were applied manually to selected parts
of the metamodels by drawing the result on the whiteboard.

7.4.5 Observations and Conclusions

The iterations took roughly a week each, and both participants were busy
with many other things at the same time. Having concrete artefacts in the
form of correspondence examples and transformational patterns helped con-
tinue the work where it had been stopped the last time.

A fully automatic model transformation could not have been used in this
case, because the designer’s decision in two identical looking situations can
be different. In fact, the designer needs to make quite many decisions. If
the relaxed metamodel is changed, the validity of these decisions needs to
be checked somehow. Decision context provided a convenient way to express
validity conditions for decisions.

Because the transformational patterns were based on clearly specified

87



conflicts between two metamodels, the decision contexts were easy to define
and they were very small. For example, in the case of mandatory/optional
containment, the conflict is the multiplicity of 1..1 in the metamodel and 0..1
in the relaxed metamodel. If the multiplicity on either metamodel changes,
the association is no longer a containment association or the association is
not between the same metaclasses, the decision becomes invalid, otherwise it
is valid. This can be captured in a decision context.
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Chapter 8

Related Work

“There’s ninety thousand of them, mind,” said another wizard.
“I always heard there was no end to ’em,” said another. “It’s all down
to dimensions, I heard, like what we see is only the tip of whatever,
you know the thing that is mostly underwater—”
“Hippopotamus?”
“Alligator?”
“Ocean?”

– Terry Pratchett, Sourcery, 1988

8.1 Model Transformation Development

There is no end to the model transformation solutions available; languages,
tools and techniques. What is discussed here is only the tip of the iceberg.
The solutions do not always address model transformation development di-
rectly, but offer features that support one way over another. Because there
is so little work directly on model transformation development, we explore
also the indirect route.

In this dissertation we present an iterative process where a model trans-
formation is developed in parallel with the application (RQ1). An incomplete
but usable model transformation is produced in each iteration and used in
the application development.

Bézivin et al. [5] present reflective MDE, where a model transformation
is developed by first defining it in a transformation technology independent
language and then specializing it into a model transformation for a concrete
tool. The concrete transformation (a model) is derived from the abstract
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transformation (another model) according to some rules, so MDE is applied
to applying MDE, hence the name.

They do mention that the model transformation development may take
place during the application development. It is not clear, however, if only
the finished model transformation is used in the application development.
It is possible, that the use of unfinished versions of model transformations
is allowed, because the concept of a model transformation is very liberal.
A model transformation may be a collection of documentation, wizards and
scripts—anything that helps the application designer.

Mellor and Watson [31] examine how the software development process
and its roles change when MDE is applied. They do not add new roles,
but instead add new responsibilities and skill requirements to the existing
roles. Unlike in our approach, the model transformation development does
not happen in parallel as a separate process, but merged into the applica-
tion development process. In the architecture phase the architect decides the
macro-process and selects the modeling languages and the model transforma-
tions in addition to designing the application’s architecture. The individual
model transformations and code generators are developed and tuned by the
programmers.

Staron [41] presents results and conclusions drawn on applying MDE into
industrial environments where there is a large base of legacy code. He relies
on his and other researchers’ studies when he concludes, that MDE should
not be applied in one go, but in stages. Models and modeling should be
introduced into the macro-process gradually and in limited places in the
process. Once the first models are in place, their role and expressiveness is
increased until they are the main artefacts in the software development cycle.

This kind of adoption of MDE seems to imply that until the transition
is finished, the modeling languages are going to be changing and the mod-
els do not contain all the necessary information. We believe our approach
is suited for such situations, because model transformations, too, can then
be introduced into the macro-process gradually, assisting the designers with
just a few activities in the beginning, but then with more activities, as the
understanding grows and the transformation matures.

8.2 Requirements Capture and Stakeholder

Communication

We separate the roles of the model transformation developers from the ap-
plication developers and use transformational patterns for communication
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among stakeholder and capturing requirements (RQ2) for the model trans-
formations.

The model transformation developer roles are separate from the applica-
tion developer roles also in reflective MDE. A transformation framework de-
veloper develops and maintains the modeling languages for expressing model
transformations, and the model transformations that derive model trans-
formations. A transformation developer develops the abstract and concrete
model transformations. A transformation user is any person, most likely an
application developer, who applies the concrete model transformation to the
application’s models. There is no mention of how the model transformation
requirements are captured.

Mellor and Watson extend the application developer roles with the re-
sponsibilities of model transformation development. All the developers have
to be experts both in the application domain and in model transformation
development. Communication is easier when the overlap in expertise of the
stakeholders is extensive. However, we separated the roles along the required
skills, because we believe it is easier to find high-quality expertise in two
separate fields when they do not have to reside in the same person.

In model transformation by example (MTBE) [46] [47] a transformation
designer creates pairs of full source and target models. Model transformation
rules are created semi-automatically based on the examples. An automati-
cally generated rule set is inspected by the transformation designer and he
crafts more model pairs to account for any gaps or mistakes in the rules. He
can also refine rules directly by manually editing them. Wimmer et al. [50]
developed a similar approach independently.

The model example pairs are prototypical of a solution to a specific task
or problem in the transformation and therefore capture part of a functional
requirement. Because the models are in the source and target modeling
languages, the requirements are in a model transformation technology inde-
pendent form. Although only a single model transformation developer role
is defined, presumably there is some kind of an application expert whom
to consult. The model example pairs could be used in the communication
between the two roles.

Hailpern and Tarr [20] claim that the the different types of models in the
model-driven development life cycle require different types of skills. They em-
phasize the importance of traceability and communication among the stake-
holders. They further point out that the relationships between multiple types
of models and different formalisms suggest that any single stakeholder can
not understand all the impacts of a proposed change. Hailpern and Tarr
suggest that the models should capture important design decisions in such a
form that the models facilitate communication.
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Table 8.1: Comparison of three model transformation solutions

Research Application and Roles Requirements

work MT development captured

Reflective Separate overlapping Separate roles -
MDE development
Mellor & Application and MT Application devs -
Watson development merged assume MT roles
MTBE - A single MT In model pairs

developer role

We suggest that different types of expertise is needed to build a transfor-
mation system. Further, we feel one can not assume that stakeholders use
the same modeling notations or even that the models are at the same level of
preciseness. We believe that construction of a transformation requires con-
stant feedback from its practical applications. Thus, we adopt an iterative
and incremental approach to developing model transformations.

Table 8.1 summarizes how reflective MDE, the research by Mellor and
Watson, and MTBE address the issues of weaving model transformation
(MT) development with application development, the responsibilities for
roles and capturing requirements in artefacts.

8.3 Model Transformation Specification

In our approach, a model transformation specification is a system of trans-
formational patterns. Patterns capture meaningful concepts and solutions in
the micro-process that are independent of each other but interrelated. The
independence makes transformational patterns a good unit for iterative and
incremental refinement of the specification (RQ3).

A model transformation specification is not discussed in conjunction with
reflective MDE. Their tool independent model transformation is a technical
specification, i.e. a model transformation definition in our terminology.

Mellor and Watson do not discuss model transformation specification,
either. The architect is assigned with the task of the overall design of the
macro-process and selecting the modeling languages and the model transfor-
mations, so presumably he manages the specification.

In MTBE the source model/target model pair acts as a transformation
specification unit. New model pairs can be added without modifying the
existing ones, as long as they are not contradicting. Existing model pairs can
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be refined relatively independently, although we expect there to be groups of
models pairs that express special cases or exceptions to a solution. The pairs
in such a group would be tightly coupled.

8.4 From Requirements to Implementation

In the DReAMT approach we separate the requirements specification (trans-
formational pattern system), the technical specification with the design of the
model transformation (model transformation definition) and the executable
(model transformation implementation). Each stage is organized around the
same concept, a transformational pattern (RQ5). The same unit of refine-
ment is used throughout the model transformation development cycle, which
makes iterative and incremental development easier.

In reflective MDE the technical specification is composed of several UML
models to describe the components, subtransformations, rules and other de-
sign aspects of the model transformation. The model transformation im-
plementation is derived from the technical specification with specific model
transformations. The leap from the requirements specification to the techni-
cal specification is not explained.

Mellor and Watson assign the architect with the task of the overall design
of the macro-process and selecting the modeling languages and the model
transformations. The architect creates or tunes model transformations. The
programmers create and tune code generators. The paper focuses mostly on
roles and their responsibilities and says very little about the process artefacts
or how they are created.

In MTBE the requirements in the form of model pairs are used to au-
tomatically generate model transformation rules. The rules are manually
edited, if necessary. So, the implementation is generated directly from the
requirements. Because of the generative nature of the approach, there is no
actual design for the model transformation. The resulting model transfor-
mations are automatic, unlike in our approach, where we allow and even
encourage interactive transformations.

The model transformation research is most active on the more technical
aspects, closer related to the implementation. Model transformation com-
position aims primarily at reuse by supporting the assembling of a model
transformations from other (partial) model transformations. As a side-effect,
also model transformation decomposition is addressed.

A model transformation could be developed as (somewhat) independent
subtransformations, which are then composed into a complete one. Although
composition itself is at model transformation language level, it could be used
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to support a part of a method of model transformation development, where
the fragments corresponding to requirements are developed independently.
There are many approaches [49] [12] to model transformation composition.

Model transformation weaving [40] addresses another way to decompose
a model transformation. Some cross-cutting properties can be described as
aspects. These aspects can then be weaved into a model transformation,
giving it these properties. This decomposition, too, can be used to support
developing model transformations in smaller fragments.

Reflection [28] in the model transformation language enables making more
generic and thus more flexible rules or parts of rules. In a bit similar way,
specialization of model transformations can be used to build vague or general
rules, which are later refined for a more specific situation. Specialization is
present, for example, in ATL [6]. Either or both of these techniques could
be used so that there are two or more layers of rules on different levels of
abstraction, linked together with specialization.

8.5 Modeling Human Decisions

We present a model of human decisions that centers on defining the decision
context (RQ4). We are not aware of any other generic model transformation
approach or tool that supports modeling decisions, justified decision reuse
or traceability across decisions. Many model transformation tools have some
way of asking input from the user. However, recording and managing the
decisions as well as relating them to features of the source model or to earlier
decisions has to be hard-coded.

In rule based model transformation tools one typical way of facilitat-
ing interaction is to allow the model transformation operator to affect the
rule application. For example, in the graph grammar based AGG [42] and
AToM3 [14] the operator can perform the transformation step-by-step and
choose the next rule to apply. In AGG the operator can even choose on
which graph elements the rule is applied by manually selecting the match for
the left-hand side. This is powerful and enables interactive rules, but it does
not help manage the decisions.

The decisions are not modeled, so there is no information about how
their validity could be checked. Without validity checking, decision reuse is
limited. It is not clear to us if the decision values are even recorded. Also, the
decisions are expressed in terms of the graph rewrite system, not in terms of
the design task. The operator has to thoroughly understand the grammar in
addition to understanding the model transformation semantics. The primary
motivation for the stepwise execution feature seems to be debugging.
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Another common way to implement interaction is prompting a question
to the user directly from the model transformation code. The Epsilon Trans-
formation Language (ETL) [27] is a good example. ETL is an imperative
textual language, where the transformation code can ask the user questions
through an interface called IUserInput. The interface provides a versatile
set of operations to communicate with the user. The user can be asked,
for example, to confirm some condition (yes/no), to enter an integer or to
choose one of multiple options. It is clear from The Epsilon Book [26] that
interaction is considered an important feature in ETL.

A decision appears as a function call through IUserInput in the model
transformation code. There is no support for managing decisions in the ETL
itself. It only handles the user interface and the rest is up to the model
transformation code. Effecting the consequences and recording the decision
have to be done explicitly. There is no further decision modeling, validity
checking or decision reuse.

Neither of the two ways to provide interaction prevent decision modeling,
but they do not support it either. It would be possible to add some mechanism
for decision modeling, but as it is now, decisions are just one-time questions
and only the answer or the consequences are recorded.

Possibly the most common way to implement semi-automatic model trans-
formations is model marking [34, p. 3-6]. It is different from, for example,
DReAMT, AGG and ETL in that it is not a model transformation mechanism
but rather a technique to feed human decisions to an automatic transforma-
tion mechanism. Model marking is lower level than a model transformation
language and at the same time independent of a language. Therefore, com-
paring DReAMT to model marking is comparing apples to oranges. However,
model marking is so common that we attempt the comparison, slice to seg-
ment.

In model marking one semi-automatic model transformation is divided
into two stages. In the first stage the source model is augmented with mark-
ings (hence the name). In the second stage an automatic model transforma-
tion generates the target model based on the augmented source model, using
the markings to resolve ambiguity in rules. Marking the model is usually
done manually. If the source model is a UML model, stereotypes are often
used for marking.

In essence one model transformation is split into two, where the first one
is virtually full of decisions. This does not really help in making the decisions
(and it is not meant to), it simply pushes all the decisions into a separate
preparation stage. Here, too, model marking does not prevent nor support
decision modeling. Model marking is just a technique for recording decisions
and decision making simply falls outside its scope.
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It would be possible to write instructions for the transformation operator
or even build tool support for marking the model. These solutions build on
top of model marking, but are not part of it. Model marking on its own does
not support decision modeling.

The strengths of model marking are that the concept is simple and it can
be used with any model transformation mechanism. However, it does have
some disadvantages. All the decisions are made up front, before the actual
model transformation, instead of during the model transformation like in
interactive approaches. The markings are used for choosing the action in
ambiguous situations, but it is not always easy to see when the ambiguity
might rise. The operator then has to either choose the right marking for
each, say UML class, or run the automatic transformation to find out which
elements to mark. In the former case there is more work than is necessary. In
the latter case model marking becomes an iterative process, which resembles
an interactive model transformation.

The markings are data related to the model transformation execution, i.e.
a relationship between the source and target models. Still, the markings are
added into the source model alone. That makes it difficult to express decisions
that concern elements from both models. Also, if a decision concerns a
group of elements in the source model, the markings must have (explicit
or implicit) relationships instead of just being labels. The more complicated
the markings are, the more instructions or tool support the transformation
operator needs. In both cases there is need for some formal or informal model
for the markings, their relationships and semantics. That is, some kind of
model of the decisions is needed.

The markings are permanent in the model, therefore it is possible to see
later, which decisions were made, but there is no further information about
them. There is no tool guidance, no validity condition and no connection
to the conditions that led to the decision. Also, the markings are typically
dictated by the transformation, i.e. the solution, and not the design phase,
i.e. the problem.

The work by Gorp et al. on supporting traceability in interactive consis-
tency maintenance of software models [36] comes close to our work. They
aim to interactively and semi-automatically solve inconsistency problems due
to changes in one of the models. The proposed tool, ICONS, combines two
existing methods and tools: ToolNet [3] for manual and CAViT [45] for au-
tomated consistency maintenance. CAViT can be used to assess a certain
consistency violation and repair it automatically. In ICONS violating model
elements are presented to the user, who can solve the inconsistency problems
either manually using ToolNet or in an automated fashion using CAViT. The
user can also choose to ignore the inconsistency.
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8.6 Traceability

In the DReAMT approach, the decision context is mapped to the decision,
which in turn is mapped to the context. This mapping can be followed back-
wards, which provides traceability (RQ4). The mapping fields are named,
which enables rich traceability.

Most model transformation tools either build traceability information im-
plicitly or provide a way to build it explicitly, but not across decisions. For
example, in the Epsilon Transformation Language (ETL) [27] the user can
be prompted for input. However, the tool seems to offer no help in recording
traceability information for the decisions. It has to be hard-coded as part
of the model transformation rules. Also, traceability in ETL is based on
corresponding source and target elements, i.e. a single type of traceability
relationships. ETL does support multiple target models, so a rich traceability
model could be created as a virtual target model.

There is some work on manually rediscovering or recreating the lost
traceability information after the fact. The inconsistency issues ICONS and
CAViT address can be considered traceability.

Modeling and documenting design rationale [32] attempts to record rea-
sons for decisions made at design time. Design rationale provides traceability
and in that sense is related to our work. However, the scope of decisions is
usually much wider, sometimes even encompassing decisions made in the re-
quirements capture. The rationale can typically include informal sources,
such as requirements specification, notes or experiences from past projects.
We focus only on the models and decisions in the same design phase in the
same project.

8.7 Languages and Tools

The DReAMT model transformation language is unique in supporting deci-
sion modeling. A rare—possibly unique—feature of the language is a con-
struct representing a pattern implementation. Several model transformation
languages are rule based and that could be utilized for some kind of pattern
support.

DReAMT is based on graph rewrite systems, like many other model trans-
formation languages. The most advanced of the languages and their tools
have very useful features that make crafting, testing and debugging model
transformations easier. The DReAMT language is a research tool for exper-
imenting with decision modeling and transformational patterns. Our focus
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has not been on the graph rewrite system and the tooling, and they lack
many of the wonderful features present in the most advanced mechanisms.

Just to give an idea of what kind of advanced features exist in state of
art, we somewhat randomly choose AGG and present some of its features.
AGG is graph rewrite system based and uses attributed labeled graphs just
like DReAMT. AGG uses a graphical language and has a graphical tool
for creating and editing model transformations. DReAMT has a textual
language and no dedicated editor.

The rewrite rules can be grouped in so called layers, which form a kind of
a state machine that allows additional control over which rules and groups of
rules are executed. DReAMT only has a single priority order for rules. Layers
do not add expressiveness to the language (layers can be emulated by using
additional attributes or edges), but they make writing and understanding
grammars easier and provide means to add overall structure to the code.

AGG can use type graphs, which are equivalent to metamodels, for the
graphs (models) that are processed. A type graph can contain inheritance
between types, which allows crafting a generic rule for a supertype and have
it be applied to its subtypes. This feature is useful on its own, but it also
makes a kind of rule inheritance possible, where the supertype’s rule performs
shared actions and the subtypes’ rules add their own variation. DReAMT
supports node and edge types, but not metamodels, and so does not have
type inheritance.

AGG model transformations can be run in step mode, where execution
stops after each rule application. A graphical tool shows the state of the graph
as the rules are executed. This is a great help in debugging and testing. In
DReAMT the task graph (or its representation in MADE) can be executed
one task at a time, but the execution of the graph rewrite system can not be
observed rule by rule.
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Chapter 9

Introduction to the Included

Publications

This thesis consists of the introduction part and seven included publications.
The publications are described below and the contributions of the author of
this dissertation are detailed.

[I] M. Siikarla, K. Koskimies, and T. Systä. Open MDA using trans-

formational patterns.

In U. Aßmann, M. Aksit, and A. Rensink, editors, Model Driven Architecture,

European MDA Workshops: Foundations and Applications, MDAFA 2003

and MDAFA 2004, Revised Selected Papers, volume 3599 of Lecture Notes

in Computer Science, pages 108–122. Springer, 2005.

This paper discusses requirements for model transformation tools and
mechanisms from the tool user’s point of view. Interaction between the tool
and the user is emphasized and therefore the transparency, comprehensibility
and customizability are promoted as key properties. The use of patterns (or
rather, pattern implementations) in a tool-guided environment is proposed
as the basis for a model transformation tool. The concept is tried out in an
example model transformation.

The term transformational pattern is introduced here, but refers to pat-
tern implementations. The paper describes the vision of interaction’s role
in model transformations and the initial assessment of the challenges. The
author of this dissertation is the first author in the paper and did most of the
writing out of the ideas as well as selected and created the model transforma-
tion used as an example. The ideas themselves are result of long discussions
with the co-authors and it is impossible to separate the contributions.

[II] M. Siikarla and T. Systä. Transformational pattern system -

some assembly required.
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In R. Bruni and D. Varró, editors, Proceedings of the Fifth International

Workshop on Graph Transformation and Visual Modeling Techniques (GT-

VMT 2006), volume 211 of Electronical Notes in Theoretical Computing,

pages 63–74. Elsevier, April 2008.

In the paper, the idea and implementation of application conditions for
pattern implementations is introduced. The application conditions are called
assembly rules. The paper describes how the assembly rules can be used to
apply pattern implementations to improve the tool support while maintaining
interactivity. An example model transformation is presented as demonstra-
tion.

The author of this thesis is the first author of the paper and is respon-
sible for the concept and implementation of assembly rules as application
conditions, building the model transformation used as an example and most
of the writing of the paper. The co-author provided valuable feedback and
guidance in her role as the dissertation author’s supervisor and wrote parts
of the paper.

[III] M. Siikarla and T. Systä. Decision reuse in an interactive model

transformation.

In 12th European Conference on Software Maintenance and Reengineering,

CSMR 2008, pages 123–132. IEEE, April 2008.

This paper focuses on the challenges of reusing user decisions from a pre-
vious execution of a model transformation. The challenges of determining
whether a decision made against an older version of the source model can still
be used are discussed. Because the decision was made by a human, the tool
does not know the reasoning behind it and therefore does not know if the rea-
soning has been affected by the model changes. The idea of modeling decision
context for decision validity checking is introduced in this paper. Decision
context enables automatic decision validity checking even without detailed
knowledge of the decision making process. Decision context is demonstrated
with a model transformation example.

The author of this thesis is the first author of the paper and is responsible
for the concept and implementation of decision modeling, decision context
and decision validity checking, building the model transformation used as
an example and most of the writing of the paper. The co-author provided
feedback and guidance and wrote raw text passages for the paper.

[IV] M. Siikarla, M. Laitkorpi, P. Selonen, and T. Systä. Transforma-

tions have to be developed, ReST assured.
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In A. Vallecillo, J. Gray, and A. Pierantonio, editors, Theory and Practise of

Model Transformations, First International Conference, ICMT 2008, Pro-

ceedings, volume 5063 of Lecture Notes in Computer Science, pages 1–15.

Springer, July 2008.

This paper describes a light-weight process for developing model trans-
formations iteratively and incrementally. The paper emphasizes the need for
process and tool support in developing model transformations. Model trans-
formations are software with requirements that are initially unknown and
change throughout the development, just like with any other software.

The process relies on the use of pictures and patterns (not just pattern
implementations) in capturing the requirements. Allowing user interaction
and even free model editing in model transformations enables the process to
start very fast and with an incomplete model transformation. Using patterns
as the unit of refinement in the requirements, definition and implementation
means that changes in the functional requirements affect only small parts of
the implementation. The process is evaluated with an industrial case.

The author of this thesis is the first author of the paper and acted as the
transformation architect in the industrial case. He also edited the paper from
texts from himself and the co-authors. The model transformation develop-
ment process is joint work primarily with the second author and secondarily
with the third and fourth authors.

[VI] M. Siikarla. Improving traceability across decisions in inter-

active model transformations.

In J. Oldevik, G. Olsen, T. Neple and D. Kolovos, editors, ECMDA Traceabil-

ity Workshop (ECMDA-TW) 2009 Proceedings, pages 29–38. CTIT, June

2009.

This paper explains how modeling the decision context can be used for
traceability across human decisions. Recording only the decision or its con-
sequences is not enough to determine what caused the decision. The trace-
ability of the consequences of the decision is quite poor. Because the decision
model maps the decision to its context, it also maps the consequences to the
decision context, thus improving traceability.

The author of this thesis is the only author of the paper and is solely
responsible for the concepts and implementations for the paper and writing
of the paper.

[V] M. Siikarla. DReAMT: A tool set for interactive model trans-

formations.

In Proceedings of the Nordic Workshop on Model Driven Engineering, NW-

MoDE’08, pages 1–15. Reykjavik, Iceland, August 2008.
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This paper describes the DReAMT tool set in detail and explains the
architecture, technical details and role of the individual tools. The author of
this thesis is the only author of the paper.

[VII] M. Siikarla. Applying the DReAMT Model Transformation

Approach in Two Studies.

TUT, Tampere, Finland, 2010. 20 pages. ISBN 978-952-15-2381-6.

This publication reports the results of evaluating DReAMT approach and
tool by applying it in two separate studies. In the first study an automatic
DReAMT model transformation is used in a process modeling tool to trans-
form a UML activity diagram into a proprietary XML format. The author
of this thesis supervised the model transformation writing and took part in
evaluating the process modeling tool and the model transformation’s role in
it.

In the second study an interactive model transformation is built to sup-
port the design of model consistency checking rules based on a set of meta-
models. The rules are used in a novel modeling tool, which allows the modeler
to sketch incomplete models that are not fully consistent with the metamodel.
When the modeler gradually moves from sketching to more precise modeling,
the model consistency rules can be turned on to inform of inconsistencies.
The author of this thesis acted as the transformation architect and the trans-
formation programmer.
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Chapter 10

Conclusions

Wherever you go, there you are.

– Attributed to Buddha and Confucius

10.1 Research Questions Revisited

This dissertation addresses five research questions. We revisit them and
summarize the answers we have given.

1. How can model transformation development be weaved with the appli-
cation development?

Model transformation can be developed in parallel with the application
by starting fast, prototyping and keeping the model transformation flexible.
Transformations need to be flexible enough to not hinder the application
development tasks that have not yet been fully specified or implemented.
The iterative and incremental development process outlined in Chapter 3
facilitates the first two, while flexibility can be achieved by allowing human
interaction as described in Chapter 5. For example, with study of the building
ReSTful APIs the model transformation was developed with and assessed
against an unfinished application.

2. How can the various stakeholders with different expertise and back-
ground communicate with each other and document the captured re-
quirements for the desired model transformation?

The knowledge that two or more stakeholders need to share can be cap-
tured in boundary objects to create concrete artefacts to use in communica-
tion. Chapter 3 tells how the Design Phase Experts’ and the Transformation
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Architects’ communication is centered around the jointly created and refined
transformational patterns and the Transformation Architects and the Trans-
formation Programmers utilize the transformation definition.

Model transformation requirements can be captured in transformational
patterns by first visualizing and materializing the Design Phase Experts’
tacit knowledge and expertise as correspondence examples and then disam-
biguating and detailing those into patterns. Section 7.2 and Section 7.4 show
examples of using transformational patterns from the studies. For exam-
ple, when developing the model transformation to support building ReSTful
APIs [IV], the Design Phase Expert and the Transformation Architect were
able to successfully communicate about and capture requirements despite the
negligible overlap in key expertise and skills.

3. How can the model transformation specification be defined and refined
in reasonable units?

As described in Chapter 3, transformational patterns are independent, al-
though interrelated, definitions of concepts, problems and solutions related to
the design phase. A model transformation specification can be given as a sys-
tem of transformational patterns. Due to the independence, transformational
pattern is a suitable unit for iterative refinement of a model transformation
specification.

4. How can human decisions in model transformations be modeled so that
it facilitates (a) decision validity checking, (b) intelligent decision reuse,
(c) tool assistance in decision making and (d) traceability?

Chapter 5 shows how a condition for a decision’s validity can be given by
modeling the decision’s context. Defining a decision context requires much
less understanding of the way a human makes the decision than automating
(really, removing) the decision. Decision context enables checking decision
validity automatically and thus enables intelligent and justifiable reuse of de-
cisions. Machine-readable model of a decision context can be used to guide
the user by high-lighting information relevant to the decision making. The
decision context can be used to improve traceability across the decision, be-
cause the context maps the decision to its causes and thus the consequences
of the decision to its causes. Chapter 6 explains the technical aspects of the
decision modeling and tool support.

5. How can the captured requirements and the decision models be translated
into entities in the transformation implementation?
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The DReAMT model transformation language, which is described in
Chapter 4 is based on pattern implementations and their application con-
ditions as well as decision models (Chapter 5). Therefore the model transfor-
mation definition, which is created based on the transformational patterns,
can be organized according to the patterns. Since the requirements, specifi-
cation and implementation have the same basic unit, iterative refinement of
a transformational pattern independent of others is possible.

10.2 Improvements and Future Work

While this approach to developing interactive model transformations has
been implemented and tried out in practice, much still remains to be re-
searched in this sub-area of model-driven engineering. The results so far are
reassuring and encourage further exploration. We have identified several re-
search and practice activities worth pursuing and discuss below the ones that
are the most interesting in our opinion.

The model transformation development process does not currently really
address test planning or capturing and ensuring non-functional requirements.
How should model transformations be developed, so that they are testable,
and how does it all work with interaction and incompleteness? Who should be
responsible for non-functional requirements and how is their implementation
ensured?

Decision modeling based on decision context is a simple idea, but limiting
decision validity to state matching is quite restricting. A more complicated
mechanism to describe the validity condition more precisely would improve
the accuracy, but would also require more understanding of the reasoning
behind that decision, and would make validity checking more complicated.
Where is the sweet spot between these forces? Can informal sources be
incorporated into decision context without making the decision modeling
more trouble than it is worth? How well does decision context work through
evolution of the model transformation?

The model transformation language and tool support, in order to be ma-
ture enough for industrial model transformation development, would require,
for example a debugger and proper integrated development environment.
How should a debugger for a rule based model transformation work? Surely
it should go beyond just showing which rule is active or showing the source
code line of a generated, e.g. Java implementation of the rule set.

The model transformation language lacks proper mechanisms for compo-
sition and decomposition of model transformations and expressing variation
in the code. These hinder reuse of model transformation parts in other
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model transformations and building large complicated model transforma-
tions. Model transformation composition within and across model trans-
formation languages is a whole research field of its own [9].

We would very much like to carry out more empirical studies to strengthen
the empirical foundation of the DReAMT approach and to scope its limits,
but also to learn more about the practical challenges and details related to
applying MDE in a real production setting. How early in the software devel-
opment process can the macro-process and micro-processes planning start?
If the development of the model transformation(s) can not keep up with the
development of the software, how can the manually work on the models be
incorporated into the model transformation assisted design process?

Is it feasible to apply MDE retroactively, when a legacy software is facing
maintenance activity? Could model transformations be built economically
enough to support the current and possible further maintenance activities?
It is not unusual for a build environment to contain poorly documented or ad
hoc scripts that generate e.g. interface or adapter code. Would it be possible
and feasible to reverse-engineer the micro-process out of such scripts? Under
what circumstances does it pay off to extend the maintenance activity into
the build environment itself to make it more in line with a model-driven
approach?

Is there any role for MDE in the open source world? At first the central-
ized, process oriented, model centric mind set of MDE and the distributed,
self-organizing, code-centric mind set of the open source projects seem to be
at odds. However, the distribution, self-organization and joining and leaving
of active developers make communication important. And there is a lot of
communication, it is just not typically done with models or even documents.
One of the MDE promises or hopes is to improve the communication and the
recording of knowledge. Can MDE be made so flexible and light that it can
be applied to the ant hill that is a large open source project. We consider
this to be the ultimate test of whether MDE really is for all types of software
or only for the mature software product line setting.

Finding good answers to these questions will help promote model-driven
engineering as a viable approach for developing a wide variety of software in
a normal small software company setting.

10.3 Concluding Remarks

The goal of this research has been to lower the threshold for adopting model-
driven engineering, or at least some of its principles, into ordinary daily
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software engineering. Of course, this work has very little impact alone, but
we believe it takes a step in the approximately right direction.

The research has been motivated by the author’s beliefs that

• model-driven engineering is primarily about an organization learning,
discovering, understanding and defining how they develop and how they
want to develop certain kind of software and only secondarily about
tooling or code generation;

• tools should support the existing way of working, not force a new way
of working on the user;

• design tools should not prevent reasonable user actions just because
they have not been foreseen; and

• a tool should rather solve one recognized and understood sub-problem
well and degrade gracefully than solve all the sub-problems poorly and
not allow the user to intervene.

These beliefs have only been strengthened in the course of the research.
Model-driven engineering requires skills from at least the areas of process
engineering, language design, generative programming as well as software
engineering, and is very demanding. It is very difficult, if not impossible, to
get everything right on the first try. In all of the empirical studies even the
modeling languages underwent changes. Since the early guesses are almost
guaranteed to be wrong, it would be foolish to restrict the application de-
signers’ actions to exactly those that have been guessed. This only leads to
inflexible tooling that forces the user to either accept the tool-dictated way
or dump the tool.

We followed the strategy of reducing the penalty of guessing wrong. Short
iterations reduce the wasted effort and time before a guess is corrected. More
importantly, preplanned interaction and free model editing add flexibility to
the model transformation. This means that the user can, in a way, choose
to use only the working part of the model transformation and work around
the bad guesses. The flexibility reduces the time the model transformation
is useless because of a bad guess, and mitigates the penalty.

To summarize, we think there is a need for model-driven engineering in
software engineering, as long as it is understood as an approach and not from
an overly technical tool-oriented perspective. Tools—programs, languages,
methods, models—are needed, but they need to take a role supporting the
main goal of process improvement. We demonstrated that interactive model
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transformations can be created with relatively small effort and yet yield ben-
efits in situations where even estimating the effort to produce a fully auto-
matic complete transformation was impossible. The low-hanging fruits seem
to hang much much lower than the highest ones.
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Appendix A: Model Transformation

Language Syntax

transformation = namespace def+ (pattern def | rule def)+

namespace def = NS ID ”{” TYPE ID (”,” TYPE ID)* ”}”
pattern def = ”pattern” PATT ID ”{” decision def* graph ”}”
rule def = ”rule” RULE ID ”{” lhs ”=>” rhs ”}”
lhs = graph (”nac” graph)*
rhs = graph

graph = (structural | attribute | pattern | distinct | inline)+

structural = node (edge node)* | node MERGE node
pattern = PATT NODE ID ”:” PATT ID
node = node def | node ref
node def = NODE ID ”:” TYPE ID
node ref = NODE ID | PATT NODE ID ”.” TASK ID
edge = OUT EDGE | IN EDGE
OUT EDGE = ”-->” | ”--#?{id}-->”
IN EDGE = ”<--” | ”<--#?{id}--”
MERGE = ”+>” | ”<+”

attribute = node ref ”{” keyval list ”}”
keyval list = keyval ((”,” | ”;”) keyval)*
keyval = ATT ID ”=” value | ATT ID ”in” attr ref
attr ref = node ref ”.” ATT ID

distinct = ”distinct” ”{” node ref (”,” node ref)* ”}”
inline = < Java code injection >

decision def = DEC GROUP node def (”,” node def)* ”;”
DEC GROUP = ”decision” | ”context” | ”visiting”

COMMENT = ”//.*”

Whitespace, line breaks and comments can appear between any tokens.
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Abstract. No generally accepted understanding on the characteristics
of MDA transformation mechanisms exists. Various approaches to sup-
port such transformations have been proposed. In this paper, we discuss
general requirements for MDA transformation mechanisms. We claim
that, above all else, transformation mechanisms should be open, i.e. clear,
transparent and user-guided. We propose a new concept, a transforma-
tional pattern, as a basis of an MDA transformation mechanism. We
exploit existing tool support for this concept and show a small example
of how it can be applied. Finally, we analyse the ability of the proposed
technique to fill the requirements.

1 Introduction

A clearly identified long-term trend in software engineering is the introduction of
higher and higher abstractions from which actual implementations are derived.
OMG’s Model-Driven Architecture (MDA) initiative [1] is a recent manifesta-
tion of this trend. A key idea in MDA is that system development should be
based on high-level, platform independent models (PIM) from which lower level
platform-specific models (PSM) and eventually implementations are derived with
the support of transformation tools.

Although the vision behind MDA is generally accepted, the required tool
technology is just taking its first steps. Some early tool support exists (e.g.,
ArcStyler [2]), but the underlying concepts and paradigms of the tools are far
from well understood, if even existing.

Obviously, there are many ways to specify and execute transformations from
one model to another. A straightforward approach to specify the transformations
in an executable form would be a script language with access to a model repos-
itory and appropriate navigation and query capabilities. Then, transformations
could be realized simply as scripts.

The real challenge of MDA transformation tool support is not in devising
the computational vehicle, but rather in the collaboration of the designer and
the tool. A simple black-box approach (e.g. a Python script) would hide the
relationship between the source and the target model from the designer, making
it very difficult to work with the result. If the path from a platform independent
model to executable implementation were completely automated, this would
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c© Springer-Verlag Berlin Heidelberg 2005



Open MDA Using Transformational Patterns 109

not be a problem, but we argue that this is an unrealistic idea, at least in the
near future. Typically, the designer has to examine the result, understand it,
and apply further transformations or modifications on some parts of the result.
Thus, we propose that an MDA transformation tool should be open in the sense
that it allows the designer to be involved in the transformation process.

In this paper we will first discuss the required properties of an MDA trans-
formation mechanism in more detail. As a potential approach to satisfy these
requirements, we introduce the concept of a transformational pattern, which we
believe can serve as the basis of open MDA transformations. This concept is
an application of a generic pattern facility originally developed for supporting
framework specialization [3]. We demonstrate the use of this technique by show-
ing how a J2EE model can be generated from a platform-independent UML
model for a Web Services application. Based on this example, we briefly analyse
the extent to which this approach meets the requirements. Finally, we discuss
related work and the future directions of our work.

2 MDA Transformation Mechanics

We see the primary role of a transformation as documenting the relations be-
tween different models of the same system. With this added information ex-
pressed in computer readable form, the models can be kept synchronized and a
change in one model does not render all other models obsolete. This is absolutely
vital for MDA. The description of these relations, i.e. the record of transforma-

tion according to [4], contains unique information about the system, and should
therefore be considered a model itself.

Another important, although secondary, role is to support the designer in de-
riving one model from others, by alleviating the burden of at least the repetitious
and trivial tasks. In some very specialized cases, such as a specific product-line, it
might be possible to achieve fully automated transformations. However, it seems
overly optimistic to expect fire-and-forget solutions for all possible situations
any time soon. The intermediate, or derived, models do therefore contain more
information than just what is derived. They have value as original artefacts and
should not be considered as mere documentation.

In our view, transformation definitions are software artefacts. They are sub-
ject to evolution the same way design models or program files are. We expect,
for example, that a set of model transformations can be given for a product-
line platform to be used for the derivation of the designs for individual software
products. Such a set of transformations is an integral part of the product-line
and goes through changes and versions together with the other assets belong-
ing to the product-line. It is likely, in fact, that the transformation mechanisms
themselves need maintenance and evolve as the subject system does.

We raise openness as the most important property that is required of an
MDA transformation mechanism. The designer should participate in the trans-
formation process, guiding it with her decisions, rather than receive the results
of a black-box operation as an outsider. The mechanism itself should be trans-
parent, allowing the designer to follow how the models are being manipulated.
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The meaning of every step in the transformation process should be clear. When
using a clear and transparent machinery, the designer is better equipped to make
decisions affecting the transformation. She can be trusted to make an educated
choice between possible courses of action even during the transformation.

We argue that the open approach is safer, allowing the designer to understand
the resulting model and modify it, if needed. In the black-box case modification
of the result is risky, because the designer does not understand the purpose of
different parts of the result, and therefore cannot judge the relationship elements
in the target and source models. Note, that a part not dependent on the source
model can be altered without compromising the relationships between the mod-
els. In the absence of fully automated transformations, it would be unreasonable
to completely forbid modifications of the resulting model.

In some cases, where no single transformation process can be found for a cat-
egory of systems, it is still possible to find transformation principles that apply
to each of the systems. E.g. software products developed from the same product-
line, or systems belonging to a particular application domain, might form such
categories. The transformation mechanism should support customisable trans-
formations that contain the common principles and provide variation points for
customisation. Unlike with direct editing of the result, some customisation needs
are foreseen and built into the transformation.

It is possible that some part in the target model resulting from applying a
transformation is not considered acceptable for the particular application. In-
stead of trying to guess what changes in the source would lead to the desired
result, it should be possible to change the result directly and produce a source
model corresponding to the modified result. In cases where the source or tar-
get metamodel or the transformation itself loses information, bi-directionality
cannot be fully achieved. However, the transformation mechanisms themselves
should be unbiased as far as the direction of the transformation is concerned,
and not force or encourage the transformation definitions to be unidirectional.

If a modification breaks several transformation rules and there are several
ways to repair them, user-assisted repairing might be preferable to automatic
repairing actions. In both cases the elements impacted by the modification should
be traceable. In order to fix a problem, or to correct a mistake, it might be desir-
able to reverse the application of a transformation, effectively undoing it. This
might prove to be challenging in practise. Traceability and reversibility are exam-
ples where knowledge of the relations between models are needed. This implies,
that applying a transformation leaves a persistent record of transformation.

It should be possible to carry out the transformation one step at a time, rather
than as a batch. Incremental transformation process contributes to the fine-
grained management of the transformation, with a number of benefits. First, it
contributes to openness, supporting understanding in general: the process can be
better followed when divided into small pieces. Second, it allows for fine-grained
backtracking: if the process appears to be going in a wrong direction, individual
steps can be undone without losing the results produced so far. This is useful for
steps with variation points. Third, incremental processing supports fine-grained
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customisability: variation points can be attached to individual steps rather than
to the entire process. In this way variation points can be shown only when really
needed: if a variation becomes obsolete because of earlier choices, the variation
point need not be presented at all. Fourth, partial transformation processes
are supported, where sensible (but incomplete) target models are produced on
the basis of incomplete source models. This allows for partial evaluation of the
transformation when developing or maintaining the transformation itself.

A transformation process can consist of several single, well-focused trans-
formation steps. Therefore, mechanisms to compose configurations of individual
transformation operations are needed. In these configurations, dependences and
constraints between the individual operations should be supported, yielding to
a need for an actual transformation language. Such combinability enables and
promotes transformation reuse. There is also a need to relate different models
together in one transformation. For instance, to form a platform-specific model,
information from a platform-independent model as well as from specific platform
deployment and description models might be needed. Combining information
from different source models in a “concern-oriented” way would help the user to
better understand and manage the dependences among the models.

Since transformation definitions are software artefacts, they need to be main-
tained throughout their life cycle. Therefore, transformations should be main-

tainable, implying that a transformation is specified in a manner that allows easy
replacement of its parts. Customisability and combinability promote reuse and
therefore improve maintainability. Many properties, especially openness, make
transformations easier to understand, which helps in maintenance.

Documentation of the transformations is needed, so they can be understood
and applied. Documentation is also needed for maintenance. Therefore transfor-
mations need to have an illustrative presentation, e.g. a visual notation that can
be understood by the different parties involved. Since people comprehend exam-
ples better than rules or algorithms, it would be beneficial if examples could be
constructed out of definitions and vice versa. Some visual presentation is needed
for examples, too, and for visualizing mappings between models.

3 Transformational Patterns

In this work a pattern is an organized collection of software elements capturing
any concern that is relevant for some stakeholder of the system. To be able to
define a pattern independently of any particular system, a pattern is defined in
terms of element roles rather than concrete elements; a pattern instance is tied
to a particular context by binding its role instances to concrete elements. The
relationship between a pattern and its pattern instance can be viewed as that of
a model and its instance. Roles can then be seen as classes and role instances as
objects. In this paper, we simply use the term pattern when referring to pattern
instance, or role when referring to a role instance. The full term is only used
when there is a risk of misunderstanding.

A role has a role type, which determines the kind of system elements that
can be bound to the role’s instances; the set of all valid role types is called the
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domain of the pattern. For example, if the domain is UML, the role types are
the element types (metaclasses) of UML: there are class roles, operation roles,
association roles etc. In the following we assume that the domain is UML.

Each role may have a set of constraints. Constraints are conditions that
must be satisfied by the model element bound to a role’s instance. For exam-
ple, a constraint of a class role C may require that only a class stereotyped as
≪Persistent≫ can be bound to an instance of C. Constraints may also refer to
other roles, e.g. a constraint on association role A may require that an associa-
tion bound to A’s instance must appear between classes bound to (instances of)
certain class roles C1 and C2. Note that such a constraint implies (perhaps indi-
rect) relationships between roles A and C1 as well as A and C2. Continuing with
the pattern-model analogy, these relationships can be though of as associations.

A completely bound pattern instance therefore poses constraints on the ele-
ments bound to the role instances. The constraints from the pattern have in effect
been joined with constraints in the domain model. For example, one of the UML
well-formedness rule states that an attribute of a class may not have the same
name as the class. The first pattern in the example above states that each class
bound to (an instance of) the role C must be stereotyped ≪Persistent≫. Every
element in the UML model must now fulfil both these constraints (although,
the first still only applies to classes, and the second only to appropriately bound
classes). If a model modification violates a constraint, the model must be fixed
by adding, removing, or modifying elements until the constraint holds again.

In addition to constraints, default values can be specified for a role. For
example, a class role might be given "Breakfast" as the default name, and
false as the default value for the property isAbstract. If a role with default
values needs to be bound, a new element can be generated and bound to the
role. The default values do not need to be constants, and they can refer to other
roles. For instance, the default name for a class role KeyClass might be defined
as the name of the class role Class appended with "Key". In order to make use
of the default value, Class must of course be bound.

Exploiting the default values as a generative mechanism, a pattern can be
used in any context where a collection of elements needs to be generated based
on well-defined relationships between existing and the generated elements. This
is the situation when a PSM is generated based on a PIM according to cer-
tain well-defined transformation rules. In this context a pattern implements a
transformation rule or a set of transformation rules. We call such patterns trans-

formational patterns. Assuming tool-assisted binding and element generation,
patterns offer an attractive approach to realize MDA transformations.

A transformational pattern spans multiple domains. For example, consider a
transformation from UML to EJB. The set of valid elements for binding contains
all the elements from the UML and EJB models. The domain of the pattern
contains the metaclasses from the UML metamodel and the metaclasses from the
EJB metamodel. Role types include class role (UML), association role (UML),
data schema role (EJB), component role (EJB), etc. From the pattern’s point of



Open MDA Using Transformational Patterns 113

Fig. 1. A transformational pattern as a function

view, there is a single model, comprised of the UML model and the EJB model,
side-by-side, but separate.

The purpose of the transformational pattern is to modify (a fragment of)
the combined model so that the constraints for the pattern’s roles hold for the
model elements. Of course, the constraints only need to hold for elements bound
to roles in the pattern. If the target model is empty, and all elements in the source
model are bound, the constraints can be satisfied by creating new elements in
the target model. If the default value cannot be computed, or does not exist, the
constraints cannot be satisfied automatically. In a case where there are bound
elements in both the source and the target model, constraint violating elements
must be modified, and new elements provided for unbound roles.

To put it in a bit more formal way, a transformational pattern can be seen as
a function that for a pattern instance computes the default values for unbound
role instances (output roles) from the values of the bound role instances (input

roles). One new element is created for each output role and the element is bound
to the role. It is important to note, that the division to input and output roles
does not necessarily reflect the division to source and target elements. It is
very much possible to compute some source and target elements based on a set
of existing source and target elements. Figure 1 illustrates a transformational
pattern function.

The specifications of default values of roles are called element templates.
For role r, this specification is denoted with function Elemr(Bound(r1), . . . ,
Bound(rk)), where r1, . . . , rk are the roles referenced in the element template
specification. Bound(ri) represents the element ei bound to role ri. The function
yields a new concrete element, assuming that the roles r1, . . . , rk have been
bound. Elemo needs to be evaluated for each output role o. This is possible, if
default values are specified and the references between the output roles imply a
partial order. For any sequence o1, . . . , on, where oi never depends on oj when
i < j, the elements for output roles can be computed with

Bound(o1) = Elemo1
(Bound(r1,1), . . . , Bound(r1,k1

)) = Elemo1
(e1, . . . , ek1

)
. . .

Bound(on) = Elemon
(Bound(rn,1), ..., Bound(rn,kn

)) .
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4 Tool Environment: MADE

MADE [5] is an integrated collection of tools for pattern-driven UML modelling.
Rational Rose [6], a UML modelling tool, is one of the key components, enabling
visualization and manual modification of models. We have used MADE as a
prototype tool environment for transformational patterns (explained in Sect. 3).
Although MADE has not been designed with transformations in mind, the under-
lying pattern concept is sufficiently generic to provide the required mechanisms
and user interface for applying transformational patterns in the UML domain.
MADE supports the specification of patterns, and the interactive binding of the
roles of a pattern to UML model elements residing in Rose.

A key functionality of the environment is, that it transforms a (possibly
partially bound) pattern into a task list. A task is generated for each unbound
role, but only if all the other roles it depends on are already bound. The designer
completes such a task by providing an element to bind to the role. Either the
designer points out an existing model element or she asks the tool to generate
a new element based on the default values for that role. She has full access to
the UML modelling tool, Rose, and can manually create an element, e.g. a class,
and then point that out to complete a task. The pattern specification can be
associated with informal instructions for binding the roles, which are shown to
the user when the corresponding task is to be performed.

MADE checks that role constraints are satisfied by bound elements. In the
case of constraint violations, new corrective tasks are created. In many cases the
tool can provide an option to correct the model automatically. Because binding
information is preserved even after applying the pattern has been completed,
any constraint violating changes to the model can be detected. For example, free
model editing actions in Rose can cause corrective tasks. Persistent bindings also
save from having to re-apply patterns when the model is changed.

The tool also maintains a list of pattern instances. Patterns with constraint
violations or unbound roles are indicated with a red marker. When the designer
selects a pattern, only tasks related to that pattern are displayed. This helps the
user keep focused and not get distracted by concerns irrelevant to her goal. For
the same reason, tasks that can not be performed at the moment are not shown.

For use with transformational patterns, the central functionality of the tool
environment is the incremental, task-driven binding process, combined with the
generation of default elements. This allows for stepwise performing of a trans-
formation, keeping the designer aware and in control of each step. The designer
can customize the transformation process by following different task paths. Fur-
ther, a pattern stores the information about the transformation, so that it can
be later retrieved and used for various purposes (e.g. tracing, comprehension,
visualization). Some parts of the transformation can be easily redone later, as
long as the constraints defined by the pattern still hold after the changes.

The MADE environment is still in the prototype stage, and there are short-
comings in some areas. For example, pattern combining is still under develop-
ment, and currently only allows static combining. A groups of patterns can be
composed and then applied instead of a single pattern. However, patterns cannot
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be added to a group dynamically, for example, based on properties of the model
or user decisions. Also, the tool provides no real visual notation for pattern def-
initions or for (partially or completely) bound pattern instances. It is possible
to highlight elements bound to a specified pattern instance, but that does not
show which element corresponds to which role in the pattern.

MADE has not been designed explicitly for transformational patterns. Rela-
tions between pattern roles are modelled as dependencies instead of associations,
and are thus directed. This is not a problem with design patterns, but it does
make transformational patterns unidirectional in practice. The lack of associa-
tions also makes it impossible to navigate from a role directly to a related role
with OCL. Navigation is performed by referring to the role by its name.

5 Applying Transformational Patterns in MDA: An EJB

Example

The example is a transformation of a UML model (PIM) (Fig. 2) to an EJB
model (PSM). Starting with a set of informal, natural language transformation
rules we form transformational patterns, which are entered into the MADE tool.
The patterns are then applied to the source model to produce the target model.

The UML model and the set of transformation rules were adapted from
an example by Kleppe et al. [7]. The model describes a small business, Rosa’s
Breakfast Service, and consists of 7 classes and 5 associations. The structure of
the PIM is presented in the class diagram in Fig. 2, but most attributes have been
omitted to keep the diagram small. The transformation rules (in Fig. 3) have
been re-worded, but should still express the idea of the original ones. Although
the example is rather small, it does require roughly 40 separate invocations of
the rules listed. It is therefore suitable for demonstrating our approach.

Some of the rules refer to a root class. In this context it means the root of
the hierarchy implied by composite-associations between classes. For example,
in Fig. 2, the root class of Breakfast is BreakfastOrder, and the root class of
Customer is Customer itself. An EJB data schema (or an EJB component) cor-

Fig. 2. PIM of Rosa’s Breakfast Service (adapted from [7, Fig. 4-2, p.48])
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1. (a) For each PIM class, an EJB key class is generated.
(b) For each PIM association class, an EJB key class is generated.

2. For each root class, an EJB component and an EJB schema are generated.
3. For each PIM class, an EJB data class residing in the EJB data schema corre-

sponding to the PIM class is generated.
4. Each PIM association is transformed into an EJB association.
5. For each PIM association class, two EJB associations and a data class are gener-

ated.
6. Each attribute of a PIM class is transformed into an EJB attribute of a data class.
7. Each PIM operation is transformed into an EJB operation of the EJB component

corresponding to the PIM class of the PIM operation.

Fig. 3. Informal transformation rules (adapted from [7, p.58])

Fig. 4. Two of the transformational patterns corresponding to the informal rules

responding to a PIM class is the schema (component) that was generated by rule
2 based on the root class of the PIM class.

Each informal rule is modelled as a single transformational pattern, except
for rules 1, 4, and 5, which have two alternative patterns. The rules could have,
of course, been modelled in many different ways, resulting in a different set of
patterns. Fig. 4 shows two of the patterns, and the rest are omitted for brevity.
The top one corresponds to rule 1a, and describes the relationship between a
UML class and an EJB key class. The bottom one corresponds to rule 1b. Both
patterns have already been converted to a form required by the MADE tool. I.e.,
associations have been replaced by dependencies and OCL-constraints refer to
pattern roles directly by their names instead of navigating along associations.

Each class (rectangle) in the picture represents a role and a dependence
(arrow) between roles means that one role refers to the other in a constraint or
a default value specification. The smaller of the two patterns in Fig. 4 contains
four roles; Class (UML class role), KeyClass (EJB key class role), Attribute (EJB
attribute role), and EJBDataType (EJB datatype role).
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Fig. 5. Four screenshots from applying the pattern Class-to-Keyclass

KeyClass refers to Class, and Attribute refers to every other role. Constraints
are shown inside the class symbols, one OCL constraint per line. For example,
Attribute has three constraints; the first one constrains the name, the second
one requires Attribute to be contained within KeyClass, and the third one states
that Attribute’s type must be EJBDataType. The constraints have been cut off
at the edge of the class. For example, the complete constraint for KeyClass is
name = class.instance.name +’Key’. The default values for attributes have
been omitted, since in this case they would look exactly like the constraints.

To apply the patterns, the designer opens the source model in Rose and starts
MADE. She can then select, e.g. the Class-to-KeyClass -pattern (Fig. 4, on top)
and begin applying it. No roles are bound yet, and only two of the pattern’s roles,
Class and EJBDataType, do not depend on other roles. Therefore there will be
two visible tasks: Provide ’Class’ and Provide ’EJBDataType’. The designer
can now select the task for Class and choose to locate an existing element.

Figure 5a contains a screenshot of MADE at this moment. The top left corner
shows the pattern selection, as well as a list of pattern instances. The next pane
to the right contains a view of the active pattern instance. This pane is empty,
because there are no elements bound to the pattern instance’s roles. The pane
in the top right corner shows current tasks. A dialogue for selecting a UML class
to be bound to the Class role is in the lower left corner.

The designer chooses to apply the transformation on the class Breakfast. The
class Breakfast is bound to the role Class, satisfying the task Provide ’Class’,
which disappears. A new task appears for KeyClass, because it only refers to
Class, which is now bound. Breakfast appears in the list of bound elements,
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signifying that it is bound to a class role. Figure 5b shows the list of bound
elements and unfinished tasks as they would appear.

Let us assume that the target model has already been populated with the
basic data types, such as string, integer, etc. The designer can select the task for
EJBDataType and choose to locate an existing element. The constraint (name =

’Integer’) is used to locate the class. The task is now completed, and disappears
(Fig. 5c). Integer is added to the list of bound elements. No new tasks appear.

The designer highlights the remaining task and chooses to automatically
complete it. Default value has been specified for role KeyClass and the tool
creates a new class with the name BreakfastKey in Rose. The generated element
is bound to the role, and added to the list of bound elements. The completed
task disappears and a new one appears for the role Attribute (Fig. 5d).

The element for the attribute role, too, can be generated, and the designer
chooses to have MADE do that. A new attribute is created for the class Break-

fastKey, the name of the attribute is set to "BreakfastID", and its type is set
to be the class Integer. The task is completed, BreakfastID is added to the list
of bound elements, and the task disappears. The pattern has now been applied
successfully for Breakfast. For this PIM, the pattern would be applied 4 more
times, once for each regular class.

For the two association classes, the pattern in the lower half of Fig. 4 is
used. After choosing to apply the pattern, tasks appear for AssociationClass

and EJBDataType. The latter can be automatically bound to the correct basic
type (Integer). The designer has to select the association class manually, and she
picks Change. Three new tasks appear, one for each of KeyClass, AssocEnd1,
and AssocEnd2. The designer lets the tool create an element for KeyClass. She
completes the active tasks by manually binding each association end.

The two new tasks (for Class1 and Class2) could be fulfilled automatically,
since an association end can only be connected to a single class. However, the
automatic locating of elements in MADE works based on the value of the name
field only. The designer has to choose those manually, too. The elements for
Attribute1 and Attribute2 can be generated automatically, and that is what she
decides to do. Applying the pattern is finished.

6 Evaluation

The first thing to note about the example is how much user interaction it re-
quires. Each transformational pattern must be applied manually, and the user
must initiate each generate or locate operation, even if the tool can complete it
autonomously. With a source model of 41 elements (classes, attributes, etc.), as
in the example, there will be 41 instances of transformational patterns applied.
With the exact rules used here, this translates to 163 manual selections and 93
automatically located or generated elements. This observation, although correct,
is in many ways misleading.

The numbers are in no way absolute, because they are highly dependent on
how the rules are modelled. Regardless of the exact numbers, the burden on
the user is far too high. However, the low level of autonomy is due to the tool,
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not the approach, and the user interaction could be greatly reduced with simple
measures. In fact, because this particular set of rules is unambiguous, the user’s
participation could be limited to simply initiating the transformation. It should
be noted, that we do not consider full automation as an important goal.

MADE can be instructed to automatically bind every role as soon as the
roles it depends on are bound. If this option were extended to take into account
more than just the name field, the user would be relieved of many monotonous
tasks. If, in addition, each transformational pattern were applied automatically
to each configuration of elements that satisfies the pattern’s structure and other
constraints, all but 14 cases of user choices could be eliminated. In those cases, a
single pattern by itself does not have enough information of the transformation as
a whole to locate or generate the necessary elements. In order to make the correct
choices, the tool must have some idea of the way the individual patterns overlap
and interact. We believe this could be achieved by expanding the experimental
pattern composition functionality to allow dynamic composition.

Applying transformational patterns, even with the most basic tool support,
fulfills many of the requirements discussed in Sect. 2. The approach is transpar-
ent, and does not hide transformation mechanics. The designer has full command
of the process, and can change any details right down to the level of individual
bindings. Even when the tool is improved to better facilitate automatic steps,
they will only be engaged at the user’s discretion, not the tool’s. This all helps
the designer to understand each step of the process, which leads to openness.

Customisability is limited to user’s choices and relies on her decisions. A task
can be defined as optional, and if chosen, can reveal an otherwise inaccessible
path of tasks. It might also be possible to use dynamic composition of patterns
to introduce more elaborate variation points. Customisability is one of the areas
where better mechanisms and further research is needed.

Patterns, as implemented on MADE, are biased towards a direction, because
dependencies are directed. But patterns as described in Sect. 3 use associations
to express relations between roles. Forcing the user to choose in which role a
symmetric constraint is placed does tilt the balance in favour of one direction
over the other. Using associations, the other role(s), too, could have such a
symmetric constraint. Constraints could even copied and added automatically
for simple constraints, such as equality, that are easily recognised as symmetric.

MADE stores information about bindings, which makes the record of trans-
formation persistent. Even after modifications to the models, the record can still
be used as a starting point for synchronizing the models. None of the user de-
cisions are lost, although some might have become irrelevant. Reversibility and
traceability can thus be achieved. On the other hand, MADE lacks facilities,
illustrative or not, to visualise these mappings. Elements that are bound to a
particular pattern instance can be highlighted in Rational Rose, but there is no
indication of which role an element is bound to. So, it is possible to find out
information about the relations between elements of different models, but there
is no easy way to study it in the tool.
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Using patterns for transformations enables performing the transformation in
small, incremental steps. The problems with the current machinery are in com-
bining these steps into transformations and, further combining transformations
together into bigger transformations. This has a negative effect on reusabil-
ity and maintainability. Lack of visualisation also makes documenting more
difficult.

To recap; our approach, as it is now, provides open, incremental, traceable,
reversible, and unbiased transformations, but has problems when it comes to
visualising, customising and combining transformations. The current tool envi-
ronment works for evaluating the approach, but is not mature enough for real
transformations. It burdens the user with some tasks it should carry out au-
tomatically and supports only unidirectional transformations. Improving facili-
ties, both with the approach and the tool, to properly address the challenges is
vital.

7 Related Work

Work by Hausmann et al. on visualizing model mappings [8] is partly driven
by goals similar to ours. In their work, mappings between model elements are
thought of as relations in the mathematical sense. Model mappings are expressed
with extended UML class and object diagrams. The importance of comprehensi-
ble transformations and rules is one of the main issues raised and discussed. Being
based on relations, the approach encourages bi-directional transformations.

QVT-Partners’ response [9] to the Query / Views / Transformations (QVT)
request for proposals is one of the most detailed and finished work. It describes
a language for transformations and a textual and a visual representation for
it. Transformations are divided into relations and mappings. Relations are bi-
irectional, but can only be used for checking whether the source and target model
are properly synchronized. Mappings are used for performing a transformation,
but are restricted to one direction.

Many approaches at MDA transformations are based on graph grammars.
Such approaches tend to produce strictly unidirectional transformations due
to the clear separation to left hand side (LHS) and right hand side (RHS) in
individual rules. Also, definitions are often given only in a textual form. For
example, GREAT [10] is a graph rewrite system for transformations on UML
models, where LHS is defined with a textual language. RHS is defined as Java
code, which manipulates the model through an API. Such transformations are,
of course, unidirectional.

The theories behind VMT [11] and BOTL [12], too, are based on graphs.
Both use attributed labelled graphs and offer a graphical notation for describing
a source (LHS) and target template (RHS) for transformation rules. In VMT
transformations can only be performed on UML models and in one direction.
BOTL transformations can be bi-directional and can handle arbitrary metamod-
els. The expressive power of VMT’s visual notation is enhanced with OCL.
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Some approaches use XSLT to process models in XMI form. Due to the
nature of XMI these approaches are rarely limited to a single metamodel. XSLT-
based methods are often textual, but UMLX [13] is a graphical transformation
language. The metamodels (called “schemas” in UMLX) is given using a subset of
the UML class diagram notation. Transformations are defined with an extended
class diagram notation, and are translated into XSLT form using the information
about the structure of the metamodel. The XSLT is then executed on the input,
which is provided in XMI form. Transformations are unidirectional.

A textual transformation language, based on rules, is described in [7]. The
language is intended as a means to illustrate the sample transformations, and
not as a real transformation language. Transformations are composed of small
rules and can be declared as either unidirectional or bi-directional. OCL has an
important role in the language.

The focus on most papers is on explaining the mechanics of the language or
approach. Characteristics such as openness, customisability, maintainability, and
how illustrative are the notations used, fall out of scope. It is therefore difficult
to determine how much emphasis is placed on these aspects, which in our view
are of great importance.

Similarly to our approach, Catalysis [14] makes use of role-based patterns (so-
called “frameworks”) for describing abstract collaborations of model elements.
A major difference is that Catalysis emphasizes specifications of the semantics of
the collaboration while we have a more pragmatic view emphasizing task-driven
model (or code) generation based on the default value specifications.

8 Concluding Remarks and Future Work

In this paper we first listed and discussed what we believe to be key require-
ments for MDA transformations: openness, customisability, combinability, trace-
ability, and maintainability. The new approach at MDA transformations, trans-
formational patterns, was described and explained. A more generic pattern tool,
MADE, was presented briefly. An example of performing a simple transforma-
tion using transformational patterns and the tool was presented. The approach
was evaluated in light of its applicability in the example and its compliance with
the key MDA requirements. Last, other groups’ work on visualising and defining
model transformations and mappings was discussed.

The example was very limited, but it did indicate some strengths and weak-
nesses of transformational patterns. We wish to pursue several related issues fur-
ther. Visualisation of patterns, as well as the reverse, discovering patterns from
examples are important for usability. Defining and utilizing variation points is
another area of interest for us. The rule composition mechanism needs more
flexibility. We are looking into implicit and explicit rule scheduling, as well as
some hybrid solutions. Also, the tool support must be elevated. We are currently
working on supporting arbitrary MOF-based metamodels in processing and vi-
sualisation. We hope to carry out a more realistic case study, where neither the
transformation specification nor the set of models is unrealistically simple.
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Abstract

Propagating incremental changes and maintaining

traceability are challenges for interactive model transfor-

mations, i.e. ones that combine automation with user deci-

sions. After evolutionary changes to the source models the

transformations have to be rerun. Earlier decisions cannot

be used directly, because they may have been affected by

the changes. Re-doing or verifying each decision manually

is error-prone and burdensome.

We present a way to model user interaction for transfor-

mations that are well (but not fully) understood. We model

each decision as a set of options and their consequences.

Also, we model the decision context, i.e. the circumstances

(including model elements) affecting the decision. When a

transformation is run, user decisions and their context are

recorded. After a model change, a decision can be safely

reused without burdening the user, if its context has not

changed. The context maps source model elements to a de-

cision, and thus provides traceability across the decision.

1 Introduction

The Model Driven Development (MDD) paradigm [12]

proposes to use model transformations to keep all the mod-

els of a software system consistent and up-to-date during

maintenance and development. One goal is that evolution-

ary changes could be made to high-level models (instead of

to the code) and the other models and code would be derived

with model transformations. A model transformation con-

structs one set of models (target models) based on another

set of models (source models). A model transformation is

built by a transformation architect and executed by a trans-

formation engineer.

We say a transformation is semi-automatic if the trans-

formation engineer makes decisions that guide an incom-

plete or ambiguous automatic transformation. For example,

he first annotates the source model by adding markings (e.g.

stereotypes) and then runs an automatic transformation that

uses the markings to resolve ambiguity. We call a semi-

automatic model transformation interactive if the engineer

makes decisions during the transformation, as need rises,

instead of as a separate step.

Semi-automatic transformations enable the MDD ap-

proach even when full automation is not possible, for ex-

ample because the mapping between the source and target

domains is not thoroughly understood. Also, developing a

complete automated transformation may take too much time

or effort, especially if it is built for a single project.

Software evolution and maintenance cause changes to

the source models. Also, in iterative development the mod-

els undergo several rounds of changes. The transformation

is executed to update the target models. Some of the hu-

man decisions from the previous run may have become in-

valid while others remain valid. Having to repeat the man-

ual effort for the unaffected decisions is highly undesirable;

it burdens the engineer, slows down the process and the rep-

etitious nature increases the risk of human error. Of course,

the more frequent and smaller the changes are, the larger

portion of the total effort is redundant.

It is not possible to simply record all the decisions dur-

ing one run and reuse them indiscriminatingly in the next

run, because some of them might be invalid. If the deci-

sions are recorded and offered as defaults, the transforma-

tion engineer has to manually verify the decisions’ validity.

This does not reduce the engineer’s work very much, be-

cause verifying a decisions can take almost as much effort

as making the decision in the first place. For example, in

order to tag a class with Unique DB Table the transfor-

mation engineer might have to examine the attributes and

associations of the classes within the inheritance hierarchy.

In this paper we introduce a way to model a class of deci-

sions in interactive transformations so that decision validity

can be automatically verified thus reducing the human bur-

den in decision reuse. We propose that for each decision the

transformation architect models its decision context, i.e. the

circumstances that affect the decision, a set of source model
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elements. When the transformation is run, user decisions

and their context are recorded. When the transformation is

re-run after a model change, a decision can be safely reused

if its context has not changed.

Modeling the decisions helps document which decisions

were available and chosen at development time, not just the

consequences of the decisions. Decision context provides

some traceability across decisions. Target model features

can be traced back to the decision(s) that caused them. The

decision context maps features in the source model to the

decision and thus to parts of the target model.

Our approach is useful in cases where the mapping be-

tween the source and target domains is understood well

enough to define which circumstances affect a decision,

but not well enough to define precisely how. We limit the

user actions in interactive model transformations to deci-

sions with options (e.g. select an element from the model

or choose one of A, B or C) and predefined consequences.

Arbitrary modifications to the model are not allowed.

We present an interactive transformation mechanism and

its implementation. It utilizes decision context to achieve

automatic decision reuse. The mechanism uses graph trans-

formation to process the source models and creates a task

graph, i.e. a description of the interactive transformation

process. An interactive tool executes the task graph and

records decisions and their context and creates the target

model. After a change in the models the transformation is

rerun and valid decisions are automatically reused.

We have presented the basic interactive transformation

mechanism using graph grammar and task graph in [15]. In

this paper we introduce the concept of decision context. We

extend the graph grammar to use context definitions and to

automatically reuse valid decisions from an earlier transfor-

mation, thus enabling evolutionary changes to the source

models. We present and discuss a transformation from an

entity relationship (ER) diagram to a database schema.

2 Related work

We have not been able to find any other generic model

transformation approach that supports defining the condi-

tions under which a decision can be reused. There are many

approaches where decisions are recorded and at the trans-

formation engineer’s disposal, but checking the decisions’

reusability is left to the engineer.

One of the most common ways to implement semi-

automatic model transformations is based on model mark-

ing [11, p. 3-6]. Source model elements are manually

marked to indicate which transformation rule should be ap-

plied and what is the element’s role in it. In UML models

markings are typically stereotypes. The markings provide

the additional information required for unambiguous trans-

formation. An automatic transformation is then used to pro-

duce the target models. Any automatic model transforma-

tion mechanism can be used in this manner. Decisions (the

markings) are preserved over source model changes, but un-

like in our approach there is no way to automatically deter-

mine if the decisions can be reused.

Other approaches preserving or keeping track of user’s

decisions during model transformations have been devel-

oped especially to support reverse engineering. In Rigi[17],

for instance, the user can manipulate and query the reverse

engineered model by (writing and) running scripts. The tool

saves the scripts in the order they have been run, thus keep-

ing track of the user’s model analysis steps. The user’s de-

cisions are preserved rather implicitely in the scripts. The

decision context are not necessarily saved.

The work by Gorp et al. on supporting traceability in

interactive consistency maintenance of software models [6]

comes, perhaps, closest to our work. As we do, they aim to

interactively solve inconsistency problems due to changes

in one of the models. The proposed tool, ICONS, com-

bines two tools: ToolNet[1] for manual and CAViT[7] for

automated consistency maintenance. CAViT can be used to

assess a consistency violation and repair it automatically. In

ICONS violating model elements are presented to the user,

who can solve the inconsistency problems either manually

using ToolNet or in an automated fashion using CAViT. The

user can also choose to ignore the inconsistency.

In [5], Embley and Xu propose an interactive model-

driven approach to transform SQL databases to Object-

Relationship Model (ORM) instances and to revise them.

The transformations consist of a fixed set of rules, e.g. how

to handle foreign keys and generalization/specialization hi-

erarchies. The tool SQL2ORM consults the user if a rule is

ambiguous, but there is no support for modeling decisions.

The approach is solely targeted to database reverse engi-

neering. Ours is a generic model transformation approach

without any fixed transformation rules. Instead, the users

define transformation patterns for their specific purposes.

3 Overview of the transformation process

3.1 Overview

When constructing a transformation, the transformation

architect first identifies tasks or task sets that are repeated

in the transformation. He groups similar task sets together

and indentifies the degree and kind of variation within the

groups. The transformation architect chooses what kind of

decisions to use for expressing the variation. These steps are

necessarily vague; they are normal design work. The trans-

formation architect relies on his experience, skills and pos-

sibly a domain expert to understand the problem domain.

Our approach helps the transformation architect to model

his understanding of how the transformation should work.
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Figure 1: Transformation activity model.

He models each task set and its decisions as a task graph

fragment, which describes what actions are performed. He

models to which source model elements the task set should

be applied as an application condition. For each decision he

models the condition for reusability as a decision context.

The transformation implementation consists of the task

graph fragments (which may contain decisions), the deci-

sion context definitions and a graph grammar containing the

application conditions.

When a transformation engineer executes the transfor-

mation on some source model, the tool runs the automatic

graph grammar which combines task graph fragments into a

task graph. The task graph is an excutable description of the

transformation process customized for that specific source

model. The task graph contains automatic and manual

tasks. The manual tasks are decisions and the graph gram-

mar has marked their decision context in the task graph. The

tool executes the task graph and presents manual tasks to the

user and records the decisions in the task graph.

After a change in the source model the transformation

engineer executes the transformation again. The tool runs

the graph grammar to generate a new task graph. At this

point the graph grammar engine will attempt to reuse deci-

sions from the previous task graph. Figure 1 shows a model

of performing a transformation activity.

3.2 Task graph

A task graph is a directed acyclic graph with labeled

nodes and edges. A node represents an atomic task that

is performed as part of carrying out the entire transforma-

tion process. The edges represent relations and ordering

between the tasks. When a task is performed it is bound to

a value. For example, when a task for selecting or creating

a UML class is performed, the task is bound to the class (its

unique identifier). The task graph can be seen as a collection

of variables and the transformation process as a problem of

finding a solution to the multi-variable “equation”.

Figure 2 shows a small task graph at a certain point of

time during a transformation from a class diagram to a re-

lational model. Tasks are represented by filled circles in the

center. The class symbols on the left are source model ele-

ments and the squares on the right are target model elements

(database tables). The oval shapes labeled cl-tbl have to do

with marking decision context. All tasks except for task T3

have been performed. Tasks C1, C2, C3 and C4 are bound

Figure 2: Example of a task graph.

Figure 3: Mapping cl-tbl visualized.

to source model elements a, b, c and d respectively. Task

T1 is bound to table x and T2 and T4 to table y. Task T3 has

not yet been performed and is unbound.

3.3 Decision context

When the transformation architect constructs the trans-

formation, he defines what kind of decisions there are and

how their decision context is formed. He also chooses the

application condition. For example, he might choose “to

which table should this class be mapped” as one decision

kind. He decides that any such decision depends on which

class “this class” is and which class, if any, it inherits. In

our approach this knowledge is modeled as a mapping def-

inition, in this case cl-tbl: (class, superclass) → (table).

table is the decision and class and superclass form the con-

text. This decision must be applied once for each class in

the source model. Figure 3 visualizes this mapping.

Multiple decisions that always appear together and have

the same context can be modeled as a single mapping, e.g.

inherit: (class, superclass) → (dec1, dec2, dec3).

The elements of the mappings are realized in the task

graph as tasks that play a role in the mapping. The values

of those tasks, once bound, determine the concrete value of

the mapping. In Figure 2 the roles class, superclass and

table are played by, for example, tasks C2, C1 and T2 as

well as tasks C4, C2 and T4. The two task triplets represent

two elements in the mapping; (b,a) → (y) and (d,b) → (y).

When a graph grammar rule adds a decision to the task

graph, it must also provide tasks to act as the decision con-

text. A rule that applies cl-tbl adds one task for the decision

and two for the context. The rule also binds the two context

tasks and thus defines the value for the context. A context

task can be bound either explicitly to a specific model ele-
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Table 1: cl-tbl mapping

Inst# Context Decisions

class, superclass table

1 a, - x

2 b, a y

3 c, a x

4 d, b y

ment or implicitly by referencing the value of another bound

task. Tasks can be merged to reduce the task graph size.

For example, applying cl-tbl to each class in the source

model can be done with three graph grammar rules. The

first rule is executed once for each class c, creating a task

and binding it to c. The second rule is executed once for

each subclass i and its superclass s. The rule applies cl-

tbl by adding tasks cltable, clclass and clsuperclass for table,

class and superclass, respectively. clclass is merged with

the task the first rule created for i and clsuperclass with the

task created for s. The third rule is executed once for each

class that has no superclass. It differs from the second rule

in that clsuperclass is left unbound.

Figure 2 shows the task graph resulting from execut-

ing the graph grammar on four classes, except that initially

tasks T1–T4 are unbound. Due to task merging, there are

five class tasks instead of eight, e.g. task C2 acts as class

in one cl-tbl element and superclass in another. The oval

cl-tbl shapes and the arrows from tasks mark the decisions

and their context. Only two of the four cl-tbl are visualized.

3.4 Decision reuse

When the transformation engineer starts executing a

transformation there are unperformed tasks, i.e. unbound

variables. The decision context → decision mappings are

not concrete. After all the tasks have been performed, all

variables are bound. The task graph is now a record of the

concrete mappings. Table 1 contains the values for cl-tbl

mapping from Figure 2 if task T3 is bound to table x.

When the source model is changed the transformation

engineer executes the transformation again. The tool first

retrieves the previous task graph and recovers the decision

context → decision mappings. Next the tool executes the

graph grammar. When the grammar adds a decision to the

task graph it checks the recovered mapping for a matching

decision context. If a match is found the value mapped to

that context is used as the value for the new decision. The

user does not have to make that decision again, i.e. the de-

cision is reused.

For example, the transformation engineer performs the

transformation on the class diagram in Figure 2 and after

he has made all the decisions, the task graph records the

Table 2: Task markings for cl-tbl

Task Value Roles (instance/role)

C1 a 1/class, 2/superclass, 3/superclass

C2 b 2/class, 4/superclass

C3 c 3/class

C4 d 4/class

T1 x 1/table

T2 y 2/table

T3 - 3/table

T4 y 4/table

mapping in Table 1. Now, the source model is changed so

that class d no longer is a subclass of class b. When the

transformation engineer re-launches the transformation, the

graph grammar applies the cl-tbl mapping to the task graph.

Without decision reuse it would create an incomplete

mapping {(a,-) → (?), (b,a) → (?), (c,a) → (?), (d,-) →
(?)}. However, the recovered mapping (Table 1) contains

entries for decision context (a,-), (b,a) and (c,a), so those

decisions are reused and the decision tasks are bound. There

is no entry for (d,-) (only for (d,b)) so that decision task is

left unbound. The actual mapping is {(a,-) → (x), (b,a) →
(y), (c,a) → (x), (d,-) → (?)}.

The transformation can be re-launched even if the previ-

ous transformation has not been completed. Decision reuse

works normally for the decisions that have been made.

3.5 Storing decision context → decision
mappings

When the graph grammar adds a decision to a task graph,

it marks the context and decision tasks with the mapping

name and the name of the role the task plays. When the

task graph is stored, the markings are stored along with the

task graph structure and the bound values. The elements

of a mapping are numbered to differentiate between them.

Since each task corresponds to a value the entire mappings

can be reconstructed from the tasks, values and markings.

For example, in Figure 2 task C1 plays roles in three

different elements, so it has markings (cl-tbl,1,class), (cl-

tbl,2,superclass) and (cl-tbl,3,superclass). Table 2 shows

all the values and markings stored in that task graph.

4 Implementation

4.1 Execution environment

The transformation execution environment is built on top

of MADE [9], an interactive software design tool developed

at Tampere University of Technology. MADE itself is inte-

grated with IBM Rational Software Architect (RSA) [10],
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an Eclipse [4] based UML CASE-tool. The transformation

tool is a proof-of-concept for our approach. We have fo-

cused on functionality and not, e.g. usability. We therefore

give only an overview of the tool.

The transformation engineer can start a transformation

from inside MADE/RSA. The model transformation engine

executes the graph grammar and passes the resulting task

graph to MADE. MADE executes the automatic tasks that

do not depend on decisions and presents the currently avail-

able human tasks to the transformation engineer. When the

transformation engineer makes a decision, MADE records

it by binding the corresponding decision task.

The graph grammar might not be able to produce the en-

tire task graph representing all possible consequences of de-

cisions at once. The incomplete task graph is then executed

until some decisions have been made. The graph grammar

continues and uses the decisions as feedback. This may

have to be repeated several times before the transformation

process is finished.

MADE presents currently available human tasks as a list.

A task is available, if it does not depend on any incomplete

task. There is some support for grouping tasks hierarchi-

cally, so that the task list does not grow too long. The task

list does not block the normal use of the CASE-tool. The

transformation engineer is free to view the models in the

same way he would in RSA without MADE. The transfor-

mation engineer can also choose which of the tasks he per-

forms next. The tool does not force any particular order of

performing the tasks.

The transformation engineer can save the task graph in

the middle of a transformation action and continue at a later

time. The task graph with bindings and decision context

markings is stored into its own file separate from the mod-

els. When the task graph is loaded, the work can continue.

4.2 Graph rewrite system

The graph grammar of a transformation is executed by a

graph rewrite system (GRS) [13] we developed for this pur-

pose only. Roughly speaking, a graph rewrite system con-

sists of rewrite rules, i.e. productions. A production con-

sists of a left-hand side (LHS) and a right-hand side (RHS),

which are graphs. When applied to a graph, the rewrite

system finds a production whose left-hand side matches a

subgraph. The matching subgraph is replaced with a copy

of the production’s right-hand side. This is repeated until

there are no productions with matching LHS left.

A graph grammar is an obvious candidate for manipu-

lating task graph fragments. A production works well for

describing under which condition (LHS) a task graph frag-

ment (RHS) should be added and how it attaches to the task

graph (LHS-RHS). Expressing complicated dependencies

between node attributes is sometimes cumbersome.

In our implementation the productions are prioritized. A

production can only be applied if no production with higher

priority is applicable. The transformation architect gives

the graph grammar in a textual form containing the produc-

tions and the decision context mappings. The priority is

simply the order in which the productions are introduced,

the first production having the highest priority. The syntax

is loosely based on a file format for defining graphs used in

Graphviz[8]. The following is an example of a production.

rule inh_opt_i {

cls:ClassRole, inh:inherit

optI:SingleChoiceRole

cls <--sub-- inh --(i)--> optI

nac // neg. app. cond. follows

cls <--cls-- cls_tbl:ClsToTbl

=>

cls:ClassRole, inh:inherit

optI:SingleChoiceRole

cls <--sub-- inh --(i)--> optI

patt:ClsToTbl // create ClsToTbl

patt.cls +> cls // merge

}

The lines up to “=>” describe the left-hand side and the

lines after the rigth-hand side of the production. The first

three lines of the LHS describe the application condition,

i.e. the subgraph to look for in the graph. Here it is an

inherit mapping node attached to a (class) task and a single-

option decision task. The line after “nac” describe the neg-

ative application condition, i.e. what must not be found in

the graph. In this case the class task must not already be

attached to a ClsToTbl mapping node.

The transformation architect compiles the grammar file

into Java code. The left-hand side of each production is

translated into a match finding method and the right hand-

side into a graph modifying method. The Java code is com-

piled as part of the transformation plugin for MADE.

The graph rewrite system does not create the target

model directly, but rather a task graph. When all the tasks

have been performed, the task graph forms a mapping be-

tween the source and target models. This resembles cor-

respondence graphs in triple graph grammars (TGG) [14].

Briefly, a TGG is a kind of a graph rewrite system that

produces the target model but also a correspondence graph

to express relationships between the models. An undeter-

ministic TGG can produce different target models from the

same source model, but the productions alone define all pos-

sible outcomes. In our approach, user decisions augment

the grammar as “hidden” productions. Also, an unfinished

task graph represents several possible mappings. In a sense

it is an abstract correspondence graph.
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Figure 4: An example of a UML class diagram

5 Example: ER → DB transformation

5.1 Logical database design

Database design can be divided into conceptual, logical

and physical database design phases [2, p. 419]. Logical

database design maps a conceptual model (from the con-

ceptual design phase) onto a logical model, which is based

on the chosen data model, but independent of any particular

database management system. For instance, if the relational

model is chosen, the result is a relational schema.

Logical database design is suited for interactive transfor-

mations because it is mature and well-studied, yet there is

no concensus on how the process should be automated. As

Date writes: “[Database] design is still very much an art, not

a science. There are (to repeat) some scientific principles

. . . [However], there are many, many design issues that those

principles simply do not address at all. [There are many] de-

sign methodologies–some fairly rigorous, other less so, but

all of them ad hoc to a degree–that can be used as an attack

on what at the time of writing is still a rather intractable

problem, viz., the problem of finding ”the” logical design

that is incontestably the right one.” [3, p. 328]

In this paper the entity relation model from the concep-

tual phase model is given as a UML class diagram. Figure 4

shows a class diagram with eight classes. We look at the op-

tions for transforming inheritance into relational model and

show in full detail how the options and the decision making

can be modeled using our interactive transformation mecha-

nism. We also implement the decision for selecting primary

keys for tables. We implement only two decision kinds, so

that we can present them in sufficient detail.

The literature presents several design methodologies for

logical database design. We chose one [16, pp. 241–304]

that is explained in detail and gives the designer several de-

sign options. There are three alternatives for transforming

inheritance [16, pp. 282–283].

1. A table is created for the superclass and each subclass

participating in the inheritance relationship. A refer-

ence to the superclass’s table is added to each sub-

class’s table.

2. All the subclasses are mapped to the table of the su-

perclass. All attributes from the subclasses map to

columns in the superclass’s table. It might be neces-

sary to add one or more discriminator fields in the table

to tell to which class(es) a row corresponds.

3. The superclass is split into several tables based on the

subclass. Each subclass is translated into its own table

and the attributes from the superclass are copied into

that table.

The method does not give strict rules on which design to

use. The designer must consider the benefits and drawbacks

of each option. The decision is made for each inheritance

relationship separately, and different alternatives can be se-

lected for classes within the same inheritance hierarchy.

Design 1) can always be used regardless of the proper-

ties of the classes and their participation in the inheritance.

If the subclasses have very few attributes, the result can be

inefficient. Design 2) reduces cross-table references and re-

moves the need for some integrity constraints. However,

the table resulting from the merge can be very large. It can

contain many unused fields, if the subclasses have many at-

tributes, especially if the subclasses are disjoint. Design 3)

can only be used if the superclass is abstract. The super-

class’s attributes are duplicated into the subclasses’ tables,

which can hinder maintainability. If the subclasses are over-

lapping there will be data redundancy as well.

The primary key for a table is formed either by selecting

a group of its fields or by creating a new artifical identity

field. Some groups of attributes suitable as the primary key

may have already been marked in the conceptual schema.

We assume that no marking has been done beforehand.

5.2 Decision validity

If the designer chooses design 2) for classes Teacher and

Researcher, they map to the same table (Staff ). If Staff is re-

moved, the classes will be inheritance roots and a table will

be created for each. Despite its simplicity, the transforma-

tion exhibits some counter-intuitive behavior. Removing an

element from the source model can lead into adding an ele-

ment into the target model. Similarly, adding an element to

the source model may lead into removing element(s) from

the target model.

A small local change in the source model can cause scat-

tered changes in the target model. In this case, adding or re-

moving a class has the potential to affect the interpretation

of every class in several inheritance hierarchies. It can cause

tables to be added or removed and columns moved from ta-

ble to another. Evaluating the consequences of a change is

no longer simple. By modeling the decision context the va-

lidity of decision can be determined automatically, saving

manual work from the transformation engineer.
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(a) cls-tbl pattern (b) attr-col pattern (c) new-tbl pattern

Figure 5: Patterns for ER→DB

5.3 Transformation specification

We model the inheritance mapping decision as a per-

class multiple-choice (1, 2 or 3) task. A task graph fragment

is attached to each class that acts as a subclass and will de-

termine how that class (branch of the inheritance hierarchy)

is transformed. This model is more permissive than the de-

signs above, where the same decision is applied to every

subclass in an inheritance relationship.

Create column tasks are created for the attributes of the

classes. One attribute can map to columns in more than

one table, if design 3) is chosen for some classes. A create

table task is added for each class at the top of an inheritance

hierarchy and for each class for which option 1) or 3) is

chosen. A select column task is attached to each table for

choosing the columns for the primary key.

Three of the transformational patterns used in the trans-

formation are shown in Figure 5. The cls-tbl mapping maps

a class to a table. It is attached to each class in the class dia-

gram. It only notes which table the class primarily maps to,

and does not actually create a new table. This pattern does

not represent any decisions.

The inherit mapping represents the inheritance transfor-

mation decision. The decision task is a multiple-choice de-

cision with three options. When the designer has made the

decision between the three options, it is remembered for as

long as the subclass inherits the superclass.

The attr-col mapping in Figure 5b maps an attribute to a

column. One or more of these is attached to each attribute.

The cl task creates a new column within the table T. The

new column will have the same name as the attribute. The

attribute task A and the table task T form the decision con-

text and the column task cl is be the decision.

The new tbl mapping is used to create a new table based

on a class. It is used for classes at the top of the inheritance

hierarchy, as well as for subclasses that are separated into

their own table (design 1) or when the hierarchy is split (de-

sign 3). Task T uses the name of the class bound to C as the

name for the new table. Task C acts as the context.

The productions for the graph rewrite system are illus-

trated in Figure 6. The first production (at the top, marked

#1) is applied to each class and it creates a cls-tbl pattern

and binds the select class task to the class. An attrsFrom

edge is added from the table task to the class task. Such

edges are later used by rule #7 to track which classes pro-

Figure 6: Rewrite productions for ER→DB

duce attributes for a certain table. The negative application

condition states that there must not already be a class task

connected to the class. This ensures the production is only

applied once for each class.

The second production is applied to each attribute. It

creates a select attribute task and binds it to the attribute

(the octagon). It also connects the attribute task to the cor-

responding class task, to make rule #7 a little simpler. The

production does not create a new task for the class. Instead,

it uses the class task created by rule #1.

The third production is applied to each subclass. It cre-

ates an inherit mapping, which represents the decision point

for choosing between designs 1), 2) and 3) for this sub-

class/superclass relationship. Task C (bound to the sub-

class) is merged with the task created by rule #1 for the

subclass, and similarly for the superclass. The merged tasks

will preserve the bindings made by rule #1, and will there-

fore act as the decision context. The multi-choice task (la-

beled xor) and the three options are the decisions. Exactly

one of the options can be performed (chosen) and at that

time the multi-choice is marked as performed, too.
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The fourth production is applied only if the design 2)

is chosen for the subclass. The LHS requires that the

single-choice task connected to the inherit pattern with a

(ii) edge has been performed. Design 2) means the sub-

class will share the superclass’s table, and all its attributes

will be mapped to that table. The production merges the

two classes’ table tasks. It also adds a grp edge from the

subclass task to the superclass task. Such edges are used in

production #6 to track attributes that need to be duplicated.

Normally more than one node in the left-hand side could

match the same concrete node in the graph. In this produc-

tion a constraint is added that requires the two nodes to be

distinct. In the figure it is represented by an inequality sign

between the two nodes.

The fifth production is applied if design 3) is chosen.

It adds a grp edge and an attrsFrom edge to be used by

rules #6 and #7. The left-hand side states that there must

not already be an attrsFrom edge between the two tasks.

In design 1) the subclass has its own table and no attributes

from the superclass are transformed into it. There is no need

for a production for that case, unlike for designs 2) and 3).

The sixth production propagates the existing attrsFrom

edges up the inheritance hierarchy. When design 3) is cho-

sen for a subclass, it will have its own table. Columns are

created in that table based on the subclass’s direct and indi-

rect superclasses up to the first design 1) choice or the root

of the inheritance. This production is a rather mechanical

part of the GRS and does not involve any decisions. We

skip a more detailed explanation.

The seventh production adds a attr-col mapping for each

class-attribute-table triple that has been marked with an at-

trsFrom edge by rules 1, 5 or 6. The eighth production adds

a new-tbl mapping for each class that is not a subclass or

for which design 1) or 3) was chosen. The negative appli-

cation condition for this production cannot be expressed in

the visual notation.

6 Applying ER → DB transformation

6.1 Initial transformation

The transformation in Section 5 is applied to the class

diagram in Figure 4. The transformation engineer decides

to map classes Teacher and Researcher to the same table

as their superclass Staff (design 2). He maps classes Athlete

and ExchStudent to their superclasses as well (design 2). He

decides that classes FootballPlr and BasketballPlr will have

their own tables (design 1).

The inherit mapping is used for capturing those deci-

sions. The values for the mapping is shown in the middle

column in Table 3. There are no entries for Staff and Stu-

dent, because they are not subclasses.

Table 3: Initial and new inherit mapping

Initial Decisions

Context decisions after changes

subclass, superclass xor, 1, 2, 3 xor, 1, 2, 3

Teacher, Staff true, -, true, -

(reused)

Researcher, Staff true, -, true, -

ExchStudent, Student true, -, true, -

FootballPlr, Athlete true, true, -, -

BasketballPlr, Athlete true, true, -, -

Athlete, Student true, -, true, - (N/A)

Staff, Person
(N/A)

-, -, -, -

Student, Person -, -, -, -

Table 4: Initial and new new-tbl mappings

Initial Decisions

Context decisions after changes

class table, {pk,. . .} table, pk

FootballPlr FootballPlr, {}
(reused)

BasketballPlr BasketballPlr, {}
Staff Staff, {}

(N/A)
Student Student,{id yr,id no}
Person

(N/A)
-, -

Athlete -, -

Table 5: Initial attr-col mapping

Context Decisions

attr, table column

age, Staff age

id yr, Student id yr

id no, Student id no

plr no, FootballPlr plr no

The attr-col mapping is applied to each suitable

attribute-table pair. Design 3) is not used for any subclass,

so there is exactly one attr-col for each attribute age, id yr,

id no and plr no. The new-tbl pattern is applied to classes

Student and Staff, because they are inheritance roots and to

classes FootballPlr and BasketballPlr because the transfor-

mation engineer chose design 1). The transformation engi-

neer lets the transformation engine create tables for those

classes. He also lets the engine create columns for every

attr-col mapping. The designer selects columns id yr and

id no as the primary key for table Student. Some primary

keys for other tables are selected or created, too. The values

of nw-tbl mapping are in Table 4 and the values for attr-col

in Table 5.
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Figure 7: The source model after changes

6.2 Decision reuse after evolution

At some point after the software has been taken into use,

there is a change in how the application domain is viewed.

The software needs to be changed to fit the new situation,

so the conceptual model is modified (Figure 7). A new class

Person is created as a superclass for classes Staff and Stu-

dent. Class Athlete is moved from under Student. All other

inheritance relationships are left as they were. Attribute age

is moved from class Staff to the new class. The changes

have been marked with circles in the figure.

A transformation engineer reruns the transformation. He

is not necessarily the same person who performed the first

transformation. The decisions context mappings from the

previous execution are recovered and the transformation

mechanism starts to create the new task graph. Because

of the decision context definitions, only decisions related to

the changed regions need to be made again.

The graph grammar adds inherit mapping elements for

each subclass. Only classes Staff and Student have a dif-

ferent superclass than before (they did not have a super-

class). The context for the decisions for classes Teacher,

Researcher, ExchStudent, FootballPlr, BasketballPlr, Staff

and Student are found in the recovered mapping, i.e. they

are valid and are reused. Table 3 shows the recovered map-

ping values in the middle column and the new mapping val-

ues in the right-most column.

The new-tbl mapping is applied to classes Person and

Athlete because they are inheritance roots and to Foot-

ballPlr and BasketballPlr because of the (reused) decision

to use design 1). Person and Athlete are affected by the

changes, but the other two are reused. The recovered and

new values for the new-tbl mapping are in Table 4.

The only change relevant to attr-col mapping is moving

age from Staff to Person. All other decisions are valid.

In this small example, the initial transformation had 19

decisions for the transformation engineer. In the transfor-

mation after the ER model evolution there are 20 decisions.

Using the decision context models, 13 out of these 20 de-

cisions can be associated with a decision from the initial

transformation and thus reused. The other seven decisions

are related to the changes in the model, e.g. class Person.

Many of the decisions in the transformation, such as cre-

ating a column based on an attribute, require only a small

effort. The effort saved in reusing 13 small tasks is insignif-

icant. The significant effect is that the amount of decision

tasks that have to be performed in the maintenance trans-

formation depends on the size of the changes to the source

model, not the size of the model. If the changes were the

same, but the initial transformation consisted of 1001 deci-

sions, there would still only be seven decisions to perform.

6.3 Model marking

In the model marking approach, esp. with UML models,

decisions are recorded using of stereotypes. Just recording

the decisions does not help determine which decisions need

to be checked. Source model elements are manually marked

with tags (stereotypes). (Sub)classes could be stereotyped

with one of Des 1, Des 2 and Des 3 to denote which de-

sign to use. An automatic transformation is executed and

uses the stereotypes to perform the right operation. This is

a semi-automatic transformation where user decisions and

automatic processing are done in separate phases.

The stereotypes (decisions) are preserved across modi-

fications to the model. However, there is no indication of

which decisions are still valid. Informal instructions can be

added to help identify the affected decisions, but that still

requires manual effort. It is also not possible to say, after

the fact, which source model elements affected the decision

and thus traceability is lost at decision points.

In a more complicated transformation the causalities are

more difficult to grasp. If the user is not familiar with

the system, domain, transformation, or some combination

of those the task is even more difficult. This is often the

case with maintenance activities. If the actual source model

change and the changes it causes in the target model are

small in relation to the models’ sizes, verifying valid deci-

sions could take more time than making new decisions.

Modeling the decision context and automatically reusing

decisions removes some of the unnecessary manual deci-

sion validity checks. This lightens the maintainer’s work

load when propagating changes and preserves traceability.

7 Discussion

Model transformations play a key role in model-driven

software development, reverse engineering, and software

analysis activities. Automatic methods have been proposed

and used in limited scope in model-driven software devel-

opment applications, while in reverse engineering and soft-

ware analysis the transformations can be partly or even to-

tally manual. Interactive approaches seem to provide a more

adaptable solution and in an optimal case combine the ben-

efits of fully automatic and manual approaches. However,
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to reduce redundant work in later model transformation ac-

tivities, user decisions need to be recorded and reused. In

this paper we proposed a way to model user’s decisions and

the decision context for interactive model transformations.

For this first study in decision reuse we chose simplic-

ity over expressive power. Our approach poses quite strict

limitations to reusable user actions, but it is designed to de-

grade gracefully. If decision validity is too complicated to

express, it can be set as empty, causing the decision to be

always reused. The transformation engineer needs to check

the validity of (only) those decisions manually. Unrestricted

model modifications are possible at any point during the

transformation, but they are not recorded nor reused. They

have to be re-done on each transformation execution.

The limitations could be weakened by requiring only that

each user action can be given a validity condition v that is

strict enough to be safe, i.e. no false positives. To be use-

ful, v must be loose enough, i.e. it ignores at least some

expected model changes. A decision is reusable if v(s, s′)
is true for the current state of the transformation s′ and

the state s when the decision was made. In the specific ap-

proach in this paper, v is c(s) = c(s′), where c is a deci-

sion type specific function for retrieving the decision con-

text. User actions are essentially multiple choice decisions.

At the general level the complexity of v or the type of user

action is not restricted. Even free model editing action can

be reused, if it is recorded and associated with a condition.

However, maximizing the expressive power of the condi-

tion language makes it a full programming language. Sim-

plicity of expression comes, in part, from reducing the pos-

sibilities. Also, it is not clear how often all the expres-

sive power would be needed. In the end, it is a question

of balance between development effort and effort saved in

(re)running the transformation. At this time we have no po-

sition on the matter.

We are currently running a case study about developing

an interactive model transformation, which might later ex-

tend to include decision reuse. In the future, we may try to

enable decision reuse across more than one model change.

We are also interested in exploring the evolution of trans-

formations themselves simultaneously with the evolution of

the system under construction or maintenance.
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Abstract. Model transformations do not simply appear. They have to
be not-so-simply developed. In early phases of development, there may
exist only an intuition or an educated guess on some of the characteristics
of the transformation. Instead of assuming a pre-existing complete trans-
formation specification, we embrace change and develop transformations
incrementally, gradually refining them into more complete ones as the
body of knowledge of the domain grows. We present an iterative process
encompassing requirements capture, design and implementation of model
transformations. We describe partial transformations as so called trans-
formational patterns and iteratively refine them. We apply the approach
to developing a transformation that is used in building APIs that comply
with the ReST architectural style.

1 Introduction

Model transformations are software. Developing transformations has the same
inherent challenges as developing any kind of software. Transformations have to
be designed, implemented and tested. But even more fundamentally, we do not
always have a precise, complete or stable specification to begin with and crafting
such a specification is not trivial. An application developer with proper domain
knowledge can manually create a target model based on a source model. He can
probably even come up with some of the most often used rules of thumb for the
transformations. However, defining a complete mapping from all possible source
models to target models is remarkably harder.

The amount of resources that can be used in developing a transformation is
constrained by the expected gains. A transformation facilitating the application
of a large-scale product line affects savings in each application project, thus the
investment into transformation development can be substantial. In small single-
product and one-time software projects the development resources are much
tighter constrained. Fortunately, a transformation does not need to replace the
application developer to produce gains, it only needs to assist him. An incomplete
or partially manual transformation may be much cheaper than a complete one.

An incremental approach enables building only as much of the transformation
as is understood and needed at each point, instead of trying to nail down the

A. Vallecillo, J. Gray, A. Pierantonio (Eds.): ICMT 2008, LNCS 5063, pp. 1–15, 2008.
c© Springer-Verlag Berlin Heidelberg 2008
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requirements and build a complete transformation from the start. Incorporating
human interaction in the transformation enables outlining a rough but useful
transformation early on. Such a transformation stays usable the whole time
while it is being iteratively and incrementally refined. The development can
be stopped when the allocated resources have been used up or when further
refining no longer yields significant gains. This may mean that even the finished
transformation is incomplete or contains human interaction.

We present a systematic, iterative and incremental process for model trans-
formation development including the process phases, artifacts, roles and com-
munication between the roles. In particular, we propose to use what we call
transformational patterns to capture the domain knowledge and to facilitate
communication between the domain and transformation experts. A transfor-
mational pattern is a transformation mechanism independent description of a
solution to a reoccurring sub-transformation. Our process can be used with any
transformation mechanism that provides some way to incorporate human in-
teraction in transformations. With a small industrial case, we show how our
process works in practise. The case also demonstrates some practical reasons
why specifying and building even a rather limited transformation requires effort.

The context for our case is developing ReSTful service APIs that follow the
Representational State Transfer (ReST) [1] architectural style. API specifications
have to be transformed into more detailed models for implementing the services.
When gathering the transformation requirements, the ReST domain expert was
able to give examples on how to transform some incomplete source models into
target models. However, he was not able to define a complete transformation for
generating target models for arbitrary APIs. Therefore, we captured his implicit
expert knowledge into initially incomplete transformational patterns and refined
them as the understanding of the problem grew along the way.

The process and the roles are described in Sec. 2 along with related work.
Sec. 3 explains the ReST context and background. The story of developing one
of the transformations in the ReST development is told in Sec. 4. Finally, Sec.
5 summarizes and discusses the lessons learned and future work.

2 Developing Transformations

Surprisingly little work has been done on how model transformations should be
developed. In [2], Mellor and Watson examine how the roles in software develop-
ment processes change when applying MDA. They focus on the development of
the software product and do not look more closely on the new roles needed for
developing the transformations. They extend the traditional role of a software
architect with the responsibility to select the right models and mappings between
them. They point out that managing future changes in an MDA process mostly
deals with changing the models, rather than maintaining the code. We treat the
construction of a transformation system as a software project of its own right
and separate the roles of the application and transformation developers.
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Fig. 1. Transformation development cycle and participating roles

The importance of traceability and communication among participants in the
model-driven life cycle is put forward by Hailpern and Tarr in [3]. They claim
that different types of models require different types of skills. They further point
out that the relationships between multiple types of models, and different mod-
eling formalisms, suggest that any single stakeholder can not understand all the
impacts of a proposed change. We also suggest that different types of expertise
is needed to build a transformation system. Further, we feel one can not assume
that stakeholders use the same modeling notations or even that the models are
at the same level of preciseness. We believe that construction of a transforma-
tion requires constant feedback from its practical applications. Thus, we adopt
an iterative and incremental approach to developing model transformations.

Based on the different kinds of expertise required, we present the roles De-
sign Phase Expert, Transformation Architect, and Transformation Programmer.
Application development is not done in one monolithic design step, but in sev-
eral consecutive design phases. Design Phase Expert has thorough—although
partially implicit—knowledge related to a specific design phase and is capa-
ble of judging the work quality of other designers. He is responsible for the
transformation functionality. Transformation Architect has deep understanding
of transformation design and the chosen mechanisms. He is responsible for the
transformation design. Transformation Programmer knows the transformation
tool and can write transformation code. He is responsible for the quality of the
transformation implementation. A single person can play multiple roles if they
have the necessary expertise.

The cyclical transformation development process is illustrated in Fig. 1. The
artifacts created and refined in the process are shown as blocks. The artifacts
and the associated roles are connected with a shaded area. Naturally, there is a
separate instance of the process for each design phase in application development.

In the beginning of a transformation development cycle, the Design Phase
Expert provides correspondence examples. A correspondence example captures
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parts of the expert’s intuitive knowledge by describing structures in well-designed
target models that should result from the given source model fragment. At first,
the examples are necessarily vague and do not cover all corresponding source and
target model structures. Some of them might be too general or unnecessarily spe-
cific, and they can contain variation points and redundancy. A correspondence
example consists of a source model fragment and a target model fragment. A
model fragment is given in the notation used for the model, e.g. UML class dia-
grams. The notations for the source and target model fragments can be different.
The correspondence examples are used for communication between people, so
they do not need to be well-defined or unambiguous.

Next, the Design Phase Expert and the Transformation Architect form trans-
formational patterns based on the correspondence examples. A transformational
pattern is a transformation mechanism independent description of how and when
one recurring partial transformation in this design phase is performed. It contains
enough information for an application designer to apply it manually. Note, that
transformational patterns are not related to transformation design in general
(like transformation design patterns [4]), but to a single design phase.

We do not fix a format, but we follow loosely the sections Gamma et al. [5]
suggest for design patterns. Applicability describes situations in which the pat-
tern is usable, e.g. “for important superclasses”. The conditions can be struc-
tural (“superclass”) or non-structural (“important”) and they may be informal
(“important”). Implementation describes how the pattern is applied and it may
contain variation, like “make one of the classes abstract”. Since transformational
patterns are not as general as design patterns, our Implementation covers Imple-
mentation, Structure, Participants and Collaboration in [5]. When the pattern
matures, Name, Intent, Forces and Consequences may be added.

The Transformation Architect and the Transformation Programmer create a
transformation definition from the transformational patterns. Transformation
definition is transformation mechanism specific and defines the high-level struc-
ture and behaviour of the transformation code. Depending on the transformation
mechanism, this precedence and default rules and sub-transformations. Possi-
ble informal parts in the transformational patterns are turned into user deci-
sions. The transformation programmer creates the transformation implementa-
tion based on the transformation definition.

Once the transformation implementation is available, it is executed on se-
lected reference source models and the execution and results are evaluated by
the Design Phase Expert. In the next iteration, the correspondence examples
and transformational patterns are refined and new ones are created based on
the feedback. Our approach facilitates early prototyping, which can lead to fast
discovery of new insight. We encourage starting with a loose transformation and
modeling all unknown and/or undecided aspects as user decisions.

The use of examples for driving the transformation development brings our
approach close to the model transformation by example (MTBE) approaches.
Varró and Balogh [6] and, independently, Wimmer et al. [7] propose to use
pairs of corresponding complete source and target models to semi-automatically
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generate a model transformation implementation. Their motivation, like ours,
is for the domain expert to be able to express the transformation declaratively
in the domain language (source and target models) without having to learn
metamodels or transformation languages. Another similarity is their emphasis
on iterative and interactive development process.

As a difference, their focus is on automatic transformations between models
containing the same information in different forms. We allow interactive and
even incomplete transformations. To facilitate some automation in transforma-
tion generation, MTBE examples are pairs of complete models, whereas we use
pairs of partial models to represent rules of thumb. Since the transformations
are (mostly) generated, there is little focus on the design and structure of the
actual transformations. Although our process does not go into details about
transformation design either, we do think there is need for design. Because the
MTBE approaches use complete models, those models can also be used as pre-
liminary automatic test material. In our approach, the partial models are not
immediately suited for testing. We use the manual feedback and evaluation as
development-time testing.

3 Transformation-Assisted Design of ReSTful Services

ReST is an architectural style for the software-driven Web, primarily consider-
ing the Web as a platform for network-based applications. The main concept
is a resource, which serves as a key abstraction for any relevant information. In
addition, ReST defines principled constraints that describe the possible relation-
ships between resources and other architectural elements. ReST constraints facil-
itate imposing architectural properties like scalability, evolvability, visibility, and
serendipity, making ReST an attractive choice when designing service APIs. For
example, the uniform interface constraint dictates a fixed, context-independent
set of operations uniformly exposed by all the resources in the system. Invoking
the HTTP GET operation to browse from one site to another is a solid example
of serendipity that chimes in the success of the Web as a distributed system.

Although developing ReSTful services is fundamentally simple—ReST con-
straints effectively limit the number of design decisions—we see that coming up
with proper ReST designs is far from trivial. We believe that a major difficulty
lies in the long tradition of object-orientation in software engineering. As a direct

Fig. 2. A model-driven approach to ReSTful service development
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opposite of hiding data with custom operations, in a resource-oriented mindset
relevant information is exposed for direct manipulation. Our model-driven trans-
formation approach aims to steer service developers to focus on the “right thing”
while striving for the best possible outcome from a ReST point of view.

In our earlier work [8], we explored a similar approach on migrating legacy
APIs to ReSTful services. We recognized the main phases and kinds of exper-
tise that appear essential in developing ReSTful services. In Fig. 2, each block
arrow represents a model-driven design phase that can be potentially assisted
by model transformations. We focus on the step between an information model
and a resource model. As a concrete service example, we take the Photo API,
an experimental photo storage service prototyped at Nokia Research Center.

As we have no predefined profiles for the information and resource models,
we start with guesses for these models. Our main goal is to eventually formalize
our intuitive domain knowledge in the form of model transformations.

Functional specification. The requirements—typically in form of use cases—
are collected and formalized into a functional specification. We begin with high-
level requirements for the Photo API. A simplified version of the service is:

The Photo API allows a user to store, retrieve and delete photos on a
server. Each photo has an id. Photos can have attributes that define
some predefined properties, and they can be tagged.

Information Model. The initial input from functional requirements is refined
to an information model. The application domain expertise is captured in trans-
formations that turn the problem domain knowledge into information content.
The resulting operation-free, noun-centric view (see [8]) distills the key concepts
and their relationships, comprising concept-level requirements derived from high
level use cases.

Information model represents all relevant nouns and their relationships in the
domain, so using class diagrams is an obvious choice. One specific issue is how the
properties of each concept are modeled. Properties that are accessed indepen-
dently should be represented as stand-alone classes. Similarly, properties should
be modeled as stand-alone classes if the physical appearance is heterogeneous,
e.g. some properties are binary, some are structural, and some are of simple data
types. Elements that are not in the part role of a composite aggregation repre-
sent the core concepts of the domain. Photo and Property are the core concepts
in the information model fragment on the left-hand side of Fig. 3.

Resource Model. The information model is transformed into a resource model.
ReST expertise is captured in transformations that produce a resource-oriented
view of the information content. This view enforces the structural constraints of
the ReST architectural style on the target service. The resulting model represents
the connected set of the resources to be exposed as a ReSTful service.

The resource model represents the hierarchical resource structure to be di-
rectly exposed as an HTTP-based interface following the Web Architecture [9].
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Fig. 3. Example a) information and b) resource model fragments

Again, a class diagram is an obvious choice. Our initial guess comprises two
kinds of resources: containers and items. A container represents (the state of)
a collection of individual resources and can be used to list the existing items or
create new ones. An item represents (the state of) an individual resource that
can be retrieved, rewritten, or removed. The initially allowed relationship types
between resources are subordinate containment and navigable reference. The for-
mer is a strong link with a lifetime dependency, whereas the latter is a weak link
for connectedness. The right-hand side of Fig. 3 shows an example fragment of
the resource model with containers and available HTTP operations.

Service specification and implementation. The resource model is mapped
to a concrete service specification and further refined into an implementation.
As explained in [10], the key parts of the ReSTful Web service specification are:
(i) a resource structure as a URI listing, (ii) available HTTP methods on each
resource, (iii) links between resources, (iv) supported data formats for each re-
source, and (v) error conditions on each resource. With the service specification
in place, expertise on the target implementation framework can be used to gen-
erate appropriate configurations and skeletons for the service implementation.

Each resource has its own URI, through which clients may access and ma-
nipulate the resource representation. In fact, we see that constructing the URI
structure is probably the most important task in developing a ReSTful service.
Thus, we focus on URIs in this example. The Design Phase Expert can construct
a first approximation of the URI structure as shown in Tab. 1.

It is relatively easy to compare the resource model example on the right-hand
side of Fig. 3 with the above URI structure. The composition relationships and
association multiplicities in the resource model can be interpreted as a resource
hierarchy and appropriate resource types.

Feedback for transformation evaluation. In order to support incremen-
tal development of the transformation from an information model to a resource
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Table 1. Initial guess on the Photo API URI structure

Core concept URI Resource type

Photo /photos container
/photos/{photo.id} item
/photos/{photo.id}/content item
/photos/{photo.id}/attrs container
/photos/{photo.id}/attrs/{attr.id} item
/photos/{photo.id}/tags container
/photos/{photo.id}/tags/{tag.id} item

Property /properties container
/properties/{property.id} item

Tag /tags container
/tags/{tag.id} item
/tags/{tag.id}/photos container

model, we need a feedback loop that allows us to iterate and validate consecu-
tive cycles. Specifically from the ReST point of view, most of the substance of
validation is in assessing the unambiguity of the resulting resource model. The
resource structure should satisfy all the requirements by following the 80–20
rule for “just enough data with just enough requests”, i.e. find a small subset of
resources with a reasonable operation sequence that implements the use case.

From the implementation point of view, it should be relatively trivial to map
the resource model to implementation artifacts using the selected implementa-
tion framework. Examples of these artifacts might include URI routing tables
of a web server, skeleton implementation including allowed operations for each
resource, a database schema for persistent resource storage, and so on.

Both the functional requirements and the URI structure have implications
on the concept-level constraints that should be reflected by the models. The
information model captures the functional requirements in the noun-centric form
of these constraints. As an important mechanism to ensure the fulfillment of the
requirements, the resource model is also evaluated against them at the end of the
transformation. The constraints of our example can be summarized as follows:

– Each Photo has exactly one Content, i.e. bits of the binary image.

– Each Photo may have n Attributes that need to be accessed separately,
mainly because clients may assign new Attributes to a Photo.

– Each Attribute associates a value with a named Property that defines
semantics for a name–value pair.

– Each Property can be used independently from the context of Photos.

– Each Photo may have n Tags associated with it.

– Each Tag may have n Photos associated with it.

– Photos and Tags do not have lifetime dependencies.
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4 Transformation Development in Practice: The ReST

Side Story

We now have a transformation development process, ReST design principles and
an initial design for Photo API. We also have an idea on how to implement the
Photo API. However, this information is still implicitly in the head of our Design
Phase Expert. It is time to follow the transformation development cycle and see
if we can capture the expert knowledge to be reused by application designers
and what kinds of problems we might encounter.

4.1 Correspondence Examples

First the Design Phase Expert identified key elements (classes, composite/plain
associations, generalizations, attributes) and properties (multiplicities at asso-
ciation ends) in the information model profile. He then created simple struc-
tures and crafted corresponding structures that could be found in well-designed
resource models. These structures became source and target model fragments
forming 12 correspondence examples. There were seven examples for associa-
tions, four for various inheritance configurations and one for association classes.
This sounds mechanical, but there is a lot of skill behind “identified” and
“crafted”.

Since the information model and the resource model are both UML class di-
agrams, the source and target model fragments in the correspondence examples
were presented as UML class diagrams as well. Fig. 4 shows one of the correspon-
dence examples. At first it looks like a well-defined rule, however, the semantics
are rather ambiguous. Is the association end attached to A restricted in some
way? Can it be the container end of a composition association? Can A and B be
the same class? The correspondence examples are only for the informal commu-
nication between the Design Phase Expert and Transformation Architect.

Fig. 4. A correspondence example for navigable associations with multiplicity > 1

The Design Phase Expert was confident the examples were viable, but he
was not that sure whether the examples were mutually consistent, covered all
important situations, contained all the necessary variations and worked indepen-
dent of each other. This uncertainty emphasizes how long the jump from “can
craft target model in some cases” to “can define how to craft target model in all
possible cases” really is.
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4.2 Transformational Patterns

The Design Phase Expert and Transformation Architect created transforma-
tional patterns by giving an interpretation to each correspondence example. We
used natural language and class diagrams with OCL constraints. The correspon-
dence example in Fig. 4 became similar to the following:

Applicability: Information model classes A and B, which are connected
with a non-composition association and the association end attached to
B has upper multiplicity of 2 or more and the association is navigable
toward B. Classes A and B can be the same class.
Related patterns: (The resource model should already have classes A
and B corresponding to classes A and B, respectively.)
Implementation: The resource model should have class AB and as-
sociations A-B, A-AB and AB-B. Class AB has stereotype container.
The name of class AB is the concatenation of the name of class A, the
string “-” and the plural form of the name of class B. [. . . ]

The first round of creating transformational patterns led to a number of dis-
coveries. Some correspondence examples were just combinations of simpler ones.
The examples regarding inheritance were just preliminary sketches. Some ex-
amples were conflicting. For example, the one in Fig. 4 implies that classes A

and B have stereotype item, whereas one inheritance example implies a conflict-
ing stereotype. In general, there are rules that cannot be captured in a single
correspondence example and have to be expressed otherwise.

Due to the amount of discoveries the Design Phase Expert started refining
the correspondence examples right away. We did a total of three rounds of patt-
ernizing before moving on to the transformation definition. In the second round
the inheritance related correspondence examples were split to examples for ab-
stract and concrete superclasses. In the third round the Design Phase Expert
introduced a new concept called “projection”. This emphasizes the incremental
nature; concepts can be introduced gradually at any point in the development.

Between the second and third rounds, the resource model profile was simpli-
fied. After the change, resource models still contained the same information but
in a slightly different form. We refined the correspondence examples and transfor-
mational patterns to reflect the profile changes. Since the change was syntactic
and not semantic in nature, this was quite straightforward. We mention it to
stress the wide range of changes that can occur during development.

4.3 Transformation Definition and Implementation

The Transformation Architect created a transformation definition based on the
transformational patterns. In the transformation mechanism we used [11], a
transformation definition consists of a set of task graphs and a graph rewrite
system [12]. In principle, the implementation part of each transformational pat-
tern translates into one task graph and the applicability condition into one graph
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rewrite system production. In practice, one transformational pattern may span
several productions or several patterns may be combined into one production.

The Transformation Architect decided how the informally described variation
in transformational patterns is expressed as run-time interaction. In the mech-
anism we used, interaction is limited to multiple choice questions and selecting
model elements. The Transformation Architect also designed how to handle the
rules that concern relationships between transformational patterns. There were
also some extra productions for normal uninteresting technical reasons.

The transformation in our case was quite small, so there was no need for a
higher level structure beyond that imposed by the transformational patterns. In
a larger transformation the architecture might play a bigger role.

Transformation Programmer coded the task graph descriptions and graph
rewrite system productions into the actual transformation implementation, given
in a textual form proprietary to the transformation tool. The transformation
implementation was finally executed on the reference information models and
provided for the Design Phase Expert for evaluation.

4.4 Evaluation of the Transformation

At the end of the first transformation development cycle we evaluated the re-
sulting resource model (Fig. 5). The main task of the Design Phase Expert was
to compare the results against his mental model. We only covered a subset of the
Photo API. While the functional requirements for the real-life Photo API are
not considerably more complex than the ones here, the resulting resource model
is larger. Our latest resource model has some 30 classes and 45 associations. Here
are some of the the Design Phase Expert’s observations.

Requirement coverage. We need to validate the results of each design phase
against the original requirements for completeness of the transformation. In our
example case, we started by interpreting the resulting resource model as a URI
structure, similarly to the description in Sec. 3, and assessed how well it corre-
sponded to the requirements. This assessment was mainly about ensuring that
all the requirements were covered in terms of HTTP operation sequences based
on the URIs and operations in the resource model. For example, storing and
tagging a photo can be expressed as follows:

1. Create a logical photo “placeholder”

– Request: POST /photos

– Response: Created /photos/123

2. Upload the binary content

– Request: PUT /photos/123/content [binary content as body data]

– Response: Created /photos/123/content

3. Create the tag association item

– Request: PUT /photos/123/photo-tags/xyz

– Response: Created /photos/123/photo-tags/xyz
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Fig. 5. Resulting resource model for the Photo API

Simplicity and intuitiveness. As we can see, a trivial-looking use case can
generate a relatively long HTTP operation sequence. This is mainly due to the
inherent HTTP restriction of accessing one resource at a time. Granularity and
roundtrip problems are beyond the scope of this paper. We focus on expressing
the requirements as HTTP operations. Nevertheless, some structural measure-
ments of the URI structure, such as granularity and depth of the hierarchy, could
be used as qualitative evaluation. This is subjective, because it measures how
easy it is for a human user to grasp what different URIs really mean as resources.
The first evaluation had no direct impact on patterns, but suggested adding new
interpretation rules for the resource model.

Constraint compliance. Aside the service-specific requirements, the resulting
URI structure should comply with the ReST constraints (unless compromises are
properly justified). For example, each concept should be assigned with exactly
one URI, because otherwise clients would unintentionally use different names
for the same thing—an obstacle when sharing URI links among clients. In our
reference case, there is one example of this: the association item between a
photo and a tag, which actually appears as two resource classes (Photo-Tag and
Tag-Photo in Fig. 5). Such excessive classes should be combined, based on a
user decision asked and recorded during the transformation execution.

Precondition coverage. There might exist business logic rules that imply
“business states” for resources. For example, adding an Attribute to a Photo

may require that the referred Property must exist before the Attribute is
created. These kind of referential preconditions can be hard to express with
resources. Some behavioral aspects might be needed in the models. After the
first iteration we considered refining the models with simple text-based rule
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attachments. In the future we might use statechart diagrams as part of the
input.

Aesthetics for human users. Because the transformational patterns are ex-
pressed in terms of common elements independently from the vocabulary of a
particular model instance, the names of generated elements may look artificial
or even clumsy. For example, the photo-tags segment in the URI for tags of a
photo (/photos/123/photo-tags) could be simplified into tags, making it eas-
ier to remember. This “prettifying” of URIs could be implemented as another
design phase assisted by another transformation. Such an optimizing transfor-
mation would probably rely heavily on user decisions.

4.5 Creating Another ReSTful API

We used the Photo API as a primary tool to sketch out the transformation
development process until we had a first decent transformation in place that
produced some real output. Our next candidate is another experimental API
developed at Nokia Research Center called the Topic API:

Topic API allows the user to create observations—short notes—related
to a particular point of interest (POI) collected under a common topic.
Observations can contain an attachment like a photo or an audio clip.

Topic API implements yet another simple context-based messaging that con-
tains Topics, POIs and Observations. Running the transformation on the Topic
API information model produces the first attempt at a Topic API resource
model. As the basic ReST expertise is already captured in the transformations,
the application designer can now devise a URI structure based on the resource
model and proceed to implementing his service. At the same time, the Design
Phase Expert can use this second example to further evaluate the results and
improve the transformation in subsequent iterations.

The evaluation of this second transformation revealed yet another type of
observation, namely one related to resource granularity. The resource model
turned out to have a relatively deep resource hierarchy, which may lead into
efficiency problems in high-latency network environments because of the subop-
timal resource granularity, especially when using the HTTP GET operation. As
a solution, one might want to implement additional resource representations that
effectively inline the subordinate resources across multiple hierarchy levels. This
concern could be addressed in the resource model by adding derived associations
down across composite hierarchies.

5 Discussion

We presented an iterative and incremental process for transformation develop-
ment and applied it to a case. There was no existing set of explicit and precise
rules on how the design phase should be completed. The ReST side story cov-
ered three rounds of patternization and one full iteration. The work progressed
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in weekly meetings over two months, mainly because of the stakeholders’ other
responsibilities. The Design Phase Expert (NRC) was the author of the ReST de-
velopment process in Sec. 3. The Transformation Architect (TUT) was a model
transformation researcher and the author of the transformation mechanism used.
The Transformation Programmer (TUT) was a MSc. student. A professor (TUT)
and the Topic API application developer (NRC) also participated in reviewing
the correspondence examples. Because the stakeholders shared only little of each
others specific expertise, there was a strong need for a neutral way to capture
knowlegde. This need was emphasized because there were two organizations in-
volved and long intervals between meetings.

Charting the resource modeling expert’s tacit knowledge in an example-driven
fashion proved quite fruitful. However, such examples were too vague in nature to
be used even as studying material for a new developer. We defined the meaning
of each correspondence example more precisely and stored the knowledge into
an unambiguous but partly informal transformational pattern.

Transformational patterns were at an abstraction level where an inexperienced
resource modeler could apply them, but were too informal to be automated. The
patterns were completely transformation mechanism independent. This abstrac-
tion level was suited for communication between the resource modeling and
transformation experts, due to their different skill sets. The resource modeler
was thinking with the terminology of the design task, and did not have to learn
about UML metamodel or details of the transformation mechanism.

Much of the effort went into creating patterns, because that was the biggest
jump from implicit to explicit knowledge. Precisely for that reason most of the
important progress in understanding the transformation happened in that phase.
Humans just do not internally operate with precise and explicit rule sets. The
numerous discoveries about the correspondence examples can not therefore be
attributed to lack of expertise but to the nature of human brain. We think that
these practical issues in mining expert knowledge are general and not specific to
this case. Iterations and allowing human interactions enabled early prototyping
with a full (but semi-automatic) model transformation.

Transformational patterns turned out to be a good unit for iterative refine-
ment. Though, there were some higher level rules, such as precedence, depen-
dencies and side-effects between rules, that could not be easily expressed with
patterns. Such rules have to be recorded and analysed in a different way.

We argue that the difficulties in specifying the transformation in one go are
typical, when there is no existing set of rules. We argue further, that such cases
are common in software development in general, even if they are rarely used as
examples in model transformation research. Although changes in target modeling
notation may sound exotic and rare, we argue that they, too, are common in
practice; some design phases are only restricted by the information that must
be present in the models, and not by their form. Thus, the project can decide
the specific form in which they want that information represented.

Crafting the transformation definition was rather uncomplicated, because the
transformation at this stage was still pretty simple and because the transformation
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mechanism had some support for pattern-like thinking. Depending on how far the
transformation is developed in the future, e.g. in terms of optimization, it could
become significantly more complicated. For a large and complicated transforma-
tion there might be need to divide the transformation definition into several ar-
tifacts, or use a different kind of approach altogether. Some characteristics of a
transformation engine or paradigm could possibly bring up the same problem.
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Abstract. When developing a model transformation, there is often a
hurry to get a working version for an application project. In the begin-
ning the idea of what is needed is vague. Starting with a flexible transfor-
mation and incrementally adding new features helps start faster. Early
prototype also means early feedback. Flexibility, the nature of design
tasks and poor initial understanding suggest utilizing a human operator.
Interaction can also relieve the pressure of transformation co-evolution.
Controlled interaction can guide and aid the designer. In this technical
paper we describe requirements for general model transformation tools
from these starting points. We present DReAMT (Decision Reusing Ap-
proach for Model Transformations), an approach and the supporting tool
set for developing and executing interactive model transformations. We
explain how DReAMT addresses the requirements.

1 Introduction

Any manual, automatic or semi-automatic action deriving of target model(s)
based on source model(s) can be viewed as a model transformation. An appli-
cation designer refining one model into a more detailed one performs a manual
model transformation. He may need to identify “critical” features or “large” el-
ements. Information outside the source model is needed, e.g. natural language
requirements or the designer’s expertise. The model transformation is a proper
design task and adds information instead of translating it from one format to
another. Translation-like model transformations are not considered here.

When a model transformation need is first discovered, there is just a rough
idea of what is needed. However, there might already be an application project
desperate for a model transformation. Iterative development produces a work-
ing (although incomplete) transformation early, and feedback is available sooner.
Only the properly understood tasks are automated instead of resorting to guess-
ing. The poorly understood or difficult parts are handled with user interaction.
More tasks are automated each iteration, as the understanding grows.

It is sometimes wise to leave in some interaction even if it could possibly be
removed based on the current understanding. Interaction makes the transfor-
mation more flexible, which means it can be applied to a wider range of cases.
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Flexibility also relieves the co-evolution pressure, where changes in the applica-
tions cause changes in the model transformation needs.

With a human actor it is vital that he understands the decisions he makes.
In a transformation-assisted design phase the designer must be able to follow
what happens and must have enough context for making decisions. Ideally the
he could, to an extent, even choose the way he works, instead of the tool dictating
it. A black box tool asking questions according to its internal logic is not enough.

We have promoted open model transformations [1] where the user can see
what the transformation does, step-by-step if needed. He can also choose in
which order he resolves the issues requiring his attention. We have also suggested
an incremental model transformation development process [2] for capturing the
requirements of, designing and implementing model transformations. It relies on
interaction in the model transformations to allow quick prototyping.

DReAMT (Decision Reusing Approach for Model Transformations) is an
approach for developing interactive model transformations. DReAMT is also
a proof-of-concept tool set that supports the approach. The DReAMT tool set
contains an interactive model transformation execution environment and a model
transformation compiler. The execution environment is integrated with a UML
modeling tool (currently e.g. IBM Rational Software Architect [3]). The tool
set facilitates open model transformations by providing a model transformation
language that can contain definitions of manual tasks [4][5].

Once a compiled transformation is initiated, the execution environment dis-
plays the manual tasks. The task execution order is free, except for tasks depen-
dent on others. The user can review all user and tool actions and even single-step
through the transformation. DReAMT does not lock the modeling tool and the
user may at any time consult the source model, e.g. before a decision. Even di-
rect model editing is possible, but it may destroy repeatability. DReAMT enables
flexible model transformations and makes it easier to keep up with them.

In this technical paper we describe how the DReAMT tool set fulfills the
above mentioned model transformation tool suggestions. We also show how a
person executing a model transformation and a person designing one experience
the tool set. The model transformation mechanism itself is previous work [4][5],
but the user interface and working of the tools have not been discussed.

We first outline the model transformation development scenario in which the
tool set is meant to be used. Then we explain the tools and how they relate to
each other and the environment. The user experience for executing and designing
a transformation are described next. Related work and conclusions are last.

2 Background

In DReAMT way of thinking the motivation for building a transformation is to
aid a skilled designer in performing his tasks easier, faster and with less errors.
Full automation is not the primary goal. In fact, due to the design nature of the
tasks it seems unlikely that all user interaction could be removed. The user who
executes the model transformation implementation (transformation engineer in
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MDA [6] terms) is in our case an application designer, i.e. the same person who
would perform the design phase tasks if there was no implementation.

It is important that the manual tasks in the model transformation implemen-
tation are presented to the application designer in the language of the design
phase tasks. For this there needs to be a common vocabulary for all the design-
ers. We assume that the semantics of and the terms used in the design phase
tasks are captured in what we call transformational patterns [2]. A transfor-
mational pattern is similar to a design pattern [7] in that it contains a name,
a description of the problem to which it can be applied and a solution struc-
ture. However, a transformational pattern is specific to one design phase, i.e. one
model transformation (but not specific to one source model).

In a recent case study [2] we used an iterative model transformation develop-
ment process (Fig. 1) that relied on transformational patterns. For this paper we
reiterate only a few selected points. A select group of senior application design-
ers with deep understanding of the design phase (Design Phase Experts) create
and refine the transformational patterns with the help of the Transformation

Architect. In the beginning the patterns are light-weight and contain errors and
inconsistencies, but they are iteratively improved during the process.

Fig. 1. A model transformation development process [2, Fig. 1]

The Transformation Architect creates a transformation mechanism specific
transformation definition, which defines the high-level structure and behaviour
of the transformation code, e.g. rules and sub-transformations. Possible informal
parts in the transformational patterns are turned into user decisions. The Trans-

formation Programmer creates the transformation implementation based on the
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transformation definition. The implementation is executed on real or reference
application models and the results are evaluated to provide feedback.

A transformational pattern contains enough information for a novice appli-
cation designer to apply it. Part of the description may be informal, e.g. how
to recognize a situation where the pattern is applicable. The transformational
patterns can be collected as part of specifying what the model transformation
should do. That needs to be understood and documented anyway, so creating
the patterns does not increase the overall effort. We emphasize, that transfor-
mational patterns are independent of any model transformation technology and
expressing knowledge in pattern form requires no additional training.

For example, in relational database design one of the design phases is the
creation of the relational model from the entity-relation model. When the de-
signer transforms one inheritance relationship he has basically three choices; (i)
the child entities are placed in the same relation as their parent, (ii) the children
and the parent are each placed in their own relation or (iii) only the children
will have their own relation and the data in the parent is duplicated in each
child’s relation. There could then be three transformational patterns named,
e.g. Merge With Parent, Each Entity Separately and Separate Children. Each
pattern description contains the conditions under which the pattern is applica-
ble, what issues the designer should take into consideration, terminology related
to the pattern and how to apply the pattern. For example, with Merge With Par-

ent the parent relation could become “very big” if the children contain “many”
unique attribute fields.

When transforming an inheritance relationship the designer should answer
a question in the vocabulary of the problem (e.g. "Which of the patterns

Merge With Parent, Each Entity Separately and Separate Children to

use?") and not in the vocabulary of the solution (e.g. "Ambiguous rule set:

which of the rules #11, #14 and #22 to use?"). The DReAMT model
transformation language has a concept for transformational patterns, which re-
duces the gap between the solution and the problem domains somewhat.

3 Overall Structure of the Tool Set

The DReAMT tool set consists of the interactive model transformation execution
environment (DIMTEE) and the model transformation compiler (DMTC). The
execution environment is built on top of Inari [8], a task-based role modeling
tool. Inari is a large and versatile tool itself, but for the purposes of DReAMT
and this paper, it provides a task language and a task management interface.
Inari is integrated with a UML modeling tool. Currently there are integrations
for versions 6 and 7 of RSA (Rational Software Architect) and RSM (Rational
Software Modeler). RSA/M is built on top of Eclipse [9] and uses the EMF-based
(Eclipse Modeling Framework) UML2 component. The compiler is a stand-alone
Python program. The two technology stacks are shown in Fig. 2.

When the user launches a model transformation he will get a list of tasks.
Performing one task may bring new tasks to the list. When all the tasks have been
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Fig. 2. DIMTEE and DMTC technology stacks

performed, the transformation is finished. Behind the scenes the picture is a bit
different. When the user launches the transformation, the execution environment
calls the Java implementation of the model transformation. It reads the source
model (UML2 Import in Fig. 2), executes the transformation implementation
(given as a graph grammar) on its Graph Rewrite System engine. The graph
grammar creates a task graph customized for transforming that source model.
The task graph is passed (Task graph export) on to Inari task engine, which
together with the Inari UI takes care of displaying and updating the task list
as well as handing the user interface for performing tasks. The manual tasks are
also recorded, which allows saving the work and returning to it later. The actual
Inari term for a task graph is pattern, but in this paper we will not use that
term to avoid confusion with transformational patterns.

A task graph is a directed graph where the nodes represent tasks and the
edges represent dependencies between tasks. A task can not be performed before
all its prerequisite tasks have been performed. A task can be automatic or man-
ual. Manual tasks have to be performed by the user, whereas automatic tasks
are performed by DIMTEE. One task typically involves a single source or target
model element, e.g. creating a UML Class into the target model. A manual task
can be, for example a multiple choice question or selecting a model element for
context.

Although a single manual task by itself has only a small effect, there can be an
unlimited amount of tasks that depend on the manual task either directly or indi-
rectly through other tasks. These dependent tasks can only be performed if that
manual, for example choosing Merge With Parent option, has been performed.
These tasks constitute the consequences of that decision. The consequences of
two mutually exclusive decisions may be completely separate or they may partly
overlap. Due to the decisions and consequences, a task graph can be seen as
an abstract transformation execution, which represent several possible concrete
transformation executions. Manual tasks can depend on other manual tasks, so
it is possible to represent multiple layers of conditional execution.

Once a task has been performed, it will remember its “value”, e.g. the iden-
tifier of the created model element or the choice the user made. Tasks can refer



6

to the values of their prerequisites and use them for naming the newly created
element, etc. For example, if a created database relation needs to have the same
name as the corresponding UML class, the creation task depends on the class
selection task. The relation creation task can then contain a script for setting
the the relation’s name attribute. The script refers to the value of the selection
task, i.e. the corresponding class, and reads its name.

The model transformation compiler reads in a textual model transformation
definition and produces Java source code. The compiled Java code (grammar

in Fig. 2) is ready to be installed into the execution environment. A model
transformation definition is essentially a description of a graph rewrite system
that takes in a UML model (currently only class diagrams) and produces a task
graph for it. The compiler does only very basic optimization when it produces
the Java code. Optimizing the transformation execution time has not been a
priority so far.

The transformation definition also contains descriptions of the solution struc-
tures for the transformational patterns for that domain. The solution structures
are given as task graph fragments that express what tasks need to be performed
to apply the solution structure. The graph rewrite rules are then written so that
they make copies of the task graph fragments, customize them for the appropri-
ate source model elements and combine them together.

The solution structure for a pattern that is meant for creating a new database
relation based on an entity could be expressed as a task graph fragment with
two tasks. One automatic task for the actual creating of the relation and another
automatic to mark the source model entity. The relation creation task would
depend on the entity marking one so that it can name the relation after the
corresponding entity.

4 Executing a Transformation

Fig. 3 shows the interactive model transformation execution environment user
interface. In the top left corner (marked with A in the figure) is the Inari browser.
It shows the currently active task lists and allows choosing which one to follow.
Inari can be used for managing task graphs for various purposes, but in the
DReAMT setting they would be started (and possibly finished) model transfor-
mation executions. The user can organize the model transformation executions
freely into a hierarchy of packages for his convenience. One such package, NW-

MoDE Example, has been expanded in the figure.
A new model transformation is launched by right-clicking a folder and se-

lecting Launch model transformation from the menu. This will open up a wizard
that asks the user to choose one UML package from the UML model that is
currently open. For technical reasons, the tool cannot currently operate on two
different model files at the same time. The selected package is treated as the
“source model” and the “target model” will be another package in the same
model file. After a UML package has been selected, a task graph corresponding
to the unfinished transformation execution is added under the Inari package.
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Fig. 3. User interface of the interactive model transformation execution environment

In the figure a new task graph was added under the Inari package NW-MoDE

Example. In fact, there are two task graphs. One is a specification of the task
graph and the highlighted one is an actual usable instance of the specification.
The difference between the two task graphs or the need to have them is beyond
the scope of this paper.

The integrated modeling tool window (marked B) shows the currently active
diagram. In the figure it shows the contents of the UML package selected as the
source; the UML classes Vehicle, Car, Person and Student. This view is part of
the modeling tool’s user interface. If the user wants a bigger view of the model
or for some other reason wishes to, he can switch to the modeling perspective
offered by the modeling tool. Using the model view does not interfere with using
the Inari view or vice versa.

When a transformation execution (a task graph) is selected, its tasks are
shown in the task browser (marked C in the figure). This is a hierarchial view
of all performed and pending tasks. Because the task graph is customized for
that source model (package), there are tasks related to these specific model
elements. Two of the tasks (VehicleInheritance and PersonInheritance) have a
red mark. This means there are pending tasks under them. The other tasks
are finished tasks that were performed automatically when the task graph was
created. It is currently not possible to hide finished tasks nor to group tasks by
the transformational pattern they belong to.
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The pending task view (marked D) lists pending tasks under the currently
selected task. The selected task in the figure is a multiple choice decision, and the
three unfinished tasks are the choices. A short description of the task is visible
listed, e.g. “Use pattern EachEntitySeparately.” The tasks can also have longer
descriptions, which can give instructions etc. If a longer description exists, it is
displayed in a separate area below the pending tasks (marked E). In the figure
the long description is the same as the short description.

When the user double clicks on a task he can perform it. Depending on the
type of the task, he may have to provide additional information. For example, if
the task is to select a source model class, he has to point out the class. The three
options for the multiple choice decision shown in the figure require no additional
information. The user just double-clicks one of them to choose that option. If this
manual task was the last incomplete prerequisite task of some automatic tasks,
the execution environment will perform them. Any manual tasks that depend
on the performed task become available and are added to the task list. Tasks
that create target model elements add the new elements to the diagram that
is active, so it is not a good idea to have the source model package’s diagram
active when performing tasks.

The task graph is not a very expressive language. For example, multiple
choice decisions where the consequences of the options overlap and differ from
each other greatly as well as some forms of repetition can not be expressed. For
this reason the graph rewrite system that customizes the task graph may not
always be able to produce a task graph that corresponds to the entire transfor-
mation. After some manual decisions have been made, more of the task graph
can be created based on those decisions. At this time, the task graph completion
does not happen automatically. The user has to explicitly re-launch the model
transformation.

5 Implementing a Transformation

In DReAMT a model transformation implementation is given as a text file.
The model transformation compiler is used to compile the text file into a Java
source file called grammar.java. The Java source is compiled into a Java class,
which is installed into the model transformation execution environment simply
by copying it over the old class file. Currently the execution environment has to
be closed and re-started in order for the changes in the transformation definition
to take effect.

The text file contains pattern definitions and a set of graph rewrite rules. A
pattern definition describes the solution structure of a transformational pattern
in the form of a task graph. The graph rewrite rules form a graph rewrite system.
The rules describe a graph representing the source model is turned into a task
graph by instantiating patterns and joining them together. Technically speaking,
the graphs are edge and node labeled graphs where nodes may have attributes.
The graph rewrite rules are prioritized, so that in cases where more than one
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rule could be applied, the one with the highest priority is used. Priority order is
simply the order in which the rules are defined in the file.

1 pattern InheritanceDecision {

2 // declare nodes

3 visiting

4 gen_r:GeneralizationRole,

5 multi:XorRole,

6 ees:DecisionRole, sc:DecisionRole, mwp:DecisionRole;

7

8 gen_r <--#_contained-- multi // multiple choice decision

9 multi <--#_optionOf-- ees // option #1 for multi

10 multi <--#_optionOf-- sc // option #2 for multi

11 multi <--#_optionOf-- mwp // option #3 for multi

12

13 // override default UI texts for the options

14 ees {#name="STI: EachEntitySeparately",

15 #title="STI: Use pattern EachEntitySeparately.",

16 #description="STI: Use pattern EachEntitySeparately."}

17 sc {#name="STI: SeparateChildren",

18 #title="STI: Use pattern SeparateChildren.",

19 #description="STI: Use pattern SeparateChildren."}

20 mwp {#name="STI: MergeWithParent",

21 #title="STI: Use pattern MergeWithParent.",

22 #description="STI: Use pattern MergeWithParent."}

23 }

Fig. 4. Definition of pattern InheritanceDecision

Fig. 4 shows the definition of pattern InheritanceDecision. This pattern cor-
responds to the multiple choice decision selected in Fig. 3. A pattern is a graph
and is given with a syntax resembling the dot syntax of a graph visualisation
and layout tool GraphViz [10]. The first line names the pattern “InheritanceDeci-
sion”. The four first lines of the body (lines 3–6) just declare the nodes and their
types (labels). The next four lines (lines 8–11) define the edges and their types.
The ASCII arrow (<---- or ---->) notes a directed edge and the text inside the
arrow is its type. For example, line 8 defines an edge with label # contained

from node multi to node gen r. There is a multiple choice decision placed un-
der an inheritance relationship (Generalization metaclass in UML). The multiple
choice decision has three options; nodes ees, sc and mwp.

The last nine lines (lines 14–22) define attributes for the options. They tune
how the tasks show up in the execution environment. The name, short description
and long description of a task can be modified by setting values to its attributes
#name, #title and #description, respectively. The “STI:” at the beginning of
the values tells which script language interpreter should be used for interpreting
the value. The STI means the values are literal strings. More complicated scripts
can be used, e.g. to compute a value based on the value in another task.
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Fig. 5. Structure of pattern InheritanceDecision

Fig. 5 shows the structure of the pattern. The actual multiple choice decision
(multi) is tied to an inheritance relationship. In the task browser of the execu-
tion environment the multi-choice should be under the generalization-type task
(gen r) corresponding to the inheritance relationship. Therefore there is an edge
with label # contained from the multi-choice to the generalization. Similarly,
the three options (ees, sc and mwp) of the multiple choice decision are connected
to the decision with # optionOf edges.

Fig. 6 shows the definition of rule inh decision. The rule creates an instance
of the pattern InheritanceDecision for each inheritance relationship it finds
in the source model and attaches the instance to it. A graph rewrite rule consists
of two graphs, which define the left-hand side and right-hand side graphs. If an
occurrence of the left-hand side is found in the host graph, it is replaced with
a copy of the right-hand side. The left-hand side is before => and the right-
hand side is after it. The rule should be applied to each UML Generalization,
but only if the rule has not already been applied. Therefore the left-hand side
also contains a negative application condition (nac). The application condition
(left-hand side before nac) must hold, but the nac must fail.

rule inh_decision {

gen:Generalization

nac // negative application condition follows

gen:Generalization <--inh_dec-- gr:GeneralizationRole

=>

gen:Generalization

inde:InheritanceDecision

// mark the Generalization processed

gen <--inh_dec-- inde.gen_r

// bind gen_r (make it a completed task)

inde.gen_r {bound=gen.modelElement}

}

Fig. 6. Definition of rule inh decision

In the rule in the figure there must be a UML Generalization (gen), but
it can not have a GeneralizationRole attached with a inh dec edge. If such a
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graph (really, a single node in this case) is found, it is replaced with the right-
hand side. The first line of the right-hand side contains the node defined in
the left-hand side. So, in the replacement, nothing is removed from the host
graph, things are only added. The next line creates an instance of the pattern
InheritanceDecision. After that a inh dec edge is created from the General-
izationRole gen r defined in the pattern to gen in order to prevent re-applying
of the rule to the same generalization. The last line sets the bound attribute of
gen r to the identifier of the Generalization. This means that the gen task is
already performed when the transformation execution environment gives control
to the user for the first time.

Typically one pattern in the text file corresponds to exactly one transforma-
tional pattern’s solution structure. However, sometimes the solution structure
contains such kind of variation that it can not be expressed with a single pat-
tern in the file. Similarly, the solution structures of two transformational patterns
may be similar enough that a single pattern works for both. Also, one rule typ-
ically corresponds to the application condition of one transformational pattern.
There is often need for some pre-processing and computing of temporary values,
and some rules might have to be added for that.

The compiler does only very basic optimization when it produces the Java
code. When it has decided on a search order for a sub-graph match for a GRS
rule, it generates a very straight-forward match finding algorithm. Fig. 7 shows
a pseudo code example of the code that would be created for the rule in Fig. 6.

1 func match()

2 for gen in Nodes

3 // any constraints on gen, e.g. its name, type

4 if gen.type != "Generalization"

5 continue // type constraint failed; continue search

6 // any other constraints would go here, e.g. name

7 // ok, we have a match, unless nac matches

8 if nac_1(gen)

9 continue

10 // nac failed; it is a match

11 return tuple(gen) // return the match

12 return null // search exhausted; no match

13

14 func nac_1(gen)

15 for edge_1 in gen.inEdges // check edges coming to gen

16 if edge_1.type != "inh_dec"

17 continue // type constraint failed; continue

18 Node gr = edge_1.target

19 if gr.type != "GeneralizationRole"

20 continue

21 return True // found match for the nac

22 return False // search exhausted; nac failed

Fig. 7. Definition of pattern InheritanceDecision
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It goes through all nodes in the graph (line 1) looking for a node with type
Generalization (lines 4–5). Any such node is a complete match to the LHS before
nac. The nac (or nacs, if there were more than one) are checked next. If a nac is
true for the match, the match is not acceptable, and the search continues. If the
nac is false, a complete match is found. The code for evaluating the nac (lines
14-22) is generated the same way as the code for the initial match.

The generated customized match algorithm essentially goes through all struc-
turally valid node and edge combinations and checks that the given type and
attribute conditions hold. If a check fails, the code tries the next valid combina-
tion. This näıve matching algorithm is very inefficient. The actual implementa-
tion is a little better, but essentially it works as described here. Optimizing the
transformation execution time has not been a priority.

6 Related Work

Model marking[11, p. 3-6] is possibly the most common way to implement semi-
automatic model transformations. Source model elements are manually marked
to indicate which transformation rule should be applied and what role the ele-
ment should play in the execution of the rule. In UML models stereotypes are
typically used for marking. The markings provide the additional information
required for unambiguous transformation. An automatic transformation is then
used to produce the target models. Any automatic model transformation mech-
anism can be used in this manner. However, there is no tool guidance for the
user to make the markings. Also, the markings are typically dictated by the
transformation, i.e. the solution, and not the design phase, i.e. the problem.

The work by Gorp et al. on supporting traceability in interactive consis-
tency maintenance of software models [12] comes, perhaps, closest to our work.
As we do, they aim to interactively and semi-automatically solve inconsistency
problems due to changes in one of the models. The proposed tool, ICONS, com-
bines two existing methods and tools: ToolNet[13] for manual and CAViT[14]
for automated consistency maintenance. CAViT can be used to assess a certain
consistency violation and repair it automatically. In ICONS violating model ele-
ments are presented to the user, who can solve the inconsistency problems either
manually using ToolNet or in an automated fashion using CAViT. The user can
also choose to ignore the inconsistency.

In [15], Embley and Xu propose an interactive model-driven approach to
transform SQL databases to Object-Relationship Model (ORM) instances and
to further revise or abstract the ORM instances. While the approach by Embley
and Xu is solely targeted to database reverse engineering, our approach is a
generic model transformation approach. Namely, our approach does not use any
fixed transformation rules. Instead, the user can define his own transformation
patterns for his own specific purposes.

The transformations in the approach by Embley and Xu consists of a set of
rules, e.g. how to handle primary and foreign keys, and how to create general-
ization/specialization hierarchies. In cases where the rules do not yield unique
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results, the transformation tool SQL2ORM consults the user. Support for mod-
eling user decisions and decision context is not, however, provided.

7 Conclusions

In this paper we brought up some requirements for model transformation tools.
Incremental and iterative development, human interaction during the transfor-
mation, openness and transparency of the execution and presenting user deci-
sions in the solution domain vocabulary were some of them. We described the
DReAMT approach and proof-of-concept tool and explained how it addresses
these requirements.

As is evident in this paper, the tool is not finished and needs a lot of work.
The usability, stability and performance need to be improved. To this end, and to
further evaluate the approach itself, we are using or investigating the possibility
to use the tool in three case studies. Preliminary results for one of them were
reported in [2].
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Abstract. This paper describes how traceability for interactive model
transformations can be improved by modeling human decisions. Nor-
mally, only the decisions or their consequences are recorded during the
transformation. This means that tracing across decisions is not possible
or is inaccurate. Also, traceability over any transformation chain con-
taining at least one semi-automatic transformation is hindered.
This paper proposes utilizing a role model of the decision context, i.e.
the features that affect the decision, to extract traceability information.
The role model is a partial mapping from the source model to the target
model, across the decision. The roles facilitate rich traceability informa-
tion. The paper shows examples implemented with the DReAMT tool.

1 Introduction

Especially when talking about model-driven engineering, traceability can be de-
fined as any relationship that exists between artifacts involved in the software-
engineering life cycle [1]. In some cases it is enough to only know which elements
are related, but e.g. in change impact analysis, software comprehension and de-
cision support, it is useful to know also the nature of the relationship. This is
called rich traceability. Traceability is important across single model transfor-
mation steps and particularly across a chain of model transformations.

Traceability over a fully automated model transformation is a matter of de-
signing the model transformation so that it produces a proper record of trans-

formation [2, p. 3-7]. If human decisions are required in the process, traceability
becomes challenging. Merely recording a decision does not improve traceability,
because there is no information what artifacts affected the decision. In other
words, the decision itself is not traceable, and therefore neither are its conse-
quences. If the semi-automatic transformations are simple, it may be possible
to have traceability for some parts of the models, but traceability information
about the human decisions themselves is lost.

Unless the entire model transformation chain is fully automated, traceability
is hindered. We consider it quite common, that at least one manual or semi-
automatic transformation is used. After all, it is not always possible or feasible
to automate everything in a software project.
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It is possible to require that the human making the decision provides enough
information at decision-making time in order to enable traceability. If there is
not even primitive tool support, e.g. limiting the elements that can be associated
with that particular type of decision, this can be burdensome and repetitious.
The traceability information can also be produced manually as it is needed, for
example in the reverse engineering scenario. This is possibly done by a third
party. The traceability information, which existed at design time, has to be
rediscovered and that means redundant effort.

In this paper we show how modeling decisions in interactive model transfor-
mations can improve traceability over the transformation itself and a chain of
transformations. We use decision context [3] in modeling the decisions. Decision
context is a collection of the source model elements and other decisions that
can affect the decision. Decision context was originally developed for intelligent
decision reuse after source model changes.

When a human makes a decision, the decision context acts as a mapping from
source model elements to the decision, providing traceability for the decision and
so for the decision’s consequences, too. Decision context is a model, so it can
be used by a transformation tool to provide guidance to the human user. The
decision context is recorded with the decision, so the traceability information is
not lost and does not need to be rediscovered. The suggested approach degrades
gracefully. Even if there are decisions that can not be modeled in sufficient detail,
traceability can be achieved for the other decisions.

We also show how these models are defined in DReAMT [4] (Decision Reusing
Approach for Model Transformations). DReAMT is an approach for developing
interactive model transformations and a proof-of-concept tool. The model trans-
formation language used facilitates defining decision context for decisions.

The concept of decision context itself is previous work [3] as is DReAMT [4].
In this paper we apply decision context to the problem of decision traceability.

2 Background

Let us first present an example of a decision in a model transformation. We will
use this decision throughout the paper. In the logical design phase of database
design, an entity relation model is transformed into a relational schema. One
of the decisions for this phase is how to represent entity inheritance. There are
basically three options (e.g. [5, pp. 282–283]): a relation (table) is created for
each entity (we will call it each entity separately), the subclass and its attributes
are mapped to the relation of the superclass (merge with superclass) or the
attributes of the superclass are duplicated in the relation of the subclass (copy
to subclass). The decision, which is made for each entity (or more precisely for
each inheritance relationship), is which of the three options to use.

Simply recording the decisions does not provide good traceability. It is possi-
ble to trace each relation back to the corresponding entity or entities. However,
it is not possible to trace the decision to any features of the source model. The
fact that the relations are separated or merged in one of the three ways is ap-
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parent in the target model, but can not be mapped to the source model. Lack
of traceability for the decision prevents traceability of the consequences.

If the reasoning that led to a decision was known, it could be “reversed” for
traceability purposes. The problem is, if the reasoning was known, the decision
would have been automated in the first place. Fortunately, it is not necessary
to know the reasoning, only which features were considered when making the
decision. This is a much weaker requirement.

For example, when making the three-choice decision for a class (e.g. Photo

in Fig. 1), the designer might only be interested in its superclasses (Image) and
classes that have an aggregation relationship (Album) to this class. The conse-
quences of the decision (e.g. a new table for the subclass Photo) can be mapped
to the decision (copy to subclass for Photo), which in turn can be mapped to
source model features (Image and Album). The decision traceability information
exists, but if it is not recorded, it is lost and with it some traceability.

Fig. 1. A class diagram example

3 Related work

We are not aware of any other generic model transformation approach that
supports human interaction and decision modeling as part of the transformation
specification and implementation in such a way, that it can be used to improve
traceability. Many approaches can record decisions, but they do not attempt to
relate the decisions to features of the source model or to earlier decisions.

Model marking [2, p. 3-6] is arguably the most common way to construct
a semi-automatic model transformation. In model marking, the source model
is manually augmented with markings. For example, UML models are typically
marked using stereotypes. Then a fully automated model transformation reads
the source model and uses the markings to choose among ambiguous rules. In the
database design example, the designer looks at the source model, possibly looks
at the other decisions made so far, and makes a decision and marks the entity
with stereotype EachEntitySeparately, MergeWithSuperclass or CopyToSubclass.
Model marking is not tied to any particular model transformation language, tool
or technique. It can be used in conjunction with any technology.

Transformation using model marking is sometimes considered to be fully
automated. However, let’s look at the complete transformation c : S → T from
a source model s ∈ S to a target model t ∈ T where S and T are the sets
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of all valid source models and target models respectively. The fully automatic
model transformation a does not transform models of the same type as the
complete transformation c, it transforms a marking augmented model s

′ ∈ S
′,

so a : S
′ → T . The manual model marking step is a manual transformation m

from an unmarked source model to a marked source model (m : S → S
′). It

is the composition of the manual and automated transformations that performs
the complete transformation (c = a ◦m), and thus it is actually semi-automatic.

The decisions are recorded in the source model. The markings stay, so it
can later be seen which decisions were made, but there is no link between the
decision and the conditions that led to it. The decision is not traceable.

Of course, it is possible to require that the designer marks also those elements
that affected the decisions. The markings need to be linked together somehow,
so that it is clear, which marks belong together. If the affecting elements can be
deduced structurally, there is no need for extra markings. The traceability rules
can be hard-coded into the automatic model transformation. In the database
example, the superclasses and containers of a class can be found quite simply.
It is possible to build some transformation specific tool to help with the extra
markings. Model marking does not prevent using any of these methods, but it
does not support them either. In fact, the whole issue of decision traceability falls
outside the scope of model marking. All these extensions imply that the decisions
have been understood on some level. The understanding is thrown away.

Many model transformation tools—too many to list them all—include some
way to include user decisions, but they offer no support for incorporating the
decisions into traceability information. For example, in the Epsilon Transforma-
tion Language (ETL) [6] the user can be prompted for input. However, the tool
seems to offer no help in recording traceability information for the decisions. It
has to be hard-coded as part of the model transformation rules. Also, it seems
ETL is based on the concept of corresponding source and target elements, i.e.
one type of traceability relationships. ETL does support multiple target models,
so a rich traceability model could be created as a virtual target model.

Modeling and documenting design rationale [7] has similar goals than our
approach. However, the scope of decisions is usually much wider, sometimes
even encompassing decisions made in the requirements capture. The rationale
can typically include informal sources, such as requirements specification, notes
or experiences from past projects. We focus only on the models and decisions in
the same design phase in the same project.

Triple graph grammars [8] support rich traceability naturally, but can not in-
clude interaction. Simplified, a triple graph grammar is a model transformation
built on a kind of a graph rewrite system. The model transformation produces
the target model but also a correspondence graph to express relationships be-
tween the models. The correspondence graph can be rich instead of a simple link
between a set of source model elements and a set of target model elements.

There is some work on manually rediscovering or recreating the lost traceabil-
ity information after the fact. Gorp et al˙ have researched interactive consistency
maintenance [9] for software models. They attempt to solve inconsistency prob-
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lems in an interactive and semi-automatic fashion. Their tool ICONS uses two
existing methods and tools; one for manual and the other for automated consis-
tency maintenance. Model elements violating consistency are presented to the
user, who can solve the inconsistency problems manually or choose to let the
tool solve it automatically. The user can also choose to ignore the inconsistency.

4 Decision modeling

We consider decision making to involve a target, a context, the decision itself
and the consequences (Fig. 2). The target of a decision is the feature, e.g. model
element, to which the decision is related. In the example above the class Photo

is the target of the decision. The context is the part of the source model (or
some values derived from it) and those other decisions that affect the decision
making. In the example the superclasses (Image) and the containers (Album) of
Photo are the context. The decision is the option the decision maker chooses. In
the figure the option copy to subclass has been chosen. The consequences of the
decision means what the decision causes. In this case a new table is created and
the columns from the table corresponding to the superclass are copied to it.

Fig. 2. Model of decision making

The decision also has a type, we call it the decision kind. A decision is an
instance of its decision kind. The decision kind specifies, which elements the
decision is made for, how the context is computed and what the options and
consequences are. The decision kinds needed in a transformation are specified
when designing the model transformation and they form part of the transfor-
mation specification. In DReAMT, the decision kinds are also visible in the
transformation implementation. The decision in Fig. 2 is of decision kind inter-

pret inheritance (Fig. 3). This kind of decision can be made for any class, the
context is formed of the superclasses and the containers, there are three options
and each option has a consequence. Note that the set of options may be unlim-
ited, such as all character strings, and the range may be dynamic, e.g. classes in
the source model.

Because the target, context and options for decision kinds have been specified,
a supporting tool can guide the designer in the forward-engineering direction and
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Fig. 3. Model of decision kind interpret inheritance

record the decisions, including the target and context. The recorded decisions
of a decision kind form a mapping from the target model to the source model.
The mappings for all the decision kinds and from the possible automated part
together provide the tracing information between the target and source models.

Some decisions may require the whole model or a large part of it to be
considered. Then the traceability information from the mapping is useless: it
just states these features in the target model depend on the whole (or large part
of) the source model. The trace scatters too wide, so to speak. The situation is
similar, if some of the decision context is used conditionally. For example, if the
containers are looked at only when the superclasses fail a certain condition, in a
short-circuit fashion. The context is too loose and again the trace scatters.

Our approach does not help with loose context. Some context condition can
be left out to get a more coherent but partial trace, or scattering is accepted.
However, our tool follows the principle of degrading gracefully. Even if some
decisions can not be expressed fully, traceability is facilitated for the others. The
trace is incomplete, but better than without decision modeling.

5 Decision modeling in DReAMT

In DReAMT decision kind is modeled using a role model and expressions. The
role model (we call it a pattern) specifies the model element types of the target
and the context as well as the consequences. Fig. 4 visualizes the role model for
interpret inheritance. The round shapes are roles and the arrows are relationships
between the roles. The labels on the arrows signify the type of the relationship.
A role can be thought of as a place holder for a value, much like a variable.

The role class is the target. The roles super and cont represent the context
roles. The four roles in the middle represent the multiple choice decision (multi)
and the three exclusive options (ees, mws and cts) of interpreting the inheri-
tance relationship, i.e. each entity separately, merge with superclass and copy to

subclass. The cloud shapes attached to each of the options represent a group of
roles describing how the consequences are affected.

Each role has a type (not visualized in the figure), which restricts what kind
of values the role can have. Roles class, super and cont are class roles, so they
can only have values that are UML classes. The asterisks on roles super and cont
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Fig. 4. Pattern for decision kind interpret inheritance

signify that the roles can have multiple values, which makes their type essentially
a set of classes. The type of the roles multi, ees, mws and cts is user decision.

The decision context computation is specified using a graph rewrite system.
However, because the details of the graph rewrite system are not important for
the paper, Object Constraint Language (OCL) is used here for brevity. The OCL
expressions for interpret inheritance are shown in Fig. 5. The expression for super

navigates from the target (a class) to its inheritance relationships and then to the
superclass. The expression for cont navigates to the target’s attributes (which in
UML contain ends of the associations the class is part of) and filters them leaving
only association ends of composite associations. Then the expression navigates
to their opposite association ends and from there to the classes.

super:

target.generalizations.general

cont:

target.attribute->select(p1 |

p1.association->notEmpty() and

p1.aggregation = Composite

).opposite.type

Fig. 5. Context computation specification for interpret inheritance

The expressions are evaluated for each actual decision of this decision kind to
compute the concrete decision context. For example, for the class Photo in Fig. 1,
the expressions yield the set {Image} for the role super and the set {Album} for
the role cont. These values are assigned to the roles. We say the roles are bound.
The decision roles are bound when the user chooses one of the options. When the
choice is made, the corresponding consequence is executed and any roles in the
consequence part get bound. When all the relevant roles are bound, the decision
kind instance maps the consequence (target model elements) to the decision and
from there to the decision context (source model elements).

The values of the roles for the decision instance are stored in the model
transformation record, which is in a separate file from the actual source (or
target) model. Automated parts of the model transformation specification may
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store their role models to the same record. When the traceability information is
needed, the role values (and so the target-source mappings) can be used.

Using a role model for defining the decision kind’s context enables rich trace-
ability information. The role names provide categorization of the context (as
well as the consequences). This separates the contributions of, for example, the
superclasses and the containers. Also, the arrows and their labels can be used
to express relationships among the roles. The use of roles is illustrated in Fig. 6.
There are mappings (round shapes) of one type between the source model (on the
left) and the target model (right). There are two kinds of context roles and two
kinds of consequence roles. One kind of context (consequence) role is attached
to the decision with a continuous line, the other kind with a dashed line.

Fig. 6. Rich traceability information with roles; four types of relations

Modeling the decision kinds should not add much to the transformation de-
velopment effort. If the knowledge and understanding exists in some form, it can
be translated into decision kind specification. If the understanding does not ex-
ist, then it is not possible to get traceability anyway. The easiest way would be to
accept and take into account the presence of user decisions even in requirements
capture and early design, as we did in a case study [10].

6 DReAMT tool set

The DReAMT tool set uses the role model engine from Inari [11], an interactive
software design tool developed at Tampere University of Technology. INARI is
integrated with UML 2 Tools [12], an Eclipse-based UML CASE-tool.

The transformation engineer can start a transformation from inside the CASE-
tool. As the engineer makes decisions, they are stored in the model transforma-
tion record. The record is in a proprietary binary format, but there is an export
to an XML format. Because the whole decision role model is stored with the deci-
sion, the mapping information is not lost. For traceability purposes, the mapping
can be retrieved from the XML-file for machine or manual processing.

The DReAMT approach is not restricted to any particular metamodel or
even metametamodel. The same is true for the core of the DReAMT model
transformation engine. However, in order for DReAMT to read from a new model
type, a new CASE-tool or other model repository, an import functionality must
be added to the code. Also, the underlying Inari tool needs to be adapted.
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The model transformation language in DReAMT is based on graph rewrite
systems. For this reason, the decision role models are expressed as graphs. The
actual model transformation specification of the decision role model visualized
in Fig. 4 is in Fig. 7. The first lines declare the name of the pattern, the roles
that are used and their types. Roles after the keyword context are the context of
the decision. The target role is included, because it is part of identifying a deci-
sion instance. The model transformation language does not make a distinction
between the target and the context in the pattern definition. Roles listed after
decision are the decision roles. Lines 9–12 define the structure of the pattern
and lines 14–15 refine the roles super and cont as sets. Lines 17–26 customize
the user interface. The consequences have been placed in another pattern.

1 pattern InterpretInheritance {

2 context

3 class:ClassRole, // Target

4 super:ClassRole, cont:ClassRole;// Actual context

5 decision

6 multi:XorRole,

7 ees:DecisionRole, cts:DecisionRole, mws:DecisionRole;

8

9 class <--#_contained-- multi // multiple choice decis.

10 multi <--#_optionOf-- ees // option #1 for multi

11 multi <--#_optionOf-- mws // option #2 for multi

12 multi <--#_optionOf-- cts // option #3 for multi

13

14 super {#mul="*"} // define super as a set

15 cont {#mul="*"} // define cont as a set

16

17 // Override default UI texts for the options

18 ees {#name="STI: EachEntitySeparately",

19 #title="STI: Use pattern EachEntitySeparately.",

20 #description="STI: Use pattern EachEntitySeparately."}

21 mws {#name="STI: MergeWithSuperclass",

22 #title="STI: Use pattern MergeWithSuperclass.",

23 #description="STI: Use pattern MergeWithSuperclass."}

24 cts {#name="STI: CopyToSubclass",

25 #title="STI: Use pattern CopyToSubclass.",

26 #description="STI: Use pattern CopyToSubclass."}

27 }

Fig. 7. Definition of pattern InterpretInheritance

7 Conclusions and future work

It is not always possible to do away with all user decisions in a model trans-
formation or a model transformation chain. Sometimes it is not even desirable.
However, traceability should not have to be sacrificed just because interaction is
included. We presented in this paper how the concept of decision context can be
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used to model decisions and thus provide rich traceability across human decisions
and across semi-automatic model transformations.

There is much left to research in the interactive model transformations and
traceability. Especially ad hoc model changes and decision context definitions
that are too complicated to be captured with this approach offer challenges. We
are currently involved in a case study evaluating the overall approach.
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developed, ReST assured. In Vallecillo, A., Gray, J., Pierantonio, A., eds.: The-
ory and Practise of Model Transformations, First International Conference, ICMT
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Abstract

Decision Reusing Approach for Model Transformations (DReAMT) is a light-
weight approach for developing interactive model transformations. The approach
consists of an iterative model transformation development process and the use
of decision modeling. There is also a proof-of-concept tool set to support the
approach.

In this technical report we describe two studies where the DReAMT approach
and tool were used. In the first study we developed a model transformation to be
used as a component in a process modeling tool. In the second study we began to
develop a model transformation to support the creation of model checking rules
for a flexible modeling tool. The first study was carried out with Solita Oy and
the second with Trinity research team from Tampere University of Technology.

Evaluation of the studies shows that (i) the DReAMT approach can be used
to develop model transformations; (ii) interactive model transformations are flex-
ible; (iii) decision modeling makes automatic decision reuse possible; and (iv) the
DReAMT tool can be used by people other than its author.
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1 Introduction

Decision Reusing Approach for Model Transformations (DReAMT) [1] is a light-
weight approach for developing interactive model transformations. There is also
a proof-of-concept tool to support using the approach. The main principle of the
approach is that a model transformation is developed in iterations, starting with
an incomplete transformation that contains a lot of human interaction. The
model transformation is gradually refined and the human interaction is made
more structured in each iteration and finally possibly even automated fully.

In the beginning of the development of a model transformation–or any software–
there is typically very little known with certainty about the requirements. The
understanding and certainty grows during the development when new situations
are encountered and good and bad solutions are tried. Iterative development
makes it possible to start with a model transformation that helps the software
designer with just a few of the best understood tasks and grow the transforma-
tion as the understanding of the requirements grows.

In the first iterations the model transformation may be little more than a
pile of model editing scripts, some of which are launched automatically and some
manually. The transformation may have to also allow unrestricted editing of the
model so that the designer can complete all of their design tasks. With improved
understand in the next stage of iterations the transformation may resemble a
wizard. Most of the unrestricted model editing is replaced by a few chosen,
tool guided questions using the domain terms. In the later stages the model
transformation may be automatic or contain just a couple of human decision
points.

In this technical report we describe two research studies where we applied
DReAMT and evaluated the approach and the tool. In the first study the
DReAMT tool was used as a component in a business process modeling tool.
A DReAMT model transformation was used to transform a business process
that was expressed as an activity diagram into an XML-form understood by a
process and task engine. In the second study the DReAMT process was used to
develop a model transformation that assists in creating model (in)consistency
rules based on two metamodels. The first study was carried out with Solita Oy
and the second with Trinity research team from Tampere University of Technol-
ogy.

2 DReAMT

The DReAMT approach includes an iterative model transformation development
process, a model transformation language and a model for expressing human de-
cisions. The process defines the roles of Design Phase Expert, Transformation
Architect and Transformation Programmer as well as the responsibilities and
skill requirements for the roles. The process is centered around artefacts, which
are used in communication between the roles. The requirements specification is
captured in transformational patterns, the architecture and design in a model
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transformation definition and the final result in the model transformation im-

plementation.
The cyclical model transformation development process is illustrated in Fig. 1.

The artefacts created and refined in the process are shown as wide boxes in the
middle of the picture. A shaded area connects an artefact to the role that is
primarily responsible for it. Application development consists of several design
phases and there is a separate instance of the DReAMT process for each design
phase.

Fig. 1: Transformation development process and its roles [1, Fig. 1]

The model transformation language is based on patterns and graph gram-
mars. Each pattern implementation in the model transformation implementation
roughly corresponds to one transformational pattern in the requirements speci-
fication. So, the specification and the implementation have the same basic unit
of modularity, which helps contain the effects of incremental changes to the
specifications.

The human decision modeling gives the Transformation Architect and the
Transformation Programmer a way to define the context of a decision. A decision
context is the set of model elements and previously made decisions that affects
this decision. The decision context can be used to automatically reason about
the decision’s validity when the source model has been updated.

The DReAMT tool, which supports the DReAMT approach, is actually two
tools, the interactive model transformation execution environment (DIMTEE)
and the model transformation compiler (DMTC). The execution environment is
built on top of a task-based role modeling tool MADE [2]. The compiler is a
stand-alone program.

MADE is a versatile tool that was originally developed for framework spe-
cialization. DReAMT uses MADE to handle the user interface and to manage
and perform model editing tasks, which is only a small part of the functionality
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Fig. 2: DIMTEE and DMTC technology stacks

available. MADE itself is integrated with a UML modeling tool. The current
version is integrated with UML2Tools [3], which is built on top of Eclipse [4]
and uses the EMF-based (Eclipse Modeling Framework) UML2 component.

DIMTEE is integrated with MADE and the Eclipse UML2 component. The
UML2 component is based on the Eclipse Modeling Framework (EMF). MADE
is integrated with UML2Tools, which provides diagram editors on top of UML2.
DMTC uses only common Python libraries. The components DIMTEE and
DMTC consist of (light boxes at the top) and depend on (dark boxes at the
bottom) are shown in Fig. 2.

When the user launches a model transformation he gets a list of tasks. Per-
forming one task may bring new tasks to the list. When all the tasks have been
performed, the transformation is finished.

It is not within the scope of this report to explain the DReAMT approach or
tool in more detail. However, the reader does need some knowledge of how the
approach and the tool are used in order to understand the application sections.
We suggest that a reader who wants to know more about the model transforma-
tion development process [1], the model transformation language [5] [6], modeling
human decisions [6] or the tool [7] reads the author’s other publications.

3 Solita Process Language Modeling Tool

3.1 Solita Process Language

This study was conducted in cooperation with Solita Oy. They were developing
a business process management system for an external client company. The goal
of the study was to explore how process modeling could be used at Solita Oy by
developing a process modeling tool prototype. The DReAMT tool was used to
transform a process model into a proprietary XML-based process language used
by the business process management system.

The business process management system runs small business processes, such
as handling a product order. Despite the small size, a process may run for several
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days or even months. The system contains a process engine, which starts and
stops instances of processes manages them when they are running. The system
receives events from business systems and directs the running process instances,
if necessary.

A process description contains declarations of tasks, which are performed by
humans. A TaskBuilder service within the process engine creates and initializes
tasks and assigns active tasks to users. An external task management system
handles the user responses and updates the state of the tasks accordingly. The
process engine monitors the active tasks and reacts to changes in their states.
Task types are extensions to the TaskBuilder service.

A process description is essentially a state machine. It contains states, which
are called nodes, and transitions between the states. A transition can have a
condition (a predicate) that depends on, for example, external events and time-
outs. Exactly one of the states is active at any given time during the execution
of a process instance. When a predicate on any of the outgoing transitions is ful-
filled, the target of the transition becomes the active state. Even if more than one
condition becomes true at the same time, only one of the transitions is followed.

There are several types of nodes. A so called workphase node has tasks associ-
ated with it. When the state becomes active, the tasks are activated and the task
management system allows users to perform them. A fork node contains descrip-
tions of subprocesses, which are executed in parallel. When all the subprocesses
have finished, the outgoing transitions from the fork node may be triggered. The
execution in the main process does not fork. There is only one active state in
the main process (the fork node) and one in each of the subprocesses.

The process instance also has data that can be used during the execution,
for example the identifier of the product order being processed. The transition
predicates can refer to the process instance’s data.

The process description is given in a proprietary XML format. The majority
of the elements in the XML language are straight-forward, such as node, tran-

sition and predicate. However, the semantics of some XML elements and XML
attributes, for example scheduler and class, are not immediately clear from their
name.

A process description in the XML form is passed to the business process
management system, which creates a Java code component. When a process
instance is started, the Java objects required to hold the process instance’s state
are created. In the beginning the new process instance’s active state is its start
node.

3.2 Setup for the Study

The core of the study was carried out by a researcher (the author of DReAMT)
and a research assistant from Tampere University of Technology (TUT) and a
process designer and the author of the process engine from Solita Oy. Several
other people from both organizations participated in smaller roles. Most of the
work was carried out in about a year’s time in 2009–2010.
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The process designer had participated in the requirements capture for some
of the business processes, so he knew them very well. He knew the basics of
the process language and its XML format, but had not written any process
descriptions in XML. The author of the process engine had not been involved in
the requirements capture and had only seen a few examples of the real business
process specifications. As the lead designer, he knew the process language and
its XML format thoroughly. Both the process designer and the author of the
process engine had used Eclipse before, but not for modeling. Neither of them
was familiar with the UML activity diagram notation.

The process modeling tool was built by customizing UML2Tools and MADE
and by writing a DReAMT model transformation. The research assistant acted
as the main tool developer and did most of the customization and wrote the
model transformation. He had no prior experience of model transformations or
DReAMT. The researcher supervised the study and did some modifications to
MADE and DReAMT. The process designer and the process engine’s author pro-
vided information about the process language and assessed the process modeling
tool.

The process modeling tool was meant to be used by the people who write the
XML process descriptions based on business process specifications. The process
modeling language was defined as a profile for a UML activity diagram. The
profile defined stereotypes and attributes for the stereotypes. The stereotypes
were used to distinguished between the various node and transition types. Node
type specific details, for example the name of a Java class used for callbacks,
were stored in the extended attributes of the stereotypes. The syntax and visual
appearance of activity diagrams was used, but the semantics were different.

In the process modeling too, the user would first draw the process model
using the UML editor and then launch a model transformation to generate the
XML format. The process model is mostly just a visualization of the process,
so the model transformation from an activity diagram to the XML format is a
syntactic translation. The process modeling tool developer used the DReAMT
model transformation language and tool to create the model transformation.

Because the primary goal was to learn more about the suitability of process
modeling for Solita Oy and not just to create a tool, the plan was to create an
initial tool version early and improve it in cycles. The first version would be
used just for gathering experiences and feedback to find better requirements.
Also, collecting the process patterns can be started when some version of the
tool is available.

3.3 Building the Process Modeling Tool

The process modeling tool developer started by customizing the tool platform.
He added support for profiles and stereotypes to MADE, fixed some bugs in the
interaction with activity diagrams and so on. He also studied about graph-rewrite
systems and model transformations.

The researcher added the ability to process activity diagrams to the UML2
Import component in the DReAMT tool. This was easy, because it only involved
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modifying the translation model, which is used to generate the import code.
The researcher also helped the process modeling tool developer learn about the
DReAMT model transformation language and about using the DReAMT tool.

After the training for using the model transformation language, the tool de-
veloper wrote the model transformation independently. The DReAMT model
transformation development process was not used, because the model transfor-
mation was merely a mapping. The activity diagram and the process language
had nearly identical structure by design, so the model transformation mostly
just recreated the structure using different node types.

The initial version of the process modeling tool was based on many guesses
about the process language. Technical documentation about the business process
management system and especially the process language had been sent to TUT
and it had been studied there. The documentation was quite technical and had
been cleaned of references to Solita’s client. It was difficult to understand some
aspects of the process language, because the documentation was on a low level
and lacked a real context. The syntax was clear from the XML schema, but the
semantics of, e.g. the different kinds of nodes were not clear.

In principle it would have been possible to design a visual language based on
the syntax alone. However, the aim was for humans to read and write processes
in the language and it was important to know the meaning of concepts and not
just their form. In order to be suitable, a visual language needs to emphasize the
important and hide the less important features.

At this point the process designer and process engine’s author were not yet
directly involved. They were working on other projects, but questions were fre-
quently directed to them, because they knew the most about the business process
management system. Communication was done via email, which is always chal-
lenging. We do not mention these obstacles to chronicle the rare and exotic
misfortunes that befell us. We mention them, because such events are common
in real projects in real environments.

The modeling tool was demonstrated to the process designer and the author
of the process engine. They quickly discovered mistakes in the representation of
the processes. The errors were caused by the initial misunderstandings and lack
of knowledge about the semantics of the process language. When the participants
were in the same location, communication was, of course, much more efficient
than by email. Many of the misunderstandings were corrected in the same session.
Despite its shortcomings the first tool version served its purpose of generating a
lot of feedback.

For the second version of the process modeling tool, the tool developer made
modifications to the process modeling language, i.e. the activity diagram profile,
and to the XML generation. He also made some bug fixes and general improve-
ments to the code. A process model now contained all the same information as a
process description in the XML form. The workflow was visible as activities and
flows, that were stereotyped to mark the various node and transition types. All
the details, such as Java class names for callbacks, were stored in attributes of
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the stereotypes. In UML2Tools these extended attributes of the elements were
only visible when viewing an element’s properties.

Note that this is not a model marking [8, p. 3-6] approach. The stereotypes
and details are part of the process description and they are used by a process
writer. They are not additional markings used only in the model transformation.

At the same time, the writing of processes had started at Solita Oy. Because
these were the first real processes written in the process language, new require-
ments for were naturally discovered. As a consequence, changes were made to
the process engine’s capabilities and the process language to accommodate to
the new needs.

The process modeling tool still produced process descriptions in the old XML
format. It was presented and delivered to Solita Oy with a user manual. Unfor-
tunately the tool was too difficult to be used without the presence of the tool
developers, despite the manual and a training session. There were also some in-
stability issues with the integration of UML2Tools and the rest of the process
modeling tool. The poor usability and technical problems prevented independent
use of the tool at Solita Oy.

The third version of the process modeling tool produced process descriptions
in the new XML format. A lot of effort was spent to improve the usability and
the stability, but the problems never were satisfactorily solved in the scope of
the project. Even with additional training, the tool was not mature enough to be
used independently. It was therefore decided that the researcher, being familiar
with the process modeling tool and the workarounds to its problems, would use
the tool to model two real business processes. The process designer chose two
processes he considered to be among the most complicated ones.

The two business processes were described in process specification documents
that contained a textual description of a business process and a picture in an
ad hoc workflow notation. It showed the structure of the process, conditions
on transitions and the tasks. The specifications had been written by different
people, but the pictures were similar and closely resembled the activity diagram
notation used in the process modeling tool.

The notation used in the pictures was not formalized. The pictures were
meant only to augment the text. They contained small inconsistencies in the
notation, for example the difference of branching and forking was not clearly
marked and some transitions had been accidentally left out.

The researcher modeled the two processes. The activity diagram representa-
tions closely resembled the pictures in the process specification documents. The
two process models, the produced XML and the tool itself were presented at
Solita Oy and they were discussed.

A modified activity diagram for one of the processes is shown in Fig. 3. The
names of the process, the nodes and the tasks have been changed for confidential-
ity reasons. The structure in the diagram is not changed. The rounded boxes are
nodes and the connecting arrows are transitions. The texts on the transitions
are predicates. The rectangles are tasks and the arrows with the text “using”
connect a workphase node to the tasks it activates.
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Fig. 3: Process model for creating a new product

The modified process handles the creation of a new product type for a whole-
sale company who sells and delivers products to other companies or franchises.
The process starts at the top and the normal workflow proceeds down. The top
part of the process handles the creation of the product type into the wholesaler’s
information system. The bottom part consists of three parallel paths. The left-
most path deals with instructing regional salesmen to which companies they
should try to sell the new product. The middle path processes delivery contracts
and logistics with the supplier. The rightmost path is for entering the product’s
information into a product databank shared by the wholesaler and its clients.

3.4 Feedback from Solita

The study proceeded in iterations and throughout the study the process designer
and the author of the process engine gave feedback on process modeling and its
suitability for Solita Oy in this context. During the study they gave feedback
in discussions and in email correspondence and after the study they gave a free
form summary. The process designer and the author of the process engine were
given a short list of topics to cover in the summary and they were encouraged
to include any other comments they wished.

Because the model transformation is only a small part in the process modeling
tool, the feedback is not directly about the DReAMT tool. However, the process
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designer and the author of the process engine make interesting observations,
which we find relevant from the point of view of developing model transfor-
mations, modeling language design and application of modeling (and thus also
applying MDE). For completeness, we provide most of the generic feedback as
well, although in an abridged form.

According to the feedback, the visual notation for the process model makes
the structure of the business process easy to understand. Examining details, how-
ever, is difficult. The visual notation did not contain or highlight non-essential
aspect, but some relevant features, for example attributes of nodes, were hidden.
Making all the details visible would clutter the process and obscure the process
structure. Some parts of the UML activity diagram notation were considered
difficult to understand.

Understanding of the uses of process modeling grew during the study and
many initial assumptions were discovered to be wrong. The process modeling
tool produced and delivered did not abstract from the XML, that is, it did
not remove the need to manipulate and understand the details present in the
XML. Either the details need to be added into the visual process model or they
have to be added to the XML after it has been generated. Modifications to the
XML would be lost if the XML was generated again. For these reasons, the
process modeling tool is not very useful for a process writer, even if the technical
problems were fixed.

The model transformation is not very visible to the process modeling tool
user, so there is not much feedback about it. It correctly translated the infor-
mation in the extended activity diagram form into the XML form. Optional
attributes for nodes could be set and default values changed during the XML
generation. However, changing the values requires detailed understanding of the
XML format.

The process modeling tool served its purpose in helping explore process mod-
eling in Solita’s context, but it turned out that the need for a modeling tool are
different from the initial guesses. Therefore the process designer and the author
of the process engine did not consider a process modeling tool with these features
to be suitable for use at Solita Oy.

With the experience and increased understanding of the potential and uses
of process modeling in Solita’s context, the author of the process engine and the
process designer described what kind of a process modeling tool would be most
useful. The most important purpose for a process modeling tool from Solita’s
perspective is to make creating business processes easier, so that the user does
not need to know the details of the process language.

A process modeling tool should be well aware of the process language, so it
could help and guide the user with difficult actions. The tool could guide the
user, e.g. by requiring mandatory attributes to be given and suggesting default
values for optional ones. This information is already in the XML schema, and
could perhaps be used in the process modeling tool to adjust its behaviour.

Such a tool would complement direct XML editing instead of replacing it.
The graphical notation and the UML2Tools editor work well for creating and
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modifying the structure of the process, but the details need to be modifiable as
well. The structure of the process could be viewed and modified in visual form
and details added into the XML. A round-trip engineering functionality would
allow propagating changes between the process model and the XML without
losing information. It should also be possible to start with either format and
generate the other.

A process modeling tool should support incremental process development, so
that a sketch of a process could be gradually refined and augmented with the
necessary details. The tool could maybe be used in the requirements capture
phase to draw an initial sketch with the bare amount of details. The sketch
would then be passed on to a process writer more as a specification than as
an incomplete process description. It is not certain that such use of the tool
would reduce the total effort, but it would help people with different skill sets
to participate in implementing a business process.

The appearance of various visual elements should be customizable. This
would help visually distinguish between nodes whose type is the same, but that
have some specific values for its attributes. For example, a node that triggers an
asynchronous external operation could look different from normal nodes.

3.5 Observations and Conclusions

Because the model transformation was such a clear translation from one format
to another, and especially since the business process model was shaped following
the XML-format, the DReAMT process was not used. So, this study evaluates
only the use of the DReAMT model transformation language and the DReAMT
tool for developing model transformations.

The process modeling tool developer designed and wrote the first version of
the model transformation and each update on his own. The author of DReAMT
participated in designing the process model and visualizations for several of the
process language concepts and provided a little assistance in bug hunting, but
did not write any pattern implementations or application rules.

This was the first time the process modeling tool developer used DReAMT.
He had no problems with writing the implementation in the model transforma-
tion language nor with using the model transformation compiler DMTC. There is
no real debugging support, which would be vital in a finished production quality
tool set. So, there were a few bug hunt sessions, where he needed help.

The researcher added support for UML activity diagram elements into the
DReAMT tool. This was very easy due to the translation model that is used for
generating the model import component.

We conclude that the DReAMT model transformation language and tool can
be used with little initial training and that extending it to work with new types
of UML diagram notations is easy.

The goal of the study was not to apply MDE to business process implemen-
tation at Solita Oy. However, exploring the possibilities for modeling and code
generation are close to what could be a first stage in applying MDE. We there-
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fore think that some observations made in this study could be generalized for
many MDE attempts.

In this case, there was no particular process of how a business process speci-
fication becomes a business process implementation. The natural language spec-
ification is just handed to a process writer who somehow writes an XML file.
No one knew initially what would be the best place for modeling, what should
be modeled or how. The understanding of these issues slowly grew during the
development of the process modeling tool. One of the modeling languages—the
XML format for the business processes—evolved during the development. Many
initial guesses were wrong, including such fundamental issues as the best target
group for the modeling and tooling.

Such challenges are typical to software development and we have argued that
they are typical for its small subset, model transformation development, too. If
models and high quality model transformations had been developed based on
only these bad guesses, it would have been a disaster. A thorough analysis prior
to developing the model transformations would have delayed the start of imple-
menting the business processes and would not have helped in the end, because
some problems were discovered only while the real business processes were being
implemented. We see this as support to our claim that model transformation
development should happen iteratively and in parallel to development of the
application (in this case business process implementations).

We also take this opportunity to examine the reasons the process modeling
tool was not found useful. The tool should have allowed crafting business pro-
cesses easier than with XML. However, the business process model contained
all the same information as the XML format. Nothing was abstracted away. Al-
though the overall structure of the process was easier to see, the details still
needed to be added.

The modeling language was just a different syntax for the same content.
That does not raise the abstraction level. Just adding a proper “model” or a
visualization does not help on its own. The abstraction level must be raised
by leaving out details, in order to gain much benefits. The process description
already had a structured well-defined form, so having a (UML) model did not
add anything new.

Another reason for the unsuitability of the process modeling tool was that the
values of some properties were much more important than expected. The pro-
cess engine has many extension points and some properties of nodes determine
the extension to use. Two nodes with different values in such a field could be
semantically very different and hiding this distinction in the visual notation ac-
tually makes the process more difficult to understand. This is the reason why the
process designer and the author of the process engine mentioned customizable
appearance for subtypes of elements.

We think a better use for the process modeling tool would have been in the
requirements capture, where a process model and its visualization could replace
the sketches made with a regular drawing program. In that way, it might have
even been possible to use the first process not only to visualize the process struc-
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ture but also to simulate some usage scenarios. The business experts involved in
crafting the business process specification would have been able to run previously
defined or ad hoc usage scenarios to look for any obvious logical mistakes.

4 A Flexible Modeling Tool System

4.1 Trinity

This study was conducted at Tampere University of Technology. The Trinity
project had developed flexible modeling tool system called Trinity, which allows
manipulating incomplete and even inconsistent models. The Trinity project was
going to build a component that informs a modeling tool user how the model is
inconsistent with its metamodel. The goal of the study was to develop a process
and tool support for creating inconsistency rule sets based on the differences
between the metamodel and what actually is allowed in the tool. The DReAMT
approach was going to be used to develop a model transformation to assist in
creating such rule sets.

For the purposes of this study, the Trinity system consists of a model reposi-
tory and integrations to various modeling and reporting tools. The model reposi-
tory is a relational database and the tool integrations communicate with it using
an object-relational mapping component. The integrated tools themselves can
vary from modeling environments like Eclipse UML2 to drawing tools with some
diagram support, e.g. Microsoft Visio, and reporting tools such as Microsoft
Excel or Word.

In reality Trinity contains much more. The model repository is distributed,
not local and centralized; tool integrations can communicate with each other
using an agent architecture; models can be annotated, reviewed and linked to
each other; and models can be versioned. For the purposes here, however, the
simplified view of Trinity suffices.

The tool user does not directly edit the model with the tool, instead he edits
a view of the model. A view is a tool specific representation of a full or a partial
model and can contain graphical and textual elements and information such
their size, position and colour. The elements in the view are also linked to the
elements in the model. Both the view and the model are stored in the model
repository. The model repository also contains a metamodel both for the model
and for the view. There can be more than one view to a model and the views
can be for different tools.

Trinity is integrated to a modeling or reporting tool by building a component
specifically for that tool. The component observes the tool user’s actions, e.g.
drawing an element or connecting elements, and interprets their effects on the
view and the model. The changes are reported to the object-relational mapping
component, which stores them in the repository.

4.2 Incomplete and Inconsistent Models

Trinity allows incomplete and inconsistent models because of the view that mod-
eling is more than just entering the finished model into a tool. Modeling is pri-
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marily a creative design activity and the role of the model changes during it.
Especially in the early stages the model may be used for communicating and vi-
sualising ideas and thoughts. Such sketching should not be restricted by demands
of completeness and full compliance with the modeling language. A modeling tool
should assist in the modeling work and not just in recording its result.

Also a method or an ad hoc way of working can benefit from the flexibility.
For example, a method might state that the properties and classes of a subsystem
are identified independently and they are combined in a separate step. Without
any tool support the designer could first list the properties and the classes, group
related properties together and then assign the groups to classes. The properties
in a group become class properties of the class. With flexible modeling tool
support, the designer could draw class properties without a class, visually group
them and then move them into classes. If the tool is inflexible, the actual design
work has to be done outside the tool, e.g. on pen and paper, and only the end
result is entered into the tool.

At some point in the modeling, when the sketching is over, it is important that
the model is and stays consistent with the modeling language. For instance, when
the model has already gone through several iterations and only small incremental
changes are being made, the changes must not break the model. To make full use
of the model it should be complete and consistent when it is used, for example
for generating code, simulating or testing. The usage dictates where in between
permitting “everything”and full consistency the model consistency requirements
should be set at a given time.

In addition to the modeling language itself, guidelines and profiles for the
domain, organization or project may place restrictions on the model. Restrictions
may affect the content, i.e. the model, and the appearance, i.e. the view data.
For example, it may be required that classes have unique names within their
namespace, or that in a workflow diagram the default path is laid out from left
to right.

It is not possible or feasible to remove all restrictions on the models. A
modeling tool can not help the user much if it can not make any assumptions
about the model. The modeling tool interprets the user’s actions in a certain
way and thus excludes some options.

For example, when the user is drawing a line that represents an association
and moves the end of the line over a class, the modeling tool assumes that
the user intends to attach the association’s end to the class. The modeling tool
follows the UML class diagram metamodel and creates a link with the label type

from the association’s end to the class. However, no user action can connect
these model elements with a link that is used between a class method and its
parameter.

The interpretations that are coded into the integration component for a mod-
eling tool impose restrictions, which in fact define a modeling language. This
implied modeling language is a superset of the actual modeling language, i.e. it
is more permissive. In Trinity it is considered, that there is an abstract meta-
model, so called relaxed metamodel for the implied modeling language. The re-
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Fig. 4: The model repository’s view of relaxed metamodel

laxed metamodel is specific to a modeling language, but also to a modeling tool
and its integration component.

Each model of that language must comply with the restrictions defined by the
relaxed metamodel. No collection of restrictions, including the actual metamodel
of the language, can be looser than the relaxed metamodel.

From a purely implementation point of view, the model repository only re-
quires that models consist of elements and links, both of which are typed. Links
can have one or more ends, each of which is connected to an element. There
are no restrictions on the types, so a class diagram may contain elements from
a mind map and a link that should be between a state and a transition may
be placed between two classes. These loose restrictions form a very permissive
metamodel (Fig. 4), which is used for all the models regardless of the modeling
language.

4.3 Setup for the Study

The study was carried out by the main researcher from the Trinity project and
the author of DReAMT, who worked in the MoDES project. At the time of this
writing, the study is still continuing and the work reported here was carried out
in about a month’s time in the beginning of 2010.

The goal was to build a model transformation to support the process of pro-
ducing a model consistency rule set based on the metamodel and the relaxed
metamodel of a language. The rule set creation process was at this stage re-
stricted to UML class diagrams viewed and modified in Microsoft Visio. It was
planned, that later the process would be generalized to apply to a wider context.

There was no rule checker component and no rule checking language yet at
this point. So, there was no suitable intermediate language, which could capture
the rules. It was therefore decided that the model transformation would produce
the rule set in a simple XML format that lists the conflicting conditions. It was
understood, that this format would not be the final modeling language and that
once the rule checker component was developed, the target modeling language
for the model transformation would change radically.

The Trinity researcher acted as the Design Phase Expert and the author
of DReAMT acted as the Transformation Architect and as the Transformation
Programmer. The Trinity researcher knew in detail how the Visio integration
component worked and what limitations there were to editing the class diagrams.
He also had ideas of specific consistency rules that should be enforced. However,
he could not immediately craft an explicit relaxed metamodel nor could he list
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detailed reasoning based on the differences in the relaxed and normal metamod-
els. The Trinity researcher had basic knowledge of model transformations and
very little knowledge of DReAMT.

The author of DReAMT knew DReAMT thoroughly and as a model trans-
formation researcher had good knowledge of model transformations. He had very
little knowledge about the Visio integration, the relaxed metamodel or required
consistency rules. Both participants had good knowledge of modeling and specif-
ically modeling with UML.

4.4 Building the Model Transformation

First the participants met a couple of times to agree on the scope of the study, its
goals, etc. After that they met roughly once a week in a room with a whiteboard.
The whiteboard was used heavily to draw correspondence examples, metamodel
and model fragments and to write patterns and consistency rules. The white-
board was photographed when a session ended and when the whiteboard got
full. The Transformation Architect then translated the information in the pho-
tographs into the DReAMT process artefacts offline. One of the photographs is
shown in Fig. 5.

The Design Phase Expert and the Transformation Architect focused on craft-
ing the relaxed metamodel and listing correspondence examples, consistency
rules and reactions to the violations of the rules. A correspondence example rep-
resents a fragment of the source model(s) and a fragment of the target model(s).
In this case the source models are the normal and relaxed metamodel and the
target model is the consistency rule model. The source model fragments express
a class of conflicts between the metamodels. They were given as class diagram
fragments. The consistency rules and the reactions were just written as text.

For instance, the correspondence example in Fig. 6 shows a case where the
metamodel requires an instance of a type (Y in the figure) to be always be
contained within an instance of another type (X), but the relaxed metamodel
permits stand-alone instances. A concrete example is the metamodel requiring
class properties to be placed within classes.

When a designer is creating the consistency rules, they need to consider
many things. Although a conflict between the actual metamodel and the relaxed
metamodel always means that a model can be inconsistent, it does not necessarily
mean that a rule should be generated.

The rule checker component will need to react to the modeling tool user’s ac-
tions very fast and without slowing down the computer. The designer may deem
that checking for some particular conflict would likely happen too frequently or
be too slow to be suitable for an interactive application. Other conflicts might
be unimportant or so frequent that notifying the tool user would be annoying
instead of being helpful. It could also be, that checking for one conflict can be
combined with checks for other conflicts or in general needs to be handled in
an exceptional way. For these reasons, the model transformation can not be
automatic.
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Fig. 5: Whiteboard full of correspondence examples, rules and fragments

The Design Phase Expert already knew before the transformation develop-
ment process even started that some consistency rules were going to be needed.
They were collected and they acted as a rough measure of how complete the
transformational pattern system is, because all the rules should be found during
the consistency rule creation process. If they are not found with the help of the
patterns, then they need to be manually discovered by the designer.

Some correspondence examples were found by analyzing concrete conflicts
between the normal and relaxed metamodel. Because there was no concrete
relaxed metamodel, this step was not systematic. Correspondence examples were
also found by looking at the list of consistency rules that should be found and
trying to find a reasoning for them in the differences between the metamodels.
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Fig. 6: Correspondence example for mandatory/optional container

In total about a dozen correspondence examples were found and refined into
transformational patterns and implementation.

Because there was no explicit relaxed metamodel, there was nothing to exe-
cute the model transformation against. For this reason, the model transformation
implementation step was skipped for the first few iterations. Instead, the trans-
formational patterns were applied manually to selected parts of the metamodels
by drawing the result on the whiteboard.

4.5 Observations and Conclusions

The iterations took roughly a week each, and both participants were busy with
many other things at the same time. Having concrete artefacts in the form of cor-
respondence examples and transformational patterns helped continue the work
where it had been stopped the last time.

A fully automatic model transformation could not have been used in this
case, because the designer’s decision in two identical looking situations can be
different. In fact, the designer needs to make quite many decisions. If the relaxed
metamodel is changed, the validity of these decisions needs to be checked some-
how. Decision context provided a convenient way to express validity conditions
for decisions.

Because the transformational patterns were based on clearly specified con-
flicts between two metamodels, the decision contexts were easy to define and
they were very small. For example, in the case of mandatory/optional contain-
ment, the conflict is the multiplicity of 1..1 in the metamodel and 0..1 in the
relaxed metamodel. If the multiplicity on either metamodel changes, the asso-
ciation is no longer a containment association or the association is not between
the same metaclasses, the decision becomes invalid, otherwise it is valid. This
can be captured in a decision context.

5 Conclusions

In this report we discussed the application of DReAMT approach to model
transformation development and the supporting tool. The tool was applied in
two studies, one with Solita Oy and the other with a research project at TUT.
The DReAMT approach was applied in the TUT research project.
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The two studies reinforced our opinions that (i) the DReAMT approach can
be used to develop model transformations; (ii) interactive model transformations
are flexible; (iii) decision modeling makes automatic decision reuse possible; and
(iv) the DReAMT tool can be used by people other than its author.
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