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Abstract

The users of modern design software for electrical appliances can acciden-
tally attempt an analysis of ill-posed design problems, ones with no sensible
solution. It is tedious to track down such mistakes manually, but certain
topological objects, the homology groups, provide systematic procedures for
detection of such mistakes. However, the procedures are not necessarily
practical if the time consumed in computation of the homology groups is
excessive. This thesis analyzes the electromagnetic modeling problems and
different methods to compute homology groups for the models. A strong
emphasis is placed on the computational complexity.

The spatial model for electromagnetics, differentiable manifold with bound-
ary, is introduced and some machinery is constructed to define its integer-
coefficient homology groups. Their computation is expressed in terms of
standard computational problems of Abelian group theory. The problems
involve integer matrix computations, where large intermediate results may
emerge and require attention in complexity analysis. The problems admit
polynomial-time solution, but some of the polynomials are of unacceptably
high degree. Particularly, the computation is known to consume considerable
time if the homology groups have torsion subgroups, and this possibility in
electromagnetic models is investigated in detail. Also, homologies over dif-
ferent coefficient groups are introduced as alternatives and their connection
with integer-coefficient homology is characterized.

Numerical computation typically requires tessellations of electromagnetic
models into elements — up to millions, even if the model is homologically
rather simple. This is an unnecessary burden for the group theoretic solution
schemes, and various methods are introduced to simplify the tessellations into
a modest fraction of the original and thus reduce the overall computational
complexity. Unfortunately, the methods do not admit rigorous performance
bounds, but remain heuristics, leaving the rigorous upper bound for overall
complexity very pessimistic: the overall time hardly ever attains the bound
in any practical design problem.
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Chapter 1

Introduction

The electromagnetic phenomenon can be conceptually expressed with field
quantities, which depict observed effects on charged particles, caused by other
charged particles. If the charge- and current distributions are known in whole
space, one can pose questions about their effect on charges and currents in any
location. The theory of electromagnetism states the interrelations between
the field quantities1, which leads to various field problems. Typical field
problems are (sets of) partial differential or integral equations, together with
some further information — for example, algebraic relations of the fields
called constitutive equations, which are used to characterize the media. A
profound question of these problems is their well-posedness : Is there a field
satisfying the given conditions, and if there is, is it the unique field satisfying
the conditions? These are the questions of existence and uniqueness of fields.

The situation where a field is expressed with the exterior derivative d of
another field arises frequently in electromagnetic modeling. This relation
may be a relation of the electromagnetic model, or it may be a deliberate
construction where a field quantity is expressed indirectly as the exterior
derivative of an auxiliary quantity. In both cases, the differentiated field can
be called a potential. The generalized Stokes’ theorem

∫

M

dω =

∫

∂M

ω

establishes a duality between the exterior derivative and the boundary oper-
ator ∂, and implies that potentials can exist only for fields whose exterior

1Mathematically, the fields may be objects of e.g. vector field-, differential form-, or
cochain formalism. The exposition will use differential forms.

1



derivative vanishes — called closed forms in the differential form formalism.
However, not all closed forms have potentials. This complication is related
to the fact that fields are mappings from a domain, and the topological fea-
tures of the domain get involved. Due to the duality arising from the Stokes’
theorem, the relevant topological notion arises from the study of whether a
part of the domain is a boundary of another part of the domain (cf. fig-
ure 1.1) — a branch of topology called homology. The closed p-forms with

c1

c2

Figure 1.1: Example of homology. Curve c1 is homologically interesting,
because it is not a boundary, whereas c2 is uninteresting: It is the boundary
of the shaded patch.

no potential constitute the pth de Rham cohomology group, which is by de
Rham’s theorem [78] isomorphic with the pth homology group of the domain.
The references [18] [50] [78] show that the absolute homology groups of the
domain are needed to obtain the cohomology class of a form, and hence to
decide the existence of a potential for it.

The uniqueness question of fields in the three-dimensional Euclidean space,
a topologically simple unbounded domain, was first settled in the form of the
Helmholtz decomposition of vector fields by Helmholtz in [34]. This decom-
position relies on the fact that due to the limited energy involved in any field
produced by a finite-magnitude source of finite support, the fields must ap-
proach the zero field as the distance from its source increases. However, the
domains where the field quantities are defined are usually compact for prac-
tical reasons. If they have boundaries, some information about the unknown
fields is required on the boundary in order to make the solution unique2. For
differential forms, this is the trace (see e.g. [7] or [50], there denoted by i]) of
the form (for form ω, denoted by tω), analogous to the tangential or normal
component of vectors fields. These problems are called boundary value prob-
lems, and the following example demonstrates the uniqueness question for a
quasi-static field:

2This is plausible: Usually, the domain is a suitably chosen subset of the three-
dimensional Euclidean space, and the sources outside the domain affect the fields in the
domain.
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1.0.1 Example. Consider the electric field e governed by Faraday’s law

de = −∂tb

in domain M (fig. 1.2), subject to some boundary condition te = f on N
(i.e., the tangential component of the electric field is imposed). Take another

N

c2

M
c1

Figure 1.2: Uniqueness of e in M : Different routes of integration from one
component of N to another.

prospective electric field subject to the same conditions and subtract the two
differential forms to get the difference e′, subject to the conditions

de′ = 0 te′ = 0 on N.

It is known that integrals of e′ along N are zero, and integrals of e′ over the
boundaries ∂s of all surfaces s in M are zero, because the generalized Stokes’
theorem

∫

∂s

e′ =

∫

s

de′ = 0

guarantees this. Hence, the integrals of e′ over c1 and c2 are known to be
equal, but the value of the integral may differ from zero, i.e. the integrals
of the two differential forms over e.g. c1 may differ. This implies that the
integral of e over c1 must be known to make e unique3. A classical way to
do this in electrostatics is to impose a scalar potential difference between the
two components of N . The curves c1 and c2 belong to the same element of
a relative homology group: They are curves which have no boundary outside
N , neither alone bounds any surfaces together with N , but together they
bound a surface with N .

The example shows that relative homology groups are indeed required in
uniqueness studies. Some work has been done [6] [46] [50] [76] to establish a

3A note is in order: The differential form e has a dual form d = ∗e through the Hodge
operator ∗, for which dd and td on the rest of the boundary can be imposed. However,
these additional conditions do not settle the integral of e over c1.
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conceptual bridge between the demonstrated uniqueness question in electro-
magnetics and a body of mathematical literature [11] [16] [39] [49] [60] which
provides theoretical machinery but scarcely connects it to physics.

The electromagnetic modeling usually leads to boundary value problems
which are too hard to admit a computation of the exact solution. Therefore,
approximate solutions are sought for the problems with numerical methods :
The function spaces where the exact solution lies is infinite-dimensional, but
the dimension of the space is restricted purposefully to admit the compu-
tation of a finite-dimensional approximation for the solution with a com-
puter [7]. The approximation is often sought from the space spanned by a
finite number of basis functions of local support. Sometimes the solution is
characterized with finite amount of information produced with some sam-
pling strategy. These involve tessellation of the field domain into various
kinds of cells, and the homology groups are in principle computable from
these tessellations.

1.0.2 Remark. With all the ingredients above combined, one should be able
to produce a system which checks the well-posedness of a quasi-static elec-
tromagnetic problems before they are submitted to numerical solution. This
could provide a major improvement for the electromagnetic design software:
It is often time consuming to track down the problems in a solver program,
typically expressed in numerical terms (e.g. poor rate of convergence), to a
flaw in the well-posedness of a field problem.

The motivating question for this work is: “Can the homology groups be com-
puted such that electromagnetic design software can be improved with them?”
Several computational techniques are presented and analyzed in order to
prove that this is the case. The hardships encountered in this pursuit bring
about another question: “Why are homology groups not computed routinely in
electromagnetic modeling?” This is the case, even if the reasoning above im-
plies that the homology groups can provide valuable answers for fundamental
questions about the predominant electromagnetic model, the fields.

1.1 Aims and methods of the study

A few reasons can be suggested for the absence of everyday homological
computation in electromagnetic modeling at the moment.

• The usefulness of the homological information in modeling has not been

4



widely recognized for very long in the electromagnetic modeling com-
munity, and this has limited the amount of research activity. This is
at least partially due to the fact that electrical engineers become famil-
iar with homotopy instead of homology when they get acquainted with
complex analysis. Homotopy is conceptually based on continuous de-
formations, see fig. 1.3. In the complex plane, the two theories produce
equivalent results, and probably therefore the conceptually simpler the-
ory is favored in education. Consequently, the distinction between the
two theories remains obscure until some effort has been invested.

• It would be naive to assert that either the lack of research activity or
educational decisions suffice to explain the absence of everyday homo-
logical computation: There must be a technical reason which makes
it difficult to produce satisfactory universal software for homological
computation in electromagnetic modeling.

c1

c2

Figure 1.3: Example of homotopy. Curve c1 is homotopically interesting,
because it is not continuously deformable to a point, whereas c2 is uninter-
esting: Its continuous deformation to a point is sketched. The difference
to homology lies in the fact that some surfaces may be too complicated to
admit a continuous deformation of their boundary curve into a point, see
section 2.5.2.

This work concentrates on analysis of the technical hardships:

• The primary aim of this study is to prove the computational feasibility of
as many problems of homology in electromagnetic modeling as possible,
i.e. an attempt to refute the “technical hardship”-explanation.

• The secondary aim is to recognize and isolate the technical obstructions
involved in solving the remaining problems.

The structures and computational problems involved are very well known,
hence the obstacle for the computation cannot be the inability to program
appropriate data structures or formulate the right problems: The reason must

5



lie in the computational complexity of the solution algorithms. However, this
is not a question of tractability in the classical sense: If the time or storage
required by e.g. the well-posedness check of a problem is asymptotically
worse than or even comparable to the time or storage taken by the solution
of the problem itself, it is hard to justify the usefulness of the check.

Studies in computational complexity pose a serious methodological chal-
lenge: One can often prove that an algorithm solves a given problem, and
bound the complexity of the algorithm — from above to show tractability,
or below to show intractability. Strictly speaking, unless the optimality of
the algorithm is also shown, one cannot speak about the computational com-
plexity of the problem itself. Unfortunately, it is in general very hard, if at
all possible, to show optimality of an algorithm unless the problem is very
simple.

The method chosen is a survey of some methods available for homologi-
cal computation and their analysis. The program of the treatment is the
following:

1. Because the interesting class of problems are ones arising from elec-
tromagnetic modeling, an attempt is made to characterize this class of
problems as accurately as possible.

2. Polynomial time algorithms to solve the problems are presented. For
algorithms whose complexity is acceptable at the first place, the cri-
teria for valid inputs are sought. The generally valid algorithms with
higher complexity are modified for purposeful special cases to lower
their computational complexity.

3. If the requirements for the input of algorithms with acceptable complex-
ity are too strict for problems arising from electromagnetic modeling,
an attempt is made to recognize the obstructing factors.

4. Finally, examples are given of algorithms which reduce the number of
cells in a tessellation of the field domain, while retaining the information
necessary for homological computation. The algorithms are analyzed
to establish their practicality in hybrid algorithms.

The exposition does not strictly follow this order, but the group theory in-
volved and the related computational problems and algorithms for them are
first discussed. This is reasonable, because the discussion covers the tools to
characterize the homological problems arising from electromagnetic model-
ing.
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1.2 Survey of recent research

The introduction of scalar potential formulation into numerical electromag-
netic modeling [66] brought the need for cuts to guarantee the existence
of single-valued scalar potential in multiply-connected domains. In the ap-
proach suggested by Brown [10] the connection to homology was correctly
recognized, but due to the absence of the notion of duality, the notion of cuts
themselves was left obscure and their construction was based on a strategy
which suffers from lack of generality. The notion of a cut was made precise
in [51], which showed that the cuts are homological objects. Hence, their
conceptual background dates back to Poincaré’s Analysis Situs and its com-
plements [63], where the distinction between homological and homotopical
concepts was made precise, and the earlier topological concepts [57] due to
Gauss and Listing were encompassed. However, some controversy remained
about the homotopical and homological concepts [5] [53], and methods to
obtain cuts are still often proposed on homotopical concepts4 [55] [65]. The
cuts are dual objects of 1-dimensional cycles (loops) which are not bound-
aries — conceptually related to the electromagnetic notion of flux linking.
An interesting algorithm for cuts, correctly based on homology and imposing
quality conditions on cuts with a variational strategy, was proposed in [52].
It assumed the computation of the homology group containing the cycles
above, later implemented in [26]. The amount of literature suggests that the
usefulness of cuts (as well as their dual cycles [35]) is widely appreciated,
hence an elaboration on their conceptual and computational difficulty is in
order.

Another motivation for the computation of homology is the use of vector
potential: The concept corresponding to cuts for vector potential, punctures,
are rarely sought as no net magnetic flux has been observed through any
closed surface. Cohomological computation of 2-dimensional objects was
correctly used to pose boundary conditions for electric vector potential on
surfaces of conductors in [3]. The gauging problem of vector potentials was
shown to involve homology in [47], and some computational technicalities for
the application to the gauging technique in [2] were addressed in [74].

The boundary conditions are naturally a popular subject in a field where
solutions of boundary value problems motivate most of the computational

4It is to be noted that although these algorithms do not produce homological objects in
general, they are valuable and powerful techniques for reduction of the size of homological
problems, see chapter 5. Some such problem size reduction appears in practically any
attempt to obtain the homology groups of a practical model.
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effort. The well-posedness question has been addressed with homological
approach in references [46] [50] [76]. Among the boundary value problems,
a topic of special interest are the problems coupled to circuits — due to the
direct practical utility of any results. Considerable effort has been invested to
establish their well-posedness. The papers [8] and [46] address the question
from the foundations.

Computational aspects of the homology groups have been addressed invari-
ably together with the application of homology in electromagetic modeling:
Techniques based on floating point computation have been proposed for co-
homology in [3], and for homology in [76]. Special techniques to perform
computations in simplicial, realistic-sized meshes have been discussed in [52]
and [26]. Integer factorizations of matrices to perform group computations,
especially the Smith normal form, has been addressed in [73].
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Chapter 2

Topological framework

The models of physical phenomena typically express observed regularities of
nature in terms of sets and mappings between them, i.e. conceptual tools
from mathematics. The statements often involve qualities of space, and the
mathematical model for space is an important decision — even so that it dis-
tinguishes between the theories of classical and modern physics. The model
of space involves constructions which do not very often explicitly occur in
electromagnetics, and therefore a thorough account is in order to establish a
firm starting point.

The electromagnetic phenomena can be viewed as variations in systems’
energy due to spatial variations in the positions of certain particles. The
particles are said to carry charge if such changes occur. Since the particle
system is a mechanical one, variations in energy involve forces exerted by the
charges to each other. Any attempt to account for the phenomena requires a
spatial model: Once a spatial model is developed, the forces may be modeled
with fields defined on it.

In electromagnetic analysis, the forces due to various spatial alterations of
charge constellation are treated separately, and their contributions to the
overall energy variation is analyzed. This activity involves integration or
differentiation of various fields. Therefore, the two operations must be well
established for the fields on the spatial model. A tailor-made structure for
this purpose is the differentiable manifold with boundary.

The differentiable manifold with boundary is subjected to a rather exten-
sive topological study, which starts from the encapsulation of the point-set
topological questions into the concept of cell, a simple reference set: Many
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non-local topological properties of a manifold become subject to algebraic
statements when the manifold is covered with a finite cell complex, a spe-
cial assembly of cells. The notion of boundary together with the concept
of orientation of a manifold further lead the discussion naturally to chains
and boundary operators. These concepts facilitate algebraization of the rele-
vant topological questions, and this algebra of chains and boundary operators
constitutes the homology theory, the main subject of this thesis.

2.1 Manifold with boundary

The first objective is the development of a spatial object in which integrable
and differentiable fields may be defined. The standard object is the manifold
with boundary, and it is first constructed to get a starting point for both
topological and field theoretic analysis.

2.1.1 Topological space, continuous mapping, homeomor-

phism

The topological space is a very primitive concept, a substantial generalization
of the everyday notion of geometric object:

2.1 Definition. Let X be a nonempty set. A collection T of subsets of X
is a topology for X, if it satisfies the three requirements:

1. The sets ∅ and X are elements of T .

2. Any union of sets in T is an element of T .

3. Any finite intersection of sets in T is an element of T .

A topological space is the ordered pair T = (X , T ).

2.1.1 Remark. The elements of a topology are called open sets.

2.1.2 Remark. The elements of a topological space are called points, due to
its origin as a model for spatial objects. The topological space is the primary
subject of a branch of mathematics called point set topology.

The open sets of a topology provide a means to distinguish between the
elements of X. Two elements of X are indistinguishable with topology T

10



exactly if for all open sets S ∈ T either they both belong to S, or neither
does. Many topologies are so coarse that they are of no use in physics:

2.1.3 Example. For a set X, the collection T = {∅, X} is a topology. No two
points of X are distinguished by this topology.

The topology distinguishes between two points of X exactly if it contains an
open set such that one of the points is its point, and the other one is not. This
is the weakest distinction a topology can offer, and it does not even imply
that one-point sets are closed [38], which would agree with the intuition of
most designers of electrical devices. This property would be enforced by the
requirement that for every two distinct points, there must be two open sets
such that each point is in its open set and the other is not. All that this
additional requirement would imply is that finite sets are closed [38]. An
even stronger requirement is needed, and the logical next step is to require
that it must be possible to choose the open sets used in the distinction so
that they are disjoint.

2.2 Definition. A topological space T = (X , T ) is a Hausdorff space if
for every two distinct points, x, y ∈ X, there are open sets Sx, Sy ∈ T such
that x ∈ Sx, y ∈ Sy and Sx

⋂

Sy = ∅ hold.

The spatial model for electromagnetic modeling will be based on Hausdorff
spaces: If two particles do not macroscopically speaking coincide, they can
both be displaced in some neighborhoods without making them coincide.
Moreover, the objective is to parametrize topological spaces, i.e. locally as-
sociate their points with tuples of real numbers. This accounts to a mapping
to the n-dimensional real-coefficient vector space Rn. The purposeful topolo-
gies of Rn for parametrization of the displacements make it Hausdorff.

2.1.4 Remark. The Hausdorff property of a topological space enables numer-
ous useful statements concerning the properties of its subsets, such as “All
compact sets of a Hausdorff space are closed.” [38]

The comparison of topological spaces typically relies on construction of cer-
tain types of mappings from one topological space to another. A mapping
expresses a correspondence between the points of the two spaces, and one
can check whether certain topological properties of the corresponding point
pairs match:

2.3 Definition. The mapping

f : X → Y

11



is called continuous if the inverse image

f−1(S) = {x ∈ X | f(x) ∈ S}

of every open subset S of Y is an open set of X.

2.4 Definition. Let x be point of a Hausdorff space T = (X , T ). If x ∈ U
holds for an open set U , it is a neighborhood of x.

If the image f(x) under a continuous mapping f has a neighborhood S ⊂ Y ,
then x has neighborhood f−1(S) ⊂ X. Different choices for S characterize
how neighborhoods of x get mapped onto the neighborhoods of f(x) — a
local statement on the neighborhoods of f(x). However, if f is surjective
(every y ∈ Y is an image), then any open subset of Y is the image of an
open subset of X — a global statement on Y .

Bijections establish a one-to-one correspondences between the points of two
topological spaces. They are surjections, and their inverse mappings are
surjections as well. If a bijection and its inverse mapping are continuous,
it establishes a one-to-one correspondence between both the points and the
open sets of the spaces. The existence of such mapping makes the topological
properties of the spaces identical.

2.5 Definition. The mapping

f : X → Y

is a homeomorphism [22] [38] if it is a continuous bijection, whose inverse
mapping is continuous.

2.6 Definition. The codomain of a mapping f : X → Y is the subset
cod(f) ⊂ Y subject to

cod(f) = {y ∈ Y | y = f(x) holds for some x ∈ X}.

2.1.5 Remark. The codomain of a homeomorphism f : X → Y is the whole
Y , and it could be characterized as “deformed but not torn domain X”.

2.1.2 Chart & atlas

The topological space used as the spatial model in electromagnetic modeling
has to reflect the empirically observable properties of space. In the three-
dimensional space of classical physics, one can translate an object into an
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arbitrary location by three successive translations which are real multiples1

of three suitably prescribed translations.

The linear space R3 of triples of real numbers completely parametrizes the
translations: For an arbitrary translation, the real numbers of the tuple
(r1, r2, r3) ∈ R3 depict the comparative magnitudes of the three successive
translations to the prescribed ones. A translation can be comparatively mag-
nified with multiplication of the tuple by a real number,

a(r1, r2, r3) = (ar1, ar2, ar3),

and successive translations are readily described by the addition

(r1, r2, r3) + (r′1, r
′
2, r
′
3) = (r1 + r′1, r2 + r′2, r3 + r′3).

For an n-dimensional spatial model where integration and differentiation are
needed, local homeomorphism with Rn tells how objects can be locally dis-
placed. Because differentiation of a mapping requires that both the domain
and the codomain of the mapping are linear spaces, local homeomorphism
with Rn enables considerations on differentiability.

2.1.6 Remark. The vector space of translations leads to the concept of affine
space [7].

The linear space Rn can be endowed with various norms, denoted by ||x||,
[29] [83] to measure the displacements. Certain norms are characterized by
the term Euclidean [7], and a vector space with an Euclidean norm is called
an Euclidean vector space. An Euclidean norm is chosen for Rn.

2.1.7 Remark. An affine space whose translation vector space is Euclidean, is
called an Euclidean (affine) space [7]. This space is an apt model for classical
physics.

Each norm induces a metric d(x, y) = ||x− y||, [22] [29] [38]. Once a norm
induces a metric in Rn, the concept of open x0-centered r-radius n-balls,

Bn
r (x0) = {x ∈ Rn | d(x, x0) < r},

follows. The collection of open balls is a basis of topology for Rn: The col-
lection TRn of open sets that contains ∅, Rn, the open balls, their arbitrary
unions and finite intersections is a metric-induced topology — in this case, a

1The choice of real numbers as the coefficients for the translations makes the space of
translations complete [29].
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norm-induced topology — for Rn. The space (Rn, TRn) with a norm-induced
topology TRn is a Hausdorff space2.

There are topological spaces which are not affine Euclidean spaces, but bear
local similarity:

2.7 Definition. If every point of a topological space (M , T ) has a neigh-
borhood homeomorphic to a connected3 open set R of a topological space
(Rn , TRn) with Euclidean TRn , the space (M , T ) is said to be locally Eu-
clidean of dimension n.

2.1.8 Remark. The definition of locally Euclidean space M guarantees the
existence of a special open cover [29] for M : For a set U ⊂ M of such open
cover of a locally Euclidean space M , a homeomorphism h is known to map
it onto an open connected set R ⊂ Rn, cf. figure 2.1.

Ui

hi

hj Rj

Ri
M

Uj

hi ◦ h
−1

j

Rn

Figure 2.1: Charts hi and hj and the transition map hi ◦ h
−1
j .

2.8 Definition. Let U be an open subset of a locally Euclidean topologi-
cal space M , and R be an open connected subset of Rn with an Euclidean
topology. If a mapping h : U → R is a homeomorphism, it is a chart.

The set U is called the chart domain. [43], [68]. A point of a locally
Euclidean space may reside in several chart domains, i.e. the chart domains
often overlap.

2For x 6= y, find r = d(x, y). Then the open balls Br/2(x), Br/2(y) satisfy x ∈
Br/2(x), y ∈ Br/2(y), and Br/2(x)

⋂

Br/2(y) = ∅. (Because z ∈ Br/2(x)⇔ ||x− z|| < r/2
holds, the triangle inequality ||x − z|| = ||x − y + y − z|| ≤ ||x − y|| + ||y − z|| implies
||y − z|| ≥ r/2, i.e. no z can be an element of both.)

3No two nonempty disjoint open sets contain all points of R.
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2.9 Definition. The composite map

hi ◦ h
−1
j : hj(Ui

⋂

Uj)→ hi(Ui
⋂

Uj)

is called the transition map of two charts.

The transition maps are always homeomorphisms, because charts are home-
omorphic, and compositions of homeomorphisms are homeomorphisms.

2.10 Definition. Let A be a collection of charts. If the chart domains cover
all M ,

A = {hi : Ui → Ri |Ui ⊂M, Ri ⊂ R
n,
⋃

i∈I

Ui = M}

A is called an n-dimensional atlas.

2.1.3 Differentiable manifold

In order to use a locally Euclidean space for field analysis, one has to be able
to analyze spatial variations in functions which map from it to vector spaces,
i.e. differentiate the fields. An example of an especially important field is the
map from the location of a test particle to the energy of the particle system.

A locally Euclidean space M can always be covered by chart domains of
an atlas, i.e. each point of M resides in the domain of at least one chart
h. The chart grants a local parametrization in its domain, and makes it
possible to quantitatively study the behavior of functions like f : M → R in
a neighborhood of a point p ∈ M : Even if there is no linear structure on M
which would enable the concept of difference of p and some other point, it
does makes sense to ask how the value f ◦ h−1(x) of the composition

f ◦ h−1
i : Rn → R

changes when x ∈ Rn varies in a neighborhood of h(p).

Assume that p resides in the domains of two charts, hi and hj, and the
composite f ◦ h−1

i is infinitely many times continuously differentiable, i.e.
smooth or C∞(Rn). The composite f ◦h−1

j might not be differentiable at all,
because the homeomorphism property of charts implies continuity but not
differentiability. Then the mapping

f ◦ h−1
j = (f ◦ h−1

i ) ◦ (hi ◦ h
−1
j ) : Rn → R
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is not differentiable — and this can only follow from the lack of differentia-
bility of hi ◦ h

−1
j . If one is to characterize a function on a locally Euclidean

space as being globally “differentiable” or “smooth”, the transition mappings
of all chart pairs must be accordingly differentiable [18] [68].

2.11 Definition. A homeomorphism that is differentiable and has a differ-
entiable inverse is called a diffeomorphism.

2.1.9 Remark. Let a mapping y : Rm → Rn be differentiable, i.e. y(x) ∈ Rn

holds for all x ∈ Rm, and the derivatives

∂yi
∂xj

(x)

are continuous. At point x0, the derivatives constitute a linear mapping

Jxy|x0
: Rm → Rn,

which is called the Jacobian of y at x0. One can reach any point y(x1) ∈
cod(y) by performing the line integral

y(x) = y(x0) +

∫ x1

x0

Jxy|xdx.

If at any point x the Jacobian maps two distinct vectors into the same vector,
the Jacobian is not injective, and y cannot be a diffeomorphism. The same
requirement holds for the inverse mapping x(y), hence y can be diffeomor-
phism only if m = n holds and the Jacobian Jxy is nowhere singular and
everywhere bounded.

2.12 Definition. Two charts are C∞-related if their transition map is a
C∞-diffeomorphism.

2.13 Definition. If all charts of an atlas are pairwise C∞-related, the atlas
is a differentiable atlas.

Given a differentiable atlas, there is usually a huge cardinality of other
differentiable atlases whose all charts are C∞-related with the charts of the
original one. Which one to choose for the spatial model? There is an elegant
solution to this problem [18] [78]:

2.14 Definition. Collection D = {hi : Ui → Ri}i∈I of charts is called a
differentiable structure of class C∞ on M if it satisfies:
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1.
⋃

i∈I Ui = M .

2. Every two charts hi, hj are C∞-related.

3. The collection is maximal with respect to 2., i.e. if h is a chart such
that h ◦ h−1

i and hi ◦ h
−1 are C∞ for all i ∈ I, then h ∈ D holds.

2.1.10 Remark. The differentiable structure of class C∞ is the maximal dif-
ferentiable atlas [43] [68] [78]. Any differentiable atlas is a subset of the
differentiable structure.

All pieces are now ready to define the purposeful spatial model:

2.15 Definition. An n-dimensional differentiable manifold is the pair
(M , D), where M is a paracompact (see [68]) locally Euclidean Hausdorff
space of dimension n and D is a differentiable structure of class C∞ on M .

2.1.11 Remark. The class of the differentiable structure is sometimes at-
tached to the name of the manifold. If the charts are C∞-differentiable, a
manifold is sometimes called a C∞-manifold or smooth manifold, but the
term “differentiable manifold” is used here throughout.

2.1.12 Remark. Not all differentiable atlases of a locally Euclidean space M
can coexist in a single differentiable structure: Given two different differen-
tiable atlases, not all their charts are necessarily C∞-related, as was seen
previously. If the charts of two differentiable atlases are not related, they be-
long to two different differentiable structures, hence constitute two different
differentiable manifolds, whose properties differ profoundly somewhere at the
overlap of the non-related chart domains. If the union of two differentiable
atlases is a differentiable atlas, the atlases are called equivalent [43], and they
belong to the same differentiable structure.

2.1.13 Remark. Throughout, only compact manifolds will be studied, i.e.
every atlas of a manifold M contains a finite subcover [29] [40]. Due to the
Hausdorff property of M , remark 2.1.4 implies that such manifolds are closed.

Finally, the differentiable manifold makes the term “smooth function” pre-
cise:

2.16 Definition. A function f : M → R is smooth (smoothness is denoted
by f ∈ C∞(U)) in an open set U ⊂ M of a differentiable manifold (M , D),
if the composites f ◦h−1

i are infinitely many times continuously differentiable
functions from the intersections of U and the domains of all charts hi ∈ D.
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2.1.4 Tangent space

In electromagnetic analysis, one is often to consider the spatial variations of
a smooth function f ∈ C∞(M) in a neighborhood of a point p ∈ M of a
differentiable manifold. Intuitively, the objective is to observe how f (e.g.
the work) varies, when the observer passes through p along different curves
(and, for example, displaces a charged particle).

2.17 Definition. Let us denote E = (−ε, ε) ⊂ R. The continuous mappings

c : E →M subject to c(0) = p

are p-curves. The point p resides in at least one chart domain Ui, hence with
sufficiently small ε, c(E) ⊂ Ui holds. The p-curve c is smooth at p ∈ M , if
hi ◦ c ∈ C

∞(E) holds for some ε.

Several different smooth p-curves may pass through p in the“same direction”
with the “same speed”, formally expressed, the derivatives of the composites
hi ◦ c and hi ◦ e of curves c and e match at t = 0. This similarity motivates
a division of smooth p-curves into equivalence classes:

2.18 Definition. Two smooth p-curves c, e are tangentially equivalent,
if

d(hi ◦ c)

dt
(0) =

d(hi ◦ e)

dt
(0)

holds. They belong to the same tangential equivalence class [c] = [e].

Each tangential equivalence class uniquely corresponds to a vector of Rn.
Therefore, the addition of vectors of Rn uniquely defines an addition of tan-
gential equivalence classes, i.e. makes them vectors.

2.19 Definition. A tangent vector v at p ∈M is a tangential equivalence
class of smooth p-curves.

The tangent vectors constitute a vector space, which inherits the dimension
of Rn:

2.20 Definition. The tangent space TpM at point p of a manifold M is
the space of tangent vectors at p.

2.1.14 Example. Figure 2.2 illustrates geometrically the tangent space of a
2-dimensional manifold. The local directions of all smooth p-curves which
pass through p along M lie in this 2-dimensional space.
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M

p
.

TpM

Figure 2.2: The tangent space TpM of 2-manifold M at point p.

The variation of a smooth function f in the neighborhood of p can be studied
with tangent vectors: Any p-curve c from a given tangent vector v ∈ TpM
produces the same derivative

d

dt
(f ◦ h−1

i ) ◦ (hi ◦ c)|0 = Jx(f ◦ h
−1
i )|hi(p)

d(hi ◦ c)

dt
(0).

It therefore makes sense to define a derivative in terms of the tangent vectors:

2.21 Definition. The above rate of change of a smooth function f at p ∈M
along a tangent vector v ∈ TpM , is called the directional derivative of f
along v at p.

Tangent vectors map smooth functions to real numbers with the directional
derivatives.

2.1.5 Orientation

Apart from differentiating, one should be able to integrate on manifolds. No
objects to be integrated on manifolds have been introduced so far, hence an
elementary example to motivate:

2.1.15 Example. Even the most elementary univariate integral involves an
aspect of direction. A change in the direction of integration changes the sign
of the integral, as in

∫ b

a

f(x)dx = −

∫ a

b

f(x)dx.

The two integrals can be reinterpreted to take place over different smooth
curves on a one-dimensional manifold, whose atlas contains one chart to R
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only. What are the directional derivatives of the two integrals at x0? Skipping
the topological space for a while, one can write both integrals as

∫ 1

0

f(x(t))
dx

dt
(t)dt

with different curves x. At t0, where x(t0) = x0 holds, the integrals can be
written as

∫ t0

0

f(x(t))
dx

dt
(t)dt,

making the directional derivative

f(x(t0))
dx

dt
(t0) = f(x0)

dx

dt
(t0).

The sign differences between the curves can follow only from the differences
in the factor dx

dt
(t0), which is equivalent to a tangent vector. Along differ-

ent curves, the tangent vectors may (and in this case must) have different
directions in the same point.

When integration takes place over higher-dimensional objects, the obser-
vation of example 2.1.15 must be generalized. Let us choose two n-tuples,
(vi)

n
i=1 and (wi)

n
i=1, of tangent vectors such that both span TpM . There is

a linear transformation L : TpM → TpM expressing the vectors wi as linear
combinations of vectors vj,

wi =
n
∑

j=1

lijvj.

This transformation is expressible as a matrix L, and the determinant of
transformation L is identified with det(L) [54]. Because both tuples span
TpM , the determinant must be nonzero, hence it is either positive or negative.
The determinants of composite transformations are products of the composed
transformations, hence there are exactly two essentially different classes of
bases for finite-dimensional tangent spaces:

2.22 Definition. Two bases of an n-dimensional (0 ≤ n <∞) tangent space
belong to the same equivalence class, orientation of the tangent space,
if the determinant of the transformation between them is positive. There are
exactly two orientations for n > 0, but only one basis, the empty basis ( ),
and one orientation for n = 0.
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M

.

TpM
p

v2

w2

v1 = w1

Figure 2.3: Two bases, (v1, v2) and (w1, w2), of opposite orientations.

2.1.16 Example. Consider the tangent space TpM and its bases in fig. 2.3.
The transformation between the bases is

(w1, w2) = (v1, av1 − bv2),

where 0 < a < b, a, b ∈ R. The matrix of the transformation is
[

1 0
a −b

]

,

the determinant is −b, i.e. negative, and the two bases belong to opposite
orientations.

It is now clear how the tangent space of a single point on the manifold
can be oriented. Integration, however, requires orientations for the tangent
spaces of a continuum of points. How to relate the orientations of the tangent
spaces of two different points?

Let two points, p and q, reside in the domain U of a chart h. The basis
vectors vi ∈ TpM are bijectively related with vectors of Rn through a lin-
ear transformation Ap : TpM → Rn (which depends completely on h), see
figure 2.4: There is exactly one vector Apvi in Rn which can be used in

vi(f) = Jx(f ◦ h
−1)|xpApvi

to give the correct linear map vi : C
∞(M) → R. Therefore, there is a basis

(Apvi)
n
i=1 of Rn. Similar reasoning naturally produces a basis (Aqwi)

n
i=1 of Rn

for any basis (wi)
n
i=1 of TqM . Again, the bases (Apvi)

n
i=1 and (Aqwi)

n
i=1 are

related through a linear transformation Lpq : Rn → Rn, whose determinant
is either positive or negative. Moreover, a basis (Apvi)

n
i=1 is equivalent to a

representative of either of the orientations of TpM .

2.23 Definition. The orientations of the tangent spaces of the points in a
chart domain U are locally coherent [43] if the tangent spaces are oriented
such that for every pair of spaces, TpM and TqM , det(Lpq) > 0 holds.
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Rn

Aq

Lpq

Ap

Figure 2.4: Locally coherent orientations of two tangent spaces.

The very definition 2.14 of the differentiable structure suggests how to ex-
tend the local coherence from one chart to another. One must choose a point
p in the intersection of two chart domains after the tangent spaces of one of
the domains have locally coherent orientations. Taking into account the ori-
entation of TpM , one can try to make the orientations of the tangent spaces
locally coherent in the other domain as well. However, it may not be possi-
ble to get all tangent spaces of a union of chart domains locally coherently
oriented:

More technically, let a point p reside in the intersection of the chart domains
U1 of h1 : U1 → R1 and U2 of h2 : U2 → R2. A choice of a basis (vi)

n
i=1 for

TpM induces an orientation which makes the orientations of the tangent
spaces locally coherent in U1. At p, the tangent vector vi ∈ TpM is the
p-curve class [c] with derivatives

Apvi =
d(h1 ◦ c)

dt
(0) and Bpvi =

d(h2 ◦ c)

dt
(0)

independent on the choice of c from the class. The transition map expresses
y = (h2 ◦ h

−1
1 )(x) for all x ∈ h1(U1

⋂

U2), and due to its differentiability,

d(h2 ◦ c)

dt
(0) = Jx(h2 ◦ h

−1
1 )|xp

d(h1 ◦ c)

dt
(0)

holds at xp ∈ R1.

With a suitable choice of h2, the determinant of the Jacobian can be made
positive at p. This makes it possible to compare the orientations of any two
tangent spaces TqM of q ∈ U1 and TrM of r ∈ U2 within U2: The identity

sign
(

det(Lpr Jx(h2 ◦ h
−1
1 )|xp Lqp)

)

= sign det(Lpr)

holds, making the tangent space TpM a reference for TrM . The orientation
for TrM can be locally coherent with the orientation of TqM only if the
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orientations of TpM and TrM match, but this is only an implication: If the
choice of h2 makes the determinant of the Jacobian negative at any other
point of U1

⋂

U2, no orientation of TrM can satisfy the local coherence in
U1

⋃

U2.

The following definition generalizes the previous two-chart development:

2.24 Definition. A manifold M is orientable if it has a differentiable atlas
whose transition mappings have Jacobians with everywhere positive deter-
minants.

If it is not possible to cover M with a differentiable atlas satisfying the
requirement, M is nonorientable.

2.1.17 Remark. Because the charts are differentiably related, the determinant
of the Jacobian of any transition mapping is nowhere zero. The sign can
change only if U1

⋂

U2 consists of several connected components, as in fig 2.5.

U1

U2

Figure 2.5: The determinant of the Jacobian of the transition map inevitably
has different signs in different components of U1

⋂

U2. The two charts belong
to an atlas of a nonorientable manifold.

2.25 Definition. An orientation of a manifold (M,D) is either of the
equivalence classes of charts hi ∈ D whose all transition mappings have
Jacobians with everywhere positive determinant.

With its connections to integration, orientability is an interesting global
topological property of a manifold: Some questions concerning integrals
which are relevant on orientable manifolds may not make sense at all on
nonorientable ones.
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2.1.6 Boundary of a manifold

This far the manifolds have never had boundaries. The point-set topological
notion of the boundary of a set A is the closure A of the set with the interior
points A0 excluded, Bnd(A) = A− A0 [61]. An alternative, rather technical
definition is “the points whose all open neighborhoods contain points from
both A and its complement” [29] [38].

If a compact manifold is to have a boundary, not all of its points can have
open neighborhoods homeomorphic to an open set in Rn (cf. remark 2.1.13),
i.e. it cannot be everywhere locally Euclidean of dimension n. Consider the
n-dimensional half-space

Rn+ = {x ∈ R | xn ≥ 0}.

The boundary of this half-space is the hyperplane

Bnd(Rn+) = {x ∈ Rn+ | xn = 0},

which is isomorphic to Rn−1. What if a Hausdorff space M had an atlas
whose charts are open subsets of Rn+, instead of Rn? Then the points at the
boundary of the manifold would be mapped onto Bnd(Rn+):

2.26 Definition. A differentiable manifold with boundary is the pair
(M , D) of a Hausdorff topological space M and a differentiable structure D
whose charts map from M to Rn+.

2.27 Definition. A boundary point of a manifold with boundary is a
point p ∈M , which is mapped on Bnd(Rn+) by every chart of D.

2.1.18 Remark. All manifolds are manifolds with boundary: Some of them
just happen to have no boundary points!

2.28 Definition. The boundary (∂M , A) of a manifold (M , D) is a
pair of the topological space of the boundary points ∂M and a differentiable
structure A.

The construction of A is not addressed here, [43] gives some details plus
explains why the following hold:

2.1.19 Remark. A boundary of an n-manifold is its (n−1)-submanifold, which
has no boundary.

2.1.20 Remark. The boundary inherits an orientation from the manifold, if
the manifold has one.
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2.2 Cell and chain complex

The differentiable manifold with boundary is a spatial structure where differ-
entiation and integration of fields can be defined. The requirements imposed
on the differentiable structure restricts greatly the Hausdorff spaces eligible
for manifolds. The study of such Hausdorff spaces is sometimes initiated
with a tessellation, a suitable cell complex [33] [61], whose prototypically
simple building blocks, cells, cover the space and isolate the tricky point-set
topological notions.

When a suitable algebraic framework is developed on top of the cell com-
plexes, homology theories based on Abelian groups [41] can be constructed
to account for certain topological aspects of manifolds. The aspects are in-
timately connected to differentiation and integration of fields, which makes
the homology theories not only useful, but even necessary in some questions
concerning field analysis. Moreover, since Abelian groups are amenable to
computations in larger than trivial scale, the theories offer practical possibil-
ities to settle these questions.

Historically, n-manifolds were first tessellated into n-dimensional simplexes,
i.e. triangles for the 2-manifolds and tetrahedra for the 3-manifolds. The
simplexes then constituted a triangulation of the manifold [38], [43], [61],
[78]. An addition was then defined for the simplexes, and this led to simplicial
homology for triangulable manifolds [38] [33] [61] [40]. The theory was first
devised by H. Poincaré [63], whose motivation was the study of dynamical
systems.

2.2.1 Homotopy and cell

In a topological space, there may be things which correspond to the everyday
notions of “hole” or “cavity”. It does not matter how big they are and where
they reside, because the questions “how big?” and “where?” concern metric.
The first topological characterization for a“hole”relies on mapping something
continuously “around” them.

Let us denote the n-dimensional unit sphere by Sn,

Sn = {x ∈ Rn+1 | ||x|| = 1},

and let I1 denote the closed unit interval [0, 1] ⊂ R. Much can be understood
about M from how the images of Sn under continuous mappings can be
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altered continuously. Technically, one parametrizes mappings from Sn to M
with I1, and defines functions4

φ : I1 × Sn →M

from the Cartesian product I1 × Sn to the manifold. This mapping is re-
quired to be continuous in order to establish a useful relation between certain
continuous mappings5 from Sn to M :

2.29 Definition. Let f0, f1 be two continuous mappings from Sn to M .
If a continuous mapping φ : I1 × Sn → M satisfying φ(0, x) ≡ f0(x) and
φ(1, x) ≡ f1(x) exists, it is called a homotopy from f0 to f1.

Mappings f0 and f1 are then said to be homotopic, denoted by f0 ' f1 [38]
[79] [22]. An example of a homotopy can be seen in fig 2.6.

MI1 × S1

10

φ

φ(1, S1)

φ(0, S1)
Uφ−1(U)

Figure 2.6: A homotopy from φ(0, x) to φ(1, x). For every open U , the
preimage φ−1(U) is open.

Let c0 be the constant (hence continuous) mapping which maps Sn to one
point p ∈M . The statement “There are no n-dimensional holes in M” is now
identified with “For each continuous mapping c : Sn → M , c ' c0 holds for

4Often the alternative definition as a one-parameter family indexed by I1 [41] [54]

ϕ : I1 → {Sn →M}

is used. This emphasizes how the image of Sn is altered when the parameter t ∈ I1

changes, like the “setting of a potentiometer”.
5More generally, homotopy is usually defined for continuous mappings from a topolog-

ical space to another. The motivation here, however, is to study manifolds with Sn — a
prototype for something which can “encircle”.
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some constant mapping c0”. In another terms, each pair of points, each loop,
each closed surface, etc. is continuously deformable to some point p. This
technical characterization is illustrated in fig. 2.7.

c1

c2

s

Figure 2.7: Examples of homotopy in a jug: The loop c1 is homotopic to
a constant map from S1 into a point, i.e. continuously deformable to that
point. Contrariwise, c2 is not continuously deformable to a point within the
jug, because it encircles a tunnel — the handle. The closed surface s is the
image of a continuous map from S2 to the jug. It encloses the void in the
tapped jug, hence cannot be continuously deformed to a point.

The open origin-centered n-ball Bn(0) (and closed Bn(0) too, for that mat-
ter) is particularly easily seen to admit a homotopy from any continuous
mapping c : Sm → Bn(0) to the constant map from Sm to the origin: Suitable
choice for the homotopies are φ(t, Sm) = (1 − t)c(Sm), where φ(0, x) ≡ c(x)
and φ(1, x) ≡ 0 hold. The implication

∀x ∈ Sm : ||c(x)|| < r ⇒ ∀x ∈ Sm, t ∈ I1 : ||tc(x)|| < r

for the radius r of the ball explains why they really are homotopies in Bn(0).

The open ball Bn is a useful prototype for a topological space with no“holes”
in the homotopical sense of the word. How to decide if another topological
space is homotopically similar to a ball?

2.30 Definition. Topological spaces X, Y are homotopically equivalent
if there exist continuous mappings f : X → Y , g : Y → X such that the
compositions f ◦ g and g ◦ f are homotopic to the identity mappings of the
two spaces, iX : X → X and iY : Y → Y .

It may be difficult to verify whether the criteria of definition 2.30 for homo-
topical equivalence are really satisfied for a given pair of spaces. However,

27



if one of the spaces is given and the other one is to be constructed, there is
an easy way to enforce6 the criteria: If X and Y are homeomorphic, then
one can choose the homeomorphism and its inverse for f and g [38]. This
motivates the following definitions, which use the open and the closed ball
as prototypes of homotopically simple topological spaces.

2.31 Definition. A mapping en : Bn → X from the open n-dimensional ball
into a topological space X is called an (open) n-cell if it is a homeomorphism
to cod(en).

2.32 Definition. A mapping kn : Bn → X from a closed n-dimensional ball
into a topological space X is called a closed n-cell, if it is a homeomorphism
to cod(kn).

2.2.1 Remark. The definitions of open and closed cells are motivated by
topological considerations only: They were chosen to encapsulate point-set
topological questions. It is possible to find various definitions for different
cells in literature, depending on the motivation.

2.2.2 CW- and regular cell complexes

The underlying topological spaces of manifolds can be purposefully covered
with cell codomains — or tessellated with cells — for analysis. The adja-
cency relations of the cell codomains are regulated by cell complex structures,
which enable useful statements about the Hausdorff space based only on the
adjacency relations and dimensions of the cells.

2.33 Definition. Let K be a collection of open cells em : Bm → X with
various dimensions m = 0, . . . n, and let the codomains of the cells be disjoint.
The pair K = (X , K) of a topological space X and the cell collection is an
n-dimensional CW-complex7 if

1. X is Hausdorff.

2. X equals to the union of the codomains of the cells in collection K,
⋃

em∈K

em(Bm) = X.

6The condition is sufficient, but more strict than necessary: Not all homotopically
equivalent spaces are homeomorphic [38].

7The name of the CW-complex comes from its properties, “closure finite” (requirement
3.) and “weak topology” (requirement 4.) [33], [58], [61], [79].
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3. For eachm-cell em ∈ K, there is a continuous characteristic mapping

f : Bm → X

with properties:

(a) The characteristic mapping coincides with the m-cell in the open
m-ball,

∀x ∈ Bm : f(x) ≡ em(x).

(b) Boundary of ball Bm is mapped into a finite union of codomains
of lower-dimensional cells,

f(Bnd(Bm)) ⊂
N
⋃

i=1

epi (B
p), N <∞, p < m.

4. A set A is closed in X if A
⋂

em(Bm) is closed for every em ∈ K.

2.2.2 Remark. The CW-complex was devised for manual topological com-
putations, particularly for the analysis of topological spaces whose different
parts have locally different dimensions. Usually, the number of cells needed in
a CW-complex is substantially smaller than in a simplicial complex covering
the same space.

Manifolds have constant local dimension, hence neither all of the great flex-
ibility of the CW-complex, nor all the suffering from its drawbacks is needed.
CW-complexes will be used in both examples and computational methods
— carefully avoiding the sore point of the CW-complexes, which involves the
characteristic mappings:

• A boundary of a cell may be a subset of, but not equal to any union of
codomains of lower-dimensional cells,

f(Bnd(Bm)) ⊂
N
⋃

i=1

epi (B
p), but f(Bnd(Bm)) 6=

N
⋃

i=1

epi (B
p).

The boundary of a ball may get mapped by the characteristic mapping con-
tinuously into instead of homeomorphically onto a finite union of codomains
of lower dimensional cells. This irregularity makes the data structures8 in

8The computations are usually based on the incidence data, which suits poorly the
CW-complexes, whose boundary relations follow from constructions based on the singular
homology theory [33] [61]. However, a satisfactory self-sufficient elementary theory can
be given from a different point of view for the subclass of CW-complexes avoiding the
problem above.
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computations problematic (For example, the requirements for a finite element
mesh, cf. section 5.1 forbid this possibility altogether). Some computations
benefit from the use of CW-complexes, but only as far as this problem does
not emerge.

Additional requirements can be imposed on the CW-complex to obviate the
problem, but this constitutes a less general cell complex:

2.34 Definition. A CW-complex is a regular cell complex, if each char-
acteristic mapping is a closed m-cell km ∈ K, which maps Bnd(Bm) onto a
finite union of codomains of (m− 1)-dimensional closed cells,

f(Bnd(Bm)) =
N
⋃

i=1

km−1
i (Bm−1), N <∞.

One closed cell serves as both the open cell and its characteristic mapping
in a regular cell complex, and technically, a collection of closed cells can be
used instead of the collection of open cells. The codomains of the closed cells
of a regular cell complex need not (and usually cannot) be disjoint.

The properties of regular cell complex are between CW and simplicial com-
plexes: Simplicial complexes are regular cell complexes, which again are CW-
complexes. Regular cell complexes can always be triangulated9 [61], and all
finite element meshes are examples of regular cell complexes.

2.35 Definition. Let K = (X , K) be a cell complex. The pair K ′ =
(X ′ , K′) with X ′ ⊂ X, K′ ⊂ K is a subcomplex of K, if it is a cell complex
in its own right.

2.36 Definition. The subcomplex whose cells are the cells of collection K
with dimension less or equal to p, is called the p-skeleton of a cell complex.

2.2.3 Inner oriented cell and chain

The closed m-cell is a homeomorphism all the way to the boundary of Bm,
and the relation between the homeomorphic image of this boundary and
closed m − 1-cells is particularly simple in the regular cell complex. This
simple relation is the fuel for the subsequent algebraization.

9This together with certain properties of the CW-complex have made CW-complex the
predominant theoretical tool in the topological research, where more general objects than
the triangulable ones are studied.
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The restriction of km to Bnd(Bm) is the mapping

Bnd(km) : Bnd(Bm)→
N
⋃

i=1

km−1
i (Bm−1), N <∞,

which coincides with km on Bnd(Bm), and it is called simply the cell boundary
of a closed cell. It is a homeomorphism from BndBm = Sm−1 into M and
cannot therefore be a cell: It takes at least least two (m − 1)-cells to cover
the codomain.

2.2.3 Remark. The cell boundaries are related to sets of lower-dimensional
cells. How is one to mathematically characterize and denote this relation? Of
course, one could associate a set of lower-dimensional cells to each cell, but
this approach is not flexible enough, and raises a question where the boundary
cell sets should be logically placed: The information would be redundant in
the cell complex. The considerations motivate a test-type characterization,
which eventually leads to a new, logically satisfying structure.

The boundary relation between an m-cell and an (m − 1)-cell can be ex-
pressed with a mapping

∂m : Km ×Km−1 → {0, 1},

from the Cartesian product of the set Km of m-cells and the set Km−1 of
(m − 1)-cells of a cell complex K. For the cells km and km−1, the mapping
∂m(km, km−1), customarily denoted by ∂mk

m(km−1), is made to map to one
if the cell km−1 maps to cod(Bnd(km)), and otherwise to zero.

2.2.4 Remark. Rather than the mere numbers 0 and 1, the residue classes
[0]2 and [1]2 of Z2 are utilized for the boundary relation of cells: If two 1-cells
e1, e2 are both boundary-related to an 0-cell n (see fig. 2.8), addition can be

e1

e2

n

e1 + e2

Figure 2.8: The 0-cell n resides on the boundary of both e1 and e2, but not
on the boundary of their aggregate e1 + e2.

31



used to indicate that the boundary of the aggregate e1 + e2 of the cells10 no
more involves n:

∂1e1(n) + ∂1e2(n) = [1]2 + [1]2 = [0]2.

The use of addition is a strength introduced by the test-type characterization.

The topological space to be covered with cells is the underlying topological
space of a smooth manifold with boundary. Such manifolds may or may not
be orientable, but their charts induce locally coherent orientations for the
tangent spaces. If the cells map into a smooth manifold M , the codomains
of the cells are compact submanifolds cod(km) ⊂ M , and the submanifolds
can be oriented (exactly like any-dimensional ball can be oriented!). This
motivates the addition of orientation to the cells:

2.37 Definition. Inner oriented cell is a pair (km , or) of a closed m-cell
km and locally coherent orientation or for the tangent spaces in cod(km).

The boundary cod(Bnd(km)) of an m-cell is an (m − 1)-dimensional sub-
manifold of cod(km), and it is the union of codomains of more than one
(m − 1)-cell. As indicated in section 2.1.6, the boundary inherits an ori-
entation from the orientation of cod(km), carried by the inner oriented cell
(km , or).

One can now devise a mapping ∂m : Km×Km−1 → {−1, 0, 1} ⊂ Z such that

1. If the inner oriented cell (km−1 , or) does not map to cod(Bnd(km)),
assign ∂km(km−1) = 0.

2. If the inner oriented cell (km−1 , or) maps to cod(Bnd(km)), and the
inner orientation of km−1 matches with the orientation of the boundary
inherited from the orientation of km, assign ∂km(km−1) = 1.

3. If the inner oriented cell (km−1 , or) maps to cod(Bnd(km)), and the
inner orientation of km−1 is opposite to the orientation of the boundary
inherited from the orientation of km, assign ∂km(km−1) = −1.

These mappings completely characterize the adjacencies of the cells in a
regular cell complex. Once the m-cell is chosen, they map the (m − 1)-cells
to elements of an Abelian group. The mappings are important enough to
motivate the definition:

10The cells cannot be added, but the addition notation will receive a meaning shortly.
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2.38 Definition. A cellular p-dimensional chain (or “a chain over p-
dimensional cells” or informally just “p-chain”) is a mapping

cp : Kp → G

from the set Kp of p-cells of a cell complex K into an Abelian group G [41],
[22], [40]. The support of the mapping must be finite — trivially true for
finite cell complexes.

2.2.5 Remark. The definition 2.38 of chains as mappings is equivalent to the
characterization by formal sum, which is predominantly used in the defini-
tion of various types of chains [33], [38], [80]. The definition as a mapping
emphasizes that i) there are many ways and motivations to choose G and ii)
chains are finite families, well suited for computers.

The most usual choice for G is the group of integers under ordinary addition,
(Z , +), and it is used by default here as well. The reasons for this choice are
that i) it enables a conceptually simple theory, developed in section 3.1.2,
and ii) the coefficient group can be changed later on from the integers to
some other group, as explained in section 4.2.4.

A chain which maps one cell to 1 and all others to 0 is referred to as an
elementary chain.

2.2.4 Cellular chain complex

The chains are the objects which enable the algebraic analysis of topological
spaces covered by the cell complexes. They were motivated, in the first place,
by the need to express cell boundaries. Let us see how the two concepts lead
to an algebraic structure whose analysis is the main means of this thesis to
improve design software.

The chains map to an Abelian group G. The elementwise addition of G
extends the group structure to the cellular chains:

2.39 Definition. The cellular p-chain group Cp(K;G) is the group of
cellular p-chains with the elementwise addition of group G.

The chains were introduced to express boundaries of cells with emphasis
on the orientations, but the concept of boundary naturally extends from the
cells to the cellular chains themselves:
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2.40 Definition. The boundary ∂pcp of a cellular chain cp is induced by
the boundary chains of the cells,

∂pcp =
∑

kp∈Kp

cp(k
p)∂kp.

This makes the boundaries of chains the subject of primary interest. The
boundary operator for chain groups is basically a formalization of the bound-
ary of a cellular chain:

2.41 Definition. The pth boundary operator ∂p is a mapping

∂p : Cp(K;G)→ Cp−1(K;G),

1. which is a group homomorphism, i.e.

∂p(f + g) = ∂pf + ∂pg

holds for every f, g ∈ Cp(K;G),

2. and satisfies the property

∂p−1∂pf = 0 ∀f ∈ Cp(K;G).

It is reasonable to adopt the convention that the boundary of any 0-cell
is zero, i.e. ∂0c = 0 for all c ∈ C0(K;G). Additionally, the chain group
Cp(K;G) is denoted simply by Cp(K), unless the group G must be explicitly
pointed out.

2.42 Definition. A cellular chain complex C(K) is an infinite sequence

. . .
∂p+1

−−→ Cp(K)
∂p
−→ Cp−1(K)

∂p−1

−−→ . . .
∂1−→ C0(K)

∂0−→ 0

of cellular chain groups and boundary operators. Infinitely many of the
groups may be trivial.

2.3 Cellular homology

The cell complex with its characteristic mappings into a topological space
offer scarce possibilities for algebraic work, whereas the chain complex itself
is clearly an algebraic structure. Such objects provide tools for computation,
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such as addition and homomorphisms. The cellular chain complex, a se-
quence of cellular chain groups, can be utilized in computational topological
study.

Even if the cells are topologically very simple, it is obviously possible to
build cell complexes which cover complicated topological spaces — among
others, once again, the differentiable manifolds. The complexes are called
cellular decompositions of the topological spaces and the triangulations are
their special cases, simplicial complexes. The natural way to obtain infor-
mation about a cellular chain complex is to use its boundary operators, and
this leads to a topological theory which differs from the homotopy.

2.3.1 Classification of chains

The codomains and kernels of boundary operators naturally induce two spe-
cial classes of chains:

2.43 Definition. The (p− 1)-chains which are images of p-chain under the
boundary homomorphism ∂p, b ∈ cod(∂p), are boundaries. They form the
(p− 1)-boundary group

Bp−1(K) = cod(∂p) = {∂pc | c ∈ Cp(K)}

with the ordinary addition of chains.

2.44 Definition. The p-chains which are mapped to the zero (p− 1)-chain
under the boundary homomorphism ∂p, c ∈ ker(∂p), are p-cycles. They form
the p-cycle group

Zp(K) = ker(∂p) = {c ∈ Cp(K) | ∂pc = 0}

with the ordinary addition of chains.

2.3.1 Remark. Geometrically, the cycles correspond to sets of distinct points,
closed curves, surfaces, etc.

The boundary and cycle groups are indeed subgroups of Cp(K), due to the
homomorphism property from the definition 2.41 of the boundary operator.
The latter property in the definition implies that all boundaries are cycles.

• Algebraically: The cycle groups contain the boundary groups as their
subgroups,

Zp(K) ⊃ Bp(K).
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However, the answer to the reverse question, ”Are all cycles boundaries?”, is
“Not in general”. What does this mean apart from an algebraic statement?

• Topologically: If a p-cycle is not a boundary, then no (p+1)-dimensional
chain makes it a boundary. The lack of such chain implies a presence
of a hole of some kind in the cellular decomposition11.

Actually, the lack of such (p + 1)-chain characterizes a whole class of non-
bounding cycles, motivating a special classification for such cycles. This
classification tells about the topological structure of the spatial model and
about the possible restrictions for the use of potentials.

2.3.2 Homology relation and the homology groups

Consider a p-cycle z which is not a boundary. Addition of any p-boundary b
to it does not make z + b a boundary either. Introduction of a new (p + 1)-
chain c with boundary ∂c = z into the complex would — informally speaking
— “plug the hole” in the complex, making both z and z + b boundaries.
However, should there be another non-bounding cycle z′ such that z − z′ is
not a boundary, the introduction of c would not make it a boundary.

2.45 Definition. The p-cycles c1 and c2 are called homologous if their
difference is a boundary, i.e.

c1 ∼ c2 ⇔ c1 − c2 ∈ Bp(K).

2.3.2 Remark. This relation describes a certain kind of similarity between
the cycles, thus the name “homologous”. The similarity is based on ignoring
the difference between chains who are “a boundary apart”.

2.3.3 Example. Figure 2.9 shows two 1-cycles, c1 and c2, which constitute the
boundary of a 2-chain f . The cycle c1 is not homologous with c2, but with
the inverse element −c2 of c2, due to the relation c1 − (−c2) = ∂f .

2.3.4 Example. The homology relation tells that a cycle z is a boundary
exactly when z ∼ 0 holds.

11If c1 in the jug example of figure 2.7 is considered a 1-chain, it is a cycle and a boundary,
but c2 is only a cycle, not a boundary (there is no 2-cycle in the jug with boundary c2).
Similarly, s can be considered a 2-cycle which is not a boundary. Caveat: The homotopical
and homological holes may differ, despite the apparent equivalence, see section 2.5.2.
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c1 ∼ −c2∂f = c1 + c2

c1

c1 6∼ c2

f
c2

Figure 2.9: The 1-chains c1 and −c2 (middle) are homologous, but the chains
c1 and c2 are not.

The equivalence class theory [22] [31] provides a well-established machinery
for manipulation of objects which are identified by ignoring some of their
aspects.

2.46 Theorem. The homology relation in the cycle group Zp(K) is an equiv-
alence relation.

Proof. i) Reflexivity : z ∼ z, because 0 ∈ Bp(K). ii) Symmetry : Let y ∼ z ⇔
y − z ∈ Bp(K) hold. Bp(K) is a group, containing also the inverse element
z − y. Hence, z ∼ y. iii) Transitivity : Let x ∼ y and y ∼ z hold. Then
x− z = x− y+ y− z = (x− y) + (y− z), a sum of two elements of the group
Bp(K), hence itself an element of this group as well.

The homology relation divides the cycles into equivalence classes, which are
called homology classes. The relation between chain c1, c2 ∈ Zp(K) of same
equivalence class is

c1 = c2 + b, b ∈ Bp(K).

The subgroup-induced equivalence classes like this are called cosets [41] in
mathematics.

2.3.5 Remark. The coset represented by c1 is often expressed as

[c1]Bp(K) = c1 + Bp(K),

even if the addition of an element c1 and a group Bp(K) is notationally
dubious.

2.47 Definition. Let F be a subgroup of an Abelian group G, and let g ∈ G
hold. The cosets

[g]F = {g + f | f ∈ F}

constitute a quotient group, which is denoted by G/F . The group F is
called the divisor group.
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2.48 Definition. The p:th cellular homology group of a cellular chain
complex is the quotient group

Hp(K) = Zp(K)/Bp(K).

The homology groups are crucial in existence studies of potentials.

2.3.3 Short exact sequence

The homology relation partitions Zp(K) into cosets whose elements differ by
an element of Bp(K), a subgroup of Zp(K). Each element z ∈ Zp(K) belongs
to exactly one h ∈ Hp(K), and one can define the homomorphism

j : Zp(K)→ Hp(K) such that j(z) = [z]Bp(K) = h.

In addition, there is a trivially simple homomorphism, inclusion, which maps
the elements of Bp(K) onto themselves in Zp(K),

Bp(K)
i
−→ Zp(K).

Any image of i is a boundary, hence gets mapped onto the zero element of
Hp(K) by j. Moreover, if an element z ∈ Zp(K) is not a boundary, it is
always mapped onto a nonzero element, and cod(i) = ker(j) holds. In group
theory, this property is useful enough to have a special name:

2.49 Definition. A sequence of groups and homomorphisms

. . .→ G1
h1−→ G2

h2−→ G3 → . . .

is exact at G2 if cod(h1) = ker(h2) holds.

As a conclusion: Any sequence containing

. . .→ Bp(K)
i
−→ Zp(K)

j
−→ Hp(K)→ . . .

is exact at Zp(K).

Every nontrivial element of Bp(K) has a nontrivial image in Zp(K), and
therefore ker(i) = {0} holds. This subgroup is the image of a zero map from
the trivial group, and then the sequence

0→ Bp(K)
i
−→ Zp(K)

j
−→ Hp(K)→ . . .
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is exact at both Bp(K) and Zp(K). Moreover, each element of the homology
group is an image of some cycle under j, hence cod(j) = Hp(K) holds. The
only homomorphism which can continue the sequence making it exact at
Hp(K) is, again, the zero map whose kernel contains the whole Hp(K). It
produces the sequence

0→ Bp(K)
i
−→ Zp(K)

j
−→ Hp(K)→ 0

which is exact at Bp(K), Zp(K), and Hp(K). This three-group sequence
appears frequently in homology, and the sequence tells something not only
about the homomorphisms between the groups, but also about the structure
of the groups themselves.

2.50 Definition. The sequence

0→ G1
h1−→ G2

h2−→ G3 → 0

is called a short exact sequence if it is exact at all groups Gi.

2.4 Relative cellular homology

Often the homological aspects of a portion of a cell complex are either irrel-
evant or best left for later analysis. The theory of equivalence classes comes
in handy in this case, too.

2.4.1 Relative chains

Let L = (X ′ , L) be a subcomplex (cf. Definition 2.35) of a regular cell
complex K. If the images of L under the chains are irrelevant, it makes sense
to ignore the differences of chains in L. Technically, the chains are once again
divided into cosets, such that each coset consists chains which differ only in
L.

2.51 Definition. Chains c1, c2 ∈ Cp(K) belong into the same relative chain
modulo L, [c1]Cp(L), if

c1(kp) = c2(kp) ∀kp /∈ L

holds.
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The more explicit coset criterion is even more abusive than usual12

[c]Cp(L) = c+ Cp(L).

A new group is thus defined:

2.52 Definition. The group of relative p-chains modulo L is the quo-
tient group

Cp(K,L) = Cp(K)/Cp(L).

Let i be an inclusion from Cp(L) to Cp(K) and let j map the chains c ∈
Cp(K) onto the relative chains j(c) = [c]Cp(L) of Cp(K,L). The sequence

0→ Cp(L)
i
−→ Cp(K)

j
−→ Cp(K,L)→ 0

is exact.

The boundary operator for the relative chains has a very natural definition:

2.53 Definition. The p:th boundary operator of a relative chain com-
plex

∂̄p : Cp(K,L)→ Cp−1(K,L)

is the homomorphism which satisfies

∂̄p[c]Cp(L) = [∂pc]Cp−1(L) ∀ [c]Cp(L) ∈ Cp(K,L).

2.4.1 Remark. Of course, it should be shown that such homomorphism exists
and is unique. In particular, ∂p must map each representative chain of a coset
[c]Cp(L) onto some chain of the same coset [∂pc]Cp−1(L). See [33], [38], or [61].

2.4.2 Remark. The boundary operator enables a chain complex structure for
the relative chain groups:

∂̄p−1∂̄p[c]Cp(L) = ∂̄p−1[∂pc]Cp−1(L) = [∂p−1∂pc]Cp−2(L) = [0]Cp−2(L).

Exactly like in the case of the absolute chains, the boundary operator in-
duces subgroups of relative boundaries and relative cycles.

12It is naturally impossible to add chains of Cp(K) and Cp(L), because they are map-
pings from different domains. This standard notation — widely used in literature —
identifies Cp(L) with the subgroup it induces in Cp(K). See section 4.1.2 for scrutiny.
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2.54 Definition. The relative (p − 1)-chains which are images of relative
p-chain under ∂̄p, are relative boundaries modulo L. They form the
relative (p− 1)-boundary group

Bp−1(K,L) = cod(∂̄p) = {∂̄pc | c ∈ Cp(K,L)}.

2.4.3 Remark. It is important to observe that the elements of the subgroup
induced by Cp(L) constitute the neutral element of Cp(K,L): Any chain of
Cp(L) represents the zero element [0]Cp(L), which will be denoted by mere 0.

2.55 Definition. The relative p-chains which are mapped to the zero relative
(p − 1)-chain under ∂p, are relative p-cycles modulo L. They form the
relative p-cycle group

Zp(K,L) = ker(∂̄p) = {c ∈ Cp(K,L) | ∂̄pc = 0}.

2.4.4 Remark. Relative boundaries are relative cycles.

2.4.2 Relative homology relation and the relative homol-

ogy groups

Analogously to the absolute homology, two relative cycles can be declared
homologous if their difference is a relative boundary. The relative homology
again constitutes cosets, relative homology classes :

2.56 Definition. The p:th relative homology group modulo L is the
quotient group

Hp(K,L) = Zp(K,L)/Bp(K,L)

of relative homology classes.

The relative groups in

0→ Bp(K,L)
i
−→ Zp(K,L)

j
−→ Hp(K,L)→ 0

make the short sequence exact, analogously to the corresponding absolute
groups.
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2.4.3 Relation of absolute and relative homology groups

The absolute and the relative homology groups are related, but not as straight-
forwardly as the absolute and relative chain groups: Involved are three com-
plexes,

. . .
∂p+1
−−−→ Cp(L)

∂p
−→ Cp−1(L)

∂p−1
−−−→ . . .

. . .
∂p+1
−−−→ Cp(K)

∂p
−→ Cp−1(K)

∂p−1
−−−→ . . .

. . .
∂̄p+1
−−−→ Cp(K,L)

∂̄p
−→ Cp−1(K,L)

∂̄p−1
−−−→ . . .

Moreover, at each p, the chain groups of the complexes make the short se-
quence

0→ Cp(L)
ip
−→ Cp(K)

jp
−→ Cp(K,L)→ 0

exact (see section 2.4.1). This is customarily denoted by the liberal short
exact sequence notation

0→ C(L)
i
−→ C(K)

j
−→ C(K,L)→ 0

of complexes.

The homology groups are defined as quotient groups of cycle and boundary
subgroups of the cellular chain groups Cp(K), and the cycle and boundary
subgroups are induced by the boundary operators. If a map from one complex
to another commutes with the boundary operator, it preserves the cycles and
the boundaries:

2.57 Definition. A family of homomorphisms

λ = {λp : Cp(K)→ Cp(K
′) | 0 ≤ p ∈ Z}

which satisfies ∂′p ◦ λp = λp−1 ◦ ∂p, is called a chain map.

Chain maps are important because they map the homology groups into
homology groups:

2.58 Lemma (Chain map lemma). Let λ : C(K) → C(K ′) be a chain
map. It induces a family λ∗ of homomorphisms

(λ∗)p : Hp(K)→ Hp(K
′)

between the cellular homology groups.
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Proof. Let bp ∈ Bp(K) hold, i.e. bp = ∂p+1cp+1 holds for some cp+1 ∈ Cp(K).
Then λpbp = λp ◦ ∂p+1cp+1 = ∂′p+1 ◦ λp+1cp+1 implies λpbp ∈ Bp(K

′).

Similarly, zp ∈ Zp(K) is equivalent to the truth of the proposition ∂1zp = 0.
Then ∂p ◦ λpzp = λp−1 ◦ ∂pzp = 0 implies λpzp ∈ Zp(K

′).

Now assume that homology equivalence of cycles z1 ∼ z2 holds. Then the
equivalence of cycles λpz1 ∼ λpz2 holds as well, because z1 − z2 ∈ Bp(K)
implies λp(z1 − z2) = λp(z1)− λp(z2) ∈ Bp(K

′).

The mapping families i and j are indeed chain maps, and they induce homo-
morphisms i∗ : Hp(L)→ Hp(K) and j∗ : Hp(K)→ Hp(K,L). Even more can
be said: The representatives of the elements of Hp(K,L) belong to Zp(K,L),
whose cosets consist of chains with no boundary outside Cp−1(L). This ap-
plication of boundary operator is again a chain map, which induces the ho-
momorphism ∂∗.

2.59 Theorem (Exact homology sequence). The sequence

. . .→ Hp(L)
i∗−→ Hp(K)

j∗
−→ Hp(K,L)

∂∗−→ Hp−1(L)→ . . .

is exact.

Proof. Follows from the application of the snake lemma [54] [61] to the con-
struction of short exact sequenced complexes above, or from honest work [38]
[42].

2.4.5 Remark. The exact homology sequence is one of the Eilenberg-Steenrod
axioms [21] [61] in axiomatic homology theory. It has a number of interesting
consequences and applications — not surprising, taken its status as an axiom.

2.5 Homology of a manifold

The homology groups were defined for cellular chain complexes, with strong
implication to macroscopic cells. If there is something we could call “the ho-
mology of a manifold”, it has to remain invariant as the manifold is tessellated
into different cellular decompositions.

The subsequent development shows why the finite cellular decompositions
of the manifolds encountered in numerical modeling can yield isomorphic ho-
mology groups. It is not a mathematically rigorous proof (the soft spot is
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indicated in a footnote). Rigorous proofs are found from [61] for simplicial
and singular homology groups and [58], [79] for CW-complexes (called there
“the weak homotopy equivalence”). The motivation for presenting this mate-
rial of illustrative function here is its validity in the proof of mesh coarsening
strategy of section 5.4.

2.5.1 Invariance of homology groups

Let two finite CW-complexes, K = (X , K) and L = (X , L), be cellular
decompositions of a manifold M = (X , D). A reasonable notion of homology
groups for manifolds requires that every two cellular decompositions of a
manifold must have isomorphic homology groups. The claim is substantiated
with a construction which enables one to carry over the invariance of the
homology groups from one CW-complex to another:

2.60 Definition. A CW-complex K ′ = (X , K′) is a subdivision of K if

∀e ∈ K ∃J ⊂ K′ : cod(e) =
⋃

e′∈J

cod(k′)

holds, i.e. the image of every cell of K equals to the union of the images of
some collection of cells in K ′.

The following lemma establishes the invariance of homology groups under
subdivision:

2.61 Lemma. Let K ′ be a finite subdivision of a CW-complex K. Then the
isomorphism of cellular homology groups Hp(K) ∼= Hp(K

′) holds.

Proof. The subject matter of this subsection.

2.5.1 Remark (Motivating the importance of lemma 2.61). Assume13 one can
construct a finite CW-complex K ′ which is a subdivision for both K and L.
Then isomorphism Hp(K) ∼= Hp(K

′) ∼= Hp(L) holds, if lemma 2.61 holds.

Chain maps λ induce homomorphisms λ∗ between the homology groups
(see lemma 2.58). In order to prove lemma 2.61, one has to show that during
the construction of the subdivision, one can construct chain maps λ from

13There may be finite K and L with no finite common subdivision. However, in the case
of the finite element meshes, a common subdivision can always be constructed.
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the original to the subdivided complex such that the homomorphisms λ∗ are
isomorphisms.

The basic operation in the construction of a subdivision is the division of
a p-cell into two p-cells. This always requires the introduction of a new
(p− 1)-cell on the common boundary, see figure 2.10 for examples.

Figure 2.10: Example of successive subdivisions of cells.

Let cell ep be divided into cells e1
p and e2

p, and a (p− 1)-cell f between them
(see fig. 2.11). With such subdivision,

ep

f 1

f 2

f 1

f 2

e1
p

e2
p

f

Figure 2.11: A subdivision of a cell.

λp(ep) = e1
p + e2

p

is a chain map when λm is the identity map for all m 6= p. Let us divide
the boundary ∂ep = f 1 + f 2 such that f 1 is nonzero if ∂ep is nonzero, and
∂e1

p = f 1 + f holds. The chain map condition

λ∂ep = ∂λep ⇔ λ(f 1 + f 2) = ∂(e1
p + e2

p)

imposes f 1 + f 2 = f 1 + f + ∂e2
p, which leads to ∂e2

p = f 2 − f .

If λ∗ can be shown to be an isomorphism in this subdivision of one cell, the
isomorphism is proven for any finite subdivision: The finiteness of the final
subdivision guarantees that it can be produced with finite number of such
steps, each inducing an isomorphism. Does such λ induce an isomorphic λ∗?
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2.62 Theorem. Let K be a finite CW-complex and K ′ be its finite sub-
division, which is obtained by subdivison of one p-cell. The chain map
λ : C(K) → C(K ′) induces a family λ∗ of isomorphisms (λ∗)p : Hp(K) →
Hp(K

′).

Proof. Isomorphisms are injective and surjective homomorphisms.

• Injectivity of λ∗: The map (λ∗)p is injective if distinct h1, h2 ∈ Hp(K)
always get mapped into distinct elements of Hp(K). Else (h̃1 picks a
representative chain from h1)

λp(h̃1 − h̃2) ∈ Bp(K
′)

would hold. In this case the chain z = h̃1 − h̃2 would be a cycle which
is not a boundary, but its image under λp would be a boundary. This
cannot happen if for every p one can construct a left inverse chain map
λ−1 satisfying the condition

λ−1
p ◦ λpcp = cp ∀cp ∈ Cp(K) :

The identity λ−1
p ◦ λpz = z with a chain map λ−1

p implies that if λpz

was a boundary ∂s, then z would be a boundary as well, z = ∂λ−1
p+1s.

A left inverse chain map exists: Its pth map is λ−1
p (e1

p) = ep, λ
−1
p (e2

p) = 0
and identity elsewhere. The commutativity requirement of the left
inverse chain map with the boundary operator requires

{

λ−1
p−1(∂e1

p) = ∂λ−1
p−1(e1

p) = ∂ep
λ−1
p−1(∂e2

p) = ∂λ−1
p−1(e2

p) = 0,

which are satisfied with






λ−1
p−1(f 1) = f 1

λ−1
p−1(f 2) = f 2

λ−1
p−1(f) = f 2.

Apart from chains from the three new cells, the left inverse chain map
λ−1 is the identity map. Because a left inverse chain map exists, λ∗ is
injective.

• Surjectivity of λ∗: The map (λ∗)p is surjective if and only if each element
h′ ∈ Hp(K

′) is an image of at least one element h ∈ Hp(K). This is
equivalent to the condition

∀z′ ∈ Zp(K
′) ∃z ∈ Zp(K) : λpz − z

′ ∈ Bp(K
′).

46



The left inverse chain map λ−1
p implies λ−1

p z′ ∈ Zp(K) for any z′ ∈
Zp(K

′). Therefore, the chain λp ◦ λ
−1
p z′ is again a cycle of Zp(K

′).
Now, consider the difference λp ◦λ

−1
p z′− z′. The left inverse chain map

satisfies λ−1
p ◦ λpcp = cp for all cp, hence

λ−1
p (λp ◦ λ

−1
p z′ − z′) = (λ−1

p ◦ λp) ◦ λ
−1
p z′ − λ−1

p z′ = λ−1
p z′ − λ−1

p z′ = 0

holds. The zero chain is an element of Bp(K), and therefore the differ-
ence λp◦λ

−1
p z′−z′ must be a boundary as well. Consequently, for every

z′ ∈ Zp(K
′) there exists z = λ−1

p z′ ∈ Zp(K) such that λpz−z
′ ∈ Bp(K

′)
holds, and λ∗ is surjective.

The homomorphism λ∗ is injective and surjective, i.e. an isomorphism.

2.5.2 Note on the difference between homology and ho-

motopy groups

It is noteworthy that homotopy and homology are two distinct theories: If a
closed curve (or, analogously, an oriented 1-cycle) is homotopically equivalent
to a point on the curve, then the homotopy can be used to construct a surface
whose boundary is the original curve (see, e.g. the prisms in [61]). Hence,
the homotopy is a more strict measure for holes than the homology. A simple
example, a torus surface with a (homotopical) hole in it, shown in figure 2.12,
shows the difference. The curve c, interpreted as a chain, is a boundary, but

c

Figure 2.12: Example of the difference between homotopy and homology.

not continuously deformable to a point (i.e. there is no homotopy between
it and a point on the torus surface).

2.5.3 Orientability and chain complexes

It is possible to address questions of orientability of an n-dimensional man-
ifold with boundary with cellular chain complexes based on inner oriented

47



closed cells. Let K be the cellular decomposition of a manifold M . One can
choose such atlas that each n-cell is contained in a chart domain (an open
set, except at the boundary of the manifold) — or a suitable set of chart
domains, if e.g. a cell of an CW-complex cannot be covered by a single chart
domain. Then, at the common boundary of two n-cells, it is possible to check
both whether the orientations of the cells match and whether the Jacobian of
the transition mapping is positive at the corresponding component of the in-
tersection of the chart domains (containing the (n−1)-cell). This parallelism
suggests a procedure to check the orientability.

First, make an n-chain cn map one n-cell to 1. Then, choose an adjacent
n-cell. If the inner orientations of two adjacent cells match, cn can be made
to map the other cell to the same image, and at least one (n − 1)-cell on
their common boundary gets mapped to zero by the boundary ∂ncn. Cor-
respondingly, the Jacobian of the transition mapping at this component of
chart domain intersection can be made positive. If the inner orientations of
the two n-cells are opposite, opposite sign is chosen for the image of the other
n-cell under cn to achieve the same property.

If some (n − 1)-cell on the common boundary of two adjacent n-cells does
not get mapped to zero under cn constructed this way14, the determinant
of the Jacobian of the transition mapping can be shown to be negative at
the corresponding component of the chart intersection, while it is positive
in at least one other component. The manifold is then not orientable. Of
course, the (n − 1)-cells residing on the exterior of the complex do not get
mapped to zero by cn, because each of them resides on the boundary of one
n-cell only. Therefore, if the relative chain [cn] ∈ Cn(K,Bnd(K)) is a relative
cycle, it is called an orienting cycle. For manifolds with no boundary, the
word “relative” in the statement can be simply ignored.

14Then it gets mapped to ±2.
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Chapter 3

Computation in finitely generated

free Abelian groups

The motivation of this thesis is the study of uniqueness and existence of so-
lutions for quasi-static electromagnetic boundary value problems on compact
manifolds with boundary. The problems are typically too hard to admit an
exact solution, and usually an approximate solution is computed numerically.
Numerical solution techniques of boundary value problems rely considerably
on approximation theory, which requires finite cellular decompositions of the
manifolds, such as the finite element meshes. The finiteness of the cellular
decompositions makes the cellular chain groups finitely generated, and be-
cause the integer chain groups1 are Abelian and infinite-cyclic (no multiple
of a nonzero element is zero), their elements are expressible as unique finite
sums of the generator elements, i.e. they are free groups [41] [22] [61].

Once a suitable set of generators is chosen, subsums involving only one
generator can be reinterpreted as an integer multiple of the generator, lead-
ing naturally to the computationally viable structure of integer-coefficient
module [32] [40] [41] [54]. The elements of such free Z-modules can be iden-
tified or presented with unique integer combination coefficient vectors. The
presentations obscure the identity of the generator objects, but they depict
completely the structure of the original chain groups and certain important
relations between them. This correspondence motivates a survey of compu-
tations in abstract finitely generated free Abelian groups with the concepts
and methods of Z-modules.

1This special interest for the integer chain groups is theoretically justified in re-
mark 4.2.14, and a practical application is suggested in remark 4.2.1.
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The Z-module computations involve integer-coefficient vectors, which do not
constitute a vector space, but again a Z-module: Integers constitute only a
ring and not a field, which is required for a vector space structure. The
elements of a ring have no multiplicative inverses (except the multiplicative
identity 1 and −1), and this seemingly insignificant difference makes the
module computations differ dramatically from ordinary linear algebra, where
the multiplicative inverses provided by coefficient fields are used all the time.

The computation of homology groups naturally reduces into two important
group-theoretic problems in the context of free Abelian groups: i) The p-cycle
group is a kernel of a homomorphism and the (p− 1)-boundary group is its
codomain. The two subgroups are so closely related that their computation is
considered a single computational problem. ii) The homology groups are by
definition quotient groups, hence computation of quotient groups is required
as well. The presentability and properties of the two problems are analyzed,
and computational methods for them are studied in some detail.

3.1 Constructions and problems

For computational purposes, the formalism of module over the integers [32]
[40] [41] [54] is extensively used: The module can be used to express op-
erations which involve multiplication by scalars — with close counterparts
in ordinary linear algebra [19] [24]. Group theoretic problems are first an-
alyzed, and then translated into corresponding module theoretic problems
with inherently computer-oriented solution techniques.

3.1.1 Abelian group and module over Z

Strictly speaking, computations are very inefficient with the mere Abelian
group structure, which admits only additions of two elements at a time. How-
ever, for any Abelian group G, one can construct a group-isomorphic module.
Questions about G always involve addition-related constructions and rela-
tions of its elements, and such questions can be translated into equivalent
questions in the module. The multiplication by integers brought about by
the module structure dramatically improves the efficiency of computations.

Choose a minimal family {gi}
n
i=1 of generators for G, and make them the

generators of a module with the integer coefficient ring. Such module is
denoted by (Z , G), and the group G is called the underlying group of the
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module. A natural way to construct a group-isomorphism

u : (Z , G)→ G

from any Z-module to its underlying group is to require that u is a group-
homomorphism which satisfies

u(ag) =
a
∑

i=1

g ∀a ∈ N, u(0g) = 0, and u(−1g) = −g

for all elements g ∈ G. Even though the isomorphism property could be
established in general, it is used in in this work only in a special case:

3.1 Definition. Let a family {gi}
n
i=1 generate an Abelian group G such

that no generating family with fewer elements exist ({gi}
n
i=1 is a minimal

generating family). If every element of G is a unique finite sum of the elements
in the family, G is free. If G is free, a minimal generating family is called
a basis. A free Abelian group G with a basis of n elements is said to be of
rank n. If n is finite, the group G is finitely generated.

The subsequent discussion applies to finitely generated free Abelian groups
only.

3.1.2 Presentations of finitely generated free Abelian groups

and homomorphisms between them

Let a finite family {gi}
n
i=1 be a basis of a free Abelian group G. Then any

element g ∈ G is by definition 3.1 a unique sum of the basis elements. This
implies that any g ∈ G can be expressed with a unique integer combination

g = u(
n
∑

i=1

aigi) ai ∈ Z.

Every element g′ ∈ (Z , G) is an integer combination

g′ =
n
∑

i=1

aigi, ai ∈ Z

of the generators gi, and because the corresponding element in G is unique,
the module and its underlying group are really isomorphic.
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The presence of the generators gi in this expression implies that this form
is not necessarily useful for computations with a computer: It may be very
difficult or expensive to store and compare the elements of G [75]. The
problem can be avoided when only the integer coefficients are considered in
computations.

3.2 Definition. A coefficient vector (a1, . . . , an) = a ∈ (Z , Zn) is called the
presentation of the element g ∈ G if it satisfies the equality

g = u(
n
∑

i=1

aigi).

The presentations are elements of the Z-module (Z , Zn). Each element
g ∈ G has a unique presentation, because it has a unique corresponding
element in the module (Z , G), and the coefficients of this element constitute
the presentation of the element2. Conversely, each presentation a ∈ (Z , Zn)
corresponds to a unique element p(a) ∈ (Z , G). Consequently, the group G
and the module (Z , Zn) are isomorphic, schematically written as

G
u
←−
∼=

(Z , G)
p
←−
∼=

(Z , Zn).

3.1.1 Example. Let {fi}
m
i=1 generate a subgroup F ⊂ G. Does g ∈ G be-

long to this subgroup, i.e. is it possible to express g as a sum of fis? The
generators fi have unique expressions as sums of the generators gj, and so
does g. Correspondingly, fis have the presentations f ′i ∈ (Z , Zn) which gen-
erate the subgroup F ′ ⊂ (Z , Zn), and g has the presentation g′ ∈ (Z , Zn).
The element g is an element of F exactly if g′ ∈ F ′ holds, i.e. if an integer
combination

m
∑

i=1

aif
′
i = g′

exists. This question is a matter of integer matrix algebra, where no imita-
tions for the elements of G or (Z , G) are needed.

It is now clear that the elements of a finitely generated free Abelian groups
can be presented with integer-coefficient vectors. Moreover, the presentations
of their subgroups can be constructed on presentations of the generating
elements of the subgroups. Homology is basically just study of boundary
operators, which are homomorphisms: Presentations for the homomorphisms
from one group to another would be welcome.

2Of course, the presentation depends on the choice of the generators.
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Consider a homomorphism h : F → G from a rank-m free Abelian group
F to a rank-n free Abelian group G. Let the groups have bases {fi}

m
i=1 and

{gi}
n
i=1, respectively. Given the presentation a of any element f ∈ F ,

f = uF (
m
∑

j=1

ajfj) = uF (pF (a))

the task is to find the presentation h′′(a) = (h1, . . . , hn) such that

h(f) = uG(
n
∑

i=1

higi) = uG(pG(h′′(a)))

holds.

Due to the isomorphisms on the rows, there are unique module homomor-
phisms [41] [54] h′ and h′′, which make the diagram

F
u−1

F−−−→
∼=

(Z , F )
p−1

F−−−→
∼=

(Z , Zm)




y
h





yh′





yh′′

G
uG←−−−
∼=

(Z , G)
pG←−−−
∼=

(Z , Zn)

commute. Once the presentation a of f is known, this is equivalent to

h(f) = uG(h′(
m
∑

j=1

ajfj)) = uG(pG(h′′(a))) ∀f ∈ F,

which implies the identity

pG(h′′(a)) =
m
∑

j=1

ajh
′(fj) ∀f ∈ F

concerning only the latter square of the diagram. The inversion of pG to
find h′′(a) is trivial if the images h′(fj) = u−1

G (h(fj)) are known as integer
combinations of gis, as seen from the identity

pG(h′′(a)) =
m
∑

j=1

aj

n
∑

i=1

hijgi =
n
∑

i=1

(
m
∑

j=1

hijaj)gi,

which implies

h′′(a)i = hi =
m
∑

j=1

hijaj.
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3.3 Theorem. Once the presentations of the images h(fj) are known, the
homomorphism h is determined. The integer coefficients hij of the image
presentations constitute the coefficients of an integer matrix H ∈ Zn×m which
satisfies the identity h(uF ◦ pF (a)) = uG ◦ pG(Ha) for all presentations.

3.1.2 Remark. The theorem implies that once the presentations of h(fj)s are
known, any question concerning the homomorphism h is a matter of integer
matrix computations. The matrix H is the presentation of the homomor-
phism h.

With the isomorphisms available, statements about the groups will be usu-
ally discussed in the Z-modules. To avoid frequent double summations and
the use of the isomorphism u between modules and their underlying groups,
the basis tuple and tuple-vector product notations are introduced:

G = (g1, . . . , gn), Gb = uG(
n
∑

i=1

bigi).

A straightforward notation for homomorphisms follows:

h(f) = h(Fa) = GHa.

Homomorphisms often have additional properties which are reflected in their
matrix presentations:

3.4 Lemma. The presentation matrices of injective homomorphisms have
full column rank.

Proof. Given an element Gb ∈ G, there is at most one Fa ∈ F , such that

j(Fa) = GJa = Gb holds.

If there is a such that Ja = b is satisfied, there cannot be a′ 6= a producing
the same image element b, i.e.

J(a− a′) = Jq 6= 0 ∀q 6= 0

holds. The column rank of J is full by definition.

3.5 Lemma. The presentation matrices of surjective homomorphisms have
full row rank.
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Proof. For every Gb ∈ G, there is at least one Fa ∈ F , such that

s(Fa) = GSa = Gb holds.

Hence, for any b 6= 0, there is a such that Sa = b holds, and

bTSa = bT b > 0 ∀b 6= 0.

In order to satisfy this, S must satisfy

ST b 6= 0 ∀b 6= 0,

and the row rank of S is full by definition.

The lemmas provide an immediate corollary concerning isomorphisms, which
are bijective homomorphisms:

3.6 Corollary. The presentation matrices of isomorphisms have full column
and row ranks.

The presentations will be used extensively in both statements and solution
algorithms of computational problems.

3.1.3 Kernel and codomain subgroup problem

Consider a homomorphism h : F → G between two free Abelian groups F
and G. Every homomorphism induces two subgroups

ker(h) ⊂ F, and cod(h) ⊂ G,

which for a boundary operator are a cycle group and a boundary group. The
two groups — technically, their bases — are to be found.

Group theoretic discussion

Both ker(h) and cod(h) are subgroups, which is the only necessary group-
theoretic consideration. Appendix A explains why the problem is essentially
a decomposition of F .
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Technical discussion

Once the bases F, G have been chosen, the homomorphism h : F → G has
the presentation matrix H for the generators fi:

h(fi) = Ghi.

An element Fx ∈ F is an element of ker(h) exactly if

h(Fx) = GHx = 0

is satisfied. Because G is free, the presentation x is unique, and the condition
is equivalent to

Hx = 0.

The elements of cod(h) exactly cover the images of the elements of F , which
can all be expressed as

h(Fx) = GHx,

i.e. their presentations are
Hx.

The presentations suffice to express the result of the computation, but do
not involve the generators explicitly. Hence, the presentation matrix H is
sufficient input for the kernel-codomain problem.

3.1.4 Quotient group problem

Let F , G be free Abelian groups, and let a homomorphism j : F → G be
injective (if it was not, one could choose the inclusion i : cod(j) → G in-
stead). The situation occurs in the homology theory when the group of
p-boundaries is included into the group of p-cycles. The pth homology group
(definition 2.48) is then the quotient group (definition 2.47)

G/j(F ).

The quotient group is not a subgroup of G. Its elements are collections,
cosets, of elements of G. This technical complication is not too serious really,
because every element of G belongs to exactly one coset of G/j(F ) (it is a
representative of the coset), and every coset of G/j(F ) consists of at least
one element of G: If a minimal family of generators {qi}

m
i=1 was known for
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the quotient group, one could pick from each generator coset qi a represen-
tative ri ∈ G satisfying qi = [ri]j(F ), and express the cosets indirectly with
the generators of G. This implies a basis which enables computations with
presentations.

Group theoretic discussion

The quotient group problem can be written in the short exact sequence for-
malism. With the definition q(g) = [g]j(F ), the sequence

0→ F
j
−→ G

q
−→ G/j(F )→ 0

is exact: The homomorphism j is an inclusion, mapping every nonzero ele-
ment of F to a nonzero element of G, hence the leftmost zero group. More-
over, exactly the elements of j(F ) map to zero under q, and every nonzero
element of G/j(F ) is a class of nonzero elements of G, i.e. every element of
G/j(F ) has a preimage in G. The reasoning in section 2.3.3 actually proves
that any quotient group problem fits the short exact sequence, not just the
homology groups.

The quotient problem involves a new aspect:

3.1.3 Example. Consider the free Abelian group (Z,+), generated by 1: Any
integer a is a unique sum

∑a
i=1 1. The group is mapped into itself by the

injective homomorphism j(z) = 2z:

0→ Z
2
−→ Z

[·]
−→ Z/(2Z)→ 0.

The quotient group Z/(2Z) — often referred to as Z2, Z/2, or Z mod 2 —
consists of exactly two elements, the cosets [0] and [1]. This quotient group
is not free: Its neutral element can be expressed as [0] or [1] + [1] = [2] = [0],
i.e. it has no unique sum expression.

3.1.4 Remark. The example 3.1.3 implies that the quotient group G/j(F )
may not be free, and the involved group decomposition problem is not in
general a decomposition of G into direct summands, contrary to the Kernel-
Codomain problem, see Appendix A.

3.7 Definition. In Abelian group theory, groups with property
∑a

i=1 g = 0
for some a ∈ N for every element g are called torsion groups (a special
case of finite cyclic groups of general group theory). The number a ∈ N is
the torsion coefficient of g.
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3.1.5 Remark. For examples of torsion in the homology groups of the domains
of fields in electromagnetic modeling, see section 4.2.

There is a decomposition theorem for finitely generated Abelian groups,
which states that the torsion subgroup of an Abelian group G is

1. a direct summand of G

2. direct sum of rank 1 torsion groups:

3.8 Theorem (Structure of finitely generated Abelian groups). Every
finitely generated Abelian group G has structure

G = F ⊕ T,

where F is called the free subgroup, and T is called the torsion subgroup. The
subgroups satisfy isomorphisms

F ∼= Zk, T ∼= Zt1 ⊕ ...⊕ Ztp .

Here k is the rank of the free subgroup, p is the rank of the torsion subgroup,
and ti are called torsion coefficients. When the torsion coefficients are set
into ascending order, each one is divisible by the previous one.

Proof. See [32], [41], [54], or [61]. The proof is usually based on theorem 3.18.

A finitely generated torsion group is free exactly if its torsion subgroup is
trivial, because it is by the previous theorem isomorphic with Zk, which is
free. This is related to a direct summand criterion:

3.9 Lemma. Let G be a finitely generated free Abelian group, and let F be
a subgroup. The quotient group G/F is torsion-free3 if and only if F is a
direct summand in G.

Proof. If an element g ∈ G is not an element of F , it has to be an element
of the other summand group G′, which together with F generate G, as in

F +G′ = G.

3The group G/F is torsion-free exactly if it has no torsion elements, i.e. there is no
element g ∈ G such that g /∈ F holds, but mg ∈ F is satisfied with some m > 1.
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The element mg is an m-fold sum of g, hence an element of G′ as well.

“⇒” In case of torsion, mg ∈ F holds, and the criterion F
⋂

G′ = 0 [41] is
not satisfied, hence F can not be a direct summand in G.

“⇐” If no element g ∈ G′ satisfies mg ∈ F with m 6= 0, F
⋂

G′ = 0 holds,
implying G = F ⊕G′.

Technical discussion

Again, when the bases F, G are chosen, the injective homomorphism j : F →
G is given for the generators as the columns of a matrix J,

j(fi) = Gji.

The criterion for two elements of G to belong to the same coset of G/j(F )
is stated in terms of the presentations as

∃b such that G(a1 − a2) = GJb,

and because G is free, this reduces to

∃b such that a1 − a2 = Jb.

Matrix J suffices as the input for the quotient group problem: The basis G
need not be explicitly used.

Theorem 3.8 characterizes the general solution of the quotient problem. The
solution consists of two qualitatively different subgroups, the free subgroup
and the torsion subgroup:

• For the free subgroup of G/j(F ), one is to find a matrix Q such that
[GQ]j(F ) is its basis.

• For the torsion subgroup of G/j(F ), a matrix T is needed to express
a generator tuple [GT]j(F ). In order to indicate the structure of the
torsion group as described in theorem 3.8, the result must include the
torsion coefficients of the generators, and the torsion coefficients must
satisfy the divisibility condition stated in the theorem.
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3.2 Computational techniques

The computation of homology groups requires the computation of the kernel
and the codomain of boundary operators and quotient groups. The problems
were analyzed and are restated here from the computational point of view:

3.10 Problem (Kernel-Codomain). Given the presentation matrix H of
a homomorphism h : F → G, find

1. a matrix K such that FK is a basis of ker(h) ⊂ F and

2. a matrix C such that GC is a basis of cod(h) ⊂ G.

3.11 Problem (Quotient). Given the presentation matrix J of an injective
(J must have full column rank) homomorphism j : F → G, find

1. a matrix Q such that the tuple of cosets [GQ]j(F ) is a basis of the free
subgroup of the quotient group G/j(F ).

2. a matrix T and an integer vector t, which satisfy:

(a) The tuple [GT]j(F ) generates the torsion subgroup of G/j(F ).

(b) Each coset of the tuple generates a direct summand rank 1 tor-
sion subgroup as described in theorem 3.8. Additionally, for ith
coset, the element ti of the vector t is the corresponding torsion
coefficient.

Two general strategies can be used to seek the solution for the problems.
One can i) compute some canonical form of the homomorphism presentation
matrix and conclude the answer from the properties of the canonical form, or
ii) inspect the dependence of the generators one by one. The two strategies
lead to rather different implementations.

If torsion is to be completely characterized, the canonical forms produce
exactly the necessary information: The divisibility condition for the torsion
coefficients can be satisfied only through an extensive manipulative analysis
of the interrelations of the generators of the groups. Therefore, the one-by-
one strategies can remain“one-by-one” only in problems which do not involve
torsion. If torsion is an inherent element of a problem, the canonical forms
are the right choice.
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The computation of canonical forms relies on elementary row and column
operations, analogously to the Gaussian elimination in ordinary linear alge-
bra.

3.2.1 Remark. There is a difference, however: The matrices used in the Z-
module computations [32] consist of integer elements, i.e. their elements
constitute only a ring and not a field, and the elements of a ring do not
in general have multiplicative inverses. Therefore, the multiplication of a
row (column) by an arbitrary integer does not have an inverse elementary
operation in the integer matrix algebra, whereas the multiplication of a row
by any other real number than zero has an inverse elementary operation in
the Gaussian elimination of a real-coefficient matrix. This difference is closely
related to the torsion characterization and turns out to have a major impact
on the computations.

3.2.1 Elementary row and column operations

The computation of the canonical forms of integer matrices consists of three
elementary operations:

3.12 Definition. The three elementary row (column) operations are

1. interchange of two rows (columns) i and j,

2. multiplication of a row (column) i by −1,

3. addition of an a-multiple of a row (column) i to another one, j.

Let ei denote the i:th elementary vector. The three row operations can be
expressed in terms of left-multiplications by the square matrices

1.
[

e1, . . . , ei−1, ej, ei+1, . . . ej−1, ei, , ej+1, . . . , en
]

2.
[

e1, . . . ,−ei, . . . , en
]

3.
[

e1, . . . , ei + aej, . . . , ej, . . . , en
]

,

and the column operations by right-multiplications by their transposes. The
determinants of the elementary operation matrices are ±1, which is an im-
portant property for integer matrices:
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3.13 Definition. A matrix whose determinant equals to ±1 is called uni-
modular.

3.14 Lemma. Integer matrix A is unimodular ⇔ A−1 is an integer matrix.

Proof. The determinant of an integer matrix is an integer.

“⇒” The matrix A must produce the i:th column ei of the identity matrix
when right-multiplied with i:th column ξ of A−1 , i.e. Aξ = ei. The j:th
element of ξ has the cofactor expression

ξj = det(
[

a1, . . . , aj−1, ei, aj+1, . . . , an
]

)/ det(A)

by Cramer’s rule. Here an integer determinant is divided by another integer
determinant, and if the divisor is ±1, the result is an integer.

“⇐” From identities

det(AA−1) = det(I) = 1 det(AA−1) = det(A) det(A−1),

the identity det(A) det(A−1) = 1 follows. However, ab = 1 holds for a, b ∈ Z
only when a = b = ±1.

The canonical forms of matrices usually have a matrix factorization [19] [24]
interpretation: The row operations applied to matrix A during the canonical
form computation correspond to a left product of integer unimodular matrices
Li:

(
1
∏

i=m

Li)A = Lm . . .L1A.

The inverse of the product is also a product of unimodular matrices, with
integer elements due to the previous lemma:

(
1
∏

i=m

Li)
−1 =

m
∏

i=1

L−1
i = L−1

1 . . .L−1
m .

Similar reasoning applies to column operations as well.

3.2.2 Hermite normal form

Unimodular transformations bring any integer matrix into a triangular canon-
ical form which reveals the rank of the matrix. This normal form due to C.
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Hermite [36] [14] gives bases for codomains of homomorphisms presented by
integer matrices, and the unimodular transformations construct a basis for
the kernel as well.

3.15 Theorem (Hermite normal form). An m-by-n rank-r matrix A with
integer elements can be brought with elementary column operations and row
permutations to the canonical lower triangular form

L =

[

L11 0
L21 0

]

,

where L11 is full rank lower triangular r-by-r. Moreover, the elements of L11

are non-negative, and on each row of L11, lij < lii holds for j < i.

Proof. Outline of a constructive proof:

At the i:th stage, the submatrix Li11 is the (i− 1)-by-(i− 1) leading minor
of the final normal form. The submatrix Ai

22 in

[

Li11 0
Ai

21 Ai
22

]

is subjected to the algorithm 1, page 64. The algorithm performs eliminations
the first row of Ai

22, only the first element of the row will be left nonzero.
The algorithm then reduces the entries of the first row of Ai

21. When the
stage is over, the leading element of Ai

22 and the first row of Ai
21 are in their

final form, and they become the last row of Li+1
11 .

Algorithm 1 is really an algorithm only if it terminates. The number of
columns is finite, so the termination depends on termination of while-loop at
line 9. The remainders aij mod aii on line 13 are always smaller by absolute
value than aii, and this guarantees the termination.

Hermite normal form induces an integer matrix decomposition: The row
permutations performed during the computation constitute the permutation
matrix P and the column operations an unimodular right product matrix R
in

L = PAR.

The inverse U = R−1 appears in the explicit decomposition:

PA = LU.
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Algorithm 1 A reduction stage of elementary Hermite normal form.

1: if Ai
22 = 0 or empty then

2: Return
3: else if aij with j ≥ i is zero then
4: Swap row i with another one to continue
5: end if
6: if aii is nonzero and aij with j > i are zero then
7: Make aii positive
8: end if
9: while some aij with j > i is nonzero do

10: Find the nonzero entry aij with minimal |aij| and j ≥ i.
11: Swap columns i and j.
12: Make element aii positive.
13: Use column operations to eliminate aij with j > i to aij mod aii.
14: end while
15: Use column operations to make elements aij with i < j minimal nonneg-

ative.
16: Increment i.

Solutions by Hermite normal form

The Kernel-Codomain problem 3.10 (page 60) gets its solution once Hermite
normal form of the homomorphism matrix H is computed.

3.16 Solution (for Kernel-Codomain problem, by Hermite normal
form). Let H be the input matrix of problem 3.10, with Hermite normal
form

H = PTLU.

Then for the homomorphism h the following holds:

h(FU−1) = GPTL.

The matrix U−1 is denoted by W, and the matrices W and L are partitioned:

h(F
[

W1 W2

]

) = GPT
[

L1 0
]

.

Hence, h maps the generators FW1 to GPTL1, and FW2 maps to zero. The
result matrices K and C of the problem definition 3.10 become

K = W2 C = PTL1.
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The quotient problem 3.11 (page 60) requires some additional computation,
which essentially produces another canonical form. It is addressed shortly.

3.2.2 Remark. While the Hermite normal form is a classical solution scheme
for the Kernel-Codomain problem, a more recent approach, the LLL-algorithm
[14] could be used as well. Its worst case complexity bound is very poor, but
in practice it may often be competitive.

Time and storage complexity of Hermite normal form

The storage required in Hermite normal form computation is the storage for
L and U plus a vector needed to express the permutation matrix P.

Rather surprisingly, the elementary algorithm 1 does not make the Hermite
normal form tractable [1] [17] [81] in general: The number of column opera-
tions during an elimination stage depends on the magnitudes of the matrix
elements, bigger elements require more operations. The number of column
operations during an elimination stage very rapidly adds to the magnitude
of the elements in the Schur complement. This, again, adds to the number
of column operations in the next stage. The vicious circle is known as the
coefficient explosion problem, and it leads to two major technical problems:

1. Arbitrary precision computations are needed in order to avoid integer
overflow. This requires considerable amounts of memory.

2. Arithmetic of big numbers is slow: Unfortunately, no generally valid
polynomial upper bound for worst case bit complexity is known for the
elementary algorithm (but no exponential lower bound for any matrix,
either) [44].

For a special class of matrices [63], the computational complexity of any
triangular canonical form can be bounded such that it depends only on the
size of the matrix:

3.17 Theorem. Let A be a matrix with all subdeterminants in {−1, 0, 1}.
The Schur complement at every stage contains only elements {−1, 0, 1}.

Proof. After the k:th stage, the matrix is in form

[

L 0
C S

]

,
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where L is a k by k lower triangular with unit diagonal elements. (There is
always a unit element in any nonzero matrix to start the first stage with).
The submatrix S is the Schur complement. Let sij be its arbitrary element.

Assume that the first row of the Schur complement always had a unit ele-
ment. At every stage, this element was permuted into the pivot position, and
then the column (and row) operations were performed. Hence, the row and
the column on which sij lies are the original ones plus a linear combination
of rows and columns which contained the pivot entries, but not other rows or
columns of the Schur complement itself. The element sij then belongs to the
(k + 1) by (k + 1) submatrix

[

L 0
Ci sij

]

.

Since row and column operations were performed only within this matrix, its
determinant is unaltered, i.e. it is one of the subdeterminants of the original
matrix. The determinant of a triangular matrix is the product of its diagonal
elements, and in this case the product is sij ∈ {−1, 0, 1}.

Matrices satisfying the assumptions of theorem 3.17 belong to a class of
matrices which can be permuted to make their leading minors unimodular,
until the dimension of the minor exceeds the rank of the matrix. Unfor-
tunately, the number of operations of the elementary algorithm cannot be
efficiently bounded with a more relaxed, “largest nonsingular leading minor
is unimodular”-argument:

3.2.3 Example. Unimodularity requires only that the elements on each row of
the leading minor must have gcd 1: Division of a row by a non-unit g would
make the determinant of the leading minor 1/g, which is impossible for an
integer matrix. The gcd criterion holds for a pivot p and n trailing elements
qip + ri (where ri < p holds) iff gcd(p, r1, . . . , ri, . . . , rn) = 1 holds. The
number of eliminations per row may become excessive under the hypotheses,
because unimodular matrices can contain arbitrarily large elements: The
matrix

U =

[

a a+ 1
a− 1 a

]

is easily seen to be unimodular, even if its elements can be made exceed any
positive integer.

3.2.4 Remark. Lemma 4.7 shows how the assumption of theorem 3.17 is
related to the orientability of manifolds. The orientability argument signifi-
cantly simplifies the computation of various homology groups.
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Special techniques for Hermite normal form

There has been considerable interest in overcoming the coefficient explosion
in the computation of the Hermite normal forms of matrices with integer
elements — or even more generally, with elements from a principal ideal
domain (P.I.D.) [41]. Numerous improvements to the elementary algorithm
have been proposed (see the references of [44] for references to early ones).

Most notably, a polynomial time and storage algorithm for the Hermite
normal form of integer matrices was published for the first time in paper [44]
by Kannan and Bachem. In the Kannan-Bachem method, the upper triangle
elements are eliminated with the diagonal pivot elements. Differently from
the elementary algorithm, one element takes one elimination only: Consider
the submatrix

[

di e
s dj

]

,

where di, dj are diagonal elements and e is to be eliminated. For di and e,
the extended Euclid’s algorithm [48] gives the expression

c1di + c2e = gcd(di, e)

for the greatest common divisor of the two numbers. The magnitude of c1 s
bounded by e and the magnitude of c2 by di. With notation g = gcd(di, e),
one can write the elimination by an unimodular matrix:

[

di e
s dj

] [

c1 −e/g
c2 di/g

]

=

[

g 0
sc1 + djc2 −se/g + djd1/g

]

.

Hence, for an m by n matrix, the number of eliminations is of order O(mn),
not dependent on the magnitudes of the elements. Of course, if the elements
grow, the O(m) arithmetic operations involved in each elimination take more
time. During the elimination stage i, the magnitudes of the i first diagonal
elements never increase, because they are replaced by their greatest common
divisors with other numbers. To additionally slow down the element growth,
the order of eliminations differs from that of the elementary algorithm.

With the reorganized subdiagonal element reduction phase, an improve-
ment in due to Chou and Collins [12], this method is a reliable workhorse
for homological problems. For an m-by-n matrix with rank r and largest ele-
ment with modulus M , the bit-sizes of the intermediate results are uniformly
bounded [81] by

L = O(r(n log(M) + r log(r)))
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and the total bit-complexity by

O(mnr2B(L)),

where B(L) is the complexity of multiplication of L-bit integers.

Unfortunately, the reduction phase suggested by Chou and Collins is re-
peated after the elimination of each column, i.e. n times: The complexity of
the reduction phases, each of order O(mr2), dominates the number of opera-
tions, making the algorithm quartic in the number of operations. There is no
easy remedy if greater than unit diagonal elements arise: Reductions are the
only way to keep the subdiagonal elements in control for the eliminations to
come. Only the columns with unit pivots remain unaltered during the elimi-
nations, reducing the burden. However, if a matrix satisfies the assumptions
of theorem 3.17, the reductions can be postponed until all eliminations are
done. Both the number of operations-complexity and the bit-complexity of
this variant are cubic.

Divide and conquer-approaches for cubical-complexity matrix operations
improve asymptotically when the input size increases, approaching operation
complexities O(nθ) with exponent θ < 3. They are relatives of Strassen’s
θ = log2(7) ≈ 2.81 strategy for matrix-matrix multiplication [70] [1] [17].
An interesting succession of methods has been suggested by Hafner and Mc-
Curley [30], who propose an efficient triangulation of an integer matrix, and
Storjohann [69], who proposes an efficient way to compute the Hermite nor-
mal form from a triangulated matrix. These methods typically provide im-
provement for computations of large dense matrices only [17].

In the implementation of the Kannan-Bachem algorithm, the Chinese re-
mainder theorem [17] [54] can be exploited to enable computation with large
numbers. It is essentially a group structure theorem for residue class rings,
which states that

Z(
Q

i pi)
∼= Zp1

× Zp2
× . . .× Zpk ,

when pis are pairwise relatively prime. This constitutes a technique which
can be contemplated for integer computations with huge intermediate results:
Choose several relatively prime numbers pi close to the maximal integer the
computer can handle, so that the product of pi:s is substantially greater.
Then an intermediate result can be expressed with several elements from
rings Zpi . Admittedly, simultaneous operations in k matrices of Zm×npi

would
be technically a rather clumsy way to compute an entire normal form de-
composition problem. The Chinese remaindering could be more useful for
underlying implementation of arbitrary size integer-data type.
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3.2.3 Smith normal form

Hermite normal form was shown to solve the kernel-codomain problem, but
not the quotient problem. Both the Kernel-Codomain problem 3.10 (page 60)
and the Quotient problem 3.11 (page 60) can be solved with another normal
form of integer matrices, Smith normal form [67], [14], [32], (in connection
with homology in [61], [64]):

3.18 Theorem (Smith normal form). A matrix A with integer elements
can be transformed into canonical diagonal form S with elementary row and
column operations. The diagonal elements si are called the invariant fac-

tors of A. The nonzero invariant factors are positive and can be arranged
so that each one is divisible by the previous one.

Proof. Outline of a constructive proof:

The algorithm starts with M = A, and reduction operations of algorithm 2
are performed to obtain the form

[

m11 0
0 M22

]

,

where m12 and m21 are zero, and m11 divides every element of M22. The next
reduction stage is then performed on M22 etc., until M22 is 1-by-1. The“until”
criterion at line 15 is eventually met in finite number of steps, because the
remainder a mod b for is always smaller than b by absolute value. Therefore,
elements smaller than m11 always arise in eliminations.

The unimodular operations which transform A to S can now be multiplied
into matrices U and V. Hence, Smith normal form induces an integer de-
composition of the matrix A:

A = USV.

Solutions by Smith normal form

The unimodular transformations and and invariant factors produced by Smith
normal form provide solutions for both group-theoretic problems:

3.19 Solution (for Kernel-Codomain problem, by Smith normal
form). Let H be the input matrix of problem 3.10, with Smith normal form

H = USV.
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Algorithm 2 A reduction stage of elementary Smith normal form
1: if M equals zero then
2: Next invariant factor is 0.
3: else
4: repeat
5: if (|m11| minimal nonzero in M , m12 = 0, m21 = 0,

but m11 does not divide every element of M) then
6: Find element mij with minimal nonzero |mij mod m11|.
7: Eliminate mij to (mij mod m11) with a row-column operation.
8: else
9: Find the nonzero mij with minimal |mij|.

10: end if
11: Permute rows 1 and i, and columns 1 and j.
12: Make m11 positive.
13: Use row operations to eliminate m21to m21 mod m11.
14: Use column operations to eliminate m12 to m12 mod m11.
15: until (m12 = 0, m21 = 0, and m11 divides every element of M)
16: Next invariant factor is m11.
17: end if

Then for the homomorphism h the following holds:

h(FV−1) = GUS.

The matrix V−1 is denoted by W, and the matrices W and U partitioned to
form

h(F
[

W1 W2 W3

]

) = G
[

U1 U2 U3

]





I 0 0
0 D 0
0 0 0



 .

Hence, h maps the generators FW1 to GU1, FW2 to GU2D, and FW3 to zero.
In terms of matrices K and C of the problem definition 3.10, the solution is

K = W3 C =
[

U1 U2D
]

.

3.2.5 Remark. The solution of the Kernel-Codomain problem is computa-
tionally cheaper with the Hermite normal form (cf. the sections on the com-
plexities of the two), and it would be waste of effort to actually solve it with
Smith normal form.

However, the invariant factors provided by Smith normal form are indis-
pensable in the quotient group problem:
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3.20 Solution (for Quotient problem, by Smith normal form). Let J
be the input matrix of problem 3.11, with Smith normal form

J = USV.

Then for the injective homomorphism j the following holds:

j(FV−1) = GUS.

Again, V−1 is denoted by W, and W,U are partitioned to form

j(F
[

W1 W2

]

) = G
[

U1 U2 U3

]





I 0
0 D
0 0



 .

(Injectivity guarantees that there are no zero columns in S.) The elements
GU1 are images of elements FW1 under j, hence elements of the divisor
group. The multiples of GU2 also generate a subgroup of cod(j),

j(FW2) = GU2D.

Hence, GU2 are the generators of the torsion groups, and the corresponding
torsion coefficients are dii. In terms of matrices Q and T, and vector t of the
problem definition 3.11, the solution is

Q = U3 T = U2 ti = dii.

Smith normal form as a theoretical tool

The Smith normal form is not a mere computational procedure. Various
properties of finitely-generated free Abelian groups can be expressed with
its unimodular transformations and the invariant factors. For example, the
following lemma enables decision of the direct summand property of a sub-
groups from the presentation of its basis:

3.21 Lemma. Let G be a finitely-generated free Abelian and let F ⊂ G hold.
If the presentation F of a basis GF for F can be brought to the form

F =
[

U1 U2

]

[

M
0

]

where U and M are unimodular, F is a direct summand in G.
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Proof. Unimodularity of M implies the Smith normal form M = VIW, which
yields the identity

F =
[

U1 U2

]

[

VIW
0

]

=

(

[

U1 U2

]

[

V 0
0 I

])[

I
0

]

W.

This is clearly a Smith normal form whose solely unit invariant factors imply
that G/F is free, hence by lemma 3.9, the group F is a direct summand in
G.

Time and storage complexity of Smith normal form

The storage needed during the computation of Smith normal form is that of
matrices U, S and V. After the computation, S contains only the invariant
factors, which can be stored into a vector.

Smith normal form is a dream-come-true tool for the theory of finitely gen-
erated Abelian groups and homomorphisms between them. Unfortunately,
the elementary algorithm given above is not feasible in general, again due
to the coefficient explosion. In addition to presenting a new polynomial-
complexity algorithm for Hermite normal form, Kannan and Bachem [44]
reorganized the Smith normal form computation into successive full lower
triangular and partial upper triangular Hermite normal form computations.
This strategy yields a polynomial complexity bound for the Smith normal
form computation: The successive Hermite normal form computations help
to keep the off-diagonal elements of the canonical form fairly modest, as they
are bounded by the diagonal entries after each normal form computation.
The diagonal elements become the gcds of the corresponding rows during the
computation of each full Hermite normal form.

In the original algorithm, only the first column of the Schur complement is
eliminated to obtain a partial upper triangular Hermite normal form. This
strategy increases the number of ready leading rows and columns by at most
one during a pair of Hermite normal forms. The effort needed for the com-
putation of a Smith normal form is then the rank of the matrix times the
effort of Hermite - partial Hermite pairs, which is reasonable if typically
larger than unit diagonal elements are expected. However, the torsion-free
quotient problems establish important enough a problem class to motivate a
modification.

Whenever a unit element appears at the diagonal after the computation of
a Hermite normal form, it eliminates any element in the same column or row
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with a single elementary operation, i.e. no multiple of the row (column) to be
eliminated is added to the pivot row (column). In such case, the computation
of complete upper triangular Hermite form makes the rows and columns with
unit diagonals zero (except the diagonal element, of course). These rows
and columns may then be permuted to lead the Schur complement, whose
size can be accordingly decreased (as the corresponding rows and columns
will remain intact during the later stages). Hence application of complete
upper triangular Hermite normal form to the Schur complement of the Smith
normal form may speed up the Kannan-Bachem algorithm for Smith normal
form substantially.

3.2.6 Example. A matrix is factored into the Hermite normal form (no row
permutations needed),

A =





1 1 1
1 2 2
0 1 3



 =





1 0 0
0 1 0
1 1 2









1 1 1
1 2 2
−1 −1 0



 .

The leading diagonals of the normal form are both one. Consequently, the
Schur complement is known to be 1-by-1 after the computation of complete
upper triangular Hermite normal form, i.e. the Smith normal form is now
known to follow directly,





1 0 0
0 1 0
1 1 1









1 0 0
0 1 0
0 0 2









1 1 1
1 2 2
−1 −1 0



 = USV.

The modified Kannan-Bachem algorithm suggests a lemma which eases the
computation of Smith normal form of a matrix with at most unit invariant
factors, i.e. the inputs of the group-theoretic problems arising from torsion-
free homology groups:

3.22 Lemma. If a matrix has only unit and zero invariant factors, its Smith
normal form is computed in two runs of Kannan-Bachem algorithm for Her-
mite normal form.

Proof. Let the Hermite normal form of the matrix be operations

A =

[

L 0
M 0

] [

U1

U2

]

.

As the next stage, the modified Kannan-Bachem algorithm for Smith normal
form computes the Hermite normal form of the matrix

[

LT MT
]

.
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The matrix is known to have full row rank, and it is known that its ith
diagonal element will be replaced by the gcd of the elements on its ith row.

If the gcds for all rows were not unit, it would be possible to put them into
a diagonal matrix G, and produce the integer decomposition

G
[

G−1LT G−1MT
]

= G
[

I 0
]

[

W1

W2

]

,

where the latter form follows from the computation of Hermite normal form.
(The subdiagonal elements of a full row rank matrix get reduced to zero if
the diagonal elements are unit.) Then the Smith normal form of this matrix
is

[

WT
1 WT

2

]

[

G 0
0 0

] [

U1

U2

]

.

By the premise of the theorem, all diagonal elements of G must be unit, and
the Smith normal form is ready.

Lemma 3.22 isolates the bottleneck in torsion-free homological computation
to the possibly worse-than-cubic complexity of the Hermite normal form of
matrices not covered by theorem 3.174. The at most unit invariant factors
provide welcome implications, but do they help overcome this bottleneck, i.e.
provide a roughly cubic complexity bound for Hermite normal form?

The roughly quadric complexity bound is due to the frequent subdiagonal
reductions, each a cubic-time operation in general. Two properties of the
matrix can help obviate the problem: i) It may be known that the subdi-
agonals do not grow excessively even if the reduction stages are neglected
until all eliminations are ready, or ii) each reduction stage is known to take
a quadratic time. Most matrices arising from homological problems tend
to exhibit both qualities, but not in a sharp, clear-cut manner which would
enable rigorous proofs. The following attempts demonstrate how hard the
question is:

3.2.7 Example. Let the elements of an integer matrix A ∈ Zm×n satisfy
|aij| ≤ 1 and let its invariant factors be ones and zeros. Many matrices
arising from homological problems are like this. Assume the kth column has
just been eliminated. If the diagonal elements 1, . . . , k − 1 are all ones, the
subsequent eliminations can require addition to subdiagonal elements only

4If a matrix satisfies the assumptions of theorem 3.17, its Hermite normal form has cubic
complexity with Kannan-Bachem algorithm. All leading diagonal elements of the normal
form are unit, and Smith normal form follows from a single additional cubic-complexity
computation of upper triangular Hermite normal form with the modified algorithm.
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in the kth column. The reduction would be then quadratic. This is not
the case: Intermediate stages during the column operations to produce the
Hermite form of the first three columns include





1 1 1
−1 1 −1
−1 0 0



 ,





1 0 1
1 2 −1
0 1 0



 ,





1 0 0
1 2 2
0 1 0



 , and





1 0 0
1 2 0
0 0 1



 .

The work involved in the reductions does not seem to admit a simple quadratic
bound. However, it is not too good an idea to postpone the reductions either.
Consider the succession:





1 1 1 0
−1 1 0 1
1 −1 −1 1



 ,





1 0 1 0
−1 2 0 1
1 −2 −1 1



 ,





1 0 0 0
−1 1 0 1
1 −2 2 1



 ,





1 0 0 0
−1 1 0 0
1 −2 2 3



 .

The invariant factors are all one, but the last two columns call for multipli-
cation by the unimodular matrix

[

2 3
−1 −2

]

.

If this was just the 3-by-4 leading minor of a matrix, even the initially small
subdiagonal elements may have grown enough to cause serious hardship in
later stages.

This suggests that the mere knowledge of maximal matrix element size
and the invariant factors does not enable a cubic bound for the number
of operations in the Kannan-Bachem algorithm for Hermite normal form. If
some class of homological computations can be performed in cubic time, the
reason must be a feature more pertinent to homology itself than the criteria
expressed here. In the opposite case, some property specific to homology
obstructs cubic-time computation.

What, then, is the general upper bound for the computational complexity of
Smith normal form? After the first Hermite normal form pair, all operations
in the computation of a rank-r matrix take place in the r-by-r leading minor.
The determinant D of the minor is invariant, and it equals the product of
the invariant factors. Since each intermediate Hermite form is triangular,
its determinant equals the product of the diagonal elements. The leading

75



diagonal element of the Schur complement is therefore at most equal to D.
At each Hermite normal form pair, the leading diagonal is replaced by its
factor, hence after log2(D) Hermite normal form pairs it is reduced to one
(which is the smallest value it can get reduced to).

Organizing the observations for an m-by-n rank-r matrix, one can obtain
the bound

O(mnr2B(L1) + nr3B(L2) + r(2 log2(D))r4B(L3)),

where Li are the maximum bit-sizes during the computation of the Hermite
normal form, cf. page 68. The maximum element which is used in compu-
tation of L3 is D. The last term vanishes for matrices with only unit and
zero invariant factors, due to lemma 3.22. In the case of torsion, the com-
putational complexity is bounded by a bound slightly worse than a quintic
polynomial of the rank.

3.2.4 Exhaustion

An alternative to the matrix decompositions is the inspection of the genera-
tors one by one, a method which is called, in want of a better term, exhaus-
tion. It is an elementary method which can be programmed in floating-point
arithmetic – with tools familiar to a numerical analyst. Exhaustion provides
good computational complexities for certain homomorphisms in homology.

Kernel-Codomain problem

Exhaustion for the kernel and codomain of h : F → G inspects the integer
combination dependence of the image h(fi) = Ghi of each generator fi ∈ F
on the group generated by the images of the previously inspected generators.
The combinations for the dependence test are generated with floating-point
computation.

Group-theoretically, ith step produces the kernel and codomain for the ho-
momorphism h(i) : S(i) → G, where S(i) ⊂ F is generated by f1, . . . , fi. In
the end of the algorithm, equalities S(i) = F and h(n) = h hold, and the
group F is exhausted.

Let GCi be the generator tuple for cod(h(i)). If either

∃x ∈ Zk : Cix = hi+1 or ∀x ∈ Qk : Cix 6= hi+1
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holds, it is easy to either deduce a generator for ker(h(i+1)) from the identity
Cix − hi+1 = 0, or accept h(fi+1) as a generator of cod(h(i+1)). However, a
rational-coefficient equality

Cix = hi+1 x ∈ Qk,

equivalent to

Ciy = ahi+1 y = ax ∈ Zk

for some 1 < a ∈ Z may hold. This is a problematic situation: The coefficient
vectors are produced with floating point computation solving a minimization
problem. If the floating point approximation x̂ of the combination vector is
known to be an approximation of an integer vector, it can be rather reliably
converted into an integer vector x if it satisfies some natural quality criterion,
such as |xj − x̂j| < 0.01 for every j. For rational vectors, any corresponding
quality criterion can be settled only after some maximal denominator — an
arbitrary decision, and a weak spot for the generality of the algorithm — has
been set. The conversion from floating-point to exact rational numbers is a
time-consuming and fragile procedure.

3.23 Lemma. If the rational-coefficient equality arises, the group cod(h(i))
is not a direct summand in G for some i.

Proof. Write for hi+1 the identity

hi+1 = Ciy + (1− a)hi+1 = qi + r,

where qi = Ciy implies Gqi ∈ cod(h(i)). For the term r, the identity ar =
a(1 − a)hi+1 = (1 − a)Ciy implies aGr ∈ cod(h(i)), even if Gr alone is not
an element of cod(h(i)). Because G is finitely-generated free Abelian group,
this is by lemma 3.9 equivalent to cod(h(i)) not being a direct summand in
G.

Contraposition applied to lemma 3.23 proves the following corollary:

3.24 Corollary. If the groups cod(h(i)) are direct summands in G, the ra-
tional conversion arithmetic is avoided.

3.2.8 Remark. The situation in the proof of lemma 3.23 implies that the
quotient group G/cod(h(i)) has a torsion element. The direct summand
condition prohibits torsion in the quotient groups G/cod(h(i)), including
G/cod(h(n)) = G/cod(h).
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For such cases, the Kernel-Codomain problem gets solved by the following
solution technique:

3.25 Solution (for Kernel-Codomain problem, by exhaustion). Let
H be the input matrix of problem 3.10. The presentations of the kernel
and codomain generators go to the matrices K and C. The presentations of
the preimages of the codomain generators go to the matrix P, i.e. Fpi =
h−1(Gci).

1. If h(fi) = Ghi equals an integer combination of the codomain genera-
tors,

G(hi − Cx) = 0 x ∈ Zk,

F(ei − Px) is a new generator for the kernel (the columns of P are
independent of ei). Append ei − Px to K.

2. If a rational but not integer combination exists, issue an error.

3. Else no linear combination equal to Ghi exists. It is a new generator
for cod(h), and hi is appended to C. The preimage of Ghi is fi = Fei,
and ei is appended to P.

The solution technique 3.25 is described more technically as a pseudocode
in Algorithm 3, page 79. It assumes the premise of corollary 3.24, i.e. does
not check it. The symbol [ ] denotes the empty matrix.

A problematic feature of corollary 3.24 is its possible dependence on the
order of fis. The computation of an appropriate order is certainly very ex-
pensive, hence it is reasonable to restrict to order-independent cases. Appli-
cability to the homological computation is discussed in section 4.2.2.

3.2.9 Remark. The pre-requisite assumptions of exhaustion have implications
in the computation of Hermite normal form as well: Columns are eliminated
by mere additions of multiples of the previous columns and no multiples
of the ith column need be added to the previous ones. Then, the roughly
cubically time-bounded subdiagonal reduction phases do not alter the (i−1)
first rows of the first (i− 1) columns, and the Kannan-Bachem algorithm for
Hermite normal form can be reduced into a cubic operation count algorithm.
However, the work per operation is hard to bound, due to the possibly large
elements.
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Algorithm 3 Kernel-codomain problem solution by exhaustion

1: K← [ ], C← [ ], P← [ ]
2: while C = [ ] do
3: if hi 6= 0 for next hi ∈ H then
4: C← [hi], P← [ei]
5: else
6: K←

[

K ei
]

7: end if
8: end while
9: for all rest of hi ∈ H do

10: Solve minx̂ ||Cx̂− hi||2
11: if x̂ not successfully converted into x ∈ Zk then
12: Issue an error and exit.
13: else
14: if Cx = hi then
15: K←

[

K ei − Px
]

16: else
17: C←

[

C hi
]

, P←
[

P ei
]

18: end if
19: end if
20: end for

Quotient problem

For the computation of the quotient group G/j(F ), exhaustion inspects the
dependence of the generators of G on the generators of cod(j) and the pre-
viously accepted generators of the quotient group: The group cod(j) (rank
d) is generated by GJ, and let the generators of the quotient group accepted
this far be Gq1, . . . ,Gqk.

Again, if either

∃x ∈ Zd+k :
[

J Qi

]

x = ei+1 or ∀x ∈ Qd+k :
[

J Qi

]

x 6= ei+1

holds, the (i + 1)th generator of G is seen to represent either an already
accepted or a new generator of G/j(F ). A rational-coefficient x would imply

∃x ∈ Zd+k :
[

J Qi

]

x = aei+1

for some 1 < a ∈ Z. Similarly to the situation in the Kernel-Codomain
computation, the subgroup generated by G

[

J Qi

]

is then not a direct sum-
mand in G. Again, contraposition implies that direct summand property of
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the intermediate results guarantees conversions from floating-point to integer
only.

The direct summand property is rarely guaranteed for the intermediate
results of the computation. The problems involved in the computation of
certain absolute homology groups are exposed in section 4.2.2. When the
direct summand property applies, the quotient problem can be solved with
the following procedure:

3.26 Solution (for Quotient problem, by Exhaustion). Let J be the
input matrix of problem 3.11. The presentations of the representatives of the
quotient group generators are appended to the matrix Q.

1. The i:th generator of G is Gei. If some x can satisfy

[

J Q
]

(

x1

x2

)

= ei x ∈ Zk,

then ei−Qx2 = Jx1 holds, and G(ei−Qx2) is an element of the divisor
group.

2. If no x ∈ Qd+k satisfies the equality either, the coset [Gei] is a new
generator of the quotient group. Append ei to Q.

3. If a rational but not integer combination exists, issue an error.

Algorithm 4 at page 80 presents the pseudocode for the solution tech-
nique 3.26.

Algorithm 4 Quotient problem solution by exhaustion

1: Q← [ ]
2: for all ei do
3: Solve minx̂ ||

[

J Q
]

x̂− ei||2
4: if x̂ not successfully converted to x ∈ Zd+k then
5: Issue an error and exit.
6: end if
7: if

[

J Q
]

x 6= ei then
8: Q←

[

Q ei
]

9: end if
10: end for
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Time and storage complexity of exhaustion

The efficiency of the least square minimization problem

min
x̂
||Ax̂− b||2

is a major question in the overall efficiency of exhaustion.

1. The problem can be recast into the system of normal equations [19]
[24]

ATAx̂ = AT b,

which can be solved with e.g. Gaussian elimination [19] [24].

Practically, it is beneficial to store the Cholesky decomposition [19]
[24] of ATA. When new columns are appended to A, one can use
forward substitution to update the Cholesky decomposition of the n-
by-n matrix ATA in O(mn + n2) time when A is m-by-n matrix with
m > n and m,n are not very small. Solution for the minimization
problem takes O(n2) time.

A severe drawback of the method is the condition number 5 of the matrix
ATA. It is the condition number of A squared, and this can degrade
the accuracy of the results rather quickly.

2. Another option is to decompose the matrix into an orthogonal decom-
position with an explicit codomain space basis. Such decompositions
are the QR- and SVD-decompositions [19] [24]. The QR-decomposition
is adequate and cheaper of the two, and the solution of the minimization
problem is given by

x̂ = R−1QT b

in order O(n2 +mn) complexity. The insertion of a column into m-by-n
matrix is dominated by O(mn).

The insertion of columns during the process in a predefined order makes it
rather hard and expensive to efficiently exploit the possible sparsity of the
matrices. The storage of the full Cholesky decomposition takes O(n2) storage,
and A takes additional O(mn). The m-by-n matrix in QR-decomposed form
takes order O(mn + n2) storage, so there is no significant difference in the
time and storage complexities. This makes the numerically more stable QR-
technique preferable.

5A measure for the sensitivity of the solution for numerical errors [19] [24].
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The overall time complexity of exhaustion is of order O(m3) and storage
complexity of order O(m2), independent of the solution method used for the
minimization problem.

3.3 Sparsity and reorderability

Consider a homomorphism h : F → G. The image h(f) of a generator f ∈
F may be a combination of only a few generators of g. In this case, the
matrix presentation of h is said to be sparse. Sparse presentations always
exist, because the Smith normal form states that one can always choose
the generators of F and G such that the image of each generator of F is a
(multiple of) one generator of G, or zero. Luckily, the presenting matrices
are often sparse (albeit rarely diagonal) without the effort of computing the
Smith normal form.

The pragmatic definition of the term “sparsity” is “containing enough zeros
to make a special computation technique worthwhile” [19]. With the nu-
merous matrix-related problems and computational techniques around, the
definition is too general and imprecise to be useful. However, certain prob-
lem type-specific sparsity structure properties of the problem matrix may
be known from the structure of the problem itself. Such knowledge may be
useful when special techniques are devised and assessed.

3.3.1 Block triangular matrices

In computational problems arising from the Abelian groups, a common struc-
ture of the generators and the mapping sometimes arises:

3.27 Definition. If none of the k last generators of F get mapped by h onto
linear combinations involving any of the l first generators of G,

n− k < j ≤ n ⇒ h(fj) =
m
∑

i=l+1

hijgi,

the system is called block lower triangular.

The matrix presentation demonstrates the relevance of the name:

h(
[

F1 F2

]

) =
[

G1 G2

]

[

H11 0
H21 H22

]

.
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Let the rank of H11 be r. The identity

H11 =
[

P11 P12

]

[

L11 0
L21 0

] [

U11

U21

]

for the Hermite normal form of H11 implies

[

H11 0
H21 H22

]

=

[

P11 P12 0
0 0 I

]





L11 0 0
L21 0 0
L31 L32 H22









U11 0
U21 0
0 I



 ,

where
[

L31 L32

]

= H21

[

(U−1)11 (U−1)12

]

holds.

This can be permuted to

[

H11 0
H21 H22

]

=

[

P11 0 P12

0 I 0

]





L11 0 0
L31 L32 H22

L21 0 0









U11 0
U21 0
0 I



 ,

where only the (m− r) by (n− k) matrix

[

L32 H22

]

is not yet in Hermite normal form. The blocks P11,P12,L11,L31,L21, and
U11 are not touched during further eliminations, the others get updated.
The elements of the block L31 are finally reduced with the diagonal elements
when all eliminations are ready.

The complexity bound for the computation of Hermite form of H11 and
simultaneous updating of H21 to get L31 and L32 is bounded by

O(m(n− k)r2B),

where (n−k) and probably also r are smaller than for the entire matrix H. If
the rank of the entire matrix was R, the complexity for the remaining block
is of order

O((m− l)(n− r)(R− r)2B),

but this can be further reduced if the block can be block triangularized.

The block L32 = H22(U−1)12 is problematic, because it lets the magnitude of
the coefficients propagate to the subsequent block decompositions. Moreover,
it may not be even closely as sparse as the original H32. The maximum gain
is achieved in the case where the column rank of H11 is full, leaving the
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block L32 vacuous. This requires that H11 is square or tall (more rows than
columns), with independent columns. If such permutations exist at all, their
computation may be no easier than the computation of the Hermite form
itself. Sometimes the sparsity pattern or prior information may help to find
such permutations.

3.3.1 Remark. If a matrix consists of blocks which do not share rows or
columns (such as if H21 was a zero matrix above), the matrix is block diagonal.
Such matrices readily reflect matching subgroup structures of F and G — a
very special circumstance. The computation of their normal forms is plainly
a series of computations of separate normal forms.

3.3.2 Prior information about ranks

Rank arguments often help reduce the sizes of the matrices whose normal
forms are computed. For example, the entire group F may get mapped into
a subgroup S ⊂ G by h, and the basis for S and the corresponding matrix
presentation of h may be available.

If a unimodular matrix U which satisfies

H =
[

U1 U2

]

[

M1

0

]

is known, the Smith normal form follows from the factorization of M1:

H =
[

U1 U2

]

[

TSV
0

]

=
[

U1T U2

]

[

S
0

]

V.

Similar technique applies for the case

H
[

U1 U2

]

=
[

M1 0
]

,

where the Smith normal form M1 = TSV implies

H
[

U1V−1 U2

]

= T
[

S 0
]

.

There may be efficient ways to produce such matrices in special cases.
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Chapter 4

Computation of homology groups

The cellular chain groups, as defined in sections 2.3 and 2.4, are examples
of finitely generated Abelian groups. Theoretically speaking, the methods of
chapter 3 suffice to settle any problem of cellular homology over a finite chain
complex, rephrased in terms of the Kernel-Codomain problem 3.10 and the
Quotient problem 3.11 (page 60). The characterization of this computation
opens the chapter. Before the computation can be applied in the computation
of relative homology groups Hp(K,L), it is often necessary to first construct
the boundary operators of the chain complex C(K,L) from the boundary
operators of the chain complex C(K). The technicalities of the construction
are addressed as well.

The computational complexities of the homological problems phrased as
problems in finitely generated Abelian groups have polynomial time and stor-
age complexities, i.e. the problems are tractable in the sense of the classical
complexity theory. However, it is the exponent of the dominant term of the
time or storage complexity polynomial which determines the practical com-
putability of the homology groups: The best computational complexity1 for
group theoretical problems so far is that of exhaustion, O(n3), with expo-
nent 3. However, the applicability of exhaustion was shown in section 3.2.4 to
depend on the direct summand property of intermediate results, which was
shown to be equivalent with absence of torsion in related quotient groups.
Chapter 3 contains also other examples of how absence of torsion can lower
the computational complexity.

1The complexities of all group computations involve the ranks of two groups — techni-
cally, the numbers of rows- and columns of the presentation matrix of the mapping from
one group to the other one. For notational convenience, let n denote the bigger one.
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The computational complexity of exhaustion is roughly comparable to the
upper bound of the complexity of a direct numerical solution for a time static
electromagnetic problem with linear materials (see [7], where the problem is
translated into linear algebra and [24] for its solution in less or at worst equal
to O(n3) time). If this complexity is exceeded, the time consumed by the
computation of homology groups may grossly exceed the time consumed by
the solution of the numerical field problem. Consequently, the computation
of cuts or a well-posedness check for a field problem runs the risk of being
disproportionately expensive. Therefore, a proof for cubic computational
complexity is attempted for as wide class of homology groups arising from
electromagnetic modeling as possible. The first obstruction on the way is
the torsion of the homology group itself, and possible other obstructions are
sought for.

Examples of torsion in homology groups are first shown in order to charac-
terize reasons for its existence. Then a theorem is presented which states that
absolute homology groups arising from geometric modeling in at most three
dimensions are torsion free. Despite the lack of torsion, the intermediate re-
sults in exhaustion are shown to violate the direct summand requirement in
some relevant cases, refuting the possibility of general computability in cubic
complexity with exhaustion. Similar absence-of-torsion result for the rela-
tive homology groups under related assumptions are shown to be impossible.
The observations suggests that the computation of integer homology groups
in electromagnetic modeling by their definition is in general impractically
expensive.

Consequently, a different strategy is adopted: The absence of torsion pro-
vides a simple connection between the cellular homologies over different co-
efficient groups. Disregard of the torsion can be exploited to obtain cubical
computational complexity, this time through a careful choice of the coefficient
group. Even if such computation is efficient and the connection to integer
groups is conceptually simple, the connection can be shown to lead to un-
expectedly difficult computational problems, which refute this approach as
well.
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4.1 Integer homology of a chain complex: Com-

putation by definition

The presentations of group elements and their homomorphic correspondences
were devised to disregard the type of the mathematical objects which pop-
ulate the group. The approach led to universal computation techniques for
finitely generated free Abelian groups and homomorphisms between them.
The cellular chain complexes are collections of free Abelian groups and the
homomorphisms between them, hence the computation techniques apply im-
mediately.

4.1 Definition. An abstract chain complex of finitely generated chain
groups G (for short: abstract complex) is the infinite sequence

. . .
hp+2

−−→ Gp+1
hp+1

−−→ Gp
hp
−→ Gp−1

hp−1

−−→ . . .

of finitely generated free Abelian groups Gp and homomorphisms hp, which
satisfy hp−1hp = 0. Infinitely many of the groups may be trivial.

The necessary and sufficient information required for the homology compu-
tations are the images hp(gi) of the generators gi ∈ Gp, expressed as linear
combinations of the generators of the groups Gp−1. Technically, this infor-
mation is completely encoded in the matrix presentations (cf. Theorem 3.3)
of the homomorphisms hp.

The two complexes typically studied in homology theory are the absolute
cellular chain complex C(K)

. . .
∂p+2

−−→ Cp+1(K)
∂p+1

−−→ Cp(K)
∂p
−→ Cp−1(K)

∂p−1

−−→ . . .

and the relative cellular chain complex C(K,L),

. . .
∂̄p+2

−−→ Cp+1(K,L)
∂̄p+1

−−→ Cp(K,L)
∂̄p
−→ Cp−1(K,L)

∂̄p−1

−−→ . . .

The homology of both of them — as well as many other complexes — is
computable with the methods of chapter 3, if the boundary homomorphisms
are readily known. However, if a relative chain complex is only known to
be induced by a subcomplex of an absolute chain complex, its relative chain
groups and boundary operators must be first constructed.
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4.1.1 General homology groups of a complex

The p:th absolute homology group is by definition 2.48 the quotient group
of the p-cycles Zp(K) by the p-boundaries Bp(K). The p-cycles Zp(K) and
p-boundaries Bp(K) are, by definitions 2.44 and 2.43, the kernel of p:th and
the codomain of (p+ 1):th boundary operators,

Hp(K) = ker(∂p)/cod(∂p+1).

The concept of homology can be generalized to the abstract complex:

4.2 Definition. The p:th general homology group of an abstract complex
G is

Hp = ker(hp)/cod(hp+1).

Hence, the first step in any homology computation is to find the kernel of
hp and the codomain of hp+1. Let the homomorphism hp be given by the
matrix Hp,

hp(Gp) = Gp−1Hp.

The solution of problem 3.10 consists of two matrices, Kp and Cp, yielding
bases

GpKp for ker(hp), Gp−1Cp for cod(hp).

A similar computation for hp+1 yields bases

Gp+1Kp+1 for ker(hp+1), GpCp+1 for cod(hp+1).

The complex property enforces the inclusion cod(hp+1) ⊂ ker(hp). The
missing piece is the matrix presentation Jp for the inclusion homomorphism
jp : cod(hp+1)→ ker(hp), satisfying

jp(GpCp+1) = GpKpJp ⇔ Cp+1 = KpJp.

The matrix Jp can be computed in cubic time with ordinary linear algebra
with floating point arithmetic. In terms of the Smith normal form of Kp, one
can obtain

Cp+1 =
[

U1 U2

]

[

I
0

]

VJp ⇔

[

W1

W2

]

Cp+1 =

[

VJp
0

]

,

which yields Jp = V−1W1Cp+1.
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The p:th general homology group

Hp = ker(hp)/cod(hp) = ker(hp)/j(cod(hp))

is exactly the solution of the problem 3.11, whose input is the matrix Jp. The
solution for general homology group problem can be built from

1. matrix Qp, expressing the basis

[GpKpQp]cod(hp+1)

for the free subgroup of Hp, and

2. matrix Tp and vector t, such that the coset tuple

[GpKpTp]cod(hp+1)

generates the torsion subgroup of Hp, and ti are the torsion coefficients
of the generator cosets.

4.1.2 Construction of a relative chain complex

Once the boundary operators of a relative chain complex are constructed,
the universal computation scheme above applies.

Construction of the relative cellular chain groups

Let K be a regular cell complex and L be its subcomplex. The p:th relative
chain group modulo L, Cp(K,L), is by definition 2.52 the quotient group

Cp(K,L) = Cp(K)/Cp(L).

The inclusion homomorphisms jp : Cp(L)→ Cp(K) satisfying

(jp ◦ cp)(k
p) =

{

cp(k
p) ∀ kp ∈ L

0 ∀ kp /∈ L.

for all p-cells kp in the subcomplex L are needed in the construction of these
groups.

From the practical point of view, the homomorphisms jp are typically very
easy to give in matrix form

jp(Lp) = KpJp,

89



where Lp is a basis for Cp(L) and Kp for Cp(K). The inclusion jp constitutes
again an instance

Cp(K)/jp(Cp(L))

of the quotient group problem 3.11 with input Jp, and a basis for Cp(K,L)
is readily computed: The definition above for the inclusion jp never induces
torsion to the group Cp(K,L), and the matrix Qp is sufficient for the result,
and the basis for Cp(K,L) is

[KpQp]Cp(L).

4.1.1 Remark. Each element of Cp(K) is a representative of some coset of
Cp(K,L) and it is in principle possible to keep the level of abstraction low
and do relative homology computations with just the representatives. This
would lead to very inefficient computations : When do two chains of Cp(K)
represent the same coset of Cp(K,L)? The question concerns independence
on integer combinations, and computation abundant with these questions is
very time-consuming.

A reasonable option, then, is to operate on the relative chains themselves,
even if the relative chains are cosets of absolute chains, hence more abstract
than mere chains. No problems result, because the algebra of chapter 3 was
deliberately devised to hide the type of the group elements. The bases for
relative chain groups are already known, and only the boundary operators
are missing from the relative chain complex.

Construction of the boundary operators

The boundary operator ∂̄p maps the relative p-chains to the relative (p− 1)-
chains, and it is actually uniquely defined [38] by the single requirement

∂̄p[cp]Cp(L) = [∂pcp]Cp−1(L) ∀cp ∈ Cp(K).

Each element of Cp(K,L) has its presentation a (for brevity, the groups
indicating the coset relation have been omitted from lower right corners of
the coset brackets)

[KpQp]a.

Then the requirement for ∂̄p enforces

∂̄p[KpQp]a = ∂̄p[KpQpa] = [∂p(Kp)Qpa].
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Of course, the matrix presentation

∂p(Kp) = Kp−1Dp

for the boundary operator of the absolute chain groups Cp(K) must be known
if one is to initiate any homological computation in the first place. This leads
to

∂̄p[KpQp]a = [Kp−1DpQpa] = [Kp−1]DpQpa.

The result gives the presentation for the boundary operator with respect to
the coset tuple [Kp−1]. This tuple is seldom a basis for Cp−1(K,L), but the
previously computed tuple [Kp−1Qp−1] is.

The presentation Kp−1b of an arbitrary chain of Cp−1(K) can be expressed
as the sum of two presentations

Kp−1b = Kp−1Qp−1c+ Kp−1Jp−1d = Kp−1

[

Qp−1 Jp−1

]

(

c
d

)

,

because [Kp−1Qp−1] is the basis for Cp−1(K,L), and Kp−1Jp−1 for Cp−1(L),
in the “subgroup of Cp−1(K)”-sense. The group Cp−1(K) is free, and Kp−1

may again be omitted from both sides of the identity, yielding

b =
[

Qp−1 Jp−1

]

(

c
d

)

⇔

(

c
d

)

=

[

Vp1

Vp2

]

b.

Here the inverse of the matrix
[

Qp−1 Jp−1

]

is denoted by Vp, and written in
block matrix form. The identity

Kp−1b = Kp−1Qp−1Vp1b+ Kp−1Jp−1Vp2b

follows, and in terms of the cosets this is

[Kp−1]b = [Kp−1Qp−1]Vp1b.

This establishes the result: The boundary operator ∂̄p has the matrix pre-
sentation

∂̄p([KpQp]) = [Kp−1Qp−1]Vp1DpQp

with respect to the basis [Kp−1Qp−1] of Cp(K,L). The relative chain complex
is now complete and one can apply the section 4.1.1 to compute the relative
homology groups.
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4.2 Computational complexity of homology; tor-

sion and orientability

The quotient group in Abelian group theory, a central construction in ho-
mology theory, brings about the torsion, as demonstrated in example 3.1.3
of section 3.1.4. Torsion is computationally painful: Typically, the quotient
group computation in these cases is best performed with the Smith normal
form — even if the complexity bound on page 76 shows that the complexity
involved may be slightly worse than quintic in this case. It is particularly dis-
couraging that all suggested simplifications as well as alternative approaches
somehow exploit absence of torsion.

It is quite clear that the computation of a torsion subgroup cannot be per-
formed in cubic time: The mere unimodular diagonalization of a matrix takes
roughly a cubic time — given that the intermediate results remain appro-
priately bounded. The divisibility condition of the invariant factors takes
some extra time to enforce, and even in the best case the procedure must
be performed for every generator of the torsion subgroup. Practically, the
procedure must be performed far more often, for every intermediate diagonal
element with greater than unit modulus.

Torsion in the homology groups of cellular chain complexes most likely re-
flects some topological aspects of the underlying manifold of the cellular
chain complex. Consequently, there may be some topological criteria for the
absence of torsion. The existence of torsion and its relation to the orientabil-
ity of compact manifolds with boundary is addressed. A useful criterion for
the absence of torsion in absolute homology groups is stated, but examples
demonstrate why this does not enable the computation of absolute homology
groups with a method of cubic work. The computational difficulty of relative
homology groups is demonstrated with further examples.

As the last resort, the choice of integers as the images of cells under the
chains, a decision made in section 2.2.4, is re-examined. Some choices of
coefficient groups enable cubic-complexity computation of homology, a pos-
sibility referred to in the time and storage complexity analysis of the Hermite
normal form, in section 3.2.2. The coefficient group is intimately related to
torsion, and this relation is completely characterized to show the connection
between the integer homology groups and the homology groups over certain
coefficient groups. Even if these homology groups admit efficient compu-
tation, they do not easily produce the integer homology groups which are
needed for well-posedness and mesh defect (see remark 4.2.1) studies.
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4.2.1 Existence of torsion in absolute homology groups

The absolute chain groups are free, and the cycle- and boundary groups are
their subgroups, hence also free [61] [41]. However, there may be cycles which
are not boundaries, but their multiples are. These weak boundaries are the
torsion elements in the absolute homology groups.

Weak boundaries occur on cellular decompositions of two- and three-dimensional
manifolds, but the manifolds in question are usually somehow special. For
example, they may not be orientable, or may not “fit” into three dimensions
in the following sense:

4.3 Definition. An embedding of a p-dimensional manifold M into n di-
mensional space (p ≤ n) is a homeomorphism from the underlying topological
space of the manifold into a set S ⊂ Rn.

Such homeomorphism may or may not exist, and the manifold is corre-
spondingly said to be either embeddable or not embeddable into Rn.

Electromagnetic appliances are compact, embeddable and orientable. There
is no torsion in the absolute homology groups of electromagnetic models:

4.4 Theorem. The absolute homology groups of a compact, orientable man-
ifold with boundary, embeddable into R3, are torsion-free.

Proof. Given in [51]. The proof relies on the Alexander duality [61], and a
corollary [9] of the universal coefficient theorem for cohomology [9] [61]. Also,
corollary 3.45 of [33] is a generalization of this theorem.

4.5 Corollary. The computation of absolute homology groups of electromag-
netic models does not suffer from the worst hardship, torsion.

4.2.1 Remark. If some absolute homology group of an electromagnetic model
exhibits torsion, the mesh has been corrupted.

Torsion can occur only if the chain complex used in the computation of a
boundary value problem is corrupted by mistake, or carelessly modified, e.g.
if periodic boundary conditions are carelessly implemented:

4.2.2 Example. Long coils of castle-wall top shape (fig. 4.1) are sometimes
used in induction heating. The figure shows how periodic symmetry of the
structure can reduce the computation into a fraction of the model. If the
periodicity of the field is technically imposed such that literal identification
along the symmetry lines takes place, a nonorientable and nonembeddable
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Figure 4.1: A castle-wall conductor and symmetry lines.

Figure 4.2: A result of identification.

(into R2) spatial model is created (fig. 4.2). This construction is known as
the Möbius band. It is a nonorientable 2-dimensional manifold with bound-
ary, which can be produced from a rectangular strip by twisting it a half-
round and then identifying two of its edges. Figure 4.3 shows how edge e1

appears twice on the boundary of f1 after the identification. Even if the

f1
e1e1

e2

e3 n1

n1 n2

n2

Figure 4.3: Möbius band and its CW decomposition.

absolute homology groups of the Möbius band are torsion-free, its relative
homology groups are not (as shortly shown in example 4.2.8). Moreover,
the unavoidable possibility of a Möbius band lurking in a cellular decomposi-
tion of a three-dimensional manifold provides a touchstone for computational
techniques proposed to produce the homology groups of an electromagnetic
model: As soon as the coefficient ±2 occurs in some integer matrix compu-
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tation, the process is on the brink of the coefficient explosion.

A second identification — much less likely to happen by mistake in elec-
tromagnetic modeling — produces a classical example of two-dimensional
nonorientable manifold whose absolute homology groups exhibit torsion. It
is an example of how two-dimensional manifolds, whose absolute homology
groups exhibit torsion, are not embeddable. This nonembeddability argu-
ment shortly proves conclusion 4.6, which grants cubic computation time for
the Kernel-Codoman problem in absolute homology.

4.2.3 Example (Klein bottle). Klein bottle is a 2-dimensional manifold which
can be obtained from a surface torus by cutting it into a tube, and re-
identifying the cut edges with opposite orientation. It is nonorientable and
it cannot be embedded into R3. Figure 4.4 shows a CW decomposition of
the Klein bottle. The 1-cycle group is generated by the tuple (e1, e2) and the

e1e1

n

n

n

n
e2

f

e2

Figure 4.4: Klein bottle and its CW decomposition.

1-boundary group by (2e1 + 2e2). The functional relation is taken into Smith
normal form:

(2e1 + 2e2) = (e1, e2)

[

2
2

]

⇔ (2e1 + 2e2) = (e1 + e2, e2)

[

2
0

]

,

and it reveals that e2 is a free generator of H1, but e1 +e2 is a torsion element
with torsion coefficient 2, hence H1

∼= Z⊕Z2 shows the structure of the first
homology group of Klein bottle.

For an example of an orientable but not embeddable manifold with a ho-
mology group exhibiting torsion, see the lens space in Appendix B.

4.2.2 Computational complexity of absolute homology groups

Even if no torsion is to be expected in the absolute homology groups of
electromagnetic models, the computational complexity of the groups may not
necessarily be cubic in general. A generally valid cubic bound is attempted
for the computation of the absolute homology groups.
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Complexity of the Kernel-Codomain problem

It will be shortly shown that cubic time complexity can be always be achieved
in the Kernel-Codomain problem of absolute homology computation with
exhaustion (see discussion on page 78). Unfortunately, the complexities of
the integer matrix normal forms for the presentations of boundary operators
turn out to be much harder to restrict effectively.

The direct summand property of the final codomain in the exhaustion al-
gorithm for Kernel-Codomain problem (Algorithm 3, page 79) restricts by
lemma 3.9 the algorithm to computation of torsion-free homology groups. Ac-
tually, only a subset of such problems can be computed: A set of boundaries
of Bp(K) can generate a direct summand in Cp(K) only if they generate a di-
rect summand in Zp(K), which is a direct summand in Cp(K). This imposes
a condition on the feasible presentations of ∂p: In order to have its Kernel-
Codomain problem computed by exhaustion, every set of its first columns
must generate a presentation of a direct summand in Zp(K).

It is reasonable to further restrict only to the problems where the boundaries
of the generators can be inspected in arbitrary order, because a generally ap-
plicable scheme producing an appropriate ordering runs the risk of having to
try all n! permutations. Therefore, any set of columns of the presentation of
the boundary operator ∂p must generate a presentation of a direct summand
in Zp(K).

Consider a submatrix of any k linearly independent columns of such pre-
sentation. By lemma 3.21, its leading k-by-k minor can be made unimod-
ular with row operations. If this was not possible, one of the invariant
factors of the matrix would be greater than unit. The choice of the k
columns corresponds to a choice of a subcomplex with k p-cells, and the
(p − 1):th absolute homology group of the subcomplex would have torsion
in this case. In the homology group H2(L) of a three-dimensional manifold,
torsion implies either noncompact (impossible), non-embeddable (impossi-
ble), or nonorientable 2-dimensional submanifold without boundary. How-
ever, nonorientable 2-manifolds cannot be embedded2 into R3.

4.6 Conclusion. The computation of absolute cycle and boundary groups
can be performed in cubic time with exhaustion.

4.2.4 Remark. Conclusion 4.6 suggests that also the computation of Hermite

2See [68] for the simplest cases of projective plane and Klein bottle in connection with
the generalized Jordan curve theorem. A universal proof can be based on characteristic
classes.
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(see remark 3.2.9) and Smith normal forms of the relevant matrices could
be possible in cubic time — at least there is an algorithm which produces
the bases for the kernel and the codomain in cubic time. This is a bit more
complicated question: The direct summand property alone does not prohibit
large elements in the presentation matrix, and coefficient explosion (not as
rapid as in the general case, see remark 3.2.9) easily starts from such elements.
In practice, the largest elements of the presentation matrices are very small,
usually unit, but example 3.2.7 shows that even unit elements together with
at most unit invariant factors cannot prevent the coefficient explosion. This
risk does not allow an easy bound for time per operation, even if the number
of operations itself can be bounded cubically.

Theorem 3.17 guarantees cubic-time computation for the normal forms of
certain boundary operators, and its assumptions satisfy the direct summand
criterion for the intermediate results of exhaustion3. The assumptions are
intimately connected to orientability:

4.7 Lemma. Let K be a CW complex. If the matrix presentation of the
boundary operator ∂p of the chain complex C(K) contains a subdeterminant
greater than one by absolute value, K has a subcomplex L which does not
admit an orienting cycle.

Proof. (Outline) The minimal-sized greater than one subdeterminant det(M)
is n-by-n. Choose the n p-cells involved. They constitute a subcomplex L of
K. Let us characterize the subcomplex L:

Every (p− 1)-cell resides on the boundary of at least two p-cells, which are
included in the columns of the submatrix: Assume k resided on the boundary
of k′ only. Then one could permute the submatrix M to

[

±1 0
m21 M22

]

,

which contradicts minimality due to the cofactor identity for determinants,
because then det(M) = ± det(M22) holds. By the same argument, at least
two (p − 1)-cells are included in the submatrix from the boundary of each
p-cell in the submatrix.

3Choose any columns of the boundary operators, and permute the maximal unimodular
submatrix (k-by-k) such that it leads the matrix. By lemma 3.21, the first k columns
satisfy the direct summand criterion, and the rest of the columns are dependent, hence
never appended to the intermediate results.
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The determinant of M is always ±2: Due to the minimal size of the sub-
matrix M, its subdeterminants are all ±1 or zero. If the determinant of M is
d > 2, then it must be permutable to

[

±1 . . . ±1 0
m21 . . . m2l M2(l+1)

]

,

with l ≥ d: By the cofactor identity and at most unit subdeterminants, there
must be at least d unit elements in the first row. The first column corre-
sponds to a p-cell, whose boundary consists of (p− 1)-cell k′ (corresponding
to the first row) and at least one other (p− 1)-cell. Move through the other
(p−1)-cell to another p-cell, and continue until k′ is encountered again. If the
subdeterminant corresponding to the cells visited is zero, a subcomplex of L
admits an orienting cycle (cf. section 2.5.3). Then some of the corresponding
cells can be omitted while retaining the determinant of M, and this would
contradict the minimality. Then the subdeterminant can only be4 ±2, and
either all rows and columns of M were included, or the minimality was vio-
lated again. The determinant det(M) is therefore ±2 by the size-minimality
of M.

1) No nonzero p-chain of L is mapped to a boundary which sends all (p−1)-
cells k, corresponding to the rows of M, to zero. 2) All (p− 1)-cells k reside
on the boundary of two p-cells, hence, none on Bnd(L). There is no orienting
cycle for such L.

If such subcomplexes exist in a cellular decomposition of a manifold, it cov-
ers a (possibly deformed) non-orientable submanifold 5. The contraposition
of lemma 4.7 and this observation is “If the underlying manifold of a cell
complex contains no nonorientable p-dimensional submanifolds with bound-
ary, the subdeterminants of ∂p are either −1, 0, or 1”. This guarantees that
the computation of Hermite and Smith normal forms of the boundary opera-
tor matrices take at most cubic time, even if the elementary algorithms are
used. The statement is unfortunately of limited utility: For example, a three-
dimensional manifold contains nonorientable two-dimensional submanifolds
with boundary, and they frequently occur in cellular decompositions:

4.2.5 Example. The 2-skeleton of a finite element mesh of a cube may contain
a subcomplex covering a nonorientable two-dimensional submanifold with
boundary, the Möbius band, see fig. 4.5:

4Determinant ±1 is impossible due to the construction of the “loop” from k′ back to
itself again.

5No proof involving piecewise smooth manifolds is attempted. The technical problem
is to “smoothen up” the only piecewise smooth submanifold.
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Figure 4.5: Möbius band can occur in the element mesh of a parallelepiped.

The computational implications are appalling:

4.2.6 Example. Figure 4.6 shows a CW decomposition of an orientable three-
dimensional manifold which contains a set of cells covering the Möbius band.
The matrix presentation of the boundary operator ∂2 has a corresponding

Figure 4.6: Möbius band in the 2-skeleton of a CW decomposition of the
volume torus.

subdeterminant which is greater than one by absolute value (here the leading
2-by-2 subdeterminant). The Hermite and Smith normal forms of the matrix
presentation of ∂2 are

[

1 −1 1
1 1 −1
0 −1 1
0 1 −1

]

=

[

1 0 0
1 2 0
0 −1 0
0 1 0

]

[

1 −1 1
0 1 −1
0 0 1

]

=

[

1 0 0 0
1 2 0 1
0 −1 0 0
0 1 1 0

] [

1 0 0
0 1 0
0 0 0
0 0 0

]

[

1 −1 1
0 1 −1
0 0 1

]

.

When the boundary of the torus is similarly covered by n 2-cells (instead
of the present two), the greatest diagonal element in the Hermite normal
form can be made n. This shows how the situation of example 3.2.7 can oc-
cur with arbitrarily large coefficients in presentations of boundary operators.
Lemma 4.7 is a useful argument only for ∂3 and ∂1 of a cellular decomposition
of an orientable 3-manifold with boundary.
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Complexity of the Quotient problem

The exhaustion algorithm for the quotient problem starts by testing one by
one whether the jth generator cycle zj of the basis of Zp(K) is an integer
combination of the boundaries in the basis of Bp(K). If zj is not an integer
combination of the boundaries, it is a generator of the homology group and
it is appended to the basis. For each subsequent cycle, it is tested whether
they are integer combinations of this basis. Is it possible that a subsequent
generator cycle zk satisfies

mzk =
∑

i

aibi + nzj

only with m > 1?6 The question is critical, because this situation would
imply the conversion from floating point to rational numbers — a fragile
procedure which disrupts cubic complexity.

Unfortunately, example 4.2.6 shows how the cellular decomposition of an
orientable 3-manifold with boundary may have a subskeleton which covers a
Möbius band. The following example shows how, depending on the indexing
of the cells, exhaustion may produce an intermediate subgroup which is not
a direct summand:

4.2.7 Example. Let the cell covering the Möbius band be indexed as indicated
in figure 4.7 (the indexing is critical, as it determines the order in which the
exhaustion inspects dependencies):

e1
e2

e5
e6

e3
e4

Figure 4.7: A subcomplex where exhaustion for the quotient problem fails.

6In terms of bases B, Z, and the inclusion homomorphism input j : Bp → Zp:

mZek =
∑

i

aiZJei + nZej ⇔ mek = Ja+ nej ,

which reveals why the apparently different algorithm 4 at page 80 is really the one described
above.
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The 1-boundary group B1(K) receives the basis presentation





1 0
0 1
−1 0
0 −1
1 1
−1 1



 .

The boundaries of e1, e2 and e3 are independent (they actually constitute a
spanning tree, cf. Appendix D), hence the basis for the cycle group Z1(K)
is presented by

[ 1 1 0
1 1 1
1 0 1
1 0 0
0 1 0
0 0 1

]

.

The first basis cycle is independent, hence at the second inspection the integer
dependence problem





1 0 1
0 1 1
−1 0 1
0 −1 1
1 1 0
−1 1 0



 x =

( 1
1
0
0
1
0

)

arises. The solution is




1 0 1
0 1 1
−1 0 1
0 −1 1
1 1 0
−1 1 0





(

1
1
1

)

= 2

( 1
1
0
0
1
0

)

.

If the cycles were inspected in any other order, rational computation would
have been avoided.

The example shows why rational numbers sometimes emerge in exhaustion.
More generally, it seems that any method which produces all absolute in-
teger homology groups in three-dimensional electromagnetic modeling must
essentially perform computation equivalent to the Smith normal form.

4.8 Conclusion. The normal forms of the integer matrices are most likely
the only general way to obtain absolute homology groups.

Then integer-arithmetic problems essentially related to ones in Smith nor-
mal form computation emerge in any other computational strategy as well,
and this is an obstruction to cubic complexity in general.

4.9 Conclusion. The Quotient problems of absolute integer homology groups
in three-dimensional electromagnetic modeling are very unlikely computable
in cubic time in general. Then the complexity is dominated, due to lemma 3.22,
by the complexity of Hermite normal form.
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4.2.3 Existence of torsion in relative homology groups

Homology groups relative to submanifolds of the boundary of a manifold
are needed in the uniqueness analysis of solutions of boundary value prob-
lems. Again, the computational complexity bounds of techniques for relative
homology groups are inevitably higher if torsion occurs. Are all relative ho-
mology groups encountered in electromagnetic modeling torsion-free?

In electromagnetic modeling, Ω is a compact, orientable manifold with con-
nected boundary, which is embeddable into R3. Let its boundary ∂Ω be di-
vided into compact U1 and U2 such that ∂Ω = U1

⋃

U2 and U1

⋂

U2 = ∂U1 =
−∂U2 hold. Because the boundary of a compact orientable n-manifold with
boundary is a compact orientable (n− 1)-manifold, U1 and U2 are orientable
and embeddable into R3. Hence, the absolute homology groups of U1, U2, and
Ω are free, but can the relative homology groups Hp(Ω, U1) exhibit torsion?

Even if the Möbius band does not fall into the class of manifolds charac-
terized above, its relative homology help understand why torsion occurs in
relative homology groups of some manifolds in the class.

4.2.8 Example. Consider again the Möbius band M of fig. 4.3. The edge E
of the band — be aware, which is not the same thing as its boundary — is
a submanifold whose cellular decomposition consists of the edges e2, e3. The
relative cycle group Z1(M,E) is generated by the single coset [z1] = [e1], and
the relative boundary group B1(M,E) has only the generator [b1] = [2e1].
Because [z1] = 2[b1] holds, the isomorphism H1(M,E) ∼= Z2 applies.

4.2.9 Example. It is possible to divide the boundary of an orientable manifold
into two complementary orientable submanifolds such that torsion occurs in
relative homology groups, see fig. 4.8. The 1-chain depicted in the figure is

Figure 4.8: A volume torus Ω with an orientable strip U1 (dark strip) on its
boundary.

a representative of a nontrivial element of H1(Ω, U1), but its two-multiple
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belongs to the zero coset: The situation is exactly the one in the Möbius
band example 4.2.8, the edge of a Möbius band embedded into the torus
follows the strip U1 on the boundary.

Practically, the relative homology groups encoutered in electromagnetic
modeling are always torsion-free. However, because the setting in exam-
ple 4.2.9 can indisputably occur in electromagnetics, proofs for absence of
torsion can concern only special cases:

4.10 Corollary (For theorem 4.4). The relative homology groups modulo
boundary, Hp(Ω, ∂Ω), are torsion-free for a compact, orientable manifold with
boundary, which is embeddable into R3.

Proof. Given in [51] (cf. theorem 4.4 for additional remarks).

Of course, boundary condition of one type only is seldom used on the whole
boundary in electromagnetic modeling. Even the lack of torsion does not
imply easy computability of relative homology: Exhaustion cannot provide
cubic-complexity computation of the mere Kernel-Codomain problem for all
relative homology groups which are known to be torsion-free:

4.2.10 Example. Consider the cellular decomposition of the torus in exam-
ple 4.2.6, page 99. Split the oval 2-cell in the interior and add a Möbius band
whose contour follows the edges on the boundary (as in example 4.2.9), split-
ting the single 3-cell into two. The relative boundary of the band (represented
by two times the edge splitting the oval 2-cell) is not a direct summand, be-
cause when taken only once it is a relative cycle but not a relative boundary.

Practically, the observations imply:

4.11 Conclusion. The time consumed by the computation of an integer
relative homology group in electromagnetic modeling is in general bounded
by the general time bound of the Smith normal form only. For torsion-free
special cases, the complexity is bounded by that of the Hermite normal form.

4.2.4 Homology over different coefficient groups

Example 4.2.7 and the subsequent conclusion 4.9 leaves little hope of com-
puting the absolute integer homology groups of a three-dimensional electro-
magnetic model in cubic time — even if they are known to be torsion-free.
A natural next step is to study the computation of homology groups over
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different coefficient groups instead of the integers, and determine whether
integer homology groups can be deduced from the results.

The cellular p-chains were defined in section 2.2.4 to be mappings from the
p-cells of a finite cell complex to the rank-1 free Abelian group (Z , +). In
the light of section 3, the choice was a natural one: Free Abelian groups of
rank k are isomorphic to Zk, and therefore the integers are the prototype
choice for the coefficients of a rank 1 free Abelian group. However, the
developments since the definition and the obvious deliberation in the choice
of the coefficient group motivate two questions:

• Why choose a rank 1 group for the coefficients? Would a higher-rank
group reflect some aspect of homology not seen with rank 1 coefficient
group?

• Why does the group have to be free? What if the coefficient group was
finite cyclic or not finitely generated?

The questions can be answered in the form of a precise relation between the
cellular homology groups over an arbitrary coefficient group and the cellular
homology groups over the integers. The tensor product7 provides a natural
framework for the study of this relation, because the tensor product of an
integer cellular chain group and a coefficient group G is isomorphic with the
cellular chain group over G:

Cp(K;Z)⊗G ∼= Cp(K;G).

The computation of homology groups Hp(K;G) over certain non-integer
coefficient groups G can sometimes be shown to be cheaper than the compu-
tation of corresponding homology groups over Z. This suggests a computa-
tional strategy for the integer homology groups: If a generally valid relation
between Hp(K;G) and Hp(K;Z) exists, is it possible to find out the integer
homology group Hp(K;Z) once Hp(K;G) is known? The answer is “Not in
general.”

7When the tensor product of integer-coefficient module and coefficient ring G is intro-
duced, the reader can consider it just a transition to a module with coefficient ring G. In
the first case of higher-rank coefficient groups, something else than a scalar ring or field is
introduced: The references [32] [54] provide an exact definition of the tensor product for
modules, which is satisfactory for this case as well.
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Homology over a higher-rank coefficient group

Consider the group Cp(K;Zk) of cellular chains which map from the p-cells
of cell complex K to the group Zk. If there are generators ci for the integer
chain group Cp(K;Z) and zj for Zk, the new chain group can be generated
with the products of the generators:

gij = cizj.

(The mapping ci(k
p) produces an integer for each p-cell kp, and then ci(k

p)zj
is an integer multiple of the j:th generator of Zk.) The chain group inherits
the addition of Zk.

Now, let a sequence of boundary homomorphisms

∂p : Cp(K;Zk)→ Cp−1(K;Zk)

establish the chain complex C(K;Zk), which is formally possible even if there
is no immediate topological interpretation for the boundaries.

Algebraically, this does not differ from the situation where the number of
cells of the cell complex C(K;Z) is k-fold, or there are k separate complexes
C(K;Z): Basically, this just ordinary integer homology theory, but the ranks
of the chain groups are multiplied by k. Therefore, the chains mapping from
the cells to higher-rank groups are never needed.

Homology over a non-free coefficient group

Let the chains map cells into an Abelian group G which has rank 1, but is
not free. The chains of Cp(K;Z) are mapped to the new chain groups with
the composite homomorphism8

Cp(K;Z)
xy⊗1G−−−→ Cp(K;Z)⊗G

ip
−→ Cp(K;G),

where ip is the isomorphism ip(c ⊗ gG) = [gc]G. Two types of non-free rank
1 Abelian groups show the extreme consequences of different choices for the
coefficient group:

• Finite cyclic groups (isomorphic to Zk for 1 < k ∈ Z): The chain-,
boundary-, cycle-, and homology groups are pure torsion groups.

8In the subsequent complicated composite mappings, the place of the argument is
denoted by the symbol xy.
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• Commutative infinite fields (such as Q and R, which are not finitely
generated groups): If A and B are free and G is a field, no torsion
occurs in the quotient groups of form (A ⊗ G)/(B ⊗ G), unless G is
finite cyclic.

Proof. Let a ∈ A be such that ka = b ∈ B holds for 1 < k ∈ Z. Then

ka⊗ 1G = b⊗ 1G = b⊗ (k−1
G kG)

implies

a⊗ (1GkG) = b⊗ (k−1
G kG) ⇔ a⊗ 1G = b⊗ k−1

G ,

unless kG = 0G holds (but then G would be finite cyclic). Hence,
k(a⊗ 1G) ∈ B ⊗G implies a⊗ 1G ∈ B ⊗G.

What is, then, the precise relation between the homology groups Hp(K;G)
and Hp(K;Z)? Does the isomorphism Cp(K;Z) ⊗ G ∼= Cp(K;G) repeat for
cycle- boundary and homology groups as well? The question essentially con-
cerns the correspondence of the boundary operators of the chain complexes
over different coefficient groups.

The most natural choice for boundary operator in Cp(K;G) is the one which
commutes with

ip ◦ xy⊗ 1G : Cp(K;Z)→ Cp(K;G),

i.e. for which ∂′p(ip◦xy⊗1G) = ip−1◦(∂pxy)⊗1G holds. The boundary operator
is

∂′p = (ip−1 ◦ (∂p ⊗ idG) ◦ i−1
p ) : Cp(K;G)→ Cp−1(K;G),

where ∂p is the boundary operator of Cp(K;Z) and idG is the identity map
in G.

Proof. Direct substitution

∂′p(ip ◦ xy⊗ 1G) = ip−1 ◦ (∂p ⊗ idG) ◦ i−1
p ◦ ip ◦ xy⊗ 1G

= ip−1 ◦ (∂p ⊗ idG) ◦ xy⊗ 1G

= ip−1 ◦ (∂pxy)⊗ 1G

verifies the claim.

4.2.11 Remark. Since the homomorphisms ip are isomorphisms, it suffices to
study the tensor product groups Cp(K;Z)⊗G.
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The construction of ∂′p above makes the homomorphisms ip◦xy⊗1G constitute
a chain map, cf. definition 2.57. Hence, the homomorphism ip ◦ xy⊗ 1G maps

1. p-cycles on p-cycles

2. p-boundaries on p-boundaries

3. all representatives of a homology class to representatives of a homology
class.

The definition tells interesting things about how the homology classes get
mapped, but it does leave much open: If G has torsion, nonzero cycles may
get mapped to the element 0 ∈ Cp(K;G) by ip ◦ xy ⊗ 1G, and not all cycles
of the group Zp(K;G) are necessarily images of cycles z ∈ Zp(K;Z) (or any
chain of Cp(K;Z), for that matter). Therefore, usually

Zp(K;Z)⊗G 6∼= Zp(K;G)

holds. Similarly, non-boundaries may get mapped on boundaries of Bp(K;G)
and nonzero boundaries may get mapped onto the zero chain: The sequences

0→ Bp(K;Z)
ip
−→ Zp(K;Z)

jp
−→ Hp(K;Z)→ 0

0→ Bp(K;G)
ip
−→ Zp(K;G)

jp
−→ Hp(K;G)→ 0

are both short exact sequences, but the sequence

0→ Bp(K;Z)⊗G
ip⊗idG
−−−−→ Zp(K;Z)⊗G

jp⊗idG
−−−−→ Hp(K;Z)⊗G→ 0

may not be exact. For example:

4.2.12 Example. Let ip map a boundary bp to ip(bp) = 2zp, a multiple of a
nonzero cycle zp in the first sequence. The choice G = Z2 makes ip⊗ idG map
bp ⊗ [1]2 to the zero element 2zp ⊗ [1]2 = zp ⊗ [2]2 = zp ⊗ [0]2 of the tensor
product group Zp(K;Z)⊗Z2. The last sequence is not exact at Bp(K;Z)⊗G.

This non-exactness can be expressed with the torsion product group

Tor(Hp(K,Z);G),

which is more specifically discussed in appendix C. The torsion product con-
struction facilitates a theorem which carries out the studies initiated above,
and combines the results to relate the two homology groups:
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4.12 Theorem (Universal coefficient theorem for homology). The
sequence

0→ Hp(K;Z)⊗G
i∗−→ Hp(K;G)

λp
−→ Tor(Hp−1(K;Z), G)→ 0

for cellular homology groups can be made exact with

i∗( [zp]Bp(K;Z) ⊗ g ) = [ ip(zp ⊗ g)]Bp(K;G) = [ [gzp]G]Bp(K;G).

Proof. See [38], or [37] [58] [61] for more modern, elegant and technical proofs.
The chapter on the subject in reference [33] is pleasant.

4.2.13 Remark. An identical theorem applies for the relative homology groups
Hp(K,L;Z) and Hp(K,L;G) [61].

4.2.14 Remark. Essentially, theorem 4.12 states that no group of coefficients
conveys more homological information than the group Z of integers : The
group Hp(K;G) is surrounded in the sequence by groups which depend solely
on G and homology groups over the integers.

The torsion product Tor(A,B) of groups A and B is nontrivial only if they
both have torsion subgroups [61]. Under the assumptions of theorem 4.4,
the homology groups Hp−1(K;Z) are torsion-free, and the homomorphisms
i∗ are isomorphisms:

Hp(K;Z)⊗G ∼= Hp(K;G).

This suggests a computational strategy for torsion free homology groups:
If the computation of Hp(K;G) is much cheaper than the computation of
Hp(K;Z), it may be worthwhile to first determine it and then try and invert
the homomorphism

i∗ ◦ (xy⊗ 1G) : Hp(K;Z)→ Hp(K;G).

In other words, for z′ : [z′] ∈ Hp(K;G), find a nontrivial z : [z] ∈ Hp(K;Z)
such that

i∗([z]Bp(K;Z) ⊗ 1G) = [[z]G]Bp(K;G) = [z′]Bp(K;G)

holds, such as in the simplest case

[z]G = z′.
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Computation of homology over a finite field

The especially appealing choice for coefficient group G is Zr with some prime
r. These groups are finite fields, with multiplicative inverse for each nonzero
element [41] [54]. In the computation of Smith and Hermite normal forms:

• The number of eliminations no more depends on the size of the in-
termediate results. Let the pivot be [a]r and the entry to be zeroed
out is [b]r. It is then always possible to find [c]r = [a]−1

r such that
[a]r[c]r[−b]r = −[b]r, and all entries on a row or a column can be im-
mediately eliminated to zero. This leads to cubical complexity in the
computation of matrix normal forms.

• The largest intermediate results to be stored are at most p − 1, and
during the elimination at most (p− 1)2 + p− 1. For Z2, the results are
all representable by either 1 or 0.

The usefulness of this technique is restricted by two factors:

• The results produced by the technique are not easily interpretable in
terms of integer or real coefficients unless the integer homology groups
are torsion free.

• Even if the integer homology groups are torsion free, the inversion of
the homomorphism i∗ ◦ (xy ⊗ [1]r) may be, rather surprisingly, very
expensive.

The first refuting observation is easy to appreciate. The second one is best
substantiated with an example:

4.2.15 Example. This example shows how the process of computing the gen-
erators of Hp(K;Z) from the generators of Hp(K;Z2) can be intractable:
The homology computation over Z2 gives up the possibility to express ori-
entations of cells with chains [72]. The inversion problem from Hp(K;Z2)
to Hp(K;Z) is then essentially reconstruction of cycles by finding suitable
integer coefficients for chains. When the coefficient of a cell is determined,
the coefficient of its neighbor is detected from the orientations of the two
inner oriented cells.

Unfortunately, computation of H2(K;Z2) may produce a representative cy-
cle z′ with a support of cells which coincides with e.g. the immersion [68]
of a Klein bottle in R3. The 2-chain 1f ∈ C2(K;Z) in the Klein bottle
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of example 4.2.3 is not a cycle, because its boundary is 2(e1 + e2). Nev-
ertheless, the chain [1]2f ∈ C2(K;Z2) is a cycle, because of the identity
[2]2(e1 + e2) = [0]2(e1 + e2).

Of course, the representative z of [z] ∈ H2(K;Z) must be a cycle. This
is where the inversion of [1]2z = z′ gets tricky: At the self-intersection of
the immersion, there are two ways to go, pushing the orientation forward.
One way produces the immersed Klein bottle, the other way produces a
related self-osculating cycle, opened in figure 4.9: As the number N of self-

Figure 4.9: The cycle z of example 4.2.15 looks like a Klein bottle, but is
actually an orientable self-osculating 2-cycle, a surface torus.

intersections increases, it is possible to re-orient the chain in 2N ways, and
the re-orienting may be successful only after all of them have been tried. The
situation is not very likely to happen even with N = 1, but the possibility
makes the re-orienting algorithm more complicated. Even more importantly,
it makes the re-orienting problem complexity-theoretically intractable [1] [17]
[81].

Computation of homology over an infinite field

Even if an integer homology group Hp(K;Z) has a torsion subgroup, the
corresponding homology group over an infinite field (such as Hp(K;R)) has
no torsion subgroup, as proved on page 106. This suggests that infinite fields
could be used only for the computation of torsion-free homology groups.

Even if Hp(K;R) is actually generated by the generators of the free sub-
group of Hp(K;Z), the reverse is not necessarily true: The group Hp(K;R)
is actually a vector space, and unless special attention is paid, the generator
vectors of this space may be, e.g. normalized. It is practically impossible to
reconstruct a basis for Hp(K;Z) from such elements. If the the generators
are additionally required to be integer combinations of the elementary chains,
the exhaustion technique of chapter 3.2.4 or its close relative results.
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Computation over several Zr with r prime

The computation of homology over several finite fields has two motivations:

• It is a way to implement the Chinese remaindering technique to handle
big intermediate results on fixed-precision computer architectures, as
suggested in time and storage considerations of section 3.2.2.

• Another motivation is to compute normal form with a large probability,
trading the certainty of the correctness of the result for speed. A similar
kind of trade-off happens, for example, in iterative solution methods
for large sparse linear system: One has to give up accuracy to achieve
speed9. The invariant factors are computed over Zr with several large
prime p:s, each new result with same invariant factors diminishes the
probability of incorrectness into a small fraction of the previous [20].
The implementations are technically rather involved.

Both developments are too specific to deserve an extensive elaboration in the
context of homological computations in electromagnetic modeling.

9An example: Usually only a modest number of iterates are computed with the con-
jugate gradient method — much less than the rank of the matrix, which guarantees con-
vergence to the exact solution. Such early iterate is perfectly acceptable, because direct
solvers cannot produce more accurate solutions, due to the round-off error inherent to
floating-point computation.
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Chapter 5

Problem size reduction

The computation of the homology groups of an electromagnetic model is
based on a cellular decomposition of the model: The chains, mappings from
the cell sets of the cell complex to a coefficient group constitute the chain
groups which eventually lead to the concept of homology groups. A typical
example of a cellular decomposition in electromagnetic modeling is the fi-
nite element mesh which is generated for numerical computations. The finite
element mesh is henceforth the considered the starting point, even if numer-
ical techniques exist which do not need the tessellation of the whole model
manifold.

Finite element meshes suffer from two problems: i) the mesh usually consists
of a very large number of cells — much more than needed for the mere
homological computation1, and ii) the construction problem of a mesh is in
general very difficult, and no generally valid technique is known to solve it. As
for the first problem, approaches which reduce the ranks of the chain groups
would indeed be welcome: The series of examples in chapter 4 indicate that
one should be prepared for a little worse than quartic computation time for
absolute homology groups, and a little worse than quintic for the relative
ones. In practice, the techniques often do better, but most likely no clear
and practical criteria can be posed for the better performance.

An attempt to overcome the first problem could be based on material of
section 2.5, which explains why the homology groups obtained from differ-
ent cellular decompositions of the same manifold are isomorphic. The first

1Millions of elements in a model whose topological space is homeomorphic with the
three-dimensional ball (can be covered with a regular cell complex of seven cells) is a fairly
common situation.
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attempt to exploit this observation could be to produce another, very coarse
mesh, and compute the homology groups from chain groups of much lower
rank. Two discouraging arguments, which are related to the second prob-
lem above, can be stated against this idea: i) It is harder to produce very
coarse meshes than moderately dense ones, and ii) mesh generation is based
on heuristics: Even if a mesh has been successfully created, it is not in gen-
eral clear whether it is possible to create from scratch a coarser mesh to the
model. Therefore, if a mesh has been successfully generated for numerical
computations, other complexes can (and should) be constructed through mod-
ifications to the mesh. This principle is reflected in several useful arguments
which often enable substantial reduction of cells in a complex, yet retaining
the isomorphism of the homology groups.

The algorithms which reduce the size of the group-theoretic problem must
be sufficiently effective, and this efficiency depends on two factors:

• The computational complexity of the reduction algorithm should be
lower than O(n3), and

• the result of the algorithm must be a group-theoretic problem which
is small enough to admit satisfactory computation time with the algo-
rithm for the group-theoretical problem.

More precisely: If an O(a(n))-time algorithm drops the number of cells n to
r(n), the overall computational complexity to obtain a homology group with
an O(nm)-time algorithm is

O(a(n) + r(n)m) = max{O(a(n)), O(r(n)m)},

which may well be acceptable, if better than r(n) = O(n3/m) result can be
achieved in a(n) < O(n3) time. Therefore, any computational strategy for
homology groups should routinely perform some problem size reduction step
before proceeding to the group theoretical computation. Three conceptual
arguments for size reduction algorithms are presented and strategies based
on them analyzed. In order of precedence, they are the idea of continuous
deformations of topological spaces, excision enabling disregard of substantial
part of the complex, and reverse application of the invariance of the homology
groups under cell subdivisions (cf. section 2.5.1).
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5.1 Numerical techniques for field problems —

a challenge for homology computation

The function space of differential forms where the solution for a boundary
value problem is sought, is infinite-dimensional. Computers can successfully
solve problems in spaces of finite dimension only, with a general strategy:
The space is characterized by a finite basis, and the elements of the space are
given as linear combinations of the basis elements. The questions are then
posed for the coefficients of the combination — there is only a finite number
of them — and eventually solved with linear algebraic methods.

For the exact solution of a boundary value problem, no finite number of
basis functions and their corresponding coefficients would suffice, unless the
solution was known rather well in the first place. Computers are obviously
inadequate for infinite-data problems, and therefore the dimension of the co-
efficient space must be limited. The finite-dimensional approximation for the
solution can be produced with various strategies. In computational electro-
magnetics, where the domains of the fields often have complicated shape, the
process involves tessellation of the domain manifold into a finite number of
elements or cells.

The tessellation practically always produces a regular cell complex, which
enables the computation of the homology groups. However, the number of
cells in such complex is — although finite — usually considerably large:

• In the finite element method [7], a finite element mesh of great number
of cells is required to keep the approximation error as small as possible.

• In difference methods [82], [13], the need for a dense grid arises from
the requirements of both sampling and approximation theory.

This large number of elements must be carefully taken into account when
computational schemes for homological questions are devised. The reason for
the need of large number of cells is briefly discussed before the computational
methods for homology are addressed.

5.2 Collapsing algorithm

Topology studies the properties of spaces which remain invariant under con-
tinuous deformations. One such continuous deformation is the deformation
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retraction which is a homotopy from a topological space to its subspace. This
enables an efficient way to collapse a complex into its subcomplex, reducing
the ranks of its chain groups.

5.2.1 Homotopy invariance of homology groups

The most economical way to justify the algorithm to be proposed shortly is
to appeal to the homotopy invariance property of homology groups or mod-
ernly, the homotopy axiom of the Eilenberg-Steenrod axiom system for ho-
mology [33] [61]. It is basically a result of homotopy theory [33] [79], whose
any detailed analysis must be left out of this work.

Let X and Y be topological spaces, and let h be a continuous mapping
from X to Y . With suitable choices of cell complexes2, h can be made to
constitute a homomorphism

h′ : Cp(X)→ Cp(Y ).

The homomorphism h′ maps the representative cycles of the elements of the
homology group Hp(X) onto cycles of Zp(Y ), which represent some element of
Hp(Y ). It turns out that h′ can be shown [33] to be a chain map, hence by the
chain map lemma 2.58 the continuous mapping h induces a homomorphism

h∗ : Hp(X)→ Hp(Y )

of homology groups.

Let there be another continuous mapping k : X → Y . The two continuous
mappings are homotopic (definition 2.29) if there is a continuous mapping

φ : I1 ×X → Y,

such that φ(0, x) = h(x) and φ(1, x) = k(x) hold for every x ∈ X. For
an example, see fig. 5.1. In the classical homology theories, the homotopy
between the mappings implies that the chain maps h′ and k′ are chain ho-
motopic [33] [61]. It can then be shown that the induced homomorphisms of
chain homotopic maps coincide.

The homotopy axiom of Eilenberg and Steenrod simply states that if h and
k are homotopic, the induced homomorphisms h∗ and k∗ coincide. The axiom
repeats verbatim for relative homology groups.

2Intuitively: First build a complex to X, and then map its cells to Y with h.
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h kX

Y

Figure 5.1: An example of homotopic continuous mappings h : X → Y and
k : X → Y : The heavily shaded X is mapped by h onto the heavily shaded
subset of Y on extreme left. On extreme right, k maps X onto the“three-loop
curve” encircling one hole in Y . Intermediate stages of an example homotopy
from h to k are illustrated on the two copies of Y in the middle.

5.2.2 Deformation retraction

Let us apply the homotopy invariance to exclude some of a topological space
from the homological considerations. Let h and k both be identity mappings
from X to X. It is clear that the mappings are homotopic and that they
induce the identity homomorphism h∗ : Hp(X)→ Hp(X).

Now consider S ⊂ X and redefine k to be an identity map in S, which maps
X − S into S as well.

5.1 Definition. A retraction of a topological space X onto its subspace S
is a mapping r : X → S such that r(X) = r(S) and

(r ◦ r)(s) = r(s) ∀s ∈ S

hold.

5.2.1 Remark. The retraction property is clearly satisfied by a mapping which
sends every point of a topological space to one of its points. Such retraction
is certainly not very useful for topological studies.

Contrariwise, if a retract is homotopic with the identity map i : X → X, it
is very useful indeed [15] [33].

5.2 Definition. A deformation retraction of a topological space X onto
its subspace S is a homotopy from the identity mapping i : X → X to a
retraction r : X → S. The space S is a deformation retract of X.
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The homotopy invariance property of homology groups implies that the ho-
mology groups of a topological space X are isomorphic with the homology
groups of a deformation retract S. Computationally, it is reasonable to re-
strict to as small (in some appropriate sense) deformation retract of the space
to be analyzed as possible.

5.2.2 Remark. It is fortunate that even if it is hard to check whether a given
subspace is a deformation retract, it is relatively easy to construct defor-
mation retracts for many topological spaces once they are covered with cell
complexes.

The starting point for a homological computation is a regular cell complex K
with its underlying space. In the computation of relative homology, there may
additionally be a subcomplex L of K under consideration. The prototype for
homotopically simple object is the codomain of a cell.

Assume that a (p− 1)-cell resides on the boundary of one p-cell only. In a
regular cell complex, the boundary of a cell is a (p− 1)-chain whose support
consists of two or more (p− 1)-cells, and underlying space is homeomorphic
to the boundary of Bp, i.e. the sphere Sp−1 (cf. section 2.2.3). If a codomain
of a (p− 1)-cell is omitted from the point-set topological boundary, the rest
of the boundary is homeomorphic to Bp−1, i.e. a prospective codomain for
a cell. Consequently, there exists a homeomorphism to the codomain of the
p-cell from the unit p-ball Bp

1 , such that the codomains of the aforementioned
(p− 1)-cells are images of the two closed hemispheres

{x ∈ Rp |

p
∑

i=1

x2
i = 1, xp ≥ 0} and {x ∈ Rp |

p
∑

i=1

x2
i = 1, xp ≤ 0},

which constitute the boundary of the ball. It is very easy to construct a
deformation retraction from the p-ball to the positive hemisphere: The ho-
motopy

φ(x, t) = x+ t













0
...
0

√

1−
∑p−1

i=1 x
2
i − xp













moving the points of the ball rectilinearly is an example of one.
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5.2.3 Algorithm and its analysis

For a mere complex, the deformation retract for cells yields a straightforward
algorithm: Search for a (p− 1)-cell which resides on the boundary of exactly
one p-cell, and omit both cells from the domains of the cellular chains. Infor-
mally, this corresponds to making a dent but not a hole into the underlying
topological space.

In order to make this work for the computation of relative homology groups,
one must apply similar operations within the subcomplex, but not let the
homology of the subcomplex change. In the case where the (p−1)-cell belongs
to the subcomplex and p-cell does not, it is an enticing idea to “push in” the
subcomplex, but figure 5.2 shows what could happen to the subcomplex. It

Figure 5.2: The homology group of the subcomplex (thick line) changes as it
is “pushed in” carelessly.

can be fairly complicated and expensive to avoid the problem, and it is a
reasonable decision to ban “pushing in” the subcomplex altogether.

5.2.3 Remark. Unfortunately, this implies that the resulting algorithm would
be useless for the computation of the practically important homology groups
Hp(M,∂M), as well as for the absolute homology groups of manifolds without
boundary.

The observations above constitute the algorithm 5, which will be called
p-collapsing. The algorithm is conceptually simple, but its computational
complexity depends on the choice of the data structures and the strategy
applied to sweep through the remaining (p− 1)-cells.

One needs to know the boundary operator ∂p (practically as a matrix), and
which cells belong to the subcomplex (readily expressible with two vectors).
It is also noteworthy that (p−1)-cells which initially resided on the boundaries
of several p-cells may eventually reside on the boundary of only one, as p-cells
get omitted. The complexities of two cases will be analyzed, one which does
not exploit the previous observation and one which does.
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Algorithm 5 Collapsing algorithm for p-cells (p-collapsing).

1: while cells were omitted in the previous sweep do
2: Find a (p− 1)-cell kp−1 which resides on the boundary of one p-cell kp

only.
3: if both kp−1 and kp belong to the subcomplex or neither does then
4: omit kp−1 and kp

5: end if
6: end while
7: return

Elementary algorithm

Let m be the number of (p−1)-cells, and n be the number of p-cells. Because
at each sweep at least one of each will be omitted (except the last sweep),
the algorithm takes k = min{m,n} sweeps in the worst case, and the i:th
sweep loops over at most m− i (p− 1)-cells. Hence, in the worst case,

m+ (m− k + 1)

2
k =

2mk − k2 + k

2

(p − 1)-cells are inspected. The worst-case complexity accounts to O(mk)
inspections.

5.2.4 Remark. It must be noted that this bound is very pessimistic, and not
very likely to occur in practice. Usually several omissions occur per sweep,
and it may turn out at some point that no more omissions are possible.

At each (p−1)-cell, the number of nonzero entries in a row of at most (m−i)
by (n−1)-sized matrix is counted (size of the sparsity pattern). If the matrix
has an ordinary dense implementation and the rows are looped through, the
cubic worst-case complexity is attained here. An efficient row-oriented sparse
matrix implementation may do substantially better than this.

The subcomplex data is inspected in O(1) time. The omission involves at
most three size parameter decrements (O(1)) plus two row- and two column
copy operations. One column copy takes place in the matrix presentation
of ∂p−1, one row and one column copy in ∂p, and one row copy in ∂p+1.
During the at most k omissions, the upper bound for complexity accounts to
k times constant-weighted sum of the dimensions of the boundary operator
presentation matrices, i.e. quadratic.
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Algorithm with bookkeeping strategy

With some additional bookkeeping, the previously discussed algorithm can
be improved upon: First loop through all (p−1)-cells and for each cell, write
down the number of p-cells on whose boundary it resides. The complexity of
this initialization is at most O(mn).

During the sweeps, only the (p−1)-cells with number 1 are inspected for the
subcomplex criterion. The inspection hence takes at most O(mk) work. If
the subcomplex criterion fails, the cell is given number 0. Else the (p−1)-cell
passes, and it is omitted together with a p-cell a.

At this stage, the bookkeeping is updated: The (p− 1)-cells residing on the
boundary of a are found and their corresponding numbers are decremented
by one. Hence, at each omission, an additional work of obtaining a sparsity
pattern of a column (at most O(n)) avoids the row sparsity inquiry for each
(p − 1)-cell. There are at most k omissions, hence the overall worst case
complexity is pessimistically bounded by O(mn).

5.2.4 Discussion

For an n-dimensional manifold, the collapsing should be first applied to the
(n − 1)-cells, and then successively to all lower-dimensional cells: At any
stage, the re-application of collapsing for higher-dimensional cells does not
lead to additional omissions.

The collapsing method with bookkeeping can make an excellent way to
reduce the size of the Abelian group problem involved in the computation of
homology groups: Its strong point is the quadratic computational complexity.
However, the algorithm has weaknesses as well.

• It may not be able omit any cells. It suits particularly poorly for
manifolds without boundary or all boundary cells in the subcomplex.

• It is practically impossible to predict how many cells it ends up with
(apart from the previous trivial cases). The solutions are sensitive to
renumbering of the cells, and the minimal number of cells in the end
is not attainable in polynomial time: In fact, it is not even possible
to decide in polynomial time whether the number of cells in a given
end-state is minimal.
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5.2.5 Remark. The latter problem is closely related to a famous graph-
theoretical question concerning Hamiltonian cycles, the traveling salesman
problem [17]. The version where existence of a Hamiltonian cycle lighter
than a given limit is an NP-problem: The problem of producing such cycle
is intractable in polynomial time, but it is possible to verify in polynomial
time whether a given cycle is lighter than the limit or not. This category
of minimization problems is customarily attacked with random methods and
heuristics, which hopefully produce a satisfactory sub-optimal result.

There are theoretical lower bounds for the number of cells after any problem
size reduction algorithm: Because the homology groups are not altered during
the algorithm, their ranks can be used to construct lower bounds for each
type of cell complexes. For example, if H2(K) ∼= Z holds, the absolute
minimal number of 2-cells in a complex having this property is one for a
CW-complex and two for a regular cell complex. Collapsing alone usually
gets nowhere close to these bounds, but it is good to be aware of them, and
how they come about. Sometimes even the lower bound provided by the
ranks of the homology groups cannot be attained, because the collapsing
keeps the homotopy groups invariant, and this may require more cells than
keeping the homology groups invariant.

Similar problem appears in other problem size reduction strategies as well.
It may be possible to demonstrate the behavior systematically in special
cases, but not get a generally valid practical upper bound for the cells left
in the result. Unfortunately, this aspect makes the algorithms heuristics in
their role of facilitating the computation of homology groups: All one can
say in general is that the number of cells never increases.

5.2.6 Remark. Collapsing has been used for homological computation, both
as a homotopy-invariant reduction technique conceptually based on deforma-
tion retractions and an ad hoc technique: The collapsing algorithm appears
in [55], where it is claimed to produce the cuts in a special case. The cuts are
a generator set for H2(M,∂M), but the knowledge of H2(M,N) for N ⊂ ∂M
is known to suffice in this case, enabling successful collapsing. However, no
computation of the generators themselves is included in the proposition.

5.3 Excision

In a relative chain complex C(K,L), one can “carve voids” into the under-
lying topological space of L without changing the relative homology groups
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Hp(K,L). This happens if the voids result from omissions — excisions —
of open subsets from the topological space. In connection with the exact
homology sequence, purposeful excisions provide a strategy for homological
computations.

5.3.1 Relative homology & excision

The deformation retract idea can be used reversely to its use in collapsing,
as well: One can start from a trivially simple subcomplex (such as a cell P ,
whose homology groups are trivial except H0(P ) ∼= Z), and create a complex
whose deformation retraction is the cell. The construction resembles blowing
a balloon [25], and technicalities of the construction of such complex are
further discussed in [26] and [28]. For a subcomplex whose deformation
retract is a point, the exact homology sequence gets chopped into pieces
establishing a useful lemma:

5.3 Lemma (Balloon lemma). Let K be a cellular decomposition of a
connected manifold and let L ⊂ K be a cell complex whose deformation
retract is a point. Then Hp(K) ∼= Hp(K,L) holds for p > 0.

Proof. If Hp(L) = 0 holds for p > 0, the sequences

0→ Hp(K)
j∗
−→ Hp(K,L)→ 0

are exact, i.e. Hp(K) ∼= Hp(K,L) hold for p > 1.

In the sequence

. . .→ H0(L)
i∗−→ H0(K)

j∗
−→ H0(K,L)→ 0

both H0(L) ∼= Z and H0(K) ∼= Z hold. Because H0(K,L) is trivial in this
case, the sequence

0→ H0(L)
i∗−→ H0(K)→ 0

is exact, and this guarantees that the map from H1(K,L) to H0(L) is the
zero map. Therefore the sequence

0→ H1(K)
j∗
−→ H1(K,L)→ 0

is exact, implying the missing H1(K) ∼= H1(K,L).
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The divisor subcomplexes in the relative homology groups are homologically
immaterial, and it makes sense to try and construct a balloon subcomplex L
such that it contains as many cells of K as possible: The ranks of the chain
groups Cp(K,L) are accordingly reduced. Still better, the cells in the interior
of L need not be considered in the first place:

5.4 Theorem (Excision theorem). Let M be a compact manifold with
boundary and S its compact submanifold with boundary (cf. figure 5.3). Let
K be a cellular decomposition of M and let L be its subcomplex such that
it is a cellular decomposition of S. Let U ⊂ S be the interior of a com-
pact submanifold of S, chosen such that M − U and S − U have cellular
decompositions K0, L0 ⊂ K. Then there is an isomorphism

Hp(K,L) ∼= Hp(K0, L0).

M

S

U

L L0

K K0

Figure 5.3: Excision: Even if the open set U is excised away from S, and
the corresponding cells are excluded from K and L to form K0 and L0, the
relative homology groups Hp(K0, L0) remain isomorphic with Hp(K,L).

Proof. Excision is one of the Eilenberg-Steenrod axioms [21] [58] [61] of the
axiomatic homology theory. For a proof as a theorem, see [33].

5.3.1 Remark. This theorem has a reflection in the electromagnetic theory.
Given a body of ideally conducting material, it is impossible to measure
whether there is a void inside it or not.

The boundary of L can be chosen to be the subcomplex L0, and then the
whole interior of L is ignored altogether. The cellular decomposition K0 of
|K| − |L|0, where |K| denotes

|K| = |(X , K)| =
⋃

k∈K

cod(k),
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suffices for the computation of the absolute homology groups, guaranteed by
the isomorphisms

Hp(K) ∼= Hp(K,L) ∼= Hp(K0, L0).

5.3.2 Example. Isomorphisms H0(L0) ∼= Z and Hn−1(L0) ∼= Z hold for L0

covering the boundary of a “ballooned point” if K covers an n-dimensional
manifold, but Hp(L0) ∼= 0 holds for other values of p. In three dimensions,
the above implies

0→ H3(K0)
j∗
−→ H3(K0, L0)

∂∗−→ H2(L0)
i∗−→ H2(K0)

j∗
−→ H2(K0, L0)

∂∗−→

0
i∗−→ H1(K0)

j∗
−→ H1(K0, L0)

∂∗−→ H0(L0)
i∗−→ H0(K0)

j∗
−→ 0.

Because H0(K0) ∼= Z and H0(L0) ∼= Z hold, the isomorphism H1(K0, L0) ∼=
H1(K0) remains. This implies the succession of isomorphisms

H1(K0) ∼= H1(K0, L0) ∼= H1(K,L) ∼= H1(K) ∼= H2(K, ∂K).

The computation of H1(K0) can be made dramatically cheaper than the
computation of H1(K), and the construction has been successfully applied in
simplicial complexes [52] to obtain cuts for scalar potentials, i.e. representa-
tives of generators of H2(M,∂M).

5.3.3 Remark. Excision can also be seen as a set of group rank arguments
(see section 3.3.2) when applied to a “ballooned point” in a manifold: No
cycle of C(L) (with dimension higher than zero) can be a representative of a
generator of any homology group Hp(K).

5.3.2 Computation of deformation retractible Hausdorff

subspace

The computational efficiency of the excision argument evidently depends crit-
ically on the the computational complexity of producing a suitable deforma-
tion retractible subcomplex. It is fortunate that an efficient graph algorithm
applies for this purpose, and that it can produce a subcomplex for simplicial
complexes. Subcomplexes cover closed sets of a topological space.

In a general regular cell complex, one has to settle with something less than
a subcomplex with the low price of computation: Let K be an n-dimensional
regular cell complex, a cellular decomposition of a connected differentiable
manifold. Let L be a subcomplex of K. The following operations produce a
deformation retractible Hausdorff subspace of |K| − |L|0:
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1. Construct the cell subcomplex K0 ⊂ K covering |K| − |L|0.

2. Construct the dual complex C(DK0) of C(K0, ∂K0).

3. The boundary operator ∂D1 of C(DK0) encodes the graph description of
the 1-skeleton of DK0. Compute the Breadth-first spanning tree [17]
of the graph (See graph techniques in Appendix D).

A spanning tree of a connected graph is a maximal cycle-free subcomplex
of a 1-dimensional chain complex. Therefore, the topological space covered
by a spanning tree 1-subskeleton is always deformation retractible to a point
of the covered space. The computation of spanning tree is motivated by the
fact that the deformation retractibility applies in the dual side as well:

5.5 Theorem. The open cells of K0 dual to the cells in the dual spanning
tree cover an open deformation retractible Hausdorff subspace.

Proof. Let the dual node qD1 of an n-cell q1 be such that it resides on the
boundary of exactly one edge sD of the spanning tree, the dual edge of an
(n − 1)-cell s. Such node is verbally a “tip of a branch”. Additionally, let
q2 be the n-cell adjacent to q1 such that ∂D1 s

D = qD1 − qD2 holds, see the
first illustration in fig. 5.4. The dual node qD2 maps into an interior point of

. .

q1

qD2

qD1
q2

sD

s

Figure 5.4: Two n-cells, q1, q2 and an (n−1)-cell s on their common boundary
(thin line) with the corresponding dual cells (bold line). The deformation
retractions of cod(q2) and cod(q1)

⋃

cod(q2) onto cod(qD2 ) illustrated in the
lower pictures.

cod(q2), the codomain of its respective n-cell.

The interiors of both cod(q2) and cod(q1)
⋃

cod(q2) can be deformation re-
tracted onto the point cod(qD2 ), as illustrated in fig. 5.4. Consequently, the
union of the interiors can be replaced by an open cell q such that ∂nq =
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∂nq1 ± ∂nq2 holds (The sign is chosen such that (∂nq)(s) = 0 holds). The
argument is repeated along the branches of the dual spanning tree to show
that the interiors of all cells dual to the cells in the spanning tree finally
deformation retract to one point.

Technically, because only the 1-skeleton of DK0 is needed, one has to operate
only with the n- and (n−1)-dimensional cells of K, hence only one boundary
operator need be involved. The rows of the boundary operator which involve
the (n − 1)-cells of ∂K and L, are left out. Because K is a regular cell
complex, the matrix thus obtained expresses the boundary operator ∂n of
C(K0, ∂K0). The boundary operator ∂D1 of the complex C(DK0) is presented
by the transpose of this matrix, which is suitable input for a Breadth-first
spanning tree algorithm.

The tree edge list returned by the algorithm is dually the list of the (n−1)-
cells in the deformation retractible interior and the node list is dually the
list of n-cells in it. If the cell complex K0 is a cellular decomposition of a
connected manifold and contains k n-cells, the interiors of all of them will
be in the node list, and (k − 1) of the (n − 1)-cells will be in the edge list
(Appendix D).

For k (n − 1)-cells and l n-cells, the complexity of the construction of ∂D1
is at worst dominated by O(kl). The Breadth-first spanning tree algorithm
has implementations of complexity O(k + l) [17].

5.4 Coarsening algorithms

A deformation retractible space is coverable by a single cell. The idea leads
to strategies which decrease the number of cells in a complex by combining
them, called here “coarsenings”. Two different coarsenings are suggested by
the material presented so far, one conceptually based on the deformation
retraction and another on the subdivision of cells of a regular cell complex.

Technically, coarsenings sum up elementary chains such that their underly-
ing spaces remain deformation retractible. The idea is related to the concept
of “block chain” in the classical work [64]. Their use is demonstrated in spe-
cial cases, but no generally applicable algorithm to compute them is given
in the reference (especially, an algorithm enforcing the requirement (Bl3) is
hard to devise without homological computation in the first place).
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5.4.1 Coarsening to CW complex

Apart from the the excision argument, there is another, more direct way
to utilize deformation retractible Hausdorff subspaces. The deformation re-
tractible Hausdorff subspace R produced by the strategy described in connec-
tion with the excision can be made to be the codomain of an open cell. In fact,
because the spanning-tree algorithm visits every node of a connected graph,
all n-cells of a cellular decomposition of a connected manifold is replaced by
a single open n-cell, as illustrated in fig. 5.5.

Figure 5.5: Coarsening to CW complex applied to a cell complex (Bold lines
indicate the 1-cells on the boundary of the complex). Left: A dual tree (dot-
ted lines) is constructed, starting from the shaded root cell. The open cells
dual to the nodes and edges of the dual tree cover a deformation retractible
topological subspace. Right: The deformation retractible topological sub-
space is now covered with a single open cell.

5.4.1 Remark. R can be covered with an open cell. When the technique is
applied to a regular cell complex, the resulting cell complex may no more be
regular : The new cell may not be a homeomorphic image of a closed ball.

The cell complex becomes a CW complex, see definition 2.33. CW com-
plexes can be used in homology computations [61], but the vague requirement
3 (b) for the boundary of a cell makes their use rather difficult in automated
computation. Fortunately, the present technique noes not lead to the full
generality of the CW boundary relation: The boundary of a n-cell still coin-
cides exactly with a finite union of closed (n− 1)-cells, now closures of open
cells of a CW complex. Moreover, after the application of the technique, the
(n − 1)-skeleton constitutes a subcomplex of a regular cell complex, hence
the skeleton itself is a regular cell complex.
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Algorithm

The previously presented dual graph technique can be expressed as a regular
cell complex-oriented algorithm, called “coarsening to CW complex”, algo-
rithm 6. A comparison with the Breadth-first tree algorithm 7 at page 162
reveals the close connection, even though the phrasings concern different ob-
jects. If the homology groups Hp(K,L) are to be computed, the input consists

Algorithm 6 Coarsening to CW complex
1: repeat
2: Enqueue (p− 1)-cells on boundary of unvisited p-cell q to S.
3: while S not empty do
4: Dequeue s from S.
5: if s on the common boundary of exactly two p-cells q, q′ and

s, q, q′ are in the same subcomplex then
6: Enqueue boundary (p− 1)-cells of q′ to S, excluding s.
7: Replace q and q′ by q′′ such that ∂q′′ = ∂q± ∂q′ and (∂q′′)(s) = 0

hold.
8: Omit s from complex.
9: q ← q′′

10: end if
11: end while
12: until all p-cells visited

of the list of (n− 1)- and n-cells in L, together with the boundary operator
presentations of ∂n−1 and ∂n. All operations and conditions of algorithm 6
have counterparts in terms of matrices.

Algorithm 6 differs from the spanning tree algorithm in one important
aspect, its independence of dimension. It can be applied to the lower-
dimensional skeleta once it has been applied in dimension n. An elaboration
on this possibility follows shortly.

The complexity of the coarsening to CW complex with matrix input equals
to the complexity of possibly multi-component Breadth-first tree, with the
additional cost of some row- and column permutations and -operations on
occasions of cell omission and combining. If the presentation of boundary
operator ∂p is a k-by-l matrix, the complexity of possible arithmetic opera-
tions is bounded by O(kl): Each combining involves addition of two columns
of ∂p and two rows of ∂p+1 followed by one row and column interchange,
and omission involves one interchange of two rows of ∂p and two columns of
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∂p−1. Because each combining omits one p- and one (p − 1)-cell, the num-
ber of combinings is at most min{k, l}. The coarsening to CW complex is a
quadratic-complexity algorithm.

Suggestion for hybrid scheme

The coarsening strategy may leave several (p−1)-cells which reside two times,
but with different orientations, on the boundary of a p-cell. Some of such
cells are critical for the CW complex structure, but not all of them:

5.4.2 Remark. Even if the collapsing technique leaves the cellular decompo-
sitions of manifolds without boundary and manifolds whose Hp(M,∂M) is
to be computed intact, it may work very efficiently on the (n − 1)-skeleton
of such complex once coarsening to CW complex has been applied in dimen-
sion n, see fig. 5.5. It works for skeleta left after coarsening to CW in lower
dimensions as well.

Some of the (p− 1)-skeleton may collapse, making the input for coarsening
in dimension (p − 1) smaller. Hence, remark 5.4.2 suggests a hierarchical
scheme which applies coarsening and collapsing successively from the highest
dimension of the complex to dimension one:

5.4.3 Example. For the example of figure 5.5, the repeated use of collapsing
and coarsening would produce the result of figure 5.6

Figure 5.6: Repeated use of coarsening to CW complex and collapsing in
descending dimensions. Left: Result of 1-collapsing applied to the result in
figure 5.5. The 0-cells (or nodes) of the complex are marked by bold dots.
Right: Result of coarsening to CW complex in dimension 1.

5.4.2 Coarsening to regular cell complex

A variant of coarsening strategy can be designed to retain the regularity of
a cell complex (definition 2.34). It is based on the reverse application of the
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cell subdivision introduced in section 2.5.1. Theorem 2.62 guarantees the
invariance of homology groups under the operation.

Algorithm

In this strategy, two cells are combined only if the result is a closed cell.
Checking this property is computationally much more expensive, and leads
to a profoundly different algorithm:

• Let a (p− 1)-cell be a common face of exactly two p-cells.

– If it is their only common face, it may be possible to omit it and
combine the p-cells, but the combination of the two p-cells may
still not be a closed cell: The boundaries of the two cells may share
lower-dimensional cells (apart from those in the common face), see
fig. 5.7.

The boundaries are checked in all dimensions and if no common
cells like this are found, the cells are combined (This is the re-
verse subdivision step of section 2.5.1, and proofs of invariance of
homology groups apply). Else, the (p− 1)-cell is rejected.

– If several (p− 1)-cells reside on the common boundary, they may
share boundaries. It may be possible to combine them into a single
(p− 1)-cell.

• If the (p − 1)-cell is a face of only one p-cell, it is left untouched (but
collapsing before coarsening would have omitted it.)

• If the (p − 1)-cell is a face of more than one p-cell, some of the p-cells
may get omitted as common boundaries of (p + 1)-cells (if any). This
may leave the (p − 1)-cell to the common boundary of exactly two
p-cells, and help the algorithm to proceed further.

Additionally, if a relative homology group is to be computed for the complex,
all three cells involved in a combining must reside in the same subcomplex,
exactly like in algorithm 6.

The most striking differences suggested by the considerations are:

1. The algorithm is essentially recursive. It calls itself with different cell
sets and uses the results of the calls to produce results for the previous
call.
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Figure 5.7: Invalid combinations of closed cells: In the 2-dimensional example
on the left, the 0-cell indicated by the bold dot resides twice on the boundary
of the union of the two closed cells. This topological space cannot be covered
with a closed cell, i.e. be homeomorphic with the closed 2-ball. On the right,
a similar problem is shown in a 3-dimensional case where a 1-cell (bold line)
resides twice on the boundary of the union of the two closed 3-cells.

2. In the recursive calls of the algorithm, the dimension of cells varies
depending on the obstacle encountered.

The computational complexity of this suggested recursive algorithm is very
hard to track down. The number of cell combining operations is trivially
bounded by the total number of cells, and the numbers of various-dimensional
cells restrict the maximum work consumed by the manipulation of the bound-
ary operator matrices. However, it is very hard to bound the number of
unsuccessful attempts during the recursion, as well as the total complexity
of checking whether the result would be a closed cell.

It seems that any implementation of the method for a general regular cell
complex is inferior to successive coarsening to CW complex and collapsing.
Of course, if the cell complex for some reason has to remain regular, the
algorithm is an option. For reasonable efficiency, it should be applied only
for complexes which are first collapsed in all dimensions.

5.4.4 Remark. In special cases, the coarsening to regular cell complex can
be made both simple and efficient. The reference [65] presents an efficient
technique for simplicial complexes. This strategy does not involve recursion.

5.4.5 Remark. Contrary to the algorithm which coarsens to CW complex,
this coarsening strategy does not leave new lower-dimensional cells to the
boundary of only one cell during the omissions. This is guaranteed by the
requirement that a cell may be omitted only if it is the common face of two
higher-dimensional cells. Therefore, all collapsing should be done before the
application of this scheme: Additional collapsing as an intermediate stage
would not lead to further progress.
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5.4.3 The question of end-states of coarsening algorithms

For the practical use of both coarsening algorithms, an important question
was left unanswered: When does the algorithm stop? Of course, it stops when
there are no more adjacent cells which can be combined, but the important
question is: How many cells will be left in the end? A simple example shows
that the coarsening to regular cell complex algorithm does not in general
achieve the cellular decomposition with the minimal number of cells:

5.4.6 Example. In both of the cases depicted in figure 5.8, the coarsening to
regular cell complex would halt: The leftmost complex consists of two 2-cells,

Figure 5.8: Two different end-states of coarsening to regular cell complex.

while the one on the right consists of three 2-cells. The results follow when
cells are combined in different orders. In order to find the solution with the
minimal number of cells (or check whether a given number of cells suffices),
the coarsening should be performed for all orderings (or until an ordering is
found which produces the desired number of cells). This would take more
than O(n!) time, hence the complexity class of the problem is NP [1]. The
minimality requirement would not permit a polynomial-time algorithm.

The minimal number of cells in the end-states is not as interesting as the
maximal number of cells in the end-states. For every manifold, there must be
a maximum number of cells which cannot be combined. In the end-state of
the coarsening to regular cell complex, the number of cells left will be equal
or smaller than this worst-case bound. This number would enable a fixed
upper bound for the computational complexity of the homology computation
(and reflect some topological complexity of the manifold). The question is
an interesting — and probably very hard — problem in global properties of
manifolds: The criterion for combining two cells is local in nature, but the
maximal number of cells is a global property of the manifold. A direct attack
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to compute this number is equally hard as a direct attempt to compute the
minimal number of cells, which was described to explain its intractability.

Observations about coarsening to CW complex

The coarsening to CW complex is a practical tool only if it is used together
with the collapsing algorithm as a hybrid technique (see example 5.4.3). This
complicates the analysis of its worst-case end-state, making it an analysis of
two algorithms providing the input for each other — but benefits as well:
Because this approach both changes the underlying topological space of the
cell complex retaining its homotopy group and combines cells in what is left
of the cell complex, it can usually do substantially better than coarsening to
regular cell complex.

Collapsing is an algorithm which is based on invariance of homotopy instead
of homology, and this brings an aspect of uncomputability [9] to the end-state
analysis, prohibiting an exhaustive analysis of the worst end-state. In 3D
electromagnetic modeling, collapsing usually omits all 3-cells if it omits any
(i.e. not in the computation of cuts or 2-manifolds without boundary).

The coarsening to CW complex for an n-dimensional complex covering a
manifold starts by omitting (n−1)-cells which reside on the common bound-
ary of exactly two n-cells. Such procedure repeated leaves only one highest-
dimensional cell per connected component of the manifold. When m n-cells
have been combined in one connected component, only m− 1 of the (n− 1)-
cells have been omitted in the process:

5.4.7 Example. For the two-dimensional sphere, one can construct a CW com-
plex with two 2-cells and an arbitrarily large number of 1-cells, see fig. 5.9.
When the two 2-cells are combined, only one of the 1-cells vanishes, leav-
ing the number of remaining 1-cells unbounded. Of course, for a given cell
complex, the number of cells left after the coarsening is fixed.

Figure 5.9: The number of 1-cells can remain arbitrarily large when all 2-cells
are combined.
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Collapsing in lower dimensions reduces the number of remaining (n − 1)-
cells the best it can. In the previous example, all 1-cells would be omitted.
However, all n-cells can be omitted only if none of the nontrivial homotopy
groups obstructs the complete omission. This is, of course, the extreme case:
In general, no more cells can be collapsed if some nontrivial homotopy group
obstructs it. If collapsing is used in the problem size reduction, the overall
computational cost of homology groups cannot be bounded by a function of
the ranks of the homology groups, but rather with the ranks of the homotopy
groups. Homotopy groups are not computable in general [9], and the first
homotopy group is not even Abelian.

The question of maximal number of cells in the end-state remains open, and
some further considerations are elaborated on in chapter 7. Consequently,
the coarsening methods remain heuristics, requiring a substantial volume of
examples to substantiate claims of their efficiency.

5.5 Conclusion: Automated problem size reduc-

tion

The computation of homology groups is to be automated, hence no user
intervention should be needed in problem size reduction. Based on the re-
cent observations, two schemes for automated problem size reduction can be
suggested:

• If a reduction to CW complex is acceptable, the remark 5.4.2 and ex-
ample 5.4.3 explain the utility of the following scheme:

– Do the combination of i-collapsing and i-coarsen to CW complex
for i = n . . . 1.

• If a regular cell complex is required instead, remark 5.4.5 implies that
the automated computation should

– first collapse in all dimensions,

– then coarsen to regular cell complex.

Both schemes suffer from the lack of knowledge about the end-states of col-
lapsing and coarsening to regular cell complex, and therefore remain heuris-
tics.
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The complexes arising from electromagnetic modeling are typically mani-
folds constructed by humans, hence they practically never exhibit very com-
plicated homological structure. The mesh size reduction strategies can of-
ten acceptably reduce the computation time of absolute homology groups of
practical electromagnetic models, despite the slightly worse than quartic time
bound for torsion-free quotient groups. The computation of relative homol-
ogy groups may involve somewhat higher complexity than the computation
of the absolute homology groups, because the relative homology groups were
shown to sometimes have torsion subgroups.

The efficiency of the size reduction heuristic is critical for the practical
computability of the overall problem. It must be noted that the computation
of homology groups is definitely tractable in the complexity-theoretical sense,
and the practical computability as stated in this work concerns computation
with less effort than O(n3), where n is the number of cells in the original cell
complex. If a large problem with both torsion and poor reducibility arises,
the computation of the homology groups may consume unacceptable, but
still polynomially bounded amount of time. One has to bear in mind that
the success relies on a heuristic, and that if the rank of the homology group
is high and torsion occurs, a substantial computation time is an inherent
feature of the problem.
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Chapter 6

Examples and applications

Kannan-Bachem algorithm for Hermite normal form of dense integer matrices
(but avoiding elimination of already zero elements) was implemented in ANSI
C language [45]. The implementation for arbitrary precision integer arith-
metic came from the GNU multiple precision library, gmp [23]. Algorithms
for exhaustion and problem size reduction were implemented in Octave lan-
guage [62], which closely resembles MatLab [56]. Octave is an interpreted
language with no possibility for subroutine calls by reference [45]. Due to
the lack of call by reference in Octave, it was not possible to implement
the recursive algorithm for coarsening to regular cell complex. The imple-
mented iterative version was useless, and only collapsing and coarsening to
CW-complex are demonstrated.

Interpreted high-level languages for numerical computation tend to spend
disproportionate time on tasks whose complexities are quite modest unless
the task is expressed as a short sequence of intrinsic functions. Therefore,
the running times of algorithms do not reflect complexities very well, and
the examples present end-states of the reduction algorithms, but not their
running times: The heart of the matter are the complexities. Reductions
are O(n2) and the end-states tell the magnitude of n for higher-complexity
group-theoretic computations.

In all examples, the number of cells is brought down to very modest numbers
(n < 25) by the reduction algorithms, and the subsequent group-theoretic
computations took only a fraction of a second. This is typical when the
topological structure of the model is not very complicated. With n less than
hundred, the time consumed by even an O(n5) algorithm is comparable to
the time consumed by an O(n2) algorithm for n < 105. The solution of a
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static linear boundary value problem typically takes more than O(n2) time,
hence the homology groups take less time in these cases than a boundary
value problem of 105 elements — a quite customary problem size nowadays.

6.1 Solid cube

A solid cube was divided into a 5-by-5-by-5 cubical grid. When collapsing
algorithm was applied in the highest dimension of the model, all highest-
dimensional cells were omitted. Subsequent coarsenings and collapsings re-
duced the solid cube into a node.

6.1.1 Remark. This example suggests a practically useful check for bound-
ary value problems. One is often to decide whether the model domain at
hand should be cut to facilitate the use of scalar potential. If not, the
collapsing-based coarsening to CW-complex algorithm can usually quickly
give the definite “no”-answer: If there are no 1-cells left after a run of the
reduction algorithm (this happen often!), no 1-chain can be a cycle yet not
a boundary. The homology groups of the reduced complex are known to be
isomorphic with the original ones, hence H1(K) ∼= 0 holds. This constitutes
a quadratic-time semi-solution: The answer is either the definite “no”, or
“very likely”, which requires the group-theoretical computations to settle the
question definitely.

6.2 Cube with a void

A variant was created from of the previous problem. A void was added to
the middle of the cube K, and a part of the boundary depicted in fig. 6.1
was chosen to be the subcomplex L modulo which the homology groups are
to be computed. Two models, one divided into 5-by-5-by-5 (shown) and the
other into 10-by-10-by-10 grid were analyzed.

First, the complexes were subjected to problem size reduction by collapsing
and coarsening to CW complex. In both cases, all 3-cells were omitted.
Figure 6.2 shows the 1-skeleta of the result complexes (i.e. 2-cells have been
hidden).

The numbers of various-dimensional cells left in the result complexes are
shown in table 6.1. The numbers of cells are different in the two models, and
this demonstrates the typical situation where the minimal number of cells in
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Figure 6.1: The subcomplex on the boundary of the cube with a void inside.

Figure 6.2: The 1-skeleta of the cubes after the problem size reduction with
collapsing and coarsening to CW complex. Six 1-cells remain in the skeleton
of the 5-by-5-by-5 cube on the left and four 1-cells in the skeleton of the
10-by-10-by-10 cube.
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the end-state is not achieved.

Reduced complexes 0-cells 1-cells 2-cells 3-cells
cube (5x5x5) 4 6 4 0

cube (10x10x10) 3 4 4 0

Table 6.1: The numbers of various-dimensional cells after collapsing and
coarsening to CW complex.

The computation of the homology groups from complexes with such few
elements is instantaneous. Table 6.2 shows the ranks of the groups involved1.
All homology groups are torsion-free.

Ranks of homology groups p = 0 p = 1 p = 2 p = 3
Hp(L) 2 1 0 0
Hp(K) 1 0 1 0
Hp(K,L) 0 1 2 0

Table 6.2: The ranks of the homology groups of the cube with a void.

6.3 Complement of the trefoil knot

Even if the trefoil knot (fig. 6.3) or its complement practically never occur

Figure 6.3: A surface mesh on the trefoil knot.

1The groups Hp(L) were not computed, but added to the table to demonstrate the
exact homology sequence in the table — from left to right, top to bottom.
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in electromagnetic modeling, its homology is interesting for its touchstone
nature: Just like in the case of the torus surface with a hole in figure 2.12,
the homology and homotopy groups of the complement of the trefoil knot
differ. The homology group H1(M) and its isomorphic group H2(M,∂M)
have rank 1, but the first homotopy group has more generators [27] [53] [64].
The single generator of the group H2(M,∂M), the “scalar potential cut” for
the complement, is a traditional reference problem for cut generators, which
cannot be computed by solely homotopical methods and arguments.

Table 6.3 shows that the problem size reduction strategy does reasonably
well, making the computation of homology groups instantaneous. The ranks

0-cells 1-cells 2-cells 3-cells
4 8 6 1

Table 6.3: The cells left to the complement of the trefoil knot after collapsing
and coarsening to CW complex.

of the homology groups are shown in table 6.4.

Ranks of homology groups p = 0 p = 1 p = 2 p = 3
Hp(K) 1 1 1 0
Hp(K,L) 0 1 1 1

Table 6.4: The ranks of the homology groups of the complement of the trefoil
knot.

The generators of the homology groups are not very spectacular, they are
visually surfaces of the model or curves on the surfaces, with the exception
of the notorious generator of H2(M,∂M). This several times self-intersecting
2-chain is quite complicated: A print of it on a paper (fig. 6.4) does not help
gain much insight.

6.4 Torus of example 4.2.9

The torus of example 4.2.9 (figure 6.5) is an example of torsion in relative
homology, even if everything in the model is compact, orientable, and embed-
dable into R3, and all absolute homology groups are free. The partition of its
boundary can actually happen in electromagnetic modeling if a two-turn coil
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Figure 6.4: The generator of H2(M,∂M), i.e. the cut of the complement of
the trefoil knot.

Figure 6.5: The torus of example 4.2.9.
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is placed such that it touches the surface of a toroidal body. This possibil-
ity refutes claims that one needs not worry about torsion in electromagnetic
modeling.

The problem size reduction algorithms bring this complex into a CW com-
plex with very few cells — actually, into the minimal one (table 6.5). The
reduced complex, with the single 2-cell hidden, is shown in figure 6.6. The
complex covers a Möbius band. Computations with such few cells take no
appreciable time.

0-cells 1-cells 2-cells 3-cells
2 3 1 0

Table 6.5: The numbers of various-dimensional cells after collapsing and
coarsening to CW complex.

Figure 6.6: Torus of example 4.2.9 after collapsing and coarsening to CW-
complex.

The results of the computations are presented in table 6.6. The homology
group exhibiting torsion is H1(K,L), and the torsion coefficient of this gen-
erator is 2. A chain representing this generator is the short line segment
situated to the left from the center of figure 6.6, connecting the the upper-
and lower turns of the “two-loop coil” of the rest of the model.

Ranks of homology groups p = 0 p = 1 p = 2 p = 3
Hp(K) 1 1 0 0
Hp(K,L) 0 1∗ 0 0

∗ torsion coeff. 2

Table 6.6: The ranks of the homology groups.

6.4.1 Remark. It is to be noted that if the homology is computed modulo the
complementary part of the boundary, the resulting homology groups have
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identical ranks. The assumptions of the Conner theory [16] [50] seem to have
been violated in this example.

6.5 Coupled circuit-field model of a transformer

The field model of electromagnetism leads to computations which are far
more tedious than the computations to solve problems of simpler circuit
theory [4] [77]. It is very beneficial if all components of a system can be
accurately modeled with circuit parameters, instead of detailed analysis of
their fields. Then preset excitations can be fed to the field par of the model,
and the responses can be analyzed and converted into circuit parameters. If
this is not possible, a part of the problem is depicted with a circuit model,
while field model is used for the rest, and the two subproblems are coupled.

The simplified model of a transformer in figure 6.7 is useful for both circuit
parameter extraction and coupled problem analysis. The well-posedness of

Figure 6.7: The simplified model of a transformer.

such coupled problems is addressed in [8] and [71], where it is stated that
the magnetic isolation and the current isolation reduces the well-posedness
question to the boundary of the model. Therefore, only the homology of the
boundary is computed.

The boundary was reduced to a CW complex with numbers of various-
dimensional cells in table 6.7. The minimal complex would consist of 4 0-cells,
9 1-cells, and 5 2-cells. The 1-skeleton of the reduced boundary is shown in
figure 6.8.

The ranks of the homology groups are shown in table 6.8, and the generators
of the first absolute and relative homology groups are depicted in figure 6.9.
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0-cells 1-cells 2-cells 3-cells
8 13 5 0

Table 6.7: The numbers of various-dimensional cells after collapsing and
coarsening to CW complex.

Figure 6.8: The 1-skeleton of the reduced transformer boundary.

Ranks of homology groups p = 0 p = 1 p = 2 p = 3
Hp(K) 1 1 1 0
Hp(K,L) 0 1 1 1

Table 6.8: Rank of the homology groups of the boundary of the transformer
model.

6.6 Synchronous motor

Various problems of electromagnetics are most economically solved when
their symmetry of geometry and fields is exploited, and only some symmetry-
dependent fraction of the model is analyzed. This idea is very widely used in
the design of electric motors and generators, which practically always exhibit
symmetry of considerable degree. The one ninth of a synchronous motor in
figure 6.10 can be given an appropriate periodic boundary condition on the
symmetry surface (covered by subcomplex L1), and such conditions enable
the analysis of the whole motor via the solution of a boundary value problem
in the fraction.

In analyses like this, a scalar potential is frequently used for the mag-
netic field strength h. Then the generators of the relative homology group
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Figure 6.9: Generators of H1(K) (upper row) and H1(K,L) (lower row) of
the transformer model.

Figure 6.10: Wire-frame model and surface image of the synchronous motor
model.
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H1(K,L1) tell over which chains the integrals of h must be known to make
the problem well posed. The cuts for the scalar potential are generators of
the homology group H2(K,L2), which is isomorphic with H1(K,L1) [16] [50],
when L2 covers the exterior surface of the motor. Both homology groups were
computed.

The model complex pairs were reduced to ones accounted for in table 6.9.
The reduced complex pair (K,L1) is shown in figure 6.11.

Complex pair 0-cells 1-cells 2-cells 3-cells
(K,L1) 11 11 0 0
(K,L2) 13 21 8 0

Table 6.9: The numbers of various-dimensional cells after collapsing and
coarsening to CW complex.

Figure 6.11: The 1-skeleton of collapsed synchronous motor whose homology
groups H1(K,L1) modulo the symmetry planes are to be computed. (The
reduced rotor, a single node, is not shown).

The ranks of the homology groups are given in table 6.10. The ranks of
the groups reflect the expected isomorphism Hp(K,L1) ∼= Hn−p(K,L2). The

Ranks of homology groups p = 0 p = 1 p = 2 p = 3
Hp(K) 2 2 0 0

Hp(K,L1) 0 5 0 0
Hp(K,L2) 0 0 5 0

Table 6.10: The ranks of the homology groups of the synchronous motor.

generators of group H1(K,L1) are shown in figure 6.12.
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Figure 6.12: Generators of H1(K,L1) of the synchronous motor.
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Chapter 7

Conclusion

The motivating question of this work is: “Can the homology groups of elec-
tromagnetic models be computed such that electromagnetic design software
can be improved with them?” The introductory chapter demonstrated how
homology groups enable the consistency analysis of problems arising from
electromagnetic engineering. The homology groups are well defined, and
the structure of their elements is known too well to cause problems of soft-
ware engineering. Moreover, generally applicable methods to compute the
homology groups are known, and therefore it was studied whether or not
the elementary homological computations in electromagnetic modeling suffer
from higher computational complexity than the easiest numerical solutions of
boundary value problems.

The computation of all homology groups in electromagnetic modeling is
complexity-theoretically tractable, i.e. in the classical sense of tractability,
all relevant homology groups in electromagnetic modeling are always com-
putable, due to polynomial bounds for their computation time and storage.
Nevertheless, the computation was in some cases demonstrated to run the
risk of consuming unacceptable amount of time when compared to the numer-
ical solution of the boundary value problem itself.

This work explains why it is very difficult and most likely impossible to
exclude this risk from problems of three-dimensional electromagnetic modeling
satisfying some practical clear-cut criteria. This does not mean that it is
futile to try to compute the homology groups, but rather that acceptable
efficiency of the computations depends on heuristics — a typical situation in
engineering. Indeed, the counterexamples for group computation techniques
and problem size reduction strategies do not change the simple fact that

149



a vast majority of homology groups of everyday models are computable in
acceptable time.

The matter of course for homological computation becomes:

• Perform a heuristic problem size reduction.

For each subsequent group-theoretic problem1,

• attempt a cubic-time homology computation.

• As a fallback, compute an integer matrix canonical form.

7.1 Concluding technical considerations

The isolation of the thesis statement of this work to a question concerning
the computational complexity made the dual objectives of this work:

• Prove a favorable (practically O(n3)) complexity bound for as general
as possible a class of problems.

• For problems which were not covered, try to recognize the feature or
features obstructing the cubic bound.

In three-dimensional electromagnetic modeling, the effort to fulfill the first
objective produced scarce results: Most notable result is conclusion 4.6, which
guarantees the computability of all absolute cycle- and boundary groups in
cubic time with exhaustion. The more particular lemma 4.7 guarantees that
Hermite and Smith normal forms produce the highest-dimensional absolute
cycle group Zn(K) and the boundary group Bn−1(K) in cubic time. More-
over, exhaustion is known to often settle the Quotient problem of absolute
homology groups Hp(K) in cubic time. However, if any of the intermediate
stages of exhaustion involve a subgroup which is not a direct summand, Smith
normal form must be used for the computation of the Quotient problem. It
is noteworthy that i) the direct summand property of intermediate results
cannot be checked in less time than what the attempted exhaustion takes,

1The strategy for this step follows from the fact that the criterion which determines
the applicability of exhaustion for each group-theoretic problem is equivalent to at least a
partial solution of the problem itself by exhaustion.
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and ii) it remains open whether the Smith normal form takes anywhere near
cubic time or much more (see subsequent discussion). This suggests the “first
attempt with exhaustion, fallback with Smith normal form”-strategy.

7.1.1 Remark. A mere re-indexing of the cells of a cell complex which ad-
mits a cubic-complexity computation can make the exhaustion algorithm for
Kernel-Codomain problem produce results which do not satisfy the direct
summand requirement in the Quotient problem (example 4.2.7, page 100).
Can all intermediate result groups of exhaustion algorithms for both Kernel-
Codomain problem and Quotient problem be made direct summands? The
computation of an appropriate indexing (there are n! indexings for n cells)
is too expensive.

As for the second objective, the worst obstruction to cubic-time computa-
tion is the torsion phenomenon. Torsion is known to be the group-theoretical
feature whose complete characterization consumes considerable time, as dis-
cussed on page 92. As some relative homology groups in electromagnetic
modeling exhibit torsion (see example 4.2.9 on page 102), the Smith normal
form is a necessary tool if all homology groups of all models are to be com-
puted — and the complexity bound for the Smith normal form is the general
one in these cases. Fortunately, the modified Kannan-Bachem algorithm can
exploit the typically overwhelming majority of unit invariant factors.

One can virtually always do better than in the previous worst-case scenario:
Lemma 3.22 states that the computation of the Smith normal form of a
matrix is reduced to the computation of two Hermite normal forms, if all
nonzero invariant factors are one. This is equivalent with absence of torsion
in the problem. The result improves the complexity bound of Smith normal
from to that of Hermite normal form. Regrettably, the general complexity
bound for Hermite normal form is slightly worse than O(n4) with a Kannan-
Bachem algorithm, hence not quite low enough. The bound remains this high
because the invariant factors alone do not help much when the complexity of
the Hermite normal form itself is considered.

The computation time of the Hermite normal form could be reduced to
roughly O(n3) if the intermediate results were known to remain small enough
without frequent subdiagonal element reductions. It is very hard to bound
these intermediate results effectively. The only known condition which does
this applies for a special case only, as shown in example 4.2.6, page 99.
Usually unit elements appear very early to the diagonal positions of the
Hermite normal form. Since no columns are added to these columns during
subsequent eliminations, only a modest number of subdigonal elements need
reductions, and the work involved remains modest. This is an observed
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(albeit plausible) tendency, and it seems very hard to obtain a clear-cut
criteria or characterization for this.

All generally applicable positive results concerned absolute homology groups:
For relative homology, exhaustion was shown to sometimes fail even in the
Kernel-Codomain problem (example 4.2.10 on page 103).

Is there any common factor in the computational hardships? Lemma 3.21
relates the direct summand condition of intermediate results in exhaustion
with invariant factors of matrices, and lemma 3.9 shows that the direct sum-
mand condition is equivalent to absence of torsion in intermediate result
groups.

7.1 Conclusion. Even for torsion-free groups, the intermediate results of
exhaustion may contain torsion.

This feature also makes it very difficult to analyze the computation of Her-
mite normal forms:

7.2 Conclusion. Even if all invariant factors of a matrix were unit and zero,
the invariant factors of some subset of its columns may have larger invariant
factors.

Even the combination of at most unit invariant factors and a uniform bound
for the size of the elements of the matrix does not yield a sufficient bound
for the intermediate results (example 3.2.7):

7.3 Conclusion. The cubic complexity in the computation of homology groups
can only follow from some more specific features of the problem, and it seems
very unlikely they can be articulated with concepts of homology theory.

Finally, the computations discussed in this work base on a mesh or grid, a
cellular decomposition of a manifold which usually consists of a very large
number of cells, due to the requirements of approximation or sampling theory.
There are techniques, based on homological arguments, which often substan-
tially reduce the size of the problem submitted to the elementary computa-
tion, and therefore dramatically lower the overall computational cost. De-
spite their undeniable efficiency, the techniques are heuristics, because good
end-states (with very few cells left) are not guaranteed. The reasons for their
heuristic nature are interesting, however.

The following open questions concern the complexity of the computation:
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1. What is the most general criterion for an integer matrix which enables
cubic bit-complexity computation of Hermite normal form?

In Kannan-Bachem variants this implies that frequent subdiagonal re-
ductions are not needed (number of operations is then cubic): Subdiag-
onal reductions are usually unavoidable to keep the intermediate results
modest. It is technically problematic to obtain tighter bounds for the
the sizes of the intermediate results in Kannan-Bachem algorithm than
the general one — and even more difficult to track down any sensi-
ble criteria for matrices which would enable such bounds. The known
bounds for intermediate results are the roughly quartic one based only
on the size of the maximal element and the size of the matrix [81], and
the cubic special case bound based on theorem 3.17.

The ideas on which the Kannan-Bachem algorithm is constructed are
ones of general integer arithmetic and they do not much reflect as-
pects of homology theory. It seems unlikely that an efficient tailored
group-problem solver for homology could be constructed, but the com-
putational complexities of the problems with Kannan-Bachem appear
to depend on qualities which are very hard to express with homological
concepts.

Remark 4.2.4 asks if solvability with exhaustion could be used as a
partial criterion. This could certainly not be the only criterion, because
unit invariant factors do not imply easy factorization. Moreover, unit
invariant factors do not restrict the maximal size of the elements in
the matrix (example 3.2.3), hence the intermediate results may grow
rapidly.

2. What are the upper bounds for numbers of cells left in a cell complex
when the collapsing algorithm and the coarsening to CW complex-
algorithms stop?

Such bounds would tell the maximal sizes of the group-theoretic prob-
lems, possibly enabling favorable upper bounds for computation time.

The upper bounds probably depend on computationally intractable
combinatorial arguments, related to mathematically demanding global
properties of manifolds. The Morse theory [59] of manifolds yields up-
per bounds for minimum number of cells in a CW complex covering a
compact manifold without boundary, and it gives some insight to the
hardship of any minimality and maximality arguments on cellular de-
compositions of manifolds. There is a theory which is related to the
maximal number of cells which cannot be combined — the theory of
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the Lyusternik-Schnirelman categories – but it hardly yields practically
useful answers.

The answers could extend the class of provably practically computable ho-
mology groups. Unless this class can be made to cover a considerable body
of homology groups, the practical impact of the answers remains modest.

7.2 Future development: Help for everyday en-

gineering problems

Finally, the objective of research in electromagnetic modeling is the devel-
opment and improvement of the computational tools for electrical engineers.
The quality of the design tools has a great impact on the environmental ac-
ceptability, efficiency, reliability, size, and price of the electrical appliances
we use every day: The more efficient the design tools, the more accurate and
reliable the predictions of the function of the appliances — and the better the
motivation for careful analyses leading to improvements in their design. This
makes electromagnetic modeling important and economically significant.

The connection from a particular matrix technique through the homology
theory to a design software employing homological concepts is not imme-
diate, thus a gap inevitably remains between this work and practical elec-
tromagnetic design software. There is a considerable number of questions in
everyday electromagnetic modeling, whose answers involve homology groups.
Presently, their standard answers are often either missing or partial. This sit-
uation calls for a layer of software which systematically produces the correct
answers once the homology groups are available.

154



Appendix A

Kernel-Codomain problem and

the short exact sequence

The Kernel-Codomain problem for a homomorphism h : F → G for free
Abelian F and G suits the short exact sequence (see definition 2.50) for-
malism, which shows why it is essentially a decomposition of one group into
direct summands.

Each f ∈ F is either an element of ker(h) or gets mapped onto a nontrivial
element of G. This suggests a sequence, exact at F ,

. . .→ ker(h)
k
−→ F

h′
−→ cod(h)→ . . .

where h′(f) = h(f) holds for all f ∈ F , and h′ is surjective. The homomor-
phism k is injective, because it is an inclusion. Such properties have their
implications in an exact sequence:

A.1 Lemma (Characterizes homomorphisms with exactness). The
following two propositions hold:

1. The sequence G1
h
−→ G2 → 0 is exact at G2 ⇔ h is surjective.

2. The sequence 0→ G1
h
−→ G2 is exact at G1 ⇔ h is injective.

Proof. Case 1 is obvious. Case 2: The codomain of the first map is the
trivial group {0}. By definition, the sequence is exact at G1 if and only if
ker(h) = {0} holds.
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“⇒” If h is not injective, two distinct elements of G1 get mapped onto the
same element of G2, i.e h(g1) = h(g2) holds for g1 6= g2 ∈ G1. This implies
h(g1 − g2) = 0, i.e. g1 − g2 ∈ ker(h) for g1 − g2 6= 0, and the sequence is not
exact. By contraposition, exactness at G1 implies injectivity of h.

“⇐” Let h be injective. Since h is a homomorphism, h(0) = 0 holds. Due
to injectivity, no other element gets mapped to 0, i.e. ker(h) = {0} holds,
making the sequence exact at G1.

Then, by lemma A.1,

0→ ker(h)
k
−→ F

h′
−→ cod(h)→ 0

is a short exact sequence.

A.2 Theorem. If the group G3 in the short exact sequence

0→ G1
h1−→ G2

h2−→ G3 → 0

is free, then cod(h1) is a direct summand in G2.

Proof. See [37], [61].

A.0.1 Remark. In this case, the sequence is said to split.

The group cod(h) is a subgroup of a free Abelian group G, hence itself
free Abelian [22] [61]. The sequence splits, hence F has a direct summand
decomposition F = ker(h)⊕ B. The sequence can be written as

0→ ker(h)
k
−→ ker(h)⊕ B

h′
−→ cod(h)→ 0,

where h′(B) = cod(h) must hold due to the surjectivity of h′. Therefore, the
kernel-codomain problem of free Abelian groups is equivalent to a direct sum-
mand decomposition problem in F : The homomorphism h′ : B → cod(h) is an
isomorphism, making the inclusion homomorphism c = (h ◦ h′−1) : cod(h)→
G.

A.0.2 Remark. In a short exact sequence splitting problem like this, the
“invisible” group G is called the universal group [37] of cod(h).
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Appendix B

More on orientability and torsion

in homology

Torsion is often attributed to nonorientable manifolds, but this is not the
whole truth:

B.0.3 Example (Lens space L(2, 1)). The lens space L(2, 1) is a three-dimensional
manifold which is constructed as follows: Consider the unit 3-ball around the
origin in C×R, where C is considered the equatorial plane. The points have
coordinates (z, r), where z ∈ C and r ∈ R. The boundary of this ball is
S2, and each point on its upper or lower hemisphere has a unique projection
on the equatorial plane, given by (z, r) 7→ (z, 0). Complex analysis pro-
vides an angle arg(z) and magnitude |z| for each of these projections. Now,
choose a natural number n > 1, and identify the points on the lower hemi-
sphere with projections which have polar coordinates (|z|, arg(z)) with the
points on the upper hemisphere with projections which have polar coordi-
nates (|z|, arg(z) + 2π

n
). Figure B.1 shows the construction of such lens space

with n = 2.

R

C

a

a

Figure B.1: Construction of the lens space L(2, 1).

157



The lens space is orientable, has no boundary and cannot be embedded
into three dimensions. The CW decomposition of the manifold is shown in
figure B.2. The boundary of the manifold is f−f = 0, f has boundary 2e, and
e has boundary n−n = 0. Note that even if the manifold itself is orientable,
f used in the cellular decomposition is the real projective plane [33] [38],
hence a manifold but not an orientable one. The 1-cycle group is generated

n

f

e

e

n

−f

Figure B.2: CW decomposition of the lens space L(2, 1).

by (e) and the 1-boundary group by (2e), and therefore, the first absolute
homology group has structure H1

∼= Z2.
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Appendix C

The torsion product

Given an Abelian group C, the short exact sequences

0→ A
α
−→ B

β
−→ C → 0

where A,B are free, are called free resolutions of C [42] [54]. The canonical
way to construct a free resolution for any Abelian group is to let B be F (C),
the free Abelian group generated by the elements of C (infinite rank, elements
can be viewed as formal sums of the elements of C), and choose β to be the
natural projection π (maps nc ∈ F (C), the formal n-multiple of c ∈ C onto
∑n

i=1 c). To make the sequence exact, it is sufficient to choose A = ker(π)
and choose α to be the inclusion of this kernel into F (C). Then the sequence

0→ ker π
i
−→ F (C)

π
−→ C → 0

is called the canonical free resolution of C.

When one introduces a tensor product with an Abelian group G to the terms
of a free resolution, the sequence

0→ A⊗G
α⊗idG−−−−→ B ⊗G

β⊗idG−−−→ C ⊗G→ 0

is not necessarily exact. However, the group Tor(C,G) ∼= ker(α⊗idG) induces
the exact sequence

0→ Tor(C,G)
γ
−→ A⊗G

α⊗idG−−−−→ B ⊗G
β⊗idG−−−→ C ⊗G→ 0.

This group is called the torsion product of C and G, it depends on C and G
only, and vanishes if either C or G is torsion free [42] [54].
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Appendix D

Graph techniques in homology

Directed graphs, digraphs can be viewed as a special case of one-dimensional
chain complexes. One-dimensional complexes have only one nontrivial bound-
ary operator ∂1. Because the homology groups are by definition the quotient
groups of the kernel and codomain of two successive boundary operators, only
the zeroth and first homology groups of a digraph can be computed. There
is an efficient way to do this, and therefore the digraph theory is widely used
in electrical engineering [4] [77].

However, the mere chain complex over the 1-skeleton of a cell complex K
can be used to answer only a limited set of homological questions on the chain
complex C(K): The groups obtainable from the skeleton are B0(K), H0(K),
and Z1(K). The group H0(K) can be computed because Z0(K) = C0(K)
holds, which implies the identity H0(K) = C0(K)/B0(K). Additionally,
because no cycle of the digraph itself is a boundary, the first homology group
of the digraph is isomorphic with Z1(K). This is usually not the homology
group of the original chain complex C(K): Its computation would require ∂2

of the complex, which is the zero map from a trivial group in the digraph.

D.1 Spanning tree

The spanning tree of a digraph is its maximal subcomplex which contains
no cycles. The construction of a Breath-first spanning tree [17], which is
predominant in electrical engineering applications, is depicted in algorithm 7.
The algorithm uses the queue data structure [17], which has two operations:
Enqueue adds an element to the queue, and dequeue returns the earliest
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enqueued element of the queue (and removes it from the queue).

Algorithm 7 Breadth-first spanning tree construction.
1: repeat
2: Pick a non-tree node n and include it to the tree.
3: Enqueue the non-tree edges incident to n into E.
4: while E not empty do
5: Dequeue e from E.
6: if the other boundary node n′ of e not in tree then
7: Put e into tree.
8: Put n′ into tree.
9: Enqueue the edges incident to n′ into E.

10: end if
11: end while
12: until all nodes in tree

The computational complexity of the algorithm can be made quite favorable:
Let n be the number of nodes and e the number of edges in a digraph.
The queue works in O(1) time for enqueue element-, dequeue element-, and
number of elements-operations. The performance-critical tasks are the search
for a non-tree node in step 2, the search for incident non-tree edges at steps
3 and 9, and the check if a node is in the tree at step 6. The algorithm has
an implementation of complexity O(n+ e) [17].

D.2 Dual spanning tree

For the cellular decomposition K of an n-dimensional manifold without
boundary, it is possible to construct the Poincaré dual cell complex DK [33],
such that for each p-cell of K there is unique (n − p)-cell in DK and vice
versa. Then the boundary relations of n- and (n−1)-cells of K repeat as the
boundary relations of 0- and 1-cells of DK: If the (n − 1)-cell kn−1 resides
on the boundary of an n-cell kn of K, the boundary of the dual 1-cell kDn−1 of
DK contains the dual cell kDn : The matrix presentations, Dn−p for ∂n−p and
DD
p for ∂Dp , are related simply through the identity

DD
p = DT

n−p.

Figure D.1 illustrates the Poincaré dual complex of a two-dimensional com-
plex. The spanning-tree decomposition of the 1-skeleton of the Poincaré dual
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Figure D.1: Illustration of a Poincaré dual complex.

complex yields the group Zn−1(K) of (n−1)-cycles: Each co-tree edge is dual
to an (n− 1)-cell which encloses a unique (n− 1)-cycle.

For manifolds with boundary, the relation is slightly more complicated, in-
volving the Lefschetz duality [33]. The Poincaré duality applies on the sub-
complex covering boundary (which is a manifold with no boundary). The
dual complex of the interior matches with the Poincaré complex except at
the boundary. In the exterior layer of n-cells, the dual cell complex DK
does not extend outside the manifold, but rather terminates at the dual cell
complex D∂K of the boundary, see figure D.2. The dual chain complex to

Figure D.2: Illustration of a Lefschetz dual complex (dashed lines). The
boundary ∂K is marked by a bold line.

C(K) is then C(DK,D∂K). This relative chain complex does not have as
clear graph interpretation as the Poincaré dual due to the “half-edges” with
only one node on their boundaries, but graph techniques can be adapted to
produce useful results here as well.

The spanning-tree decomposition of the 1-skeleton of the interior of the
Lefschetz dual again yields a group of absolute (n − 1)-cycles. Each tree
edge is dual to an (n − 1)-cell enclosing an independent cycle. Finally, one
(n − 1)-cell on the boundary of each connected component (corresponding
to one half-edge) encloses the final independent cycle. This yields the whole
group Zn−1(K).
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Each interior tree-edge is dual to an (n − 1)-cell which encloses an inde-
pendent relative cycle modulo boundary. This yields the relative cycle group
Zn−1(K, ∂K).
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